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1 INTRODUCTION

In the early fifties, computer simulation was introduced as a tool to study classical
many-body systems. The first Monte Carlo simulations were described by Metropo-
lis et al. in 1954 [1]. In 1957, Alder and Wainwright [2] published the results of
the first Molecular Dynamics simulations. Computer simulation is therefore not a
new technique. Moreover, although much technical progress has been made during
the past three decades, the simulation methods have, in essence, not changed at all
from the day they were first published. If you have read refs. [1] and [2], you proba-
bly know enough about simulations to be able to extract most of the 'non-technical'
information (i.e. the physics) from the literature on this topic. And if you are in-
terested in the technical aspects of computer simulations, there are books that teach
you the tricks-of-the-trade [3]. So what is the point of the present 'Introduction to
Computer Simulation'? I believe that there are, in fact, several good reasons to have
an elementary discussion of computer simulations at a meeting on systems at high
pressures.

The first reason is mainly psychological. Almost every scientist now has access
to a (mini)-computer that is sufficiently powerful to perform computer simulations. It
is a natural (and, in my opinion, positive) development that experimentalists want to
be able to do their own computer simulations: either to facilitate the interpretation
of their measurements or to be able to select the optimal conditions for a particu-
lar experiment. The latter aspect is especially important for work in high-pressure
physics, where experiments are difficult and time-consuming. The 'psychological' role
of the present lectures is just to convince those of you who are contemplating to start
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Monte Carlo (MC) or Molecular Dynamics (MD) work that, really, there is nothing
to it. For this reason I shall devote some time to explain the working of a very simple
MC/MD program. The main message of my lectures is that computer simulations are
easy. Moreover, they are too useful to be left to 'specialists'. In order to placate my
fellow-simulators who worry that the current influx of non-specialists into the field
will lead to 'declining standards' in computer simulation, I add two caveats. First
of all, MD and MC programs are sufficiently simple that they can be understood.
There is therefore no excuse for treating them as 'black box' programs. Secondly,
these lectures are really introductory. If you want to go ahead and do simulations,
you must consult the literature. A good starting point would be the book by Allen
and Tildes ley mentioned earlier[3]. This book is aimed at beginners. More advanced
techniques are described in the proceedings of a recent Fermi school on computer
simulation [4]. Finally, Ciccotti et al. have recently edited a collection of reprints on
computer simulation [5]. In the latter book, references to other books and reviews
may be found.

A second reason for having separate lectures on computer simulation in the
context of high-pressure physics is that the practical problems encountered in such
simulations are somewhat different from those in simulations on, say, liquids at low
pressure. In fact, most texts on computer simulations of many-body systems em-
phasize applications to liquids. This bias has historical origins. In the fifties when
computer simulation was introduced as a tool in statistical mechanics, the technique
was, of course, first applied to a field where there was a desperate lack of hard nu-
merical data. The theory of dense liquids was such a field. In contrast, solid-state
theory was already a well-established, and extremely successful area of research. It
seemed that computer simulation in solid state physics would be just a waste of time
and money. Actually, this representation of the state of affairs is historically not quite
correct. One of the very first computer simulations to be carried out on the MANIAC
computer at Los Alamos, was the famous simulation of a one-dimensional, anhar-
monic chain by Fermi, Pasta and Ulam [6]. This paper has had a profound influence
on the development of ergodic theory, but it did not establish computer simulationas
a standard tool in solid-state physics. The same is true for another pioneering paper,
i.e. the computer simulations of Vineyard and coworkers [7] on radiation damage in
crystalline copper. The paper describes the first Molecular Dynamics simulation of a
system of atoms interacting through a continuous potential. But again, its main influ-
ence was outside statistical mechanics, and outside 'mainstream' solid-state physics.

A field where solid-state physics, statistical mechanics and computer simulations
did meet was the study of critical phenomena, in particular those associated with
ordering in magnetic systems. But here the focus was necessarily on the 'spin' degrees
of freedom defined on a pre-existing lattice. In simulations on, say, the Ising model,
the structure of the crystal lattice is a starting assumption of the simulations, rather
than a result. And it would, in fact, be rather unwise to try to include the translational
degrees of freedom of the lattice into such simulations, unless coupling between the
spin and lattice modes is expected to be really relevant for the criticalbehaviour. After
all, simulations on pure lattice models are many orders of magnitude faster than MC
and MD simulations on systems with continuous translational degrees of freedom.
This may be another reason why simulations on classical many-body systems were
not particularly popular among many solid-state theorists.
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Even though computer simulation of classical many-body systems had a slow
start in solid-state physics, it has now evolved into an indispensable tool in this
field. In particular in those areas where the standard techniques of lattice dynamics
become cumbersome. Examples are, the study of complex molecular crystals, defects
and phase transitions. Specific examples are discussed in the lectures by Klein and
Car.

The aim of my lectures is to give a simple introduction to computer simulations
of classical many-body systems, with special emphasis on those technical aspects, that
seem to me of particular relevance for simulation of dense matter.

The remainder of this paper is organized as follows. The next section briefly
explains the Molecular Dynamics and Monte Carlo simulations on classical many-body
systems. It describes the most important features of a very simple computer program.
In section 4 we discuss the choice of technique and simulation ensemble, although the
latter point is only treated superficially. Section 5 deals with 'measurements' in a
computer simulation. Finally, in Section 6, first-order phase transitions are discussed.
The emphasis is on such transitions, because that is what MD and MC of small
systems can handle best. In this context, a brief discussion of free energy calculations
is included.

I wish to stress that the material in this paper has been selected for didactical
reasons. It contains no new results. I hope that the new results will be obtained by
the reader, as an exercise to these lectures.

2 A MONTE CARLO PROGRAM

I find it difficult to talk about Monte Carlo or Molecular Dynamics programs in
abstract terms. The best way to explain how such programs work is to write them
down. This will be done in the present section (or rather, in appendices A.1, A.2).

Most MC and MD programs are only a few hundred to several thousand lines
long. This is very short compared to, for instance, a typical quantum-chemistry code.
For this reason, it is not uncommon that a simulator will write many different pro-
grams that are tailor-made for specific applications. The result is that there is no
such thing as a 'standard' MD or MC code. However, the cores of most MD/MC
programs are, if not identical, at least very similar. Below, we shall construct such a
core. It will be very rudimentary, and efficiency has been traded for clarity. But it
should work. Tricks to make a program efficient are explained in detail (with exam-
ples) in the book of Allen and Tildes ley [3]. Most MC and MD programs are written
in FORTRAN. This is not so because FORTRAN is superior to all other computer
languages. Rather, the reason is that most main-frames and super-computers have
very efficient FORTRAN compilers. In addition, the very fact that so many of the
existing programs have been written in FORTRAN makes it less attractive to switch
to another language, unless there is no choice.

The prime purpose of the kind of Monte Carlo or Molecular Dynamics program
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that we shall be discussing , is to compute equilibrium properties of classical many-
body systems. From now on, I shall refer to such programs simply as MC or MD
programs, although it should be remembered that there exist many other applications
of the Monte Carlo method (and, to a lesser extent, of the Molecular Dynamics
method). Let us first look at a simple MC program. Monte Carlo programs are used
to compute ensemble-averaged static properties of classical many-body systems. In
the canonical (i.e. constant-NVT) ensemble, the ensemble average of a function A(qN)
of the particle coordinates { qN} is defined as:

f dqN A(qN)exp(--#U(qN))
< A >NVT=

f dqN exp(f3U(qN))

In eqn. 1 13 = 1/ kBT (where T is the absolute temperature and kB the Boltzmann
constant), and U(qN) is the potential energy function. In the Metropolis Monte Carlo
method, < A > is estimated as the unweighted average of the values A(qN) sampled
during a random walk through configuration space. The trick of the Metropolis MC
method is to construct this random walk in such a way that the probability to visit a
particular point qN is proportional to the Boltzmann factor exp(-13U(qN)). There are
many ways to construct such a random walk. In the approach proposed by Metropolis
et al. [1] the construction of a step in the random walk consists of two steps. First
a random trial move is made from the current position in configuration-space qN
to a trial position q'N. Usually, such a trial move corresponds to the displacement
of a single particle. But other moves are acceptable, as long as the probability of
attempting a move from qN to q'N is equal to the probability of a trial move from
q'N to qN. Whether or not a trial move is in fact accepted depends on the change
in potential energy, AU, associated with the trial move. If AU < 0, the move is
always accepted. If AU > 0, the move is accepted with a probability exp(f3AU),
and rejected otherwise. The quantity A is computed at the position that results after
accepting or rejecting the trial move. The average of all these 'measurements' of A
during the random walk yields the desired ensemble average < A >NVT. Appendix A.1
contains an example of a very simple (and very inefficient) Monte Carlo program to
simulate a one-dimensional system of Lennard-Jones atoms. This sample program,
which should be self-explanatory, exhibits the main features of a larger program. Here
I just wish to make a few general remarks.

(1)

2.1 Periodic boundary conditions

For a system with short-range forces, the precise nature of the boundary conditions
should be unimportant in the thermodynamic limit. The problem is that the number
of particles in a normal simulation is of the order of 102 to 103. If real boundaries
are used in a simulation (e.g. hard walls), then the particles at the boundaries expe-
rience interactions very different from those in the bulk. This results in a correction
to all equilibrium properties. Sure enough, such a correction would vanish in the
thermodynamic limit, but only as N-(11°), where D is the dimensionality of the sys-
tem. In contrast, periodic boundary conditions mimic the situation where the system
is embedded in an infinite, homogeneous sample of the same phase. There are still
system-size effects, but these are much weaker (e.g. of order N-1 or (In N)IN). In a
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3D simulation, one should also consider the shape of the simulation box. For simula-
tions on liquids, a cubic shape is simplest, and in most cases perfectly adequate. For
the perfectionist, other shapes are sometimes preferable (see ref. [3]).

In contrast, for crystalline solids the choice of the shape of the unit box is not
simply a matter of taste. It is clearly essential that the simulation box be commensu-
rate with the crystal-lattice. For highly symmetric solid phases this is easy to achieve.
However, for solids with lower than cubic symmetry, the shape of the unit-cell of the
crystal depends on temperature and pressure, and this dependence is not known a
priori. The most extreme example of such a dependence is a phase transition from one
solid phase to another. At such a transition, the crystal unit cell may take on a com-
pletely different shape. If the simulation box cannot adapt to the new structure, such
a phase transition would be artificially suppressed. A Molecular Dynamics technique
that overcomes this problem was introduced in 1980 by Parrinello and Rahman [8],
[9]. The Parrinello-Rahman method is discussed in more detail in the lectures by
Klein. Here I just wish to a mention that the Parrinello-Rahman technique can easily
be incorporated in a Monte Carlo program [10].

So much for the good news. Now some of the problems. In small systems,
periodic boundary conditions may not be quite as harmless as they seem. They may
induce artificial cubic order in a system that would otherwise be isotropic. Usually this
induced order has only a minor effect on 'scalar' properties of atomic fluids (such as the
energy or the pressure). But it may have a pronounced effect on tensorial properties
of atomic fluids, in particular those that depend on correlations between three or
more atoms [11], [12]. In molecular fluids the periodic boundaries may influence the
orientational distribution function of the molecules, and thereby all properties that
depend on this quantity [13]. An aspect that is of special relevance for the study of
systems at high pressures, is the following: in atomic systems under high pressure,
non-pairwise additive interactions become increasingly important. These interactions
depend on higher-order distribution functions. In simulations of such systems, the
effect of periodic boundary conditions must therefore be checked carefully. Other
systems that are rather sensitive to the effect of periodic boundary conditions are
incommensurate crystals, and quasi-crystals. By definition, both systems exhibit a
form of translational order that is incompatible with periodic boundary conditions.
This does not imply that computer simulations of such systems are useless. If the
periodic box is large enough, the effect of locking the system in a commensurate
super-structure needs not be serious, but this should always be tested.

2.2 Intermolecular Interactions

Selecting the most convenient form for the intermolecular interactions to be used
in a simulation is an art in itself. This topic is discussed in detail in the lectures
by Bulski and Barker and I will limit myself to a few general remarks. The first
is maybe superfluous, but I suppose that it cannot be said too often. There is a
fundamental distinction between simulations that aim to model real substances, and
those that focus on testing theoretical concepts. For the latter kind of simulation it is
essential to use the simplest possible interaction potential that reproduces the essential
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physics of the problem. Any more complicated potential just makes comparison with
theory harder and the simulation slower. In contrast, if the aim is to understand the
behaviour of real systems, then it is advisable to use the best potential energy function
that you can get. The reason is simple. If you are not using the best potential and
you find that simulation and experiment are at odds then you have learned nothing.
But if you use the best available potential, then a discrepancy between simulation
and experiment is meaningful. Often, the nature of the discrepancy suggests how to
improve the potential function.

The above remarks are, of course, an oversimplification, because it is well
known how to obtain the best potential energy function: just solve the full N-body
Schrödinger equation. Clearly, one must strike a compromise between what should
be done and what can be done. The important point is that, with the rapid increase
in computer power, and with the development of novel techniques (as discussed, for
instance, in the lectures by Car), an approach that was not feasible a decade ago
may be so now. This is particularly relevant for very dense systems, because these
often cannot be described adequately if pairwise additive interactions are assumed.
It is true that the introduction of non-pairwise additive interactions usually makes
a simulation slower. But for certain classes of non-pairwise additive potentials, this
loss in speed is not dramatic. In particular, this is true if the potential energy can be
expressed in terms of a non-linear function of a sum of pair-terms:

U = E [E,(2)(rii) + (Eg(rij))1 (2)
i=l j<i ji

In equation 2, v(2) stands for a pairwise additive term, while T(x) is a non-linear
function of x. Certain potential energy functions for metals are of this form (see
e.g. refs. [16] and [17]. But also the famous Weber-Stillinger 3-body potential for
silicon [14] and related potentials [15] can be coded in a way that only requires the
evaluation of sums of 2-body terms (see Appendix B). Even if such tricks cannot
be applied, the fact that non-pairwise additive interactions are usually short-ranged
helps. An important (and notorious) exception is the case of polarizable systems.

The sample program in Appendix A.1 applies to the case of a Lennard-Jones (12-
6) potential. In the program, the intermolecular interactions were truncated at 2.5a
and we only considered the interaction of a particle i with the nearest periodic image
of any other particle j. Such a truncation of the intermolecular interactions at a finite
cutoff-radius rc is only permissible for short-ranged forces. In this context, 'short-
ranged' means that for large r the potential must decay faster than 1/r-D, where
D is the dimensionality of the system. But even in cases where the intermolecular
interactions are long-ranged, e.g. in ionic and polar systems, efficient techniques exist
to evaluate the interactions. An excellent discussion of such methods as applied to
the Coulomb-case can be found in ref. [18] . For details on the treatment of polar
systems, see refs. [3] and [5], and references therein.
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2.3 Monte Carlo moves and myths

Monte Carlo trial moves should be generated in such a way that, in the absence of
the Boltzmann factors, the probability to go from point a to point in configuration
space, should be equal to the probability to go back from to a. For translational
moves (i.e. displacements of the center-of-mass of a molecule) this condition is so easy
to satisfy that it almost requires an effort to get it wrong. However, for orientational
moves, the choice of the random displacement requires a little more care: it is only
too easy to generate orientational moves that lead to a distortion of the orientational
distribution function of the molecules. This point is discussed in detail in ref. [3]. In
the case of large flexible molecules with constraints on some bond-lengths and bond-
angles it is still possible to perform Monte Carlo sampling of the internal degrees-of-
freedom [19]. However, for such model systems Monte Carlo sampling become very
cumbersome, and it is much more convenient to do Molecular Dynamics simulations.

How large should a Monte Carlo trial move be? If it is very large, it is likely that
the resulting configuration will have a high energy and the trial move will probably be
rejected. If it is very small, the change in potential energy is probably small and most
moves will be accepted. In the literature one often finds the mysterious statement
that an acceptance of approximately 50 % should be optimal. This statement is not
always true. For a rational discussion of the acceptance criterion it is necessary to
state what exactly is meant by 'optimal'. My definition would be the following: That
Monte Carlo sampling scheme is optimal, which yields the lowest statistical error in
the quantity to be computed for a given expenditure of 'computing budget'. Usually,
'computing budget' is equivalent to CPU time. From this definition it is clear that,
in principle, a sampling scheme may be optimal for one quantity but not for another.
Actually, the above definition is all but useless in practice (as are most definitions). It
is just not worth the effort to measure the error estimate in, for instance, the pressure,
as a function of the Monte Carlo step-size for a series of runs of fixed length. However,
it is reasonable to assume that the mean-square error in the 'observables' is inversely
proportional to the number of 'uncorrelated' configurations visited in a given amount
of CPU time. And the number of independent configurations visited is a measure
for the distance covered in configuration space. This suggests a more manageable
criterion to estimate the efficiency of a Monte Carlo sampling scheme: namely the
sum of the squares of all displacements in configuration space divided by computing
time. This quantity should be distinguished from the mean-square displacement per
unit of computing time, because the latter quantity goes to zero in the absence of
diffusion, whereas the former does not.

If we try to translate the present criterion into a rule for the optimal acceptance
ratio, it is easy to see that different Monte Carlo codes will have different optima.
The reason is that it makes a crucial difference if the amount of computing required
to test whether a trial move is accepted depends on the magnitude of the move. For
the program in Appendix A.1 this is not the case. More generally, for continuous
potentials where all interactions have to be computed before a move can be accepted
of rejected, the amount of computation does not depend on the size of a trial move.
But the situation is very different for simulations on molecules with a hard repulsive
cores. Here a move can be rejected as soon as overlap with any neighbor is detected.
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In this case, a rejected move is cheaper than an accepted one, and hence the average
computing time per trial move goes down as the step-size is increased. As a result,
the optimal acceptance ratio for hard-core systems is appreciably lower than for sys-
tems with continuous interactions. Exactly how much depends on the nature of the
program, in particular on whether it is a scalar or a vector code (in the latter case
hard-core systems are treated much like continuous systems), how the information
about neighbor-lists is stored, and even on the computational 'cost' of random num-
bers and exponentiation. The consensus seems to be that for hard-core systems the
optimum acceptance ratio is closer to 20 % than to 50 %, but this is just another
rule-of-thumb. As computers and models change, old rules-of-thumb may have to
change too.

3 MOLECULAR DYNAMICS

The structure of a Molecular Dynamics program differs only little from that of a
Monte Carlo program. Yet the two approaches are very different. In a Monte Carlo
simulation equilibrium averages are estimated by sampling an integral over config-
uration space, such as in eqn. 1. The result of such a simulation is an estimate
of the ensemble-average of the quantity of interest. The order in which points in
configuration space are sampled has no physical meaning, and hence a Monte Carlo
simulation yields no dynamical information. In contrast, a Molecular Dynamics sim-
ulation follows the natural time-evolution of a classical many-body system along its
path in phase space. Molecular Dynamics simulations yield time-averages rather than
ensemble-averages. An important consequence of this fact is that the method can be
used to measure time-dependent quantities (e.g. time-correlation functions). This last
feature of Molecular Dynamics, combined with the fact that an MD program is as
simple as an MC program, is responsible for the fact that the majority of all sim-
ulations on classical many-body systems employ MD rather than MC. Nevertheless,
there are situations where MC is more convenient. The choice of technique will be
discussed in section 4. In the present section, we discuss the core of a Molecular
Dynamics program at a very basic level. In order to stress the close relation between
Monte Carlo and Molecular Dynamics, Appendix A.2 presents an MD code for the
one-dimensional Lennard Jones system as a subroutine to the Monte Carlo program
of Appendix A.1.

3.1 Algorithm

In a Molecular Dynamics program, the time-evolution ofa classical many-body system
is simulated by numerical integration of Newton's equations of motion. The central
part of any MD program is therefore the algorithm to carry out this integration.
But it should be stressed that the actual time spent on integrating the equations of
motion is negligible compared with the time it takes to compute all intermolecular
forces. The choice of algorithm depends on the nature of the system studied. Very
different algorithms are used to simulate systems of particles with a 'hard' repulsive
core than are used for systems with continuous intermolecular forces. Here I shall
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not discuss hard-core systems. The reason is that hard-core systems are usually
employed in simulations that aim to compare with theory, but not with experiment.
In particular for very dense systems, the description of an atom or molecule as a
rigid, impenetrable object becomes meaningless. A large number of algorithms exist
that can be used to integrate the equations of motion of systems of particles with
continuous intermolecular forces. These algorithms integrate the equations of motion
using a finite difference method. Clearly, it is important to choose the best available
algorithm. In order to do so, it is necessary to specify what we mean by a 'good'
algorithm. There are several criteria that a good algorithm should satisfy. For the
sake of comparison, we assume that all algorithms can be made to do an equally good
job in reproducing the trajectory of the system through phase-space , and that they
keep all 'conserved' quantities (e.g. energy, total momentum) constant to the same
degree of accuracy. The comparison which then remains is simply: which algorithm
is cheapest. As before, what is 'expensive' on one computer (e.g. memory) may be
'cheap' on another. The idea behind many of the more sophisticated algorithms is
that it is possible to use a larger integration step (and thereby to gain in speed), by
utilizing stored information about the higher derivatives of the particle-coordinates.
Although this is certainly true in principle, it turns out that, unless very high accuracy
is needed, the very simplest MD algorithm, named after Verlet [30], is as good as most
higher-order schemes [31]. The Verlet-algorithm can be derived in the following way.
First, we express the positions of a particle at times t At and t At in terms of its
position, velocity and acceleration at time t :

x(t + At) = x(t) +
1

iAt2 +
2
1

x(t At) = x(t) iAt +
2

iAt2 +

Adding these two equations, and subtracting x(t At) from both sides, yields:

x(t At) = 2x(t) x(t At) +

where we have dropped all terms of order At4 and higher. Note that equation 4 does
not explicitly contain the particle-velocities. In Appendix A.2 we have used a slightly
different version of the Verlet algorithm (the so-called 'leap-frog' algorithm). In the
latter form the velocities at mid-interval (i.e. at time t -,At) appear explicitly. For
more details, the reader is referred to [3].

4 CHOICE OF TECHNIQUE

Having introduced the core of both a Monte Carlo and a Molecular Dynamics program,
we must now address the question which technique should be used when. Actually,
this question is not as clear-cut as it may seem, because there exist, in fact, a great
number of modified MD and MC techniques to compute averages in various ensembles.
All these techniques aim to estimate the equilibrium-average of a particular observ-
able in one ensemble or another. However, in an actual simulation the observable is
sampled over a finite time-interval along a trajectory in phase-space (MD), or along
a random walk in configuration-space (MC). If a simulation technique is to be useful,
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the average accumulated in such a sampling procedure should approach the correct
ensemble-average, in the limit that the length of the run tends to infinity. Usually, the
equivalence of these two averages is simply assumed. In the case of Molecular Dynam-
ics, this assumption is equivalent to the 'ergodic hypothesis' of statistical mechanics.
For convenience, we shall use the same terminology in the case of Monte Carlo simula-
tions. Non-ergodic behaviour should be distinguished from differences between time-
and ensemble-averages that may be observed when the computer simulations are too
short to sample the accessible phase-space adequately. True non-ergodic behaviour is
observed when some parts of the 'permissible' phase-space simply cannot be reached
at all, even in an infinitely long simulation. In practice, it is often difficult to distin-
guish between inadequate sampling due to the limited duration of a simulation and
true non-ergodicity, if only because simulations are not infinitely long. Both Monte
Carlo and Molecular Dynamics simulations may suffer from incomplete sampling of
the accessible phase-space. The most common example is the simulation of a meta-
stable phase, such as for instance an undercooled liquid or a meta-stable crystalline
phase. We shall come back to this point in section 6. There are, however, a number
of cases where phase-space is sampled much less efficiently by Molecular Dynamics
simulation than by Monte Carlo. This happens, for instance, if the system has certain
modes of vibration that are weakly coupled to the remaining degrees of freedom. This
is quite a common phenomenon in a low-temperature solid, where long-wavelength
phonons may have very long life-times. Another example is a high-frequency internal
vibration of a molecule. Energy exchange between such a mode and the other degrees
of freedom may be extremely slow in a MD simulation. In contrast, Monte Carlo does
not suffer from this particular equilibration problem. Another situation where the
'unphysical' nature of Monte Carlo moves can be exploited is in (binary) mixtures,
in particular when the interdiffusion of the two species is slow. An example is a solid
solution. In such solutions the local composition around an atom of species 1 will
differ from the overall composition. It is almost impossible to study such changes
in local composition using Molecular Dynamics, because particle diffusion in a solid
can be a very slow process. In contrast, in a Monte Carlo simulation one may define
a trial move which swaps a randomly selected pair of particles of species 1 and 2.
If the particles are not too dissimilar, such moves will have a reasonable chance of
acceptance, and local compositions can equilibrate rapidly. However, Monte Carlo
is not always the most efficient technique to sample phase-space. There are many
cases where the route from one pocket in phase-space to another requires a collective
rearrangement Of the coordinates of many particles. Examples are: conformational
changes in large molecules or structural phase-transitions in solids. In such cases,
Molecular Dynamics often finds a 'natural' reaction-path from one state to the other,
where random and uncorrelated Monte Carlo trial moves are much less successful.

4.1 Other ensembles

In a conventional MD simulation, such as the one in Appendix A.2, the total energy
E and the total linear momentum P are constants of motion. Hence, MD simulations
measure (time-) averages in an ensemble that is very similar to the micro-canonical
(see [20]), namely the constant-NVE P ensemble. In contrast, a conventional Monte
Carlo simulation probes the canonical (i.e. constant-N VT) ensemble. The fact these
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ensembles are different leads to observable differences in the statistical averages that
are computed in MD and MC simulations. Most of these differences disappear in the
thermodynamic limit and are already relatively small for systems of a few hundred
particles. However, the choice of ensemble does make a difference when computing
the mean-square value of fluctuations in thermodynamic quantities. Fortunately, tech-
niques exist to relate fluctuations in different ensembles [21]. Moreover, it is nowadays
common practice to carry out Molecular Dynamics simulations in ensembles other
than the microcanonical. In particular, it is possible to do Molecular Dynamics at con-
stant pressure [22], at constant stress [8] and at constant temperature [23]. The choice
of ensembles for Monte Carlo simulations is even wider: isobaric-isothermal [24], [25],
constant-stress-isothermal [10], Grand-canonical (i.e. constant-pVT) [26], [27] and
even micro-canonical [28]. A recent addition to this list is a Monte Carlo method
which employs the `Gibbs'-ensemble [29]. The latter technique was developed to
study phase-coexistence in moderately dense (multi-component) fluids. The `Gibbs'-
method maintains the coexisting phases at equal temperature, pressure and chemical
potential. However, it would be incorrect to refer to it as a 'constant-pPT' simulation,
because the constant-pPT ensemble does not exist.

Clearly, the sheer number of different MC and MD techniques makes it impos-
sible to discuss them in any detail in the present (introductory) lectures. But it is
important that the reader be aware that this wide choice of techniques exists. Tech-
nical details about most of these simulation methods can be found in refs [3] and [5].
I wish to add one cautionary remark: in MD simulations at constant pressure, stress
or temperature, additional dynamical variables are introduced that act as manos-
tat/thermostat. The time-evolution of the particle-coordinates in such simulations is
governed by equations-of-motion that contain these artificial variables. Although the
effect of these extra variables on the particle-dynamics may be small, it is nevertheless
advisable to stick to conventional micro-canonical MD if one is primarily interested in
the study of dynamical properties. For static equilibrium properties, all of the above
methods (MC and MD) should be fine.

4.2 MC or MD ?

From the discussion in section 4.1 it is probably clear that the distinction between
Molecular Dynamics and Monte Carlo simulations is not all that sharp. Most ensem-
bles of practical importance can be simulated using both techniques. So the choice
for one or the other must be dictated by other considerations. All other things being
equal, the Molecular Dynamics method is certainly preferable, because it yields infor-
mation about the dynamical properties of the system under consideration. And even
if one is not interested in the dynamics, MD is preferable to MC for simulations of
large, non-rigid molecules with constraints (see section 2.3). As was discussed above,
MD simulations may sometimes run into 'ergodicity' problems, where MC simulations
do not. In such a case it may be preferable to use the Monte Carlo technique, or a
hybrid method. Sometimes the reason to prefer Monte Carlo simulations is much
more mundane. It may simply be that, as the expressions for the potential energy
function become more complex, the explicit evaluation of the forces and torques for a
Molecular Dynamics program becomes a quite cumbersome. This implies that there
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is a distinct risk of introducing errors in the MD code, unless computer-algebra is
used to derive the correct expressions. In such cases it is safest to start with a Monte
Carlo simulation.

5 'MEASUREMENTS'

In the previous sections we have described the core of a program to simulate clas-
sical many-body systems. In the present section we discuss 'measurements' during
such a simulation. Deciding what quantity to measure during a simulation is a prob-
lem, not because such measurements are difficult (in fact, most are quite trivial),
but because there is such a wide choice of quantities to measure. Any quantity
that can be expressed as an average over phase-space of some function of the par-
ticle coordinates and momenta can be measured during a simulation. For instance,
in a Monte Carlo simulation, we can measure, apart from the primary thermody-
namic variables (E , V, T, P, N), the heat-capacity Cy, the isothermal compressibility
XT., and the radial distribution function g(r) (or, equivalently, the structure factor
S(k)). Molecular Dynamics simulations offer, in addition, the possibility to measure
transport-properties such as the self-diffusion constant D, the shear-viscosity ri (and
the bulk-viscosity (), the thermal conductivity AT and the dynamical structure-factor
S(k,w). This list is far from exhaustive. Moreover, we are not limited to the compu-
tation of quantities that can be measured in real experiments. We can gain insight
in the microscopic structure and dynamics of a system by making 'snapshots' of the
molecular configurations, or by computing any function of the particle-coordinates and
momenta that we consider illuminating. A discussion of computer-`rneasurements' is
therefore open-ended, and an enumeration is not particularly useful. Rather, I wish
to make a few general remarks about the accuracy of measurements in a simulation,
and then proceed to discuss a specific example that is of particular interest in the
study of dense solids, namely the computation of elastic constants.

5.1 Error estimates

Before discussing error estimates in MC and MD simulations, it is useful to recall
what quantities cannot be measured at all in a standard MC or MD simulation.
In a simulation one measures averages over phase-space of functions of the particle
coordinates and momenta. However, it is not possible to measure directly the volume
of the accessible phase-space. This volume determines the entropy S of a system, and
thereby the Helmholtz free-energy F and the chemical potential ft. We refer to such
quantities as 'thermal' , to distinguish them from the 'mechanical' quantities that
can be expressed as a function of the phase-space coordinates. Methods to compute
thermal quantities are discussed in section 6. Another situation where MC and MD
simulations on a small system cannot be used is in the study of critical phenomena or,
for that matter, any situation where correlations over distances much larger than (or
incommensurate with) the periodic box play an important role. And finally, classical
MC and MD will clearly fail if quantum effects become important. What to do in the
latter case is discussed in the lectures by Ceperley.
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Let us now consider the measurement of a dynamical quantity A in a Molecular
Dynamics simulation (the present discussion applies, with minor modifications, to
Monte Carlo simulations). During a simulation of length T, we obtain the following
estimate for the equilibrium-average of A :

AT = (1/T) /0 A(t)dt , (5)

where the subsrcipt on AT refers to averaging over a finite time T. If the ergodic
hypothesis is justified then AT --< A >, as T oo, where < A > denotes the
ensemble-average of A. Let us now estimate the variance in AT, < (AAT)2 >:

< (AAT)2 > = < 4 > < AT >2
T

= (1/T2) < (A(t) < A >)(A(e) < A >) > dt de (6)
o 0

Note that < (A(t) < A >)(A(t') < A >) > in eqn. 6 is simply the time-correlation
function of fluctuations in the variable A. Let us denote this correlation function by
CA(t' t). If the duration of the sampling T is much larger than the characteristic
decay time TA of CA, then we may rewrite eqn. 6 as:

< (AAT)2 > (2/T) C A(t")

(2TA/T)C A(0) . (7)

In the last equation we have used the definition of TA as the integral from 0 to oo
of the normalized correlation function CA(t)/CA(0). The relative variance in AT is
therefore given by:

< (AAT)2 >
(2TA/T)<

A2 > < A >2
< A >2 < A >2

(8)

Equation 8 clearly shows that the root-mean-square error in AT is inversely propor-
tional to VrA/T. This result is hardly surprising. It simply states the well-known
fact the variance in a measured quantity is inversely proportional to the number of
uncorrelated measurements. In the present case, this number is clearly proportional
to T/TA. This result may be trivial, but it is nevertheless very important, because
it shows directly how the lifetime and amplitude of fluctuations in an observable A
affect the statistical accuracy. This is of particular importance in the study of fluc-
tuations associated with hydrodynamical modes or pretransitional fluctuations near
a symmetry-breaking phase transition. Such modes usually have a characteristic life-
time that is proportional to the square of their wavelength. This is another reason why
it is so difficult to study continuous phase transitions by MD. In order to minimize
the effects of the finite system-size on such phase-transitions, it is preferable to study
systems with a box-size L that is large compared with all relevant correlation-lengths
in the system. However, due to the slow decay of long-wavelength fluctuations, the
length of the simulation needed to keep the relative error fixed should be proportional
to L2. As the CPU time for a run of fixed length is proportional to the number of par-
ticles (at best), the CPU-time needed to maintain constant accuracy increases quite
rapidly with the linear dimensions of the system (e.g. as L5 in three dimensions).

There is another aspect of eqn. 8 that is not immediately obvious, namely that
it makes a difference whether or not the observable A can be written as a sum of
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uncorrelated single-particle properties. If this is the case, then it is easy to see that
the ratio (< A2 > < A >2)/ < A >2 is inversely proportional to the number of
particles, N. To see this, consider the expressions for < A > and < A2 > < A >2
in this case:

< A> = >2<aj>=N<a> (9)

and
N N

< A2 > < A >2 = EE < ai < a > a < a >> . (10)
i=1 j=1

If the fluctuations in a; and a, are uncorrelated, then we find:

< A2 > < A >2 2(1IN)< a > < a >2
< A >2 < a >2

From eqn. 11 it is clear that the statistical error in a single-particle property is in-
versely proportional to V7.-/V-. Hence, for single-particle properties the accuracy im-
proves as one goes to larger systems (at fixed length of the simulation). In contrast,
no such advantage is to be gained when computing truly collective properties. This is
one more reason why bigger is not always better. A more detailed discussion of statis-
tical errors in collective and single-particle time-correlation functions can be found in
refs [32]and [33]. Systematical techniques to measure statistical errors in a simulation
are discussed in [34] and [3].

5.2 Elastic Constants

A liquid flows under the influence of shear forces. A solid does not. Rather, any
small deformation of a solid induces an elastic response (stress) that counteracts it.
This elastic stress is proportional to the applied deformation (strain). The constants
of proportionality between stress and strain (to be defined more precisely below) are
called the elastic constants. Elastic constants are possibly the most characteristic
material constant of a solid. Below we discuss how to measure these constants by
computer simulation. The reason to pick this particular example is threefold: first
of all, knowledge of elastic constants is of great practical importance in high-pressure
physics. Secondly, the calculation of elastic constants by computer simulation allows
us to compare three very common types of computer 'measurements'. And finally,
it is useful to point out that computer simulations can be used to measure elastic
constants in situations where the available analytical methods become unpractical.

In what follows I have tried to keep the discussion as simple as possible. This
results in some loss of generality. More details can be found in [36], [37] and [38].
Let us first define what we mean by stress, strain and elastic constant. Consider an
undeformed solid. For the moment we treat this solid as a continuum. The position of
a point embedded in this continuum is denoted by x. Next we consider the situation
where a uniform stress has been applied to the solid. Now a point that was originally
at x will have moved to x' = x + u. For uniform applied stress, u is a linear function
of the original coordinate x. Hence the derivative of u with respect to x is a constant
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tensor , denoted by co, where a,I3 refer to the cartesian components z,y,z:

ea°

Suppose that in the undeformed system two points x and y were at a distance r. In
the deformed system, this distance has changed to r'. It is easy to express r'2 7.2 in
terms of the original separation r and the eco :

r12 = (far3 + e,To + f7a...rcyr3)raro

= 2riapr0rs (13)

The second line in eqn. 13 defines the Lagrangian strain parameters no. We now
expand the Helmholtz free-energy (F) per unit of (undeformed) volume (V) in powers
of the Lagrangian strain parameters q :

(12)

F(q)IV
OF 1 (92F

V th7c,0710 + 2 or/0071,6 7a'31178 + .)

= V F(0) + CV qap + C!,20),y6r/.0-,6 +

(14)

(15)

(2)
Cap,yo.Equation 15 defines the second-order, isothermal elastic constants In what

follows we will occasionally refer to these quantities simply as the elastic constants,
and drop the superscript on

So much for the continuum theory. Now back to the microscopic level of a
computer simulation. How should one measure the elastic constants. The obvious
approach is to use the microscopic expression of the Helmholtz free energy and expand
it in powers of q. Now we immediately have a choice. One possibility is to measure
the change in the free energy for several values of q and determine C(2) by a parabolic
fit. Or we can measure CO) as a function of q and obtain C(2) from a linear fit. And
finally, we can work out the microscopic expressions for C(2) , and measure it in the
undeformed system. All three approaches are possible, but they are not all equally
efficient. The least efficient method, but the one that requires the least programming
effort, is to measure the free energy change directly. Let us write the configurational
part of the partition function as:

Q, exp( _du(e)de (16)

cVN exp(-0U(sN)dsN . (17)

In eqn. 16 c is a constant containing factors such as h3NN! , while qN refer
the center-of-mass coordinates of the particles. (We have left out internal degrees of
freedom just to keep the equations short: they do not complicate matters). In eqn. 17
we have introduced scaled center-of-mass coordinates sN. A deformation changes qN
and V, but not sN. The change in the free energy F upon deformation is:

AF kBT1n{VIN
f exp(-0 NU(sN;27)ds

VN f exp(

= kBT1nI(V7V)N < exp( f3 AU) >1 , (18)
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where AU in the second line of eqn. 18 is simply the potential energy U(qN
U(qN; 0). The angular brackets denote an average over the undeformed system. What
eqn. 18 says is that we should simply compute the average Boltzmann factor associated
with a finite deformation n. This method is clearly very simple and very general. It
only requires explicit knowledge of the potential energy function U and the strain
parameters 77. Unfortunately, the method yields poor statistics. Moreover it requires
quite a few runs to measure all elastic constants. For instance, for a cubic crystal the
minimum number of independent runs is five. If the method is to be used anyway, it is
preferable to compute the free-energy differences using the 'acceptance-ratio' method
of Bennett [40].

Next we consider the procedure where we measure CO) as a function of 77. co)
is actually closely related (but not identical) to the microscopic stress tensor Po:

Pap = E [PiaPi.8 + E riJakol
mi

(19)

where V' denotes the (deformed) volume, pi the momentum of particle i, and fi; the
force on particle i due to particle j. Using definition 12, the quantity CO) can be
expressed in terms of the microscopic stress tensor P :

co) = -077100. erIP(l + ET)-1 (20)

Note that P can be measured in a simulation, while e is fixed by the applied strain.
For an undeformed system CO) is simply equal to P, where P is the hydrostatic
pressure. To determine the elastic constants, we simply must measure the initial linear
dependence of CO) on 77. As with the first method, this requires several independent
computations to obtain the dependence of CO) on all independent strain components.
For a cubic crystal this amounts to three calculations at the very least, namely one for

0, one for a small 77i, (say) and one for a small 7/12. In practice, one should always
measure more points to verify that the 'stress-strain' relation is indeed linear. This
technique to measure the elastic constants is simple and also quite accurate. However,
several computations are needed to measure the different elastic constants. The lower
the symmetry of the crystal, the more calculations are needed. The last technique
to be discussed does not suffer from this drawback. However, that technique is not
always applicable. In particular , it cannot be used for hard-core systems. In the
latter case, the direct stress-strain method appears to be the most efficient [39].

If the intermolecular potentials are everywhere continuous, we can compute
elastic constants using a 'fluctuation' expression that can be derived by twice differ-
entiating the free energy with respect to the Lagrangian strains [37]. This expression
is of the following form:

Capio = (1/V kBT) < AP.0 AP,6 > +2pkaT(8.-A36+ 6.6607)
82u

+4 r,,,r,jorki-yrku)E n,,,2 a 2i<jtk<i L./1,U firm
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In eqn. 21 U is the potential energy function which need not be pairwise additive [41],

but should be expressible as a function of inter-particle distances. This is not a severe

restriction, as bond-angles can easily be expressed in terms of the scalar distances be-

tween the interacting particles. For pairwise additive forces, eqn. 21 can be simplified

appreciably (see ref. [37]).

Eqn. 21 offers a very direct route to measure elastic constants. It takes only

a single simulation to measure all such constants. Hence the fluctuation expression

appears to be the most attractive, if it can be used. All the same, it may be neces-

sary to perform very long simulations to obtain accurate elastic constants from this

expression. The reason is that eqn. 21 is a fluctuation-expression. Fluctuations are

notoriously difficult quantities to measure accurately in a simulation, because they

are collective, rather than single-particle properties (see section 5.1). This implies

that, for a run of fixed length, the error estimate will not go down as the number of

particles in the system is increased. In contrast, the stress itself behaves as a single-

particle property and can therefore be measured with high accuracy. In the case of
elastic constants, I believe that there is a second problem with eqn. 21. Namely that

fluctuations in the stress may be very long-lived. This is particularly true in the case

of MD simulations on reasonably harmonic solids. The reason is that in such systems

the (long-wavelength) phonons decay only slowly. This problem should be much less

serious for MC simulations, because there this 'ergodicity' problem does not exist (see

section 4.2). This may explain why the second-order elastic constants of a Lennard-

Jones crystal, as measured in the MC simulations of Cowley [42] appear to have a
significantly smaller statistical error than those measured in the MD simulations of

Ray et al. [43]. The problems with statistics appear even worse in constant-stress

MD simulations on the same system, where the elastic compliances (rather than the
moduli) are determined from fluctuations in the box-shape [44].

It may appear to the reader that I devote a disproportionate amount of space

to the discussion of elastic constants. My reason for doing so is not just that elastic

constants are important in high-pressure physics. Rather, I believe that the three
ways of measuring elastic constants by computer simulation show up all the time,
under various disguises, in a wide range of computer 'measurements'. The most im-

portant example is actually the measurement of transport coefficients. In that case,

the first method discussed above would correspond to the measurement of a trans-
port coefficient from the rate at which heat is dissipated in a non-equilibrium system
with imposed fluxes. This approach is, to my knowledge, hardly ever used. The sec-

ond method (i.e measuring the stress-strain relation) corresponds to non-equilibrium
molecular dynamics (for a review, see e.g. [45]). In fact, an alternative method to mea-

sure transport coefficients directly is the 'subtraction method' of Ciccotti et al. [46].

The latter method directly measures the (linear) response to 'infinitesimal' pertur-
bations of the phase-space trajectory of a system. An equivalent method could be

applied to the measurement of elastic constants. To my knowledge this has not been

attempted. And the third method (i.e. eqn. 21) corresponds to the standard Green-

Kubo method in which transport coefficients are computed as integrals of equilibrium

time-correlation functions (see [3]). This last method has all the typical advantages

and drawbacks of a 'fluctuation' expression.
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6 PHASE TRANSITIONS

As was mentioned in section 5.1 , 'thermal' quantities such as the free energy F, the
entropy S and the chemical potential p cannot be measured directly in a computer
simulation because they depend explicitly on the accessible volume in phase space.
However, knowledge of such thermal quantities (in particular p) is usually necessary
to locate the coexistence line for a first-order phase-transition. At first sight this
knowledge may appear superfluous. After all, a computer simulation mimics the
behaviour of a real solid or liquid. If the simulation is ergodic it should spontaneously
transform to whatever phase is thermodynamically most stable, and then we would
know all there is to know. Unfortunately, this approach does not work. At least,
not for phase transitions involving (3D) solids. At a solid-solid or solid-liquid phase
transition very strong hysteresis effects are usually observed in a simulation. In fact,
it is very difficult to nucleate a crystal from a liquid during a simulation. Hence, to
locate the point where two phases coexist, we must compute the chemical potential
of the homogeneous phases at the same temperature and pressure and find the point
where the two it's are equal. General methods to compute p and related thermal
quantities by computer simulation are discussed in ref. [47]. Here I wish to focus
exclusively on those techniques that should work for very dense systems. In these
techniques it is usually the free energy F, rather than the chemical potential p that
is computed.

When discussing techniques to measure free energies, it is useful to recall how
such quantities are measured in real experiments. In the real world free energies can-
not be obtained from a single measurement either. What can be measured, however,
is the derivative of the free energy with respect to volume V and temperature T:() = P (22)

ov 1
and

(OFIT
k 011T )

Here P is the pressure and E the energy of the system under consideration. The trick
is know to find a reversible path that links the state under consideration to a state of
known free energy. The change in F along that path can then simply be evaluated by
integration of eqns. 22 and 23. In the real world the free energy of a substance can
only evaluated directly at a very limited number of thermodynamic states. One such
state is the ideal gas phase, the other is the perfectly ordered ground state at T = OK.
In computer simulations, the situation is quite similar. In order to compute the free
energy of a dense liquid, one may construct a reversible path to the very dilute gas
phase. It is not really necessary to go all the way to the ideal gas. But at least one
should reach a state that is sufficiently dilute that the free energy can be computed
accurately, either from knowledge of the first few terms in the virial expansion of the
compressibility factor PV1NkBT, or that the chemical potential can be computed
by other means (see [47]). For the solid, the ideal gas reference state is less useful
(although techniques have been developed to construct a reversible path from a dense
solid to a dilute (lattice-) gas [48)). The obvious reference state for solids is the
harmonic lattice. Computing the absolute free energy of a harmonic solid is relatively

(23)
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straightforward, at least for atomic and simple molecular solids. However, not all
solid phases can be reached by a reversible route from a harmonic reference state.
For instance, in molecular systems it is quite common to find a strongly anharmonic
plastic phase just below the melting line. This plastic phase is not (meta-) stable at

low temperatures.

Fortunately, in computer simulations we do not have to rely on the presence of

a 'natural' reversible path between the phase under study and a reference state of
known free energy. If such a path does not exist, we can construct an artificial path.

This is in fact a standard trick in statistical mechanics (see e.g. [49]). It works as
follows: Consider a case where we need to know the free energy F(V,T) of a system
with a potential energy function U1, where U1 is such that no 'natural' reversible path
exists to a state of known free energy. Suppose now that we can find another model
system with a potential energy function U0 for which the free energy can be computed
exactly. Now let us define a generalized potential energy function U(A), such that

U(A = 0) = U0 and U() = 1) = U1. The free energy of a system with this generalized
potential is denoted by F(A). Although F(A) itself cannot be measured directly in a
simulation, we can measure its derivative with respect to A:

)NVTA\) =
NVTA a)t

(24)

If the path from A = 0 to A = 1 is reversible, we can use eqn. 24 to compute the desired
F(V,T). We simply measure (< au 1.9), > for a number of values of A between 0 and

1. Typically, 10 quadrature points will be sufficient to get the absolute free energy per
particle accurate to within 0.01kBT. It is however important to select a reasonable
reference system. One of the safest approaches is to choose as a reference system

an Einstein crystal with the same structure as the phase under study. This choice

of reference system makes it extremely improbable that the path connecting A = 0
and A = 1 will cross an (irreversible) first order phase transition from the initial
structure to another, only to go back to its original structure for still larger values of
A. Nevertheless, it is important that the parametrization of U(A) be chosen carefully.
Usually, a linear parametrization (i.e. U(A) = AU1 + (1 A)U0 ) is quite satisfactory.
But occasionally such a parametrization may lead to weak (and relatively harmless)
singularities in eqn. 24 for A 0. More details about such free energy computations

can be found in ref. [47]. An application to a solid-solid phase transition at high

densities is discussed in [50].

7 CONCLUSIONS

In these introductory lectures I have attempted to sketch a few aspects of computer

simulation that are , in my opinion, relevant for high pressure physics. I know that

my selection of topics is, necessarily, biased and superficial. Moreover, I know that

I have not discussed many important new developments. However, the primary aim

of these lectures is to help the reader digest the existing literature. I hope that
these notes will convince the reader that computer simulation is not black magic,

but a straightforward implementation of the basic laws of statistical physics. I am
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convinced that in high-pressure physics MD and MC simulations will increasingly
be used both by experimentalists and by theoreticians to help them understand the
systems that they are studying.
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A SAMPLE PROGRAMS

A.1 Monte Carlo code

This Appendix contains a sample Monte Carlo program for a one-dimensional Len-
nard-Jones system. The program has been written in FTN77, and should run on a
VAX. No attempt whatsoever has been made to make the program efficient, and the
only quantity that is computed is the potential energy. It should be straightforward
to modify this program to simulate a three-dimensional system. But then it is really
worthwhile to make it more efficient (see ref. [3]). In the program all quantities are
expressed in reduced units: the unit of energy is E, the well-depth of the LJ potential.
The unit of distance is the Lennard-Jones o. In a Monte Carlo program no other
units (e.g. the unit of time) are needed. For the sake of compactness I have used
the implicit FORTRAN convention that all variables starting with the letters I-N are
integer, while the rest is real (single precision). Actually, it is better programming
style not to rely on this convention (see ref. [3]). The variables that store the running
potential-energy sums are in double precision. The particle coordinates (R) are also
in double precision. For Monte Carlo this is not necessary, but the same coordinates
are also used in a Molecular Dynamics subroutine (Appendix A.2) where the higher
accuracy is needed.

PROGRAM MCLJ

PARAMETER (NPART=20, RC=2.5)

REAL*8 R

COMMON /COOR/ R(NPART)

COMMON /CUTOFF/ RC2, BOX, VRC

COMMON /PARAMS/ TEMP, ISEED

REAL*8 UTOT, UOLD, UNEW, UAV

LOGICAL ACCEPT

NPART : number of particles

RC : cutoff radius of Lennard-Jones potential

: particle coordinates in units of boxlength
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PRINT*, ' Density, Temperature, Maximum displacement '

READ *, DENSITY, TEMP , DR

PRINT*, '
# of equilibration cycles, # of run cycles'

READ *, NEQUI , NTOT

Initialize variables:

ISEED = 17137

ISEED :
seed for random number generator (the seed should

preferably be a large odd integer).

NTRY = 0

NTRY : counts number of trial moves

NMOVE = 0

NMOVE : counts number of accepted moves

BOX = (NPART/DENSITY)

BOX : diameter of periodic simulation box

DR = DR/BOX

Express DR in scaled coordinates.

RC2 = RC**2

VRC = 4.*(1./RC2**6 1./RC2**3)

Compute the value of the Lennard-Jones potential at RC.

UTOT = ODO

UTOT :
total potential energy of the system

Now set up initial configuration ('lattice') and compute

its potential energy:

DO 110 I = 1, NPART

R(I) = FLOAT(I-1)/FLOAT(NPART)

IF(I.GT.1) THEN

DO 120 J = 1, I-1

XIJ = R(I) R(J)

UTOT = UTOT + POT(XIJ)

120 CONTINUE

ENDIF

110 CONTINUE

Here comes the actual Monte Carlo part:

DO 999 MM = 1, NTOT + NEQUI

PRINT*, 'U(CURRENT): UTOT/NPART, ' (CYCLE:', MM-1, ')'

DO 250 L = 1, NPART

pick a particle at random:

I = (RAN(ISEED)*NPART+1)

RAN(ISEED) is the (quasi)-random-number generator.

It generates random numbers uniformly in the interval (0, 1}.

Some random number generators occasionally generate 1.0:

IF(I .GT. NPART) I = NPART
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IF(MM .GT. NEQUI) NTRY = NTRY + 1

C attempt to give particle I a random displacement

XI = R(I) + (2.*RAN(ISEED) 1.0)*DR

UOLD = ODO

UNEW = ODO

C Now compute change in potential energy:

C ***** This is the most time-consuming part of the program

DO 300 J = 1, NPART

IF(I.NE.J) THEN

XIJ = R(I) R(J)

UOLD = UOLD + POT(XIJ)

XIJN = XI R(J)

UNEW = UNEW + POT(XIJN)

ENDIF

300 CONTINUE

c ****************** ******

DU = UNEW - UOLD

C Next, we carry out the Metropolis acceptance test:

ACCEPT = .FALSE.

IF(DU.LT.0.)THEN

ACCEPT = .TRUE.

ELSE

EE = EXP(-DU/TEMP)

IF(EE.GT.RAN(ISEED)) ACCEPT = .TRUE.

ENDIF

C If accepted, store new position and energy:

IF(ACCEPT) THEN

R(I) = XI

UTOT = UTOT + DU

IF(MM .GT. NEQUI) NMOVE = NMOVE + 1

ENDIF

C IRRESPECTIVE of whether the move is accepted or not,

C the current potential energy contributes to the average:

IF(MM .GT. NEQUI) UAV = UAV + UTOT

250 CONTINUE

999 CONTINUE
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Now compute the final averages, excluding

the first NEQUI cycles:

UAV = UAV/(FLOAT(NTRY*NPART)*TEMP)

RATIO = FLOAT(NMOVE)/FLOAT(NTRY)

PRINT*, ' TEMPERATURE :', TEMP

PRINT*, ' DENSITY :', DENSITY

PRINT*, ' <U>/NKT UAV

PRINT*, ' ACCEPTANCE :', RATIO

Next we call the Molecular Dynamics routine (see text):

*******************************************************

CALL MDLJ

*******************************************************

STOP

END

FUNCTION POT(X)

Function to compute Lennard-Jones pair potential

COMMON /CUTOFF/ RC2, BOX, VRC

POT = 0.
Compute distance to nearest image in system with periodic

boundary conditions:

X = (X ANINT(X))*BOX

Only include interactions within the cutoff-radius:

R2 = X**2

IF(R2.GT.RC2) RETURN

Compute potential energy (the LJ potential has been shifted

such that it goes to zero at the cutoff radius RC):

OR6 = 1./R2**3

POT = 4.*0R6*(0R6-1.) VRC

(in any reasonable program, the factor 4. would not

be included here, but would multiply the resulting sum of

pair-interactions).

RETURN

END

A.2 Molecular Dynamics code

This Appendix contains a Molecular Dynamics routine for the one-dimenional Len-

nard-Jones system considered in A.1. In MD simulations, coordinates, velocities
and forces should be stored in double precision. The unit of time in the present
MD program is related to the c, and m (mass) of a Lennard-Jones particle by:

to E crN/m/c. A reasonable value for the time-step would be DT = 0.005 .

SUBROUTINE MDLJ
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IMPLICIT REAL*8 (A-H, 0-Z)

Store everything in double precision.

PARAMETER (NPART=20, RC=2.5D0)

COMMON /COOR/ R(NPART)

REAL*4 RC2, BOX, VRC

COMMON /CUTOFF/ RC2, BOX, VRC

REAL*4 TEMP

COMMON /PARAMS/ TEMP, ISEED

COMMON /VELOC / V(NPART), VSUM, EKTOT

Velocities, total momentum and total kinetic energy.

DIMENSION FORCE(NPART)

Forces

NPART : number of particles

RC : cutoff radius of Lennard-Jones potential

: particle positions

PRINT*, ' Now we switch from MC to MD'

PRINT*, ' Give # of MD steps'

READ *, NSTEPS

PRINT*, ' Give MD time-step'

READ *, DT

Generate a Maxwellian velocity-distribution:

CALL MAXWELL

Zero accumulators for average kinetic and

potential energy:

EKAV = ODO

UAV = ODO

Convert BOX and RC2 to double precision:

DBOX = BOX

DRC2 = RC2

Now do the actual Molecular Dynamics:

DO 100 LSTEP = 1, NSTEPS

TNOW = LSTEP*DT

EKNOW = ODO

UNOW = ODO

FORCE(1) = ODO

Compute forces and potential energy

(this is the most time-consuming part):

DO 200 I = 2, NPART

FORCE(I) = ODO

DO 210 J = 1, I-1

X = R(I) R(J)

Nearest periodic image:

X = (X DNINT(X))*DBOX

Only include interactions within the cutoff-radius:
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R2 = X**2

IF(R2.LE.DRC2) THEN

0R6 = 1.D0/R2**3

compute f(r)/r :

FDR = 48D0*0R6*(0R6-0.5D0) / R2

Accumulate potential energy:

UNOW = (4D0*0R6*(0R6-1.0D0) VRC) + UNOW

Note the factors 48 and 4. As in the MC case, we put these

factors here for clarity, although this is very inefficient.

Add to the force on I and on J:

FORCE(I) = FORCE(I) + X*FDR

FORCE(J) = FORCE(J) X*FDR

This way of computing the forces (i.e. first computing

f(r)/r and then multiplying by x [, y, z] ) is very

useful in 3D, but not in 1D.

ENDIF

210 CONTINUE

200 CONTINUE

Now integrate the equations of motion,

using the 'leap-frog' form of the Verlet algorithm.

In this algorithm, the velocities are evaluated at times

that are DT/2 out of phase with the times at which B. and

FORCE are computed.

DO 300 I = 1, NPART

VNEW = V(I) + DT*FORCE(I)

R(I) = R(I) + VNEW*DT/DBOX

Compute velocities at TNOW:

VAV = (VNEW + V(I))*0.5D0

EKNOW = EKNOW + 0.5D0*VAV**2

V(I) = VNEW

300 CONTINUE

C Compute total energy per particle.

THis quantity should be a constant of motion:

ETOT = (EKNOW + UNOW)/DFLOAT(NPART)

UAV = UAV + UNOW

EKAV = EKAV + EKNOW

Compute instantaneous temperature:

TINST = 2D0*EKNOW/DFLOAT(NPART-1)

PRINT 500, TNOW, TINST, ETOT

500 FORMAT(' Time: ', f10.5, ', Temp.: ', g12.6, ' E/N: g12.6)

100 CONTINUE

EKAV = EKAV/DFLOAT(NSTEPS*NPART)

UAV = UAV /DFLOAT(NSTEPS*NPART)

TAV = 2D0*EKAV *DFLOAT(NPART)/DFLOAT(NPART-1)

EAV = UAV + EKAV
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PRINT*, ' <T> TAV

PRINT*, ' <U>/NK<T> UAV/TAV

PRINT*, ' E(Total)/N EAV

RETURN

END

SUBROUTINE MAXWELL

Routine to generate a Maxwellian velocity-distribution.

IMPLICIT REAL*8 (A-H, O-Z)

PARAMETER (NPART=20, RC=2.5D0)

COMMON /COOR/ R(NPART)

REAL*4 RC2, BOX, VRC

COMMON /CUTOFF/ RC2, BOX, VRC

REAL*4 TEMP

COMMON /PARAMS/ TEMP, ISEED

COMMON /VELOC / V(NPART), VSUM, EKTOT

TWOPI = 8.0D0 * DATAN(1D0)

VSUM = ODO

VSQ = ODO

Generate a Gaussian velocity distribution:

DO 10 I = 1, NPART

V(I) = SQRT( -ALOG (RAN (ISEED) ) )

* DCOS( TWOPI * DBLE (RAN (ISEED) ) )

Compute the total momentum (all particles have mass 1)

VSUM = VSUM + V(I)

10 CONTINUE

Zero total momentum:

VSUM = VSUM/DFLOAT(NPART)

DO 20 I = 1, NPART

V(I) = V(I) VSUM

Compute total kinetic energy:

VSQ = VSQ + V(I)**2

20 CONTINUE

Compute instantaneous temperature:

TAV = VSQ/DFLOAT(NPART-1)

Now scale all velocities to obtain desired initial

temperature:

SCALE = TEMP/TAV

FAC = DSQRT(SCALE)

DO 30 I = 1, NPART

= V(I)*FAC

30 CONTINUE

RETURN

END
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B 3-BODY INTERACTIONS

In systems with a strongly covalent character, non-pairwise additive interactions can-

not be ignored. One of the most important manifestations of such interactions is

that they favour certain 'bond'-angles. For instance, the 3-body contribution to the

Weber-Stillinger potential for silicon [14] is of the form:

V3 = E v3(rri,rk) (25)

i<j<k

with:

v3(ri,ri,rk) =
and:

h(rij, rik, °file) =

E[h(rii, rik, jik) h(r jk rat, Okji) rkjlOikj)]

f(ri; )f(rik )g(cos (kit* )

(26)

(27)

e in eqn. 26 equals the well-depth of the two-body potential, while all distances have

been expressed in units of a length a that characterizes the range of the two-body

potential. In eqn. 27 f(r) may be any function of the distance rij, while g(cos Ojik)

may be any function of cos Oiik, where Ojik is the angle between rij and rik. (In

the specific case of ref. [14] f(r) = fitexp(y/(r a)) and g(cos 0) = (cos + .)

The optimum values for the parameters { A,-y, a } and for the two-body potential

parameters for the specific case of silicon may be found in this reference).

Let us now consider how such a 3-body interaction would be calculated in a

Monte Carlo program. For the present discussion, the only relevant feature of the

3-body potential in eqn. 27 is that g(cos 0) can be expanded in a series of Legendre-

polynomials:

g(cos Ojik) = E at P1(cos )

47r

2/ += E E ,
(28)

1

where we have expanded the Legendre polynomials in spherical harmonics. Let us

consider the total 3-body potential V3/e . This quantity can be expressed in terms of

the h(i, j,k) :
(29)

f 2

where i,j and k are all different. It is convenient to rewrite this expression as a sum

of two contributions: one part where the restriction j k has been lifted (but not

the restrictions i j,i lc), and a second part that subtracts the terms with j = k :

-V3 = -1 E[EEh(i,j,k) Eh(i,j,j)] . (30)
f 2 i ii

The second term on the right-hand side of eqn. 30 can be included in the two-body

potential. The first term can be rewritten, using eqns. 27 and 28 as:

h(i, j,k)
2 i ji ki

= -1-EEE 47r Eat E f(rii)Ytrn(f/ii)f(rikPrt:n(Oik)
2 i 2/ + 1 m.-1

(31)
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where the prime on V3f indicates that in this sum terms with j k are included.
Rearranging the order of summation in eqn. 31, and defining the quantity chn(i) by:

4/r
ci,(1) 7-- E f(ri

3
)1/-in,

3
)

2/ + 1

we obtain the following expression for iv, :

(32)

IP EEa, E chn(i)c;m(i) (33)mlf t

Equation 33 demonstrates that, in order to compute the 3-body interaction V,' (and
thereby V3), we only need to evaluate the coefficients cim(i). As can be seen from
definition 32, the latter are simple two-body terms, and the standard tricks that are
used to speed up the computation such terms (in particular: to compute the contribu-
tion due to each pair {ij} only once), can be employed. For the potential of ref. [14]
the only /-values that contribute are 1 = 0,1,2. Hence we only have to evaluate 9
(.1 + 3 + 5) coefficients elm. In practice it is of course preferable to work with linear
combinations of the ci, that are real. In fact, the entire derivation in this appendix
could have been formulated in terms of cartesian irreducible tensors, and there is
never any need to compute (expensive) trigoniometric functions. It should be added
that the above method to compute three-body interactions only saves time if all par-
ticles are displaced simultaneously in a trial move. Conventional (Metropolis) Monte
Carlo is not efficient for such collective moves. It is preferable to use 'smart' Monte
Carlo [35] , with the modification that the direction of the collective moves should be
biased by the 2-body forces (for a discussion of smart MC techniques, see [3]).
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