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Chapter 1

Introduction and summary

“My dear Byerley, I see that you instinctively follow that great error—that
the Machine knows all. Let me cite you a case from my personal experience.
The cotton industry engages experienced buyers who purchase cotton. Their
procedure is to pull a tuft of cotton out of a random bale of a lot. They will
look at that tuft and feel it, tease it out, listen to the crackling perhaps as
they do so, touch it with their tongue, —and through this procedure they will
determine the class of cotton the bales represent. There are about a dozen
such classes. As a result of their decisions, purchases are made at certain
prices, blends are made in certain proportions. —Now these buyers cannot
yet be replaced by the Machine.”

“Why not? Surely the data involved is not too complicated for it?”

“Probably not. But what data is this you refer to? No textile chemist knows
exactly what it is that the buyer tests when he feels a tuft of cotton. Presum-
ably there’s the average length of the threads, their feel, the extent and nature
of their slickness, the way they hang together, and so on. —Several dozen
items, subconsciously weighed, out of years of experience. But the quantita-
tive nature of these tests is not known; maybe even the very nature of some
of them is not known. So we have nothing to feed the Machine. Nor can
the buyers explain their own judgement. They can only say, ‘Well, look at it.
Can’t you tell it’s class-such-and-such?’”

— From “The Evitable Conflict,” by Isaac Asimov (1950).

Apparently, rating cotton is a difficult skill. The diagnosis of lung diseases on CT is
also a difficult skill. One might even say it is an art form as much as it is a science. The
work presented in this thesis is an endeavor to teach ‘the Machine’ that skill.
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The general objective of this thesis is automation of the analysis of the pathological
lung from CT images. Specifically, we aim for automated detection and classification of
abnormalities in the lung parenchyma.

The purpose of this introductory chapter is to familiarize the reader with the problem
and the approaches towards solving it. First, the image data is explained in Section 1.1.
This is followed in Section 1.2 by a brief introduction of the prerequisites in image pro-
cessing, and a summary of the work presented in the remaining chapters. Concluding
remarks are made in Section 1.3.

1.1 The lungs on CT

1.1.1 Computed tomography

Computed tomography (CT) was born in 1971, when Sir Godfrey Hounsfield showed it
was possible to construct a cross-sectional image of the inside of the human body by mea-
suring the attenuation of X-ray beams passing through that body at hundreds of different
angles.

The theoretical concepts of reconstruction that form the basis of CT can be traced
back to the beginning of the 20th century — formulated independently by H.A. Lorentz
in 1905 and by J.H. Radon in 1917 — but it wasn’t until the development of modern
computer technology roughly 50 years later that their practical implementation became
feasible. Sir Hounsfield was the first to put those theories to medical use and deliver a
convincing proof of principle.

After that, within a year the first clinical prototype CT scanner became available.
Within 10 years more than 10.000 devices were operational in medical centers all over
the world. It was the most important breakthrough since the discovery of the X-rays, and
CT has remained a cornerstone of diagnostic radiology throughout the years. An excellent
overview of its technology and applications is given by Kalender [1].

CT scanning involves a radiation source and a set of detectors. The source circles
around the body and the detectors measure the attenuation of the radiation at each possible
angle. From these measurements, a computer is able to reconstruct a slice through the
body. A stack of such slices is obtained by incrementally moving source and detectors to
capture slices at adjacent positions. This stack of slices constitutes a three dimensional
(3D) image of the body and its insides. A description of the equations of reconstruction
and the practical methods of solving them is outside the scope of this introduction. The
interested reader is referred to textbooks such as [2] and [3].

Values in a CT image are measurements of a physical property of the tissue displayed;
they relate to its radiation attenuation coefficient μ. The value of μ varies with the wave-
length and the strength of the radiation, but the ratio of μ between different materials does
not. The values in a CT image, called Hounsfield Units (HU), are measures of μ relative
to the μ of water.

CT value = (μ − μwater)/μwater × 1000 HU (1.1)

Two fixed points determine the HU scale: that of water, by definition at 0 HU, and that
of air, at -1000 HU, as μair is equal to zero. Using this scale, images from different (prop-
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Figure 1.1: Scale of CT values or ‘Hounsfield Units’, and a rough indication of the range
of values that some typical tissues occupy.

erly calibrated) scanners and different exams can be directly quantitatively compared. Fig.
1.1 shows the HU scale.

In the roughly 30 years since its inception, CT has undergone tremendous improve-
ments [1, 4]. The first clinical CT images took almost 5 minutes to acquire. Such images
consisted of 80 pixels in each direction which meant they had a resolution of 0.5 cm per
pixel. Slice thickness was 13 mm. After each revolution of the source and detectors, the
entire contraption of drums and coils and cables would rotate back to its original orien-
tation and shift to the position of the next slice. Scanning a complete head took more
than half an hour. Nowadays, modern CT scanners make use of a continuously rotating
gantry that contains the radiation source. The detectors are laid out in a stationary array
and form a complete circle. The gantry performs a complete revolution within the second
and during that time up to 64 slices can be acquired simultaneously as several rows of
circular detector arrays are mounted adjacent to each other. The image matrix commonly
consists of 512 pixels in each direction and the resolution can be as high as 0.5 mm per
pixel. Slice thickness can lie in the same range, making isotropic 3D imaging possible.
Nowadays, scanning a complete body takes less than a minute.

1.1.2 Computed tomography of the lungs

Around 1980, CT imaging had evolved far enough in terms of speed and resolution to
make it a valuable tool in the imaging of the lungs [5]. So called “high-resolution” CT
(HRCT) scans were introduced, a term that has survived to date to indicate scans with
slices of approximately 1 mm thick. At the time, acquisition speed set a limit to the
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Sagittal plane

Axial plane

Coronal plane

(a) Body planes. (b) Coronal slice.

(c) Sagittal slice. (d) Axial slice.

Figure 1.2: Examples of CT slices of the lung, taken from a contiguous 3D scan in differ-
ent orientations. The top left figure explains these orientations.

amount of slices that could be acquired during a single breath hold. HRCT scans of the
lung were therefore typically acquired with a 1 cm gap between slices. This type of non-
contiguous scans remains in use today, as the added diagnostic value of scanning the slices
in between often does not outweigh the increase in radiation dose received by the patient
[6].

Fig. 1.2 shows slices from an HRCT scan of the lung. Because the data set from
which this slice was taken represented a contiguous 3D volume, slices could be extracted
in different orientations. However, the lung is still evaluated most commonly on separate
axial slices such as the one displayed in Fig. 1.2(d).

In practice, a CT image can contain values in the range -1024 to +3071 HU. The
human eye cannot distinguish between so many grey levels and therefore the images are
displayed using a window of values. Any CT values below this window are displayed
in black, values above it are displayed in white. For displaying images of the lung, this
window ranges (for example) from -1000 to +200 HU. The slice in Figure 1.3 is displayed
using such a ‘lung window’, as are the images of HRCT slices of the lung in the remaining
chapters.
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Figure 1.3: An axial HRCT slice with arrows indicating a perpendicular cross-section of
a double bronchovascular pair (BV), and a fissure (F).

1.1.3 Lung anatomy on CT

To understand what is visible in an HRCT slice of the lung, some knowledge about human
anatomy is needed.

The lungs are contained within the thoracic cavity. The rib cage and intercostal (i.e.
between ribs) muscles form the top and sides of the thoracic cavity, the diaphragm en-
closes it at the bottom. The lungs themselves are enveloped in two pleural membranes
or pleurae. The pleura visceralis encloses the lungs, the pleura parietalis adheres closely
to the chest walls and the diaphragm. The pleurae are separated by a thin film of fluid
that allows them to glide across each other without friction during breathing. This means
that the lung essentially lies free in the thoracic cavity. It retains its form and size due to
the vacuum between the pleura and the chest wall. When the chest wall is punctured, the
lungs collapse.

The lung consists of airways, vessels, and connective tissue called the interstitium:
a framework of thin membranes that supports and defines the structure of the lung. The
airways and vessels are laid out in an intricate tree-like network, dividing into increasingly
finer branches starting at the hilum, the location where they enter the lungs.

The arterial vessel tree runs alongside the bronchial tree. In Figure 1.3 it can be
seen that each bronchus is accompanied by a vessel of approximately equal size. In
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Figure 1.4: Diagrammatic representation of the branching structure of the airway tree.
The numbers in the middle column indicate the number of subdivisions or branching gen-
eration.

perpendicular cross-sections, such a bronchovascular pair shows up as a figure 8 with one
hole closed and one hole open, often called a ‘signet ring’ sign. There are also vessels
that do not accompany a bronchus. These are the veins.

The lungs are subdivided into lobes: compartments that are fed by different parts of the
bronchial and vessel trees. The left lung contains two lobes, the right lung contains three
lobes. Lobes are (partially) separated by membranes called the fissures, which can be
seen as lines on a high-resolution CT slice (Figure 1.3). Further subdivisions of the lung
based on the feeding part of the arteriobronchial tree can be made made on the segmental
and subsegmental level, but these ‘compartments’ are not physically separated from each
other by membranes.

The airways undergo approximately 23 divisions until they culminate in grapelike
clusters called the alveolar sacs. The alveolar sacs exist of many alveoli which are the
functional units of the lung: the sites of gas exchange (see Fig. 1.4). The smallest anatom-
ical unit that can be identified on HRCT is that of the secondary lobule, at the ‘height’ of
the 16th subdivision [7]. It is 2 to 3 cm in diameter and contains up to 12 of the ‘acini’
marked in Fig. 1.4. The secondary lobule is the smallest discrete portion of the lung that
is surrounded by connective tissue. It can show up on HRCT as a polygon with a blood
vessel in the middle. The terminal bronchiole, the airway that accompanies the vessel,
has such a thin wall that it cannot be seen. Just like all other structures smaller than the
resolution of the scanner, it is fully contained within a single voxel1. It is such structures
that raise the HU value of normal lung parenchyma on CT above that of pure air.

1A voxel is a volume element, the 3D equivalent of the term pixel that is used for 2D images.
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1.1.4 Lung disease on CT

In clinical practice, HRCT scans of the lung are made to establish presence or progression
of disease. They will therefore seldom show a set of normal healthy lungs. The work in
chapters 3 through 5 of this thesis is centered specifically on automated analysis of the
diseased lung.

In order to appreciate the described methods of analysis it is not necessary to be famil-
iar with the complete spectrum of lung diseases. It is however important to have a feel for
the ways the pathological lung manifests itself in CT. Figures 3.6 and 4.1 clearly demon-
strate that there is a wide variety of patterns that can be seen in scans of the pathological
lung. Figure 3.11 illustrates that the shape of the lung can be affected as well.

For a complete overview of the appearances of the normal and pathological lung on
CT the interested reader is referred to the book “High-Resolution CT of the Lung” by
Webb, Müller and Naidich [8].
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1.2 This thesis

1.2.1 Prerequisites

The purpose of this section is to briefly introduce terminology and general methods that
are not described in detail in the rest of the chapters. Central are the concepts of segmen-
tation, registration and classification, which can be defined as follows:

• Segmentation:
The process of dividing an image into parts or segments (this includes identification
of a single segment or object).

• Registration:
The matching or aligning of images; the process of transforming different images
into one coordinate system, in order to compare or integrate them.

• Classification:
The act of dividing segments or objects into classes or categories of the same type;
the grouping together of similar or related things and the separation of dissimilar or
unrelated things.

The aim of the work in this thesis can be generally described as the detection and
classification of abnormalities in medical images. This is often referred to as computer
aided detection or diagnosis (CAD). The stages that a typical CAD system consists of are:

1. Preprocessing.

2. Segmentation of the structures of interest.

3. Detection of candidates (i.e. possible abnormalities).

4. Representation of the candidates by features.

5. Classification of the candidates (in feature space).

Steps 1 through 4 involve direct processing of the image data. Techniques of which
prior knowledge is assumed are filtering, thresholding, region growing, connected com-
ponent analysis and mathematical morphology. They can be found in standard textbooks
on image processing, e.g. [9, 10].

Step 5 is performed in feature space; the space spanned by the feature vectors calcu-
lated to represent the image segments. ‘Classification’ in this space involves the process
of finding decision boundaries that separate the different classes. Popular techniques such
as artificial neural networks (ANN) or linear discriminant classifiers (LDC) can be found
in textbooks on pattern recognition, e.g. [11, 12].

For the evaluation of the classification results, different measures are used depending
on the number of classes N involved in the classification.

A two-class classification problem is for example the discrimination between nor-
mal and abnormal (or diseased) tissue. Diseased samples are called “positive” samples,
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normal samples are called “negative” samples. For such a problem, three measures of
performance should be given: accuracy, sensitivity and specificity. Accuracy is the total
fraction of correctly classified samples. Sensitivity and specificity are the fractions of
correctly classified positive and negative samples, respectively. For a classifier that makes
no classification errors at all, all three measures have the value 1.

There is a trade-off between sensitivity and specificity. A classifier that marks all
samples as being positive will achieve a sensitivity of one, but will have zero specificity.
This trade-off can be measured using ROC curves [13], which measure sensitivity as a
function of specificity. Figures 4.3 and 4.4 are examples of ROC curves. Set out on the X-
axis is the parameter “1-specificity”, this is the fraction of incorrectly classified negative
samples, i.e. the fraction of normal samples mistakenly marked as abnormal. Perfect
classification results in a curve through the top-left corner of the graph. Classification no
better than chance results in a straight line from the origin to the top-right corner of the
graph. The point (0.1, 0.7) on one of the ROC curves in Fig. 4.3 means that 70% of the
abnormal samples are correctly recognized, at the expense of incorrectly marking 10% of
the normal cases as abnormal.

For classification into multiple classes no extension of the two-class ROC curve is
available (yet). Evaluation of performance is through the single measures of accuracy and
kappa, or by giving a confusion matrix.

Accuracy, again, is the total fraction of correctly classified samples. In the presence of
a dominant class to which the majority of the samples belongs, accuracy is not a reliable
measure of performance. Kappa (κ) [14] is a measure of agreement that takes into account
chance agreement and is therefore less sensitive to the existence of a dominant class. It
takes on values between 0 and 1, 0 indicating chance agreement, 1 indicating perfect
agreement.

A confusion matrix is a matrix with on one axis the true classes to which the samples
belong, and on the other axis the classes to which the samples were assigned in the clas-
sification procedure. Correctly classified samples end up on the diagonal. The confusion
matrix gives insight into which pairs of classes are confused most, that is, which pairs of
classes are responsible for the most classification errors.

1.2.2 A review of computer analysis methods for CT of the lungs

A host of computer analysis techniques has been applied to CT images of the lung. In
Chapter 2 a review of such techniques as published in the past five years is given. A
distinction is made between the fields of segmentation of the lungs and various pulmonary
structures (Sec. 2.2), registration of chest scans (Sec. 2.3 ), and the combined field of
computerized detection, quantification, and/or classification of abnormalities (Sec. 2.4).

The rest of the thesis focusses on the steps needed for computer aided detection and
diagnosis of disease in HRCT images of the lung parenchyma: segmentation of the patho-
logical lung (Chapter 3), detection of abnormalities (Chapter 4) and classification of ab-
normalities (Chapter 5). The following three subsections summarize each of these steps.
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1.2.3 Segmentation of the pathological lung

Chapter 3 deals with segmentation of the pathological lung. For the normal lung, segmen-
tation can be performed making use of the excellent contrast between air and surrounding
tissues. Methods of region growing or thresholding and component labelling are readily
applied to separate the main lung volume from the body and the background. Subse-
quently, morphological post-processing (usually smoothing) is applied to the lung surface
to fill the holes that are left in the contours where the vessels and bronchi cut through
the lung surface in the hilar region. This straightforward approach fails when the lung is
affected by pathology of tissue density that is attached to the lung walls. However, dense
pathologies are present in approximately a fifth of clinical scans, and for computer analy-
sis such as detection and quantification of abnormal areas it is vital that these pathologies
are not missed in the initial segmentation.

In absence of sufficient grey value contrast to indicate the position of the border of the
lung, the human observer relies on anatomical knowledge about the shape of the lung and
about the surrounding tissues, such as the rib cage. For automated segmentation of such
lungs, we have proposed a hybrid approach, combining shape and textural cues.

To carry shape information, a probabilistic atlas is created through registration of 15
scans of normal lungs to a single (normal) reference scan. The atlas is a map that can be
overlaid on the reference scan, indicating the probability of finding lung tissue in a certain
position. It incorporates normal variation in lung shape. The first step in segmenting a
pathological scan, is to bring the reference scan into registration with it. The registration
process is based on the entire pathological scan and the entire reference scan, not just
their lung volumes. It is therefore rather robust against pathology. The registration deter-
mines the transformation that is to be applied to the atlas, which can then be overlaid on
the pathological scan. In this way, areas are identified that are either likely, unlikely, or
uncertain to contain lung tissue in the pathological scan.

The second stage of automated segmentation involves voxel classification. In voxel
classification, a trained classifier decides whether or not a voxel is part of the lung. It
does so on the basis of textural properties of the voxel and its immediate surroundings. To
train the classifier, training voxels need to be input as examples. Voxels used as positive
examples are taken from the areas that were indicated as likely to contain lung tissue in
the first stage. Voxels used as negative examples are taken from the areas indicated as
unlikely to contain lung tissue in the first stage. Consequently, the trained classifier is
used to determine exactly where the boundary of the pathological lung lies. This is done
by applying it to all the voxels in the area of uncertainty of the first stage. The strength
of this approach is that the training data and test data for classification are taken from
the same scan, so that the classifier is trained to recognize the specific type of pathology
contained in that scan.

It is shown that the proposed method can accurately segment scans with up to a quarter
of the lung volume affected by high density pathology and as such presents a considerable
improvement over conventional techniques. For more severely affected lungs however,
the method is prone to failure. This is due to the fact that the registration process in
the first stage of segmentation also makes use of grey value information. Although this
process is more robust than simple techniques such as thresholding, it is still vulnerable
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to distortions due to severe pathology. Small scale misregistrations can be solved by the
second classification stage, but large scale misregistrations cannot. For severely affected
scans a different approach should be taken. In those cases a semi-automatic approach is
necessary until automated techniques become available.

1.2.4 Detection of abnormalities

After the lung fields have been identified, the task is to recognize possibly abnormal re-
gions within them. The study in Chapter 4 was performed to determine whether a distinc-
tion between normal and abnormal lung tissue could be made automatically.

To this end, 657 specific regions of interest (ROIs) of approximately 5 cm across were
extracted from a set of 116 scans. Out of these, 349 showed normal and 308 showed
abnormal lung tissue. Each abnormal ROI was extracted in such a way that at least 75%
of its area contained abnormal tissue.

Three expert chest radiologists with over 15 years experience were involved in the
study. The most senior of them set the standard for reference for classification. In doing
so, he was allowed to review the entire scan.

The automated system for classification made use of the pattern recognition technique
of statistical feature-based learning. A set of 224 general purpose textural features was
calculated to represent the ROIs. The features were extracted from different filter types
on different scales. From this feature set a most discriminatory subset was identified by
an automated feature selection process.

We compared the use of several types of feature sets and several classifiers. It was
found that best results were obtained when all feature types on all scales were included
for the feature selection process. The more complex kNN and support vector machine
classifiers outperformed the less complex linear discriminant and quadratic discriminant
classifiers.

The performance in classification of the computer system was then compared to the
performance in classification of the remaining two experts. Two experiments were per-
formed. In the first experiment the experts were allowed to review only the isolated ROIs.
In the second, the experts were allowed to view the complete scan. For one of the experts,
this markedly increased performance.

The best automated system achieved an area under the ROC curve (Az) of 0.86. Values
of Az for the experts when reviewing isolated ROIs were 0.88 and 0.89. We may therefore
conclude that the computer is almost as adept at retrieving diagnostic information from
the isolated regions of interest as are the expert radiologists.

When assessing the ROIs in the context of the complete scans, the values of Az for the
expert radiologists increased to 0.89 and 0.93, indicating that further improvement of the
automated system should be sought in incorporation of the context of the ROIs.

1.2.5 Classification of abnormalities

In Chapter 5 it is investigated whether the more complex differentiation between normal
and several types of abnormal tissue could be made automatically. Additionally, this



12 Chapter 1

analysis was performed on ROIs covering the entire lung field, rather than a specific
subset of manually selected regions.

To this end, a sensible subdivision of the lung fields into ROIs was needed. We have
proposed an automatic unsupervised method of subdividing the lung fields into regions
that are homogeneous in texture. The texture homogeneity property is important for the
subsequent classification task in which textural properties of the ROI are calculated in
average over its entire area. It is shown that the proposed subdivision more closely re-
sembles freehand drawing than the square grids used in previously published material.
Furthermore, it is shown that classification performance of the automated system is in-
creased by 7 to 10% by using the new method of subdivision.

For the automated classification system, two types of previously published feature sets
were used. These two sets were representative of two approaches to automated pattern
recognition. In one approach, the approach taken in Chapter 4, a large amount of general
purpose features is calculated from which a most discriminatory subset is automatically
identified. In the other approach, a small set of features is specifically designed to solve
the task at hand. We found no significant difference in system performance using either
one of these feature sets.

Differentiation of the classification performance to the different types of abnormality
involved, showed that tissues of type “solid” were most easily discriminated from all other
tissue types (Az = 0.95) and tissues of type “focal” were most difficult to discriminate
from all other tissue types (Az = 0.74). Overall normal vs. abnormal classification was
achieved with Az = 0.82, which was in line with the result of Az = 0.86 presented
in Chapter 4 — keeping in mind that that result was obtained for classifying a specific
subset of large abnormal ROIs.

Two expert chest radiologists were involved in the study to set a standard of reference
for classification. Their interobserver kappa value of agreement was κ = 0.53. The
average computer vs. human expert agreement was κ = 0.40. Comparison of confusion
matrices indicated that for the most part, the computer confused the same classes as did
the expert radiologists. In addition, the computer had difficulty recognizing the classes
“focal” and “fibrosis” We expect this is in part due to the confusion between these classes
and normal bronchovascular structures that are easily identified by the radiologist, but not
by the computer. Assessing performance of the system on a more global scale, it was
found that in answering the question whether or not a certain type of abnormality was
present in a slice, the computer achieved accuracies comparable to that of the experts.

1.3 Concluding remarks

The task we set out to accomplish is certainly not a trivial one. The diagnosis of parenchy-
mal lung diseases is complex enough that even many a radiologist would shy away from
it. However, it is a task of considerable clinical importance and as such deserving of a
commensurate degree of priority in CAD research.

It is surprising how many of the previously published methods reviewed in Chapter
2 are tested on scans of normal to mildly diseased lungs, even though many of them are
(eventually) intended to be used in clinical practice. In contrast, the studies described in
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this thesis are focussed specifically on computer analysis of the pathological lung. They
were performed on unselected data representative of what is encountered during daily
clinical routine. The results show that even the task of lung segmentation (commonly
viewed as “solved”) is a challenge when considering such data.

In the excerpt included at the start of this chapter, mr. Asimov made no statement on
whether or not he believed ‘the Machine’ could be taught the skill of buying cotton. He
merely raised the valid point that it is of paramount importance to feed it the right input
data, and that it is not always straightforward to know what questions to ask or what tests
to perform to acquire this data. I have found it can indeed be a challenge to separate the
expert knowledge from the expert. The use of statistical methods that learn by example,
as used throughout this thesis, can alleviate this problem somewhat. From a large amount
of general textural descriptors, the computer is able to automatically infer the subsets of
input data that convey the most diagnostic information.

What mr. Asimov does not detail is whether or not his cotton buying experts always
agreed. All methods, and especially the ones that learn by example, require training on
a reliable truth. When assessing scans on a regional level, there will never be another
truth available than that which the radiologists provide, and they will probably never fully
agree. This sets a limitation on the maximum performance that a computer system can be
designed to achieve.

The next step towards computer aided diagnosis in assessing lung disease on HRCT
should be to combine textural classification results on a regional level into a likeliness
of disease on a more global level. ‘Perfect’ — or in other words, identical to that of the
radiologists — classification on a regional level may not be necessary to achieve this goal,
as different methods of investigation can lead to the same results. What is more important
is that for this next step a more reliable reference standard can and should be used: The
establishment of a sufficiently large database of proven cases is a prerequisite to further
research efforts.

Personally, I doubt that the Machine will ever be skilled enough in the art of science to
replace the human expert. There will always be the difficult and subtle cases that it cannot
handle. Also, I do not believe that this is what we should strive for. There is a reason this
field of research is called ‘computer aided diagnosis’, rather than ‘computer diagnosis’.
The computer has its own set of strengths and weaknesses to be exploited by the expert.
It should not be seen in any different light than the other aids the radiologist has at his
disposal. Unbiased recollection and virtually unlimited memory are formidable traits the
computer can offer, as well as the ability to reliably perform quantitative measurements.
But perhaps its most important characteristic is that it is exceptionally well equipped for
monotony.

In practice, our ‘cotton buyers’ are presented with hundreds of ‘bales’ per day. For
90% of these bales, it is obvious that they belong to class-such-and-such. The ‘Machine’
will not have to replace the buyer. It will more than suffice for it to take over the boring
jobs.





Chapter 2

A review of computer analysis methods
for CT of the lungs

This chapter is based on the manuscript “Computer Analysis of Computed Tomography
Scans of the Lung: A Survey”, by I. Sluimer, A. Schilham, M. Prokop and B. van Gin-
neken, submitted for publication.

Abstract

Current CT technology allows for near isotropic, submillimeter resolution acquisition of
the complete chest in a single breath hold. These thin-slice chest scans have become
indispensable in thoracic radiology, but have also substantially increased the data load
for radiologists. Automating the analysis of such data is therefore a necessity and this
has created a rapidly developing research area in medical imaging. This paper presents a
survey of the literature on computer analysis of the lungs in CT scans. Published work is
categorized an reviewed, research trends and challenges are identified and directions for
future research are discussed.
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Nomenclature

ANN artificial neural network
Az area under the ROC curve
BI bullae index
BO bronchiolitis obliterans
CAD computer-aided detection/diagnosis
CBIR content-based image retrieval
CLE centrilobular emphysema
COPD chronic obstructive pulmonary disease
CT computed tomography
CTA CT angiography
DPLD diffuse parenchymal lung disease
EC explosion controlled region growing
FN false negative
FDA Food and Drug Administration
FP false positive
GG ground glass
HIST(x) lowest xth percentile of the histogram
HRCT high-resolution computed tomography
HU Hounsfield unit
ILD interstitial lung disease
IPF idiopathic pulmonary fibrosis
PF pulmonary function tests
LAA low attenuation area(s)
LDC linear discriminant classifier
LVRS lung volume reduction surgery
MC metastatic calcification
MLD mean lung density
PCa probability of cancer
PCP pneumocystis carinii pneumonia
PE pulmonary embolism
PET positron emission tomography
PI pixel index
PLE panlobular emphysema
PSE paraseptal emphysema
PVE partial volume effect
SPECT single photon emission computed tomography
ROC receiver operating characteristic
ROI region of interest
TN true negative
TP true positive
UIP usual interstitial pneumonia
VOI volume of interest
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2.1 Introduction

Computed tomography (CT) for the body has been available since 1975. Originally, CT
was not considered a technique particularly well suited for the thorax. Low resolution re-
sulted in large partial volume effects and the large difference in attenuation values between
tissue and air (currently a main reason for the effectiveness of CT in thoracic imaging)
made it difficult to correctly interprete small lesions. In 1977 Kollins [15] concluded that
CT had revolutionized neuroradiology and its impact in abdominal and pelvic imaging
had been similarly great but “the ultimate role of computed tomography in the study of
diseases of the chest is not as certain”.

Technical strides forward have since completely transformed CT and thoracic imaging
with it. Two advances in particular have had the most repercussions for CT of the chest.
About twenty years ago, improved axial resolution made high-resolution CT (HRCT)
scans possible. Slices of 1 mm thick could provide anatomical detail of the lungs similar
to that available from gross pathological specimens [16]. However, scanner speed limita-
tions at the time meant that a 1-cm gap between slices was necessary to cover the entire
thorax while avoiding breathing artifacts. This limitation has been effectively removed in
the last decade with the advent of multi-detector-row scanners that can acquire up to 64
1-mm slices simultaneously per rotation and perform each rotation in less than a second.
Present day scanners allow for isotropic acquisition of the complete chest with submil-
limeter resolution well within a single breath hold. Compared to other modalities, CT
excels in the imaging of the lungs.

A major challenge accompanying these spectacular improvements is dealing with the
enormous increase in images that are generated and have to be reported on. This challenge
has been coined the data explosion by Rubin [17]. It is becoming clear that computer
vision techniques are essential to facilitate CT interpretation. As a consequence, the rapid
developments in chest CT acquisition techniques have been followed by a sharp increase
in research on computer analysis of thoracic CT scans.

This paper aims to provide an overview of the literature on computer analysis of com-
puted tomography images of the human lungs. For our purposes here, we define this area
as including segmentation of various pulmonary structures (Sec. 2.2), registration of chest
scans (Sec. 2.3), and applications aimed at detection, classification and quantification of
chest abnormalities (Sec. 2.4).

The work on segmentation can be further subdivided into segmentations of the com-
plete lung fields (Sec. 2.2.1), the bronchial tree (Sec. 2.2.2), the vascular tree (Sec. 2.2.3)
and the lung lobes (Sec. 2.2.4). Application areas involve emphysema (Sec. 2.4.1), lung
cancer (Secs. 2.4.3, 2.4.4, 2.4.5), pulmonary embolism (Sec. 2.4.6), (bronchial) signs of
airway diseases (Sec. 2.4.7), and differential diagnosis of lung disease (Sec. 2.4.8).

Studies on reconstruction algorithms, scans parameters and image quality improve-
ment, and visualization techniques have been excluded, except for some studies that per-
tain particularly to chest CT. Details of the literature collection procedure can be found in
the appendix.

In terms of methodology, most reviewed works employ standard image processing
techniques, such as filtering, region growing and connected component analysis, mathe-
matical morphology, etc. which can be found in standard textbooks, e.g. [9, 10]. A large
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number of studies investigates the detection and classification of abnormalities. This field
is often referred to as computer-aided detection or diagnosis (CAD). The typical set-up
of a CAD system is preprocessing, segmentation, candidate extraction, feature extraction,
and classification. The first four steps are usually considered to be part of image process-
ing. The final classification step deals with patterns that are represented as points in a
feature space. Finding decision boundaries in these vector spaces is a central problem in
pattern recognition theory. Popular techniques such as artificial neural networks (ANN)
or linear discriminant classifiers (LDC) can be found in many textbooks, e.g. [11, 12].

2.2 Segmentation

Segmentation is often a necessary first step to computer analysis. In CT of the lungs, the
various anatomical entities that can require segmentation are the lungs themselves, the
airways, the vessels and the lung lobes. Each of these is discussed in more detail in the
following subsections.

2.2.1 Lung segmentation

Any computer system that analyzes the lungs and does not work on manually delineated
regions of interest must incorporate an automatic lung segmentation. Armato and Sen-
sakovic [18] illustrated the importance of accurate segmentation as a pre-processing step
in a CAD scheme. In a nodule detection setting, they showed that 5 to 17% of the lung
nodules in their test data was missed due to the pre-processing segmentation, depend-
ing on whether or not the segmentation algorithm was adapted specifically to the nodule
detection task.

As the lung is essentially a bag of air in the body, it shows up as a dark region in CT
scans. This contrast between lung and surrounding tissues forms the basis for the majority
of the segmentation schemes. Most of the methods is rule-based [18–23]. The main lung
volume is found in one of two ways. Gray level thresholding and component analysis can
be used, after which the objects that are the lungs are identified by imposing restrictions on
size and location. Alternatively, the volume is found by region growing from the trachea.
The trachea itself is found by searching for 2D circular air-filled regions in the first slices
of the scan, or by searching for a 3D tubular air-filled object located centrally in the top
half of the scan. After identification of the combined lung and airway volume, separation
of left and right lung and removal of the trachea and main stem bronchi are performed.
This is followed by morphological processing to obtain lung volumes without holes and
with smooth borders. Li and Reinhardt [24] have taken a statistical rather than rule-based
approach. A 3D active shape model provided an approximate segmentation of a single
lung and was combined with multiple 2D refinements by snakes to capture fine details
and shape variance not present in the statistics of the training data.

Often it remains unclear at what points the segmentations are supposed to cut through
the major bronchi and vessels in the hilar area where they enter the lung. Manual delin-
eations also show much variance around the hilum, depending on definitions (or a lack
thereof) and personal preferences with respect to smoothness. Ukil and Reinhardt [25]
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used a segmentation of the bronchial tree to improve their lung segmentation in this re-
gion.

Other parts of the segmentation requiring special attention are the posterior and an-
terior junctions between left and right lung. These junctions can be very narrow and
consequently of low contrast due to the partial volume effect (PVE). The common solu-
tion to this problem is to heuristically define a search region in each affected axial slice
and identify a separating junction line inside it. The line is either defined as a shortest
distance in anterior-posterior direction [21–23], or the soft tissue interface is traced by
searching for a minimum cost path through the gray values [18–20].

A challenge that has not yet been met is the segmentation of lungs affected by high
density pathologies that are connected to the lung border. Due to a lack of contrast be-
tween lung and surrounding tissues, rule-based thresholding methods will fail to segment
these pathological parts of the lung. The statistical method in [24] employed a shape
model and should therefore be more robust against pathology, but it was not tested on
such scans. Sluimer et al. [26] proposed registration with a pre-segmented reference scan.
Another approach could be to identify surrounding structures, such as the rib cage and the
diaphragm, and combine those algorithms into a comprehensive segmentation scheme.

Apart from the segmentation of scans containing pathology, another direction of re-
search that should be focussed on are the incorporation of user-feedback in automatic
systems or alternatively the development of user-interactive segmentation tools, as well
as the implementation of automatic means of failure detection. In clinical practice it is of-
ten most important to know when the automatic algorithm failed without having to review
every segmentation result, and to be able to quickly improve the result without having to
resort to complete manual delineation.

2.2.2 Segmentation of airways

The airways exhibit a tree structure (the tracheobronchial tree) of roughly cylindrical
branches of decreasing radius. The trachea bifurcates into the left and right main bronchus.
These bronchi repeatedly bifurcate (or trifurcate) into smaller bronchi, up to the 23th gen-
eration [7]. The bronchial lumen is (normally) filled with air, surrounded by the bronchial
wall which has a relatively high CT value.

On a normal dose CT scan, an expert might trace bronchi up to generation 7. After
that, the PVE is too severe, smearing lumen and bronchus wall into an indistinguishable
mass. In the last decade a number of methods have been proposed to (semi) automatically
segment the tracheobronchial tree [10, 27–40]. Based upon such segmentations, com-
puterized schemes have been developed to label the different bronchi such that branches
with problems can be pinpointed anatomically [32, 41, 42]. There are also a number
of schemes proposed to measure the geometrical properties of the bronchi at user given
locations [43–45], which can be used to diagnose a number of respiratory diseases (see
also the small overview of semi-automated measurements of airway dimensions given by
Müller and Coxson [46]).

The proposed methods for airways segmentation can be split up into four main strate-
gies: (i) knowledge-based segmentation [10, 33]; (ii) region growing/wave propagation
[10, 29–33, 35, 37–40, 47]; (iii) centreline extraction [27, 28, 36]; (iv) mathematical mor-
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phology [29, 48, 49]. Indeed, many of the proposed schemes combine two or more of
these strategies.

An example of the region growing/wave propagation strategy is explosion controlled
region growing (EC), first introduced by Mori et al. [50], and used in [29, 30, 32]. EC is
an iterative region growing process with increasing threshold value until the total number
of voxels grown increases too much in one iteration step.

Mathematical morphology methods focus more on identifying regions that might be
part of the airways. For example Aykac et al. [48] used 2D gray-scale reconstruction
(gray-scale closings with increasing kernel size) to find gray-scale valleys.

In Table 2.1 the different studies on tracheobronchial tree segmentation are listed. The
items in the table include a description of the data (number of scans, slice thickness, and
radiation dose), a short description of the algorithm, whether the method is automatic or
needs manual seed points, if it is a fully 3D model, and the reported performance.

From Table 2.1 it is apparent that proper validation of the models and a good descrip-
tion of the used data is not always covered in the articles. It appears that humans out-
perform the discussed segmentation algorithms. Furthermore, reported calculation times
range from several minutes up to one hour per scan, depending on the comprehensiveness
of the segmentation. Clearly improved performance of automatic segmentation is still
wanted.

More challenges lie ahead in the segmentation of pathological and low-dose scans.
The problems to overcome are twofold: leakage and obstructions. The source of these
problems might be artificial (noise, heart movement, high-density implants, PVE) or real
(mucus, pathology). As Table 2.1 shows, only the work of Tschirren et al. [37] was
validated for low-dose and severe pathology, for which they reported encouraging results.

Table 2.1: Studies on tracheobronchial tree segmentation. For each study, the number (#)
of scans used and their slice thickness (mm) is given. The method is briefly described and
it is stated whether it is 2D or 3D, and if a manual seed is needed (Auto). Performance
reports the evaluation method and the results.

Study # mm Method 2/3D Auto Performance
Sonka et al.
[10]

5 3 lung segmentation, region
grow, rule-based
candidate detection

2/3D — count branches; TP =
68.5%, FP=11.5%

Park et al.
[33]

5 3 lung segmentation, region
grow, fuzzy-logic
candidate detection

2/3D — count branches; TP =
69.1%, FP=8.8%

Sato et al.
[34]

1 1 cropping, threshold, slice
interpolation, multi-scale
line filtering, threshold,
connected components

3D — count centreline
points; ROC-curve
higher than without
line filtering

continued on next page
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continued from previous page
Study # mm Method 2/3D Auto Performance
Mori et al.
[32]

14 2/5 EC, thinning, rule-based
FP removal

3D Y count branches; 67%
detected, 85% of
≤ 4th

Deschamps
and Cohen
[28]

1 — calculate minimal path
between 2 points

3D N path found

Aylward and
Bullitt [27]

1 — dynamic ridge traversal 3D N looks good

Fetita and
Prêteux [49]

15 1.25 window, morphological
filtering, energy
minimization controlled
growth

3D — count branches;
segmented < 6th

Kiraly et al.
[29]

33 1.3 median filter, lung
segmentation, EC, 2D
dilation

2/3D N count branches,
compare to EC; more
TP, more FP

Schlathölter
et al. [47]

1 — front propagation,
monitor branching and
leakage

3D N count branches; 3rd

100%, 4th 90%, 5th

60%, 6th 25%
Swift et al.
[36]

13 3 fit sphere, detect
branching, fit centreline,
fit 2D outlines

2/3D N compare centreline to
manual; mean
coordinate difference
2.21 ± 0.38 voxels.

Tschirren
et al. [38]

4 0.7 region grow similar
intensities, thinning, find
branchpoints

3D Y match branchpoints to
manual; 85 and 89%
matches

Aykac et al.
[48]

8 3 average, closed space
dilations, gray-scale
closings

2/3D Y count branches; 73%
detected (most of
≤ 2nd)

Kitasaka
et al. [30]

3 2 EC, VOI extraction, edge
enhancement

3D — count branches; 4th

82%, 5th 49%, 6th

20%
Palagyi et al.
[42]

33 — binary tree, fill holes, root
detection, thinning, FP
removal, find
branchpoints, label
branches

3D — looks good

Yu et al. [39] — — Wan et al. [51] (sigma
filter, region growing, fill
holes, graph
representation, removal
of FP), interactive
correction

3D N looks good

continued on next page
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continued from previous page
Study # mm Method 2/3D Auto Performance
Mayer et al.
[31]

22 1.25 region grow (3 states),
wave propagation with
fuzzy logic, template
matching

2/3D — count branches;
Sensitivity: 3rd

98%4th 94%, 5th

80%, 6th 53%
Singh et al.
[35]

— — region grow (3 states),
information gain increase
to accept uncertain voxels

3D N compare to manual;
segmentations are
closely correlated

Tschirren
et al. [37]

33 — place VOI, multi-seeded
fuzzy connectivity,
monitor leaks, find next
VOIs

3D — compare to region
grow; new: better 9,
21 equivalent, 3 worse

Zidowitz
et al. [40]

— 0.7 auto threshold region
grow, graph
representation, extend
tree by template matching
and anatomical model

2/3D Y simulate ventilation;
expected regional
effects detected

2.2.3 Segmentation of vessels

Each lung contains an arterial and a venous vessel tree. Where the pulmonary arteries
and veins enter the lungs, their diameter can be up to 30 mm. As they branch, vessel
diameters decrease. On a normal CT scan vessels can be seen up to 5-10 mm from the
pleura. The arteries follow the course of the bronchial tree (when the bronchial wall is
thickened, bronchus and artery have the appearance of a signet ring).

A segmentation of the vessel trees can be of interest for matching follow-up scans
and to remove false positives (FP) of CAD schemes, for example in the case of nodule
detection (see Section 2.4.3). Conversely, vessel segmentation can provide a volume of
interest for abnormalities that occur inside the vessels, e.g. pulmonary emboli (PE) (see
Section 2.4.6). For the latter task, contrast material is administered, which can make the
vessel segmentation task easier.

The number of studies on pulmonary vessel segmentation is limited. Shikata et al. [52]
enhanced the vessels with a filter based on the Hessian tensor [34] that responds to bright
elongated structures. Different filter scales were used depending on the distance to the
chest wall. The filtered data was thresholded to provide a first segmentation. Seed points
on vessel centerlines were used to initialize a tracking algorithm also based on the local
Hessian tensor that could detect bifurcations that may be missed by the vessel filter. In an
experiment on five normal scans the method showed high sensitivity compared to manual
labellings, but specificity was not evaluated. Wu et al. [53] did not use elongatedness
to obtain a first segmentation, but instead employed a locally adaptive threshold. Regu-
lated morphological processing was applied to obtain a representation of the segmented
structures in terms of fuzzy spheres which were connected by a tracking algorithm. Only
the robustness to noise was evaluated. Kiraly et al. [54] presented a vessel tree segmen-
tation algorithm with the aim of segmenting the arterial subtree distal to a site of PE. A
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fixed threshold and removal of small structures was used to obtain an initial segmentation.
The plane perpendicular to the embolism was determined. In a volume of interest (VOI)
located distal from this plane a tree was extracted by skeletonisation. Rules for branch
sizes and branching angles were used to remove false branches and separate connected
subtrees. The output of the algorithm is the volume of the lung affected by PE. The same
group of authors used a similar vessel segmentation to visualize the densities inside the
vessel which can be useful for radiological evaluation of scans that may contain PE [55].
In the design of CAD systems to detect PE, several vessel segmentation procedures are
briefly described [56, 57] but these are not specifically evaluated.

One of the main future challenges is the automatic separation of arterial and venous
trees. Furthermore, algorithms need to be validated on larger data sets and their robustness
in the presence of pathology and noise is yet unclear.

2.2.4 Lobar segmentation

Lungs consists of distinct anatomical compartments called lobes. The left lung contains
two lobes, and the right lung three. The lobes are separated by fissures, which are thin
sheets of tissue. The major and minor fissures separate the lobes and are visible on thin-
slice CT. Lobar segmentation and fissure detection are, however, not equivalent: The ma-
jor and minor fissures can be incomplete, while at the same time other, accessory fissures
can be visible [58, 59]. Vascular and bronchial trees do not cross the lobar boundaries,
and therefore in the absence of fissures the positions of the lobes can be inferred from the
course of vessels and bronchi.

It is often clinically important to determine whether a disease affects one or more
lobes, for example when lobar resection is considered. In addition, the extraction of
quantitative parameters per lobe can provide valuable information. Lobe segmentation
may also prove useful in intra-patient registration.

There are several strategies that can be employed to segment the lobes. The most
obvious is to detect the fissures directly, by locating sheet-like bright structures in 3D or,
as is also common, line-like structures in 2D slices. Knowledge about the typical shape of
lobes and their positions within the lungs can be exploited. Finally, the regions containing
the lobe borders are almost devoid of larger blood vessels, so a vessel segmentation can
be used to infer lobar boundaries. Similarly, a segmentation of the airway tree can be
used.

Zhang et al. [60, 61] performed fissure detection. A rough estimation of fissure po-
sitions was obtained through atlas registration. Subsequently fissures were delineated
with ridge detection in 2D slices. The method allowed for interaction through manually
provided anchor points. Performance was evaluated by comparing computer results with
manual tracings in 22 scans of 12 subjects. Kuhnigk et al. [62] enhanced the fissures by
extracting the vasculature with region growing, computing a distance transform on this
segmentation and adding that to the original data. Next, the lobes were segmented by an
interactive watershed computed from this fissure-enhanced data. The method was evalu-
ated by measuring interobserver differences on a set of five scans. Saita and co-workers
have described various related systems for fissure detection. In a recent version [63] a
four step approach was presented. First the vessels were segmented using a line filter
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[34]. From this segmentation search volumes were determined. A set of filters was ap-
plied to enhance sheet-like structures in these volumes. Subsequently the fissures were
found by morphological processing. A qualitative evaluation on 20 low-dose scans was
given. Wang et al. [64] presented a 2D algorithm that detected line-like structures through
energy minimization. Once initialized in one slice, the algorithm propagated through the
scan and used shape information from the previous slices. The method was tested on
scans from four patients.

We conclude that previous work shows encouraging results but automatic lobe seg-
mentation is still largely unsolved, especially in the presence of incomplete fissures and
pathology, an issue not specifically addressed in any paper.

The lobes are further subdivided in segments: ten for the right lung and eight for the
left. The segmental boundaries can only be estimated from the course of bronchi and
veins. Automatic identification of segments is a completely open research area.

2.3 Registration

Bringing images into spatial alignment, referred to as registration or matching, is one of
the most common procedures and also one of the most active research areas in medical
image analysis [65–67]. A plethora of algorithms has been proposed, many of these
general in the sense that they could be applied as-is to chest CT. Publications on chest CT
most often employ elastic registration and typically include some dedicated modifications
to standard approaches.

There are four reasons for matching CT lung scans:

• Matching a CT scan to another scan of the same patient from a different modality,
typically a positron emission tomography (PET) scan.

• Matching to a follow-up CT scan of the same patient for effective visual or auto-
matic comparison to detect or quantify interval change and/or monitor response to
therapy.

• Intrapatient matching to scans acquired at a different inspiration level to study ven-
tilation or to extract functional information.

• Interpatient matching, possibly to an atlas, to guide segmentations or detect devia-
tions from normal appearance.

A recent example of intermodality matching is the work of Mattes et al. [68]. PET
and CT chest scans were matched with a rigid deformation followed by an elastic de-
formation based on cubic B-splines. Mutual information was used as similarity criterion
in a hierarchical multiresolution framework with a quasi-Newton optimization algorithm.
This approach, similar to the system described in [69], is typical of contemporary volume-
based elastic matching algorithms. Other works on PET-CT matching used thresholding
to find the lung contours and chamfer-matching [70], pre-processing to make both images
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similar in appearance followed by multi-resolution elastic matching based on minimiza-
tion of the squared difference image [71], and translations of several VOIs using mutual
information [72].

Matching of follow-up scans serves many purposes, such as pairing and comparing
nodules [73, 74] or, more generally, displaying similar slices to a radiologist [75] for
which several commercial workstations already offer automatic solutions. Some studies
use rigid deformations. Betke et al. [73] determined a rigid alignment based on a small
number of automatically identified anatomical landmarks and the lung surfaces and suc-
ceeded in finding corresponding nodules in 56 out of 58 cases. Yamamoto et al. [75]
detected similar slices in two studies based on anatomical landmarks and simple fea-
tures computed over complete slices. Dougherty et al. [76] used an optical flow method.
Stewart et al. [77] recently described a hybrid registration scheme that combined feature-
and intensity-based approaches which was applied to chest CT scans. The latter three
studies presented no quantitative results and showed experiments on small numbers of
scans only. Blaffert and Wiemker [74] compared rigid, affine and elastic registration of
follow-up scans with and without the use of segmentation masks and concluded that affine
registration on the lung mask is a good compromise between speed, accuracy and robust-
ness. The possibility of using the aligned scans to detect changes automatically in a CAD
system is hinted at in some studies [77, 78] but actual application of CAD systems on
follow-up scans is currently limited to commercial workstations for lung nodule work-up,
e.g. [79].

Several studies focus specifically on the registration of scans acquired at different mo-
ments of the respiratory cycle. Matching inspiration and expiration scans is challenging
because of the substantial, locally varying deformations that take place during breathing.
Fan et al. [80] described a system to assess several functional parameters from registered
scans, such as regional lung volume changes, local changes in air content and the dis-
tribution of ventilation. Their registration algorithm combined feature point matching
with lung surface matching and constraints on the optical flow of mass and the smooth-
ness of the deformation. Other studies focussed on radiotherapy applications: Correcting
for tumor motion is a major challenge in radiotherapy treatment planning. Boldea et al.
[81] used the popular demons algorithm [82] to validate the use of active breath control
during radiotherapy treatment. In [83] an elastic registration method was described that
was tested on 2D slices. Both methods require long computation times. Kaus et al. [84]
compared volumetric B-spline registration with surface based registration using manual
segmentations of heart and lungs and found that the surface based method is much faster
with comparable accuracy.

Registration across individuals is another area. Similar methods can be employed, but
many anatomical landmarks that can be used for intrapatient registration are not always
available in two scans of different patients. Li et al. [85] have constructed a human lung
atlas as a general tool that can be used for many purposes. Examples are guiding of
segmentations and establishing a normal range for local functional measurements that
could be used to detect early indications of disease. An earlier work [86] showed that
atlas registration could be used to pinpoint the approximate location of lobar fissures
which was used later for fissure segmentation [61] (see also Section 2.2.4). Sluimer et al.
[26] used atlas registration to segment the lungs in scans with dense pathologies.
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In any application, the proper registration method is a compromise between compu-
tation time and demands for accuracy and robustness. Providing fast and fully automatic
registration with an accuracy comparable to manual indication of corresponding points
is still a major challenge, especially in the presence of large (ventilation) deformations,
pathology and noise. No studies which address these issues specifically have been pub-
lished. On the other hand, several authors conclude that the performance of their method
already suffices for their purposes.

2.4 Computerized detection, quantification, and classifi-
cation

Both segmentation and registration are often precursors to a host of specific application-
dependent image analysis systems. In this section compound systems on automated de-
tection, quantification and classification of pulmonary disorders are discussed. These are
grouped by clinical application area: emphysema (Sec. 2.4.1), lung cancer (Secs. 2.4.3,
2.4.4 and 2.4.5), pulmonary embolism (Sec. 2.4.6), (bronchial) signs of airway diseases
(Sec. 2.4.7), and differential diagnosis of lung disease (Sec. 2.4.8).

2.4.1 Emphysema

Emphysema is a pathology of the lung, characterized by the destruction of lung tissue.
This deficiency can be measured by aberrations of pulmonary function tests (PF), ex-
pressing the performance of the lungs (e.g. total lung capacity and diffusion of CO) as
compared to the expected performance. However, these pulmonary function tests are not
very sensitive, and can only make a rough distinction of emphysema stages: normal, mild,
or severe. There is a clear need for a more sensitive in vivo diagnostic tool for emphy-
sema, and the best candidate is CT. Two earlier overviews of emphysema quantifications
are by Madani et al. [104] and Müller and Coxson [46].

Because emphysema shows up on CT as areas with abnormally low attenuation coef-
ficients (close to that of air), visual CT scoring of emphysema is feasible. A lot of studies
on emphysema quantification with CT focus on a reliable automatic method as a replace-
ment for the insensitive lung function tests [44, 89, 91, 97, 105–108] and subjective visual
scoring [89, 92, 94, 97, 100, 106, 107, 109–111]. Indeed most of these show that com-
puter scoring of CT is better suited for emphysema detection than PF, and more objective
than visual scoring. In fact, for some studies on emphysema, CT has already become the
accepted gold standard for quantification [93, 94, 107].

The emphysema detection studies mostly focus on extracting from CT a single value
expressing the emphysematous fraction of the lungs. As emphysema is identified by air
voxels in the lungs, thresholding seems the best way to obtain such a value. Usually this
results in calculating one of the following:

• Fraction of lung voxels with intensity values below a given threshold T (density
mask method [112], or pixel index PI(T ) [113]).
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• Lung area occupied by low attenuation areas larger than some minimum size, with
intensities below threshold T : LAA%(T ).

• Mean lung density MLD.

• Fraction of histogram covered by a given lowest percentile: HIST(5) ≡lowest fifth
percentile.

Visually it is possible to distinguish a variety of emphysema patterns describing the
sizes and the spatial distribution of the lesions (which can be termed bullae or low atten-
uation areas (LAAs) in literature). However, few studies [88, 89, 92, 96–99, 110] tried to
incorporate this additional knowledge in the emphysema quantification. Texture features
to determine if a voxel represents emphysema or not were only used by Uppaluri et al.
[87] and Prasad and Sowmya [103].

In Table 2.2 an overview is given of emphysema quantification studies. The table de-
scribes the data sets (number of scans, inspiration or expiration, thickness of the slices,
and the radiation dose), the quantification methods, distinguishes 2D and 3D algorithms,
and gives the reported validation tests and performances. The table covers researches
concerning the (long-term) reproducibility and trends with time of automated CT scores
[90, 91, 93, 101, 102], asthma scoring [97], and more informative descriptive emphy-
sema staging [87–89, 92, 94, 96–99, 103]. Studies that are primarily concerned with the
validation of single value replacements for visual and PF grading of emphysema are not
displayed in Table 2.2.

Table 2.2: Studies on emphysema quantification. For each study the number of normal
(#N) and abnormal (#A) scans used is given (with possibly a ‘Note’ to it). The method is
briefly described and it is stated whether it is 2D or fully 3D. ‘Performance’ reports the
evaluation method and the results.

Study #N #A Note Method 2/3D Performance
Uppaluri
et al. [87]

9 10 4 slices lung segmentation,
edgementation, ROI
selection, feature
extraction (statistical
and fractal), feature
selection, Bayesian
classification

2D normal vs emphysema:
Accuracy= Specificity=
Sensitivity= 100%

Mishima
et al. [88]

30 73 3 slices cumulative frequency
distribution of
LAA(-960) sizes, fit to
power law

2D normal vs COPD:
accurate fit; exponent
distinguishes groups

Nakano
et al. [89]

— 73 3 slices PF; separate inner and
outer lung,
LAA%(-960)

2D normal vs emphysema:
more often LAA in inner
segment; inner LAA
stronger correlated to PF

continued on next page
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continued from previous page
Study #N #A Note Method 2/3D Performance
Stoel
et al. [90]

— 28 4
annual
repeats

rescale intensities with
mean blood density;
MLD; HIST(12);
PI(-950)

3D follow changes over time:
densitometry is spatially
dependent; rescaling
most important for MLD
and HIST(12)

Soejima
et al. [91]

36 47 3 PF; MLD; modus of CT
intensities;
LAA%(-912)

2D follow annual changes:
lower lung airway
abnormalities increase
with age; upper lung
abnormalities increase
with smoking history;
inspiration images
superior; no change in PF

Blech-
schmidt
et al. [92]

20 60 visual; PI(-930); bullae
index (BI) derived from
size distribution over 4
classes

2D correlate scores: BI well
correlated with visual; BI
distinguishes
normal/emphysema
better that PI

Gierada
et al. [93]

— 25 1 repeat PI(-900,-960) for upper
lower long and total

3D determine repeatability:
correlation of 0.99;
fraction scores within .01

Ceder-
lund
et al. [94]

— 66 visual Weder
classification [95];
PI(-950) vs slice
position

3D reproduce Weder: 45
training 21 test separation
reproduced

Guo et al.
[96]

— 3 hole-size distribution
left/right upper/lower

3D mild vs moderate vs
severe: mild: more small
holes, severe more big
holes; slope increases
from mild to moderate to
severe

Mit-
sunobu
et al. [97]

23 105 PF; Mishima et al. [88];
visual

2D distinguish asthma
severity: exponent
correlates with
emphysema; LAA% both
with emphysema and
asthma

Nagao
et al. [98]

1 4 segment lung tissue,
adaptive region grow
LAA(-945), measure
distribution

3D quantify 3D LAA
distribution: LAA
concentration useful
measure for severity; few
LAA close too bronchi
and vessels

continued on next page
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continued from previous page
Study #N #A Note Method 2/3D Performance
Silva
et al. [99]

— 4 2D rule-based detection
of bullae(-925); 3D
rule-based based
bullae(-925)

2/3D detect bullae: both detect
all bullae; 3D is faster

Tanaka
et al.
[100]

26 24 visual; MLD 2D air trapping to distinguish
smoking vs non-smoking:
cannot be distinguished

Boedeker
et al.
[101]

— 42 PI(-910) for different
scanner and
reconstruction filters

3D difference with standard
reconstruction:
differences up to 9.4%
points

Parr et al.
[102]

— 57 3
annual
repeats

PI(-910); recalibrate
PI(-870,. . . ,-950)

2D long term reproducibility
of scores: recalibration
critical; -950 best
threshold

Prasad
and
Sowmya
[103]

— 13 selected
slices

combination of ANNs
on gray-level features;
PI(-910)

2D detection and
quantification: best
sensitivity for PI; best
positive predictive value
for new method

A number of emphysema studies [94, 105, 106] focussed on the selection of patients
for lung volume reduction surgery (LVRS) instead of emphysema quantification. When
emphysema is severe and concentrated in one lobe, a patient might be eligible for LVRS,
in which the emphysematous lobe is resected.

The challenges for future research on emphysema quantification lie in quantification of
emphysema patterns and prognosis of the disease. These topics are even more challenging
for noisy, low-dose screening data. Another issue is whether low attenuation areas are in
fact responsible for decreased PF; as there are many examples of asymptomatic patients
with PI scores over 10%, it might be that the true disease is in fact not characterized by
the dead space. Possibly there is a role for CAD in solving this medical issue.

2.4.2 Lung cancer

Much of published CAD research is focussed on detecting lung cancer, which is the main
cause of cancer deaths. Especially since the start of a number of lung cancer CT screening
programs, this CAD field has taken a prominent place in medical related literature. The
main focus over the past years has been to aid the radiologists in the detection of lung
nodules. Two related areas of research cover nodule size measurements and the charac-
terization of nodule appearance. Both are used to attempt to estimate of the probability of
malignancy. Published work for all three areas is described in more detail in the subsec-
tions 2.4.3 through 2.4.5 below.

In general it can be concluded that for the development of systems that can be used in
clinical practice it is necessary that the algorithms are trained and tested on larger numbers
of cases. The collection of well-characterized cases requires a huge effort and cannot be
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done on a single site. The availability of common databases [114] could spur further
development of the CAD systems substantially. It will also be increasingly important to
measure system performance in a clinical setting and evaluate the usefulness of CAD as
a second reader for both experienced and inexperienced radiologists.

2.4.3 Lung cancer: Detection of pulmonary nodules

Over the years covered in this survey (1998–2004), the number of articles about auto-
mated nodule detection has roughly doubled each year. However, many of these articles
deal with a small extension to a previously published method, or a different database is
used for testing. If the results in the follow-up paper are not significantly different from
the earlier results, only the latest version is discussed in this section.

As a rule, nodule detection systems consist of several steps: (i) pre-processing, (ii)
candidate detection, (iii) false positive reduction, and (iv) classification. Most often the
pre-processing stage is used to restrict the search space to the lungs and to reduce noise
and image artifacts. As will be discussed below, there are many ways to generate nodule
candidates, but amongst those candidate there are always many (obvious) false positives.
Therefore one tries to cheaply and drastically reduce the number of these FPs (step (iii))
before going to the more computationally expensive classification step (step (iv)). Still,
after the classification stage, many false positives exist, and much of current research on
nodule detection is in fact not focussed on the detection part, but on FP reduction instead.
Stages (ii) through (iv) of nodule detection systems will be covered in the following sub-
sections.

Table 2.3 gives an overview of the different CAD models that are covered in this
survey. The performances given are the best performances if previous models have been
extended, or if new databases have been used in later articles. If there is explicit mention
of a false positive reduction scheme in the study description, this is mentioned in the table.

(ii): Candidate detection schemes. For finding nodule candidates, the following tech-
niques have been reported: multiple gray-level thresholding [115–117], mathematical
morphology [118–121], genetic algorithm template matching of Gaussian spheres and
discs [122, 123], clustering [124–127], connected component analysis of thresholded im-
ages [128, 129], thresholding [130–132], detection of (half) circles in thresholded images
[133], gray-level distance transform [127], and filters enhancing (spherical) structures
[134–136].

The multiple gray-level thresholding technique tried to find connected components
of similar intensity, and to remove attached vessels. For the schemes described, math-
ematical morphology covered a number of convolution filters: variable N-Quoit filter
[119, 121, 137, 138], selective marking and depth constrained cost map [120], top-hat
and sieve filter [118]. The used clustering methods differed in clustering technique and in
the features used for clustering: Kanazawa et al. [125], Kubo et al. [126], Yamada et al.
[127] applied fuzzy clustering to intensity values and Gurcan et al. [124] used k-means
clustering on intensities in the original and median-filtered images.

(iii): Reduction of false positives. A good example of the shift in focus from nodule
detection to false-positive reduction is the set of papers published by Armato and co-
workers. In [115] their nodule detection scheme was described, containing the steps:
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pre-processing, candidate detection, and classification. In the first step the lungs were
segmented. Candidates were found by multiple gray-level thresholding. Using a number
of geometric and gray-level features and linear discriminant analysis (LDA), the results of
leave-one-out classification were the detection of 70% of the nodules marked by experts,
with on average 3 FPs per image slice (i.e. about 80-90 FPs per scan). In later papers
Armato and co-workers concentrated on schemes to reduce the number of FPs: rule-
based [139, 140], LDA [139, 141], and massive training ANN [139, 142]. The most
successful of these techniques reported a nodule detection rate of 80.3% with on average
4.8 FPs/scan as opposed to 27.4 FPs/scan without FP reduction [142].

Saita et al. [129] added an FP reduction step to the nodule detection algorithm by Oda
et al. [128]. For FP reduction prominent anatomical structures in or near the lungs were
(roughly) extracted: bones, mediastinum, and vessels. Usage of the positions of nodule
candidates relative to these structures resulted in a 100% detection rate with 2.6 FPs/scan.
The original paper of Oda et al. [128] reported 59% detected at 19.2 FPs/scan.

The model by Gurcan et al. [124] was extended with FP reduction by Ge et al. [143]:
They added a 3D gradient field as an extra feature for the LDC. As a result the area under
the ROC curve (Az) increased from 0.91 to 0.93.

Lee and co-workers published their detection method in [123], and introduced an FP
reduction step in [144]. In the latter work they added five new gray-level features and
tuned the threshold parameters of the original model. The sensitivity of the model re-
mained 72.4%, but the FP rate dropped from 30.8 to 5.5 per scan.

(iv): Classification. There is a number of classification techniques used in the final
stage of the nodule detection systems: rule-based or linear classifier [116, 123, 125, 131,
132, 134, 135]; LDA [115, 124]; template matching [145]; nearest cluster [119, 121];
Markov random field [138]; neural network [118, 146]; Bayesian classifier [122, 147].
The CAD schemes described in [120, 126–128, 133, 137] did not state explicitly how
a label was determined. The most common features for classification were gray-level
features, shape descriptions, and spatial and size information.

A growing area of interest related to nodule detection is that of nodule matching. This
specific problem pertains to the localization of previously detected nodules in a follow-up
scan.

Brown et al. [145] described the construction of an anatomical a-priori fuzzy model
which was used in combination with image primitives matching to find nodules. From the
results obtained from a scan, a patient-specific model was tuned which could be applied
to follow-up scans.

Ko and Betke [116] used multiple gray-level thresholding to find nodule candidates
in both original and follow-up scans. Using position, shape, and volume information a
rule-based classification found nodule matches between scans.

With the FDA approval1 of several commercial CAD systems for nodule detection, it
seems that CAD for this field has come to an acceptable performance. This performance
is not perfect yet, but the increased chance of finding a nodule with the help of CAD and
the achievable workload reduction for the radiologist demand for usage of these systems

1The Food and Drug Administration (FDA) is the government agency responsible for regulating medical
devices in the USA.
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in CT screenings as well as daily hospital practice. For future work, research leading to
improved detection of ground glass opacities should have top priority.

Table 2.3: The reported best performances of various nodule detection systems and the FP
reduction techniques employed. If the performance is obtained by modifying a previously
reported system, the original algorithm is given in the third column. The data parameters
(number of scans, number of patients, slice thickness, and radiation dose) mentioned in
the ‘Data’ column refer to the data used to obtain the listed best performance.

Study FP reduction Original
system

Data Best performance

Kanazawa et al.
[125]

rule-based — 450 screenees,
10 mm, low dose

90% of expert
findings

Suzuki et al.
[142]

massive training
ANN

Armato
et al.
[115]

101 scans from 71
patients, 10 mm,
low dose

80.3% of expert
findings with 4.8
FPs/scan

Brown et al.
[145]

— — 31 scans, 5-10 mm,
normal dose

86% of expert
findings with 11
FPs/scan

Ko and Betke
[116]

— — 31 scans, 5-10 mm,
normal dose

86% of expert
findings with 11
FPs/scan

Lee et al. [144] new 5 gray-scale
features, tuned
parameters

Lee et al.
[123]

20 scans, 10 mm,
low dose

72.4% of expert
findings with 5.5
FPs/scan

Tanino et al.
[121]

principal
component
analysis clustering

Ezoe
et al.
[119]

39 scans, 10 mm 100% with 33
FPs/scan

Saita et al. [129] new features:
relative positions
to anatomical
structures

Oda et al.
[128]

12 scans, 2 mm,
low dose

100% of expert
findings with 2.6
FPs/scan

Ge et al. [143] new feature: 3D
gradient field

Gurcan
et al.
[124]

55 scans, 40
patients,
0.5-2.5 mm,
normal dose

Az=0.93

Kubo et al. [126] rule based — 155 nodules,
10 mm, low dose

91% with 15.9
FPs/scan

Takizawa et al.
[138]

— — 38 scans, 10 mm 95% with 3.74
FPs/scan

Wei et al. [132] — — 10 scans, 1.25 mm,
low dose

67.6% with 6.2
FPs/scan

Wiemker et al.
[133]

— — 50 scans (271
nodules),
0.5-1 mm, normal
dose

86% with 4.9
FPs/scan

continued on next page
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continued from previous page
Study FP reduction Original

system
Data Best performance

Fetita et al.
[120]

— — 10 isotropic scans
(300 nodules)

sensitivity=98%,
specificity=97%

Fukano et al.
[137]

ridge detection and
model matching of
vessels and
nodules

— 37 scans, 10 mm,
low dose

94.7% with 6
FPs/scan

Mekadaa et al.
[131]

rule based — 6 cases,
.625-1.25 mm

71% with 7.4
FPs/scan

Yamada et al.
[127]

rule based — 54 nodules,
10 mm, low dose

94%

Awai et al. [118] position dependent
threshold on size

— 82 scans, 7.5 mm,
normal dose

80% with 38.7
FPs/scan

Chang et al.
[134]

sphericity test — 8 scans (62
nodules)

100% with 0.88
FPs/scan

Enquobahrie
et al. [130]

multi-stage
surface-attachment
filtering

— 50 scans, 2.5 mm,
low dose

97.8% with 2
FPs/scan

Farag et al.
[122]

Bayesian
classification with
2 gray-level and 1
shape features

— 200 scans (130
nodules)

82.3% with 12 FPs
in total

Li and Doi [135] — — 73 scans, 10 mm,
low dose

93.4% with 130.1
FPs/scan

McCulloch et al.
[147]

— — 50 scans, 2.5 mm,
low dose

70% with 8.3
FPs/case

Paik et al. [136] — — 8 scans,
2.5-3.75 mm

90% with 5.6
FPs/scan

Zhang et al.
[146]

— — 19 scans,
.7-1.3 mm

83.9% with 3.5
FPs/case

Zhao et al. [117] rule based — 28 scans, 5 mm,
low dose

60.6% with 8.7
FPs/case

2.4.4 Lung cancer: Characterization of pulmonary nodules

The pulmonary nodule is a dilemma for the radiologist. Most large nodules (diameter >
1 cm) in subjects at high risk for cancer are malignant, but current CT scanners allow for
the detection of small nodules with diameters well below a centimeter. Such nodules are
extremely common and the vast majority of them is benign [148]. Follow-up procedures
to determine malignancy are often invasive, and induce risks for the patient [149]. It is
however of crucial importance for patient management to determine as soon as possible
whether nodules are malignant, because symptoms of lung cancer often don’t appear until
the malignancy is advanced and unresectable. As a result, the 5 year survival for a patient
diagnosed with lung cancer is only 10 to 15%, but for patients in which early stage lung
cancer has been completely resected, this increases to 65-80% [150].



34 Chapter 2

Several attempts have been made to design computer systems that can help to estimate
the probability of cancer (pCa). For the design of such systems it is obviously of crucial
importance to know which characteristics point toward malignancy. This is also important
for radiologists, and the subject of clinical research. It is becoming clear that rules of
thumb that apply to larger nodules do not always hold for smaller nodules. For recent
overview articles, see [148, 150–155].

Clinical information such as old age, male sex, a history of smoking, a history of can-
cer, and exposure to certain chemical compounds increases the pCa, while other factors
decrease this probability. Bayesian analysis to include this information in the diagnostic
process was proposed by Gurney [156, 157], but applied to nodule characterization in
chest radiographs only.

The most important characteristics appear to be nodule size and growth rate. To ac-
curately estimate this, precise segmentation of nodules is essential. This topic is further
discussed in Sec. 2.4.5. Another possibility is to perform a contrast-enhanced CT scan.
A malignant tumor with a diameter over 2 mm must exhibit angiogenesis, which leads
to contrast enhancement in the nodule [158]. To accurately determine enhancement in
small nodules, again, precise segmentation is essential, as was shown by Wormanns et al.
[158]. Another non-invasive follow-up procedure is PET with 18-fluorodeoxyglucose
[159]. The possibilities of computer analysis to estimate pCa from PET and CT scans
simultaneously, or from both contrast and non-contrast CT have to our knowledge not yet
been investigated. In this section we restrict our attention to the estimation of pCa from
non-contrast CT scans.

Table 2.4 provides an overview of published studies on nodule characterization. All
studies used a combination of features to characterize the size, shape and internal structure
of the nodules. In that way, they indirectly encoded radiologists’ knowledge about indi-
cators of malignancy. For example, certain calcification patterns are reliable indicators of
benignity, while other types can be present in malignancies [148, 151, 153]. The presence
of fat in a nodule points towards benign hamartoma [150]. The border of nodules can be
smooth, lobulated (consisting of multiple lobes) or spiculated. The former points towards
benignity, and the latter to malignancy. According to Takashima et al. [172, 173] any
nodule deviating significantly from a spherical shape is probably benign. It also appears
that concave margins and a polygonal shape are typical for benign lesions [172, 173].

It is important to realize that thin sections are needed for good characterization; an
ill-defined small lesion on thick slices may appear well-defined at high resolution. More-
over, 3D computer analysis is hardly possible using thick slices. Nevertheless, several
studies used thick slices only (Table 2.4). The use of low-dose may also negatively affect
the possibility to make a reliable diagnosis, especially for segmentation (Section 2.4.5). It
has also been reported that the use of different reconstruction filters affected the likelihood
that radiologists rate a nodule as calcified [174]. When human ratings of nodule charac-
teristics are used to train computer systems, it is important to realize that such ratings are
not always reliable and reproducible [175].

A clear trend is to switch from 2D analysis on thick slices to 3D analysis on thin-slice
data. Recent studies tended to use more data, but the size of training and testing databases
remains a limitation; all studies resorted to leave-one-out evaluation strategies. Often
good results were reported but comparisons between systems cannot be made as no stan-
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dard database is employed. Performance depends heavily on the data; when performance
of radiologists was measured it ranged from Az= 0.56 [169] to Az= 0.83 [167]. It is in-
teresting to note that in some studies [167, 171] stand-alone CAD systems outperformed
radiologists.

Several systems for content-based image retrieval (CBIR) that retrieve similar cases
from a database for a given nodule at hand have also been proposed. Display of similar
cases with known classification may help radiologists to make a diagnosis. Modest im-
provements in observer performance when such similar cases are provided were reported
in [169].

Table 2.4: Studies on nodule characterization. For each study the number of bening and
malignant nodules is given and the type of data is listed (thin-slice refers to around 1 mm
thickness, thick slices are 3 mm or more). The features and classifier are briefly described,
the type of analysis (2D/3D) is indicated, and reported results are summarized.

Study Data Features 2/3D Classifier Purpose
Hen-
schke
et al.
[160]

14 benign / 14
malignant, thick
slices

pixel data used
directly as features

2D ANN classification system,
89% accuracy, no
comparison with
radiologist

McNitt-
Gray
et al.
[161,
162]

14 benign / 17
malignant, ≤3
mm slices

semi-automatic
segmentation, size,
shape, attenuation
and a large number
of texture features
derived from
cooccurrence
matrices

2D LDC
with
feature
selec-
tion

classification system,
90.3% accuracy, no
comparison with
radiologist

Kawata
et al.
[163,
164]

100-200
nodules,
thin-slice data

automatic
segmentation,
different types of
histogram analysis
and curvature
shape
measurements

3D - the separating power of
various combinations of
features is investigated;
nodules are clustered in
five classes

Kawata
et al.
[165,
166]

100-200
nodules,
thin-slice data

automatic
segmentation,
different types of
analysis

3D - a CBIR system is
proposed

Matsuki
et al.
[167]

56 benign / 99
malignant, 5 to
10 mm slices

16 features scored
by radiologists,
and clinical
information

2D ANN observer study on a
subset of 50 cases, CAD
system alone Az= 0.95,
radiologists Az= 0.83,
radiologists with CAD
Az= 0.96

continued on next page
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continued from previous page
Study Data Features 2/3D Classifier Purpose
Lo et al.
[168]

24 benign / 24
malignant
cases,
thin-slices

direction of
vasculature relative
to nodule surface
normal, together
with over ten other
features that
characterize both
the shape and the
internal structures
in the nodule

3D ANN classification system,
Az= 0.89, no comparison
with radiologist

Li et al.
[169]

413 benign / 76
malignant, 10
mm slices, low
dose

7 features
measuring shape
and appearance

2D various
classi-
fiers

compute similarity
between nodules from
similarity ratings
provided by radiologists,
used in CBIR

Armato
and
MacMa-
hon
[170]

401 benign / 69
malignant, 1
mm slices, low
dose

automatic
segmentation,
shape and
appearance
features, feature
selection

3D-
2D

LDC classification system,
Az= 0.79, no comparison
with radiologist

Aoyama
et al.
[171]

see [169] nodule outline
segmented by
dynamic
programming, 2
clinical features,
41 from region in
and outside the
nodule

2D,
mul-
ti-
ple
slices

LDC,
feature
selec-
tion

classification system,
Az= 0.85 vs. Az= 0.70
for radiologists in
observer studies on a
subset of the data

Signs that are not in the direct neighborhood of the nodule under consideration can
influence the probability of malignancy. An example is the presence of metastases else-
where [176]. It is a very difficult task — well beyond the capabilities of current computer
analysis systems — to find such signs automatically in general. However, often findings
in the direct vicinity of a nodule are important, such as the presence of peripheral sub-
pleural lesions and pleural tags [172, 173] and could be integrated in more advanced CAD
systems.

When malignancy is suspected, staging the tumor is required. CT scans are important
for staging [177] but including computer analysis in tumor staging has not been attempted
yet.

Further research on nodule characterization should be focussed on the integration of
multiple features, extracted from both patient history and several examinations — not just
a single CT scan — in order to compute a reliable pCa.
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2.4.5 Lung cancer: Nodule size measurements

The size of a nodule highly correlates with the chance of malignancy. Growth rate is an-
other important indicator. Benign nodules typically have either a very small (<1 month,
e.g. for inflammation or pneumonia) or a very large doubling time (>16 months). The
volume doubling time for cancers is typically between 40 and 360 days [150]. To mea-
sure nodule size and growth rate, accurate segmentation is needed. Segmentation is also
required for shape characterization (Sec. 2.4.4) and as part of nodule detection schemes
(Sec. 2.4.3). For these reasons, nodule segmentation has received considerable attention.
Older studies use 2D outlines, but recent algorithms segment in 3D. The major industrial
vendors currently all provide automatic nodule segmentation in their chest workstations,
although they typically require a manually indicated seed point.

It is difficult or impossible to obtain a ground truth for nodule segmentations in real
clinical data. Manual outlines, provided by experts, have been used often, but it has been
shown that there can be inter- and intraobserver differences in such outlines [178]. Size
measurements can also be affected by slice thickness [179] and acquisition parameters
[180]. Several studies have therefore used phantoms for algorithm validation and some of
these phantoms even contain structures mimicking part-solid nodules [181]. However, it is
very difficult to realistically model the wide variety of pulmonary structures encountered
in patients using phantoms.

In absence of a ground truth, algorithms can also be evaluated in terms of their re-
producibility. Most published algorithms require a manually indicated seed point, and a
slightly different seed point should not lead to substantially different segmentation. This
has been investigated in several studies [182–184]. More importantly, it has been in-
vestigated if consecutive scanning of the same patient leads to reproducible nodule size
measurements [183–185]. Reasons for measurement deviations in repeated scans are im-
age noise (especially evident in low dose scans), PVE and variations in inspiration level.
Wormanns and Diederich [148] reported 95% limits of agreement for volume were around
20% using commercial software with manual interaction by a radiologist. Note also that
algorithms that make errors in volume measurements for example when compared to
manual segmentation, can still be reliable to determine growth rates, if the errors are sys-
tematic. This was observed by Mullally et al. [186].

The excellent contrast between tissue and air on CT makes segmentation of an isolated
solid nodule of reasonable size a simple task. But difficulties arise when a) the nodule is
small, so that PVE play an important role; b) the nodule is connected to vasculature or
other structures such as the pleura, fissures or abnormalities; c) the nodule is part-solid
or non-solid, in which case it can be difficult to define the boundary; d) the data is noisy
(typical for low-dose scans). The algorithms described in this section have been designed
to cope with difficulties a) to c).

The PVE can be dealt with by supersampling the volume of interest around the nodule.
A discussion of different ways to do this is given in [187]; a comparison between binary
methods and methods that take the PVE into account is given in [181, 188]. Typically,
the segmentation of solid nodules is performed by a dedicated algorithm that performs
thresholding or region growing while constraining the shape of the grown nodule, or by
template matching or — in the case of 2D processing, dynamic programming (typically
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used in older studies, or e.g. [189]). In [186] fixed and variable thresholds and shape
based segmentation methods were compared. Attached structures were removed by post-
processing, usually with a sequence of mathematical morphological operators or basic
image processing operations involving connected component labelling, distance trans-
forms, etc. Vessel and pleura each had their own sequences.

Kostis et al. [187] described 3D algorithms for four different types of nodules, de-
pending on their attachments. The effect of varying parameters was described in detail
and evaluation was on 16 scans for which a follow-up is available. The method appeared
to improve upon a 2D segmentation method from the same research group [190]. Fan
et al. [182] described a method based on template matching. The union of the template
and a thresholded VOI was taken and the segmentation was refined using certain rules.
The method was extended and used in a recent study [79] which described a complete
nodule detection, matching and size measurement system. Shen et al. [191] described
an algorithm for nodules attached to the chest wall. Using 2D projections, the chest
wall was removed from the segmentation. Fetita et al. [192] used dedicated sequences of
mathematical morphological operators to segment isolated, juxtavascular and peripheral
nodules but evaluation was only performed qualitatively. Kuhnigk et al. [183] focussed
specifically on large, not necessarily spherical tumors with possibly complex attachments
to vessels and pleura. Their algorithm had reasonably low (4.7%) inter-scan variability.

In the case of part-solid or non-solid nodules, these approaches typically fail. Several
alternative approaches have been proposed to deal particularly with such nodules. Okada
et al. [193] used a two-step method based on scale-space analysis that first described the
nodule by an ellipsoid which was subsequently deformed by attracting the boundary to
the gradient. Zhang et al. [194] employed Markov random field modelling for ground
glass nodule segmentation. In both cases, further evaluation is necessary to better assess
the value of these techniques.

Finally, there are alternative approaches that do not directly segment the nodule but
infer growth from the Jacobian matrix of an elastic registration of two consecutive nodules
[195].

Given the large number of algorithms proposed, a comparative study on a common
database with a reliable reference standard would be very worthwhile. The data collected
by the Lung Image Database Consortium [114] could be used for such a study. An ad-
vanced system for nodule segmentation will likely consist of multiple algorithms each
tailored for a particular type of nodule and attachments and a recipe for choosing the
best algorithm for a nodule at hand. Systems that allow more user interaction to correct
segmentation errors made by automatic algorithms with a simple and intuitive user inter-
face could be very valuable in clinical practice and deserve more research. Other future
challenges are automatic correction for inspiration level and suppression of inaccuracies
caused by acquisition noise.

2.4.6 Pulmonary embolism

Suspected acute pulmonary embolism is the main indication for pulmonary CT angiogra-
phy (CTA, chest CT with arterial contrast). PE is a life-threatening complication which
should be diagnosed promptly and treated with anti-coagulants. Thin-slice CT is the
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preferred modality when PE is suspected because it has high sensitivity, relatively high
specificity and it can establish an alternative diagnosis in up to one third of patients [7].

The direct signs of PE are intraluminal filling defects and lack of enhancement of
pulmonary arteries. Acute emboli can get trapped at bifurcations or in peripheral arteries.
Complete occlusion of vessels by clots is possible but residual perfusion in the periphery
is more common. This suggests two ways to detect PE: the direct detection of the clots
from the Hounsfield Unit (HU) values in the vessels or indirect detection by localization
of perfusion defects. Herzog et al. [196] presented a visualization method for the latter.
The lungs were segmented by a simple algorithm, vessel and bronchi were excluded by
thresholding, and the average local attenuation in the remaining voxels was superimposed
on the original data by color coding. Instead of presenting these results to a radiologist
through visualization, these measurements could also prove valuable for a CAD system.

The few published CAD systems in this area have focussed on direct detection. Ma-
sutani et al. [56] developed a scheme tested on 19 scans with 3.0 mm slices. A sensitivity
of 85% was obtained at 2.6 false positives per case but scans with poor image quality in
which vessel segmentation failed were excluded. Vessels were segmented with standard
techniques such as hysteresis thresholding, region growing and mathematical morphol-
ogy. For each voxel in the vessel segmentation, the HU value and a local contrast measure
were determined and shape features based on second order derivatives were computed.
Rules were used to select suspicious voxels. These were grouped into PE candidates and
size measurements were added to the feature set. Rules with variable thresholds provided
the final classification. Zhou et al. [57] developed a segmentation scheme for pulmonary
vessels based on histogram analysis and an expectation-maximization algorithm followed
by a tracking algorithm. The vessel tree was subdivided in distinct regions and intensity,
shape and edge features were computed and entered in a rule-based classifier to detect PE.
When tested on 6 cases of thin-slice CT data, 58% of manually indicated emboli were de-
tected at the expense of 10.5 false positives per case. Pichon et al. [55] presented a method
to segment the vessel tree and the intraluminal values were used to colorcode a rendering
of the arterial tree to make locations of clot more evident. The main purpose of this work
was to generate these renderings for use in clinical practice, but with a simple threshold
on the result of their algorithm, component labelling and constraints on size they were
also able to construct a CAD system with 86% PE detection sensitivity at the expense of
2 false positives per true positive.

PE appears to be an area in which CAD has high potential, because of the encouraging
results reported so far and the enormous clinical importance of prompt diagnosis. PE is,
after cardiac disease, the second cause of sudden, unexpected death with over 50,000
deaths in the USA alone every year. Several major industrial vendors are therefore active
in this area and have recently demonstrated prototypes of PE CAD systems. Considering
the relatively small number of studies published so far, the small number of cases on
which they have been tested, the modest performance obtained, and the simple sets of
features and classifiers employed, there should be ample room for further improvement.

Apart from detection, quantification of PE is also important. Qanadli et al. [197]
proposed a quantitative index, but automatic quantification of PE has not been reported
yet.
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2.4.7 Airways diseases (bronchial signs)

Signs of airways diseases that the bronchi may exhibit on thin-slice CT examinations are
wall thickening and dilation or narrowing [8, 198]. These three clear signs lend them-
selves well to automated analysis. Thus far the work on this has centered on measure-
ments of bronchial cross sections on 2D transverse slices, in analogy to current methods
of visual assessment by a radiologist.

The bronchi are usually of equal size as their accompanying artery. Normal bron-
chovascular cross-sectional pairs therefore appear on CT as a figure 8 with one hole open
(the bronchus) and one hole closed (the artery). It is the size relation between vessel
and bronchus that indicates bronchial narrowing or dilatation. A few studies focus on
the detection of normal [199] as well as abnormal [200] bronchovascular pairs. In other
studies these pairs were indicated manually and automated size measurements were per-
formed [44, 45, 201, 202]. Such size measurements always incorporated a correction for
non-perpendicular cross sections and were always validated on phantoms. Nakano et al.
[44] correlated bronchial size measurements to clinical parameters of chronic obstructive
pulmonary disease in smokers.

Two-dimensional analysis reflects the way in which a radiologist currently assesses
the airways. This restricts the measurements to specific favorable cross sections in a
transverse slice. Infusion of the used measurement techniques into 3D bronchial segmen-
tation schemes (Sec. 2.2.2) will provide more data for the analysis which can be of added
clinical value .

2.4.8 Differential diagnosis of lung disease

There is a large group of disorders that primarily affect the lung parenchyma. This group
is referred to by the generic term Diffuse Parenchymal Lung Disease (DPLD), but terms
such as interstitial lung disease (ILD) or infiltrative lung disease are also encountered.
The DPLDs account for about 15% of respiratory practice [211].

Thin-slice CT plays an important role in the detection, diagnosis and follow-up of
these disorders. They are characterized by specific abnormal findings mostly texture-like
in appearance and it is the co-occurrence of several such findings that can point towards a
specific diagnosis [8].

It is for this reason that computer analysis of DPLD is commonly viewed as a texture
analysis problem. Systems designed to quantify certain lung diseases and/or differentiate
between them, are without fail based on the vector space paradigm [12]. This means that
regions of interest (ROIs) are represented by features that are input to a classifier which
is trained to (re)produce category labels. Most often the application of these systems
revolves around the detection of abnormal tissue and its simultaneous classification into
several textural categories [203–205, 207, 209, 212, 213]. One study focusses exclusively
on the detection of abnormalities without further classification [210]. A different field of
application (employing the same pattern recognition tools) is that of content-based image
retrieval, in which one group has been active [206, 214–216].

With respect to implementation, various choices are made about (i) what ROIs to use,
(ii) what features, and (iii) what classifier. ROI sizes typically lie in the range of 31×31
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to 96×96 pixels. The smallest ROIs are 9×9 pixels [207], the largest encompass an entire
lung field [204]. For the features representing the ROIs, a discriminatory set can be auto-
matically chosen by supervised feature selection from families of textural features known
from pattern recognition theory, such as histogram statistics, features from filterbanks or
cooccurence matrices, runlength parameters or fractal features [203–205, 208, 210]. Al-
ternatively, features may be designed for the task at hand [209], or a combination of both
can be used [206]. Kauczor et al. [207] use a combination of two artificial neural net-
works into which the raw pixel values in the ROIs are input as features. The ANN (also
employed by Uchiyama et al. [209]) is only one example of classifier. We find also linear
discriminant classifiers [203], Bayesian classifiers [204, 205, 208] and k-nearest-neighbor
classifiers [206, 210].

Table 2.5 provides a summary of the described studies with respect to their objective,
the data that was used and the evaluation. Descriptions of purpose and the lists of used
classification categories show considerable variation, illustrating that in this field there is
no consensus yet on a common goal and exact definitions. Although follow-up measure-
ments for the quantification of disease progression are mentioned as a possible area of
interest, in none of the studies this task is performed explicitly.

A noticeable common problem to all studies is the establishment of a reliable reference
standard. This is due to the fact that texture classification in thin-slice CT scans is a
complex task even for experts: Low intra- and inter-observer agreements of about 50%
[205] reflect this. We see that in most studies the opinion of a single expert is used as a
reference standard. In some cases multiple radiologists are involved and a consensus is
taken. For samples on which there is no agreement between the radiologists, the computer
may be regarded as another observer. It can then be ascertained whether its behavior is
statistically equivalent to that of the radiologists, avoiding the use of an explicit reference
standard.

For completely automated differential diagnosis of DPLD, much more information
will need to be incorporated into the computer systems than is the case at present. The
scans need to be analyzed on a global rather than a local scale. This means that the full
three-dimensional character of modern scan data should be exploited and information
from the entire scan (e.g. from all regions of interest) should be combined to come to a
single diagnosis. In this process also the use of anatomical knowledge is indispensable.
Shyu et al. [206] are the only group incorporating forms of global and anatomical knowl-
edge, combining features from several pathological regions and anatomical indicators per
slice. The regions are however manually delineated rather than automatically detected.
Recently also the first work appeared analyzing 3D objects in complete scans [213], al-
though these 3D objects were combined from multiple candidates detected beforehand
on 2D slices. Another source of information that is of paramount diagnostic value but is
not being taken into account so far is clinical data. Fukushima et al. [217] showed that an
expert system can come to reasonable diagnoses of DPLD when image analysis results (in
their case rated by radiologists, not automatically) are augmented by clinical parameters.

We conclude that with the systems described in this section the first steps towards
more advanced processing schemes have been taken, but that in computer analysis of
DPLD, the question on what exactly to aim for and how to achieve it is still open.
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2.5 Discussion

This final section consists of four parts. First we summarize what has been achieved so
far and what is the state of the art. Then we identify a number of challenges for academic
research. Several remarks to this end have already been raised specifically in each of the
topics in Sections 2.2 – 2.4; here we unify those issues. Third, we specifically focus on the
discrepancy between theoretical availability of an algorithm and its availability in clinical
routine, and try to explain its causes. Finally we provide an outlook to new developments
that can be expected in the coming years.

2.5.1 State of the art

Initially, the clinical use of computer analysis of CT of the lungs did not reach much fur-
ther than the quantification of emphysema, a direct consequence of its relatively simple
detection on CT. Simple tools for emphysema quantification are now available on com-
mercial workstations.

Ongoing improvements in scanner speed and quality have broadened the field of appli-
cations. Currently, the emphasis lies on detection and analysis of pulmonary nodules. We
see CAD for lung cancer follow in the footsteps of CAD for breast cancer: Several com-
mercial systems for automated nodule detection have acquired FDA approval and research
effort is shifting from detection to characterization and follow-up. In this field, industrial
R&D efforts probably outweigh those of academic research. Commercial workstations
are now capable of automatic nodule volumetry and nodule detection. These worksta-
tions perform segmentation, but beyond complete lung segmentation, these segmentation
techniques are not directly available yet for clinical use.

Apart from the pulmonary nodule, the lungs may contain much more pathology. Seg-
mentation, registration and further image analysis of each anatomical structure has been
researched, as is evident from this survey, but has not reached the status of routine clinical
use.

2.5.2 Research challenges

For all methods of analysis the present trend is to move from (axial) two-dimensional to
three-dimensional processing, born out of possibility as much as necessity.

This inevitably leads to a need to create suitable reference standards in 3D. This rep-
resents a major hurdle for evaluation of tasks such as segmentation, for which the refer-
ence standard is classically set using manually traced outlines. It is a prohibitively large
amount of work to create manual delineations of structures of interest in thorax exams
that typically consist of over 300 slices. More effort should be spent on the development
of interactive tools (e.g. [218, 219]). Apart from their use in research for easy establish-
ment of a ground truth, these tools can be used in clinical practice to manually correct
the (as of yet) unsatisfactory automated segmentation outcomes. Moreover, these tools
can be developed in such a way as to enforce consistency of manual segmentations in 3D,
as manual delineations performed on 2D slices often lack such consistency over larger
volumes.
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Maybe the largest challenge is to design algorithms that are robust against pathological
and anatomical variety, image noise and differences in acquisition parameters. Many of
the algorithms reviewed here have only been tested on very select patient populations
that do not necessarily represent clinical practice. It is well possible that fundamentally
different methodological approaches are necessary to achieve this increased robustness.

Proper validation is indispensable in order to assess the quality and application range
of an algorithm. Algorithms should be tested in context of their intended practical clinical
use, with due consequences for the choice of test data and measures of performance. Test
data should reflect the variety of pathology, noise levels and acquisition variety encoun-
tered in clinical practice. However, a lack of robustness does not have to hinder clinical
use of a system as long as it is compensated by adequate means of failure detection. Fail-
ure detection is an important part of an automated system, but this fact is typically ignored
in academic research. A clinical user should not be required to examine closely either the
input data, or the (intermediate) results to estimate the validity of the final outcome of an
automated analysis. Construction of adequate failure detection mechanisms is far from
trivial and in our opinion this topic deserves more research.

Ideally, common, carefully annotated and representative databases should be available
for algorithm benchmarking. This does however require consensus on the definition and
relevance of the clinical questions to be answered, which has not been reached for all
discussed areas of application. Detection of lung nodules is a task with a clear definition of
purpose and a vast range of algorithms in need of competitive testing, presenting a prime
example for which a common database can and should be assembled. This necessity has
been recognized and steps in this direction are being undertaken [114].

In many of the studies describing application oriented work (Section 2.4), research
efforts are necessarily focused on the final stages of the comprehensive image analysis
system, and preprocessing modules (such as lung segmentation) are implemented in a
suboptimal way. Many of these systems would benefit from incorporation of existing
methods from other research groups. This is a common problem to science as well as
industry and can not be solved easily (making research software publicly available might
be a solution). It is important to be aware of the limitations this might set on system
performance. Situations should be avoided where effort goes into refinement of the final
stages of a compound system when the true bottleneck lies elsewhere.

2.5.3 Clinical application

The advent of multislice CT has made isotropic imaging of the lung a standard technique.
Since non-isotropic data was one of the main problems in computer vision of CT data,
it should now be easy to use various computer assisted techniques in clinical routine
practice. Unfortunately, of the many potential applications for the lungs described in this
survey, only very few are available on the market and even fewer are provided by the large
CT manufacturers.

What are the reasons for this discrepancy? For an algorithm to succeed in clinical
practice, there needs to be a market for it (a real clinical need by a sufficient amount of
radiologists), it needs to be fast and easy to use (patient throughput is ever increasing with
multislice CT), it needs to be reliable (correct results in the vast amount of cases) and it
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should be correctable (easy adjustments in case the algorithm fails). Because radiologists
are used to working without such algorithms, it is not easy to market new tools. Only
when radiologists fail miserably, such as in the case of nodule volumetry and detection
of small nodules, and when there is a growing need to perform such tasks (lung cancer
screening depends on nodule detection and volumetry) do such algorithms find their way
into clinical practice. In addition, regulatory bodies such as the FDA require positive
proof of the benefit of such techniques and their use may be hampered by medico-legal
considerations.

Many if not all techniques described in this survey have the potential to be important
in clinical practice. How much so, however, will mainly depend on their ease of use and
their reliability. As mentioned in the previous section, improving reliability and robust-
ness is a major research challenge. In addition, most algorithms have not been optimized
for speed, and even if they had, they probably would take longer than most radiologists
would accept. New concepts are therefore needed to implement such algorithms in clini-
cal practice. One potential solution could be automated preprocessing of the data as soon
as it is sent from the scanner to the CT workstation: such preprocessing should include
the time-consuming steps of any algorithm that is made available. The radiologist then
should have the results at the fingertips and can easily use — and ideally also modify
— the results in any patient in whom he deems a particular computer-assisted analysis
valuable. By making results of CAD easily accessible in every patient, radiologists will
be much more prone to using these results. Speed and ease of use therefore will be the
determining factors as soon as performance of algorithms has risen beyond a certain basic
level.

The fact that many good algorithms are not available in clinical practice demonstrates
a general dilemma in the image processing community: Research money is mainly avail-
able for basic work and algorithm development but not for implementation and optimiza-
tion of technique. Workflow issues will ultimately determine whether a new technique
is practicable or not. Close collaboration between academic image analysis researchers,
radiologists and industry is mandatory for success.

2.5.4 Outlook

The past few years have seen the introduction of nodule volumetry and detection into
clinical workstations. Techniques for classification of nodules are ready to follow rela-
tively soon but probably will be hampered by medico-legal considerations. The available
techniques will have to be upgraded to suit the increased exposure to clinical cases, which
will invariably lead to new problems that have previously not been considered. However,
within a rather short period of time, nodule detection, measurement and classification can
be expected to be standard in clinical practice.

A new ‘hot’ application is the automated detection of pulmonary embolism, a task that
has been previously considered trivial but now becomes more cumbersome because many
more vessels are visible and have to be evaluated on multislice CT data sets. Techniques
that indicate potential emboli, and later may even help in differentiating emboli from
artifacts would be very welcome in clinical practice.

Registration of various types of scans is already available for PET/CT and SPECT/CT
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data. Registration of lung nodules is already implemented in commercial workstations
but should become even more reliable in the future. The registration of follow-up scans
should have a bright future, mainly because it is a daily problem for radiologists. This
problem is becoming increasingly important with the growing workload with new multi-
slice CT systems but it is not trivial to solve because of varying inspirational levels.

Emphysema quantification has been around for many years but is still limited to re-
search settings because the clinical benefit of a precise quantification is not yet evident
for the vast majority of patients. Problems such as the correction for varying inspira-
tional levels or the correction for image noise have not yet been fully solved. While sim-
ple threshold-based techniques have been made available on clinical workstations, there
remains a substantial amount of work to be done before such techniques will be fully
established in everyday practice.

Evaluation of airway morphology, especially airway thickness, may become an impor-
tant topic in the future because airways are much more readily responsive to treatment,
and computer analysis could be used as a faster way to study the effect of a new drug than
analysis of lung function or patient outcome.

Classification and quantification of interstitial lung disease is difficult, and even ex-
perienced chest radiologists frequently struggle with differential diagnoses. Automated
schemes that indicate a percentage of affected lung or the probability of a certain disease
would certainly be welcome, but require much more research.

A quick analysis of the roughly 300 publications considered for this survey reveals that
the amount of publications in this field has grown on average by a factor 1.5 per year over
the past five years: a practical indicator to the increase in research effort accompanying
the modern (r)evolution of CT. Given the clinical importance of chest CT and the existing
challenges that we have identified, it is to be expected that the computer analysis of chest
CT scans will remain a very active research field in the years to come.

2.6 Appendix

Of the following journals, all publications on chest CT analysis in the years 1999 through
2004 were included: Medical Physics, Radiology, IEEE Transactions on Medical Imag-
ing (TMI), Medical Image Analysis (MedIA), Academic Radiology, American Journal of
Roentgenology (AJR), American Journal of Respiratory and Critical Care Medicine and
the European Journal of Radiology. For some journals differing time spans were covered
for reasons of availability. These were TMI (1988-2004), MedIA(1997-2004), Academic
Rsadiology (2001-2004) and AJR (2000-2002). The following conference proceedings
of the years 1999 through 2004 were searched: SPIE Medical Imaging, Medical Image
Computing and Computer Assisted Intervention (MICCAI), Information Processing in
Medical Imaging (IPMI) and the IEEE Symposium on Biomedical Imaging (ISBI). Con-
tributions in alternate sources were identified from citations in the aforementioned publi-
cations and from searches using the online database search engines PubMed, IEEEXplore
and the Science Citation Index. The key that was sought on was (‘computed tomography’
OR CT) AND (chest OR thorax OR lung OR lungs OR pulmonary) AND (computer OR
computerized OR automatic OR computerised OR automated) and this resulted in 1659,
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197 and 883 hits respectively. When similar contributions have appeared only the most
recent or comprehensive paper has been included.



Chapter 3

Segmentation of the pathological lung

This chapter is based on the manuscript “Towards Automated Segmentation of the Patho-
logical Lung in CT”, by I. Sluimer, M. Prokop and B. van Ginneken, to be published in
Transactions on Medical Imaging 24 (8), August 2005.

Abstract

Conventional methods of lung segmentation rely on a large gray value contrast between
lung fields and surrounding tissues. These methods fail on scans with lungs that con-
tain dense pathologies, and such scans occur frequently in clinical practice. We propose
a segmentation-by-registration scheme in which a scan with normal lungs is elastically
registered to a scan containing pathology. When the resulting transformation is applied
to a mask of the normal lungs, a segmentation is found for the pathological lungs. As a
mask of the normal lungs, a probabilistic segmentation built up out of the segmentations
of 15 registered normal scans is used. To refine the segmentation, voxel classification
is applied to a certain volume around the borders of the transformed probabilistic mask.
Performance of this scheme is compared to that of three other algorithms: a conven-
tional, a user-interactive and a voxel classification method. The algorithms are tested
on 10 three-dimensional thin-slice CT volumes containing high density pathology. The
resulting segmentations are evaluated by comparing them to manual segmentations in
terms of volumetric overlap and border positioning measures. The conventional and user-
interactive methods that start off with thresholding techniques fail to segment the patholo-
gies and are outperformed by both voxel classification and the refined segmentation-by-
registration. The refined registration scheme enjoys the additional benefit that it does not
require pathological (hand-segmented) training data.
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3.1 Introduction

A segmentation is a prerequisite for many image processing algorithms. We consider seg-
mentation of the lung fields from high-resolution CT scans that contain pathology. Our
interest in this application lies in the broader context of the development of Computer
Aided Diagnosis (CAD) systems to detect the presence of pulmonary disease and/or quan-
tify its progress. Conventional methods that perform lung segmentation in CT rely on a
large contrast in Hounsfield units between the lung and surrounding tissues. However,
this condition is not met in many scans showing pathology, which form a substantial part
of the scans encountered in clinical practice.

CAD applications for CT are receiving increased interest as the data output of scan-
ners steadily increases and large trials of CT screening for lung cancer are under way.
Applications include the detection and quantification of emphysema [87, 92], the detec-
tion [124, 140, 142] and/or characterization [161, 169] of lung cancer nodules, and the
detection and quantification of interstitial disease [205, 209, 210].

If any of these CAD systems is to perform its duties unsupervised, it should be able
to handle or correctly recognize scans that contain every type of pathology. Volumes
of interest containing abnormalities could be subjected to further analysis or labelled as
being problematic. Obviously, for either course of action, it is vital that those abnormal
regions are included in the analysis to begin with. Surprisingly however, many CAD
systems utilize segmentation algorithms designed to accurately segment normal, rather
than pathological lungs. This can have serious consequences for overall performance.
For example, it is possible that a CAD application detecting potential lung cancer nodules
fails to inspect areas in the lung affected by interstitial disease because these areas are
missed in the initial segmentation step.

Normal lungs show up as dark regions in CT scans. This means that they can be seg-
mented using thresholding. What we will call ‘conventional methods’ to segment the lung
fields are methods that rely on this contrast in attenuation between the lung parenchyma
and the surrounding tissues to identify the borders between them (see [19, 220], [20] and
references therein). In the work of Kemerink et al. [220], 10 emphysematous and 10
normal pairs of lungs are segmented using a manually corrected border-tracing algorithm
that works on two-dimensional CT slices. Brown et al. [19] make use of 3D regiongrow-
ing and morphological operations that are integrated with expert anatomical knowledge
in a higher-level set of semantics. Their method is fully automatic and tested on several
CT scans containing lung nodules. We take the more recent work of Hu et al. [20] as
representative of the conventional region-based methods that make use of thresholding,
regiongrowing and component labelling, and morphological processing. Their automatic
segmentation works on 3D CT volumes and is tested on data sets of 8 normal subjects
that were scanned three times at biweekly intervals.

When gray values alone are no longer sufficient to discriminate lung from non-lung
areas, the use of a shape model could be beneficial. However, the creation of a three-
dimensional shape model of the lung is not a trivial issue. Statistical shape models to
be used in segmentation, such as the active shape model by Cootes and Taylor [221],
typically require large amounts of appropriate training data, as well as the identification
of sets of corresponding points. In the absence of such a model, a valid lung shape can
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Table 3.1: Data description.

10 test scans (5M/5F) 16 normal scans (9M/7F)

Min. Max. Avg. ± St.dev. Min. Max. Avg. ± St.dev.

Subject age (years) 30 80 63 ± 15 16 74 50 ± 14

Slice Thickness (mm) 1.00 1.25 1.03 ± 0.08 0.75 2.00 1.05 ± 0.26

Interslice gap (mm) 0.50 1.25 0.74 ± 0.19 0.70 1.00 0.72 ± 0.08

FOV (cm) 26 39 33 ± 4.0 29 50 34 ± 5.1

No. of slices 332 598 405 ± 79 265 505 406 ± 55

be induced by matching one lung scan to the other. Segmentation and label information
from a so called atlas can be carried over to any scan using registration. Atlas-based
segmentation has been used on the normal and the pathological brain [222, 223] and
the heart [224], and recently also on organs in the abdomen [225] and lungs [61, 85].
We apply this technique as part of our scheme to segment pathological lungs. After the
initial atlas-based segmentation, we apply a refinement step in which voxel classification
is performed on a certain border volume to locate the exact lung borders more accurately.

We chose a challenging data set of 10 scans that are difficult to segment by conven-
tional methods to demonstrate the strengths and weaknesses of the proposed segmenta-
tion approach. These scans contain high density pathologies in varying degrees of sever-
ity. They are used to test the performance of four segmentation methods: a) the refined
segmentation-by-registration scheme, b) a conventional lung field segmentation based on
thresholding and morphological techniques, c) a conventional segmentation employing
user interaction, and d) a voxel classification method. We use manual segmentations as
a reference standard and performance of the algorithms is evaluated by calculating mea-
sures of overlap and of border positioning with respect to the manual reference standard.

Our refined segmentation-by-registration scheme employs an elastic registration of
complete scans using mutual information as a similarity measure. For detailed descrip-
tions the reader is referred to Section 3.3.1 and references [226] and [227]. Alternative
methods for the registration of CT scans of the lungs are described by Li et al. [85], who
present inter-subject warping based on corresponding points in the bronchial trees and
other landmarks, and Zhang et al. [61] and Betke et al. [73], who perform intra-subject
registration on follow-up scans based on a segmentation of the lung surfaces. Since these
methods require a segmentation as input to start with, they can not be used in our frame-
work to create one. Finally, Dougherty et al. [76] also perform a temporal registration of
CT scans of the lung. Their approach is based on an optical flow method and therefore
assumes a certain measure of intensity correspondence that scans containing pathology
do not exhibit.

The remainder of the article is organized as follows. In Section 3.2 the data set and
the manual segmentations used as reference standard are described. Details about the
segmentation algorithms follow in Section 3.3. Section 3.4 describes experiments and
results and in Sections 3.5 and 3.6 discussion and conclusions can be found.
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3.2 Data and reference standard

3.2.1 Data

In total 26 thin-slice CT scans of the thorax were used. 10 Scans contained high density
pathology and made up the test data. 16 Normal scans were used in creation of the atlas
for the refined segmentation-by-registration method described in Section 3.3.1: one scan
was used as reference and the 15 others were registered to this reference.

One scan (which was in the pathological group) was acquired at the university med-
ical center in Vienna, Austria (Allgemeines KrankenHaus Wien, AKH Wien), all other
scans were acquired at the university medical center in Utrecht, the Netherlands (Univer-
sity Medical Center Utrecht, UMCU). The AKH Wien scan was acquired on a Siemens
Volume Zoom 4-slice scanner. The UMCU scans were acquired on Philips Mx8000 IDT
16-slice scanners. For all scans a tube voltage of 120 kVp was used. Tube current lay in
the range of 200 to 390 mAs. Data were reconstructed to 512x512 matrices and all scans
constituted contiguous 3D volumes without interslice gap. Information on resolution (in
terms of slice thickness, spacing between slices and field of view (FOV)) is summarized
in Table 3.1.

The UMCU scans were acquired in the period February through October 2003. They
were selected randomly until both normal and pathological data sets of reasonable size
had been collected. The resulting sets form heterogeneous groups representative of rou-
tinely acquired clinical data. Information on sex and age of the subjects, and on size
details of the scans can be found in Table 3.1.

The 10 scans in the test set contain high density pathology in varying degrees: the
amount of lung voxels within the manual reference segmentations that have a value larger
than −500 HU ranges from 10% to 76% of the total lung volume, with a median of 17%.
For normal lungs this amount is approximately 4%. The types of pathology encountered
in these scans are: acute respiratory distress syndrome (ARDS) (test scans 1 and 10),
sarcoid (test scan 2), interstitial lung disease (test scan 3), cancer metastases (test scans 4
and 9), lung cancer tumor (staged T2) (test scan 6), lung cancer tumor (staged T3) (test
scans 5 and 7), and fibrosis and bronchiectasis after pneumectomy (test scan 8).

3.2.2 Reference standard

Manual delineations were performed for all scans by observers who indicated points on
the boundaries of the lung fields on transverse slices using a computer mouse. Careful
delineation of one lung field in one slice takes approximately one minute. A scan typi-
cally contains 400 slices in which the lung fields can be seen, which means that manual
delineation would take 13 hours. To ensure more consistency across slices and cut back
on manual segmentation time, the observers were asked to first manually delineate the
lung fields in every 4th slice. The remaining slices were automatically interpolated by a
linear interpolation scheme. In this scheme, each manually placed point in contour 1 is
averaged with the closest manually placed point — or closest line element between manu-
ally placed points — on contour 2, and vice versa. (An interpolated contour between two
manual contours consisting of N1 and N2 points will thus contain N1 + N2 points.) After
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this interpolation, the observers corrected the interpolated contours where they deemed
this necessary.

The reference scan used in the registration scheme (Section 3.3.1) was segmented
by hand completely (in every slice) by two observers. From these segmentations it was
determined that it would suffice to segment every fourth slice. This was done by calculat-
ing the mean absolute distance [228] between the manual contours and the interpolated
contours1. We found that the mean absolute distance MASD between the contours cre-
ated using interpolation between manual contours in every nth slice, and the contours in
the slices of the completely manually segmented volume, increased roughly linearly with
n. We chose the value n such that MASD between interpolated and manual volumes for
each observer was less than a quarter of the inter-observer MASD between the completely
manually created segmentations. The inter-observer MASD was 2.4 voxels. The MASD
from the manual segmentations to the contours created by interpolating between manual
contours in every fourth slice (n = 4) was 0.4 and 0.6 pixels for the two observers.

A notoriously difficult part of the segmentation of the lungs is the hilar region. Al-
though anatomically it would be preferable to let the segmentation of the lung volume
intersect the bronchial and pulmonary vessel tree at the pleural fold [229], this ‘ring’ can-
not be reliably located in the 3D CT volume as it is not directly visible. In an attempt to
improve inter-observer agreement for the hilum, we developed a protocol instructing the
observers at which bifurcation points in the bronchial tree they were to let their segmen-
tations cut through the major bronchi and vessels. The main bronchi and the bronchus
intermedius in the right lung were to be excluded from the segmented volume completely,
as well as the following bronchi up to their first bifurcation point: the right and left up-
per lobe bronchi, the right and left lower lobe bronchi, and the right middle lobe and left
lower lobe lingular bronchi.

All observers were medical students. Their final segmentations were inspected and
approved by a chest radiologist. Figure 3.1 shows a coronal view of manual segmentations
of test scan one, performed by two different observers. As can be seen from this figure,
we still found considerable variation in segmentations in the hilar region in spite of the
use of the protocol, especially in the severely diseased lungs.

3.3 Methods

The performance of four segmentation algorithms is compared. In this section the de-
tails of the implementation of each method are given. Described in subsection 3.3.1 is
the segmentation-by-registration scheme, refined by the use of a probabilistic atlas and a
voxel classification step. What follows are descriptions of a conventional segmentation
algorithm based on thresholding, regiongrowing and morphological processing (subsec-
tion 3.3.2), a user-interactive scheme working on the same principles (subsection 3.3.3),
and a voxel classification algorithm (subsection 3.3.1).

1The mean absolute distance is given in Eq. 3.4 with respect to surfaces in 3D data. As the manual
segmentations were performed on transverse slices it was calculated here for each pair of 2D contours and
then averaged.
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(a) Segmentation by observer 1. (b) Segmentation by observer 2.

Figure 3.1: Coronal view through the hilar area of manual segmentations by two observers
of scan 1.

3.3.1 Refined segmentation-by-registration

Figure 3.2 gives a schematic of a ‘straightforward’ segmentation-by-registration approach.
Input to the scheme are a normal reference scan (Ref), its binary segmentations of left and
right lung (SL and SR), and the test scan to be segmented (T). The normal scan can be
segmented by hand or by using a conventional segmentation algorithm such as described
in Section 3.3.2. For the test scan T containing abnormal lungs (i.e. lungs containing high
density pathology) automatic segmentation using a conventional algorithm is not directly
possible. Therefore an elastic registration is performed matching T to Ref, resulting in
an image transformation F (T ). This transformation F (T ) is applied to the segmenta-
tions SL and SR of the left and right lung, which are then combined into a single binary
segmentation ST of the lungs in the abnormal scan.

The refinements to this scheme that we propose consist of 1) the use of a probabilistic
atlas instead of the single binary mask of the normal reference lung, and 2) voxel classifi-
cation of a certain border volume. The registration, the creation of the probabilistic atlas
and the use of the voxel classification step are described in the following subsections in
more detail. An overview of the complete system is given in the form of a flowchart in
Figure 3.3.

Elastic registration

For the elastic registrations we used the VTK CISG Registration Toolkit available from
http://www.image-registration.com, written by Hartkens based on code by Rueckert and
Schnabel [226, 227]. In their approach, the elastic registration is performed in a multi-
resolution fashion. After a global alignment of source and target scan by an affine trans-
formation, local elastic deformations are found by calculating displacements of control
points. The control points are placed in the scan in a regular grid and act as parameters
of a free-form deformation model based on B-splines. Deformations are calculated for
several resolution levels of the control point grid, ordered from coarse to fine. For each
resolution, optimization is performed in a sequence of gradient descent iterations with re-
spect to a similarity measure that quantifies the quality of the match between the deformed
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Figure 3.2: Schematic of a straightforward segmentation-by-registration approach. Inputs
to the scheme are: a test scan (T), the normal reference scan (Ref) and its segmentations
of left and right lung (SL and SR). Intermediate results that are mentioned explicitly are:
the transformation warping T to Ref (F(T)) and the deformed segmentation masks for left
and right lung (DSL and DSR). The output of the scheme is a binary segmentation of the
test scan (S(T)).
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Figure 3.3: Flowchart demonstrating the complete refined segmentation-by-registration
scheme. Inputs to the scheme are: a test scan (T), the normal reference scan (Ref) and
its probabilistic atlas masks for left and right lung (PL and PR). Intermediate results that
are mentioned explicitly are: the transformation warping T to Ref (F(T)), the deformed
probabilistic atlas masks for left and right lung (DPL and DPR) and their refined versions
(RDPL and RDPR). The output of the scheme is a binary segmentation of the test scan
(S(T)).
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Figure 3.4: Flowchart demonstrating the creation of the probabilistic atlas masks for left
and right lung. Inputs to the scheme are: the normal reference scan (Ref), a set of nor-
mal ‘atlas’ scans (Ai) and their binary segmentations of left and right lung (SL

i and SR
i ).

An intermediate result that is mentioned explicitly is the set of transformations warping
each of the atlas scans to the reference scan (F(Ai)). The outputs of the scheme are the
probabilistic atlas masks for left and right lung (PL and PR).

source scan and the target scan.

3D elastic registration is a memory intensive task. Despite 2GB of internal memory,
the VTK CISG Registration Toolkit was not able to handle the data sets in their origi-
nal size. Therefore all scans were subsampled by a factor 4 in each direction prior to
registration.

With the task of inter-subject warping between normal and pathological scans in mind,
a compromise has to be made in registration accuracy. Although the registration process
should cause the reference mask to shape itself to the test scan, this registration should not
be too detailed: deformations of the mask due to the dense pathologies should be avoided.
Appropriate settings were determined empirically during creation of the atlas (the atlas
is described below in the following subsection). Parameter values were as follows. The
similarity measure was normalized mutual information. Gray values in each scan were
binned to a 64 bin histogram. Registration was performed on two resolution levels with
grids of control points equally spaced every 16 and every 8 voxels and per resolution level
a maximum amount of 20 iterations was allowed.
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Use of a probabilistic atlas

The advantage of the aforementioned compromise in registration accuracy is that a valid
lung shape is maintained even in the absence of sufficient gray value information. The
drawback on the other hand, is that the registration cannot accommodate small scale dif-
ferences between normal lung shapes. In order to alleviate this problem, we make use
of a probabilistic atlas segmentation from several normal subjects, rather than the single
binary mask of the reference scan. In this way, normal variation in lung shape that is
not captured by the registrations will be reflected in the (non-binary) probabilistic atlas.
Registering 15 normal scans to the reference scan yields the probabilistic atlas. The prob-
abilistic segmentation masks are then created by averaging the deformed (binary) masks
of the registered normal scans, for left and right lung separately to avoid regions of over-
lap. Figure 3.4 gives an overview. The segmentations of the atlas scans were obtained by
using the conventional method described in Section 3.3.2.

Segmentation of a test scan still makes use of registration of the reference scan to the
test scan, but the found deformation is applied to the atlas masks of left and right lung.
This yields a probabilistic (non-binary) segmentation of the test scan into background,
left lung and right lung, in the form of the two probability maps indicated in Figure 3.3
by DPL and DPR.

Voxel classification of the border volume

Reversion to a binary segmentation of the test scan is performed by voxel classification,
rather than by mere thresholding of the deformed probabilistic masks for left and right
lung. A summarizing flowchart is given in Figure 3.5.

The refinement procedure requires training data. We take this data from the test scan
itself so that the final segmentation will be fine-tuned specifically to the test scan at hand.
To this end, we introduce the notion of a border volume that we define as the collection
of those voxels in the transformed probabilistic masks that do not have a probability of 1
or 0 of being lung tissue. When the registration performs adequately, the border volume
is a band of voxels containing the actual lung border. As an illustration, Figure 3.10(d)
shows the border volume (combined for both lungs) obtained for test scan 4, outlined in
white on the inside of the surface and in black on the outside.

To locate for each lung the actual lung border inside the border volume, voxels in this
volume are classified as being either lung or background. This brings the segmentation
problem into the realm of pattern classification [12]. A common approach to pattern clas-
sification involves the calculation of vectors of features for a set of training data. These
feature vectors are input to a classifier that is trained to reproduce the known labelling of
the training data. In essence, the classifier determines boundaries in the space spanned by
the feature vectors between the different classes present in the training data. For a new
data point of which the class label is unknown, a vector of the same features is calculated.
This vector is input to the trained classifier, which is then able to infer a class label. We
perform so called ‘soft’ classification for the voxels in the border volume, which means
that each voxel is assigned a continuous probability of belonging to the class ‘lung’.

The training data required to train a classifier to determine the final labelling of the
voxels in the border volume is taken to be a band of voxels adjacent to the border volume.



Segmentation of the pathological lung 59

identification of

border voxels and

train voxels

feature calculation

classifier training

classification

of border voxels

merger

T

RDP

DP

{f}border{f}train

identification of

border voxels and

train voxels

feature calculation

classifier training

classification

of border voxels

merger

T

RDP

DP

{f}border{f}train

Figure 3.5: Flowchart demonstrating the border refinement step, which is applied to the
masks of left and right lung separately. Inputs to the scheme are the test scan (T) and
one of the deformed probabilistic masks (DP). Intermediate results mentioned explicitly
are the sets of feature vectors calculated for the voxels in the border volume ({f}border)
and for the voxels adjacent to the border volume that are taken as training data ({f}train).
Output of the scheme is a refined (deformed) probabilistic atlas. This is a probability map
containing for each voxel in the test scan its probability of belonging to the (left or right)
lung.
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It is assumed that these training voxels have similar characteristics as the voxels in the
border volume due to their spatial/anatomical proximity.

The use of voxel classification leaves a choice of which features to calculate and which
classifier to use. We use nine features to represent each voxel: three types of gray value
features calculated on three scales, namely: image intensity, x-derivative and y-derivative
in images found by convolution with a Gaussian of scales σ = 0.5, 1 and 2 voxels. The
feature vectors are input to a kNN classifier. This classifier performs soft classification of
a test voxel by looking at its k nearest neighbors in feature space among the training data.
The soft label for a certain class is given by the percentage of the k nearest neighbors that
belong to that class. We use a fast implementation of this classifier by Arya and Mount
[230] that guarantees to find the nearest neighbors with a certain precision ε. The ratio
of the distance to the true kth neighbor and the found neighbor is at most 1/(1 + ε). The
parameters were set to k = 25 and ε = 2. Choices for features, classifier and parameter
values were made on the basis of pilot experiments, previous work and experience.

A kNN classifier is based on the implicit assumption that data points that are closer to
each other in feature space are more similar (and have a higher probability of belonging to
the same class). As such, it is sensitive to scaling of the features. Without prior knowledge
on the relative importance of the features, normalization is performed scaling each feature
to unit variance. This transformation is determined on the set of train voxels and applied
with the same parameters to the features of the test voxels.

In this way, the values of the voxels in the border volume of the original probabilistic
segmentation (DPL and DPR in Fig. 3.3) are altered taking into account the characteristics
of the test scan at hand. For each test scan and for left and right lung separately, the
border volumes and bands of adjacent voxels are determined anew, so that the training
data and therefore also the performance of the voxel classification step are adapted to the
segmentation of that particular lung in that particular test scan.

In the resulting refined segmentation (RDPL and RDPR in Fig. 3.3) two refined prob-
ability maps have been created for left and right lung. Each of these is blurred with a
Gaussian of unit standard deviation to emulate interactions between neighboring voxels,
as it is more likely that a voxel belongs to e.g. the left lung when all its neighbors be-
long to the left lung. Finally, the blurred refined border maps for left and right lung are
combined into a single binary segmentation of the complete border volume by taking the
largest probability (left or right lung) and thresholding at 0.5.

3.3.2 Segmentation by rule-based regiongrowing (fully automatic)

Our implementation of a conventional lung segmentation technique is based on the method
of Hu et al. [20]. This is a fully automatic method. It consists of the following steps:

1. Determine a threshold, as described in [20]. The histogram of the scan is assumed to
be bimodal and iteratively the gray value threshold separating the two distributions
is found.

2. Determine a seed point in the trachea. The trachea is found by searching for an
air-filled region that matches certain size criteria in the first slice of the scan. The
seed point is the point with the lowest gray value in the trachea.
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3. Grow the bronchi and lungs from the seed point.

4. Grow the trachea and main stem bronchi from the seed point. The growing fronts
are frozen when their size increases by a factor two signalling that the bronchi have
merged with the lung parenchyma. Trachea and main stem bronchi are removed
from grown lung region.

5. Label left/right lung (details below).

6. Apply 3D hole filling and morphological closing to each lung half separately.

When two connected components are found after trachea and main stem bronchi have
been removed, left and right lung half are identified by their center of gravity. Occasion-
ally in certain places, the two lung halves are only separated by a low contrast junction
line that is the pleura. In these cases a single connected component might be found after
applying the threshold and removing trachea and main stem bronchi. An attempt is then
made to retrieve the two lung halves by iteratively applying a lower threshold that is the
average of the old threshold and −1000 HU. Each time a new lung region is grown from
the seed and the intersection of the new and old mask is taken. Iteration is ceased when
two or more components are found. If more than two components are found, the largest
two are retained. Subsequently, the two newfound components are dilated without grow-
ing outside the original mask (containing the single connected component), and without
re-attaching the two components. Dilations are iterated until no more voxels can be added
to the two regions within these restrictions.

3.3.3 Segmentation by interactive regiongrowing

To show that the limitation of the conventional method is due to a lack of contrast be-
tween lung tissue and surroundings in the test scans, rather than a failing set of rules, an
interactive regiongrowing method was implemented. This method is however not suitable
for our intended practical application as part of a CAD scheme that is to automatically
handle large amounts of scans, due to the required human interaction.

The user indicates start positions for regiongrowing inside the two lung fields. Further-
more, ‘plugs’ inside the bronchial tree are indicated (by setting center and radius) to pre-
vent leakage of the regiongrowing of the lung area into the bronchi, and separating discs
can be indicated (also by center and radius) where necessary, to sever regiongrowing-
connections between left and right lung that may exist outside the hilum. After the region-
growing, 3D hole filling and morphological closing is applied to each lung half separately,
analogously to the fully automatic regiongrowing algorithm.

3.3.4 Segmentation by voxel classification

Part of the segmentation-by-registration scheme was a fine-tuning step using voxel clas-
sification. There it is applied to a border volume in the test scan, trained on areas in that
same test scan. As an alternative segmentation method, we consider voxel classification
of the complete test scan. The classification is then trained on the remaining set of test
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scans (in a “Round Robin” or leave-one-scan-out procedure). For computational reasons
the scans had to be subsampled a factor 4 in each direction as with the registration method.
For the stand-alone voxel classification the feature set of 9 features as described in Section
3.3.1 was extended with 3 positional features: the voxel positions in all three directions
in the scan. For each scan a single data set is created containing the three classes left
lung, right lung, and background. Normalization of features is performed on the data
set of each scan separately. To classify a scan, the voxels of all other test scans served
as training data. Limitations on computer memory meant that for the scans in the com-
bined train sets, only 1 voxel in 8 (every other voxel in each direction) could be included.
Although lung shape information is not directly included in this method, positional fea-
tures in the training data provide statistics of the locations of lung voxels and the use of
features derived from blurred images provides neighborhood information for each voxel.
After calculating soft classifications of all voxels in the test scan (i.e. the probability that
they belong to one of the three classes left lung, right lung or background), fuzzy seg-
mentations of left and right lung separately are blurred using a Gaussian of unit standard
deviation, and combined into a single binary mask by taking the largest probability (left
or right lung) and thresholding at 0.5.

3.4 Results

In this section we show results for the four tested methods, referred to in shorthand as: au-
tomated regiongrowing, aided regiongrowing, voxel classification and refined segmentation-
by-registration. Each of these methods was used to segment the lungs in the set of 10
pathological scans. Evaluation was performed against the manual reference segmenta-
tions using the following three measures [228]:

• Volumetric overlap fraction

• Hausdorff distance (or maximum surface distance)

• Mean absolute surface distance

The overlap fraction is a volumetric measure. The overlap of two volumes V1 and V2

is defined as the volume of their intersection divided by the volume of their union:

O(V1, V2) =
‖V1 ∩ V2‖
‖V1 ∪ V2‖ . (3.1)

The Hausdorff distance is a border positioning measure that gives the largest distance
that occurs between the two surfaces. Given two surfaces Sa and Sb, let dmin(a, Sb) be the
minimal distance of a point a on surface Sa to surface Sb. The largest occurring (minimal)
distance from all points a on surface Sa to surface Sb is thus:

h(Sa, Sb) = max{dmin(a, Sb), a ∈ Sa}. (3.2)

The Hausdorff distance H(Sa, Sb) is a symmetric extension defined as:

H(Sa, Sb) = max{h(Sa, Sb), h(Sb, Sa)}. (3.3)
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(a) Man. seg. of scan 1. (b) Interactive RG. (c) Voxel classification. (d) Refined seg.-by-reg.

(e) Man. seg. of scan 3. (f) Interactive RG. (g) Voxel classification. (h) Refined seg.-by-reg.

(i) Man. seg. of scan 5. (j) Interactive RG. (k) Voxel classification. (l) Refined seg.-by-reg.

(m) Man. seg. of scan 6. (n) Interactive RG. (o) Voxel classification. (p) Refined seg.-by-reg.

(q) Man. seg. of scan 9. (r) Interactive RG. (s) Voxel classification. (t) Refined seg.-by-reg.

Figure 3.6: Coronal slices showing segmentation results for test scans 1, 3, 5, 6 and 9.
The segmented volumes are outlined in white on the inside and in black on the outside, and
superimposed on the original scan data. From left to right the manual segmentations are
shown (see Section 3.2.2), the segmentations by an interactive method employing region-
growing and morphological processing (see Section 3.3.3), the segmentations by voxel
classification (see Section 3.3.4) and the segmentations made by the refined registration
scheme (see Section 3.3.1).
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Figure 3.7: Segmentation results for 4 methods and a human observer, measured by over-
lap fraction (Eq. 3.1) with the reference standard. The human observer segmented 4 of
the 20 lungs. The gray line gives the fraction of high density tissue (voxels > −500 HU)
present in the reference standard, serving as an indicator of the segmentation difficulty
level. The ‘lung number’ on the X-axis consists of an L or R (indicating left or right lung)
together with the test scan number. These results are also summarized in Table 3.2.

The mean absolute surface distance is a symmetric border positioning measure inte-
grated along the entire surfaces. Let dmin(Sa, Sb) be the average (minimal) distance from
all points a on surface Sa to surface Sb. The mean absolute surface distance between Sa

and Sb is then:

MASD(Sa, Sb) = 0.5 ∗ [dmin(Sa, Sb) + dmin(Sb, Sa)]. (3.4)

Whether results differed significantly between methods was determined by performing
paired Student’s t-Tests, where a difference with p < 0.05 was considered significant.

Result 1: The automatic regiongrowing method was unable to adequately segment
the pathological test scans. Table 3.2 lists the average segmentation results for the four
methods using the three different measures. Results are averaged over all 20 lungs (10
left, 10 right) and for each method the following statistics are given: average, standard
deviation, minimum, first quartile (Q1), median, third quartile (Q3) and maximum. For
the overlap measure the results are also shown per lung in Figure 3.7. These results are
ordered by the part of high density tissue (defined as voxels with a value larger than −500
HU) present within the volume of the manual reference standard. The high densities are
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Table 3.2: Average segmentation results for 4 algorithms and a human observer, evaluated
using three measures. The algorithms are automated regiongrowing (Auto-RG, Sec. 3.3.2),
aided regiongrowing (Aided-RG, Sec. 3.3.3), voxel classification (VC, Sec. 3.3.4) and
refined segmentation-by-registration (REF-SR, Sec. 3.3.1). The measures are volumetric
overlap fraction (Eq. 3.1), Hausdorff distance (Eq. 3.3) and MAS distance (Eq. 3.4).
The distance measures are expressed in voxels. Differences between Auto-RG and the
other three methods are significant (p values 0.0001 and smaller). In Hausdorff distances
alone, the difference between voxel classification and refined segmentation-by-registration
is significant (p = 0.0002).

Measure Statistic Method

Auto-RG † Aided-RG VC REF-SR 2d obs. ‡

Overlap Mean 0.39 0.79 0.82 0.82 0.93

fraction Std. dev. 0.39 0.23 0.18 0.16 0.04

Minimum 0.00 0.17 0.36 0.38 0.88

Q1 0.00 0.71 0.78 0.70 0.90

Median 0.49 0.90 0.92 0.90 0.93

Q3 0.67 0.95 0.94 0.92 0.95

Maximum 0.97 0.97 0.96 0.95 0.97

Hausdorff Mean 54.04 16.94 26.88 14.95 10.59

distance Std. dev. 39.88 8.84 14.31 7.64 2.91

Minimum 8.94 8.60 5.75 6.78 7.28

Q1 13.34 11.90 19.93 9.23 8.57

Median 57.59 13.38 23.36 10.12 11.00

Q3 69.24 17.97 34.55 22.52 13.02

Maximum 143.30 36.69 52.62 29.43 13.08

MAS Mean 18.44 1.53 1.99 1.48 0.55

distance Std. dev. 24.49 1.68 2.66 1.22 0.27

Minimum 0.33 0.25 0.31 0.51 0.26

Q1 1.65 0.54 0.60 0.71 0.35

Median 8.21 0.76 0.93 0.81 0.54

Q3 25.16 1.92 1.78 2.20 0.74

Maximum 91.58 6.50 9.10 5.13 0.84

† For 3 out of 20 lungs the automatic regiongrowing method was not able to identify any
volume, leading to an empty segmentation volume. In such cases the distance measures
were undefined and were left out of the averaging. The true performance for this method
is thus worse than the numbers in the table indicate.
‡ The second observer performed segmentations of two test scans, results for this ob-
server are therefore averaged over 4 lungs.
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due to either vessels, bronchial walls or pathology. In normal lungs this adds up to ap-
proximately 4% of the volume, as measured from the 16 normal scans used to create the
atlas. Amounts well over 4% are due to pathology, and the part of high density voxels
serves as an indicator of the segmentation difficulty level. Figure 3.7 shows that the fully
automatic threshold-based morphological method (Auto-RG) fails in many instances: if
an (arbitrary) definition of success is set at 75% overlap with the reference volume, it fails
in 15 out of 20 cases. The interactive morphological method (Aided-RG), voxel clas-
sification and refined segmentation-by-registration perform significantly better (p values
0.0001 and smaller). Results for these three methods, together with the manual reference
segmentations, are shown for several test scans in Figure 3.6. Test scan 1 (Figure 3.6(a)–
3.6(d)) is the scan with the largest pathological volume, test scan 6 (Figure 3.6(m)–3.6(p))
the scan with the smallest.

Result 2: In segmenting high density tissues, both voxel classification and refined
segmentation-by-registration outperformed the manually aided regiongrowing method.
Between those three methods that were able to segment at least part of each lung suc-
cessfully in all cases, the average results mostly show no significant differences (Table
3.2). As one of those three methods is the interactive morphological method, this means
that averaged over the entire lung fields, it can not be said that regiongrowing per se fails.
This is caused by the fact that the abnormal areas we aim to focus on affect only a part of
the lung volume. The influence of completely or partially missing those abnormalities is
small on the average measures.

The overlap is therefore also given for smaller volumes of interest (VOIs) that are
blocks of a fixed size of 31x31x31 voxels, which constitutes approximately a quarter of
a scan in each direction. Distance measures could not be calculated in a reliable way
as typically only a small part of the lung surface was included in the VOIs. When the
VOIs are placed in lung regions containing normal (or the least abnormal) tissue, overlap
measures are as given in Figure 3.8(b). When they are centered on an abnormality, results
are as shown in Figure 3.8(a). Examples of the regions are shown in Figure 3.9, showing
the central slice of the VOI in coronal view on the scans containing the least extended
and the most extended abnormalities. In the abnormal areas, both voxel classification and
the refined registration method perform significantly better than interactive regiongrowing
(p = 0.014 and p = 0.007 respectively) while in normal areas, performance is about the
same. Although the results of the segmentation-by-registration on the abnormal areas are
better than those of the voxel classification for 7 of the test scans, this difference was not
found to be statistically significant (p = 0.14).

Result 3: Refined segmentation-by-registration achieved a significant improvement
upon straightforward segmentation-by-registration results. Table 3.3 lists results for straight-
forward and refined segmentation-by-registration. In the straightforward implementation
the segmentation was performed by applying the registration deformation to the binary
mask of the reference scan. In the refined method (as described in Sec. 3.3.1) the defor-
mation is applied to a fuzzy probability mask acquired through atlas-based registration,
after which the exact placement of the segmentation surface inside the border volume is
accomplished by voxel classification. Segmentation using the refined method leads to a
significant 26% reduction in MAS distances (p = 0.0004), and a significant 6% improve-
ment in volumetric overlap (p = 1.0 × 10−6). The Hausdorff distances are improved but
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(a) Overlap for abnormal lung VOIs.
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(b) Overlap for (relatively) normal lung VOIs.

Figure 3.8: Segmentation results for 4 methods and a human observer, measured by over-
lap fraction (Eq. 3.1) with the reference standard, in volumes of interest (VOIs). The
human observer segmented 4 of the 20 lungs. The gray line gives the fraction of high
density tissue (voxels > −500 HU) present in the reference standard (measured within the
VOIs), serving as an indicator of the segmentation difficulty level. The ‘lung number’ on
the X-axis consists of an A or N (indicating abnormal or normal volume) together with the
number of the test scan from which the VOI was taken. For segmentation of the abnormal
volumes in (a), significant differences were measured between voxel classification and in-
teractive regiongrowing (p = 0.014), and the refined registration method and interactive
regiongrowing (p = 0.007).
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(a) Abnormal area VOI for scan 1. (b) Abnormal area VOI for scan 6.

Figure 3.9: Examples of volumes of interest (VOIs) in abnormal areas. Shown is the
central slice of the VOIs in coronal view, on the scans containing the most severe and least
severe amount of pathology.

the difference is not statistically significant. The largest border positioning errors occur
at sites of (large scale) misregistrations and are not resolved by (smaller scale) refinement
of the border positions.

Result 4: None of the tested methods approached the performance of the second ob-
server in segmenting the most pathological scan. The effect of inter-observer variability
was not extensively studied. For two scans two manual segmentations were made. A sec-
ond observer segmented test scans 1 and 6, which are the scans with the most severe and
least severe amounts of pathology. Results are plotted in Figure 3.7 and listed in Tables
3.4 and 3.5. The tables give overlap fractions between on the one hand the segmentations
of the second observer and the automatic methods, and on the other hand the reference
standard, which is the segmentation of the first observer. For the severely pathological
scan 1, none of the methods can match the performance of the second observer.

3.5 Discussion

3.5.1 Segmentation accuracy

High density pathologies attached to the pleura prohibit accurate lung segmentation using
conventional methods based on thresholding and morphological processing. The auto-
matic conventional method we implemented fails on 8 out of 10 scans containing such
pathologies, whereas it accurately segmented the 15 normal scans used to build the atlas
for the registration scheme. It is clear that the segmentation of pathological scans requires
a different approach than the segmentation of normal scans.

Compared to the fully automatic regiongrowing method, the interactive one achieves
better overall segmentation results (Table 3.2 and Figure 3.7), but Figure 3.6 illustrates
that this method systematically fails to capture the dense abnormalities (in spite of mor-
phological post-processing). This is due to a lack of contrast between the pathological
lung and its surrounding tissues. Based on a sample consisting of 42 HRCT thorax ex-
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Table 3.3: Segmentation results for both lungs from all test scans, comparing straightfor-
ward segmentation-by-registration (SR) and refined segmentation-by-registration (REF-
SR). The measures used are volumetric overlap fraction (Eq. 3.1), Hausdorff distance (Eq.
3.3) and MAS distance (Eq. 3.4). The distance measures are expressed in voxels. Best
results (as compared between the two methods) are printed in bold-face. Differences are
significant in terms of overlap (p = 1.0 × 10−6) and MAS distances (p = 0.0004).

Overlap Hausdorff MAS

Scan, lung SR REF-SR SR REF-SR SR REF-SR

1, right 0.63 0.64 21.68 22.58 2.88 3.02

2, right 0.85 0.90 14.90 10.20 1.33 0.92

3, right 0.91 0.95 8.78 10.05 0.88 0.51

4, right 0.77 0.83 18.89 16.82 1.95 1.47

5, right 0.88 0.94 7.21 6.78 0.91 0.52

6, right 0.87 0.92 10.20 9.54 1.08 0.77

7, right 0.66 0.72 26.63 26.19 2.79 2.31

8, right 0.89 0.92 10.72 9.27 1.05 0.75

9, right 0.89 0.93 6.71 8.31 0.91 0.61

10, right 0.59 0.64 29.55 29.43 3.10 2.75

1, left 0.57 0.67 34.90 24.35 3.61 2.16

2, left 0.84 0.88 12.25 18.28 1.38 1.10

3, left 0.86 0.91 10.20 10.05 1.18 0.76

4, left 0.85 0.90 10.49 10.30 1.25 0.84

5, left 0.86 0.91 9.43 9.11 1.04 0.70

6, left 0.85 0.90 8.49 10.05 1.13 0.79

7, left 0.85 0.92 12.88 9.11 1.26 0.68

8, left 0.43 0.38 25.73 27.53 4.43 5.13

9, left 0.86 0.91 8.37 8.54 1.01 0.72

10, left 0.54 0.56 27.48 22.49 3.66 3.01
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Table 3.4: Segmentation results in terms of volumetric overlap fraction (Eq. 3.1) for test
scan 1, comparing a second human observer to the automatic methods.

Right lung Left lung

2d Human observer 0.91 0.88

Automatic regiongrowing 0.05 0

Interactive regiongrowing 0.49 0.17

Voxel classification 0.51 0.36

Segmentation-by-registration 0.64 0.67

Table 3.5: Segmentation results in terms of volumetric overlap fraction (Eq. 3.1) for test
scan 6, comparing a second human observer to the automatic methods.

Right lung Left lung

2d Human observer 0.97 0.95

Automatic regiongrowing 0 0

Interactive regiongrowing 0.96 0.92

Voxel classification 0.96 0.91

Segmentation-by-registration 0.92 0.90

ams scanned at our institute in normal clinical practice, we estimate that high density
pathologies presenting problems for conventional segmentation methods can be found in
approximately a fifth of all scans. Although alternative interactive tools may be devised
that allow a human observer to quickly segment a pathological scan, such methods can
obviously not be used in automatic systems that need to handle large amounts of scans.
Voxel classification and refined segmentation-by-registration perform significantly better
on abnormal areas in pathological scans (Figure 3.8(a)), without sacrificing accuracy in
normal areas (Figure 3.8(b)), and both these methods work without any human interac-
tion.

The differences in performance of refined segmentation-by-registration and of voxel
classification were found to be statistically significantly only in terms of the Hausdorff
measure. This result can probably be ascribed to the registration scheme’s (desirable)
property of automatically creating segmentations with a valid lung shape due to its im-
plicit lung model. The registration does however offer another important advantage over
voxel classification. From Figure 3.6 we see that voxel classification fails as well on parts
of the abnormalities. As with all methods that learn by example, the argument could be
made that the inclusion of more pathological scans in the training data would improve per-
formance. This would call for large amounts of pathological data which are both harder to
come by and more difficult to segment than data from normal or mildly diseased subjects,
as used in the refined segmentation-by-registration scheme.

With these advantages in mind, we consider the registration scheme our prime candi-
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date for further development. Judging from Figure 3.7, it performs adequately on scans
containing up to 30% of high density tissue within the lung fields, in which case approx-
imately a quarter of the lung volume is occupied by abnormal high density tissues due
to pathology. In comparison, the automatic conventional method failed on 9 out of 14
such lungs. For scans with more severe amounts of pathology, as of yet none of the tested
methods performs to satisfaction. For reliable deployment on such severely pathological
data, the registration scheme still requires substantial improvement.

Figure 3.10 illustrates the improvements that the refined segmentation-by-registration
scheme achieved over the straightforward one. Figure 3.10(a) gives the manual reference
standard. Figure 3.10(b) shows the segmentation result when the registration deformation
is applied to the binary mask of the reference scan, as in the straightforward scheme. Fig-
ure 3.10(c) shows the improved result achieved by using a probabilistic atlas and voxel
classification, as in the refined scheme. Image 3.10(d) is not a segmentation result, but in-
dicates the border volume of the refined scheme that is classified in the voxel classification
step. The arrows indicate ‘correct corrections’ and errors made by the voxel classification.
The black arrows indicate parts of the border volume that are properly relabelled (as seen
in Figure 3.10(c)).

Areas indicated by the white arrows are not considered for relabelling in the fine-
tuning step as they are not included in the border volume and therefore they remain as
errors in the final segmentation (Fig. 3.10(c)). More examples of this weakness are found
upon careful inspection of Figures 3.6(l) and 3.6(p). They reveal that the segmentation
after registration and fine-tuning does not accurately follow the sharp angles in the base of
the lungs. The refining voxel classification step would be able to remedy this, were it not
that the outermost points of the lung base are not included in the border volume. All these
effects are consequences of the resolution compromise made to avoid distortion of the
registration results due to pathology. Extension of the border volume prior to application
of the refinement step might remedy this, but it should be investigated up to which size
the border volume can be enlarged without affecting refinement accuracy.

As can be seen from Figure 3.8(a), none of the tested algorithms was able to accu-
rately segment the pathological lungs in scans 7 and 8. This is hardly surprising, as both
these scans contain lungs that deviate from normal regarding both intensity- and shape
characteristics. In both these scans the left and right lung are of unequal size. This is
demonstrated in Figure 3.11, showing the results for scan 8. On these scans, the regis-
tration scheme fails already in its early stages, when it tries to fit its implicit model of
two equally sized lungs unto the test scan. In cases such as these, the application of the
complete registration scheme to left and right lung separately could be beneficial.

Contextual information, such as the presence of two lungs of approximately equal
size is in most cases, can be a valuable tool to improve segmentation results and should
be exploited where possible. Therefore another extension that could be considered is the
combination of segmentations of different structures in the thorax. Detection of the rib
case and the bronchial tree would provide important clues for the localization of the lung
borders that could be used even in the presence of high density pathologies.

Tables 3.4 and 3.5 show that the manual tracings of scans 1 and 6 showed better agree-
ment with the manmade reference standard, than did the segmentations of the automated
methods, in the case of scan 1 (the most severely pathological scan) even considerably so.
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(a) Manual segmentation for scan 4. (b) Segmentation-by-registration, using the
binary mask of the reference scan.

(c) Refined segmentation-by-registration,
making use of a probabilistic atlas and voxel
classification.

(d) The border volume that is input to the
voxel classification step.

Figure 3.10: Segmentation results for scan 4 using segmentation-by-registration, illustrat-
ing the refinements made to the straightforward scheme. The black arrows in subfigure (d)
indicate regions that have been successfully relabelled in the voxel classification step. The
white arrows indicate regions that remain as segmentation errors after voxel classification
because they lie outside the border volume considered for refinement.
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In medical images normal anatomy can already exhibit such a wide variety in appearance
as to present formidable obstacles for reliable segmentation. When pathology is present,
this task becomes even harder. We may conclude that mild amounts of pathology were ad-
equately handled by the voxel classification and registration schemes, but the automated
segmentation in presence of severe pathology still remains a major challenge.

We have focussed our attention on segmentation of the lungs, but both the voxel clas-
sification and registration techniques can be applied to any complex segmentation task, as
they acquire their expert knowledge from manually traced examples.

In general, the segmentation of increasingly difficult (i.e. pathological) data should
ideally be handled by increasingly complex methods. It would make for a powerful sys-
tem if the strengths of the described approaches could be combined. Assuming such a
system would have to run unsupervised, it would have to start by applying a computation-
ally cheap algorithm and switch to increasingly time-consuming yet robust methods with
each attempt that fails. Considering this, adequate methods of automated failure detection
provide an important direction for further research.

3.5.2 Segmentation time

Table 3.6 gives an indication of calculation times for the various algorithms as they are
described in Section 3.3. All the segmentations were run under Windows XP on a PC with
2GB RAM and a 2.8 GHz CPU. A distinction is made between “off line” and “online”
calculations. The off line calculations — consisting of training of the systems and/or atlas
construction — are performed only once and are not repeated for the segmentation of
each test scan.

Off line time for the registration scheme is necessary for the creation of the atlas by
registering 15 scans. Online calculations consist of the registration between test scan
and reference scan, deformation of the pre-calculated atlas and voxel classification of the
border volume which includes creation of training and test data sets and classification.

Using the publicly available VTK CIGS Registration Toolkit, the elastic registrations
take a prohibitively long time of three hours per scan. This is however a gross overesti-
mation of the time required when using a modern dedicated implementation. The used
software package contains first generation elastic registration software that is known to
be slow. Over the past years, the registration community has been actively at work to
decrease calculation times. Methods to speed up the process drastically are already avail-
able, e.g. by utilizing non-uniform grids of (therefore less) control points [227], or by
developing an implementation dedicated to the registration of lungs specifically. Klein
et al. [231] focus on improving the optimization procedure, which commonly consists
of gradient-descent iterations. Computation of the derivative of the mutual information
upon every such iteration is computationally the most costly part of a registration process.
Their method employs an analytic gradient computation using B-spline Parzen windows
to estimate the joint histogram, as suggested by Mattes et al. [68]. Additionally, they
use very few samples of the image (randomly chosen upon every iteration) to compute
the derivative. This leads to a significantly lower computational cost per iteration while
maintaining the rate of convergence and final accuracy. Their implementation of the elas-
tic registrations was tested on two of our test scans. Online calculation times for the
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Table 3.6: Indication of calculation times. Entries marked with * indicate time spent by a
human interactor. Off line entries are necessary only once for training of the system and/or
atlas construction, they are not repeated for the segmentation of every test scan.

Method Off line Online

Complete manual segmentation — 13 hours *

Manual segmentation

with automatic interpolation — 3.5 hours *

Automatic regiongrowing — 3 min.

Interactive regiongrowing — 1 min. * + 2 min.

Voxel classification 10 min. 7 min.

Registration and voxel classification 45 hours 3 hours

refined segmentation-by-registration scheme were reduced from 3 hours to 15 minutes
without deteriorating the results (as evaluated with the measures described in Section
3.4). Further evaluation of the use of this method is still to be performed. Finally, it war-
rants mentioning that elastic registrations lend themselves well to parallel implementation
[232]. When for example the algorithms can be run on a dual processor, calculation times
are halved. It can therefore be concluded that with proper attention to hardware and im-
plementation, calculation times of a few minutes per scan are achievable if the registration
scheme is to be applied in clinical practice.

The voxel classification method requires off line calculation time for the creation of
data sets from the training data and for training of the classifiers. This takes only 10
minutes (rather than 9 times 7 minutes) as only 1/8th part of the voxels is taken as training
data from each training scan. Online calculations consist of the creation of a data set for
the test data and its classification.

The time required to run the voxel classifications is dominated by our use of a compu-
tationally expensive kNN classifier. Speedup of this scheme could be achieved by using
higher settings for the parameter ε [230] and/or by pruning of the data samples [233].
Alternatively one might opt to use a less complex classifier. It is reasonable to expect that
by exploring these options through careful and extensive testing, calculation times can
be brought down by at least a factor of two without significantly affecting classification
accuracy.

3.6 Conclusion

Conventional methods of lung segmentation that rely on large gray value contrasts be-
tween lung fields and surrounding tissues fail on dense pathologies. However, dense
pathologies are present in approximately a fifth of clinical scans, and for computer analy-
sis such as detection and quantification of abnormal areas it is vital that these pathologies
are not missed in the initial segmentation.

We propose a refined segmentation-by-registration scheme in which an atlas based
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(a) Manual segmentation
for scan 8.

(b) Interactive region-
growing.

(c) Voxel classification. (d) Segmentation-by-
registration.

Figure 3.11: Segmentation results for scan 8. This is a post-operative scan of a patient
with lung cancer. The left lung, abnormal in both texture and shape, can not be segmented
accurately by any of the tested algorithms.

segmentation of the pathological lungs is refined by applying voxel classification to the
border volume of the transformed probabilistic atlas. It is shown that this refinement step
introduces a significant improvement in segmentation accuracy compared to a standard
segmentation-by-registration approach.

The performance of the registration scheme is compared with that of two other fully
automatic algorithms — a conventional method and a voxel classification method — on
10 pathological scans. Both voxel classification and refined segmentation-by-registration
outperform the conventional method in segmenting the lungs including their abnormal
areas.

No statistical difference in performance was found between voxel classification and
the registration method. The registration however gives more visually pleasing results
than the voxel classification due to its implicit lung model. Furthermore it makes use of
an atlas built of normal scans that are easily segmented by conventional methods, whereas
the voxel classification requires training data covering all kinds of pathologies and thus
makes a demand for scans that are harder to come by and have to be segmented by hand.

The refined segmentation-by-registration scheme performs well on scans with up to
a quarter of the lung volume affected by high density pathology. However, a significant
improvement in speed is still to be achieved, and the method should be tested on a larger
amount of scans before it can be reliably deployed in clinical practice. For more severely
pathological scans, the accuracy achieved is still unsatisfactory.

Segmentation in presence of pathology continues to be one of the biggest challenges in
medical image analysis. We conclude that with our refined segmentation-by-registration
scheme we have taken a promising step in the right direction, but as of yet, performance
of a human observer remains unequaled by that of any of the automated methods.
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Chapter 4

Identification of abnormal lung tissue in
HRCT

This chapter is based on the manuscript “Computer-aided Diagnosis in High Resolution
CT of the Lungs”, by I.C. Sluimer, P.F. van Waes, M.A. Viergever and B. van Ginneken,
published in Medical Physics 30 (12), December 2003.

Abstract

A computer-aided diagnosis (CAD) system is presented to automatically distinguish nor-
mal from abnormal tissue in high-resolution CT chest scans acquired during daily clinical
practice. From HRCT scans of 116 patients, 657 regions of interest are extracted that are
to be classified as displaying either normal or abnormal lung tissue. A principled texture
analysis approach is used, extracting features to describe local image structure by means
of a multiscale filter bank. The use of various classifiers and feature subsets is compared
and results are evaluated with ROC analysis. Performance of the system is shown to ap-
proach that of two expert radiologists in diagnosing the local regions of interest, with an
area under the ROC curve of 0.862 for the CAD scheme versus 0.877 and 0.893 for the
radiologists.
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4.1 Introduction

High-resolution computed tomography (HRCT) scans can visualize the lungs with anatom-
ical detail comparable to that of gross pathological specimens or lung slices [8]. Whereas
conventional CT scans have a slice thickness in the range of 5–10 mm, HRCT scans are
made up of slices of approximately 1 mm. It is the extraordinary visual detail that has
made HRCT the method of choice in the evaluation of patients with suspected parenchy-
mal lung disease, but this also makes HRCT a difficult modality to assess.

An increase in the amount of data from HRCT chest exams is expected in the near
future with the introduction of multi-detector-row CT (MDRCT) scanners. New scanners
with 16 or more detector rows are able to create a contiguous high resolution volume of
the entire thorax within a single breath hold. The result is a nearly isotropic data set with
voxel dimensions well within the submillimeter range. With these scanners, in essence,
every CT examination will be HRCT. Apart from this vast increase in the amount of slices
per scan, the introduction of multislice technology has even been reported to lead to an
increase in the amount of scans acquired [234].

For a modality that can be challenging to read, this will put an excessive burden on
radiological resources. This calls for the development of CAD tools to streamline evalua-
tion processes. The aim of the work presented in this paper is to automatically distinguish
normal from abnormal tissue in HRCT chest scans acquired during daily clinical practice.

HRCT scans show a wide variety of patterns in the appearance of both normal and
pathological tissue. In “High-Resolution CT of the Lung” by Webb, Müller and Naidich
[8], a first subdivision on the appearances of abnormal lung tissue is made into four cate-
gories:

(a) linear and reticular opacities

(b) nodular or reticunodular opacities

(c) parenchymal opacification

(d) cysts and emphysema

Figure 4.1(a) presents regions of lung parenchyma chosen from our database as exam-
ples for these four categories, along with examples of normal lung tissue (E1 and E2). In
Figure 4.1(b) the lung fields can be seen from which these regions of interest were taken.
Within these four main textural categories however, many subdivisions can still be made.
The figures contain two instances for each category to illustrate this variety.

Given the large number of patterns in HRCT, the first type of computer assistance
needed is to distinguish between the appearances of normal and abnormal tissue. This
particular type of CAD has not received much research attention. A large amount of the
work on the automatic interpretation of chest CT scans is related to early detection of lung
cancer [235]. This involves nodule detection [123, 140], classification of nodules into
benign or malignant [161], and measurement of nodule size and growth rate in follow-up
studies [116, 236]. Other researchers have focused on the detection and quantification
of specific diseases or patterns, such as emphysema [92, 237] or ground-glass opacities
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(a) ROIs. (b) Complete slices.

Figure 4.1: Some regions of interest taken from slices of HRCT scans of the lung. Fig. (a)
shows the ROIs. Fig. (b) shows the complete lung fields from which those ROIs are taken.
Images A1 and A2 through D1 and D2 show pathological patterns chosen as examples for
each of the four main textural categories : A) linear and reticular opacities, B) nodular or
reticonodular opacities, C) parenchymal opacification, D) cysts and emphysema. Images
E1 and E2 show normal lung tissue. The images are displayed using window mean −600
HU and window width 1600 HU. Note that the lung slices in images A1, A2, B2, D1 and
D2 of Fig. (b) were mirrored horizontally. Reasons for this are explained in Section 4.2.1.
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[207]. Uppulari and co-workers [204, 205] developed a general system for regional lung
classification. They used small areas that were classified into one of six categories based
on fifteen texture features. Delorme et al. [203] use a pixel-based approach to classify
lung tissue in six classes using local texture measures. Shyu and co-workers [206, 214]
take a different approach to computer-aided diagnosis. They have developed a system
that retrieves reference cases similar to the case at hand from a proven database. Based on
large set of features, manually delineated pathological regions are first classified into one
of ten pattern categories and subsequently linked to a specific disease. From the images in
the database in the same disease subcategory, a similar image is presented. Normal lung
tissue is not represented.

In previous work on texture analysis in HRCT, cases to be included in the study were
chosen from specific patient groups. However, in the daily routine of a general hospital,
scans acquired show an extremely diverse appearance, both in normal and in pathological
regions. How will a CAD system perform in that clinical reality? In order to answer
this question, we collected scans from daily practice without any selection. From these
scans we extracted large regions of interest (ROIs) to be classified as representing normal
or abnormal lung tissue. To this end, we use a principled texture analysis approach,
extracting features to describe local image structure by means of a multiscale filter bank.
We compare various classifiers and feature subsets and the results are evaluated with ROC
analysis. The performance of the system is compared with that of two expert radiologists.

The remainder of the article is organized as follows: Section 4.2 describes the method,
starting out with the details of the data set, continuing with the explanation and motiva-
tion of the automated system and ending with descriptions of how the experiments are
conducted. In Section 4.3 the results are presented, followed by the discussion in section
4.4 and the conclusions in section 4.5.

4.2 Methods

4.2.1 Data set

From daily clinical practice we collected 167 scans from 167 different subjects without
any selection. All scans were acquired at the University Medical Center Utrecht, the
Netherlands, on Philips Tomoscan AV scanners (Philips, Best, the Netherlands). Patients
were in supine position. A tube voltage of 140 kVp and current of 175 mAs were used.
Data was reconstructed to 512x512 matrices. Slice thickness was either 1.0 or 1.5 mm
with 10 mm increment. The in-plane resolution was 0.59 mm on average, varying from
0.33 to 0.82 mm, depending on patient size.

From each scan, circular ROIs with a 80 pixel diameter were extracted from the pe-
ripheral lung region in slices at the height of the aortic arch. The circles were placed
manually by the first author by using the mouse to indicate the circle center. This was
done under the supervision of the radiologist responsible for setting the ground truth (as
described in the following).

In scans or regions of scans showing severe artifacts due to movement or the presence
of metal or contrast agents, no ROIs were placed. First, as many ROIs as possible showing
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abnormal lung tissue were extracted. The set was then filled up with a roughly equal
amount of ROIs showing normal lung tissue. As a result, the amount of ROIs taken from
each scan varied from one to six and a total of 116 scans was used. The final set contained
657 ROIs out of which 349 showed normal and 308 showed abnormal tissue.

Two considerations were taken into account in extracting the ROIs from the scans.
(1) Since the lung is not a homogeneous or isotropic entity, ROIs that are to be com-

pared to each other should be extracted from anatomically similar locations. Therefore
all ROIs were taken from slices at approximately the same height (the aortic arch) and
were located mostly in the anterior part of the left and right lung field. In the collection of
ROIs showing abnormal lung tissue, if only the posterior part of the lung field contained
an abnormality, the ROI was placed there. This was not allowed in the collection of ROIs
showing normal lung tissue. ROIs taken from the right lung and/or the posterior part of
the lung field were made to resemble ROIs taken from the left lung and/or the anterior
part of the lung field by simply mirroring the lung slice horizontally or vertically before
extracting the ROI. This was done to prevent a possible bias towards the location of the
ROIs in the lung as parts of the automated method are sensitive to direction.

(2) For every ROI encompassing (part of) an abnormality it was required that the ab-
normal tissue showed in at least 75% of its area. It is undesirable to use ROIs that contain
abnormalities in only a small part of their area because the texture measures employed in
the automated analysis perform averaging over the entire ROI area. The use of smaller
regions of interest would alleviate this problem but would on the other hand limit the size
of the abnormalities and abnormal textures identifiable by the system.

As a reference for the diagnosis of the ROIs we took the opinion of an expert chest
radiologist [over 30 years experience, the second author (P.F.v.W.)]. When assessing the
images, the radiologist reviewed the complete scan and classified the ROI as one showing
either normal or abnormal lung tissue. One might conceive that ideally, verified diagnostic
information should be available for each ROI. This ground truth should then come from
histology or be determined in follow-up studies. However, it is clearly impossible to
generate such information for the chosen ROIs. It is also not an option to limit our data set
to those patients for which biopsy or follow-up results are available. First of all, this would
completely alter our objective: we would have had to put severe restrictions on which
patients and what types of pathology to include in the study. Secondly, since disease
manifestations are not evenly distributed across the lung, it is questionable whether it is
possible to extract ROIs from the scans of these patients that encompass exactly the part
of tissue for which the aforementioned diagnostic information holds. Asking whether a
piece of lung tissue appears to be normal in a scan is, from our point of view, equivalent
to asking the opinion of an expert radiologist.

4.2.2 System overview

The textural appearance of the abnormalities in HRCT scans justifies a pattern recogni-
tion approach. ‘Learning by example’ or statistical pattern recognition methods are often
feature based methods [12]. Each ROI is represented by a vector of features and classifica-
tion is performed in feature space. From a set of training samples a classifier statistically
determines the decision boundaries in feature space, based on which new test samples
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(independent from the training data) can be classified. As a first step, before the classi-
fier is trained, the original feature vectors are subjected to a normalization and a feature
selection process:

Training phase:

(1) Compute all features
Input: train set
Output: feature vectors

(2) Normalization
Input: feature vectors
Output: scaling,offset, normalized feature vectors

(3) Feature selection training
Input: normalized feature vectors, classifier
Output: list of selected features, normalized feature vectors with only selected fea-
tures

(4) Classifier training
input: normalized feature vectors with only selected features, classifier
output: trained classifier

Testing phase:

(1) Compute selected features
Input: test set, list of selected features
Output: feature vectors with only selected features

(2) Normalization
Input: feature vectors with only selected features, scaling, offset
Output: normalized feature vectors with only selected features

(3) Classification
Input: normalized feature vectors with only selected features, trained classifier
Output: classification results

The following explains these procedures in detail.

4.2.3 Choice of features

Images can be represented by feature vectors in numerous different ways. We extract
feature vectors from our ROIs by means of a generally applicable filter bank method. The
ROIs are convolved with the filters in the filter bank and features are calculated from the
intensity distributions in the resulting set of filtered images. This has been shown [238]
to be a powerful approach to texture discrimination, that can outperform co-occurrence
features [239].
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Figure 4.2: The four basic filters. Top left: Gaussian. Top right: Laplacian. Bottom left:
Gaussian, first order derivative. Bottom right: Gaussian, second order derivative.

To discriminate between textures, the choice we made for the filters in our filter bank
was inspired by the presumed functioning of the early stages of the primate visual system.
As summarized by Malik et al. [240], the simple cells in the visual cortex can roughly
be grouped into three groups based on the shapes of their receptive fields: cells having
radially symmetric, oriented odd-symmetric or oriented even-symmetric receptive fields.
These types of receptive field are modelled well by various derivatives of the Gaussian
function:

G(�x) =
1

2πs2
exp

[−‖�x‖2

2s2

]
. (4.1)

The texture filters thus derived are insensitive to offsets in absolute intensity. In many
pattern recognition tasks this is a valuable invariance. In CT images however, the gray
values are calibrated and related to an actual physical quantity. They convey important
information about the imaged tissue that should not be ignored. We therefore extend
the set with a filter representing the Gaussian itself. Our filter bank then contains the
following filters (Fig. 4.2): (1) the Gaussian; (2) the Laplacian L(�x) = ∂2G(�x)/∂x2 +
∂2G(�x)/∂y2; (3) the first-order derivative ∂G(�x)/∂x (at 6 angles); (4) the second-order
derivative ∂2G(�x)/∂x2 (at 6 angles).

All these filters were calculated on scales s = 0.5, 1, 2, and 4 pixels.
The first and second order derivative filters are not radially symmetric. Of these filters

6 rotated versions were used with rotation angles spaced equally between 0 and π. The
filters that would result from rotations over angles between π and 2π are identical to these
(except for the sign change in the odd-symmetric filters).

The features that are extracted from the filtered images are the first four central mo-
ments of their gray value distributions. These are the mean, standard deviation, skew and
kurtosis and they are defined as follows, where summation is over all N pixels and xi

denotes the intensity at pixel i :

mean: μ =
1

N

N∑
i=1

xi, (4.2)
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std. dev.: σ =

√√√√ 1

N − 1

N∑
i=1

(xi − μ)2, (4.3)

skew: w =
1

N

N∑
i=1

[
xi − μ

σ

]3

, (4.4)

kurtosis: k =
1

N

N∑
i=1

[
xi − μ

σ

]4

− 3. (4.5)

Alternatively, Eqs. 4.2–4.5 can be seen as summations over bins of the histogram of
the filtered image. Histograms are used in texture analysis to decouple the appearance of
textural primitives in the image from their exact spatial location. The entire histogram
could be used as a feature vector, but to create a more sparse representation it can be
expanded into its moments. For a histogram displaying a Gaussian shape, the third and
fourth moments as defined in Eqs. 4.4 and 4.5 would be zero.

4.2.4 Normalization and feature selection

The described method results in a large amount of features. Some of these features will
be correlated and not all the features have equal discriminatory power. A more dis-
criminatory subset of features can be chosen by means of feature extraction or selection
[241, 242]. Feature selection is the process of directly choosing a subset of the original
features. In feature extraction linear or nonlinear combinations of the original features are
made.

We have chosen to do feature selection. For this we use a sequential forward search
(SFS) [243]. SFS is a wrapper approach, using as its optimization criterion the perfor-
mance of a classifier. Features are added to the chosen subset in a stepwise fashion. In
each step, the feature that most increases classification performance is added. SFS is a
greedy algorithm: once a feature has been added to the subset it will not be removed,
although in some cases this could increase performance. SFS does not guarantee to find
the optimal subset of features, but it is a favorable approach in terms of computational
cost.

For each experiment we used the same classifier and the same method of measuring
its performance both in the SFS procedure and in the rest of the experiment.

Depending on the classifier, classification results are influenced by scaling of the fea-
ture space. We chose to normalize all features independently to zero mean and unit vari-
ance. This is done on the train data. The calculated scalings and offsets are then stored
and also used on the feature vectors calculated for the test data.
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4.2.5 Choice of classifier

Any classifier could be trained to discriminate between the classes in feature space. We
evaluated a linear discriminant (LD) classifier, a quadratic discriminant (QD) classifier,
a support vector machine (SVM) and a k-nearest-neighbors (kNN) classifier. All these
classifiers can be used to perform a hard classification, where the output of the classifier
is a class label. The LD, QD and kNN classifiers were also used to perform soft clas-
sifications. The output of the classifier is then a set of probabilities that the test sample
belongs to each of the classes that the classifier was trained on.

The LD and QD classifiers [12] assume Gaussian distributions for the data. Their
linear or quadratic decision boundaries (in hard classification) or their a posteriori proba-
bilities of class membership (in soft classifications) are calculated directly from the means
and covariance matrices of the data. Additionally, the LD classifier assumes that the co-
variance matrices for each class are equal.

The kNN classifier [12] is a nonparametric classifier that can generate a decision
boundary of arbitrary complexity. The class label of a new data sample is determined
by means of a majority vote amongst its k nearest neighbors in feature space. For soft
classification, the probability that a sample belonged to class C is taken to be the percent-
age of the k nearest neighbors that belongs to class C.

Support vector machines [244] have recently gained popularity. They determine their
decision boundaries by choosing a set of samples from the data (called the support vec-
tors) that can be used to describe those boundaries. They embed the features vectors in
a high dimensional space through a kernel, which makes feature extraction implicit in
the training procedure. Therefore we have not performed feature selection with the SVM
classifier.

For the kNN classification we used the ANN library by Arya and Mount [230]. For
the SVM classifier we used the implementation by Duin et al. in the Matlab toolbox
“PRTools” (Version 3.0)1. This implementation selects an optimal kernel for the SVM
during training.

4.2.6 Cross validations

To make optimal use of the available data, all experiments were performed as cross valida-
tions. We used fourfold cross validations, dividing the data set into 4 parts and performing
the experiments 4 times. Each time a different fold was used as test data and training was
performed on the remaining 3 folds. On average there were 493 ROIs in the train set. The
subdivision into folds was made randomly and care was taken to perform this subdivision
on the basis of the scans, not the ROIs themselves. In this way we ensured that the ROIs
from a particular scan were always all in the train set or all in the test set. It was therefore
never the case that both test and train set contained ROIs from the same scan.

1R. P. W. Duin, PRTools Version 3.0, A Matlab Toolbox for Pattern Recognition, January 2000,
Delft University of Technology, http://www.ph.tn.tudelft.nl/prtools/
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4.2.7 Performance evaluation

Evaluation of system performance is by means of receiver operating characteristic (ROC)
curves [13]. The ROC curves shown in the figures were calculated using the program
LABROC1 (version 1.2 for IBM-PC) [13]. The values that are given for the area under
the ROC curve Az are the mean and standard deviation of the values of Az for the 4 folds
in the cross validations.

4.3 Results

The objective of the work presented in this paper is to automatically distinguish between
the appearance of normal and abnormal lung tissue in HRCT scans of the lung. We use
a principled texture analysis approach to tackle this normal vs. abnormal classification
problem. In Sections 4.3.1–4.3.3, results of experiments are described detailing various
aspects of the computer method. In Section 4.3.4, performance of the automated method
is compared to that of two expert observers.

4.3.1 Comparison of classifiers

For the comparison of the LD, QD and kNN classifiers, an experiment was performed
employing a soft classification, using normalization and feature selection by means of
SFS. The optimization criterion for feature selection was Az and the maximum number of
features allowed to be chosen was 10. All classifiers were trained and tested on the same
(random) subdivision into test and train sets. For the kNN classifier k = 23 turned out to
give the best results.

For both LD and QD classifiers Az was 0.821 ± 0.020. The kNN classifier gave a
slightly better performance with Az = 0.849 ± 0.039.

We also compared the performance of an SVM with the kNN classifier. Because it
is not straightforward to perform a soft classification using an SVM, a hard classification
was performed. This comparison experiment was another fourfold cross validation, again
using the same subdivision into test and train sets. After optimization of their parameters
both SVM and kNN classifiers achieved comparable results as they gave classification
accuracies of 0.76 and 0.77 respectively.

For both ease in implementation and ease in the use for soft classifications the kNN
classifier was chosen. An optimization experiment was conducted varying k as well as the
maximum size of the feature subset during feature selection. Using k = 23 and a maximal
subset size of 4 features the best results were obtained, giving an Az of 0.862 ± 0.025.
For the remaining experiments a kNN classifier was used with k = 23 and a maximum of
4 features was allowed to be selected in the SFS procedures.

4.3.2 Effect of train set size

Figure 4.3 shows the dependence of Az on the amount of ROIs in the train set. For this
experiment, 24 scans (133 ROIs) were randomly chosen to serve as a fixed test set. Out of
the 92 scans (524 ROIs) that were left, scans were chosen randomly and added to the train
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Figure 4.3: System performance in classifying a fixed test set containing 24 randomly
chosen scans (133 ROIs), as a function of the size of the train set. The train set is expanded
with one scan (1 to 6 ROIs) at a time. Each time the complete system is re-trained and Az

is computed on the test set.

set one by one. Upon each addition, all elements of the system (i.e. normalization, feature
selection and classification) were re-trained. After each such iteration, its performance on
the test set was evaluated.

It can be seen that the performance in classifying the fixed test set fluctuates as a
function of the data that the system was trained on; addition of a scan to the train set can
degrade performance after re-training. After the train set has reached a size of 300–400
ROIs there is no more increase in the average performance. During the fourfold cross
validations used for all the experiments there were on average 493 ROIs in the train set.
This ensured that the size of the train set did not pose restrictions on the performance of
the system.

4.3.3 Comparison of feature subsets

In Tables 4.1 and 4.2 results are presented using subsets of the features, with and without
the use of feature selection. The entries in these tables are values of Az averaged over the
4 folds in the cross validations.

Table 4.1 summarizes results for subsets using sets of filters calculated on different
scales. In the middle column are results for each such subset when all its 56 features
were used; no automatic feature selection step was performed. In the right column are the
results when using SFS to select at maximum 4 features from the original 56.

When using SFS, results either improve or do not alter significantly. The best result is
obtained using filters calculated on scale s = 0.5 and with SFS.

Table 4.2 contains results for feature subsets with respect to scale as well as filter type.
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Table 4.1: Classification results for different subsets of the features, given as the average
value of Az over the four folds in the cross validations. The difference between the subsets
is the scale at which they were calculated. Results in the left column were obtained using
all 56 features in each subset, results in the right column were obtained using SFS.

Scale (in pixels) All features SFS

s =0.5 0.796 ± 0.054 0.845 ± 0.025

s =1 0.816 ± 0.023 0.826 ± 0.036

s =2 0.822 ± 0.044 0.826 ± 0.024

s =4 0.771 ± 0.045 0.793 ± 0.029

Table 4.2: Classification results for different subsets of the features, given as the average
value of Az over the four folds in the cross validations. Results are given for subsets using
different filter types on different scales. For each combination, results are given with and
without the use of SFS.

Gaussian filter only All filter types

Single scale (s = 0.5) 0.858 ± 0.051 (all features) 0.796 ± 0.054 (all features)

0.852 ± 0.043 (SFS) 0.845 ± 0.025 (SFS)

All scales 0.843 ± 0.053 (all features) 0.801 ± 0.039 (all features)

0.852 ± 0.052 (SFS) 0.862 ± 0.025 (SFS)

For each set, two results are given. One result is obtained using all features in the set, the
other result is obtained using SFS to select from those a more discriminatory subset.

Comparing the results obtained with and without the use of SFS, we see that perfor-
mance goes down when using SFS on the feature set derived from the Gaussian filter on a
single scale. Feature selection is only beneficial when many features are used and/or fea-
tures are correlated or do not all have discriminatory power. Correlation exists between
features derived from a single filter type on multiple scales, and it exists between features
derived from a several filter types on the same scale. The feature set for the Gaussian
filter on a single scale contains only 16 features and does not contain highly correlated
features, which explains why the use of feature selection degrades performance.

The results obtained using all filter types are lower than the results obtained using
only the Gaussian filter, except when all filter types are included on all scales and feature
selection is employed. In this case the best performance is obtained, as well as a smaller
spread of Az values over folds.

4.3.4 System performance compared to expert observers

System performance was compared to the performance of two expert observers by com-
paring ROC curves. Both observers are experienced chest radiologists (over 15 years
experience). They were asked to review each ROI and give a confidence rating for it on a
continuous scale, indicating their impression of the likelihood that the ROI belongs to the
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Table 4.3: Values of Az for two expert observers and the automated system.

Observer 1 : global diagnoses Az = 0.898 ± 0.012

Observer 2 : global diagnoses Az = 0.931 ± 0.010

CAD scheme Az = 0.862 ± 0.025

Observer 1 : local diagnoses Az = 0.893 ± 0.012

Observer 2 : local diagnoses Az = 0.877 ± 0.013

abnormal class.
Both observers diagnosed all ROIs twice, with an interval of 4 months between the first

and second reading. In the first reading we deliberately restricted the observers to using
the same amount of information available to the computer program. They were presented
with only the isolated ROIs, as circular images cut from the original scans. They did not
have access to the context of the ROIs in the form of the rest of the slice or scan. These
diagnoses will be referred to as ‘local’ diagnoses in the remainder of this paper. In clinical
practice however, a radiologist would never be asked to diagnose a region of interest
without taking into consideration the rest of the scan. Therefore, in the second reading,
the observers were presented with the ROIs as yellow circles superimposed upon the
original scans. Again they were asked to set a diagnosis specifically for the tissue visible
within the ROI, but now it was possible for them to review the complete scan. Observer
diagnoses set in this way will be referred to as ‘global’ diagnoses in the remainder of this
paper.

Figs. 4.4 and 4.5 show the resulting ROC curves. Each figure also contains the ROC
curve for the automated system. The automated system made use of the features of all
filter types on all scales and SFS (best performance in Table 4.2). Values for Az are listed
in Table 4.3.

Comparing the performance of the automated system (thick solid line in Figs. 4.4 and
4.5) with the performance of the two observers when presented with the isolated ROIs
alone (dotted lines in Figs. 4.4 and 4.5), each of these three ROC curves lies within
the 95% confidence intervals of the ROC fit of the other two curves, as given by the
LABROC1 program.

Figure 4.6 shows eight ROIs that are misclassified by the computer when putting a
threshold of 0.5 on its soft classification results. From both the false positives and false
negatives 4 examples were chosen randomly. ROIs A1 through A4 are the actually abnor-
mal cases, ROIs B1 through B4 are the actually normal cases. Figure 4.6 clearly illustrates
the complexity of this task (considering e.g. the visual similarity between ROIs A1 and
B2).

4.4 Discussion

The discrimination between normal and abnormal tissue in HRCT scans of the lung is not
an easy task. This can be clearly seen from the performance of the two expert observers in
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Figure 4.4: ROC curves measuring the performance of the computer [Az = 0.862], expert
observer 1 presented with only the isolated ROIs [Az = 0.893] and expert observer 1,
presented with the ROIs in context of the entire scan [Az = 0.898].
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Figure 4.5: ROC curves measuring the performance of the computer [Az = 0.862], expert
observer 2 presented with only the isolated ROIs [Az = 0.877] and expert observer 2,
presented with the ROIs in context of the entire scan [Az = 0.931].
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Figure 4.6: Examples of ROIs that are misclassified by the computer when putting a
threshold of 0.5 on the confidence rating. A) false negatives — four randomly chosen
examples, B) false positives — four randomly chosen examples.
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Figs. 4.4 and 4.5. High inter- and intraobserver variabilities in the interpretation of these
types of scans have also been reported in the work of Uppaluri and co-workers [205].
Here average interobserver agreements of around 50% are mentioned for classification
experiments using 6 classes. Other previous work on texture classification in HRCT scans
also consists of classifications into multiple categories. References 13 and 14 use a 6-class
classification scheme with one of the 6 classes being ‘normal’. Both report accuracies for
hard-classification experiments of around 70%. These results are not directly comparable
to the results presented in this paper as they cannot be translated to the 2-class case without
knowing the confusion matrix.

As a reference for the diagnoses of our ROIs we have used the opinion of a single
expert radiologist. Unfortunately a ground truth established by a consensus panel of ra-
diologists was not available. This means that in evaluating the performance of both com-
puter and observers, we measure their ability to reproduce the opinion of a single expert.
This sets a potential limitation to performance as inter- and intra- observer variabilities
are implicitly incorporated. We tried to limit this effect by asking the most senior expert
chest radiologist involved in this study to establish the ground truth.

To classify the ROIs with the automated method, we extracted features from them
by means of several types of filters on multiple scales. Classification experiments were
performed using different classifiers, with and without feature selection. In general it can
be seen that good performance can be obtained for many different subsets of features,
even for subsets derived from a single filter on a single scale. Best results with least
variance over different test sets are obtained using SFS on a feature set derived from all
filter types on all scales. In this configuration, the computer achieves a value of 0.86 for
Az. From Figs. 4.4 and 4.5 it can be seen that its performance is slightly worse than that
of the expert observers when presented with the isolated ROIs.

Although all tested classifiers (LD, QD, kNN, SVM) performed well, we have chosen
to use the kNN classifier. It achieved slightly better results and is considerably easier to
use in soft classification schemes than e.g. a support vector machine.

When using many and correlated features, the use of feature selection can be expected
to improve classification results. As can be seen in Table 4.2, the system benefits more
from the use of SFS for the larger feature sets containing features for all filter types (the
right column) than for the smaller feature sets containing features for only the Gaussian
filter (the middle column). However, SFS does not guarantee to find the optimal subset
of features and performance even degrades when using SFS on the feature set for the
Gaussian filter on a single scale. The use of a more sophisticated feature selection scheme
could improve these results.

The data used for the experiments presented in this paper consisted of a set of ROIs.
A logical extension is to apply the analysis to entire lung regions, making it possible
to perform an automated evaluation of an entire scan. Furthermore, when contiguous
three-dimensional (3D) scans become available in the near future, a second logical (and
straightforward) extension is to use the proposed filter bank method on 3D ROIs.

The ROIs we used were circular with a 80 pixel diameter. This size was fixed in this
work. Two opposing criteria play a role in determining the size for the ROIs. On the one
hand, the use of small ROIs has as a result that textures with primitives larger than the
ROI size cannot be recognized. On the other hand, when using large ROIs, small patches
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of abnormal tissue will not be recognized (due to averaging over the ROI). One could
even argue that the size of the ROI should depend on the size of the lungs and/or on the
resolution in the image. Further research is necessary to establish the influence of the ROI
diameter on system performance as well as observer performance.

It should be borne in mind that the automated system operates on local information
alone. Its performance is shown to approach that of the expert observers when presented
with the isolated ROIs. However, contextual information plays an important role in estab-
lishing diagnoses. This is clearly illustrated by the ROC curves for the global and local
readings of observer 2 in Figure 4.5.

For example, a source of error to be considered is that of vessels and bronchi being
mistaken for abnormal structures. In the work of Delorme et al. [203] — in which 5×5
pixel ROIs are used to classify all pixels in the entire lung field into one of 6 categories
— it is noted that classification of the normal anatomical structures proves difficult. This
problem will be less pronounced with the use of larger ROIs, but it is always likely that
unusual intersections through bronchi and vessels are classified as abnormalities. The
availability of 3D scans can play an important role in correcting this. For these scans it
would be possible to make a segmentation of the bronchial and/or vessel trees, effectively
eliminating those structures prior to the analysis. This is one example of how global
information could be incorporated into the system.

4.5 Conclusion

We demonstrated the use of a computer-aided diagnosis system in the distinction between
normal and abnormal tissue in high-resolution CT scans of the lungs. The system is based
on a general principled pattern recognition approach, calculating features from filtered
images on multiple scales. The filters used were the Gaussian, its first and second order
derivative and the Laplacian. Considering the large amount of features this results in, a
feature selection step was necessary, for which sequential forward search was used. Of the
tested classifiers, the k-nearest-neighbor classifier gave the best performance. Features
extracted by means of a Gaussian filter on a single scale were enough to achieve good
classification results. Slightly better results, with less variance over the different test sets,
were obtained including all filter types on all scales and employing feature selection. The
computer system is shown to approach the performance of the two expert observers in
diagnosing local regions of interest and can be used to bring possibly abnormal areas to
the radiologists’ attention.
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Chapter 5

Detecting multiple classes of abnormal
lung tissue in HRCT

This chapter is based on the manuscript “Automated Detection of Multiple Classes of
Abnormalities in High Resolution CT Images of the Lung”, by I. Sluimer, M. Prokop, I.
Hartmann and B. van Ginneken, submitted for publication.

Abstract

An automatic method for textural analysis of complete HRCT lung slices is presented.
The system performs classification of regions of interest (ROIs) into one of 6 classes: nor-
mal, hyperlucency, fibrosis, ground glass, solid and focal. We propose a novel method of
automatically generating ROIs that resembles freehand drawing. The use of such regions
rather than square regions is shown to improve performance of the automated system by
7 to 10%. Furthermore, the use of two different, previously published, feature sets is
investigated. Both feature sets are shown to yield similar results. Classification perfor-
mance of the complete system is characterized by ROC curves for each of the classes
of abnormality, and compared to three expert readings in terms of agreement and kappa,
on a per-region as well as a per-slice level. The different types of abnormality can be
automatically distinguished with areas under the ROC curve that range from 0.74 (focal)
to 0.95 (solid). The kappa statistics for intraobserver agreement, interobserver agreement
and computer vs. observer agreement were 0.70, 0.53 ± 0.02 and 0.40 ± 0.03 respec-
tively. The question whether or not a class of abnormality was present in a slice could be
answered by the computer system with an accuracy comparable to that of the radiologists.
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5.1 Introduction

High-resolution CT (HRCT) is the method of choice to image diffuse parenchymal lung
disease (DPLD) [8, 211, 245]. There is low interobserver agreement in interpreting these
examinations though [246], and diagnostic confidence can be increased by combining
clinical, radiological and histopathological clues. Unfortunately even then a reliable gold
standard remains elusive [247]. Diagnosis of DPLD clearly forms a challenging field even
for experts.

We aim for computer assistance in the radiological corner of the diagnostic triangle.
An important aspect of the interpretation of HRCT exams is the classification of textures
[8]. Application of pattern recognition techniques from computer vision to the identifica-
tion of such textures may result in improved diagnostic confidence and consistency.

In an earlier study, we investigated the use of an automated system for the discrimi-
nation between normal and abnormal tissue in HRCT scans of the lungs [210]. The work
presented here is an extension to the discrimination of multiple classes of abnormality.
Additionally, the analysis here is performed on regions covering the entire lung field,
rather than on a specific subset of large regions chosen manually.

Earlier work on computer analysis of signs of DLPD includes the recognition of usual
interstitial pneumonia [203], the detection of ground glass opacities [207] and the work of
Shyu and co-workers on similar image retrieval from a database of proven cases of lung
disease [206, 214].

The work presented here is focussed on the automated identification of multiple classes
of textural abnormalities in HRCT of the lungs, without restriction to a certain disease.
Previous studies of this type were performed by Uppaluri et al. [205] and Uchiyama et al.
[209]. The work of Uppaluri et al. [205] involved classification of regions of interest
(ROIs) into 6 textural classes. Regions representative of each of the tissue patterns were
outlined in CT scans from 72 subjects to serve as training data. In an experiment on 6
slices, performance of the automated system was compared to that of 3 expert observers,
yielding an average kappa statistic of observer agreement of 0.42 ± 0.08. The average
kappa statistic for the agreement between the computer and the observers was 0.39± 0.03.
Uchiyama et al. [209] presented a system employing neural networks that also performed
classification into 6 textural classes. Abnormal areas were delineated in 315 HRCT im-
ages from 105 patients, yielding training and test data. They reported good results for
multiclass classification and also reported that it was possible to determine automatically
if a slice contained abnormalities.

In both works, the lungs were subdivided by a grid of square regions prior to analysis.
In this paper we investigate the influence on classification performance of the choice of
ROIs. We propose a method of creating locally adaptive ROIs that change size and shape
as determined by textural information in the image to be analyzed.

Segmentation into regions of interest based on gray value and textural properties can
be achieved in many ways. Examples are watersheds, first introduced by Vincent and
Soille [248], which can incorporate textural properties [249], and the framework of nor-
malized cuts [240, 250]. The method presented here is novel and less elaborate in imple-
mentation. It is a region merging approach based on clustering, that does not require user
interaction and is easily tuned to the specific subsequent classification task.
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Further, in previous works [205] and [209], different approaches to feature-based pat-
tern recognition were taken. In this paper the use of feature sets representative of both
approaches is compared. Uppaluri et al. [205] take the approach of calculating many gen-
eral purpose features and automatically choosing a most discriminatory subset. We have
used the same approach in previous work on the detection of abnormalities in HRCT of
the lungs [210]. In this study we therefore use the feature set from [210] as representative
of that approach. The other set is taken from the work of Uchiyama et al. [209] represent-
ing the alternate approach of using a small set of features specifically designed to solve
the task at hand.

Finally, performance of the best system of automated classification is compared to
that of two expert radiologists. This comparison is made for classification of regions as
well as classification of complete slices. The results are given in terms of accuracy and
kappa as well as by confusion matrices, and are compared to results for interobserver and
intraobserver agreement.

In Section 5.2 the data set, the automated method of subdividing the lung fields into
ROIs, and the automated classification system are described. Section 5.3 details experi-
ments and results on the use of the new ROIs, the use of the two sets of features, as well
as the performance of the classification system as compared to the expert observers. In
Sections 5.4 and 5.5 a discussion of the results and the conclusions are given.

5.2 Methods and materials

5.2.1 Data set

From daily clinical practice 90 scans were collected of 90 different subjects who under-
went an HRCT scan of the chest. Collection proceeded consecutively without selection on
subject or diagnosis, until a sufficient amount of scans showing pathology was obtained.
During this procedure, only completely normal scans and scans showing severe artifacts
due to movement or the presence of metal or contrast agents were excluded.

All scans were acquired at the University Medical Center Utrecht, the Netherlands, on
Philips Tomoscan AV scanners (Philips, Best, the Netherlands). Patients were in supine
position. A tube voltage of 140 kVp and current of 175 mAs were used. Data was
reconstructed to 512x512 matrices. Slice thickness was either 1.0 or 1.5 mm with 10 mm
increment. The in-plane resolution was 0.59 mm on average, varying from 0.33 to 0.82
mm, depending on patient size.

From each scan a single slice in the lung region affected by pathology was chosen by
the first author (I.S.), with a preference for slices in the midsection of the lungs to max-
imize the lung volume visible in a slice. A segmentation of the lung fields was obtained
with a simple algorithm making use of thresholding and component labelling. Segmenta-
tion errors due to high density tissue connected to the pleura were corrected manually.

Two experienced chest radiologists (M.P. and I.H.) with specific expertise in CT of the
lungs were involved in this study to provide a reference standard for classification. They
were responsible for establishing a classification protocol and subsequently performed the
classification of all regions.
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Out of the 90 slices used, 10 were chosen to serve as examples in discussions about
the protocol. These slices were also used for development of the unsupervised lung field
subdivision algorithm (Section 5.2.2). They were not used in any other part of study. We
refer to this set of 10 slices as the ‘orientation set’ throughout this work.

For the 80 remaining slices, a reference standard for classification was provided by
the two experts. For each region of interest, one of 6 classification labels could be chosen:
normal, hyperlucency, fibrosis, ground glass, solid or focal. Details on the classification
protocol can be found in the appendix. Subdivision of the lung fields in ROIs resulted in
10596 regions. Both experts classified all regions and after a two month interval one of
the experts did a second classification of all regions.

Analysis of pulmonary parenchymal disorders is a highly specialized task that can be
performed reliably only by experts in the field. Exact delineation of texture types in a scan
requires additional decisions on localization and placement of boundaries and is therefore
an even more cumbersome process — the total time required for a complete reading of all
regions ranged from 10 to 20 hours.

5.2.2 Unsupervised subdivision of lung fields

Automated analysis of the entire lung field requires a definition of regions of interest
(ROIs) as input to the system. In previous work rectangular grids were used. We propose
a new unsupervised approach similar to clustering as an alternative means of subdividing
the lung fields. The objective of the method is to create regions of homogeneous texture
within a certain size range and of roughly circular shape. This section describes the
algorithm.

In our approach, all pixels in the lung field start out as a region and regions are iter-
atively merged with neighboring regions if the merger increases a fitness measure. The
fitness measure is comprised of multiple terms that represent the multiple objectives of
the clustering process.

The basis of the subdivision algorithm is clustering. Each pixel in the lung fields starts
out as a cluster, and clusters are merged into progressively larger clusters. Clusters p and
q are merged if the fitness of the combined cluster x exceeds the average (weighed by
size) fitness of p and q:

F (x) ≥ s(p)

s(p + q)
F (p) +

s(q)

s(p + q)
F (q). (5.1)

The fitness is measured by certain characteristics (or features) of the cluster. Cluster
mergers are considered only between spatial neighbors. Two clusters are spatial neigh-
bors if at least one pixel of one cluster is a four-connected neighbor of one pixel of the
other cluster. This way, the clustering is performed in combined spatial and feature space.
The unsupervised algorithm is general in approach and can be applied to any spatial sub-
division task. The task at hand will define the exact clustering criteria.

For subdivision of the lung fields, we identified the following three objectives:

• The regions should be homogeneous in texture.

• The sizes of the regions should fall within a certain range.
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• The shape of the regions should be constrained to a more or less compact form.

Subject to these criteria, we measured the fitness of a newly formed cluster in terms
of compactness, size and textural (dis)similarity between its ‘parent clusters’. The fitness
F of cluster x is defined as:

F (x) = wsFSize(x) + wcFShape(x) + wtFTexture(x), (5.2)

FSize(x) = exp

[
−(s(x) − s̄)2

2σ2
s

]
, (5.3)

FShape(x) = exp

[
−(c(x) − c̄)2

2σ2
c

]
, (5.4)

FTexture(x) = exp

[
−T (x)2

2σ2
t

]
. (5.5)

The total fitness is a weighted sum of the fitnesses associated with each of the three
criteria. Eqns. 5.3 – 5.5 show that for each criterion, the fitness is given by the deviation
from a target value. For the size criterion, s(x) is the size of the region and s̄ is the target
(or mean) size of all regions. Similarly, c(x) is the compactness of the region and c̄ is the
target or mean value of the compactness of all regions. Compactness is defined as the ratio
of circumference and area. The meaning of T in the texture criterium is described below
(Eq. 5.7). The textural fitness is measured using the difference between textures of parent
clusters, so intrinsically the target value is 0. For each criterion, fitness decreases with
increasing deviation from the target value, taking into account a certain falloff or capture
range defined by σ. The target values and the accompanying values of σ are parameters
in the scheme.

To characterize the textural properties of a cluster or region we make use of filtered
versions of the original image. We represent the textural properties of a region x by the
mean within that region in each of n filtered images:

Texture(x) = {μx
i : i = 1, ..., n}. (5.6)

In our implementation these images are: the image itself, the gradient magnitude image
and the Laplacian image, so n = 3. The gradient magnitude and Laplacian images were
calculated by convolution with Gaussian derivative filters of scale σ = 0.2, as it was
determined in pilot experiments that derivative images on a scale close to the resolution
of the original image gave best performance.

Whether or not two parent clusters p and q should merge into a single cluster x is
determined in part by their difference in texture (Eqs. 5.2 and 5.5). This difference is
calculated from the texture features of p and q, and serves as a textural homogeneity
measure for the cluster x that is to be created:

T (x) = Δt(p, q) =
n∑

i=1

1

si

‖μp
i − μq

i‖. (5.7)

Here si is the standard deviation of the filtered image i, measured over the entire lung
field (i.e. the entire region that is to be divided into ROIs). A weighting of the differences
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Table 5.1: Parameters of the clustering scheme.

Weight Target value σ

Size 2 400 200

Compactness 6 1 0.3

Texture 1 (0) 4

in means by a factor 1/si is necessary to ensure all filtered images i have equal influence
on the textural difference.

At the core of the algorithm an ordered queue is maintained of viable candidate merg-
ers. A viable merger is one that increases fitness (according to the criterion in Eq. 5.1).
The queue is kept sorted on the fitness of the cluster created in the candidate merger.
Initially, each pixel starts out as a cluster. The mergers of each cluster with each of its
neighbors is considered as a candidate and inserted in the queue if viable. After this ini-
tialization, merger iterations start. In each such iteration, the most fit candidate merger in
the queue is executed. This leads to creation of a new cluster x and invalidation of parent
clusters p and q. Mergers of x with each of its neighbors are considered and inserted in
the queue if viable. Then the next most fit candidate merger is considered and executed
(provided the involved parent clusters still exist). This is repeated until the queue is empty.

Parameters of the clustering scheme as used in Eq. 5.2 are given in Table 5.1. These
values were determined heuristically during experiments on the 10 slices in the orientation
set. As the texture fitness is measured in terms of a difference between textures of the
parent clusters, its target is intrinsically zero and not a true parameter that can be varied.
Similarly, perfect compactness leads to an intrinsic target value of 1.

This procedure leads to regions with approximately the desired size distribution, but it
does not ensure hard limits on the sizes. To ensure this, two additional runs of the entire
scheme were executed. We chose lower and upper limits on size of 100 and 2000 pixels.
In a second run, mergers with a region smaller than 100 pixels were always considered
viable, effectively forcing each region smaller than 100 pixels to merge with the neighbor
yielding best (i.e. least decrease in) average fitness. A third run was performed to re-
cluster regions larger than 2000 pixels. Each of these regions was considered again (stand
alone) for clustering into smaller areas. After all three runs, all regions fell within the
strict size limitations of 100 and 2000 pixels.

Figure 5.1 gives three examples of the automatically generated ROI maps for slices
containing a substantial amount of pathology.

5.2.3 Automated classification system

The classification approach we take falls within the realm of statistical pattern recognition
[12]. To represent each ROI, the computer system makes use of a vector of features. In
the space of feature vectors, a classifier statistically determines the boundaries between
classes based on a set of training ROIs. The trained classifier is then able to provide a new
unseen test ROI with probabilities of belonging to each of the classes encountered in the
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training data, and consequently decide upon a single class label.

Classifier

In all experiments the system employed a kNN classifier. This is a nonparametric classi-
fier that allows for decision boundaries of arbitrary complexity in feature space. To assign
a category label to an unseen test sample S, a kNN classifier uses the k samples in the
training data closest to S — its k nearest neighbors. The probability that S belongs to
class C is taken as the fraction of the k nearest neighbors that belong to class C. We
used a fast implementation of this classifier by Arya et al. [230] that guarantees to find
the nearest neighbors with a certain precision ε. The ratio of the distance to the true kth

neighbor and the found neighbor is at most 1/(1 + ε). The parameters were set to k = 11
and ε = 2 on the basis of pilot experiments.

In the pilot experiments we tested other classifiers, as we did in a previous study
on normal/abnormal classification of regions in HRCT chest scans [210]. These other
classifiers yielded worse or comparable performance.

Feature sets

In this study, we compared the use of two sets of features previously published in litera-
ture.

Feature set 1 was based on the work of Sluimer et al. [210] and consisted of 96 fea-
tures. These features were 4 statistical moments in 8 filtered versions of the image, calcu-
lated on 3 scales. The 4 moments were the mean, standard deviation, skew and kurtosis in
each of the filtered images. The 8 filters applied to the original image were the Gaussian,
the Laplacian, the first order derivative of the Gaussian (in 3 orientations between 0 and
π) and the second order derivative of the Gaussian (in 3 orientations between 0 and π).
The scales were σ = 0.5, 1 and 2. This is a reduced set of features compared to the exact
feature set described in [210]. It makes use of one less scale value and half the amount of
orientations of the first and second order derivative of the Gaussian. Preliminary experi-
ments showed that this reduced set achieved equal classification performance.

A feature selection step was incorporated into the system whenever feature set 1 was
used, reducing the amount of features to a maximum of 10 statistically determined during
training to be the most discriminatory for the task at hand. Different methods are available
to perform feature selection [241, 242]. We used the method of sequential forward search
(SFS) [243]. In SFS, the most discriminatory subset is expanded one feature at a time, by
adding the feature that most improves classification performance.

Feature set 2 was based on the work of Uchiyama et al. [209] and consists of 6 fea-
tures. Three features were directly related to the gray value distribution in the unfiltered
image and consisted of the mean, standard deviation and fraction of pixels below −910
HU. Three features were geometric measures designed to detect the presence of nodular
components, line components and ‘multilocular’ components (e.g. honeycombing pat-
terns). To this end, thresholding and certain rules of object recognition were applied to
nonlinearly filtered images resulting from various morphological operations such as the
white and black top-hat transforms. The means in the resulting images were used as
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the geometrical measures. For a detailed description of these procedures, the reader is
referred to [209].

The two feature sets represent different approaches to feature-based pattern recog-
nition. Feature set 1 consists of many general purpose features and relies on a feature
selection process to statistically determine which are of most value for the classification
task at hand. Feature set 2 consists of a small amount of features specifically tailored
upon system design to incorporate expert knowledge about the intended task.

5.3 Experiments and results

In the following sections, experiments and results are described on the use of the auto-
matically generated ROI maps (Section 5.2.2), on the use of different feature sets (Section
5.3.2), on the performance of the automated classification system in comparison to the ex-
pert human observers in classification of regions (Section 5.3.3), and on classification of
slices (Section 5.3.4).

In Sects. 5.3.1 and 5.3.2) consensus data was used. The consensus data consisted of
all regions that were given the same classification label in all 3 expert readings. This was
the case for 7900 out of 10596 regions (74%).

In Sections 5.3.3 and 5.3.4 performance of the computer system is compared to read-
ings of the expert observers. This is done on all data, not just the consensus. Each expert
reading in turn is taken as the truth on which the system is trained and tested. Performance
with respect to each expert reading is averaged to yield a single measure of performance
of the computer versus the expert observers.

As a measure of classification performance we have calculated ROC curves for clas-
sification of each class separately. This is possible as the automated system assigns con-
tinuous probabilities to each region of it belonging to each of the 6 classes. This way
performance per class can be characterized by the area under the ROC curve Az rather
than a sensitivity/specificity pair, which represents only a single operating point. Ideally,
multiclass classification performance would be characterized by a single value, such as a
volume under the multiclass ROC surface. Unfortunately, extension of the concept of the
ROC curve to multiple classes is not straightforward en as of yet no accepted method of
calculating a multiclass ROC surface is available [251, 252].

As the expert observers did not accompany their classification labels with a level of
confidence, ROC curves cannot be computed to indicate agreement between expert read-
ings. Inter- and intraobserver agreement are therefore measured in terms of accuracy and
kappa. The performance of the automated system is compared to agreement between
observers with the same measures.

All experiments (whether on consensus data or on all data of a single expert reading)
were performed as cross validations. We used fourfold cross validations, dividing the
data into four parts of 20 scans and performing the experiments four times. Each time
a different fold was used as test data and training was performed on the remaining three
folds. Significance was measured by paired Student’s t-Tests over folds, with a probability
value of p < 0.05 indicating a significant difference.

The subdivision of the data into four folds of 20 scans was performed in a stratified
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Figure 5.1: Examples of the automatic lung field subdivision on three slices. The left
column shows the slices and the right column shows the ROI maps. The middle column
shows the ROI maps overlaid on the slices (in red).
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way. This ensured that all subsets of slices contained an approximately equal amount of
regions for each of the classes. This is a complex subdivision problem as the subdivision is
on the basis of scans, but stratification is on the basis of regions in the scans, and a single
subdivision is to yield acceptable stratification with respect to several differing expert
readings. We performed 500 random subdivisions and for each subdivision a stratification
penalty was calculated w.r.t. each expert reading. This penalty was defined as the sum
of squared differences between the target amount of samples per class per fold (as would
result from perfect stratification), and the actual amount. The subdivision with the lowest
average penalty was chosen.

5.3.1 Lung field subdivision

Comparison to freehand drawing

The quality of the automatically generated lung field ROI maps was compared to the
quality of a square grid with equal average region size (23×23 pixels). This was done
by comparing both ROI maps to manually traced outlines. To this end, one of the expert
radiologists performed classification of the lung field into one of the 6 categories by hand
in the 10 slices in the orientation set, by manually tracing outlines of an object of each
class. Figure 5.2 shows such a manual outline for an object of the class ‘solid’, and the
two types of ROI maps overlaid on the original slice.

For each slice, the compared ROI maps were placed on top of the manual reference
standard. To each region in the maps, a label was assigned according to the dominant
class in the reference standard contained within that region. The middle column of Figure
5.3 shows the representation by square and clustered regions obtained in this way for the
object outlined in Figure 5.2.

The quality of the classified ROI maps created thus was compared to the original free-
hand drawing in terms of overlap and the amount of mislabelled pixels. Ideally, all pixels
contained within each region would have the same class label in the reference standard,
giving rise to 100% overlap with the manual reference standard and zero mislabelled pix-
els. For the example object of class ‘solid’, the right column in 5.3 shows the mislabelled
pixels for each of the two different classified ROI maps. The fact that representation by
the clustered map gives an undersegmentation in this case is a coincidence.

The overlap between a manually drawn object Sm and its counterpart in the classified
ROI maps Sr is given by the intersection divided by the union:

O(Sm, Sr) =
‖Sm ∩ Sr‖
‖Sm ∪ Sr‖ × 100%. (5.8)

This measure is 100% for perfect agreement and 0% for complete disagreement.
The amount of misclassified pixels is given by:

M(Sm, Sr) =
‖Sm ∪ Sr‖ − ‖Sm ∩ Sr‖

‖Sm‖ × 100%. (5.9)

This amount is calculated relative to the total amount of abnormal pixels and can assume
any positive value. A value of 200% would indicate that when a manually drawn object
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Table 5.2: Comparison of lung field subdivisions to freehand drawing.

Square Clustered Increase

Overlap O 60 ± 16 % 73 ± 13 % +26%

Mislabelled fraction M 52 ± 20 % 32 ± 15 % -38%

of size S is represented by regions in a ROI map, this gives rise to an area of size 2S with
a classification label different than that in the reference standard. It does not measure the
size of the true overlap, if any.

The average values of O and M are given in Table 5.2 for representation by a square
grid and representation by the clustered grid. Use of the automatically generated maps
rather than a square grid of regions yielded a consistent increase in overlap (p = 0.006)
and decrease in M (p = 0.003). The increase in overlap ranged from 0 to 32 percentage
points. The average increase in overlap was 13 percentage points, representing a relative
increase of 26%. The decrease in M ranged from 3 to 51 percentage points. The average
decrease was 20 percentage points, representing an average reduction of 38%.

The quality of the clustered regions was assessed by the experts in practice as they
labelled regions in all the slices in the data set. The experts were given the option to label
a region as a ‘map error’ when they felt it contained textures of more than one category
(including ‘normal’) in an approximately equal amount. In reading 10596 regions, the
experts marked 49 (0.5%) of them as a map error. With on average 130 ROIs in a slice,
this represents approximately one map error in every 1.7 slices.

Performance in automated classification

After the experts performed their classification of 80 slices, the consensus data was used to
measure performance of the automated classification system on regions from the clustered
maps and on regions from the square maps.

When the automated system was trained and tested on the clustered map regions rather
than the square regions, an average increase in Az on the test scans was achieved of 7%
(p = 0.039) when using feature set 1, and an average increase in Az on the test scans
was achieved of 10% (p = 0.004) when using feature set 2. Table 5.3 shows the average
increase in Az on the test sets per class and for each feature set.

The proposed method of automatically generating adaptive regions of interest thus
represented a considerable improvement over subdivision by a square grid of regions. The
automatically generated regions allowed for a significantly better representation of the
objects drawn by hand by the expert. Furthermore, the use of the automatically generated
regions resulted in a significant increase in performance of the tested computer systems
for classification.
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(a) Segmentation by expert. (b) Square grid subdivision. (c) Automated subdivision.

Figure 5.2: Outline of an object of class ‘solid’ by an expert radiologist and two subdivi-
sions of the lung field into regions.

Figure 5.3: Left column: The manual segmentation of the object of class ‘solid’ from Fig.
5.2. Middle column: The representations of that object by regions in the square grid (top)
and by regions in the automatically generated clustered ROI map (bottom). Right: The
mislabelled pixels in each representation as compared to the manual segmentation.
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Table 5.3: Average increase in Az on the test sets.

Feature set 1

Class Square Clustered Increase

normal 0.82 ± 0.05 0.86 ± 0.04 4%

hyperlucency 0.72 ± 0.20 0.84 ± 0.06 22%

fibrosis 0.86 ± 0.08 0.89 ± 0.05 3%

ground glass 0.74 ± 0.08 0.81 ± 0.09 9%

solid 0.95 ± 0.08 0.98 ± 0.04 4%

focal 0.77 ± 0.15 0.76 ± 0.09 1%

all 0.81 ± 0.13 0.86 ± 0.09 7%

Feature set 2

Class Square Clustered Increase

normal 0.74 ± 0.09 0.80 ± 0.10 9%

hyperlucency 0.75 ± 0.19 0.79 ± 0.19 4%

fibrosis 0.92 ± 0.05 0.88 ± 0.06 -4%

ground glass 0.66 ± 0.17 0.79 ± 0.05 25%

solid 1.00 ± 0.00 1.00 ± 0.00 0%

focal 0.67 ± 0.10 0.81 ± 0.10 23%

all 0.79 ± 0.17 0.85 ± 0.12 10%
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Table 5.4: Classification performance of the computer system compared to the expert
observers: intraobserver agreement, interobserver agreement and the agreement between
the computer and the observers, measured by accuracy and by kappa κ.

Accuracy κ

Intraobserver 0.89 0.70

Interobserver 0.77 ± 0.01 0.53 ± 0.02

Computer vs. expert 0.75 ± 0.07 0.40 ± 0.03

5.3.2 Feature sets

As described in Section 5.2.3, we compared performance of the system with different
feature sets. No significant difference was found between the use of feature set 1 (from
[210]) or feature set 2 (from [209]). Performance of each system is shown in the column
‘clustered’ in Table 5.3.

5.3.3 Computer performance vs. observers: classification of regions

As a final system, we chose the system using feature set 1, operating on regions from
the automatically generated clustered maps. In this section, that system is tested on the
complete set of data. To this end, the system is trained and tested taking each of the
experts’ reading in turn as truth. All experiments were carried out as cross validations as
described at the start of Section 5.3, ensuring separation of test and train sets. For each
region in the test set, the trained classifier calculates posterior probabilities of belonging
to each of the 6 classes. To determine a single class label for a region, like the expert
observers did, the classifier chooses the class with the maximum posterior probability.
Results for each of the expert readings are averaged to indicate overall computer versus
observer performance.

The average performance per class is characterized by the ROC curves in Figure 5.4.
These curves were calculated from the posterior probabilities for each class. Each curve
represents the two-class classification problem of distinguishing regions from that partic-
ular class from all other data. Most difficult to distinguish was the class ‘focal’, with an
area under the ROC curve of 0.74. Most easily recognized was class ‘solid’, with Az =
0.95.

Agreement between experts was measured by accuracy and kappa (κ). Table 5.4 lists
the values for intraobserver agreement, interobserver agreement and agreement between
the computer system and the expert observers. Intraobserver agreement was highest with
κ = 0.70. Average interobserver agreement and average agreement between computer
and experts were lower with respective values of κ = 0.53 and κ = 0.40.

In order to gain insight into which pairs of classes accounted for most classification
errors, confusion matrices are given for interobserver agreement and for computer vs. ob-
server agreement in Tables 5.5 and 5.6. In absence of a reliable gold standard, no single
reading represents the truth. Therefore the confusion matrices are calculated symmet-
rically, summing entries on either side of the diagonal and leaving only one half of the
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Computer performance per class
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Figure 5.4: Average performance of the computer system measured by ROC for each class
separately.
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matrix. These half-matrices of agreement were averaged over all the pairs of readings.
All entries are expressed as fractions of the total amount of regions.

It can be seen that for the most part the computer and expert observers confuse the
same categories. A notable difference exists in distinguishing the classes ‘focal’ and
‘fibrosis’ from other classes, for which computer and experts disagree more frequently
than the experts do amongst each other.

Table 5.5: INTEROBSERVER AGREEMENT. Confusion matrix indicating agreement
between expert observers. Entries marked in boldface are more than half the size of one
of the associated values on the diagonal.

Normal Hyperlucency Fibrosis Ground glass Solid Focal

Normal 61.17 %

Hyperlucency 9.54 % 6.49 %

Fibrosis 0.59 % 0.15 % 1.99 %

Ground glass 2.74 % 0.20 % 0.78 % 1.97 %

Solid 0.10 % 0.00 % 0.16 % 0.13 % 0.81 %

Focal 5.08 % 0.36 % 1.20 % 2.00 % 0.25 % 4.30 %

Table 5.6: COMPUTER vs. OBSERVER AGREEMENT. Confusion matrix indicating
agreement between computer and expert observers. Entries marked in boldface are more
than half the size of one of the associated values on the diagonal.

Normal Hyperlucency Fibrosis Ground glass Solid Focal

Normal 64.89 %

Hyperlucency 8.58 % 4.84 %

Fibrosis 1.64 % 0.08 % 0.98 %

Ground glass 2.73 % 0.06 % 1.25 % 1.25 %

Solid 0.18 % 0.00 % 0.20 % 0.16 % 0.84 %

Focal 7.03 % 0.27 % 1.17 % 1.75 % 0.14 % 1.97 %

Figure 5.5 provides a graphic illustration of the multiclass classifications. Four slices
are shown. They were chosen because they all contain a large amount of pathology and
because they are examples of either good (row 1 and 2) or poor (row 3 and 4) agreement
between classifications by the expert observers. The middle column of the three columns
showing classified regions contains results for the automated system.

Here, again, it can be seen that there is a difference between the computer and the
experts in the use of the classes ‘focal’ (pink) and ‘fibrosis’ (red). For the slices on
which there was poor agreement between expert observers (the third and fourth row), the
computer classification seems to present a mix of both expert classifications.
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(a) Slice. (b) Expert 1. (c) Computer. (d) Expert 2.

(e) Slice. (f) Expert 1. (g) Computer. (h) Expert 2.

(i) Slice. (j) Expert 1. (k) Computer. (l) Expert 2.

(m) Slice. (n) Expert 1. (o) Computer. (p) Expert 2.

Figure 5.5: Four examples of slices containing a large amount of pathology, and the
classification of all their regions by expert observer no. 1 (second column), the automated
system (third column) and expert observer no. 2 (last column). The slices in the first and
second row were chosen for good agreement between expert observers, the slices in rows 3
and 4 were chosen for poor agreement between expert observers. Different colors denote
the different classification categories: hyperlucency (green), fibrosis (red), ground glass
(yellow), solid (blue), and focal (pink).
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Table 5.7: Agreement on whether or not a certain class of abnormality is present in a
complete slice: between readings of the same expert, between readings of different experts,
and between computer and expert.

Class Intraobserver Interobserver Computer

Hyperlucency 93% 77 ± 1 % 76 ± 13 %

Fibrosis 81% 78 ± 3 % 71 ± 7 %

Ground glass 83% 74 ± 8 % 72 ± 5 %

Solid 89% 91 ± 3 % 87 ± 4 %

Focal 73% 62 ± 7 % 74 ± 11 %

5.3.4 Computer performance vs. observers: classification of slices

As shown in Table 5.4, the kappa value of agreement between computer and experts in
classification of regions is lower than the kappa value of interobserver agreement. How-
ever, imperfect classification on a regional level does not have to preclude adequate per-
formance of the system on a more global level.

We therefore made another comparison between the observers and the computer on a
slice level. The automated system was used to answer the question whether or not a certain
class of abnormality was present in a slice. Agreement on this question is given per class
in Table 5.7 between readings by a single expert, between readings by different experts
and between the computer and the expert readings. For this experiment only a single
two-class classifier was necessary to compute results for each class separately, which had
the advantage that an operating point or level of sensitivity could be set directly. In order
to make the comparison between computer vs. observer agreement and interobserver
agreement as fair as possible, we chose to set the operating point of the automated system
to the average specificity of the expert observers. The value of the internal threshold on
probability necessary to achieve this was determined in the training phase, with the target
value of specificity an external input parameter.

Table 5.7 shows that intraobserver agreement is highest for all classes except the class
‘solid’, for which interobserver agreement is (marginally) higher. For the other classes
interobserver agreement is lower by 3 to 11 percent points. The agreement between com-
puter and observers lies in the same range as the agreement between observers for the
classes ‘normal’, ‘ground glass’ and ‘solid’. Agreement between computer and observers
is lower than the the interobserver agreement for the class ‘fibrosis’. Agreement between
computer and observers is higher than the interobserver agreement for the class ‘focal’.

5.4 Discussion

5.4.1 Lung field subdivision

A CAD system designed to analyze the lung fields will invariably do so on the basis
of regions of interest. These regions can be created as a single complete subdivision or
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alternatively the entire lung field could be traversed by a moving window or kernel. In
either approach, the use of regions of a fixed size and shape does not seem to be a sensible
choice. Ideally, regions should be made adaptable to the underlying image information.

We have proposed a new method based on clustering to create such locally adaptive
ROIs and compared performance of two automated classification systems in analysis of
the clustered regions and analysis of equivalent square regions. The results in Table 5.3
clearly show that both systems benefit from the use of the adaptive regions.

ROIs can also be of use in the establishment of a reference standard for classification,
as it is less time consuming to label regions than it is to perform complete freehand draw-
ing of all abnormalities. With this task in mind, it is even more crucial that the regions
are adaptable in size and shape. Using the ROIs resulting from the proposed clustering
method it is possible to more closely resemble freehand drawing than it is using a square
grid of regions (Table 5.2).

We have proposed a new method of adaptable subdivision. In practical use it is es-
sential for such an algorithm that the objective functions used to measure the quality of
the subdivision are easily changed for application in different areas. The proposed al-
gorithm readily meets this criterion. Furthermore, it combines these objective functions
in a straightforward and intuitive way. As a next step, it could be investigated how the
subdivision can be improved through statistical training.

A human observer is expertly able to perform the tasks of segmentation and classifica-
tion simultaneously. From the computer vision point of view there is a trade-off between
the two, in the sense that perfect segmentation would make the classification problem al-
most trivial, and perfect classification would automatically imply perfect segmentation.
The use of locally adaptive regions of interest is an important step towards integration of
these two tasks.

5.4.2 Feature sets

We have tested our automated classification system using two different feature sets, rep-
resentative of two approaches to feature-based pattern recognition. The first approach
makes use of a large amount of general purpose features and depends on an automatic
feature selection step to choose a smaller subset with maximum discriminatory power
with respect to the classification task at hand. A second approach is to design a small
set of features to specifically handle the intended classification task, incorporating expert
knowledge in the choice of features.

We found no significant difference in classification performance of the system em-
ploying the feature set from the work of Sluimer et al. [210] and the feature set from the
work of Uchiyama et al. [209], representing the two approaches. We therefore conclude
that both approaches to selection of an appropriate feature set are equally viable.

5.4.3 Computer vs. observers

The outcome of the experiment comparing the classification of regions by the automated
system to the classification of regions by the observers is given in Table 5.4. The kappa
statistics of agreement are comparable to those found in [205].
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We found a higher kappa value for interobserver agreement than reported in [205]
(0.53 vs. 0.42). As the studies were performed by different observers and made use of
different data, it is difficult to judge whether this is a significant difference. If so, it could
be attributed to the use of the clustered rather than square regions.

As the agreement between computer and experts (κ = 0.40) is lower than the interob-
server agreement (κ = 0.53), it must be concluded that the automated system still requires
improvement for classification of regions.

Comparing the confusion matrices in Tables 5.5 and 5.6, it can be concluded that for
the most part the computer and expert observers confuse the same categories. Notable dif-
ferences are found in distinguishing the classes ‘focal’ and ‘fibrosis’ from other classes.
The computer has more difficulty distinguishing between ‘normal’ and ‘focal’ as com-
pared to the expert observers. This holds for the class ‘fibrosis’ as well. Also, but to a
lesser degree, ‘fibrosis’ is confused more with ‘ground glass’ by the computer than by the
experts.

The difficulty the computer has with distinguishing ‘focal’ and ‘fibrosis’ from ‘nor-
mal’ could be due to the fact that the class ‘normal’ holds dense structures such as bronchi
and vessels, that are easily recognized by the expert observers but difficult to recognize
by the computer on a regional level. In contiguous thin slice scans, segmentation of the
vessels (e.g. [53]) and bronchi (e.g. [47]) before classification could alleviate this prob-
lem. As the scans used in this study do not represent contiguous 3D volumes, no such
preprocessing was possible.

The outcome of the experiment comparing the classification by the automated system
to that of the observers on the level of complete slices is given in Table 5.7. Agreement
was measured in answering the question whether or not a certain category of abnormality
was present in a slice. Results for this experiment indicate that for classification of slices,
the computer reaches levels of agreement with the experts comparable to the level of
interobserver agreement.

On a slice level, the automated classification of the class ‘fibrosis’ remained problem-
atic — just as it was in the regional classification. For the class ‘focal’, agreement between
computer and observers was higher than the interobserver agreement. This could be due
to a systematic difference in use of this category label between expert readings. In such
a case it is possible that the computer is able to reproduce the labelling for that category
better than the other observer can, as long as the labelling of each observer by itself is
consistent.

A next step would be to focus on performing classification into disease categories.
To this end, the classifications of all regions should be combined into a single diagnosis
for the complete slice or scan. In contrast to the regional classification, for which no
gold standard can be determined, a more reliable reference standard can be achieved for
the diagnosis of a complete scan through follow-up and the incorporation of other than
radiological data [253, 254]. On a set of proven cases, the computer can then be trained to
establish a likelihood of disease, taking as input the class labels of all regions in the slice
as determined by the system described.
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5.5 Conclusion

We have presented an automated system for classification of the lung parenchyma in
HRCT scans into 6 categories: normal, hyperlucency, fibrosis, ground glass, solid, and
focal.

The system makes use of a novel method of automatically subdividing the lung fields
into region of interest (ROIs) that are locally adapted to the image data in size and shape.
The automatically generated regions presented a considerable improvement over square
regions. The automatically generated regions were shown to achieve a significantly better
resemblance to objects drawn by hand by the expert. Furthermore, using the automatically
generated regions, performance of the automated system for classification was shown to
improve by 7 to 10%.

We have investigated the use of different types of feature sets previously published in
literature, representative of different approaches to feature extraction. We found no sig-
nificant difference in performance and conclude that both approaches are equally viable.

The automated system is found to be less adept at classification on a regional level
than the expert radiologists, due mostly to difficulties in recognizing the classes ‘fibrosis’
and ‘focal’. However, the system is able to perform classification at the levels of complete
slices with accuracies comparable to that of the expert radiologists.

A system such as the one described could be used to bring abnormal scans, slices, or
regions to the attention of the radiologist, or possibly serve as input to a higher level of
classification in which a likelihood of disease is calculated.

5.6 Appendix

This appendix details the multiclass classification protocol as used by the expert ob-
servers. The observers were instructed to diagnose the entire lung area in each slice,
by choosing for each region one of the diagnostic categories listed below. Diagnosis was
to be performed in the order given below. When an area had been labelled, it was not con-
sidered anymore for the subsequent categories. Alternatively, a region could be marked
as an error of the automatic subdividing system. The observers had to judge the CT slices
“as is”, that is, as if they were acquired at full inspiration.

1. “Hyperlucency” :

• decreased density compared to normal lung

2. “Fibrosis” :

• honeycombing

• (reticular or linear) fibrosis or ground glass with traction bronchiectases

• (reticular or linear) fibrosis within areas of normal lung density

To be excluded: ground glass + linear or reticular changes not due to fibrosis, e.g.
crazy paving in alveolar proteinosis.
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3. “Ground glass” :

• regional (non-focal) distribution of ground glass

• crazy paving

To be excluded: ground glass with linear or reticular changes due to fibrosis.

4. “Solid” :

• most of ROI filled by abnormality with soft tissue density

5. “Focal” :

• ROI contains one or multiple focal lesions of increased density e.g.: nodule(s),
micro-nodule(s), ground glass nodule(s), tree-in-bud, mucous plugging, focal
scars
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Samenvatting in het Nederlands
(Summary in Dutch)

CT scanners werken op basis van Röntgenstraling. De meeste mensen zijn wel bekend
met de eenvoudige Röntgenfoto. Om zo’n foto te maken wordt straling door het lichaam
gestuurd en gemeten hoeveel er doorheen komt. Waar veel straling door het lichaam heen
komt wordt de foto zwart. Op een Röntgenfoto van de romp (de thorax) zie je dan ook
zwarte vlekken op de plaats van de longen, die met lucht gevuld zijn en daarom veel
straling doorlaten. De botten, die veel straling tegenhouden, blijven op de foto wit.

Een CT scanner maakt als het ware Röntgenfoto’s van alle kanten van het lichaam.
De scanner bevat een bron van Röntgenstraling die tijdens het maken van de scan rond
het lichaam draait. Door overal te meten hoeveel straling wordt doorgelaten, kan met
behulp van de computer een driedimensionaal beeld worden opgebouwd van het binnenste
van het lichaam. De plakken of “slices” die je in dit proefschrift afgebeeld ziet, zijn
tweedimensionale doorsneden door dit volume (zie figuur 1.2 in de introductie).

Nadat de CT scan door de computer is geconstrueerd, kunnen plakjes uit de scan wor-
den uitgeprint op film en op de lichtkast door de radioloog worden bekeken. Dat is uiter-
aard wat omslachtig. Bovendien gaat er dan veel informatie uit het hele volume verloren.
Tegenwoordig is het heel normaal dat de radioloog de scan direct op het computerscherm
bekijkt. Met behulp van speciale software kan de scan dan op allerlei manieren worden
bewerkt, zodat bijvoorbeeld alleen bepaalde organen zichtbaar zijn en in 3D van alle kan-
ten kunnen worden bekeken. Maar er kunnen met de computer ook allerlei metingen en
analyses (al dan niet automatisch) worden verricht.

Die automatische analyses kunnen heel geavanceerd zijn. Een voorbeeld uit de dage-
lijkse praktijk vinden we in de mammografie. In bevolkingsonderzoeken naar borstkanker
moeten de radiologen een enorme hoeveelheid plaatjes bekijken en beoordelen. Er zijn
computerprogramma’s op de markt die hen daarbij kunnen helpen. Deze programma’s
zoeken automatisch een aantal op kanker verdachte plekjes in de mamogrammen. Deze
plekjes worden dan gemarkeerd en zo extra onder de aandacht van de radiologen gebracht.
Zoiets is ook al mogelijk voor het automatisch zoeken van tekenen van longkanker op
CT scans van de longen. Dergelijke computersystemen noemen we “CAD” systemen:
Computer-Aided-Diagnosis, oftewel computer-ondersteunde-diagnose systemen.

Het werk beschreven in dit proefschrift heeft als doel het ontwikelen van een CAD
systeem om longziektes te analyseren in CT scans. Zoals de titel zegt: geautomatiseerde
beeldanalyse van de pathologische (=zieke) long in CT.
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In hoofdstuk 2 wordt een overzicht gegeven van het werk dat de laatste 5 jaar is ver-
schenen op het gebied van computer-analyses van CT beelden van de longen. Hierin
komen ook verschillende CAD systemen aan bod. Dat zijn vaak uitgebreide systemen
die veel analyse-stappen combineren. Je kan over het algemeen minimaal de volgende
stappen aanwijzen:

1. het precies lokaliseren van het te analyseren orgaan (=segmentatie),

2. de detectie van eventuele abnormaliteiten,

3. het classificeren (indelen) van de abnormaliteiten.

Dit geldt ook voor het systeem dat stapsgewijs in dit proefschrift wordt beschreven.
In hoofdstuk 3 behandelen we stap 1 — de segmentatie van de longen. Hoofdstukken 4
en 5 gaan vervolgens over detectie en classificatie van afwijkingen in het longweefsel.

In de rest van deze samenvatting zal ik in meer detail ingaan op elk van deze stappen.

Zoals gezegd moeten eerst de longen worden gesegmenteerd. Gezonde longen zijn
voornamelijk met lucht gevuld en zien er donkerder uit dan hun omgeving in een CT scan.
Gezonde longen zijn daarom vrij eenvoudig met de computer te herkennen door naar twee
grote donkere objecten te zoeken. In een ziekenhuis liggen echter meestal mensen in de
scanner die geen gezonde longen hebben, en veel ziekteprocessen hebben tot gevolg dat
een verhoogde densiteit te zien is in de longen (door weefselgroei of vloeistof in de long).
Ze worden dan dus lichter (witter) in de scan, waardoor er geen duidelijk contrast meer is
tussen de longen en de omliggende weefsels. Om in scans van zieke longen de longen te
segmenteren heb je geavanceerdere technieken nodig.

We hebben een methode ontwikkeld die gebruik maakt van een zogenaamde “at-
las” om longen te segmenteren. De atlas is een soort “gemiddelde scan”, gemaakt door
meerdere scans van gezonde longen netjes op elkaar te leggen en het gemiddelde te ne-
men. Dit netjes op elkaar leggen gebeurt door verschuiven en vervormen en noemen we
“registratie”. We weten waar de longen in de atlas zich bevinden. Door nu de atlas te
vervormen of registreren naar een nieuwe scan met zieke longen krijgen we een schatting
van waar de longen in die nieuwe scan zitten. Het registratie proces gebruikt informatie
uit de hele scan (niet alleen de informatie binnenin de longen) en is zodoende redelijk
robuust tegen verhoogde densiteiten in de longen. We kunnen op deze manier de scan
met zieke longen opdelen in drie gebieden: een gebied waar zeker wel long zit, een ge-
bied waar zeker geen long zit, en een onzeker gebied. Binnenin het onzekere gebied loopt
de daadwerkelijke rand van de long.

Om die rand precies te lokaliseren is een tweede stap nodig. In de tweede stap van
de segmentatie wordt een zogenaamd classificatie systeem getraind om long van niet-
long exacter te onderscheiden. Dat systeem krijgt voorbeelden waar het van kan leren.
De voorbeelden zijn beeldelementjes uit de zekere gebieden (zeker long en zeker niet-
long; om te fungeren als voorbeelden en als tegenvoorbeelden). Na de training met de
voorbeelden kan dit systeem in het gehele onzekere gebied een precieze lokatie van de
rand van de long aangeven. De kracht van deze aanpak zit hem in het feit dat de voor-
beelden die worden gebruikt om het systeem te trainen uit de scan met de zieke longen zelf
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afkomstig zijn. Er wordt zodoende in het leerproces rekening gehouden met de specifieke
ziekteverschijnselen die in die scan aanwezig zijn. Als je zou trainen met beeldelemen-
tjes van longweefsel uit andere scans, dan zou een enorm breed scala aan aandoeningen
in de trainset aanwezig moeten zijn om iets in een willekeurige nieuwe scan te kunnen
herkennen.

Deze tweetrapsraket werkt prima voor longen waarin tot een kwart van het volume
door ziekte is aangedaan. Wanneer de long nog verder is aangetast werkt de eerste regis-
tratie stap niet meer zo goed. Maar het is sowieso een hele verbetering op de standaard
methodes die werken op gezonden longen!

Wanneer de longen zijn gesegmenteerd kunnen de detectie en classificatie van de ab-
normaliteiten (het zieke weefsel) beginnen. Dit wordt beschreven in hoofdstukken 4 en 5.
De laatste classificatie-stap kan op verschillende niveau’s worden uitgevoerd. Wij werken
met hoge resolutie CT (HRCT) scans van de longen. Een ziekteproces in de long heeft
gemiddeld genomen tot gevolg dat er op de HRCT scans bepaalde abnormale patronen te
zien zijn in het longweefsel, veelal textuurachtig van aard. Het computersysteem zal ver-
schillende klasses van patronen automatisch moeten kunnen herkennen. De stap naar een
daadwerkelijke diagnose kan gemaakt worden door te kijken naar de ernst, de afmetingen
en het tegelijkertijd voorkomen van verschillende patronen. Ook voor zeer ervaren radi-
ologen kan deze stap heel moeilijk zijn, en bovendien is hiervoor vaak meer informatie
nodig over de patient dan alleen de CT scan. Met de computer zullen we deze stap dus
voorlopig nog niet maken.

De detectie en classificatie stappen worden uitgevoerd met behulp van een systeem
dat leert aan de hand van voorbeelden, zoals eerder beschreven. Afhankelijk van de voor-
beelden zal het systeem verschillende dingen kunnen herkennen. Als de voorbeelden
slechts zijn aangeduid met de labels “normaal” en “abnormaal”, dan kan het systeem
slechts tussen die twee categorieën onderscheid maken. Als de voorbeelden in 8 cate-
gorieën zijn verdeeld kan het system die 8 categorieën herkennen. De computer is dus
beperkt tot de voorbeelden die je er in stopt.

Om stukjes weefsel met elkaar te kunnen vergelijken wordt ieder stukje door een set
getallen vertegenwoordigd, dit zijn de zogenaamde “features”. Het systeem werkt aan de
hand van de aanname dat twee stukjes weefsel meer op elkaar lijken naar mate de features
meer op elkaar lijken (oftewel: de getallen dichter bij elkaar liggen). Het is dus erg belan-
grijk om de stukjes door de juiste features te vertegenwoordigen. Wij gebruiken hiervoor
een algemene methode uit de patroonherkenning, waar een zogenaamde filterbank aan te
pas komt. Het plaatje wordt gefilterd met de filters in de filterbank en daarna worden de
features uitgerekend. De verschillende filters reageren allemaal op andere elementaire pa-
tronen. Wanneer het systeem is getraind met voorbeelden kan het voor een nieuw stukje
weefsel de categorie bepalen. Het kijkt dan welke van de bekende voorbeelden het meest
op het nieuwe stukje lijken en bepaalt daaruit de categorie.

Voor de detectie van abnormaal weefsel hebben we stukjes van vaste vorm en grootte
‘uitgeknipt’ uit de scans. Een ervaren radioloog heeft aangegeven of er normaal of ab-
normaal weefsel op te zien is. De computer is met een deel van de set van stukjes als
voorbeelden getraind en vervolgens gebruikt om over de resterende stukjes een oordeel te
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vellen. We zeggen dat de computer het goed heeft als hij hetzelfde oordeel geeft als de
radioloog gaf.

Ter vergelijking hebben we ook twee extra radiologen hetzelfde experiment laten
uitvoeren: zij moesten van ieder stukje bepalen of er normaal of abnormaal weefsel in te
zien was. Wanneer zij in dit experiment alleen het geı̈soleerde stukje longweefsel te zien
kregen, maakten zij en de computer grofweg evenveel fouten. We concluderen hieruit dat
we alle informatie in het stukje weefsel succesvol in het computerprogramma hebben be-
nut. In praktijk echter kijken de radiologen naar de hele scan en niet alleen naar een klein
stukje! Wanneer we ze dat lieten doen maakten ze veel minder fouten. Het computerpro-
gramma zal dus nog geleerd moeten worden hoe het contextinformatie in beschouwing
moet nemen.

In de volgende stap hebben we het systeem op twee punten uitgebreid. We hebben er
voor gezorgd dat het de hele long kan beoordelen (in plaats van alleen maar van te voren
bepaalde kleine stukjes), en we hebben het een indeling in meerdere categorieën laten
maken (in plaats van maar twee: normaal en abnormaal).

Het behandelen van de hele long werd mogelijk door de computer automatisch de
long in stukjes te laten opdelen. Veelal gebeurt dit door de long simpelweg in vierkantjes
op te delen. Wij hebben hiervoor echter een methode ontwikkeld die rekening houdt met
de patronen die zichtbaar zijn in de long, wat tot een veel intuı̈tievere opdeling zorgt die
bovendien de prestaties van de computer in de daaropvolgende classificatie verbetert.

Een indeling maken in meerdere patronen is een stuk lastiger dan alleen maar zeggen
of iets normaal of abnormaal is. Dit blijkt onder meer uit het feit dat radiologen onderling
het veel minder vaak eens zijn over deze indeling, dan over de vraag of iets normaal of
abnormaal is.

We hebben dezelfde soort experimenten uitgevoerd als eerder beschreven, om te meten
hoe goed de computer is in deze taak. In deze experimenten mochten de radiologen
overigens wel altijd de hele scan bekijken. Het bleek dat de computer meestal dezelfde
soort fouten maakte als de radiologen. Dat wil zeggen: wanneer de radiologen onderling
bepaalde categorieën met elkaar verwarden, dan had ook de computer moeite met dat
onderscheid. De computer maakte die fouten echter wel vaker. Ook dit kan te maken
hebben met het feit dat de radiologen (en mensen in het algemeen) erg handig zijn in het
gebruiken van contextinformatie, zoals bijvoorbeeld anatomische kennis over waar welke
bloedvaten lopen en zo. De computer beschikt (nog) niet over die kennis in de analyse.

Als we het voorgaande samenvatten, dan is het complete systeem dus in staat om in een
nieuwe CT scan de longen te herkennen (ook al zijn deze door ziekte aangetast), lokaties
van eventueel ziek weefsel aan te geven en bovendien een indeling te maken van dat
weefsel in verschillende soorten patronen. Hoewel het systeem in ieder van deze stappen
(nog?) niet zo goed is als een radioloog, hebben we laten zien dat dergelijke analyses tot
op zekere hoogte prima automatisch met de computer kunnen worden uitgevoerd.
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Tja, wat kan ik zeggen? Het ging niet helemaal zoals gepland. Dat geldt voor veel dingen
de afgelopen jaren. Wel heb ik veel geleerd, en ben ik daarom veel mensen dankbaar —
voor het geleerde, of voor de steun. Want het is meestal niet makkelijk om iets te leren,
of het almaar niet te leren . . .

Allereerst Bram. Ben ik nou zo veranderd of ben jij zo veranderd? We zullen allebei
wel zijn veranderd. Met mijn motorgeduivel en parttime vegetarisme zul je ongetwijfeld
vinden dat ik het meest veranderde. Ik vind in ieder geval dat ik het met jou goed getroffen
had. Ik vind dat je een uitstekend begeleider was en in de loop van de jaren een nog betere
begeleider bent geworden. Je bent eerlijk en kritisch, en geeft zelf meestal het goede
voorbeeld. Dat is heel vervelend eigenlijk, maar ook erg verfrissend. Zonder jou had dit
boekje hier niet gelegen. Echt niet.

Het ISI is op veel gebieden een goed georganiseerd instituut, en daarvoor verdienen al
haar medewerkers mijn dank. Specifiek was daar in eerste instantie Bart (altijd enthousi-
ast) en later Max (altijd bereid te luisteren en daar ook goed in), Gerard (geen noodgeval
te klein of te groot), en de dames van het secretariaat (altijd een knuffelbeestje over).
Steun en lol had ik aan mijn vele maatjes ‘aan de overkant’: Miriam (lichtend werkend
voorbeeld), Marloes (lichtend werkeloos voorbeeld), Cynthia (die altijd wint met squash),
en de rest van mijn mede-AIO’s.

Aan de WKZ kant had ik het geluk in een hechte, gezellige en productieve groep
terecht te zijn gekomen. Marco, je hebt me praktisch aangenomen, je was een uitstekende
kamergenoot, en het was niet meer hetzelfde toen je wegging. Met jou en mij had Bram
een interessant stel eerste AIO’s lijkt me. Ivana, Joes, Arnold (nog zo’n goede luisteraar),
Meindert en Yulia: bedankt voor de 4-uur-cup-à-soups en de chocobreaks en nog véél
meer. En ook de mensen van de radiologie op het WKZ moeten genoemd worden, die
hebben gemaakt dat we ons daar thuis konden voelen en die voor een gezellige werkplek
en sfeer zorgden.

Mijn dank aan de radiologen (waaronder Maarten, Evert-Jan en Ieneke) met wie ik
het genoegen had samen te werken. Zijn alle radiologen zo enthousiast, vriendelijk en
goedgehumeurd of heb ik het ook daarmee gewoon goed getroffen? Bovenaan de lijst
uiteraard mijn inofficiële en officiële (co)promotoren Paul en Mathias, twee innemende
persoonlijkheden voor wie ik veel respect heb gekregen en die beide voor veel extra mo-
tivatie en plezier in mijn werk hebben gezorgd.
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Op het persoonlijke vlak mijn dank aan de iaidoka van Yushinkan voor de broodnodige
afleiding naast het werk. Erwin en Audrey, mijn motormaatjes. David, paranimf (“en wat
moet ik dan doen?”), bron van optimisme en enthousiasme, ik kan binnenkort dat oogje
inkleuren! En Joris, zie hier, nu toch een boekje.

Menno en Marjolein, bijzonder fijne mensen en bijzonder goede vrienden in bijzonder
moeilijke tijden, ik wens jullie niets dan goeds. Miriam en Gerald en Mirthe — idem, en
we doen er nog zeker 10 jaar bij. Arjan, het kon inderdaad wèl.

Berry — lief èn leed. En er komen nog meer spannende tijden aan.

En dan tenslotte mijn zussen, Loes en Jetske, de meest bijzonder mensen die ik ken.
Onmisbaar, onvervangbaar en onvoorwaardelijk. Onderstreept, bold, italic en in 72pt.
Wat zou ik zonder jullie moeten?

Het was best een rare tijd.
Daar komen vast leuke anekdotes van.
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