Research paper

Engagement in longitudinal child-robot language learning interactions: Disentangling robot and task engagement

Mirjam de Haas a,b,* Paul Vogt a,c, Rianne van den Berghe d, Paul Leseman e, Ora Oudgenoeg-Paz e, Bram Willemsen a,f, Jan de Wit e,b, Emiel Krahmer g,b

a Department of Cognitive Science and Artificial Intelligence, Tilburg School of Humanities and Digital Sciences, Tilburg University, Tilburg, the Netherlands
b Tilburg Center for Cognition and Communication, Tilburg University, Tilburg, the Netherlands
c School of Communication, Media & IT, Hanze University of Applied Sciences, Groningen, the Netherlands
d Section Leadership in Education and Development, Utrecht University, Utrecht, the Netherlands
e Department of Development of Youth and Education in Diverse Societies, Utrecht University, Utrecht, the Netherlands
f Department of Intelligent Systems, KTH Royal Institute of Technology, Stockholm, Sweden
g Department of Communication and Cognition, Tilburg University, Tilburg, the Netherlands

A R T I C L E   I N F O

Article history:
Received 9 July 2021
Received in revised form 3 April 2022
Accepted 23 May 2022
Available online 9 June 2022

Keywords:
Child-robot interaction
Engagement
Second language learning
Robot tutor
Preschool children

A B S T R A C T

This study investigated a seven sessions interaction between a peer-tutor robot and Dutch preschoolers (5 years old) during which the children learned English. We examined whether children's engagement differed when interacting with a tablet and a robot using iconic gestures, with a tablet and a robot using no iconic gestures and with only a tablet. Two engagement types were annotated (task engagement and robot engagement) using a novel coding scheme based on an existing coding scheme used in kindergartens. The findings revealed that children’s task engagement dropped over time in all three conditions, consistent with the novelty effect. However, there were no differences between the different conditions for task engagement. Interestingly, robot engagement showed a difference between conditions. Children were more robot engaged when interacting with a robot using iconic gestures than without iconic gestures. Finally, when comparing children’s word knowledge with their engagement, we found that both task engagement and robot engagement were positively correlated with children’s word retention.

© 2022 The Author(s). Published by Elsevier B.V. This is an open access article under the CC BY license (http://creativecommons.org/licenses/by/4.0/).

1. Introduction

Engagement is important for learning (Christenson, Wylie, & Reschly, 2012; Zaga, Lohse, Truong, & Evers, 2015). The more time children are actively interacting with a certain task the more children can learn. It can also increase children’s motivation. When children stay engaged, they are motivated to learn, actively use their newly gained knowledge and will continue the learning session or even try more challenging tasks, which can lead to higher learning gains (Jang, 2008).

The role of engagement in learning is one of the reasons why engagement is a well known concept in the field of educational human–robot interaction (HRI) (van den Berghe, Verhagen, Oudgenoeg-Paz, van der Ven, & Leseman, 2019; Kanero et al., 2018). Children are generally highly engaged with robots, however most studies only include short-term interventions with a robot (van den Berghe et al., 2019). Therefore, high engagement of children might also be a result of a novelty effect (i.e. the often exciting effect that interacting with a novel technology can have on engagement) (Kanda, Hirano, Eaton, & Ishiguro, 2004; Leite, Martinho et al., 2013). The few studies that investigated children's engagement during a longer period noticed that children’s engagement started to decline fairly quickly after a few sessions (Ahmad, Mubin, & Orlando, 2017; Kanda, Sato, Saiwaki, & Ishiguro, 2007; Komatsubara, Shiomi, Kanda, Ishiguro, & Hagita, 2014; Leite, Martinho et al., 2013).

It is important to bear in mind that most long-term HRI studies that studied engagement, only investigated engagement
in general. Often this means that these studies investigated the engagement between robot and user, as interactions are a social process. However, children can also engage with a task in front of them, instead with only their social partner. Therefore, it has become increasingly more apparent that there should be a distinction between the engagement with the task (task engagement) and engagement between the learner and the robot (robot engagement) (Zaga, Truong, Lohse, & Evers, 2014).

It is still unclear whether task engagement and robot engagement have a positive or a negative relation with learning gain. Although one might expect that a robot behaving in a way that stimulates engagement (a higher robot engagement) leads to better learning outcomes, it is also possible that a more engaging robot will distract the child, which can result in the child paying less attention to the learning task in front of them (Kennedy, Baxter, & Belpaeme, 2015). Instead, children interacting with a less distracting robot might pay more attention to the task, become more task-engaged and less robot-engaged but learn more because they have more attention for the task.

Therefore, it can be important to look closely at the difference between children’s engagement with a robot and the task and whether a decline in engagement is something specifically related to the robot, the robot’s behavior or a more general effect of sessions with technological devices. After all, children’s (task) engagement might also drop when they are interacting with only a tablet. In addition to the physical presence of the robot, it is possible that the non-verbal behavior of a robot, such as the use of gestures or head movements, might lead to a higher level of engagement than other electronic devices, including tablets or computers. This non-verbal behavior of a robot, such as the use of gestures, can benefit children’s learning gain. This was found especially in second-language (L2) learning in which gestures can be used not only to direct students’ attention, but also as scaffolding techniques (de Wit et al., 2018). Scaffolding can be provided by using gestures that depict the meaning of a concept (iconic gestures), which can strengthen the connection between the new L2 concept and the known first-language word (Roth, 2001). These types of gestures are shown in a previous study to benefit children’s engagement during a short-term interaction (de Wit et al., 2018). Whether this effect remains during multiple sessions is something we will explore in the current study.

This study is carried out within the L2TOR project2, a project that investigated how a robot can teach pre-school children a second language. In this article, we studied the effects of engagement in an L2 learning setting. An advantage of studying engagement in an L2 setting is that this provides a perfect situation for having social interactions between child and robot in a clear task environment. Moreover, it offers the opportunity to investigate the effect of a robot’s gesture use and the relation of children’s engagement and their L2 word knowledge.

2. Background

2.1. Robots in education

Social robots have been used in education for quite some time now (for a review, see Belpaeme, Kennedy et al., 2018). They have been used with children in many fields, such as teaching children mathematics or helping children with writing (Alves-Oliveira, Sequeira, Melo, Castellano, & Paiva, 2019; Kennedy et al., 2015; Konijn & Hoom, 2020) but also supporting children when learning a second language (e.g., Belpaeme, Vogt et al., 2018; Konijn, Jansen, Mondaca Bustos, Hobbelink, & Preciado vanegas, 2021; Kory-Westlund & Breazeal, 2015), which is the context of this article.

Most interactions between robots and children rely on other devices, such as tablets, to get an autonomous interaction since speech recognition has shown to still be unreliable (Kennedy et al., 2017; Mubin et al., 2012) and that technical breakdowns negatively impact the interaction (Salichs et al., 2019). To deal with this shortcoming, some child–robot interactions rely on the improvement of speech recognition in the coming years and use a Wizard of Oz approach for their studies (e.g., Kory-Westlund et al., 2017). Other researchers use an extra device, such as a tablet as input instead of relying on speech commands. The added advantage of using a tablet is that the display can create a virtual environment for the interaction and the robot can manipulate things on the tablet more easily than in the physical world. For example, a tablet screen has been used to give children the impression that a robot is able to write (Jacq, Lemaignan, Garcia, Dillenbourg, & Paiva, 2016), to display an interactive city map and use the screen for turn-taking between children and the robot (Alves-Oliveira et al., 2019) or to display a board game (Snake and Ladders) that children played with the robot in order to improve the robot’s autonomous behavior. (Ahmad, Mubin, Shabid, & Orlando, 2019). In all these studies, the tablet was used in order to facilitate an autonomous interaction between child and robot, by either giving the impression that the robot can write on a screen or by using the input by the child on the screen to provide the robot with the current game state. However, these studies did not investigate the added advantage of the robot compared to only a tablet. It is interesting to examine whether the presence of the robot is not distracting the child from the task, and whether engagement with the robot assists in learning.

Moreover, the advantage of the robot’s presence rather than only a tablet or computer is to enable children to interact more naturally with a robot than with a computer screen or tablet since a robot makes use of non-verbal behavior, such as using its arms for gesturing or nodding its head for confirmation (van den Berghe et al., 2019; Kory-Westlund et al., 2015). These gestures can be used for scaffolding, and can support grounding of the unknown L2 concept in the familiar language. The use of iconic gestures, gestures that depict the meaning of a certain concept, can support L2 learning in human–human studies (Macedonia, Müller, & Friederic, 2011), and in short-term child–robot interactions (de Wit et al., 2018). However, these studies did not compare a robot with a tablet, nor examined long-term effects. Our study hopes to provide further insights into the effect of a robot’s presence and the robot’s use of gestures, using the tablet as a learning device, on the child’s engagement.

2.2. Engagement

Despite its common usage, there are multiple definitions of engagement used for HRI. The definition by Sidner and colleagues (Sidner, Lee, Kidd, Lesh, & Rich, 2005) is the most commonly-used definition in HRI (Oertel et al., 2020). Sidner and colleagues defined engagement as “the process by which individuals in an interaction start, maintain and end their perceived connection to one another” (p. 141). This definition mostly focuses on the cognitive aspect of the individuals who are interacting. When we investigate engagement with learning, or school engagement, the construct engagement becomes more than merely a cognitive engagement between interaction partners. Rather, it relates to an interaction between an emotional dimension, a cognitive dimension, and a behavioral dimension (Fredricks, Blumenfeld, Veenema, 

---

1. The term robot engagement is commonly referred to as social engagement. We prefer to use the term robot engagement to clearly indicate that we refer to engagement between robot and child because social engagement can also include interactions between the child and other actors, such as the experimenter in the room, or other children in the case of a group interaction.

2. see www.l2tor.eu
The emotional dimension relates to how children feel during the session and to what extent they like the robot; the cognitive dimension relates to the effort the child puts into the task and how determined the child is to succeed. Finally, the behavioral aspect involves the attentiveness of the child, for example to what extent the child pays attention to the task and how the child responds to the instructions. When referring to engagement, it is this complex, multidimensional construct that incorporates all of these dimensions.

As a consequence of the complexity, it is challenging to measure engagement and previous published work in HRI is not consistent in the way of measuring engagement. Many studies focus on a single aspect of engagement, such as eye gaze and speech which are elements of the cognitive aspect of engagement (Chaspari, Al Moubayed, & Pain Lehman, 2015; Chung, 2019; Xu, Zhang, & Yu, 2016), often in combination with behavioral aspects such as smiles and nods (Serholt & Barendregt, 2016), gestures (Ahmad et al., 2019; Tapus et al., 2012) and initiations by the child (Javed, Lee, & Park, 2020; Tapus et al., 2020). There are a few disadvantages of using only these measurements. Using eye gaze, for example, overlooks the fact that when children do not look at the robot, this does not necessarily imply that children are not engaged with the interaction. Sometimes children need to look at the task in front of them instead of the robot, while being engaged. Likewise, for children’s speech, when the child-robot task requires them to use speech, it is still possible that children are answering the question in order to continue with the task without being actively task-engaged. Other studies measure the body posture of the child and the distance to the robot (Heath et al., 2017; Sanghvi et al., 2011), sometimes in combination with speech (Javed, Lee, & Park, 2020; Jeong, Breazeal, Logan, & Weinstock, 2018) or in combination with touch behavior on a tablet (Vázquez, Steinfeld, Hudson, & Forlizzi, 2014). However, these studies do not take into account that the task might require children to move around and children are in general more active and move around more than adults.

Moreover, other studies use measurements that are not suitable for younger children, such as a questionnaire (Díaz, Nuñó, Saez-Pons, Pardo, & Angulo, 2011; Zaga et al., 2015), sometimes combined with other techniques such as the use of distractors (Ligthart, Neerinckx, & Hindriks, 2020) or physiological measurements such as thermal infrared imaging (Filippini et al., 2020), or electrodermal activity (Leite, Henquyes, et al., 2013) and EEG (Allmardani & Hiraki, 2020; Perugia, Díaz-Boladeras, Catalá-Mallofré, Barakova, & Rauterberg, 2020; Szafr & Mutlu, 2012). These measurements are not only invasive for children, but can also introduce more overhead during the experiment which makes it more difficult to use outside the lab. There have been few studies in which engagement was detected automatically (Ishii & Nakano, 2010; Rich, Ponsleur, Holroyd, & Sidner, 2010; Rudovic, Lee, Dai, Schuller, & Picard, 2018), however it is difficult to be certain these automatic measurements are actually measuring engagement. Often they are based on only one dimension like verbal utterances, or emotional features. Or they are based on deep learning, which needs a lot of data to be reliable (Rudovic et al., 2018) which makes it less feasible to use for every study. Automatic engagement measurements are additionally sensitive for errors because of the focus on one dimension and they are also more susceptible to error because they are automated.

The main limitation of all these different measurements is that they do not provide a complete overview of children’s engagement but rather a one-sided aspect of engagement. Additionally, these studies did not take into account that there are differences between the engagement between child and robot, and engagement between child and task. A child can be very engaged with the task and only focusing on the task, while not being engaged with the robot or vice versa. It is therefore important to make a distinction between engagement with the task, and engagement with the robot (Oertel et al., 2020; Zaga et al., 2015).

Zaga et al. (2015) specifically investigated task engagement. They compared the puzzle solving ability of children between 6 and 9 years old with a robot that behaved either in a peer-like or a tutor-like manner. They measured children’s gaze as part of the cognitive component of engagement, the children’s puzzle completion for their behavioral component and they used a questionnaire to measure children’s emotion for the task. They found that children were more task-engaged with the peer-like robot than with a tutor-like robot, and could solve the puzzles faster when interacting with the peer-like robot. However, this interaction was only one session and this makes it difficult to generalize the results to multiple sessions.

With respect to the level of engagement, it may seem that higher engagement is always preferable but robot engagement can also have negative outcomes on children’s learning performance. For example, Kennedy and colleagues (Kennedy et al., 2015) reported that children more focused on the robot (which might indicate high robot engagement) scored lower than children less focused on the robot. This particular study investigated children’s mathematical skills and did not focus on children’s language skills so whether this can be generalized to L2 learning has yet to be confirmed. It is possible that language learning depends more on interaction between partner and participant and that a high robot engagement will have a positive influence on children’s L2 learning outcome. Kennedy and colleagues’ outcomes provide the indication that robot engagement is not always the single element for an interaction to be successful involving learning.

We propose to measure both task engagement and robot engagement based on children’s video observations, with the use of a grounded coding scheme called ZIKO (Laevers, 2005), which combines different aspects of engagement.

2.2.1. ZIKO

The ZIKO observation instrument is a method that has been used to observe children in kindergarten during their daily activities. The scheme is based on developmental schemes (Laevers, 2005) to create a 5-point Likert scale that rates multiple aspects of children’s behavior, such as the well being of the child, but also engagement of the child. The scheme has been used to improve activities at kindergartens (e.g., Arnott, Grogan, & Duncan, 2016; Laevers, 2015; Storli & Sandseter, 2019) and to get an evaluation of a particular child or the activities played by the children (Storli & Sandseter, 2019) and has been shown to be relatively stable (Laevers, 2015). The scheme has additionally been used in research more related to child-robot interaction: to compare children’s engagement with an iPad versus children’s creative play (Arnott et al., 2016).

The engagement component of the instrument is a detailed scheme that includes the three components of engagement proposed (Fredricks et al., 2004): children’s levels of concentration, motivation (cognitive dimension), energy (emotional dimension), their exploratory drive and persistence (behavioral dimension) and when all these components are present in children’s behavior, children are highly engaged. The main advantages of using this scheme is that it provides a score, which allows for qualitative analyses over time and it has been designed for preschool children.
2.3. Long-term interactions

Long-term interactions are important to investigate because they look beyond the novelty effect (Ahmad et al., 2019; Kanda et al., 2007; Leite, Martinho et al., 2013; Oertel et al., 2020). Salter, Dautenhahn, and Bockhorst (2004) suggested that you can speak of long-term interaction after the novelty effect is gone and the experimenters are left with an interaction between robot and child without any interference of the novelty effect. In their study, children did not show any interest in the robot anymore after three sessions in the case that the robot used repeated behavior. This can also be confirmed by Serholt and Barendregt (2016) who found that children’s social responses to the robot were drastically reduced by the third session. Three other studies investigated primary school children (8–9 years) over time (Ahmad et al., 2019; Davison et al., 2020; Leite, Martinho et al., 2013) and found that the children’s engagement remained the same over time when playing chess five times during five weeks (Leite, Martinho et al., 2013) or over three sessions when the robot was adapting itself to the child’s emotional state during a second-language learning task (Ahmad et al., 2019). Davison et al. (2020) used an autonomous robot to practice science-related tasks with children (6–10 years old) for four months. They found that children’s interest in the lessons dropped but that it increased again when the robot started to discuss new materials. These studies focused on older children at primary schools and children at that age undergo major developmental changes, which results that there are large learning differences between older children and younger children (Piaget, 1976). Considering the fact that children are more likely to learn a language at a young age, it would therefore be worthwhile to include younger children.

Three long-term studies that investigated younger children were de Haas, Krahmer, and Vogt (2020), Kanda et al. (2007), Tanaka, Cicourel, and Movellan (2007). Kanda et al. (2007) placed a robot in a preschool during two months and found that children’s initial social bond with the robot seems to relate with their robot engagement. Children who established a social bond with the robot, continued the interaction for a longer period than children who did not have this social bond. Moreover, Tanaka et al. (2007) showed that children’s engagement quickly decreased and that only after introducing new robot behaviors, children returned to the robot. These two interactions were free play interactions, meaning that the robot was more a playmate than a tutor and the question remains whether children’s engagement and learning gain are related. In de Haas et al. (2020), it was found that a robot providing teacher-like feedback had a positive influence on children’s task engagement and robot engagement. However, this study only contained three sessions and the question remains what will happen to children’s task engagement and robot engagement after more sessions when the novelty plays a smaller role.

2.4. This study

The current study was part of a large-scale study in which we investigated the effectiveness of a peer-tutor robot (Softbank Robotics NAO robot) in a long-term L2 tutoring interaction, teaching pre-school children some English vocabulary as second language (Vogt et al., 2019). This study’s experimental design, hypotheses and statistical analyses were preregistered on AsPredicted4 and source code has made publicly available via Github.5 The study included four conditions: (1) an L2 tutoring training with a tablet and a robot using iconic gestures (gestures that act out the meaning of a word) and deictic gestures (pointing gestures), (2) an L2 tutoring training with a tablet and a robot using deictic gestures, (3) an L2 tutoring training with a tablet, and (4) a control condition in which children danced with the robot but were not taught any English words. Word knowledge was tested on three occasions: a pre-test, an immediate post-test and a delayed post-test (administered between two and four weeks after the last session). The results of the preregistered study were presented in Vogt et al. (2019) and showed that children scored higher after the tutoring sessions than before. Moreover, children in the experimental conditions (robot with iconic gestures, robot without iconic gestures, tablet-only condition) scored significantly higher than children in the control condition on the immediate and delayed post-test. There were no significant differences between the experimental conditions in children’s English word knowledge, meaning that children in the robot conditions did not learn more than in the tablet-only condition.

In this current paper, we present the first longitudinal comparison of robot engagement and task engagement, the role of iconic gestures and the presence of a physical robot, and its link to second-language word knowledge. We measured children’s task engagement, their robot engagement and children’s L2 word knowledge to investigate the relation between engagement and L2 word knowledge. In this paper, we only included the three experimental conditions because the control condition interaction in the original study was very different from the other three conditions. We addressed the following hypotheses:

H1 Task engagement
(a) Children are more task-engaged when interacting with a robot and a tablet compared to a tablet only
(b) Children’s task engagement decreases less over time when interacting with a robot and a tablet compared to a tablet only

H2 Robot engagement
(a) Children are more robot-engaged with a robot using iconic gestures than one without iconic gestures
(b) Children’s robot engagement decreases less with a robot using iconic gestures than one without iconic gestures

H3 Relation engagement and word-knowledge
(a) Children’s task engagement is positively related with children’s L2 word knowledge
(b) Children’s robot engagement is negatively related with children’s L2 word knowledge, based on the results by Kennedy et al. (2015)

3. Method

3.1. Participants

We recruited 208 native Dutch speaking children from nine different Dutch primary schools. The children’s mean age was 5 years and 8 months (SD = 5 months). All parents gave informed consent. Three children were excluded due to a high prior-knowledge of English as measured in the pre-test. During the experiment nine children dropped out due to various reasons, such as sickness or experiment anxiety and two children were excluded due to technical errors. This resulted in a total of 194 children. The children were pseudo-randomly (taking their pre-test score and gender into account) assigned to one of the four conditions:

1. Robot with iconic gestures: $N = 54$, $M_{age} = 5$ years and 8 months, $SD = 5$ months, 31 boys and 23 girls
2. Robot without iconic gestures: $N = 54$, $M_{\text{age}} = 5$ years and 8 months, $SD = 5$ months, 28 boys and 26 girls
3. Tablet-only: $N = 54$, $M_{\text{age}} = 5$ years and 9 months, $SD = 5$ months, 24 boys and 30 girls
4. Control: $N = 32$, $M_{\text{age}} = 5$ years and 7 months, $SD = 5$ months, 14 boys and 18 girls

The study was conducted in accordance with the Declaration of Helsinki. The project in which the study was embedded, the L2TOR project, received ethical approval from Utrecht University’s Ethics Committee under protocol number FETC16-039.

3.2. Design

The experiment consisted of a pre-test, seven tutoring sessions (with the final one being a recap session), an immediate post-test and a delayed post-test (a schematic overview can be found in Fig. 1). It was a between-subjects design where children received tutoring sessions with a robot (using iconic gestures or no iconic gestures) and a tablet or only with a tablet. These tutoring sessions were completely the same except for the physical presence of the robot and the use of iconic gestures. In the robot with iconic gestures condition, the robot used an iconic gesture every time it said an L2 target word and it used deictic gestures such as pointing when children had to perform a task on the tablet. In the robot without iconic gestures, the robot only used deictic gestures, and no iconic gestures. In the tablet-only condition, children heard the voice of the robot through the tablet’s speakers, but did not see the robot’s physical presence during the experiment. Children in the control condition received three one-on-one sessions with a robot without any English tutoring, participating in dancing activities instead.

We only measured task engagement for the experimental conditions (robot with iconic gestures, robot without iconic gestures and tablet-only) because these groups were participating in the tutoring sessions. Robot engagement was only measured for the experimental conditions with a robot present (robot with iconic gestures and robot without iconic gestures). The control condition was not included in this study, because this interaction was very different than the other interactions and the specific interest of this study is children’s engagement and the relation with learning and the children in the control condition did not receive the learning activities.

3.3. L2 tutoring sessions

The aim of the L2 tutoring sessions was to teach each child 34 English words. Each child received seven sessions with the robot and a tablet or only the tablet (see for an example Fig. 2). Children were taught approximately six target words during each session, except the seventh session which was a recap session. Children heard the new target words ten times during the session, and these new target words were repeated once during the following session and twice during the recap session. The target words can be found in Table 1, which were divided in two domains: number domain and spatial domain. The number domain consisted of counting words (e.g., one, two), verbs for mathematical operations (e.g., adding and take away) and comparisons (e.g., more, most). The spatial domain contained prepositions (e.g., in front of, on) and action verbs (e.g., running, climbing). Each session was presented in a different virtual environment that was designed to teach the target words specific for that session, for example in session one (see Fig. 3a), each of the cages contained different amounts of animals and after the animals escaped their cages, children had to return (add) the animals to their cages. Similarly, in session six (see Fig. 3b), the tablet displayed a child sliding and climbing a slide.

Each of the tutoring sessions followed a similar script, and contained a few personalized interactions such as the use of the child’s name in the beginning of the interaction or with feedback. They all started with an introductory phase, in which the robot explained that they would visit a location on the tablet (e.g., the zoo), after which the robot first repeated the target words learned in the previous session (starting from session two) and continued with introducing the new target words. During this word binding phase, the tablet displayed a drawing or animation of the new target word and prompted the child to select the object or animation in Dutch (e.g., ‘‘click on the cage with one monkey’’), and after the child selected this target, the tablet translated the word to English (in the example the word “one”). The robot would repeat the word and ask the child to repeat the word too. When all new target words were repeated, the child had to perform different tasks on the tablet (touching and dragging objects on the tablet screen) or had to act out target words. At the end of the session, there was a short in-game test where the child’s knowledge of the target words was tested.

The recap session had a different setup because there were no new target words presented during this session. The robot first
Table 1

<table>
<thead>
<tr>
<th>Number</th>
<th>Domain</th>
<th>Session</th>
<th>Tablet environment</th>
<th>Target words</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>Zoo</td>
<td>1</td>
<td>One, two, three, add, more, most</td>
<td></td>
</tr>
<tr>
<td>2</td>
<td>Bakery</td>
<td>2</td>
<td>Four, five, takeaway, fewer, fewest</td>
<td></td>
</tr>
<tr>
<td>3</td>
<td>Zoo</td>
<td>3</td>
<td>Big, small, heavy, light, high, low</td>
<td></td>
</tr>
<tr>
<td>4</td>
<td>Spatial domain</td>
<td>4</td>
<td>On, above, below, next to, falling</td>
<td></td>
</tr>
<tr>
<td>5</td>
<td>Spatial domain</td>
<td>5</td>
<td>In front of, behind, walking, running, jumping, flying</td>
<td></td>
</tr>
<tr>
<td>6</td>
<td>Spatial domain</td>
<td>6</td>
<td>Left, right, catching, throwing, sliding, climbing</td>
<td></td>
</tr>
<tr>
<td>7</td>
<td>Recap</td>
<td>7</td>
<td>Repetition of all learned words</td>
<td></td>
</tr>
</tbody>
</table>

Fig. 3. Tablet environment for session 1 and session 6.

Fig. 4. Number of prompts per session. The red line shows the total amount of prompts per session. Tablet prompts contain actions such as dragging and touching objects on the screen, robot prompts contain repetition and re-enactment of the target words.

explained that it would be the last time that they were together and that they would go through all previously visited places with a photo book. Each page of the photo book contained one of the sessions with all target words. Children had to add pictures of the different target words in the photo book while repeating the words with the robot. During this session there was no in-game test in the end.

During all sessions, except during the in-game tests, the robot acted as a more knowledgeable peer that was also learning English, but provided feedback on the child’s actions when needed (acting as a peer-tutor). For example, when a child was reluctant to drag an object on the tablet, the robot would first ask the child to execute the task, but after two unsuccessful attempts, the robot would perform this task for the child using a deictic gesture. The interaction was semi-autonomous, the experimenter would press a button on a control panel as soon as a child had repeated the robot’s speech because children’s speech detection remains unreliable (Kennedy et al., 2017).

Fig. 4 shows the number of prompts that children received during each session, children had the least prompts in session 4 and the most in session 7, the recap session. The tablet and robot both prompted the child to execute tasks. Prompts by the tablet contained actions such as dragging and touching objects on the screen, prompts by the robot contained repetition and re-enactment of the target words. After successfully completing a task that was prompted by either the tablet or the robot, the robot always provided the child with feedback. This feedback could be negative feedback after an incorrect response, after which the child could try again, or positive feedback after a correct response. In other words, after each prompt, the child always received feedback from the robot.

The interaction was a one-on-one interaction, but the experimenter stayed in the same room to intervene when necessary. The duration of each session was between 15 to 25 min.

3.4. Materials

3.4.1. Measurements

Pre-test. Before the children started the seven tutoring sessions we tested their L2 knowledge of the 34 target words with an English to Dutch translation task, children’s Dutch vocabulary knowledge, selective attention and their non-word repetition skills. Children were asked to translate each target word (34) from
English to Dutch during the translation task. The target words were prerecorded by a native speaker and played through a laptop. There were two versions of the translation task, different in their word order, randomly assigned to children. Children could score 34 points on this test by providing the correct translation of the target words in Dutch. Cronbach’s alpha showed that the reliability for this test was excellent, $\alpha = .96$. The main purpose of this test was to exclude children who already knew more than half of the target words before the experiment. In addition to the translation task, we measured children’s Dutch vocabulary knowledge (Peabody Picture Vocabulary Test Dunn, Dunn, & Schlichting, 2005). During this task children had to select a picture out of four different pictures corresponding to the word that the experimenter said in Dutch. After making nine errors, the test stopped and the child’s corresponding Dutch vocabulary level was recorded. Moreover, we measured their selective attention with a visual search task (Mulder, Hoofs, Verhagen, van der Veen, & Leseman, 2014) during which children had to search certain animals on a screen as fast as possible. Children could score a maximum score of eight. Finally, we measured children’s phonological memory with a non-word repetition task (Chiat, 2015). Children had to repeat twelve non-existing words in order to test their phonological memory. For each word correctly pronounced, children received one point. Cronbach’s alpha showed that the reliability of this task was satisfactory, $\alpha = .76$.

We also conducted a perception questionnaire during this pre-test. However, these measurements are beyond the scope of this study. More information can be found about these measurements in van den Berghe, de Haas, Oudgenoeg-Paz, Krahmer, Verhagen, Vogt, Willemsen, de Wit, and Leseman (2021).

The total duration of the pre-test was 30–40 min. Children received a sticker for each task completed. We did not include other word knowledge tests during the pre-test to avoid the possibility that children would learn from the different tests in addition to the experimental tutoring sessions.

### In-game tests

At the end of each tutoring session, children received an in-game test in which we measured their short-term retention of the target words. This in-game test was a comprehension task where children saw three options (see Fig. 5) and the tablet asked for a certain target word. Each target word learned during that session was shown twice during the in-game test.

### Post-tests

We administered two post-tests: an immediate post-test maximally two days after the recap session and a delayed post-test at least two weeks after the recap session. Both post-tests contained a translation task for all target words from Dutch to English, a translation task from English to Dutch and a comprehension task. The translation tasks were the same as the pre-test, except that children also had to translate the words from Dutch to English. Cronbach’s alpha was excellent for all tests (all $\alpha \geq .94$).

The comprehension test was a picture-selection task to test the children’s receptive knowledge. In this task, children were presented with a target word prerecorded by a native speaker and asked to choose which one out of three pictures or videos matched the target word (“Where do you see: heavy?”). Each target word was presented three times in a random order to compensate for children’s guesses. Only half of the target words were included, as a test including all target words would take too long for these young children. The words included were selected in such a way that there were an equal number of words from every session. Cronbach’s alpha was good, $\alpha = .84$ for the immediate post-test, for the delayed post-test, $\alpha = .87$.

### 3.5. Procedure

One week before the first tutoring session, children received a group introduction to familiarize themselves with the robot. During this introduction the robot explained that the children have to listen carefully and speak clearly to the robot, it also showed how it is able to move by doing a familiar dance to Dutch children and the robot shook hands with all children to reduce any anxiety that children might have towards being close to the robot.

After this introduction, each child completed the pre-test in a one-on-one setting with one of the experimenters. During the next four weeks, children (except for the children in the control condition) took part in the seven L2 tutoring sessions with the robot, each during school hours and in a one-to-one setting.

During the experimental days, the child was brought by the experimenter to a separate room with the robot and tablet to receive the session. The child was asked to sit in front of the tablet close to the robot. Before the experiment leader started the first session, he or she explained how the tablet worked and what the child was going to do with the robot. During the session, the experimenter tried to not intervene, only when the tablet game broke down or the child was reluctant to continue the session. Occasionally, the session was interrupted due to technical breakdowns, toilet visits or in some cases anxiety by the children. Usually the session was continued within a few minutes, but when this was not possible the experimenter returned the child to their classroom and the full session was restarted to the last point, after which the child was brought again to the robot or tablet and continued their session. Only in 9 cases, where the child did not want to proceed, the experiment was stopped and the data of these children were removed from the analyses. After the session the children were returned to their classroom, and the setup for the next child was prepared. Children received an immediate post-test within two days after the seventh session, and a delayed post-test two to five weeks after the immediate post-test. Similarly to the pre-test, the test was a one-on-one session with an experimenter. After the delayed post-test, children in the tablet-only condition were brought once more to the robot to receive one interaction with the robot in order to give them the experience of interacting with a robot.
3.6. Engagement coding

We annotated two types of engagement: task engagement and robot engagement.

Task engagement: with task engagement we measured how focused on the task the children were while executing it, whether the children were distracted and how well they responded to the questions of the tablet and the robot. Although many tasks had to be performed on the tablet (e.g., dragging animals into cages), it is important to stress that task engagement is not equivalent to tablet engagement. Task engagement contains both the engagement for the tablet as for tasks that the robot instructed. For example, each session the robot asked children to repeat words, this interaction is also part of the task. Moreover, in sessions 5 and 6, children were instructed to act out verbs such as running and jumping, which is also part of the task.

Robot engagement: this type of engagement focuses on the social aspect of engagement. For instance, how well the children imitated the robot after its gestures, how often the children looked at the robot or talked with the robot.

3.6.1. Coding scheme

Our observation scheme was adapted from the existing scheme for toddlers called ZIKO (Laevers, 2005). This observation scheme is used in preschools to observe toddlers during their activities and provides examples that raters can use to determine the child’s engagement score. In the original scheme, the authors recommend to observe a minimum of 7 min per child to get a reliable engagement measurement \( r = .83 \) (Laevers, 2003) \( r = .89 \) (Colpin, Laevers, & Vandemeulebroecke, 2002) for a full day interaction. Because our interactions only took 15 min per session instead of a full day, we averaged the ratings of two two-minute fragments per session: two minutes in the beginning and two minutes in the end of the session. Therefore, the total average engagement rating is based on four minutes per session (see Section 3.6.4 for more information).

Similar to the ZIKO, our observation scheme consists of five levels, with five specific labels from low engagement to high engagement and four intermediate points (see Table 2). It contains example behavior that belongs to a certain engagement level. The scheme is organized in such a way that children who did not show any interest, or were continuously talking to the experiment leader were rated with a low level of engagement and children who were continuously working and were completely absorbed were rated with a high level of engagement. Children who executed everything but did not show any interest fell in between, received a medium engagement score. See Table 2 for a few example behaviors for each level. The full engagement scheme contains more examples and can be found in the Appendix and on Github.\(^6\)

The same levels were used for both engagement types (task and robot). However, the examples and explanations of the levels were adapted for the specific engagement type. For task engagement, we used the same examples as the ZIKO scheme, however, we added a few examples that were specific for our interaction (e.g., The child meaninglessly touches the tablet (low engagement), looks the whole time at the task environment or robot (high engagement)). Robot engagement used similar examples as task engagement, however they were changed into social interaction moments (e.g., “No signs of interest” was changed into “No signs of interest in the robot” (low engagement) and “enjoys being so driven” was changed into “enjoys working with the robot” (high engagement)). Furthermore, we added specific examples for robot engagement such as, “ignores the robot fully” (low robot engagement), “purposelessly touching the robot” (average engagement), “talks to the robot”, “there is joint attention” (high engagement).

3.6.2. Annotation software

We developed our own annotation software program for the raters (see Fig. 6). The program showed a front view and a side view of the two-minute fragment and contained a short table with the examples of the different engagement levels. Raters could check the example behaviors in a table while watching the fragment. They were not allowed to stop the video during the two minutes and had to wait until it was finished. However, they could already write comments to help forming their rating about the video. The tool automatically saved all ratings.

3.6.3. Engagement coding

The first author together with nine student assistants annotated the data. The nine student assistants received a group training from the first author. This training took one full-day and raters practiced with ten different videos. After the training all raters received a summary of the training, the annotation scheme and the annotation program. During the annotation period, there were biweekly sessions during which difficult video fragments were discussed and during which the group decided on a final rating for these specific fragments. Part of the videos was double rated by different pairs of raters and their inter-rater agreement was considered moderate using the intraclass correlation coefficient (ICC \( =.72 \), 95%CI [.70, .74] (Koo & Li, 2016)). While this score is lower than reported for the original scheme (ICC \( =.83 \)), it is very consistent with other studies in the field of child-robot interaction using this method, such as (de Wit, Brandse, Krahmer, & Vogt, 2020), which reports a range of ICC scores from .45 to .83, and van Minkelen et al. (2020), with a range of .6 to .89. Therefore, we consider the score for this study sufficient for further analysis. We used the raters’ weighted average during our analyses.

3.6.4. Videos fragments

The videos in this data set were cut into two two-minute fragments: one in the beginning of the video and one in the end of the video. These fragments were chosen to include multiple interactions between the robot and child. For example, the first fragment always started at the beginning of the concept binding phase, and therefore included not only the first introduction to words, but also the application of the target words in other settings such as dragging animals into the cage. The second fragment was timed in such a way that it showed the end of the interaction, before the in-game tests would start. The mean of these two fragments resulted in an average engagement and was used for the analyzes on engagement. We excluded interactions during which children had a break, for instance when they had to go to the toilet or a crash occurred (9%) because an interruption could have influenced their engagement. Some videos were lost during the experiments (2%). Furthermore, there were videos that were not suitable for analyses, for instance the lighting was too dark or the video was corrupted or the recording started after beginning the experiment, which made it too difficult to find the same fragments for each child (16%). Finally, some videos had the wrong naming or the video stopped halfway (2%). This resulted in a data set containing 817 unique videos with 1635 different fragments, which is 73% of all possible data. For these fragments we annotated task engagement. Robot engagement was only annotated for the robot conditions and resulted in 537 sessions and 1074 different fragments.

\(^6\) See https://github.com/l2tor/codingscheme
Table 2
A part of the engagement coding scheme as used in this experiment. The full coding scheme can be found on Github (see footnote 4) and in the Appendix.

<table>
<thead>
<tr>
<th>Level</th>
<th>Engagement</th>
<th>Task engagement examples</th>
<th>Robot engagement examples</th>
</tr>
</thead>
<tbody>
<tr>
<td>1</td>
<td>Very low</td>
<td>The child shows virtually no activity:</td>
<td>The child shows virtually no interaction with the robot:</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- no concentration,</td>
<td>- ignores the robot completely,</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- only ticking on the screen to continue the game,</td>
<td>- has a closed body position towards the robot,</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- only concerned with the experiment leader and not with the task.</td>
<td>- no signs of interest in the robot.</td>
</tr>
<tr>
<td>2</td>
<td>Low</td>
<td>The child shows some activity, but is regularly interrupted:</td>
<td>The child shows some robot interaction, but is regularly interrupted:</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- limited concentration,</td>
<td>- looking away,</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- fidgeting,</td>
<td>- limited looking at the robot,</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- easily distracted.</td>
<td>- easily distracted.</td>
</tr>
<tr>
<td>3</td>
<td>Medium</td>
<td>There is activity all the time, but not really focused:</td>
<td>The child is active with the robot all the time, but not really focused:</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- has limited motivation,</td>
<td>- has an open body attitude towards the robot,</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- does not feel challenged, only uses his capacities in moderation,</td>
<td>- aimlessly touching the robot,</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- most tasks are performed.</td>
<td>- the child is not absorbed in his game with the robot.</td>
</tr>
<tr>
<td>4</td>
<td>High</td>
<td>The child is mostly engaged with the task:</td>
<td>The child is mostly engaged with the robot:</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- the child is totally absorbed in his game,</td>
<td>- the child is absorbed in his game with the robot,</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- the child feels challenged,</td>
<td>- there are usually signs of joint-attention,</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- there is a certain drive.</td>
<td>- there is usually concentration but sometimes the attention drops.</td>
</tr>
<tr>
<td>5</td>
<td>Very high</td>
<td>The child is completely absorbed in his activity with the task:</td>
<td>The child is completely absorbed in his activity with the robot:</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- is continuously concentrated,</td>
<td>- there are signs of joint attention,</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- forgets about the time, is very motivated,</td>
<td>- talks to the robot, looks at the robot,</td>
</tr>
<tr>
<td></td>
<td></td>
<td>- enjoys being so engaged.</td>
<td>- enjoys being so engaged with the robot.</td>
</tr>
</tbody>
</table>

Fig. 6. Annotation tool for engagement raters. Note that this rating is an example and is not taken from our dataset.

3.7. Analyses

Task engagement was rated for the three tutoring session conditions and not for the control condition, and robot engagement was only rated for the tutoring sessions with the robot present.

First, we investigated whether children’s task engagement and robot engagement changed over time and conditions. We used a mixed design ANOVA to compare children’s task engagement and robot engagement over the different sessions within the different conditions. Because of missing values in the data file, it was not possible to perform pair-wise comparisons between all sessions. Moreover, the relation between sessions and engagement did not seem linear but quadratic, therefore, for the post-hoc analysis, we conducted a quadratic regression analysis.

We also explored effects of gender and age on both engagement types, using a t-test to compare the different genders and a linear regression analysis for age. Second, we used Pearson’s correlations to investigate how task engagement, robot engagement were related with children’s knowledge of L2 words. We correlated the average of children’s task engagement, the average of children’s robot engagement and scores on immediate post-test, delayed post-test. Finally, we did an exploratory analysis whether children’s selective attention, children’s general Dutch knowledge and children’s non-word repetition were correlated with children’s task and robot engagement.

4. Results

We investigated the relation between task engagement and robot engagement using Pearson’s correlation. Task engagement and robot engagement were moderately correlated, $r(325) = 0.52, p < .001$. The relation was positive, suggesting that children who were more engaged with the task were also more engaged with the robot. However, the correlation is not very high, which
Table 3
An overview of our findings.

<table>
<thead>
<tr>
<th>Conditions</th>
<th>Task engagement</th>
<th>Robot engagement</th>
</tr>
</thead>
<tbody>
<tr>
<td>Sessions</td>
<td>No significant difference</td>
<td>Robot engagement was higher for a robot using iconic gestures than without iconic gestures</td>
</tr>
<tr>
<td>Word knowledge</td>
<td>Quadratic relation</td>
<td>No difference</td>
</tr>
<tr>
<td></td>
<td>Positive relation</td>
<td>Retention word knowledge correlates with robot engagement</td>
</tr>
</tbody>
</table>

Table 4
Task engagement and robot engagement scores for each session (SD).

<table>
<thead>
<tr>
<th>Engagement</th>
<th>Total</th>
<th>Session 1</th>
<th>Session 2</th>
<th>Session 3</th>
<th>Session 4</th>
<th>Session 5</th>
<th>Session 6</th>
<th>Recap</th>
</tr>
</thead>
<tbody>
<tr>
<td>Task</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Iconic gestures</td>
<td>3.41 (0.75)</td>
<td>3.96 (0.58)</td>
<td>3.59 (0.66)</td>
<td>3.31 (0.74)</td>
<td>3.05 (0.77)</td>
<td>3.03 (0.70)</td>
<td>3.03 (0.63)</td>
<td>3.41 (0.73)</td>
</tr>
<tr>
<td>No iconic gest.</td>
<td>3.64 (0.64)</td>
<td>4.02 (0.56)</td>
<td>3.82 (0.45)</td>
<td>3.54 (0.66)</td>
<td>3.48 (0.72)</td>
<td>3.54 (0.67)</td>
<td>3.23 (0.59)</td>
<td>3.68 (0.61)</td>
</tr>
<tr>
<td>Tablet-only</td>
<td>3.54 (0.70)</td>
<td>4.01 (0.46)</td>
<td>3.78 (0.50)</td>
<td>3.72 (0.70)</td>
<td>3.32 (0.74)</td>
<td>3.28 (0.64)</td>
<td>3.16 (0.65)</td>
<td>3.43 (0.75)</td>
</tr>
<tr>
<td>Robot</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Iconic gestures</td>
<td>3.39 (0.76)</td>
<td>3.78 (0.63)</td>
<td>3.59 (0.66)</td>
<td>3.35 (0.67)</td>
<td>2.80 (0.63)</td>
<td>3.00 (0.60)</td>
<td>3.14 (0.77)</td>
<td>3.54 (0.85)</td>
</tr>
<tr>
<td>No iconic gest.</td>
<td>3.11 (0.67)</td>
<td>3.52 (0.55)</td>
<td>3.12 (0.55)</td>
<td>3.25 (0.58)</td>
<td>2.81 (0.64)</td>
<td>2.95 (0.70)</td>
<td>3.08 (0.74)</td>
<td>2.94 (0.75)</td>
</tr>
</tbody>
</table>

Fig. 7. The individual children's engagement ratings over time and per condition. The black lines show the average engagement during each session.

4.1. Engagement over time and conditions

4.1.1. Task engagement

Table 4 and Fig. 7a show children’s task engagement over time for the three conditions. Each line in Fig. 7a represents the task engagement of an individual child (thus highlighting the individual differences) and the black lines show the averages. The figure shows that task engagement tends to drop over time, however the task engagement increases again during the recap session.

We conducted a mixed design ANOVA with the children’s task engagement scores as dependent variable, and with sessions as within factor and condition as between factor to investigate the relation of task engagement and time in the different conditions. There was a main effect of session on task engagement ($F(6, 138) = 7.98, p < .001, \eta^2 = .18$). However, there was no significant difference in task engagement between conditions ($F(2, 23) = 1.43, p = .26, \eta^2 = .05$). Children were similarly task-engaged in all conditions. Nor was there a significant interaction effect between task engagement over sessions and the different conditions ($F(12, 138) = 0.80, p = .65, \eta^2 = .04$).

Furthermore, in order to explore the effect of session on task engagement, we conducted a quadratic regression model. This model showed that session significantly predicted task engagement: task engagement $= 4.44 – 0.46 \times$ session number $– 0.04 \times$ session number$^2$.

Finally, we checked for demographic variables on the full data set. There was no significant effect for gender ($t(807) = -1.44, p = .15$). Boys ($M = 3.50, SD = 0.71$) and girls ($M = 3.57, SD = 0.69$) did not differ in their task-engagement scores.

Moreover, a linear regression analysis showed a weak interaction effect of age on task engagement. Age significantly predicted task engagement; ($F(1, 807) = 4.70, p = .03, R^2 = .006$). Children’s predicted task engagement is equal to $2.72 + 0.08 \times$ (age in months). Fig. 8a shows that a younger age was associated with a lower task engagement, however the regression is exceptionally weak.

4.1.2. Robot engagement

Fig. 7b shows that there are substantial individual differences between children and that the children’s overall robot engagement decreased over time for each condition, similarly as for task engagement.

We used a mixed design ANOVA with robot engagement as the dependent variable and sessions as within factor and condition as between factor to investigate the relation of robot engagement and time in the different conditions. Unlike task engagement, there was a significant effect of condition for robot engagement.
Fig. 8. Age plotted against (a) task engagement and (b) robot engagement.

Table 5
An overview of children’s word knowledge scores.
Source: Table adapted from (Vogt et al., 2019).

<table>
<thead>
<tr>
<th>Condition/Test</th>
<th>Pre-test</th>
<th>Immediate post-test</th>
<th>Delayed post-test</th>
</tr>
</thead>
<tbody>
<tr>
<td>Iconic gestures</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Trans (En-Du)</td>
<td>3.31 (3.09)</td>
<td>7.41 (5.17)</td>
<td>8.10 (5.06)</td>
</tr>
<tr>
<td>Trans (Du-En)</td>
<td>6.00 (4.23)</td>
<td>6.45 (4.62)</td>
<td></td>
</tr>
<tr>
<td>Comprehension</td>
<td>29.47 (5.85)</td>
<td></td>
<td></td>
</tr>
<tr>
<td>No iconic gestures</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Trans (En-Du)</td>
<td>3.47 (3.19)</td>
<td>7.69 (4.92)</td>
<td>7.88 (4.79)</td>
</tr>
<tr>
<td>Trans (Du-En)</td>
<td>6.43 (4.20)</td>
<td>6.43 (4.65)</td>
<td></td>
</tr>
<tr>
<td>Comprehension</td>
<td>29.39 (6.08)</td>
<td></td>
<td></td>
</tr>
<tr>
<td>Tablet-only</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Trans (En-Du)</td>
<td>4.04 (2.76)</td>
<td>7.96 (4.63)</td>
<td>8.63 (4.62)</td>
</tr>
<tr>
<td>Trans (Du-En)</td>
<td>6.57 (4.01)</td>
<td>6.67 (4.20)</td>
<td></td>
</tr>
<tr>
<td>Comprehension</td>
<td>29.73 (6.27)</td>
<td></td>
<td>30.25 (6.58)</td>
</tr>
</tbody>
</table>

Note: All scores indicate the average number of words correctly translated or comprehended (standard deviation within brackets). Minimum scores are 0, maximum scores are 34 for translation and 54 for comprehension. For comprehension, chance level is 18.

As Table 6 shows, there were many weak, yet significant, correlations between the children’s learning performances and their engagement with both the task and the robot. Children’s task engagement correlates significantly with all pre-test and post-test word knowledge scores. Task engagement also significantly correlates with children’s selective attention and non word repetition. Robot engagement only correlates with the pre-test, the immediate translation task from Dutch to English and all delayed post-tests, where the correlation is slightly higher for the two translation tasks. In contrast to task engagement, selective attention is not correlated to children’s robot engagement. Their non-word repetition is negatively correlated, suggesting children are less robot-engaged when children are better in pronunciation of non words and vice versa.

4.3. Relation engagement and prompts

We also explored the relation between the prompts children received and children’s engagement. We calculated the correlation between children’s engagement and the number of times a session required children to interact with the tablet (touch an object or move an object) or with the robot (repeat the robot’s speech or repeat the robot’s gesture) as shown in Fig. 4. As Table 7 shows, prompts by the tablet showed a positive relation with children’s task engagement and robot engagement, prompts by the robot showed a negative relation with children’s task engagement and robot engagement. In other words, children’s task and robot engagement increased when children had to interact more
often with the tablet and vice versa (task: \( r(807) = .21, p < .001 \), robot: \( r(527) = .18, p < .001 \)). In contrast, when children had to interact more with the robot, children's task engagement significantly decreased and vice versa (\( r(807) = -.11, p = .002 \)). Note that these prompts only refer to the interaction required by the task (manipulating objects on the tablet, required verbal and non-verbal behavior towards the robot), and not to the unscheduled interaction between the game and child (e.g., the robot’s feedback).

### 5. Discussion

The aim of the present study was to examine how children’s task engagement and robot engagement developed over time in a long-term child–robot interaction for second-language tutoring. More specifically, we compared children’s task engagement when interacting with (a) a robot using iconic gestures and a tablet, (b) a robot without iconic gestures and a tablet, and (c) only with a tablet. Furthermore, we compared children’s robot engagement with (a) a robot using iconic gestures and (b) a robot without iconic gestures. Lastly, we compared children’s second-language word knowledge with their task engagement and robot engagement.

Although task engagement and robot engagement were only moderately correlated, the two are inherently connected and show the same trends (Oertel et al., 2020). There were large individual differences between children over sessions but overall, both task engagement and robot engagement decreased over time and increased again with the seventh session. The decreasing pattern is weak due to the high variance in engagement. Both engagements seemed to fluctuate less after the third session, that might indicate that the novelty effect plays a smaller role after the third session, which also has been reported by Salter et al. (2004). These findings suggest that, overall, children were very excited to interact with the robot and tablet in the first few sessions, but after some sessions, the robot, tablet and tasks were not as new and exciting anymore and children returned to their normal, less engaged behavior.

#### 5.1. Task engagement

We investigated children’s task engagement during all seven sessions with the robot. Overall, children’s task engagement decreased over sessions, in line with other long-term studies (Kanda et al., 2004; Leite, Castellano, Pereira, Martinho, & Paiva, 2014; Serholt & Barendregt, 2016).

Contrary to our expectation (H1a), children were not more task-engaged in the robot conditions than in the tablet-only condition nor did we find an effect of condition over time (H1b). A possible explanation for this finding is that there were large individual differences between children in task engagement over sessions, something that other studies also reported (de Haas et al., 2020). These differences can explain why we did not find large statistical differences between conditions, because the large individual differences would be a factor for high variance in the data. The study by Van den Berghe, Oudgenoeg-Paz, Verhagen, Brouwer, De Haas, De Wit, Willemsen, Vogt, Krahmer, and Lese-man (2021) discussed the individual differences of this study in more detail.

This finding can likewise be explained in an alternative manner. In all conditions, the task remained constant, and only the presence of the robot and the use of gestures varied. Consequently, in retrospect, it may be not so unexpected that children’s task engagement did not differ across the three conditions, as their task engagement relates to the task itself, which remained the same.

We did find an overall effect of time on children’s task engagement: children’s task engagement decreased during the sessions, and increased during the last session (the recap session). This increase is likely due to the nature of the last session, which was a recap session and different than the other sessions. During the recap session, children had to speak to the robot, click on the screen and move all the different target words they had learned during the tutoring sessions. This created a highly interactive session and suggests a link between children’s task engagement and interaction with the tablet. The difference between the other sessions and recap may also have resulted in a re-introduction of the novelty effect and thus increased children’s task engagement. This same finding has been shown in earlier experiments (Davison et al., 2020; Tanaka et al., 2007). Likewise, it is also possible that because session 7 was a recap session and the children recognized the words, their task engagement increased because they recognized the target words. Each session (except for the first) started with a small recap and in some cases, children expressed that they recognized the words but were not sure about the meaning anymore. During the recap session, children could chose the meaning of the word from a few options (receptive knowledge instead of active knowledge), and the target words were more easily recognized.

When comparing task engagement and the prompts in the sessions, children’s task engagement was, as expected, positively related to the tablet’s prompts (e.g., dragging an object on the screen, selecting an object on the screen). Interestingly, there was a negative relation between the prompts by the robot (speech and re-enactment of gestures) and children’s task engagement. This was unexpected because these prompts by the robot were
also part of the task. This negative relationship may possibly be explained by the fact that these interaction moments with the robot may have created anxiety for shy children because they had to talk to the robot in an unfamiliar language and, as a result, their discomfort made them less engaged with the task. This would also explain why the correlation was weak, not all children felt uncomfortable speaking a second language. This also accords with the positive correlation between children's non-word repetition and children's task engagement. Children who repeated more words correctly (and possibly more confidently) during the pre-test, also scored higher on task engagement and children who scored lower on the non-word repetition task, and therefore were less likely to actively repeat the robot during the interaction, scored lower on task engagement.

To get an additional idea of other aspects that could affect children's task engagement, we performed exploratory analyses on age and gender. These analyses showed that age was related to task engagement: younger children were less task-engaged than older children. The effect was small, which is likely due to the fact that the age variation in our experiment was also relatively small because all children were in the same year at school. There are at least two possible explanations for the relation between age and task engagement. Younger children tend to have a shorter attention span than older children, and were therefore more likely to get distracted during the task and become less task-engaged (Betts, Mckay, Maruff, & Anderson, 2006). This is confirmed by the correlation between children's selective attention and task engagement. It seems that children who have a larger selective attention and can therefore focus longer on one particular task, are more task-engaged during the experiment. Another possible explanation for this is that it is harder to observe whether or not younger children are engaged and that older children demonstrated the typical behaviors related to engagement more frequently in the way we expected them to. We did not find differences between girls and boys, overall both genders showed similar levels of task engagement.

5.2. Robot engagement

Unlike task engagement, children were more robot-engaged with a robot that used iconic gestures than with a robot without iconic gestures (confirming H2a). This is line with a study by de Wit et al. (2020) who found that 5-year-old children were more robot-engaged with a robot using gestures than a robot using no gestures, although their experiment only contained one session. The iconic gestures by the robot contributed to a higher robot engagement, which can be explained by the fact that a robot that moves physically, attracts more attention and appears more active, thereby stimulating the child to remain robot-engaged. In the condition without gestures, the robot was less active and therefore children were less attentive and engaged towards the robot.

Moreover, unlike task engagement, children's robot engagement did not decrease significantly over the different sessions (H2b). When looking more closely at these different sessions, some observations can be made. Robot engagement dropped most during session four. This can be plausibly explained by the number of prompts during sessions. Session four had the fewest prompts of all sessions and could therefore have resulted in the lowest robot engagement.

Robot engagement increased in the recap session, however only in the iconic gestures condition and not in the without iconic gesture condition. This observed increase could be attributed by the variety of iconic gestures during the recap session in contrast to the repetitiveness of the robot gestures in the other sessions. In each session, there were at least five target words that used the same iconic gesture. In the recap session, all 35 target words were repeated twice, and therefore the robot showed a larger variety of gestures that might have sparked children's robot engagement. Future studies can investigate whether a variation of gestures during the sessions itself will sustain children's robot engagement over time more than repeating the same gesture.

We found a positive correlation between robot engagement and the prompts by the tablet but surprisingly, no significant correlation between robot engagement and the robot's prompts. It is difficult to explain these findings, but it is important to note that these prompts only focused on the interaction moments (i.e. when the children had to respond in one way or another) as implemented in the game. For instance, this positive correlation between robot engagement and the tablet prompts may actually be due to the robot's feedback. During the prompts by the tablet, after children touched or dragged an object on the screen, the robot would provide the child with positive feedback. Thus, these positive feedback was not part of the prompts by the robot, but always followed the prompts by the tablet. Arguably, this positive feedback by the robot increased children's robot engagement. This also accords with observations in de Haas et al. (2020), who showed that the type of robotic feedback has influence on children's task engagement and robot engagement.

In addition, we noticed that children spontaneously re-enacted the gestures or were spontaneously talking with the robot about the game or other events. It is likely that these spontaneous moments with the robot increased children's robot engagement more than by the game initiated prompts. This is in line with Ahmad et al. (2017), who found that not game adaptation, but emotion-based adaptations during child–robot interactions sustained robot engagement over time.

5.3. Relation engagement with word knowledge

Finally, we investigated the relation between children's engagement and their word knowledge to see to what extent engagement relates to learning outcomes. We found a weak but significant correlation between task engagement and children's word knowledge (confirming H3a). This confirms previous studies that describe that there is a link between children's word knowledge and their engagement (e.g., Blumenfeld, Kempler, & Krajcik, 2006; Linnenbrink & Pintrich, 2003). The effect seems to be stronger for children's delayed word knowledge, which might be due to the fact that children who are more task-engaged, remember the task more vividly including the target words and therefore retain more word knowledge over time.

Unlike expected, children's robot engagement did not negatively influence word knowledge (H3b). In fact, children's robot engagement was, similar as task engagement, positively correlated with the pre-test, the immediate translation task from Dutch to English and all delayed post-tests. It has been suggested that children who are more robot-engaged get distracted from the task and learn less (Kennedy et al., 2015). This does not appear to be the case in our experiment. Our findings show that there is a positive link between children's robot engagement and learning gain. The effect seems to be stronger for children's delayed word knowledge, children who were more robot-engaged might recall the interaction more often and therefore remember more words which results in a higher score on the delayed post-test.

However, these results must be interpreted with caution because the correlations were weak, though statistically significant. Moreover, the results do not show a causal relation between engagement and word knowledge. The design of the study did not allow to investigate a causal relation between these two factors. It is therefore not possible to determine whether task and robot engagement increased children's L2 word knowledge, or whether children's L2 word knowledge increased robot engagement. A further study with more focus on the direction of this effect is therefore suggested.
5.4. Limitations and strengths

Our study has multiple limitations. First, our interactions between robot and child were rather fixed and did not include any adaptation when children became disengaged. A change of the robot’s behavior could possibly have increased children’s robot engagement and made them more engaged with the game again (Ahmad et al., 2019; Tanaka et al., 2007). However, for experimental soundness, our design allowed us to compare children in the four different conditions without any other interaction differences between them. Future studies can take our findings into account and focus on possible ways of changing the robot’s behavior while still keeping the children focused on the task. Second, we could only investigate correlations between task engagement, robot engagement and word knowledge and no causal relations. Therefore, we cannot determine whether children’s L2 word knowledge will become higher with a higher task or robot engagement or vice versa. Future research is needed to test whether an engaging task will increase children’s L2 word knowledge or whether an increase in L2 word knowledge will also increase children’s engagement. Third, because we focused on a specific age group, we cannot generalize our results to other ages. Our findings do suggest that older five years old children are more task and robot-engaged than younger five years old children, which leads us to believe that with other age groups, older children will be more engaged than younger children. Fourth, the robot’s use of iconic gestures lengthened the experiment, which can potentially decrease children’s engagement given that usually longer sessions demand longer attention span and therefore lead to a decrease in engagement. However, in our experiment it seems unlikely that the longer duration had a negative effect on children’s engagement, because we found that children were more robot-engaged when interacting with a robot using iconic gestures and we found no difference between children’s task engagement in the different conditions. Therefore, we do not think the length had a large negative effect on children’s engagement.

Our study also has several strengths. It is one of the first studies to investigate task engagement and robot engagement over a long-term tutoring interaction and the relation to children’s word knowledge. Moreover, we included a large sample of young children, preregistered the study before the experiment and made the source code publicly available. Lastly, we applied a new coding scheme, based on a validated approach, which is made publicly available and can be used by other researchers as a structured way of measuring task and robot engagement.

6. Conclusion

In this study, we present one of the first large-scale studies that investigated children’s task engagement and robot engagement during multiple robot sessions and whether these two types of engagement were related to children’s second-language word knowledge. We were particularly interested in whether children’s task engagement and robot engagement differed when children interacted with a tablet and robot using iconic gestures, a tablet and a robot that did not use iconic gestures, or only a tablet. Our findings show that the robot’s iconic gestures did not have an effect on children’s task engagement over time, however it did have an effect on children’s robot engagement. Children were more robot-engaged when a robot used iconic gestures than without iconic gestures. Moreover, children’s task engagement and robot engagement were both positively correlated with children’s word retention. Children who were more task-engaged or more robot-engaged knew more words two weeks after the tutoring sessions. Our findings have provided a deeper insight into the influence of the robot’s gestures on children’s task and robot engagement and the importance of both engagement types on children’s word knowledge. As a next step, adding to the results in this study, further research is needed in order to improve the understanding of the influence of various aspects of the robot’s behavior, such as robotic feedback or variation of gestures, on children’s task engagement and robot engagement in long-term child-robot interactions.

Selection and Participation

The participants in our study were five-year-old children attending one of nine different primary schools in the Netherlands. The study took place at the children’s school, in a quiet area designated to the experimental setup. Data related to the study were collected after approval from Ethical Review Board of the Faculty of Social Sciences of Utrecht University, following all the regulations and recommendations for research with children. Information about the study was distributed via the schools to all the legal guardians of children in the suitable ages. The information included information about the goal of the study and what was required from parents and children if they agree to participate. Legal guardians then informed the teachers if they agreed to participate in the study with their child. Only after legal guardians handed in a signed informed consent form to the teacher, did the teacher share their details with the researchers. Children were informed about the data collection process and their participation in the study was completely voluntary. In addition, children and parents were able to withdraw their consent for the data collection at any time without affecting their participation in the activity. Data was stored on secured servers of Utrecht University and only the researchers had access to any personal data. Following data collection, the data were fully anonymized.

CRediT authorship contribution statement

Mirjam de Haas: Conception and design, Software, Data collection, Analysis, Interpretation of the data, Drafting the article and revising it critically. Paul Vogt: Funding acquisition, Conception and design, Revising the article critically. Rianne van den Berghe: Conception and design, Data collection, Revising the article critically. Paul Leseman: Funding acquisition, Conception and design. Ora Ouadgner-Paz: Conception and design, Data collection, Revising the article critically. Bram Willemsen: Conception and design, Data collection. Jan de Wit: Conception and design, Software, Data collection, Revising the article critically. Emiel Krahmer: Funding acquisition, Conception and design, Revising the article critically.

Declaration of competing interest

The authors declare that they have no known competing financial interests or personal relationships that could have appeared to influence the work reported in this paper.

Acknowledgment

All authors approved the final version of the manuscript

Appendix A. Supplementary data

Supplementary material related to this article can be found online at https://doi.org/10.1016/j.ijcci.2022.100501.