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Introduction

1.1 Colloidal self-assembly
Colloidal systems consist of microscopic particles (colloids) – whose size typically ranges from
tens of nanometers to several micrometers – that are dispersed in a solvent. Both the colloidal
particles and the solvent can be made out of different materials. Examples of colloidal sys-
tems are constantly present in our daily life. For instance milk, butter, mayonnaise, paints,
toothpaste, and creams, all fall under this category.

The common aspect of these systems is not only the size of their constituent particles, but
also their dynamics: because of the interaction with the solvent, colloidal particles undergo
Brownian motion. Indeed, when a colloid is surrounded by either a liquid or a gaseous solvent,
thermal motion will cause the particles of the solvent to collide with it from all directions,
resulting in a net force exerted on the colloid. Since the direction of this force is random at
any instant in time, if the colloid is small enough, it will diffuse randomly through the solvent.
This phenomenon, known as Brownian motion, is named after Robert Brown, who observed
it with a microscope in 1827 when he studied pollen grains suspended in water [1], and was
explained only much later by the independent work of Albert Einstein and William Sutherland
in 1905 [2, 3].

Given enough time, due to their Brownian motion colloids can explore all the space they
have available. As a result, they can spontaneously self-assemble, i.e. order themselves, into a
wide variety of different phases, including fluids, glasses, crystals, and even quasicrystals. This
exploration of phase space and self-assembly is effectively a colloidal analogue of the phase
behaviour typically observed in atomic and molecular systems. For this reason, to some extent
colloids can be regarded as “big atoms” [4, 5].

The importance of the study of colloidal self-assembly is at least twofold. First of all,
by finely tuning the properties of the colloidal building blocks, one can control not only the
functionality of the particles, but also the structure of the stable phases they form. With the
recent advances in colloidal synthesis, we are now at a point where colloidal building blocks
can nearly be made with interactions defined on demand, opening the door to the design of
advanced new materials with controlled optical, electronic and mechanical properties. Secondly,
colloidal particles are typically large enough and slow enough to be observed both in real space
and real time using modern microscopy techniques, which makes them an ideal model system
to study the behaviour of atoms and molecules.

One of the fundamental tools for studying colloidal self-assembly is represented by com-
puter simulations, which allow us to explore in detail the self-assembly process – from how
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specific types of interactions relate to the outcome of self-assembly, to the properties of the
self-assembled materials. However, as the colloidal systems of interest become more complex,
new tools are required both for the analysis of the properties of such systems, and to speed up
computer simulations.

In this thesis, we use machine learning techniques to tackle a variety of common problems
in the study of colloidal self-assembly. In the remainder of this Chapter, we introduce some of
the basic machine learning methods that will be used throughout this thesis.

1.2 Machine learning
Machine learning (ML) is a subfield of artificial intelligence (AI) which focuses on the study
of computer algorithms that can improve automatically through experience. The main idea
behind machine learning is to let computer algorithms “learn” how to solve a given task from
examples, i.e. from data, instead of being explicitly told how to do it.

Over the last decade, in addition to having completely revolutionized several fields of AI
such as computer vision [6], natural language processing [7], and speech recognition [8], modern
ML techniques have found applications in a wide variety of research fields including economy,
finance, biology, chemistry, and physics [9]. In the context of material science, ML techniques
have been shown to achieve state-of-the-art performance in a variety of tasks [10], including
solving the Schrödinger equation for many-body quantum systems [11], predicting the three-
dimensional structure of proteins from their amino acid sequences [12], identifying mobile and
slow particles in glassy systems [13,14], and approximating many-body interactions in order to
speed up computer simulations [15].

Most machine learning algorithms can generally be divided into two categories: supervised
and unsupervised learning. Supervised learning refers to a class of algorithms that learn to
associate some input with some output, given a “training” set of examples of inputs x and
associated outputs, or targets, t. Typical applications of such algorithms are, therefore, in
regression and classification problems. In the study of colloidal self-assembly, a typical classi-
fication task might be, for instance, the identification of the phase in which a particle is based
on the structure of its surrounding particles, while a typical regression problem might be the
prediction of some continuous property of a material (e.g. energy) given its structure. Unsuper-
vised learning algorithms, instead, learn to extract useful properties of the structure hidden in a
given data set, without requiring any target output. The term unsupervised learning is usually
associated with tasks such as density estimation, learning to draw samples from a distribution,
finding a low-dimensional representation of high-dimensional data (dimensionality reduction),
or clustering the data into groups of related examples.

In this thesis, we combine domain-specific knowledge with modern ML techniques in order to
design highly efficient algorithms to tackle a variety of open problems in colloidal science. One
common theme of this thesis is the development of structural order parameters, both on a local
and on a global level, that can be used to study the self-assembly of colloidal systems, predict
their properties and their behaviour (e.g., energy and dynamics), and even to inverse-design
soft materials with a desired structure.

In the following, we introduce the main aspects behind the ML techniques used throughout
this thesis. Specifically, we first introduce neural networks, which are one of the most popular
examples of ML algorithms for classification and regression problems, and then introduce the
main ideas behind the concept of dimensionality reduction. Finally, we define the correlation
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metrics that will be often used in the remainder of this thesis.

1.3 Neural networks
Artificial neural networks (ANNs), or simply neural networks (NNs), are a general class of
parametric nonlinear functions and represent one of the most popular examples of supervised
learning algorithms (although they can be used also for unsupervised learning tasks). As such,
they find their main application in regression and classification problems, where the aim is
to find the best functional mapping between a given input x and a target output t. More
specifically, the goal of regression is to predict the value of one or more continuous target
variables t given the value of a D-dimensional vector x of input variables. In a classification
problem, instead, the goal is to assign an input vector x to one of K discrete classes Ck with
k = 1, . . . , K.

The term “neural network” has its origin in attempts to find a mathematical representation
of information processing in biological systems [16–19]. It generally refers to mathematical
models represented by a collection of simple computational units, often called artificial neurons,
interlinked by a system of connections. Each unit represents a simple mathematical function
that, given a D-dimensional vector x of input variables, produces an output y. This output is
calculated in two steps. First, a weighted sum – or more generally a linear combination – of
the input variables is taken

a =
D∑
i=1

wixi + b, (1.1)

where the coefficients wi are usually called weights, and b is a constant term that is usually
called a bias. Weights and biases are the adaptive free-parameters of the model. Then, the final
output is obtained by applying a nonlinear activation function f to this linear combination

y = f

(
D∑
i=1

wixi + b

)
= f(a). (1.2)

NNs are nothing other than a collection of several of such units connected together. The
specific architechture, or topology, of such connections is what defines different types of NNs.
In the following, we will introduce the main ideas at the heart of the simplest type of neural
networks, namely feed-forward neural networks, which form the basis of any other type of NNs.
For a more complete and detailed description of what follows, see, e.g, Refs. [20–22].

1.3.1 Feed-forward Neural Networks
Feed-forward neural networks (FFNN), also known as multilayer perceptrons (MLPs), are a
particular class of NNs where the fundamental units (modelled according Eq. 1.2) are arranged
into successive, fully-connected layers.

All FFNNs consist of an input layer, an output layer, and a certain number of hidden layers
in between. They are called feed-forward because the information flows only in one direc-
tion: forward through the successive layers. Additionally, successive layers are fully-connected,
meaning that each unit in a given layer receives as input information from all the units in
the previous layer. A schematic representation of a typical FFNN is shown in Fig. 1.1. This
network is composed by an input layer, one hidden layer, and an output layer. Note that there
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Figure 1.1: Typical representation of a fully-connected feed-forward neural network with an input
layer, one hidden layer, and an output layer. The units of each layer are represented by nodes, and
the weight parameters are represented by links between the nodes. Arrows denote the direction of
information flow through the network.

is some confusion in the literature regarding the terminology for counting the number of layers
in such networks. For instance, the NN in Fig. 1.1 may be described as a 3-layer network. In
this notation, the input layer is counted as a proper layer. Another possibility is to specify only
the number of hidden layers – as all NNs must also have an input and an output layer. In this
thesis, we will follow the terminology suggested in Refs. [20,21], in which the NN in Fig. 1.1 is
called a two-layer network. In this notation, the input layer is excluded from the counting as
it does not perform any mathematical operation and, hence, it is not relevant for determining
the network properties.

The NN depicted in Fig. 1.1 is the most common NN model and can be described as a series
of functional transformations. First, a linear combination of the input variables x1, . . . , xD is
constructed by each unit in the hidden layer

aj =
D∑
i=1

w
(1)
ji xi + b

(1)
j , (1.3)

where j = 1, . . . ,M , and the superscript (1) indicates that the corresponding parameters are
in the first layer of the network. Each quantity aj is then transformed using a differentiable,
nonlinear activation function h to give

zj = h(aj). (1.4)

These quantities correspond to the outputs of the units in the hidden layer. Common choices
for the activation function h are sigmoidal functions such as the logistic sigmoid

h(x) = 1
1 + e−x

, (1.5)
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or the hyperbolic tangent
h(x) = tanh(x), (1.6)

but also simpler functions like the rectified linear unit (ReLU)

h(x) = max(0, x). (1.7)

Following Eq. 1.2, the quantities in Eq. 1.4 are again linearly combined by the units in the
output layer

ak =
M∑
j=1

w
(2)
kj zj + b

(2)
k , (1.8)

where k = 1, . . . , K, and K is the total number of outputs. Finally, these quantities are
transformed using an appropriate activation function f to give the network outputs yk. The
choice of the output activation function is determined by the nature of the data and the assumed
distribution of the target variables. For instance, in standard regression problems where the
targets are continuous variables, the most common activation function is the identity, i.e. yk =
ak. In a classification problem, instead, the input must be assigned to one of K discrete classes
Ck with k = 1, . . . , K. Classification problems are usually tackled in a probabilistic fashion,
where the NN produces as output K numbers yk, each of them representing the probability that
the input belongs to a specific class Ck. Eventually, the input is assigned to the class with the
predicted highest probability. In order to interpret the outputs of the network as probabilities,
the softmax activation function, defined as

f(ak) = exp(ak)∑K
j=1 exp(aj)

, (1.9)

is typically employed. This function guarantees that 0 ≤ f(ak) ≤ 1 and ∑k f(ak) = 1.
Combining all the described steps, we can express the overall function represented by the

neural network in Fig. 1.1 as

yk(x,θ) = f

 M∑
j=1

w
(2)
kj h

(
D∑
i=1

w
(1)
ji xi + b

(1)
j

)
+ b

(2)
k

 , (1.10)

where, for simplicity, the sets of all weight (w) and bias (b) parameters have been grouped
together into a vector θ = {w,b}. Thus the NN model in Fig. 1.1 is simply a nonlinear
function from a set of input variables xi to a set of output variables yk controlled by a vector
θ of adjustable parameters.

The approximation properties of FFNNs have been widely studied [23–25] and found to be
very general. In particular, the universal approximation theorem [23,24] states that FFNNs with
a linear output layer and at least one hidden layer can approximate any continuous function
on a compact input domain to arbitrary accuracy, provided that the network has a sufficiently
large number of hidden units. Note that the theorem holds only if the activation function of
the hidden units is a nonlinear function (and it is true for a wide range of nonlinear functions).
However, if the activation functions of the units in the hidden layer are taken to be linear,
then for any such network we can always find an equivalent network without a hidden layer –
because a composition of successive linear transformations is itself a linear transformation. NNs
with no hidden layers, or single-layer NNs, can by definition represent only linear relationships
between variables. Despite their limited power, they are usually easier to train, and they are
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very effective in finding linear separations between data in classification problems (as we will
see in Chapter 3).

According to the universal approximation theorem, regardless of what function we are trying
to learn, there exist a FFNN with a large enough hidden layer to achieve any degree of accuracy
we desire. However, the theorem does not state how large this network should be. In practice,
the needed number of units in the hidden layer may be infeasibly large. In many cases, this
problem can be solved by using FFNNs with multiple (but smaller) hidden layers, also known
as deep neural networks (DNNs). Several studies have shown that various families of functions
that can be approximated efficiently by a DNN with n hidden units, require a much larger
number of hidden units in a FFNN with only one hidden layer [26–29]. In many cases, the
number of hidden units required by the latter model is exponential in n.

1.3.2 Network training
Training a NN means optimizing its internal parameters, i.e. weights and biases, in order to
approximate the desired function as accurately as possible. The training is performed using
a training data set that consists of a set of input vectors {xn}, where n = 1, . . . , N , and
corresponding target outputs {tn}. The goal is to find the set of network parameters θ that
minimizes the error of the network, i.e. the difference between the predictions of the network
y(xn,θ) and the target outputs tn. The network error is quantified by evaluating a so-called
error function E (θ; {xn}, {tn}), that depends both on the network parameters and on the
particular data set considered. To simplify the notation, in the following we will indicate
explicitly only the dependence on the network parameters.

The choice of the error function depends on the particular problem under consideration.
For regression problems, the typical error function is the mean squared error

E(θ) = 1
N

N∑
n=1
‖y(xn,θ)− tn‖2 , (1.11)

while for classification problems with K > 2 classes, the cross-entropy error

E(θ) = −
N∑
n=1

K∑
k=1

tnk ln yk(xn,θ) (1.12)

is typically used.
One of the simplest algorithms to minimize E(θ) with respect to the network parameters θ

is called gradient descent. In this scheme, we start with some initial (usually random) guess θ(0)

for the vector of network parameters. We then iteratively update this vector such that, at each
step τ , we move a short distance in the direction along which the error decreases most rapidly,
i.e. in the direction of its negative gradient −∇E. By iterating this process, we generate a
sequence of parameter vectors, which at iteration τ + 1 are calculated as follows

θ(τ+1) = θ(τ) − ε∇E(θ(τ)), (1.13)

where ε > 0 is a small positive number called learning rate. After each update, the gradient is
re-evaluated for the new vector of parameters and the process is repeated until convergence.

Note that the error function is defined with respect to a training set, meaning that at each
step the entire training set has to be processed in order to evaluate ∇E. Techniques that use
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the whole data set at once are called batch methods, or off-line methods. Although such an
approach might seem intuitively reasonable, it is usually very inefficient in practice, especially
for large data sets.

There is, however, an on-line version of gradient descent that mitigates this problem. Error
functions like those in Eqs. 1.11 and 1.12 are obtained as a sum of independent terms, one for
each data point

E(θ) =
N∑
n=1

En(θ). (1.14)

In the on-line version of gradient descent, also known as stochastic gradient descent, the vector
of network parameters is updated based on one data point at a time, so that

θ(τ+1) = θ(τ) − ε∇En(θ(τ)). (1.15)

This update is repeated by cycling through the whole data set either in sequence or by selecting
points at random with replacement. There is also a more common and intermediate alternative,
called mini-batch stochastic gradient descent, in which the updates are based on small batches
of data points. One advantage of on-line methods compared to their off-line counterpart is
that the former handle redundancy in the data much more efficiently and, as a result, usually
converge much faster.

The final convergence and the efficiency of gradient-descent-based algorithms is highly de-
pendent on the particular choice of the learning rate ε. If ε is too large, the algorithm may
overshoot the minimum, leading to an increase in error and possibly to divergent oscillations.
On the other hand, if ε is too small, then the minimization can proceed extremely slowly,
leading to very long computational times. Furthermore, since the learning rate is constant,
when the gradients get smaller, the weight updates will also be smaller, which may cause the
algorithm to get trapped into local minima of the error function.

One very simple technique to speed up the minimization process and help the algorithm
escape local minima, is to add a momentum term to the gradient descent formula in Eq. 1.15,
obtaining

θ(τ+1) = θ(τ) − ε∇En(θ(τ)) + µ
(
θ(τ) − θ(τ−1)

)
, (1.16)

where µ ∈ [0, 1] is called the momentum parameter (usually set to µ ≈ 0.9). The inclusion of
this memory term effectively adds inertia to the motion through parameter space and smooths
out possible oscillations, typically leading to a significant improvement in the performance of
stochastic gradient descent [30].

1.3.3 Generalization and overfitting
We have seen that training a NN means optimizing its internal parameters in order to minimize
an error function defined on a specific data set of examples (the training set). The final goal
of the training, however, is to obtain a model that makes good predictions on new, previously
unseen examples – not just those on which the model was trained. The ability to perform well
on previously unobserved data is called generalization.

Measuring the training error does not give us any information about the generalization
capabilities of our model. For this reason, it is always good practice to prepare a separate set
of examples, called a test or a validation set, which is used for the only purpose of assessing
the generalization of the model. The error on the test set is, indeed, a good indication of the
generalization error of the trained model. If the difference between the training and the test
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errors is small, then we can conclude that the model generalizes well to new data. However,
if this difference is large, then overfitting has occurred and the model’s predictions cannot be
trusted. Indeed, overfitting refers to modelling a particular data set too well, and happens
when a model learns the details and noise in the training data to the extent that it negatively
impacts its performance on new data.

Several strategies to prevent overfitting are available. First of all, one can control the
complexity of the model by reducing the total number of adjustable parameters, i.e. the
number of hidden units, in the network. Models with fewer parameters typically represent
smoother functions and are, therefore, less prone to learn the tiny details of a particular data
set, i.e. less prone to overfitting. Also increasing the number of examples in the training set
typically helps reducing the possibility of overfitting, but this is not always possible in practice.

Another way to control the model complexity without having to change the number of
adjustable parameters, is to add a regularization term to the error function, so that the total
error function to be minimized takes the form

E(θ) + λΩ(w), (1.17)

where λ is the regularization coefficient that controls the relative importance of the data-
dependent error E(θ) and the regularization term Ω(w). One of the simplest forms of regular-
izer is given by the sum-of-squares of the weight parameters

Ω(w) = wTw. (1.18)

This particular choice of regularization is also known as weight decay because it encourages
weight values to decay towards zero, unless supported by the data. The inclusion of such a
term in the error function effectively prevents the model from learning the tiny details that
are specific of the training data set considered, thus limiting the possibility of overfitting. The
effective model complexity is then determined by the choice of the regularization coefficient λ.
Ideally, the optimum value of λ is the one that maximizes the generalization capabilities of the
model. In practice, the optimum is typically found by training several models with different
values of λ, and then selecting the model with the smallest test error.

Another common practice for controlling the effective complexity of the network and max-
imizing its generalization capabilities is the procedure called early stopping. Early stopping
consists of monitoring both the training and the test errors during the (iterative) training pro-
cess. While the training error is usually a non-increasing function of the iteration index, the
test error often shows a decrease at first, followed by an increase as the network starts to overfit.
The training can therefore be stopped at the point of smallest test error in order to maximize
the generalization performance of the network.

1.4 Dimensionality reduction
Dimensionality reduction is a typical unsupervised learning task, which is particularly useful
when dealing with high-dimensional data. The goal of dimensionality reduction is to find a
lower-dimensional representation of the original data while trying to preserve the most relevant
information – or, equivalently, while trying to minimize the loss of information. Effectively,
dimensionality reduction techniques allow us to extract the most relevant information in a given
dataset by removing redundancy, which is present whenever two or more variables are strongly
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correlated, and by discarding variables that carry little useful information, i.e. variables that
are approximately constant throughout the whole data set. This is generally achieved by
projecting the original (high-dimensional) data onto a low-dimensional subspace where the
most relevant information is retained. The directions that define this subspace are the most
relevant features extracted by the algorithm – for this reason dimensionality reduction is also
commonly referred to as feature extraction. The specific mapping between the original space
and the final, low-dimensional, subspace is what distinguishes different techniques.

One of the simplest techniques for dimensionality reduction is principal component analysis
(PCA). The algorithm consists of projecting the original D-dimensional data onto a linear
subspace of dimensionality M < D. In PCA, this subspace is defined by the set of mutually
orthogonal directions (unit vectors) u1, . . . ,uM , that maximises the variance of the projection
[31]. Such vectors, called principal components, are usually ranked in order of importance, so
that u1 represents the direction of highest variance, i.e. the direction along which the data varies
most significantly, and the variance decreases monotonically along the successive directions.
The numberM of principal components to consider is typically chosen by looking at the amount
of variance that is retained by the projection. Note that there is also an alternative formulation
of PCA in which the principal components are defined as the directions that minimize the
average projection cost, i.e. the mean squared distance between the original data points and
their projections [32]. The two formulations are completely equivalent and lead to the exact
same solution.

Figure 1.2: Schematic illustration of PCA applied to a two-dimensional data set. The vectors u1
and u2 represent the two principal components found by the algorithm. The dimensionality of the
problem can be reduced – with a minimal loss of information – by projecting each data point onto the
direction defined by the first principal component u1.

A schematic representation of PCA applied to a two-dimensional data set is shown in Fig.
1.2. Each data point in the figure is described by two variables, x1 and x2, which are highly
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correlated. As a result, there is clearly one direction, that corresponds to the first principal
component u1, along which the data is varying more significantly, indicating that the dimen-
sionality of the problem can be reduced – with a minimal loss of information – simply by
projecting the data points onto this direction.

Because of its simplicity and its straightforward interpretation, PCA is one of the most
widely used algorithms for dimensionality reduction. However, it is limited by virtue of being
a linear technique. As such, it is by definition unable to capture more complex nonlinear
correlations, and may therefore overestimate the effective dimensionality of the data. For
instance, consider a data set of two-dimensional data points {(xn, yn)} that lie on the perimeter
of a circle centered in the origin. Since the two variables that describe each data point are
related by a nonlinear relationship, i.e. x2

n + y2
n = R2 with R the radius of the circle, the

data could be described equally well by a single parameter, e.g., αn = arctan(yn/xn). In other
words, although the original data set lives in two-dimensions, its intrinsic dimensionality is
d′ = 1. However, PCA would fail in finding such a nonlinear relationship and, as a result, it
would not be able to reduce the dimensionality of this problem. In Chapter 4, we will see that
auto-associative neural networks, also known as autoencoders, can be used to perform nonlinear
dimensionality reduction, thereby overcoming some of the limitations of linear PCA.

1.5 Correlation metrics

In evaluating and exploiting the performance of a ML model, it is often useful to have a
measure of how well two data sets are correlated. For instance, the correlation between the set
of predictions of a model and the set of “true” target values is an excellent indication of how
well the model performs. In contrast to standard error functions like the mean squared error,
which is measured in specific units, the correlation is scale-independent and does not depend
on the chosen units.

The term correlation indicates any statistical relationship, whether causal or not, between
two variables. The simplest form of correlation is the linear correlation, which is quantified by
the Pearson correlation coefficient. Given a set of observations {(xn, yn)} with n = 1, . . . , N of
two variables x and y, the Pearson correlation coefficient is defined as

rxy =
∑N
n=1 (xn − x̄) (yn − ȳ)√∑N

n=1 (xn − x̄)2
√∑N

n=1 (yn − ȳ)2
, (1.19)

where x̄ and ȳ are the means of the corresponding variables. By definition, the quantity in Eq.
1.19 is always between −1 and 1, with |rxy| = 1 indicating that the two variables are perfectly
related by a linear transformation, and rxy = 0 indicating that the two variables are not at all
linearly related. For instance, the two variables x1 and x2 in Fig. 1.2 have a Pearson correlation
coefficient of rx1x2 = 0.95, meaning that they are almost perfectly linearly related.

Another common measure of the (possibly nonlinear) correlation between two variables
is the Spearman’s rank correlation coefficient, which quantifies how strongly the relationship
between the two variables can be described by a monotonic function (whether linear or not).
Specifically, the Spearman’s rank correlation between two variables is defined as the Pearson
correlation between the rank values of those two variables.
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1.6 Thesis outline
The chapters in this thesis are organized as follows. In Chapter 2 we introduce a simple linear
technique to approximate complex many-body interactions and speed up their evaluation. We
test this method on a model of elastic spheres with a deformable shell, and use the fitted in-
teraction to study the phase behaviour of these particles. In Chapter 3 we use neural networks
in order to develop order parameters for the classifications of distinct local environments asso-
ciated with particles in different phases in binary mixtures of hard spheres. In Chapter 4 we
look at the same problem, i.e. classifying distinct particle environments, in situations where
do not know in advance what phases to expect. In this Chapter, we introduce an unsupervised
learning algorithm that autonomously identifies the distinct local environments in a given con-
figuration, and test its performance on snapshots of a wide variety of colloidal systems obtained
via computer simulations. In Chapter 5 we use the method developed in Chapter 4 in order
to analyse the structure of various supercooled liquids, and find that the structural variations
identified by the algorithm are strongly correlated with the local dynamics of these systems.
In Chapter 6 we introduce a new set of structural descriptors that can be used in combination
with simple linear regression to predict the local dynamics of supercooled liquids to an excellent
degree of accuracy. In Chapter 7 we introduce a deep-learning-based evolutionary strategy for
the inverse design of soft materials with a desired structure. This strategy relies on a new order
parameter – based on convolutional neural networks – that discriminates different phases from
their diffraction patterns. Finally, in Chapter 8 we give a short perspective on the possible
future applications of the algorithms introduced in this thesis, and, in particular, we present
additional applications of the method introduced in Chapter 2 for fitting many-body effective
interactions in complex colloidal systems.





2

Modeling of many-body interactions
between elastic spheres through

symmetry functions

Simple models for spherical particles with a soft shell have been shown to self-assemble into
numerous crystal phases and even quasicrystals. However, most of these models rely on a
simple pairwise interaction, which is usually a valid approximation only in the limit of small
deformations, i.e, low densities. In this Chapter, we consider a many-body yet simple model
for the evaluation of the elastic energy associated with the deformation of a spherical shell.
The resulting energy evaluation, however, is relatively expensive for direct use in simulations.
We significantly reduce the associated numerical cost by fitting the potential using a set of
symmetry functions. We propose a method for selecting a suitable set of symmetry functions
that captures the most relevant features of the particle’s environment in a systematic manner.
The fitted interaction potential is then used in Monte Carlo simulations to draw the phase
diagram of the system in two dimensions. The system is found to form both a fluid and a
hexagonal crystal phase.

Based on: E. Boattini, N. Bezem, S. N. Punnathanam, F. Smallenburg, L. Filion, Modeling of many-body
interactions between elastic spheres through symmetry functions, J. Chem. Phys 153, 064902 (2020).
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2.1 Introduction
Spherical colloids with a strong short ranged repulsion, like hard spheres, generally only self-
assembly into close packed crystals. For instance, the only truly crystalline phases exhibited
by hard spheres in two and three dimensions are hexagonal and face-centered-cubic (FCC)
crystals respectively. One easy way to deviate from this restricted set of phases is to add a
“soft” repulsion between the particles – for instance, a star polymer [33,34], a colloid covered by
a thick polymer layer [35, 36], or a microgel particle [37–41]. These “deformable” particles are
known to self-assemble into a variety of crystal structures, including open-crystal lattices [33,42],
Frank-Kasper phases [43–46], and even quasicrystals [47–50].

For simplicity, much of the modelling of such particles has made the approximation that
the interaction between the particles is pairwise. However, in the regimes where intriguing
crystal phases form, the particles are often densely packed, and strongly deformed. In this
limit, many-body interactions are expected to come into play. A number of recent works have
explored models which include these interactions including, e.g, the liquid-drop model by Riest
et al. [35,51], the spring-network model by Šiber and Ziherl [52], and the model for ligand-coated
nanoparticles by Pansu and Sadoc [53].

In practice, however, these models are cumbersome for use in computer simulations, due to
the expensive calculations involved in determining the shape of the deformed particle. Partially
due to this limitation, most self-assembly studies on more sophisticated models of deformable
colloids cannot fully address the role of temperature, and focus mainly on ground state struc-
tures [51,53]. A possible solution to this problem is to find a model that can fit very accurately
the original interaction at a fraction of the original computational cost.

In recent years, machine learning (ML) techniques have become a powerful tool to approx-
imate complex many-body interactions and predict the properties of molecules and materials
based on a few reference calculations [54–56]. Most of these techniques have been developed
to speed up ab initio molecular dynamics simulations, where the energy and forces are evalu-
ated with very costly electronic structure methods. However, these methods show significant
promise also for complex soft-matter systems.

In order to efficiently interpolate between reference structures, these ML methods usually
take as their input some descriptors of the particle’s environment rather than the conventional
Cartesian coordinates. The role of these descriptors is to encode the relevant physical features
of a particle’s environment, while satisfying all the symmetries of the problem: invariance with
respect to translations, rotations, and permutations of particles of the same species [15,57–59].
Examples include the Smooth Overlap of Atomic Positions (SOAP) framework [57], and the
symmetry functions (SFs) proposed by Behler and Parrinello [15, 60]. The former is usually
used in combination with Gaussian process regression [61–63], while the latter have been used
in combination with artificial neural networks [15,64–69].

A crucial step in the optimization of these ML schemes is the selection of a suitable set of
descriptors that provide a good balance between efficiency and accuracy. In terms of accuracy,
this set must be able to capture all the features of the particle’s environments that are relevant
for the prediction of the energy. In terms of efficiency, however, it is desirable to limit the
number of descriptors as much as possible. Depending on the family of descriptors and on the
regression scheme employed, different selection procedures have been proposed [70–73]. Most
of these procedures, however, are designed to work in combination with nonlinear regression
schemes, such as artificial neural networks. Only recently, more attention has been given to
simpler linear techniques [73].
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In this Chapter, we approximate the energy of a particle in our model with a linear com-
bination of the SFs of Behler and Parrinello [15, 60]. To this end, we introduce a simple and
efficient iterative procedure for the selection of a suitable set of SFs. This procedure finds a
good balance between computational cost and accuracy of predictions. Moreover, it provides
by definition an excellent indication of whether linear regression or more complex nonlinear
schemes are necessary for the problem at hand.

As a testing ground for this method, we choose a variation of the model for ligand-coated
nanoparticles introduced by Pansu and Sadoc [53]. Inspired by some of the ideas in their work,
here we introduce a many-body model to describe the deformation of spherical particles with
a soft shell. In contrast to Ref. [53], we consider the particle’s shell as a spherical surface of a
fixed diameter σ, i.e, the shell cannot stretch. Only upon contact of two or more particles do
the shells undergo an inward radial deformation. As a result, our model interaction is purely
repulsive and accounts only for a possible compression of the particles’ shell. As in Ref. [53],
the surface of the shell is discretized in terms of a large number of small surface elements, which
are connected by harmonic springs to the internal core of the particle. With this construction,
the energy associated with the shell’s deformation can be expressed as a sum of the energy
contributions of the surface elements that are involved in the deformation.

Despite its simplicity, however, the energy evaluation of our model is relatively expensive
for direct use in simulations. Partially due to similar limitations, Ref. [53] only looked at
energetically favoured structures, i.e, the zero temperature limit. However, while this model is
computationally expensive, it is not so expensive that small scale finite temperature simulations
are intractable, especially in a quasi-two-dimensional geometry. Hence, it is an excellent test
case for a method for fitting interaction potentials.

As we will see, by approximating our model interaction as a linear combination of SFs, we
are able to speed up the energy evaluation by at least two orders of magnitude. This significant
reduction in the computational cost allows us to explore the phase behaviour of the model at
finite temperature in two dimensions by means of Monte Carlo simulations.

The remainder of the Chapter is organised as follows. In Section 2.2, we describe our model
in detail. In Section 2.3, we first introduce the SFs employed and the fitting procedure, and then
discuss the results and the reliability of the fit. In Section 2.4 we present the phase behaviour
of the model in two dimensions. A final discussion follows in Section 2.5.

2.2 The model
In this Chapter we explore the self-assembly of spherical deformable colloids on a two-dimensional
plane. We model our deformable colloidal particles as spheres of diameter σ consisting of an
internal spherical hard-core of diameter σ/2 and an external deformable shell, whose centers are
confined to two dimensions. When the shells of two particles overlap, they undergo an elastic
radial deformation. This deformation causes the regions of the shells involved in the overlap
to collapse onto their disk of intersection. In order to model the elastic energy associated with
the deformation of the shell, we discretize its surface by decorating it with a large number Np

of approximately equidistributed points. The positions of such points are generated with the
algorithm in Ref. [74]. To each point k on the surface we associate a weight, wk, corresponding
to the surface area of its Voronoi cell. This construction is shown in Fig. 2.1a.

When a portion of the shell is deformed due to an overlap with another particle, each point
on that portion is pushed radially onto the disk of intersection between the two particles. This
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Figure 2.1: (a) Graphical representation of of the surface of a particle’s external shell showing the
Np = 200 points placed on the surface and the associated Voronoi cells. (b) Visualization of the
deformation of a portion of the shell due to an overlap with another particle. The deformed portion
of the surface and the disk of intersection are highlighted in a darker color. The deformation δ~rk of
the kth point on the surface is shown explicitly.

is shown in Fig. 2.1b, where we highlight the part of the surface involved in the deformation
with a darker color, and show the explicit deformation δ~rk of the kth point on the surface.
Given this construction, the elastic energy associated with the shell’s deformation of a particle
i can be approximated by a weighted sum of the elastic deformation energies associated with
each point on its surface,

Ui = Kui = K

2

Np∑
k=1

wk
σ2

(
δrk
σ

)2

, (2.1)

where δrk = ‖δ~rk‖, and K is a constant with the dimension of an energy. Because of the
discretization, the energy in Eq. 2.1 is clearly dependent on the value of Np. Moreover, these Np

points are only approximately equidistributed on the surface and their associated Voronoi cells
slightly differ both in their shape and surface area (see Fig. 2.1a). As a consequence, the energy
is also sensitive to the orientation of the particle. One way to alleviate this undesired effect
is to estimate the energy as an average over an ensemble of No randomly chosen orientations.
Here, we set No = 100, while we optimize the value of Np by checking the convergence of
the energy as Np goes to infinity. In the simple case of two overlapping particles i and j, the
interaction potential in the limit of small surface elements can be evaluated analytically via
simple integration, and reads

Ui(rij) = Kπ

16

[
1−

(
rij
σ

)2
+ 2

(
rij
σ

)
log

(
rij
σ

)]
, (2.2)

where rij is the distance between the two particles. Note that the first term in the series
expansion of Eq. 2.2 is proportional to (1 − rij/σ)α with α = 3, which is different from the
power α = 5/2 of the Hertz potential. We use the expression in Eq. 2.2 as our reference
energy and evaluate the error introduced by the discretization as a function of Np. This is
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done by evaluating the energy in Eq. 2.1 for several equally spaced distances in the interval
rij/σ ∈ (0.5, 1) and for different values of Np. The error is then evaluated as the root mean
squared deviation (RMSD) from the reference energy. As shown in Fig. 2.2, this deviation
becomes small as Np increases and reaches a plateau at about Np ≈ 600. We attribute this
plateau to the numerical precision of our calculations. As a reasonable compromise between
accuracy and efficiency, we choose a value of Np = 200.

Figure 2.2: Root mean squared deviation (RMSD) from the reference energy as a function of Np.
The chosen value, Np = 200, is indicated with a star.

The elastic energy introduced in Eq. 2.1 in the case of two overlapping particles can be
extended easily to the case of more interacting particles by taking particular care in the evalu-
ation of the deformation δ~rk of the points on the surface. When a particle i is overlapping with
more neighboring particles, one can repeat the same construction presented in Fig. 2.1b for
each of the overlapping particles, and compute, for every point k on its surface, the deformation
due to each of these particles. Then, the actual deformation of point k is simply given by

δrk = max
j
δrjk, (2.3)

where δrjk is the deformation of point k due to the presence of particle j alone, and j runs
over all the neighboring particles overlapping particle i in the region containing point k. An
example of such a construction in the case of three overlapping particles is shown in Fig. 2.3.

Taking the maximum in Eq. 2.3 allows us to correctly evaluate the actual deformation of a
surface point and avoids overestimating the associated elastic energy. One could think of the
effect of Eq. 2.3 as a many-body correction on top of a pairwise interaction. In a pairwise
fashion, the deformation energy of a particle is given by the sum of the deformation energies
caused independently by each of its overlapping neighbours, i.e, allowing the overestimation of
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Figure 2.3: Visualization of the shell’s deformation of a particle overlapping with two other particles.
Highlighted in red is the region where the many-body effect of the interaction expressed by Eq. 2.3
comes into play.

the energy for some of the surface points. With such a picture in mind, the many-body effect
introduced in this model always has a negative sign compared to the pairwise interaction. To
further stress this point, we evaluate the energy per particle in perfect configurations of the
two-dimensional square, hexagonal and sigma phases both in a pairwise fashion, i.e, without
the correction introduced by Eq. 2.3, and in a many-body fashion, i.e, by considering the actual
deformation of the surface points. A comparison of these energies as a function of density is
shown in Fig. 2.4a. Figure 2.4b shows a typical configuration of the three phases and Fig. 2.4c
shows the typical shell deformation of a particle in these phases.

In the present work, we aim to study the phase behaviour of these particles in two dimensions
by means of Monte Carlo (MC) simulations. However, the large number of points required for
the discretization of the particle’s shell and the need of averaging over different orientations
make the evaluation of the interaction computationally very demanding (approximately between
4 and 5 orders of magnitude more expensive than a simple pairwise interaction like the Hertzian
potential). This high computational cost limits the size of the system and the time scales that
can be assessed in simulations. We overcome these difficulties by fitting the interaction as a
linear combination of the SFs introduced by Behler and Parrinello [15]. As we will see, the
fit speeds up the energy evaluation by at least two orders of magnitude, making it possible to
perform long simulations of large systems.

In the next section, we present the details of the fitting procedure and discuss the results.

2.3 Fitting Procedure
In the following, we focus on the SFs of Behler and Parrinello and use them in combination with
simple linear regression for approximating the energy of a particle in our model. Specifically,
we first describe how we generate representative configurations of the particles’ configurations,
i.e, the training data set. Then, we introduce the types of SFs used in this work and the fitting
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Figure 2.4: (a) Energy per particle in the two-dimensional square (left), hexagonal (center) and
sigma (right) phases as a function of density. The energy is evaluated both in a many-body and
pairwise fashion by considering or not the correction introduced in Eq. 2.3. (b) Snapshots of a typical
configuration of the three phases. The dark and the light circles represent the hard cores and the
overlapping (non-deformed) shells of each particle respectively. (c) Typical shell’s deformation of a
particle in these phases. The deformed portion of the shell is highlighted with a darker color, while
the red color indicates the regions where the many-body effect comes in to play. The hard core of the
particle is not shown.
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procedure. Finally, we discuss the accuracy and reliability of the fit.

2.3.1 Training data set
As we are interested in studying the phase behaviour of this model in two dimensions, the
training data set should include representative examples of the particle’s typical environments
for a wide range of different densities and interaction strengths K. To this end, we perform MC
simulations of the model in the canonical ensemble, i.e, constant number of particles N , area
A, and temperature T . Note that, since the averaging over different orientations introduces
statistical uncertainty in the energy evaluation, in these simulations we use the penalty method
introduced in Ref. [75]. In this method, the standard acceptance rule proposed by Metropolis
et al. [76] is modified by adding to the energy difference an error-dependent penalty term. The
effect of this term is to correct, on average, for the presence of the noise.

To build the training data set, we consider a relatively small system size of N = 64 particles
and restrict our attention to densities for which many-body effects are present. Specifically, sim-
ulations are performed for several densities in the range ρσ2 ∈ [2.4, 4.6] starting from a hexago-
nal crystal configuration, and ρσ2 ∈ [2.4, 4] starting from a square crystal configuration. In both
cases, the density spacing considered is δρσ2 = 0.025. Moreover, for each density and initial con-
figuration, we consider different values of the interaction strength: βK ∈ {1, 10, 50, 100, 1000},
where β = 1/kBT with kB Boltzmann’s constant and T the temperature. Hence, βK can be
seen as a dimensionless inverse temperature.

From each simulation, we save 50 independent snapshots together with the corresponding
particles’ dimensionless energies, ui = Ui/K. Finally, 10 particles from each snapshot are
randomly selected and included in our data set. 80% of this data set is used for the training,
while the remaining 20% is used for testing the model.

2.3.2 Symmetry functions
To describe the local environment of a particle we use the SFs introduced by Behler and
Parrinello for constructing high-dimensional neural network potentials [15]. These SFs are
described in great detail in Refs. [60,70] and have been used as inputs for atomic feed-forward
neural networks in order to provide the atomic energy contributions of different materials and
molecules [15,64,65,67,68]. Here, we briefly describe the form of the two types of SFs employed
in this work.

The first type of SFs, G2, provides information on the pair correlations between the reference
particle and its neighbours, i.e, all particles closer than a fixed cutoff distance rc to the reference
particle. For a given particle i, G2

i is defined as

G2
i =

∑
j

e−η(rij−Rs)2
fc(rij), (2.4)

where rij is the distance between particles i and j, η and Rs are two parameters that control
the width and the position of the Gaussian with respect to particle i, and the sum runs over
all neighbours j being closer than rc. Additionally, fc(rij) is a cutoff function: a monotonically
decreasing function that smoothly goes to 0 in both value and slope at the cutoff distance rc.
Here, we consider a cutoff function of the form

fc(rij) =
0.5 [cos (πrij/rc) + 1] for rij ≤ rc

0 for rij > rc.
(2.5)
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The second type of SFs, G3, provides information on angular correlations and it is defined
as

G3
i = 21−ξ ∑

j,k 6=i
(1 + λ cos θijk)ξe−η(r2

ij+r
2
ik+r2

jk)fc(rij)fc(rik)fc(rjk), (2.6)

where the indices j and k run over all the neighbours of particle i, and ξ, η, and λ are three
parameters that determine the shape of the function. The parameter λ can have the values +1
or −1 and determines the angle θijk at which the angular part of the function has its maximum
(θijk = 0o for λ = 1, and θijk = 180o for λ = −1). The angular resolution is provided by the
parameter ξ, while η controls the radial resolution.

Here, the goal is to express the particle’s deformation energy, ui = Ui/K, as a function
of a suitable set of SFs. The selection of this set, i.e, the number of SFs to use and their
parameters, is arguably the most crucial step in the optimization of the fitting procedure. In
the context of neural-network-based potentials, this is usually done by evaluating empirically
how the accuracy of the model depends on the set of SFs employed. Based on this idea, one
can adopt several optimization strategies in order to find a proper set of SFs. For instance, a
recent work proposed the use of genetic algorithms as a method for an optimal selection [71].
The main drawback of such a procedure is that the training of the model has to be repeated
for every considered set.

A completely different approach for an efficient and automatic selection was proposed in
Ref. [72]. The various methods introduced there are based solely on the knowledge of the
geometry of the particles’ environments, and do not rely on the energy, nor on the performance
of the model that results from a given choice of the SFs. Instead, the common idea behind
these methods is to choose SFs which are as diverse as possible by, e.g, minimizing their linear
correlation. This avoids including redundant information and allows one to capture different
aspects of the particle’s environment using a relatively small set of SFs. One possible risk of this
approach in terms of efficiency is the inclusion of SFs which poorly correlate with the energy.
These SFs would be sensitive to aspects of the particle’s environment that hardly influence
the particle’s energy. While their inclusion would not harm the accuracy of the model, their
evaluation would constitute an unnecessary numerical overhead.

In the following, we draw inspiration from Ref. [72] and introduce a new efficient and
automatic procedure for the selection of SFs. As we will see, the proposed method is by
definition ideally suited to work in combination with simple linear regression, but could also be
used as the basis of a nonlinear regression scheme.

2.3.3 Selection of SFs
As in Ref. [72], the first step of the procedure involves the creation of a large but manageable
pool of candidate SFs. This is done by calculating, for every particle in the data set, several
SFs with different sets of parameters. At this stage, the parameters are chosen following simple
heuristic rules with the goal of capturing most of the possible correlations within the cutoff
radius. Here, we fix the cutoff to the range of the interaction defined in our model, i.e, rc = σ.

We build a set of radial symmetry functions G2 consisting of Gaussian functions (Eq. 2.4)
both centered around the reference particle (Rs = 0) and displaced away from the reference
particle (Rs > 0). For the SFs with Rs = 0, we consider 15 different Gaussian widths in
the range η ∈ [0.001, 24]. For the other radial symmetry functions, we vary the center of the
Gaussian among 9 equally spaced values in the range Rs/rc ∈ [0.1, 0.9], with Gaussian widths
chosen on a logarithmic scale: η ∈ {1, 2, 4, 8, 16}.
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The G3 angular SFs are generated by setting λ ∈ {−1, 1}, η ∈ {0.01, 0.1, 1, 2, 4, 8}, and
ξ ∈ {1, 2, 4, 8}.

With these choices, our pool of candidates consists of M = 108 SFs. One could in principle
consider a larger pool, making the description of the environment more complete at the expense,
however, of a greater computational cost. In this work, we found this pool to be sufficiently
large.

The second step of the procedure consists of selecting from the initial pool a subset of
Ns < M SFs that captures the most relevant features of the particle’s environment and can
be used as the basis of a regression scheme to approximate the particle’s energy. In this step,
the SFs are selected from the pool one after the other in a way that maximizes the overall
correlation with the target energy.

The first SF that is selected is the one with the highest linear correlation with the energy,
i.e, the one that alone best predicts the energy. As a measure of the correlation, we use the
square of the Pearson correlation coefficient, defined as

ck =
∑
i

(
Sk(i)− S̄k

)
(ui − ū)

σSD(Sk)σSD(u) , (2.7)

where Sk(i) and ui are, respectively, the k-th SF in the pool and the energy of the i-th particle
in the data set, S̄k and ū are their arithmetic means evaluated over the whole data set, and
σSD(Sk) and σSD(u) are their standard deviations. Then, the second SF selected is chosen to be
the one that maximizes the increase in the correlation with the energy. The linear correlation
between a set of SFs and the energy is quantified by the coefficient of multiple correlation, R,
whose square is given by

R2 = cTR−1c. (2.8)
Here, cT = (c1, c2, . . . ) is the vector whose i-th component is the Pearson correlation, ci, between
the i-th SF in the set and the energy, while R is the correlation matrix of the current set of
SFs. Specifically, the element Rij of this matrix is the Pearson correlation between the i-th and
the j-th SFs in the set. Note that in the case of only one SF Si, R2 reduces to c2

i . R2 can also
be computed as the fraction of variance that is explained by a linear fit (including an intercept)
of the energy in terms of the SFs in the set. Although computationally slightly more expensive
than the evaluation of Eq. 2.8, we found this second method to be numerically more stable.

By maximizing the increase in the correlation with the energy, we aim to select new SFs
that add relevant information to the currently selected set, while penalizing both (i) highly
correlated SFs with only redundant information, and (ii) SFs which are sensitive to aspects of
the particle’s environment that poorly correlate with the particle’s energy. The inclusion of
point (ii) in our selection procedure is arguably the main difference with the methods proposed
in Ref. [72], where only point (i) is addressed. The described process can be repeated iteratively
in order to select new SFs until R2 stops increasing appreciably. This, indeed, indicates that
the remaining SFs in the pool add negligible information, and gives us a simple rule to optimize
the number of selected SFs.

Another advantage of our procedure is that the value of R2 is by definition a quantitative
measure of how well a linear combination of the selected SFs can approximate the particle’s
energy. As a result, its final value represents an excellent indication of whether linear regression
or more complex nonlinear schemes are necessary for the problem at hand. When sufficient, us-
ing simple linear regression instead of nonlinear neural networks, for instance, might have some
important advantages: (i) the parameters’ optimization is deterministic instead of stochastic,
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which makes the fitting process, or training, much simpler in terms of efficiency and accuracy;
(ii) the risk of overfitting is considerably lower; (iii) the resulting model is cheaper in terms of
computational cost.

In the next section, we present the results of the fit and compare its efficiency and reliability
with the original model.

2.3.4 Fit results and validation
We now present the results of the selection procedure in our problem. Fig. 2.5 shows (a) R2

and (b) the root mean squared error (RMSE) of the corresponding linear fit as a function of
the number of selected SFs. The RMSE is shown both for the training and test sets. Note that
R2 and the RMSE are related by a simple transformation, i.e, R2 = 1− RMSE2/σ2

SD(u).
The first thing to notice is that with only a few SFs R2 approaches very closely its maximum

possible value, i.e, R2 = 1. This clearly indicates that even linear regression using a low number
of SFs can very accurately approximate our target interaction.

Next, if we look closely at the variation of the RMSE as a function of Ns (Fig. 2.5b), we
can identify three distinct regimes. Initially, the error decreases very rapidly: by about one
order of magnitude going from Ns = 1 to Ns = 7. After that, the error keeps decreasing
more slowly until Ns ' 18. Finally, after Ns = 18, the error essentially stays constant. From
this picture, we can distinguish two obvious choices for the number of symmetry functions:
Ns = 7 and Ns = 18. Both will provide a good balance between accuracy and efficiency, but
clearly choosing Ns = 7 leads to a more efficient model. Limiting the number of selected SFs
is particularly important when using them as the input of a neural network. In such cases,
the input size influences also the size of the following layers in the network and, as a result,
has a stronger impact on the overall efficiency of the model. However, as we are using linear
regression, we opted instead for a slightly less efficient but more accurate choice of Ns = 18.

To quantify the speed-up achieved with the fit, we compared the computational times
required for the energy evaluation using the original model (τM) and the fitted potential (τF ).
For completeness, τF is evaluated for two different choices of the number of SFs: Ns = 7 and
Ns = 18. Since these times depend differently on the density and on the number of neighbours
interacting with each particle, we considered a hexagonal crystal with N = 64 particles at
different densities. The ratio τM/τF , represented in Fig. 2.6, clearly shows that the fit speeds
up the energy evaluation by at least two orders of magnitude at all densities and for both
choices of Ns. A discontinuous jump is observed at a density of ρσ2 = 3.5, where an extra
shell of neighbors enters the interaction range of any given particle. Although these extra
neighbors usually do not contribute to the energy, our Monte Carlo simulation still takes them
into account as possibly interacting neighbors. As a consequence, around this density, the
computation cost goes up significantly. Nonetheless, the fit is at least 200 times faster than the
original model even at high densities. Furthermore, note that a choice of Ns = 18 is only about
1.2 times more expensive than Ns = 7 and leads to a fitting error which is approximately 0.6
times smaller.

We now turn the discussion to the reliability of our fitted potential. A first simple indication
of the general accuracy of the fit is given by its performance on data that was not used in the
training. Fig. 2.5b shows that the RMSE on the training and test sets are approximately
equal for every value of Ns, indicating that the fit generalizes well to "previously unseen” data.
Although this is a good measure of the quality of the fit, it is also important to verify its
reliability when computing other properties of the system. To this end, we performed MC
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Figure 2.5: (a) Square of the correlation coefficient, R2, and (b) root mean squared error (RMSE)
as a function of the number of symmetry functions employed, Ns. The RMSE is shown for both the
training and the test sets. The chosen value, Ns = 18, is indicated with a star.

simulations in the isothermal-isobaric ensemble (NPT ) with the original model and with the
fitted potential. For several pressures and different values of the interaction strength βK, we
compare the estimated equilibrium density of the system. Note that we considered a system
size of N = 64 particles and started all simulations from a high density hexagonal crystal.
Furthermore, to speed up the simulations using the original model, we limited the number of
orientations in the averaging to No = 10.
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Figure 2.6: Ratio between the computational times required for the energy evaluation in a hexagonal
crystal using the original model, τM , and the fitted potential, τF , as a function of density. τF is
evaluated for two different choices of the number of SFs: Ns = 7 and Ns = 18.

Fig. 2.7 shows a comparison of the results obtained with the model and with the fit for
six values of βK. Up to a value of βK = 200, we find an excellent agreement between the
two models. The only appreciable differences are observed for a few pressures in the vicinity
of a first-order phase transition. At these pressures, the system repeatedly jumped from one
phase to the other during the simulations. As each jump requires the system to overcome a
free energy barrier, the time spent in the two phases depends on the particular run and affects
the final estimate of the density. As a consequence, similar differences would be observed even
if running distinct simulations with the same model.

For larger values of βK, however, discrepancies between the original model and the fit
start appearing also at points far from the phase transition. This can be seen in Fig. 2.7 for
βK = 500, and especially for βK = 1000, where the difference becomes more pronounced.
There is a simple explanation to this. For high values of βK, the error in the fit (which scales
with the prefactor K) becomes comparable to the typical energy fluctuations (i.e, comparable
to kBT ). This leads to observable errors in the overall behavior of the system, and hence in
the equation of state. In our case, this clearly starts happening for an interaction strength of
at least βK = 500, after which our fitted potential becomes less reliable.

2.4 Phase behaviour
We investigated the phase behaviour of the system in quasi two dimensions by performing
NPT -MC simulations with the fitted interaction potential. Specifically, we determined the
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Figure 2.7: Comparison of the pressure as a function of density obtained with the original model
and the fitted potential for βK = 1 (top left), βK = 50 (top center), βK = 100 (top right), βK = 200
(bottom left), βK = 500 (bottom center), and βK = 1000 (bottom right). Simulations were performed
with a system size of N = 64 particles and starting from a hexagonal crystal configuration at a density
ρσ2 = 4.6.

equation of state (EOS) of the system, i.e, the pressure as a function of the equilibrium density,
for several values of the interaction strength in the range βK ∈ [1, 500]. We repeated this
analysis for different initial conditions of the system: a low-density fluid phase, and high-
density hexagonal, square and sigma phases. We chose these initial configurations as similar
phases have been observed in similar models for deformable colloids. In all cases we considered
a system size of N = 256 particles. Additionally, during these simulations, we let the two axes
of the box change independently in order to let the box shape adapt.

To assess the structure and discriminate between different phases, we computed the averaged
m-fold bond orientational order parameter χm, defined as [77]

χm =
〈∣∣∣∣∣∣ 1
Nb(j)

Nb(j)∑
k=1

exp(imθrjk)
∣∣∣∣∣∣
2〉
. (2.9)

Here, m is an integer associated with the symmetry of interest, rjk is the vector connecting
particles j and k, and θrjk is the angle between rjk and an arbitrary axis. Additionally, the
sum over k runs over the Nb(j) nearest neighbours of particle j. The set of nearest neighbors
of each particle is identified with a two-dimensional adaptation of the parameter-free criterion
called SANN (solid angle nearest neighbor) [78].
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For all values of βK and initial conditions considered, the system stabilized a fluid phase
at low densities and a hexagonal crystal phase at higher densities. In Fig. 2.8, we show the
measured EOS and the order parameter χ6 for three values of βK. χ6 measures the degree
of 6-fold symmetry in the system and it is expected to be high in the hexagonal phase. The
background colors in Fig. 2.8 indicate the regions of stability of the two phases, while the color
grey indicates the coexistence region. Points falling in this region correspond to pressures at
which the system jumped multiple times from one phase to the other during the simulation.

Figure 2.8: Pressure (black) and χ6 (blue) as a function of density for βK = 1 (left), βK = 50
(center) and βK = 200 (right).

Figure 2.9: Phase diagram as a function of the interaction strength, βK, and the density, ρσ2. The
stable phases are the fluid phase (F) and hexagonal crystal phase (H). The grey area denotes the
coexistence region between the two phases.



28 Chapter 2

Finally, from these EOS we determined the phase behaviour of the system as a function
of the interaction strength and the density. The constructed phase diagram is shown in Fig.
2.9. Note that this phase diagram is actually much simpler than that of the analytic, 2-body
Hertzian potential, which displays a variety of complex phases [42].

2.5 Conclusions
In short, we have introduced a simple and efficient method to fit computationally expensive
many-body interactions using linear combinations of symmetry functions. In particular, our
approach selects an effective set of symmetry functions with an iterative procedure performed
on a representative set of sample configurations. We used this approach to fit the interaction
potential of colloids coated with a deformable shell, speeding up the energy evaluation by at
least two orders of magnitude. Using Monte Carlo simulations of the fitted potential, we scan
the phase diagram of the colloidal model system over a range of temperatures and densities,
revealing a fluid and a single stable hexagonal crystal phase.

While the model we investigated is relatively simple, the computational speedup demon-
strates that our approach provides an effective way forward in situations where interaction
potentials between particles are too computationally expensive to be tractable in standard
computer simulations. This not only applies to simulating deformable colloids, but also to
ab initio simulations of atomic systems, where interactions between atoms are complicated by
quantum effects. Similarly, as we will see in Chapter 8, the same approach can straightforwardly
be extended to fitting effective interactions between particles, e.g., in systems containing poly-
mer chains (in solution or grafted onto particles) which carry a large number of degrees of
freedom.

The main strengths of the fitting approach we propose here are its efficiency and its flex-
ibility. The efficiency stems from the fact that the iterative method used to select symmetry
functions is directly aimed at fitting the desired energy function, and thus avoids including SFs
that do not correlate with the target function. This criterion relies on the fact that our final
fitting scheme is a simple linear fit, which ensures that the expected impact of adding a new
SF can be gauged based on its linear correlation with the energy function and the previous set
of SFs. The flexibility stems from the fact that the method does not rely on a specific choice
for the pool of SFs we select from. Here, we only include radial and angular functions, since
we know from physical considerations that the particles are isotropic. However, one might also
include SFs that take into account the orientation of the particles. Hence, we believe that
the proposed approach will be a valuable tool for speeding up the simulation of particles with
complex interactions.
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Neural network based order
parameters for the classification of

binary hard-sphere crystal structures

Identifying crystalline structures is a common challenge in many types of research. In this
Chapter, we focus on binary mixtures of hard spheres of various size ratios, which stabilize a
range of crystal structures with varying complexity. We train feed-forward neural networks to
distinguish different crystalline and fluid environments on a single-particle basis, by analyzing
vectors composed of several bond order parameters. For all size ratios considered we achieve a
classification accuracy above 98% for all phases, meaning that our method is completely general
and able to capture structural differences of a wide range of binary crystals.

Based on: E. Boattini, M. Ram, F. Smallenburg, L. Filion, Neural network based order parameters for
classification of binary hard-sphere crystal structures, Mol. Phys 116, 3066-3075 (2018).
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3.1 Introduction
The study of many structural and dynamic phenomena involving crystalline phases, including
nucleation and growth, melting, and grain boundary dynamics, relies on our ability to deter-
mine whether or not a particle is part of a crystalline cluster or domain. In bulk, crystalline
solids can be straightforwardly distinguished from fluids as they exhibit both translational and
bond-orientational order. Moreover, the difference between various crystal structures is readily
accessible by determining their unit cell. However, on a single-particle level, the distinction be-
tween a fluid and a crystal is much less clear: in a small crystalline cluster, as might exist during
nucleation or in a polycrystalline material, long-range translational or bond-orientational order
is not present.

One of the more common methods for identifying crystalline particles is based on local bond
order, and finds its origins in a 1982 paper by Steinhardt, Nelson, and Ronchetti [79]. They
introduced bond-orientational order parameters suitable for studying bond-orientational order
in liquids and glasses. As a starting point, they defined for each particle a set of bonds to its
nearby neighbors. They then expanded the distribution of bonds in the system in terms of
the spherical harmonics of order l, and used this expansion to construct quadratic and cubic
rotationally invariant quantities that measure specific bond-order symmetries in the system,
generally referred to as ql and wl, respectively. This idea was inspired by the Landau expansion
of the free-energy difference between a bond-oriented (crystalline) and a fluid phase in terms
of the same spherical harmonic functions (see, e.g., Ref. [80]). Subsequently, this concept
was extended to analyze structure on a single-particle level by Ten Wolde, Ruiz-Montero, and
Frenkel [81, 82]. The resulting local bond-order parameters allow for both the identification of
particles in environments corresponding to a specific crystal structure, and to identify clusters
of particles belonging to the same crystalline domain. In a later extension by Lechner and
Dellago [83], it was shown that the reliability of these order parameters in the presence of
thermal fluctuations could be significantly improved by averaging the bond order parameter of
each particle with that of its nearby neighbors.

Bond-order parameters have played a significant role in our understanding of single-component
phase behaviour, and have been a particularly valuable tool in the study of hard spheres, ar-
guably the simplest model system for crystallization. In this context, bond order parameters
have been instrumental in developing new insights into, e.g., the nucleation rate [84], the shape
of pre-critical nuclei [85], nucleation from a glass [86], and the role of confinement [87]. How-
ever, in most of these studies, the focus lies primarily on single-component systems, where all
relevant crystal structures are easy to predict, and have relatively simple unit cells. In con-
trast, bond order parameters for binary phases, which can be significantly more complex, have
received much less attention.

The equilibrium phase behaviour of binary hard-sphere mixtures has been well characterized
in literature [88–94]. One of the first observations of binary colloidal crystals was made by
Murray and Sanders in naturally occuring Brazilian gem opals [95, 96]. They observed the
formation of a range of binary crystals, including NaCl, AlB2, and NaZn13 (ico-AB13), all of
which were later confirmed to be stable in binary hard-sphere mixtures [88–92]. Since then,
our understanding of the phase behaviour of binary hard spheres has come a long way, and
we now have theoretical phase diagrams for a wide range of size ratios, largely backed up by
experimental observations [91, 93, 94]. These studies have found regions of stability for binary
liquids, monodisperse face-centered-cubic (fcc) crystals, binary crystal phases NaCl, NaZn13,
AlB2, the Laves phases (MgCu2, MgZn2, MgNi2), an AB6 phase with no atomic analogue, as well
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as substitutional and interstitial solid solutions. However, in comparison to single-component
hard spheres, our knowledge of the crystallization dynamics of binary crystals is still severely
limited. One of the puzzle pieces currently missing in literature are well-performing order
parameters that identify, on a single particle level, the complex local environments associated
with binary hard-sphere crystal phases.

In this Chapter, we use machine learning to develop order parameters, based on the bond
order parameters, to distinguish crystalline environments in binary mixtures of hard spheres.
Recently, machine learning has been shown to be an extremely promising approach in the
study of phase behaviour, both for predicting phase transitions as well as for developing new
order parameters [66, 97–103]. Research on the uses of machine learning for designing order
parameters can be loosely broken into two categories, supervised and unsupervised machine
learning. In the context of supervised machine learning, it has recently been demonstrated
that neural networks could be used as order parameters for recognizing various crystalline order
in single-component systems, including Lennard-Jones, Yukawa and water potentials [66, 101].
These examples are very similar to the situation examined in this Chapter: assuming that we
know a priori which crystalline phase we want to be able to distinguish, neural networks are
trained to recognize that local order. These examples used different types of local environment
characterizations, including bond order parameters [101], and symmetry functions [66]. The
unsupervised learning algorithms function quite differently, and are designed to identify the
distinctive groups of local environments that are present in the system - without a priori
knowledge of the possibilities. This has been applied to, e.g., single component systems [102],
and 2d binary systems [103].

Here, we train single-layer neural networks to recognize different particle environments,
corresponding to fluid or crystalline phases, in simulations of binary hard-sphere mixtures.
In particular, we perform Monte Carlo simulations of binary hard-sphere mixtures at three
different size ratios α = σS/σL = 0.45, 0.54, and 0.82, with σS(L) the diameter of the small
(large) species. These size ratios were chosen because they cover a number of distinct stable
binary crystal structures. For each phase, we considered different packing fractions, η, defined
as

η = π

6ρσ
3
L

[
(1− x) + α3x

]
, (3.1)

where x = Ns/N is the stoichiometry, Ns is the number of small particles, and N is the total
number of particles. Additionally, ρ = N/V is the number density with V being the volume of
the simulation box. We then characterize the environments of particles in different phases using
the averaged bond order parameters introduced by Lechner and Dellago [83], and train neural
networks to identify distinct local environments that occur in the different crystal structures.
Finally, we test these networks on separate simulations and quantify their accuracy.

The remainder of this Chapter is organized as follows. In Sec. 3.2, we describe the bond
order parameters in detail. In Sec. 3.3 we outline the setup of the neural networks used in this
work. In Sec. 3.4, for each size ratio, we examine the investigated crystal structures and their
local environments, and describe the associated neural network. Finally, in Sec. 3.5 we discuss
the performance of the trained neural networks. A summary and discussion follows in Sec. 3.6.

3.2 Bond order parameters
To characterize the local environment of each particle, we use the averaged bond order pa-
rameters introduced by Lechner and Dellago [83]. First, we define for any given particle i the
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complex quantities
qlm(i) = 1

Nb(i)
∑

j∈Nb(i)
Y m
l (rij), (3.2)

where Y m
l (rij) are the spherical harmonics of order l, with m an integer that runs from m = −l

to m = +l. Additionally, rij is the vector from particle i to particle j, and Nb(i) is the set of
nearest neighbors of particle i, which contains Nb(i) particles. Then, the averaged q̄lm(i) are
defined as

q̄lm(i) = 1
Nb(i) + 1

∑
k∈{i,Nb(i)}

qlm(k), (3.3)

where the sum runs over all nearest neighbors of particle i as well as particle i itself. Averaging
over the nearest neighbor values of qlm results effectively in also taking next-nearest neighbors
into account. Finally, we define rotationally invariant quadratic and cubic order parameters as

q̄l(i) =

√√√√ 4π
2l + 1

l∑
m=−l

|q̄lm(i)|2, (3.4)

w̄l(i) =

∑
m1+m2+m3=0

(
l l l
m1 m2 m3

)
q̄lm1(i)q̄lm2(i)q̄lm3(i)(∑l

m=−l |q̄lm(i)|2
)3/2 , (3.5)

where the term in parentheses in Eq. 3.5 is the Wigner 3j symbol. The quantities in Eqs.
3.4 and 3.5 are real, translationally and rotationally invariant, and, depending on the choice
of l, are sensitive to different crystal symmetries. Our description of the local environment of
particle i consists of a vector of 24 such bond order parameters arranged in the following order

Q(i) = ({q̄l(i)}, {w̄l′(i)}, {q̄LL(ss)
l (i)}, {w̄LL(ss)

l′ (i)}) (3.6)

for large (small) particles, with l ∈ [1, 8] and l′ consisting of only even values of l. Here q̄l
and w̄l represent the averaged bond order parameters calculated considering all the nearest
neighbors of the particles, while q̄LL(ss)

l and w̄
LL(ss)
l are calculated considering only the large

(small) nearest neighbors of large (small) particles.
Thus far, we have not discussed the definition of a nearest neighbor, as used in the definition

of the bond order parameters. There are a number of different avenues for identifying nearest
neighbors. The simplest method, and one we use in this work, relies on using a fixed cutoff
radius rc, such that all particles closer than this distance are considered nearest neighbors.
Ideally, this cutoff radius is chosen as the distance at which the radial distribution function has
its first minimum. When considering different crystal structures, however, the minima often
occur at different distances, so that no choice of rc works perfectly for all crystals (see Figure
3.1). In this work, we choose rc by trying to maximize the number of included first neighbors
and to minimize the number of included second neighbors for all crystals. This method has the
advantage that it is computationally very cheap and it is symmetric , i.e., i is a neighbor of j
if and only if j is a neighbor of i. However, rc is system and density dependent, so that it has
to be tuned for every particular case requiring prior knowledge of the system(s) under study.
Additionally, the cutoff is defined for the entire system and, as such, is not an optimal choice
for systems with large density gradients or interfaces, such as can occur in nucleation studies.

Another standard method for determining nearest neighbors is the Voronoi construction
[104], which has the advantage that it is parameter-free. However, it is also relatively com-
putationally expensive, and in this work we have instead opted to make use of an alternative
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Figure 3.1: Radial distribution functions of large particles of ico-AB13 (η = 0.55), AlB2 (η = 0.60)
and FCC (η = 0.55) hard spheres crystals.

parameter-free nearest-neighbor criterion, called SANN (solid angle nearest neighbor) [105]. In
this approach, an effective individual cutoff is found for every particle in the system based on
its local environment. The algorithm can briefly be described as follows.

First, the particles {j} surrounding i are ordered such that ri,j ≤ ri,j+1. Then, starting
with the particle closest to i, a solid angle θi,j is associated to every potential neighbor j.
Finally, SANN defines the neighborhood of particle i as consisting of the nearest (i.e., closest)
m particles {j} such that the sum of their solid angles equals at least 4π. For a complete
description of the algorithm see Ref. [105].

This method is not inherently symmetric, i.e., j might be a neighbor of i while i is not
a neighbor of j. However, symmetry can be enforced by either adding j to the neighbors of
i or removing i from the neighbors of j. In this study, we applied the latter solution. The
computational cost of SANN only slightly exceeds that of a cutoff distance, making it suitable
for on-the-fly use in simulations. Moreover, since it is a parameter free method, it is suitable
for systems with inhomogeneous densities. The only inconvenience we encountered with SANN
is that, in some cases, some second shell neighbors are also included in the nearest-neighbors
lists.
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3.3 Neural Networks for the classification of binary hard
spheres crystals

Our goal is to develop algorithms which are able to distinguish different crystalline environments
for binary hard-sphere systems on a single-particle basis. To this end, we employ feed-forward
neural networks, which are general purpose algorithms that ‘learn’ the properties of a specific
classification problem from labeled data. In particular, we consider single-layer neural networks
(SLNN) with a Softmax activation function and cross-entropy error function. For a detailed
description of how such a network is implemented see Chapter 1. SLNNs are the simplest forms
of feed-forward neural networks, and are able to efficiently find linear separations of data in
high dimensional spaces, provided that the data are indeed linearly separable. Using such a
simple structure instead of more complex ones has some important advantages. The training
is easy - in the sense that it does not require advanced techniques for function minimization -
and computationally cheap, and the risk of overfitting is low. The only limitation is that they
fail on problems which are inherently non-linear, but as we will show, this is not a problem in
this work.

We examine binary hard-sphere mixtures of three different size ratios (α = 0.45, 0.54, and
0.82). For each size ratio, we train a SLNN to distinguish the different local environments
that occur in the stable phases. The network takes as its input the vector Q(i) in Eq. 3.6,
namely our description of the local environment of one particle. As its output, it produces a
number for each potential local environment, indicative of the likelihood the particle is in this
environment. The determined particle environment is then considered to be the one with the
highest likelihood.

To train the network, its internal parameters are optimized based on information contained
in a so-called “training set”. The training set is constructed by determining a representative
sample of Q(i) of particles in configurations in each known phase. In particular, we perform
Monte Carlo simulations in the canonical ensemble (constant number of particles N , compo-
sition x, volume V , and temperature T ), for each of the stable phases under consideration.
Depending on the specific phase, we consider a system size that ranges from N = 432 to
N = 448 particles. From each simulation, we save 100 independent snapshots, and calculate
Q(i) for each particle. Note that since diffusion in the crystal phases is essentially absent, we
know the correct environment for each particle. This knowledge, combined with the set of Q(i)
forms our training set. The number of distinct local environments depends on the specific size
ratio, as we will discuss in the following section.

We calculate bond order parameters both using a fixed cutoff distance and the SANN
algorithm, resulting in two training sets and hence two distinct SLNNs. When examining their
performance, we will refer to these networks as the ‘cutoff networks’ and ‘SANN networks’,
respectively. The chosen cutoff distances for the cutoff networks are listed in Tab. 3.1, where
rc is the cutoff used to identify all the nearest neighbors of the particles, rLLc to identify only
the large nearest neighbors of large particles, and rssc to identify the small nearest neighbors of
small particles. These cutoff distances are chosen as described in Sec. 2 by looking at the first
minima of the radial distribution functions of both species (large and small particles), of only
large particles, and only small particles, respectively.
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Table 3.1: Cutoff distances used for different size ratios.

α rc(σL) rLLc (σL) rssc (σL)
0.45 1.3 1.3 1.3
0.54 1.3 1.45 0.83
0.82 1.3 1.3 1.1

3.4 Crystal structures

In this Section, for each size ratio we describe the stable crystal structures, their associated
local environments, and the details of the SLNNs we trained.

Figure 3.2: Unit cells for a) FCC, b) NaCl, c) AlB2, d) ico-AB13, e) MgCu2, f) MgZn2, g) MgNi2.
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3.4.1 Size Ratio α = 0.45
We first consider binary hard spheres with size ratio α = 0.45. As shown in Ref. [106], stable
phases with this size ratio are NaCl and AlB2 binary crystals, FCC crystals of large or small
particles, and the binary fluid. Unit cells for these phases are shown in Fig. 3.2. For the crystal
phases, we distinguish four local environments: one for the FCC phase (which is identical for the
large and small particles), one for NaCl (where both species are on identical FCC sub-lattices),
and two for AlB2 corresponding to the large and small particle environments.

Hence, we set up a SLNN with 24 inputs and 5 outputs. The 24 inputs correspond to the
length of the vector Q(i), while the output corresponds to the following five environments:

• Label 0: particles of NaCl;

• Label 1: large particles of AlB2;

• Label 2: small particles of AlB2;

• Label 3: particles of the binary fluid;

• Label 4: particles of FCC.

We train the network using sets of Q(i) from MC simulations of all four phases. For the NaCl,
AlB2 and FCC crystals, the simulations were performed at packing fractions η = 0.63, η = 0.60
and η = 0.55, respectively, while for the binary fluid we used a packing fraction of η = 0.45
and a stoichiometric ratio x = 1/2.

3.4.2 Size Ratio α = 0.54
We now consider binary hard spheres with size ratio α = 0.54. As shown in Ref. [107], stable
phases with this size ratio are ico-AB13 and AlB2 binary crystals, FCC crystals of large or small
particles, and the binary fluid (see Fig. 3.2). As discussed in the previous section, there are a
total of three local environments in FCC and AlB2. In ico-AB13 there is a single environment
for the large particles, but multiple environments for the small particles. However, it turns out
that grouping all small ico-AB13 particles under one label results in excellent identification of
the particle environments.

Hence, for this size ratio the SLNN has 6 outputs, corresponding to the following environ-
ments:

• Label 0: large particles of ico-AB13;

• Label 1: small particles of ico-AB13;

• Label 2: large particles of AlB2;

• Label 3: small particles of AlB2;

• Label 4: particles of FCC;

• Label 5: particles of the binary fluid.

To obtain the training data, the MC simulations for ico-AB13 , AlB2 and FCC crystals were
performed at packing fractions of η = 0.55, η = 0.60 and η = 0.55, respectively, while for the
binary fluid we used a packing fraction of η = 0.45 and a stoichiometric ratio x = 2/3.
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3.4.3 Size ratio 0.82
Finally, we consider binary hard spheres with size ratio α = 0.82. As shown in Refs. [108,109],
stable phases for this size ratio are the MgZn2 Laves phase, the binary fluid, and the FCC
crystals of only large or small particles. Interestingly, as shown in Ref. [109], there are two
other Laves phases competing with MgZn2 for stability: MgCu2 and MgNi2. These structures
are very similar to MgZn2, but correspond to different stackings of the same crystalline planes.
In particular, the arrangement of planes in MgNi2 is a combination of the arrangements in
MgCu2 and MgZn2. The free-energy difference between these phases is only on the order of
0.001kBT per particle, and hence it is likely that mixtures of these phases would show up in,
e.g., nucleation studies. Hence, in addition to the fully stable phases, we include MgCu2 and
MgNi2 in our analysis. Unit cells of the investigated phases are shown in Fig. 3.2.

A closer analysis of the local environments in the Laves phases reveals a complication in the
unique identification of the MgNi2 environments when only first shell neighbors are taken into
account. In particular, by computing the vectors Q(i) for the perfect crystal configurations of
the three Laves phases, we found that most of the environments in MgNi2 are also present in
either MgZn2 or MgCu2 - where with same environment we mean that the vectors Q(i) are
essentially equal. This is shown in Fig. 3.3, where particles of the Laves phases are colored
according to their environment, as described by Q(i). There are two possible solutions to this.
First, one can systematically take into account an additional shell of neighbors when calculating
Q(i). When second-nearest neighbors are taken into account, bond order parameters are able
to capture the different stackings and the local environments in the different Laves phases
are distinguishable. Training a neural network with such a set indeed results in an excellent
identification of all three Laves phases. The second approach is to simply identify which local
environment (as represented in Fig. 3.3) each particle is in, regardless of crystal structure. The
environments of neighboring particles can subsequently be used to determine the underlying
lattice. As we would like to base particle identification purely on the immediate environment
of the particle, we here focus on the second solution.

Hence, for this size ratio, our SLNN has 8 outputs, corresponding to the following local
environments:

• Label 0: large particles of MgCu2 and half of the large particles of MgNi2 (see Fig. 3.3);

• Label 1: small particles of MgCu2 and some of the small particles of MgNi2 (see Fig. 3.3);

• Label 2: large particles of MgZn2 and half of the large particles of MgNi2 (see Fig. 3.3);

• Label 3: some small particles of MgZn2 (see Fig. 3.3);

• Label 4: some small particles of MgZn2 and MgNi2 (see Fig. 3.3);

• Label 5: some small particles of MgNi2 (see Fig. 3.3);

• Label 6: particles of the binary fluid;

• Label 7: particles of FCC.

MC simulations to train the network were performed using a packing fraction of η = 0.6 for
the Laves phases, η = 0.55 for the FCC crystal, and η = 0.45 and stoichiometry x = 2/3 for
the binary fluid.
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Figure 3.3: Perfect crystal configurations of the three Laves phases: (a) MgCu2, (b) MgZn2, and (c) MgNi2.
From left to right: a view of all particles, only large particles, and only small particles, respectively. Colors
represent the distinct local environments we identify from bond order parameters calculations, considering only
first shell neighbors. The legend shows to what label each color corresponds.

3.5 Results

To train our SLNNs and assess their performance, we make use of a cross-validation procedure.
The averaged overall accuracies of the cutoff and SANN networks at each size ratio, as well as
the accuracies related to each specific label, are shown in Table 3.2. In all cases we reach an
overall accuracy above 99%, meaning that our method is completely general and able to capture
structural differences of a wide range of binary crystals. Looking closer at the specific phases,
we find that in general, the fixed cutoff performs slightly better than SANN, and postulate
that this arises due to the tendency of SANN to occasionally include neighbors in the second
neighbor shell. For instance, in the worst case (α = 0.54), such inclusion makes the local
environment - as described by bond order parameters - of the small particles of ico-AB13 (label
1) more similar to the one of fluid particles (label 5), leading to some misclassification between
the two. Nonetheless, we find all individual phases recognized correctly more than 98% of the
time, even with SANN, which we consider to be excellent performance.

The tests of our SLNNs reported in Table 3.2 are all performed at exactly the same packing
fraction as the one that was used for training the networks. As a result, it is not a priori
clear whether the trained networks are an appropriate order parameter for crystals at different
packing fractions. In order to test this, for each size ratio, we examine the performance of the
network over a wide range in packing fractions and report the results in Fig. 3.4. Note that
here we limit our attention to the order parameter using SANN, in order to avoid having to
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Table 3.2: Average accuracies of the networks computed with the cross-validation procedure.

α = 0.45 Labels
Network Overall 0 1 2 3 4
cutoff 100% 100% 100% 100% 99.99% 100%
SANN 99.99% 100% 100% 99.97% 99.98% 100%

α = 0.54 Labels
Network Overall 0 1 2 3 4 5
cutoff 99.99% 100% 100% 100% 99.99% 100% 99.96%
SANN 99.22% 100% 98.41% 100% 100% 100% 98.35%

α = 0.82 Labels
Network Overall 0 1 2 3 4 5 6 7
cutoff 99.99% 100% 99.98% 100% 99.89% 100% 99.90% 99.99% 100%
SANN 99.76% 99.10% 99.97% 99.05% 99.50% 99.96% 99.45% 99.98% 100%

recalculate the cutoff range for each packing fraction. In all cases, the accuracy of the network
is found to be higher than 98%, confirming that the SLNNs are robust to changes in density.

To further test the SANN networks, and in particular their performance in systems with
interfaces, we applied them to snapshots from additional MC simulations of systems with a
coexistence of two phases. In particular, we examined the following coexistences: i) a metastable
coexistence of NaCl and FCC for size ratio α =0.45 (Figure 3.5(a)) , ii) a stable coexistence
of AlB2 and fluid for size ratio α =0.54 (Figure 3.5(b)), and finally a metastable coexistence
of MgCu2 and FCC for size ratio α =0.82 (Figure 3.5(c)). Note that the networks have not
been trained to recognize particles at the interface and, furthermore, we do not have a reference
output in order to compute the accuracy of the networks for such simulations. Nonetheless, in
all cases the bulk phases are correctly classified, while, as expected, some disordered particles
at the interface are classified as being fluid (white).

3.6 Conclusions
In this Chapter, we trained feed-forward neural networks to function as order parameters that
‘learn’ to distinguish different crystalline and fluid-like particle environments in binary mixtures
of hard spheres. We found that for each size ratio, a simple, single-layer neural network was
sufficient to distinguish all the phases we explored on a single-particle basis.

We compared the behaviour of the neural networks with two different methods for determin-
ing nearest neighbours, namely a fixed cutoff, and the solid angle nearest neighbour (SANN). We
found that both methods performed well, with the fixed cutoff slightly outperforming SANN.
Nonetheless, the "parameter-free" nature of SANN makes it much more flexible, and suitable
for use in systems containing variations in density. Our results demonstrate that the networks
using SANN perform well over the entire range of stability of the explored phases, and are
capable of locating the interface between two coexisting phases. This makes them ideal for
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Figure 3.4: Performance of the order parameters as a function of density, for binary hard sphere
mixtures with size ratio 0.45 (a), 0.54 (b), and 0.82 (c), using the SANN networks.

the analysis of both experimental and simulation data in fields ranging from crystal growth
to interfacial phenomena. Moreover, once trained, the order parameter calculations are rapid,
making such a network suitable, not only for post processing of data, but also for on the fly
calculations in, e.g., computational nucleation studies. The largest computational cost is by
far in evaluating the bond order parameters.

Our results demonstrate the wide applicability of feed-forward neural networks for recog-
nizing the complex particle environments associated with multicomponent crystals, for which



Neural network based order parameters for the classification of binary
hard-sphere crystal structures 41

Figure 3.5: Particle classification for configurations of binary hard sphere mixtures with size ratio
0.45 (a), 0.54 (b), and 0.82 (c), using the SANN networks. In each configuration, two phases coexist:
NaCl and FCC in (a), AlB2 and fluid in (b), and MgCu2 and FCC in (c). Particles identified as being
in the fluid phase are white.

effective order parameters are not always known. The training of the networks used here takes
mere seconds on a modern desktop computer, and hence can easily be repeated for systems
with different interactions and/or size ratios.
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4

Unsupervised learning for local
structure detection in colloidal

systems

In Chapter 3 we showed that neural networks could learn to distinguish with excellent accuracy
the local environments associated with particles in different phases, provided that a sufficient
number of labeled examples of such environments is available. In this Chapter, we explore a
different aspect of the same problem: classifying particle environments in situations where we
do not know in advance what phases to expect.

We introduce a simple and efficient unsupervised learning algorithm for detecting different
local environments on a single-particle level in colloidal systems. In this algorithm, we use
a vector of standard bond-orientational order parameters to describe the local environment
of each particle. We then use a neural-network-based autoencoder combined with Gaussian
mixture models in order to autonomously group together similar environments. We test the
performance of the method on snapshots of a wide variety of colloidal systems obtained via com-
puter simulations, ranging from simple isotropically interacting systems, to binary mixtures,
and even anisotropic hard cubes. Additionally, we look at a variety of common self-assembled
situations such as fluid-crystal and crystal-crystal coexistences, grain boundaries, and nucle-
ation. In all cases, we are able to identify the relevant local environments to a similar precision
as “standard”, manually-tuned and system-specific, order parameters. In addition to classifying
such environments, we also use the trained autoencoder in order to determine the most relevant
bond orientational order parameters in the systems analyzed.

Based on: E. Boattini, M. Dijkstra, L. Filion, Unsupervised learning for local structure detection in colloidal
systems, J. Chem. Phys 151, 154901 (2019).
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4.1 Introduction
An important challenge in the study of colloidal self-assembly is the detection of self-assembled
products in the system. When the basic phases that the system forms are well characterized,
we can design order parameters that detect, on a single particle level, which of the expected
phases a particle is in. This strategy has been extensively used in studies ranging from crys-
tal nucleation and growth [85, 110–112], to crystal melting, as well as colloidal glasses [113]
and grain boundary dynamics [114, 115]. Over the years, a number of different routes have
been taken to characterise such local order, including, e.g., order parameters based on bond-
orientational order [81,82,116,117], common neighbor analysis (CNA) [118,119], and templat-
ing [120]. Moreover, developments in the last few years have started to combine these local
descriptions with supervised machine learning techniques in order to recognize specific crystal
structures [66,101,121,122]. A very recent development has shown that this strategy can even
be applied, with the aid of deep learning techniques, to simple coordinate information (instead
of the standard local order descriptors) [123]. In general, supervised learning strategies work
very well to distinguish structures that we expect to form.

However, in many cases when exploring the self-assembly of new systems, the exact final
structure and its characteristics are unknown, complicating the selection of an ideal order pa-
rameter. In such situations, the standard solution has been to apply different potential order
parameters to the system, for instance the bond order parameter q6, and try and see if dif-
ferent regions appeared. This process is time consuming and difficult, and has the significant
drawback that one might miss important structures that are not connected with the order
parameters explored. In this context, unsupervised machine learning techniques, which excel
in autonomously finding patterns in large data sets, offer a promising solution. In a recent
paper [102], Reinhart et al. made an attempt to use unsupervised machine learning in order to
identify different crystal structures. In their work, they described the local environment of the
particles with the adjacency criterion from adaptive CNA and combined it with the diffusion
map technique for dimensionality reduction in order to distinguish different, frequently occur-
ring, structures. Although very successful, this method turned out to be very computationally
demanding. In a subsequent article [124], a faster way of comparing local neighborhoods was
introduced, based on their relative graphlet frequencies. This reduced the computational cost
of the algorithm by four orders of magnitude.

A different approach was followed by Spellings and Glotzer in Ref. [125], where they used a
combination of unsupervised and supervised learning techniques in order to identify the overall
crystal structures of bulk self-assembled systems (i.e., systems of which the majority had self-
assembled into the same phase).

In this work, we present a new avenue to detect self-assembly products, and introduce an
unsupervised machine learning algorithm based on bond-orientational order parameters com-
bined with neural-network-based autoencoders [20, 22, 126–128] and Gaussian mixture mod-
els [129–131]. Autoencoders are a standard technique for nonlinear dimensionality reduction,
while mixture models are probabilistic models for identifying distinct clusters within a data
set. Using these methods, our algorithm can autonomously classify particles in different groups
based on their local order, making it easy to detect any self-assembly product in the system.

In contrast to Ref. [125], the goal here is to identify local environments on a single-particle
level - meaning that this method can be used to study processes like nucleation, grain boundary
characteristics, and phase coexistences. This algorithm has been designed to be computationally
fast, easily scalable to very large data sets, and extremely easy to implement. To test its
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performance, we examine a number of different colloidal systems, ranging from spheres, to
binary mixtures, to anisotropic particles. Moreover, in addition to simply classifying local
environments, we also explore whether the unsupervised learning techniques employed can help
us identify the distinguishing features of the different particle environments found in the system.

4.2 Methods
In this section, we describe in detail the algorithm we use to classify local environments. We
start by summarizing the main steps of our approach, and then follow with a detailed description
of each step in separate subsections.

The overall process consists of three steps. First, we require a method to capture the local
environment of each particle in a set of local order parameters. For this, we make use of bond-
orientational order parameters. This set of order parameters is in general high-dimensional,
and may contain significant amounts of redundant and irrelevant information. In order to
extract the most relevant information, the second step of our approach makes use of a dimen-
sionality reduction technique, namely a neural-network-based autoencoder. Once trained, the
autoencoder projects the original (high-dimensional) input vectors onto a lower-dimensional
subspace encoding the features with the largest variations in the input data. Ideally, in this
subspace, particles with similar local environments are grouped together. Finally, we apply
a clustering algorithm (Gaussian mixture models) in order to identify the distinct clusters of
local environments in this lower-dimensional subspace.

4.2.1 Bond order parameters
To characterize the local environment of each particle, we use the averaged bond order pa-
rameters (BOPs) introduced by Lechner and Dellago [116, 117]. First, we define for any given
particle i the complex quantities

qlm(i) = 1
Nb(i)

∑
j∈Nb(i)

Y m
l (rij), (4.1)

where Y m
l (rij) are the spherical harmonics of order l, with m an integer that runs from m = −l

to m = +l. Additionally, rij is the vector from particle i to particle j, and Nb(i) is the set
of nearest neighbors of particle i, which we will define later. Note that Nb(i) contains Nb(i)
particles. Then, we can define an average q̄lm(i) as

q̄lm(i) = 1
Nb(i) + 1

∑
k∈{i,Nb(i)}

qlm(k), (4.2)

where the sum runs over all nearest neighbors of particle i as well as particle i itself. Averaging
over the nearest neighbor values of qlm results effectively in also taking next-nearest neighbors
into account. Finally, we define rotationally invariant BOPs as

q̄l(i) =

√√√√ 4π
2l + 1

l∑
m=−l

|q̄lm(i)|2, (4.3)

which, depending on the choice of l, are sensitive to different crystal symmetries.
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The optimal set of BOPs to be considered strongly depends on the structures one wishes to
distinguish. Since our method is meant to be applied to systems for which such prior knowledge
is missing, in order to describe the local environment of one particle, we evaluate several q̄l with
l ranging from 1 to 8. Note that in principle, one could consider a larger (or smaller) range
of l. For all cases examined in this Chapter, however, we found 8 to be sufficient. Therefore,
when considering one component systems, our description of the local environment of particle
i is encoded into an 8-dimensional vector

Q(i) = ({q̄l(i)}), (4.4)

with l ∈ [1, 8]. When considering binary mixtures, i.e., systems with two species of particles,
the same BOPs are evaluated both considering all the nearest neighbors of the reference particle
(regardless of particles’ species), and considering only the nearest neighbors of the same species
as the reference particle. Hence, for binary mixtures, our description of the local environment
of particle i is encoded into a 16-dimensional vector

Q(i) = ({q̄l(i)}, {q̄ssl (i)}) (4.5)

where s indicates the particles’ species. Here, {q̄l} represent the set of BOPs evaluated consid-
ering all the nearest neighbors of particle i, while the set {q̄ssl } is evaluated considering only
the nearest neighbors of the same species s as particle i.

Thus far, we have not discussed the definition of a nearest neighbor, as used in the definition
of the BOPs. There are a number of different avenues for identifying nearest neighbors. The
simplest method relies on using a fixed cutoff radius rc, such that all particles closer than this
distance are considered nearest neighbors. Ideally, this cutoff radius is chosen as the distance
at which the radial distribution function has its first minimum. This method has the advantage
that it is computationally very cheap and it is symmetric, i.e., i is a neighbor of j if and only if
j is a neighbor of i. However, rc is system and density dependent, so that it has to be tuned for
every particular case requiring prior knowledge of the system under study. Additionally, the
cutoff is defined for the entire system and, as such, is not an optimal choice for systems with
large density gradients or interfaces, such as can occur in nucleation studies.

Another standard method for determining nearest neighbors is the Voronoi construction
[132], which has the advantage that it is parameter free. However, it is also relatively computa-
tionally expensive, and in this work we have instead opted to make use of a recently introduced
alternative parameter-free nearest-neighbor criterion, called SANN (solid angle nearest neigh-
bor) [105]. In this approach, an effective individual cutoff is found for every particle in the
system based on its local environment. This method is not inherently symmetric, i.e., j might
be a neighbor of i while i is not a neighbor of j. However, symmetry can be enforced by either
adding j to the neighbors of i or removing i from the neighbors of j. In this study, we applied
the latter solution. The computational cost of SANN only slightly exceeds that of a cutoff dis-
tance, and, since it is a parameter-free method, it is suitable for systems with inhomogeneous
densities.

4.2.2 Unsupervised learning
Nonlinear dimensionality reduction using neural-network-based autoencoders

In order to extract the relevant information contained in the vectors Q(i), we use neural-
network-based autoencoders [20, 22, 126–128]. An autoencoder is a neural network that is
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trained to perform the identity mapping, where the network inputs are reproduced at the
output layer. The network may be viewed as consisting of two parts: an encoder network,
which performs a nonlinear projection of the input data onto a low-dimensional subspace,
and a decoder network that attempts to reconstruct the input data from the low-dimensional
projection. This architecture is represented in Fig. 4.1.

Figure 4.1: Architecture of a neural-network based autoencoder. The encoder network finds a low-
dimensional representation of the input, from which the decoder reconstructs an approximation of the
input as output.

By training the autoencoder to perform the input reconstruction task over an ensemble
of training examples, the encoder is forced to learn a low-dimensional nonlinear projection
that preserves the most relevant features of the data and from which the higher-dimensional
inputs can be approximately reconstructed by the decoder. In this work, the training data are
the vectors Q(i) (Eqs. 4.4 or 4.5) evaluated from snapshots of colloidal systems obtained via
computer simulations, and the autoencoder is trained to find a low-dimensional projection of
such vectors by eliminating irrelevant and redundant information.

In the present context, we employ feedforward and fully-connected autoencoders like the
one presented in Fig. 4.1. The number of input and output nodes, d, is specified by the
dimensionality of the input vectors, Q(i) ∈ Rd, which are approximately reconstructed by the
network in the output layer, Q̂(i) ∈ Rd. The bottleneck layer contains the low-dimensional
projection to be learned by the encoder, Y(i) ∈ Rc, whose dimensionality is controlled by the
number of bottleneck nodes, c < d. Nonlinearity is achieved by providing both the encoder and
the decoder with a fully-connected hidden layer with a nonlinear activation function. Here,
we set the number of nodes in the hidden layers to 5d and use a hyperbolic tangent as the
activation function. For the bottleneck and output layers, instead, a linear activation function
is used. Note that these choices are fairly standard and were determined empirically for what
worked well in our case. More general information on choosing activation functions can be
found in, e.g., Refs. [20,133].

The internal parameters of the autoencoder, i.e., weights W ≡ {wj} and biases B ≡ {bk},
are initialized with the normalized initialization proposed by Xavier in Ref. [133], i.e., the biases
are initialized to zero, while the weights are drawn from a normal distribution with zero mean
and a variance which depends on the size of the layers. During the training, these parameters
are optimized by minimizing the reconstruction error of the input data over a training set of N
training examples. Specifically, we consider the mean squared error (MSE) with the addition
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of a weight decay regularization term [20] to control the magnitude of the network weights

E(W,B; {Q(i)}) = 1
N

N∑
i=1

∥∥∥Q(i)− Q̂(i)
∥∥∥2

+ λ
M∑
j=1

w2
j , (4.6)

where M is the total number of weights, whose value depends on the dimension of the network,
and we set λ = 10−5. The function in Eq. 4.6 is minimized using mini-batch stochastic gradient
descent with momentum [20,134,135].

The optimal number of nodes in the bottleneck layer, c, which defines the unknown relevant
dimensionality of the input data, can be determined by computing the fraction of variance
explained (FVE) by the reconstruction, and looking for the existence of an elbow in the FVE
as a function of c [136]. The FVE is defined as

FVE = 1−
∑N
i=1

∥∥∥Q(i)− Q̂(i)
∥∥∥2

∑N
i=1

∥∥∥Q(i)− Q̄
∥∥∥2 , (4.7)

where Q̄ is the mean input vector. To detect the presence of an elbow we use the L-method
proposed by Salvador and Chan [137]. For all systems examined in this work, we found a
dimensionality of c = 2 to be sufficient.

Once the autoencoder is trained, the encoder network alone is retained in order to perform
the nonlinear mapping of the input vectors Q(i) onto the low-dimensional subspace defined by
the bottleneck layer, Y(i).

Learning from the autoencoder

One of the main advantages of using a neural-network-based autoencoder over other nonlinear
techniques for dimensionality reduction is that it furnishes an exact analytical mapping (and
an approximate inverse mapping) between the original input space and its low-dimensional
projection. In finding such a mapping, the autoencoder must understand which of all the
BOPs given as input in the vectors Q(i) are the most relevant for the system under analysis.
Extrapolating this knowledge would help us understand the relevant symmetries distinguishing
the different environments possibly present in the system.

Several methods to assess the relative importance of input variables in neural network
models have been proposed [138–141]. Here, we consider the input perturbation [138–141] and
the improved stepwise [140, 141] methods. Both techniques require the use of a single trained
model, avoiding having to repeat the training of the autoencoder multiple times.

The input perturbation method assesses the variation in the MSE of the autoencoder by
adding, in turn, a small amount of white noise to the k-th input, while holding all the other
inputs at their observed values. Here, we set the white noise to 10% and 50% of each input, as
suggested in Ref. [140]. The input variables whose changes affect the output the most, leading
to a large increase in the MSE, are the ones that have the most relative influence.

The improved stepwise method is very similar in spirit, but instead of adding noise to one of
the inputs, it replaces all its values with its mean over the whole dataset. Also in this case, the
most relevant input variables are identified as the ones whose replacement causes the largest
increase in the MSE.

In both cases, a quantitative measure of the relative importance, RIk, of the k-th input can
be obtained as

RIk = ∆Ek∑d
j=1 ∆Ej

, (4.8)
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where ∆Ek is the variation in the MSE caused by the change applied to the k-th input, and
the sum in the denominator runs over all the input variables.

Clustering

In order to cluster together similar environments in the low-dimensional subspace found by the
encoder, we use Gaussian mixture models (GMMs) as implemented in scikit-learn [142].

GMM is a probabilistic model that assumes that the observed data are generated from
a mixture of a finite number of Gaussian distributions with unknown parameters. Such pa-
rameters are optimized iteratively with the expectation-maximization (EM) algorithm [129] in
order to create a probability density function that agrees well with the distribution of the data.
The number of Gaussian components in the mixture, NG, is usually found by minimizing the
Bayesian information criterion (BIC) [130], which measures how well a GMM fits the observed
data while penalizing models with many parameters to prevent overfitting. The output of a
trained GMM is a list of probabilities, pij, corresponding to the posterior probabilities of the
i-th observation to arise from the j-th component in the mixture model.

The simplest form of clustering that can be applied consists in considering each mixture
component as generating a separate cluster and assigning each observation to the component
with the highest posterior probability. However, while this procedure works perfectly for clusters
that are really generated from a mixture of separate multivariate normal distributions, the
clusters that underline our data are very often far from being Gaussian-distributed in space. As
a consequence, a single cluster in the data may be detected as two or more mixture components
(if its distribution is indeed better approximated by a mixture of Gaussians than by a single
Gaussian function), meaning that the number of clusters in the data may in general be different
from the number of components found by minimizing the BIC.

To overcome this problem, we use the method proposed by Baudry et al. [131]. The idea
is to first use the BIC in order to find a GMM with NG components that fits the data well.
Then, a sequence of candidate clusterings with K = NG, NG − 1, . . . , 1 clusters is formed by
successively merging a pair of components. At each step, the two mixture components to be
merged are chosen so as to minimize the entropy of the resulting clustering, defined as

SK = −
N∑
i=1

K∑
j=1

pij ln(pij), (4.9)

where N is the number of observations and K the number of clusters. Finally, the optimal
number of clusters is found by looking for the existence of an elbow in the entropy SK as a
function of K. Again, we detect the elbow with the L-method of Salvador and Chan [137].

This procedure autonomously finds the number of clusters underlying the data, correspond-
ing to the distinct particle environments present in the system under analysis. Moreover, note
that this is a soft clustering technique, meaning that each particle is not simply assigned to a
cluster corresponding to a specific local environment, but rather it has a certain probability of
belonging to any of the identified clusters. As a result, particles whose environment is not well
defined, such as can occur at interfaces, will have similar probabilities of belonging to different
clusters. In the following, we will refer to these probabilities as membership probabilities.
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4.3 Results and Discussion
In this section, we show how our method performs on snapshots of a wide range of colloidal
systems obtained via computer simulations. We first present in detail the whole procedure
for the analysis of a “test” example for which we compare the results with a more standard,
system-specific, methodology. A shorter, more concise, discussion is dedicated to the results
obtained for the other systems analyzed, including systems with grain boundaries, anisotropic
hard cubes, and binary mixtures.

4.3.1 Single-component hard spheres
As a first test case we examine a snapshot from a Monte Carlo (MC) simulation of single-
component hard spheres of diameter σ, which is shown in Fig. 4.2a. The simulation was
performed in the canonical ensemble (constant number of particles N , volume V and tem-
perature T ) and it was initialized as a metastable coexistence between the fluid, hexagonal
close-packed (HCP) and face-centered cubic (FCC) phases. The system contained N = 1536
particles and was at a number density ρσ3 = 1.01.

Analysis

Starting from the raw coordinates of each particle i in the system, we build the vectors Q(i) in
Eq. 4.4 and use them as an input for the autoencoder. To find the optimal dimensionality of the
bottleneck layer, c, we evaluate the fraction of variance explained (FVE) by the autoencoder’s
reconstruction for c ∈ [1, 8]. A plot of the FVE as a function of c is shown in Fig. 4.2b. Solid
lines, obtained with the L-method, clearly show the presence of an elbow at c = 2, indicating
that a two-dimensional projection of the original input vectors is sufficient to preserve the
relevant information. The projection learned by the encoder is depicted in Fig. 4.2e, where
each point corresponds to a particle in the system. Note that the way we color the points in
Fig. 4.2e will be explained later.

We then apply GMM in this two-dimensional space in order to identify the relevant clusters,
i.e., the distinct particle environments. Following the method of Baudry et al., we first optimize
the number of Gaussian components in the mixture model, NG, by minimizing the BIC. The
BIC as a function of NG is shown in Fig. 4.2c and has a minimum for NG = 4.

Then, the optimal number of clusters, K, is found by successively merging a pair of com-
ponents and looking for the existence of an elbow in the clustering entropy as a function of
K (see Fig. 4.2d). The elbow is detected at K = 3, meaning that the unsupervised learning
identifies three relevant environments. Note that we know beforehand the three phases present
in the system (FCC, HCP and fluid), so that we can easily associate each cluster with the
correct phase. An idea of the partitioning of space performed by the clustering is given in Fig.
4.2e, where the color of each point is determined by the cluster with the highest membership
probability. As discussed in section 4.2.2, however, some points might have a non-vanishing
probability of belonging to more than one cluster. In order to fully account for such additional
information, in the snapshot in Fig. 4.2f the RGB color of the particles is obtained as a linear
combination of the colors of the three clusters, with the associated membership probabilities
as coefficients. As a result, particles with an environment falling at the boundary between
two clusters, hence having two non-vanishing membership probabilities of similar magnitude,
appear with a different color from those in the legend. This behavior is clearly observed for
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Figure 4.2: Analysis of a snapshot from a MC simulation of hard spheres showing a coexistence
between fluid, FCC and HCP crystals. (a) Snapshot under analysis. (b) FVE as a function of the
number of bottleneck nodes. Solid lines show the presence of an elbow at c = 2. (c) BIC as a function
of the number of components in the GMM. The minimum is highlighted in red. Dashed lines are only
a guide for the eyes. (d) Entropy of the clustering as a function of the number of clusters. Solid lines
show the presence of an elbow at K = 3. (e) Projection of the vectors Q(i) onto the 2-dimensional
space found by the encoder. Colors represent the distinct environments identified by the clustering. (f)
Classification of the snapshot in panel (a). The RGB color of each particle is a linear combination of
the colors of the three phases (see legend) with the associated membership probabilities as coefficients.
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some of the particles at the crystal-fluid interfaces.
In the following, we compare the results obtained with a more standard methodology specif-

ically tuned for distinguishing the phases in this system.

Comparison

A common method to classify different phases on a single-particle basis consists in finding one
(or more) pair(s) of BOPs, (q̄l, q̄l′), whose distributions in the phases of interest are considerably
different, so that it is possible to define separate regions in the q̄l-q̄l′-plane corresponding to
different particle environments.

The pair of BOPs to consider strongly depends on the environments one wishes to distin-
guish, and it is usually found by trial and error.

For the FCC, HCP and fluid phases, q̄4 and q̄6 are the most common choice [117]. Fig.
4.3 shows the probability distribution of q̄4 (4.3a) and q̄6 (4.3b) for the three hard-sphere
phases, obtained from separate MC simulations in the canonical ensemble. Simulations of
the two crystal phases were performed at a number density just above the coexistence region,
ρσ3 = 1.05, while for the fluid phase we used the coexistence density, ρσ3 = 0.94.

The distributions of q̄4 in the two crystals are well separated, while the q̄4 distribution
of the fluid phase strongly overlaps the one of the HCP crystal. On the other hand, the q̄6
distributions show a large separation between the fluid and the crystal phases, but a small
overlap between the two crystals. Alone, none of the BOPs considered completely separates
the three phases. However, a separation can be found in the q̄4-q̄6-plane. A comparison of
the phases in the q̄4-q̄6-plane is shown in Fig. 4.4. In this plane, one can easily identify
three linearly-separated regions associated with the three phases. A possible choice of such a
separation is represented by the solid lines in Fig. 4.4. Based on this definition, the particles
in Fig. 4.2a can be classified according to the region in which their BOPs fall. The results
of this classification are presented in Fig. 4.5 and they are in excellent agreement with the
ones obtained via unsupervised learning (see Fig. 4.2f for comparison). As can be seen by
comparing Figs 4.2f and 4.5, the only differences between the two classifications are at the
interfaces, and are generally particles for which the unsupervised learning algorithm gave at
least two comparable membership probabilities (e.g., identified large probabilities of being in
both fluid and FCC).

Note that the method presented above requires, in general, prior knowledge of the phases
to be expected in the system under analysis. Moreover, additional simulations of such phases
must be performed in order to (i) identify the relevant BOPs and (ii) define separations between
the distinct particle environments. Both tasks, (i) and (ii), are autonomously performed by our
unsupervised-learning method based only on the vectors of BOPs evaluated from the snapshot
under study.

Regarding the identification of the relevant BOPs, i.e., task (i), in the following section we
present how such information can be extracted from the trained autoencoder.

Learning from the autoencoder

As discussed in section 4.2.2, several methods to assess the relative importance of input variables
in neural network models are available. Here, we employ the input perturbation and the
improved stepwise methods in order to understand which BOPs were considered to be the most
relevant by the autoencoder for the system in Fig. 4.2. The relative importance of the BOPs
evaluated with these methods is shown in Fig. 4.6.
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Figure 4.3: (a) Probability distribution of q̄4 for the fluid (ρσ3 = 0.94), FCC (ρσ3 = 1.05) and HCP
(ρσ3 = 1.05) hard-sphere phases. (b) Probability distribution of q̄6 for the same phases.

Only a small subset of three BOPs is found to be relevant and, as expected, q̄6 (RI∼ 78%)
and q̄4 (RI∼ 3%) are part of it. Interestingly however, q̄8, which to our knowledge has never
been used in literature, appears to be more important (RI∼ 19%) than q̄4. To understand why
this is, we evaluated the q̄8 distributions in the FCC, HCP and fluid hard-sphere phases from
several snapshots (see Fig. 4.7). Such distributions are very similar to those obtained for q̄6, in
the sense that they show a clear separation between the fluid and the crystal phases and only
a small overlap between the two crystals. If we now go back to the snapshot shown in Fig.
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Figure 4.4: Comparison between the q̄4-q̄6-plane for the fluid (ρσ3 = 0.94), FCC (ρσ3 = 1.05) and
HCP (ρσ3 = 1.05) hard-sphere phases. Each point correspond to a particular particle. 20000 points
from each phase were chosen randomly. Orange solid lines show a possible linear separation of the
three phases in this plane.

4.2f, which is roughly half fluid and half crystal, then it is easy to understand why q̄4 has a
lower relative importance than q̄6 and q̄8. Indeed, while q̄6 and q̄8 are needed to distinguish the
fluid from the two crystals, q̄4 is needed only to discriminate between the FCC and the HCP
crystals.

Note that the RI in Fig. 4.6 only indicates which are the BOPs with the largest variations
in the system, without giving information on their possible correlations. As a consequence, the
number of relevant BOPs is in general larger than the dimensionality of the bottleneck layer
because the encoder is able to find and remove such (possibly nonlinear) correlations.

4.3.2 Grain boundaries
We now consider a snapshot of a system with FCC crystalline domains separated by grain
boundaries, depicted in Fig. 4.8a. The system contains N = 83481 particles interacting via the
purely repulsive Weeks-Chandler-Andersen (WCA) potential

βUWCA(r) =

4βε
[(

σ
r

)12
−
(
σ
r

)6
+ 1

4

]
, r

σ
≤ 21/6

0, r
σ
> 21/6

(4.10)

with σ the particle diameter, βε = 40 the energy scale, and β = 1/kBT , where kB is the
Boltzmann constant and T is the temperature. More details about the simulation can be found
in Ref. [114].
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Figure 4.5: Classification of the snapshot in Fig. 4.2 based on q̄4 and q̄6.

Figure 4.6: Relative importance of the BOPs for the system in Fig. 4.2 assessed with the input
perturbation and the improved stepwise methods. The input perturbation method is applied with two
different amounts of white noise: 10% and 50% of the input, respectively.



56 Chapter 4

Figure 4.7: Probability distribution of q̄8 for the fluid (ρσ3 = 0.94), FCC (ρσ3 = 1.05) and HCP
(ρσ3 = 1.05) hard-sphere phases.

Figure 4.8: Analysis of a snapshot of a system with grain boundaries. (a) Classification of the
snapshot under analysis. The RGB color of each particle is a linear combination of the colors of the
two phases identified with the associated membership probabilities as coefficients. (b) Projection of
the vectors Q(i) onto the 2-dimensional space found by the encoder. Colors represent the distinct
environments identified by the clustering.
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Figure 4.9: Analysis of a snapshot of hard cubes showing a coexistence between the fluid and the
SC crystal phases. (a) Classification of the snapshot under analysis. The RGB color of each particle
is a linear combination of the colors of the two phases identified with the associated membership
probabilities as coefficients. (b) Projection of the vectors Q(i) onto the 2-dimensional space found by
the encoder. Colors represent the distinct environments identified by the clustering.

The results of the unsupervised learning algorithm are summarized in Fig. 4.8. Specifically,
Fig. 4.8b shows the two-dimensional projection of the vectors Q(i) found by the encoder
and the results of the clustering performed in this space. Our method identifies two distinct
particle environments, corresponding to particles within the grain boundaries and within the
FCC crystalline domains. Note that the particles in the grain boundaries appear disordered
and fluid-like. This identification is used to colour the particles in Figure 4.8a. The most
relevant BOPs in this system according to the autoencoder analysis are q̄6 (RI∼ 78%) and q̄8
(RI∼ 19%), which are indeed those whose distributions show the largest separation between
the fluid and crystal phases.

4.3.3 Hard cubes

The systems examined so far were all characterized by isotropic interactions between their
constituents. As a further test of the performance and generality of our method, we now
consider a snapshot of a system of hard cubes with edge length σ (see Fig. 4.9a), obtained from
an event-driven molecular dynamics simulation (EDMD) in the canonical ensemble [143]. The
simulation was performed with N = 64000 particles starting from a simple cubic (SC) crystal
configuration at a number density in the fluid-crystal coexistence region, ρσ3 = 0.475. More
details on the simulation can be found in Ref. [143].

The two-dimensional projection of the vectors Q(i) found by the encoder and the results of
the clustering performed in this space are shown in Fig. 4.9b, while the final classification is
presented in Fig. 4.9a. In agreement with the standard order parameters used in Ref. [143],
the unsupervised learning method identifies two distinct particle environments, corresponding
to the fluid and SC crystal phases. From the autoencoder analysis we found that the most
relevant BOPs for this system are q̄6 (RI∼ 48%), q̄4 (RI∼ 36%) and q̄8 (RI∼ 16%).
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4.3.4 Binary mixture
After having considered single-component systems with both isotropic and anisotropic interac-
tions, we now examine a binary mixture of large (L) and small (S) spheres of diameters σL and
σS, respectively, with a size ratio σS/σL = 0.78 and a stoichiometry Ns/N = 2

3 . The particles
in this system interact via the WCA potential, Uαγ(r), between species α = L, S and γ = L, S

βUαγ(r) =

4βε
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where σαγ = (σα + σγ)/2 and βε is the energy scale. The snapshot considered here, depicted in
Fig. 4.10a, was obtained from a MC simulation in the isothermal-isobaric ensemble (constant
number of particles N , pressure P and temperature T ) with N = 8073 particles, βε = 5 and
βPσ3

L = 24.2, and shows a coexistence between the MgCu2 Laves phase and the fluid phase.
More details about the simulation can be found in Ref. [144].

Figure 4.10: Analysis of a snapshot of a binary mixture showing a coexistence between the fluid
phase and the MgCu2 Laves phase. (a) Classification of the snapshot under analysis. The RGB color
of each particle is a linear combination of the colors of the three local environments identified with the
associated membership probabilities as coefficients. Fluid-like particles are displayed at 1/4 of their
actual size. (b) Projection of the vectors Q(i) onto the 2-dimensional space found by the encoder.
Colors represent the distinct environments identified by the clustering.

Recall that, since we are dealing with a binary mixture, we describe the local environment of
each particle i in the system with a 16-dimensional vector of BOPs, Q(i) = ({q̄l(i)}, {q̄ssl (i)}),
where the first set of 8 BOPs, {q̄l(i)} with l = 1, . . . , 8, are evaluated considering all the nearest
neighbors of particle i, while the second set of 8 BOPs, {q̄ssl (i)}, is evaluated considering only
the nearest neighbors of the same species (s = L or s = S) as particle i.

The results of the unsupervised learning classification are summarized in Fig. 4.10. Specifi-
cally, Fig. 4.10b shows the two-dimensional projection of the vectors Q(i) found by the encoder
and the results of the clustering performed in this space. Our method identifies three distinct
particle environments, corresponding to the large (L) and small (S) particles in the MgCu2
Laves phase and the particles in the fluid phase. Note that since large and small particles in
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Figure 4.11: Relative importance of the BOPs for the system in Fig. 4.10 assessed with the input
perturbation and the improved stepwise methods. The input perturbation method is applied with two
different amounts of white noise: 10% and 50% of the input, respectively.

the fluid phase appear equally disordered, the algorithm groups them together in the same
cluster. This identification is used to colour the particles in Figure 4.10a.

The relative importance of the BOPs obtained from the autoencoder analysis is shown
in Fig. 4.11. Interestingly, the BOPs evaluated considering all the nearest neighbors of the
particles are not found to be relevant for this system, with the only exception of q̄6 (RI∼ 2%).
The largest variations in the environments are instead found in three of the BOPs evaluated
considering only the nearest neighbors of the same species as the reference particle, specifically
q̄ss6 (RI∼ 70%), q̄ss8 (RI∼ 15%), and q̄ss4 (RI∼ 11%).

4.3.5 Nucleation and crystal growth
Finally, we examine the nucleation and crystal growth of a single-component system of particles
with diameter σ, interacting via the WCA potential (Eq. 4.10). Note that the nucleation and
phase behavior of this system has been extensively studied in Ref. [145]. Here, we performed
a MC simulation in the isothermal-isobaric ensemble with N = 2048 particles, βε = 40 and
βPσ3 = 30. Six snapshots from this simulation, showing the transition from the fluid to the
crystal phase, are depicted in Fig. 4.12.

We started our structural analysis by considering all snapshots together. For all particles, we
evaluated the vectors Q(i) which we used as the input of the unsupervised learning algorithm.
Performing a single analysis for all the snapshots in Fig. 4.12 guarantees that: (i) sufficient
examples of the two environments, i.e., fluid and crystalline, are included in the analysis, and
(ii) the same clustering is applied to each snapshot, allowing a quantitative comparison between
them.

The two-dimensional projection found by the encoder and the results of the clustering
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Figure 4.12: Classification of snapshots of a MC simulation with N = 2048 particles interacting
via the WCA potential, showing a transition from the fluid to the crystal phase. The RGB color of
each particle is a linear combination of the colors of the two phases identified with the associated
membership probabilities as coefficients. Fluid-like particles are displayed at 1/4 of their actual size.

Figure 4.13: Projection of the vectors Q(i) evaluated from the six snapshots in Fig. 4.12 onto the
2-dimensional space found by the encoder. Colors represent the distinct environments identified by
the clustering.
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performed in this space are shown in Fig. 4.13. This identification is used to colour the
particles in Figure 4.12. As expected, the unsupervised learning method identifies two distinct
particle environments, corresponding to the fluid and crystal phases.

In order to quantitatively compare the results with the standard classification method pre-
sented in Sec. 4.3.1, we evaluated the fraction of crystalline particles identified in the six
snapshots. Note that, since we employ a soft clustering technique, this requires first to as-
sign each particle to the cluster (crystal or fluid) with the largest membership probability. The
results obtained with the two methods are presented in Tab. 4.1 and are in excellent agreement.

Table 4.1: Comparison between the fractions of crystalline particles identified in the six snapshots
in Fig. 4.12 with our unsupervised algorithm and with the standard method presented in Sec. 4.3.1.

Method Snapshot
(a) (b) (c) (d) (e) (f)

Unsupervised 2% 12% 21% 30% 64% 98%
Standard 2% 13% 23% 31% 67% 98%

One of the reasons behind performing a single analysis for the six snapshots in Fig. 4.12 was
to include sufficient examples of both the fluid and crystalline environments. Our unsupervised
learning method consists of a two-steps analysis: first the autoencoder finds a low-dimensional
projection encoding the features with the largest variations within the input data, and then the
clustering algorithm identifies distinct environments based on the density distribution of the
data in this low-dimensional space. In the method presented in Sec. 4.3.1, instead, a separation
between the distinct phases is chosen based on the corresponding distributions of the relevant
BOPs obtained from separate simulations. By including sufficient examples of both phases in
the input dataset, the results of the unsupervised classification tend to (or at least are very
similar to) those of the method in Sec. 4.3.1, as demonstrated by the excellent agreement we
found. However, what ‘sufficient’ means strongly depends on the system under study.

To obtain a better estimate of what ‘sufficient’ means for this system, we performed a
separate analysis of each of the snapshots in Fig. 4.12. For snapshots (b), (c), (d) and (e) we
found very similar results to the previous analysis, while, as expected, for snapshots (a) and
(f), where only a very small fraction of particles is in one of the phases, we found a different
classification. As an example, we report in Fig. 4.14 the results obtained for snapshot (a).
Specifically, in Fig. 4.14b we show the two-dimensional projection found by the encoder and
the results of the clustering performed in this space. Note that this projection is different from
the one presented in Fig. 4.13, as the autoencoder is trained on a different data set with different
characteristics. Additionally, in Fig. 4.14a particles are colored according to this classification.
Again, the unsupervised learning identified two distinct environments, that we associate with
crystalline and fluid-like particles. However, the amount of crystalline order is much larger
compared to the previous classification: about 20% of the particles are classified as crystalline
(in the previous analysis it was only 2%). Interestingly, if we look closer at the snapshot in
Fig. 4.14a, we find that the particles recognized as crystalline have indeed a higher local order
than in a standard disordered fluid, meaning that the unsupervised learning classification is still
reasonable. This has been seen before in nucleation studies. For instance, in Ref. [146], where
hard-sphere nucleation was studied at a pressure of βPσ3 = 17, slightly different tuning of the
order parameter resulted in significantly different results for the size of the largest crystalline
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Figure 4.14: Separate analysis of the snapshot in Fig.4.12a. (a) Classification of the snapshot under
analysis. The RGB color of each particle is a linear combination of the colors of the two environ-
ments identified with the associated membership probabilities as coefficients. Fluid-like particles are
displayed at 1/4 of their actual size. (b) Projection of the vectors Q(i) onto the 2-dimensional space
found by the encoder. Colors represent the distinct environments identified by the clustering.

cluster in the system (from ∼ 30-100). Nonetheless, the different order parameters all predicted
essentially the same nucleation rate.

4.4 Conclusions

In summary, we have introduced a simple, fast, and easy to implement unsupervised learning
algorithm for recognizing local structural motifs in colloidal systems. This algorithm makes use
of standard BOPs to describe local environments, an autoencoder for dimensionality reduction,
and GMMs for clustering the results. We have applied it to a wide variety of systems, ranging
from simple isotropically interacting systems (hard spheres, WCA particles) to binary mixtures,
and even anisotropic hard cubes. In all cases, the algorithm performed very well, and we were
able to identify local environments to a similar precision as “standard” - manually-tuned and
system-specific - order parameters.

Moreover, we exploited the analytical mapping defined by the autoencoder to extract extra
information on the systems analyzed. Specifically, in all cases we could identify the relevant
symmetries underlying the main differences among the distinct particle environments found in
the system. Interestingly, in the binary system we studied, this analysis revealed that the same
species BOPs were the most important for distinguishing the different particle environments.
Finally, in the last example on nucleation and crystal growth, we also explored the possible
difficulties one can encounter when only a very small fraction of particles is in one specific
environment, and we showed how including more snapshots, which covered a more balanced
distribution of local environments, could benefit the results of the analysis in such cases.
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Autonomously revealing hidden local
structures in supercooled liquids

Few questions in condensed matter science have proven as difficult to unravel as the interplay
between structure and dynamics in supercooled liquids. To explore this link, much research
has been devoted to pinpointing local structures and order parameters that correlate strongly
with dynamics. Here we use the unsupervised machine learning (UML) algorithm introduced
in Chapter 4 to identify structural heterogeneities in three archetypical glass formers – without
using any dynamical information. In each system, the UML approach autonomously designs
a purely structural order parameter within a single snapshot. Comparing the structural order
parameter with the dynamics, we find strong correlations with the dynamical heterogeneities.
Moreover, the structural characteristics linked to slow particles disappear further away from the
glass transition. Our results demonstrate the power of machine learning techniques to detect
structural patterns even in disordered systems, and provide a new way forward for unraveling
the structural origins of the slow dynamics of glassy materials.

Based on: E. Boattini, S. Marín-Aguilar, S. Mitra, G. Foffi, F. Smallenburg and L. Filion, Autonomously
revealing hidden local structures in supercooled liquids, Nat. Commun. 11, 5479 (2020).
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5.1 Introduction
The connection between structure and dynamics in supercooled liquids and glasses is one of
the most intriguing puzzles in condensed matter physics. The conundrum: close to the glass
transition, the dynamics slow down dramatically and become heterogeneous [147, 148] while
the structure appears largely unperturbed. Largely unperturbed, however, is not the same as
unperturbed, and many studies have attempted to identify slow local structures by exploit-
ing dynamical information [149, 150]. Unsupervised machine learning (UML) techniques may
provide a novel way forward for shedding light on this problem.

Machine learning (ML) techniques are rapidly becoming a game-changer in the study of ma-
terials. Examples include speeding up computationally expensive calculations [15], accurately
distinguishing different crystal phases [66,151], and even developing design rules for structural
and material properties [10]. An exciting development is the design of unsupervised machine
learning algorithms that can autonomously classify particles based on patterns in their local
environment [102, 125, 152], even in disordered systems [153]. A key strength of these UML
approaches is that they can find variations in local structure without any a priori knowledge
of what might appear, opening the door to finding new, unanticipated structures.

The idea of an autonomous algorithm that picks out structural heterogeneities is a partic-
ularly appealing one in the context of supercooled liquids. In this field, the last few years have
seen a frantic hunt for local structural features that can be interpreted as the underlying cause
for dynamical heterogeneities [154–161]. To this end, a number of studies have examined the
prevalence and lifetimes of a large variety of locally favored structures [154,155], correlated dy-
namics with local order parameters based on e.g. tetrahedrality or packing efficiency [156–158],
and have looked at the dynamical effects of promoting specific local features [159–161].

A major advance in correlating structure and dynamics was made through the use of super-
vised machine learning techniques. In particular, a number of studies have demonstrated that
support-vector machines could be taught to recognize more mobile particles in several glass for-
mers [13, 162–164]. More recently, it was shown that even better dynamical predictions could
be made using both convolutional neural networks and graph neural networks [14]. However,
in order to train these algorithms, data linking structure to future dynamics had to be used.
Methods that can autonomously detect purely structural heterogeneities offer an unbiased fresh
look at the problem.

Here we show that the simple and efficient UML algorithm introduced in Chapter 4 for
detecting crystalline structure, can be harnessed to detect structural heterogeneities in glasses.
Our algorithm – which requires only a single snapshot as input – uses bond-order parameters to
encode the local environments of the particles. Combining a neural network-based autoencoder
with Gaussian mixture models, it then autonomously designs a structural order parameter
capable of detecting the largest structural variation in the system.

We test the performance of the algorithm on three archetypical glass forming systems: bi-
nary hard spheres, Wahnström, and Kob-Andersen. These three model systems have been
extensively studied in the context of fundamental glass formers, and have proven extremely
valuable in unraveling many aspects of the glass transition (see e.g. Refs. [149,165,166]). Addi-
tionally, extensive past research has indicated that both binary hard spheres and the Wahnström
model display a strong correlation between local structure and dynamical slowdown [149,167],
while these correlations are more nebulous for the Kob-Andersen model [167]. Collectively,
these models provide an ideal playground for testing the ability of our UML technique to find
local structural features in supercooled liquids.
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5.2 Methods

5.2.1 Models

We consider three model glass formers in three dimensions: binary hard spheres, Wahnström
[165], and Kob-Andersen [166]. Wahnström is a binary mixture of Weeks-Chandler-Andersen
(WCA) particles, while Kob-Andersen is a binary mixture of Lennard-Jones (LJ) particles.

The binary hard-sphere model we consider is a mixtures of 30% large A particles and 70%
small B particles, with size ratio σB/σA = 0.85.

The Wahnström model [165] is an equimolar (50%-50%) mixture of A and B particles. The
WCA interaction strength between all pairs of particles is identical (εAA = εAB = εBB), but the
B particles are slightly larger than the A particles (σBB = 1.2σAA and σAB = 1.1σAA).

The Kob-Andersen model [166] is a non-additive mixture of 80% (large) A particles and
20% (small) B particles. The interaction parameters are σBB = 0.88σAA, σAB = 0.8σAA,
εBB = 0.5εAA, and εAB = 1.5εAA. The LJ potential is truncated and shifted at a cutoff distance
rc,ij = 2.5σij (where i, j ∈ {A,B}), such that the attractive part of the potential is retained.

For both Wahnström and Kob-Andersen, we define the reduced number density ρ∗ = ρσ3
AA

and reduced temperature T ∗ = kBT/εAA, with kB Boltzmann’s constant.

5.2.2 Simulations

For all models, we use molecular dynamics simulations in the canonical ensemble. In the case of
hard spheres, the simulations are performed using an event-driven approach. For Wahnström
and Kob-Andersen, we use the simulation package LAMMPS [168].

As a measure for how mobile a particle will be over a given time interval, we compute its
dynamic propensity. Dynamic propensities are calculated as an isoconfigurational ensemble
average of the absolute displacement of each particle. In other words, we perform at least 32
independent simulations starting from the same initial configuration, but with randomly chosen
velocities for all particles. The dynamic propensity of particle i after a time interval δt is then
defined as

Di(δt) = 〈|ri(δt)− ri(0)|〉, (5.1)

where ri(t) is the position of particle i at time t, and the average is taken over the independent
runs.

In order to obtain the relaxation time τα, we calculate the self-intermediate scattering
function (ISF) for the Wahnström and the Kob-Andersen systems, and the total intermediate
scattering function for the hard spheres:

F (q, t) =

〈∑
j,k exp {iq [rj(t)− rk(0)]}

〉
〈∑

j,k exp {iq [rj(0)− rk(0)]}
〉 , (5.2)

where ri is the position of particle i and q is a wave vector. We calculate the ISF at an inverse
wavelength q = |q| corresponding to the first peak of the structure factor. After that, we fit
the long-time decay of the ISF with a stretched exponential function γ exp

[
−(t/τα)β

]
, where

γ, β and the relaxation time τα are fit parameters.
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5.2.3 Local environment description
To characterize the local environment of each particle, we use an averaged version of the local
bond order parameters (BOPs) introduced by Steinhardt et al. [116]. First, we define for any
given particle i the complex quantities

qlm(i) = 1
Nb(i)

∑
j∈Nb(i)

Y m
l (rij), (5.3)

where Y m
l (rij) are the spherical harmonics of order l, with m an integer that runs from m = −l

to m = +l. Additionally, rij is the vector from particle i to particle j, and Nb(i) is the set
of nearest neighbors of particle i, which we will define later. Note that Nb(i) contains Nb(i)
particles. Then, the rotationally invariant BOPs, ql, are defined as [116]

ql(i) =

√√√√ 4π
2l + 1

l∑
m=−l

|qlm(i)|2. (5.4)

Finally, we define an average q̄l(i) as

q̄l(i) = 1
Nb(i) + 1

ql(i) +
∑

k∈Nb(i)
ql(k)

 . (5.5)

Note that by taking this average, q̄l(i) depends on the positions of not only the nearest neighbour
shell of particles, but also the second neighbour shell. Additionally, the quantities in Eq. 5.5
differ from the averaged BOPs introduced by Lechner and Dellago [117] where first the averaging
is performed on the non-rotational invariant qlm, and then rotational-invariant quantities are
built (see Eqs. 3.3 and 3.4).

Our description of the local environment of particle i consists of an 8-dimensional vector,

Q(i) = ({q̄l(i)}), (5.6)

with l ∈ [1, 8].
The set of nearest neighbors of each particle is identified with a parameter-free criterion

called SANN (solid angle nearest neighbor) [105] for the hard spheres and Wahnström models.
In this approach, an effective individual cutoff radius, rc(i), is found for every particle i in the
system based on its local environment. This method is not inherently symmetric, i.e. j might
be a neighbor of i while i is not a neighbor of j. However, symmetry can be enforced by either
adding j to the neighbors of i or removing i from the neighbors of j. In this study, we applied
the latter solution. For the Kob-Andersen mixture, we obtained better results with a fixed
cutoff radius rc = 1.2σA (see Appendix 5.A).

5.2.4 Unsupervised machine learning
The UML approach used here follows the method described in Chapter 4 (Section 4.2.2) and
it is sketched in Fig. 5.1. Note that, for all systems analysed in this Chapter, we perform a
separate analysis for the two species of particles in each model system. This means that we
train an autoencoder and a Gaussian mixture model for each of the two species.
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Figure 5.1: Schematic representation of the unsupervised machine learning method. In
this method, the local environment of a particle is encoded in a vector (Q) of bond order parameters,
which is used as the input for an artificial neural network trained to reduce its dimensionality. The
resulting distribution of particle environments in the lower dimension is clustered using a Gaussian
mixture model. Finally, particles are assigned a probability of belonging to one of the two clusters,
and colored accordingly.

5.2.5 TCC analysis
To correlate the results of the UML analysis with locally favored structures in the three model
systems, we use the Topological Cluster Classification (TCC) algorithm [169]. Specifically,
we count for each particle the number of clusters it is involved in of each type detected by
the algorithm. We then calculate the correlation between the number of clusters of a given
type a particle is a part of, and the UML results. Note that in its original form, TCC does
not accurately count simple clusters (specifically tetrahedra, square pyramids, and pentagonal
pyramids) which are subsumed into larger combinations of such clusters. Here we have adapted
the algorithm to correct for this choice.

5.3 Results

5.3.1 Setting up the UML algorithm
We construct configurations for our UML analysis by running molecular dynamics simulations
of three glass formers inside the glassy regime. The glass formers we consider are all three
dimensional models and include binary hard spheres, Wahnström, and Kob-Andersen. We
then select one equilibrated configuration in the glassy regime for each glass former to start our
UML analysis.

The UML method we explore here is based on the algorithm introduced in Chapter 4 for
detecting crystalline structures. As shown in Fig. 5.1, this analysis consists of three steps. First,
the local environment of each particle is encoded into a vector of eight bond order parameters
(Eq. 5.6). This local environment includes information regarding (approximately) the first
two shells of neighbours. Secondly, an autoencoder is used to lower the dimensionality of this
vector. The autoencoder is a neural network trained to reproduce its input as its output. This
neural network is especially designed to contain a ‘bottleneck’ with a lower dimensionality than
the input vector, such that the network is forced to compress the information, and subsequently
decompress it again. After training the autoencoder, we only retain the compression part of
the network, and use it as our dimensionality reducer. Note that this algorithm allows for
non-linear transformations to a lower dimension. Third, the particles are then grouped in this
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Figure 5.2: Determining UML parameters. a-c Fraction of variance explained (FVE) as function
of the dimension of the bottleneck, c, for large and small particles in the three glass formers. The
dashed blue line corresponds to a threshold of FVE = 0.75. d-f Bayesian information criterion (BIC)
as a function of the number of Gaussian components, NG, for large and small particles in the three
systems. Note that for illustration purposes the BIC has been shifted to have a minimum value of
BIC = 0. The three systems are, from left to right: hard spheres with packing fraction η = 0.58, size
ratio q = 0.85 and composition xL = 0.3, Wahnström at density ρ∗ = 0.81 and temperature T ∗ = 0.7,
and Kob-Andersen at density ρ∗ = 1.2 and temperature T ∗ = 0.5.
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lower-dimensional space using Gaussian mixture models (GMMs). A full description of this
algorithm is given in Section 4.2.2.

This UML algorithm has two main parameters that need to be chosen: i) the dimensionality
of the bottleneck of the autoencoder c, and ii) the number of Gaussian components NG used
to fit the distribution in the lower-dimensional space. To choose the dimensionality of the
bottleneck, we require that the autoencoder reproduces at least 75% of the variance of the
input data. In Fig. 5.2a-c we show the fraction of variance explained (FVE, see Section 4.2.2)
by the autoencoder as a function of c for the chosen snapshots from all three models. Based on
this analysis, we choose c = 2 for both the binary hard spheres and the Wahnström models, and
c = 4 for the Kob-Andersen model. To determine the number of Gaussians NG, we measure
the Bayesian Information Criterion (BIC, see Section 4.2.2) as a function of NG, and plot it for
each snapshot in Fig. 5.2d-f. The optimum number of Gaussians corresponds to the minimum
in the BIC analysis, which for all models is found at NG = 2. As each Gaussian can be seen as
generating a cluster in the data, this means that the UML identifies two clusters of particles
for all three models.

In addition to these two parameters, the depth and width of the neural network forming the
autoencoder can be varied. In this Chapter we always use a network geometry of one hidden
layer of dimension 40 for both the encoder and the decoder parts of the network. In Appendix
5.B, we explore the behavior of our UML algorithm, with respect to, e.g., the dimensionality
of the input vector, repeated network trainings, network structure, and the dimensionality of
the bottleneck c. We find the algorithm to be largely robust with respect to changes in these
parameters.

5.3.2 Extracting a scalar order parameter Pred

To encode the UML clustering into a single scalar order parameter, each particle is assigned a
probability to belong to one of the two clusters. To this end, we arbitrarily label the two clusters
with different colors – white and red, see Fig. 5.1. For each particle i, we then define Pred(i)
as the probability that the particle belongs to the red cluster based on the GMM. Specifically,
Pred(i) is defined as

Pred(i) = gred(i)
gwhite(i) + gred(i) , (5.7)

where gwhite(red) is the value of the fitted Gaussian peak associated with the white (red) cluster.
This results in a single scalar order parameter between 0 and 1, with values near 0 indicating
particles whose environment more closely matches the white cluster, and values near 1 indicating
particles whose environment more closely matches the red cluster. Note that by definition
this order parameter captures the largest structural heterogeneities in the system, as found
by the UML approach. We would like to stress that in contrast with supervised ML studies
of glasses [13, 162], our approach uses no dynamical information, and is trained on a single
static snapshot for each system. A graphical illustration of the dimensionality reduction and
clustering results for the Wahnström system is given in Appendix 5.B.5.

Using this scalar order parameter, we analyze the three glassy configurations, and color each
particle based on Pred. The results are shown in Fig. 5.3a-c. In all three systems, the system
shows clear structural heterogeneity, consisting of regions of both environments.
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Figure 5.3: Structural analysis and correlations with dynamics in three archetypical glass
formers. a-c Snapshots of different glassy models. From left to right: hard spheres, Wahnström, and
Kob-Andersen at the same state points as Fig.5.2. Particles are colored according to their membership
probability Pred of belonging to a specific cluster identified by the machine learning approach. In
particular, particles whose Pred is two or more standard deviations σ above the mean value are dark
red, while particles with P red more than two σ below the mean are colored white. d-f Same snapshots
as a-c, but colored according to the dynamic propensity Di. g-i Same snapshots, colored according
to the locally averaged membership probability P̄red(i), where the averaging is over a local spherical
neighbourhood with radius of two times the diameter of the spheres of species A. j-l Spearman’s rank
correlation between the particles’ dynamic propensity Di and either their membership probability
Pred(i) (dashed lines) or its local average, P̄red(i) (solid lines).
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5.3.3 Correlating Pred with dynamics

The question now is whether the structural variations detected by Pred are correlated with the
dynamics. To probe this, we measure the dynamic propensity Di(δt) of particle i: a measure
for how mobile particle i will be over the next time interval δt (see Methods), which has
proven useful in supercooled liquids [156, 157, 170, 171]. In Fig. 5.3j-l, we plot the Spearman’s
correlation coefficient between Pred and Di(δt), as a function of the time interval δt. As one
might expect, this correlation is weak both for very short time scales, where particles are simply
rattling within their cages, and for long time scales where the system loses memory of its initial
configuration. It peaks slightly below the structural relaxation time τα, indicating that we have
indeed identified structures connected to the structural relaxation.

To further investigate the correlation between the UML order parameter and the dynamics,
in Fig. 5.3d-f, we color the particles according to their dynamic propensity, with δt chosen to
correspond to the maximum in the correlation. Comparing to Fig. 5.3a-c, it is clear that regions
of high dynamic propensity correspond to high values of Pred, indicating that the particles
identified as part of the red cluster also largely correspond to the faster particles in the system.
The correlation can be further improved by averaging Pred over particles within a small local
region, similar to what was found in previous studies [156, 157, 172]. This is shown in the
snapshots in Fig. 5.3g-i and the solid lines in Fig. 5.3j-l, where we show the results for a local
averaging radius rc = 2σ. In all cases, the correlation between the averaged P̄red and Di peaks
very close to τα. This is slightly later than the unaveraged version, likely because we are now
looking at larger regions, which will take more time to rearrange. Note that here we resolved
the inherent symmetry between red and white clusters, by always labelling as red the cluster
that on average turns out to be faster.

As also found in previous work [167], Kob-Andersen seems to be the model whose behaviour
is less well captured by our analysis. This might be related to the attraction that could induce
heterogeneities over large length scales due to the proximity of a gas-liquid phase coexistence
[173,174]. This kind of effect would not be fully captured by our (highly local) observables.

To summarize, in all cases the structural heterogeneities identified by our UML order pa-
rameter correlate significantly with the local dynamics. This leads to two intriguing questions:
i) are these structural correlations to the dynamics strong or weak in comparison to litera-
ture? and ii) how does the method perform when compared to supervised learning algorithms
specifically designed to predict dynamics?

With respect to the first question (i), in the case of binary hard spheres, previous literature
has shown a strong correlation between local tetrahedrality and both global and local dynamics.
At the same state point shown in Fig. 5.3 for binary hard spheres, the correlation between
local tetrahedrality and local dynamics was shown to reach ≈ 0.63 for small particles [156].
Our UML order parameter significantly exceeds this with a value of ≈ 0.72. For Wahnström
and Kob-Andersen, Ref. [167] examined the correlation between locally favoured structures and
dynamic propensity. Although the state points are not exactly the same as ours, they found a
slightly stronger correlation for Wahnström, and a slightly weaker one for Kob-Andersen.

With respect to the second question (ii), we will focus on the Kob-Andersen system where
the most extensive data exists. In a recent article, Bapst et al [14] examined both a variety of
physics-based methods for predicting propensity (based on soft modes [175], the Debye-Waller
factor [171], or potential energy [170, 176]), as well as state of the art supervised machine
learning algorithms. This includes the support-vector machine (SVM) approach introduced in
Ref. [162], as well as more advanced machine learning methods: convolutional neural networks
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Figure 5.4: Comparison of the Pearson’s correlation coefficient between different order parameters
and the dynamic propensity. We compare our results on the Kob-Andersen mixture to previous results
taken from Ref. [14]. The methods explored there include three supervised machine learning methods:
graph neural networks (GNN), convolutional neural networks (CNN), and support-vector machines
(SVM) [162], which are all trained explicitly to fit dynamic propensity data. In addition, Ref. [14]
examined three physics-based order parameters, based on soft modes (SM) [175], the Debye-Waller
factor (DW) [171], and the potential energy (PE) [170,176]. We compare these results to the prediction
given by our UML order parameter Pred, the locally averaged P̄red, and a simple neural network (NN)
taking the same vector Q as input as our autoencoder and fitted to the dynamic propensity.

(CNN) and graph neural networks (GNN). As shown in Figure 5.4, these algorithms all provide
better predictions of the dynamic propensity than our Pred and its locally averaged version
P̄red. The higher correlations in the supervised algorithms were expected as these algorithms
explicitly fit dynamic propensity as a function of structural features. However, in contrast to
the UML algorithm, such fitting requires a large amount of data and computational effort. It
is also interesting to note that P̄red does outperform all three of the physical order parameters
used in Ref. [14] as benchmarks (also plotted in Figure 5.4).

One key factor in the ability of a (supervised or unsupervised) machine-learned order pa-
rameter to predict dynamic propensity is its input data. For our UML parameter, we use
a relatively small set of eight bond-order parameters, and it is interesting to see how well a
supervised learning algorithm performs with such an input. To test this, we performed a su-
pervised machine learning analysis on our state points included in Figure 5.4. Specifically, we
trained a standard neural network (3 hidden layers, with a width of 16 each), to fit the dynamic
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Figure 5.5: Structural order parameter as a function of supercooling. Mean membership
probability 〈Pred〉 for the three systems: a as a function of the packing fraction η for hard spheres,
and as a function of the reduced temperature T ∗ for b Wahnström and c Kob-Andersen. The insets
show the relation between 〈Pred〉 and either the structural relaxation time τα (green triangles), or the
diffusion time τD (black circles). In all cases, Pred is calculated using the UML approach trained at
the highest degree of supercooling.

propensity of each particle in the snapshot based on the input vector Q. The result is shown
as the black dashed line in Figure 5.4. From this, we can make two observations. First, the
correlations for Pred are only slightly lower than those for the neural network, indicating that
the UML approach retains the vast majority of the dynamical data encoded in the full set of
bond order parameters. Second, for Kob-Andersen, the small set of bond order parameters
is not a great predictor for dynamic propensity: the neural network scores significantly worse
than, e.g., the SVM approach, which used 440 hand-crafted structural features as input [13,14].
Based on this, it is possible that a larger set of input data per particle could also improve our
UML approach, although we leave this for future work.

5.3.4 Variation of Pred with supercooling
Thus far, we have shown that Pred is capable of predicting local variations in the dynamics in
each of our systems. A natural next question is whether the same order parameter can be used
globally, i.e. to capture the onset of dynamical arrest as the glass former is supercooled. This
can be done by checking whether the ‘slow’ structural group becomes more dominant as we
move closer to the glass transition, similar to what was seen in e.g. Refs. [156, 163, 177]. To
confirm that the UML-designed order parameters are able to capture the onset of dynamical
arrest without the need for retraining, we use the exact same UML order parameter trained
on the snapshots of Fig. 5.3 on systems equilibrated at lower degrees of supercooling: lower
packing fractions η for hard spheres, and higher temperatures T ∗ for the other two models. In
Fig. 5.5, we plot 〈Pred〉, defined as the globally averaged value of Pred, as a function of the
degree of supercooling for each glass former. In all cases, 〈Pred〉 increases monotonically as the
system moves out of the glassy regime. Hence, the structures we identify as white (slow) at
strong supercooling, disappear as we move away from the glass transition – clearly showing
that the UML order parameter identifies local structures that are important for the dynamical
slowdown. Interestingly, as shown in the insets in Fig. 5.5, the relationship between 〈Pred〉
and the structural relaxation time is exponential for both the hard-sphere and the Wahnström
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Figure 5.6: Correlation between structure and dynamics for different supercoolings.
Correlation between the locally averaged P̄ red and dynamic propensity for a-c large and d-f small
particles in (a,d) hard spheres, (b, e) Wahnström, and (c, f) Kob-Andersen systems. Note that the
averaging radius for P̄red is 2σA in all cases. In all cases, the UML approach is retrained on a snapshot
from the system in question.

system.

5.3.5 Predictive power as a function of supercooling
It is well known that the dynamical heterogeneities of supercooled liquids become weaker and
shift to shorter time scales as we move away from the glass transition. As a result, the correlation
between structure and dynamics should also become weaker [149, 156, 157]. To test how the
predictive power of our UML analysis depends on the degree of supercooling, we perform a
new UML analysis on each of the glass formers at different packing fractions and temperatures.
Specifically, for each state point we find a new projection and classification, and determine the
correlation between P̄red and Di. Note that this is different from our analysis for Fig. 5.5 as
there we used only a single order parameter for each system. By retraining the order parameter,
we correlate the dynamical heterogeneity with the largest structural variation that we can find
at each individual state point. In Fig. 5.6 we show that indeed, the correlations become weaker
and shift to shorter times (along with τα) as we move away from the glassy regime.

In Fig. 5.6 we have kept the local averaging radius rc fixed at 2σA for the calculation of
P̄red. However, in practice, the maximum in the correlation depends on the choice of rc. To
test this, we compute the locally averaged P̄red for the three snapshots in Fig. 5.3 using three
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different cutoff radii, rc/σA = 1, 2, 3, and see how the Spearman correlation with the dynamic
propensity is influenced by this choice. A comparison of the correlations obtained for the three
systems is shown in Figure 5.7.

Figure 5.7: Spearman’s rank correlation between the particles’ dynamic propensity Di and their
locally averaged membership probability P̄red(i) obtained with a different averaging cutoffs, rc, for a-c
large and d-f small particles in the (left) hard sphere, (center) Wahnström, and (right) Kob-Andersen
systems at the highest degree of supercooling.

In general, we find that the maximum in the correlation shifts to longer times by increasing
rc. Moreover, in all cases, the correlation improves going from rc/σA = 1 to rc/σA = 2. In
particular, for both species of particles in the hard sphere system and for the large particles of
the Wahnström system the correlation gets worse for rc/σA = 3. In the remaining cases (small
particles of the Wahnström system and both species of particle in the Kob-Andersen system),
we find very small differences between rc/σA = 2 and rc/σA = 3.

We might also expect the optimal value of rc, i.e. the one that maximizes the correlation
with the dynamics, to change with the degree of supercooling of the system. To explore this, for
each system considered in Fig. 5.6, we optimize the cutoff radius by maximizing the correlations
of P̄red with the dynamic propensity. Specifically, we compute P̄red using different radii (rc/σA =
1.0, 1.5, 2.0, 2.5, 3.0, 3.5, 4.0), and choose the optimal radius r∗c as the one for which the maximum
in the correlation between P̄red and the dynamic propensity is the highest. Figure 5.8 shows
the results of this analysis for the three systems.

For the Wahnström and especially for the Kob-Andersen systems we clearly find that the
optimal cutoff increases with the degree of supercooling. This behaviour is less pronounced
and more irregular for the hard-sphere systems, which might be caused by the relatively small
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Figure 5.8: Cutoff distance r∗c that maximises the correlations with the dynamic propensity as a
function of the degree of supercooling for the a hard sphere, b Wahnström, and c Kob-Andersen
systems.

system size considered for such systems (only N = 2000 particles compared to the N = 64000
particles of the Wahnström and Kob-Andersen systems). Nonetheless, the largest optimal cutoff
is always found at the deepest supercooling.

It might be tempting to interpret this growth as a growing static length scale, a topic
of significant debate in the glass community (see e.g. Refs. [149, 178–181]). However, it is
important to realize that this optimum value is determined by using dynamical data (i.e. the
correlation with the dynamic propensity). As such, the optimum in rc should be seen as a
dynamic length scale. In contrast, one can straightforwardly extract a static correlation length
from our order parameter Pred, by determining its autocorrelation function as a function of
distance, which is defined as:

Cred(r) =
∑N
i 6=j pipjδ(r + ri − rj)∑N
i 6=j δ(r + ri − rj)

, (5.8)

where ri is the position of particle i, and the normalized order parameter pi of each particle is
defined as

pi = Pred(i)− 〈Pred〉√
〈Pred〉2 − 〈Pred〉2

, (5.9)

with 〈Pred〉 the average value of Pred taken over all particles. The resulting correlation functions
for all three systems are shown in Figure 5.9. While we do observe some increase in the overall
correlations as each system is supercooled, the range over which these correlations exist does
not grow appreciably. Hence, our method does not yield a clearly growing, purely static length
scale.

5.3.6 Characterizing the local structure of the different clusters
As the UML is based on a description of local environments in terms of bond order parameters
[116], a natural question to ask is how the two identified clusters differ in terms of their BOPs.
In Fig. 5.10, we plot the mean value of all bond order parameters q1, · · · , q8 for both red (more
mobile, Pred > 0.5) and white clusters (Pred < 0.5) for the three snapshots depicted in Fig.
5.3. Perhaps surprisingly, we do not observe dramatic differences in the average bond order
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Figure 5.9: Radial auto-correlation function Cred associated with the trained order parameter at
different degrees of supercooling for a Hard-Sphere systems, b Wahnström mixtures, and c Kob-
Andersen mixtures.

Figure 5.10: Variation of bond order with Pred. Mean values of the BOPs for a-c large and d-f
small particles with Pred > 0.5 (red cluster) and Pred < 0.5 (white cluster) in (a,d) hard spheres, (b,
e) Wahnström, and (c, f) Kob-Andersen systems. Note that, as indicated in the legend, the results
for the white cluster are shown in a gray color. The state points are the same as in Fig. 5.2. Bars are
the standard deviations.
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Figure 5.11: Correlation between Pred and TCC clusters. Correlation between the membership
probability Pred of a particle and the number of TCC clusters of a given type the particle is involved
in, for the three investigated systems. From left to right: a hard spheres, b Wahnström, and c Kob-
Andersen, at the same state points as Fig. 5.2. The clusters are sorted based on their correlation in the
hard sphere model. Green bars indicate clusters that consist of one or more tetrahedral subclusters,
while blue bars indicate clusters that consist of one or more square pyramidal subclusters. Gray
clusters contain neither (cluster 6B is a single pentagonal pyramid), or both.
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parameters of the two clusters. The small variations that are seen, however, exhibit a few
notable trends. Specifically for all three models, q2, q3, q4, q5 and q8 are higher in the red,
more mobile cluster. Additionally, for both hard spheres and Wahnström, q6 is highest in the
slow cluster; note that q6 is often connected to close packed crystal structures like face-centered
cubic and hexagonal-close packed.

As a second avenue for differentiating the local structure in each group we use topological
cluster classification (TCC) [169]. This algorithm detects a set of pre-defined clusters corre-
sponding to low-energy (or high-packing) structures in a few model systems. As shown in
Fig. 5.11, we find that for the hard-sphere and Wahnström, systems, Pred negatively correlates
strongly with local structures built up out of one or more tetrahedra, while it positively cor-
relates with TCC clusters built from square pyramids. For the Kob-Andersen mixture, Pred
still negatively correlates best with tetrahedral environments, but correlations are significantly
weaker. Interestingly, TCC detects essentially no clusters that correlate positively with Pred,
suggesting that these particles have local environments not detected by TCC – indicating that
our UML is picking up on structures not included in the low-energy (or high-packing) struc-
tures built into TCC. This is one area where the UML approach shines: it is not restricted by
a priori assumptions about the features that are considered in the clustering.

5.4 Conclusions
Overall, our results are consistent with the idea that at least part of the dynamical slowdown
is driven by the emergence of a set of locally favored structures, in agreement with earlier
observations on these models (see e.g. Refs. [160, 182, 183]). As the system is pushed closer to
the glass transition, these structures become more stable, due to a more favorable local packing
or potential energy, with a profound impact on both local and global dynamics [149]. What is
intriguing is the observation that this variation in local structure can be effectively captured by
a one-dimensional machine-learned order parameter, and that this structural order parameter
strongly correlates with the dynamics.

Interestingly, our Gaussian clustering approach indicates that the structural features of all
of our systems, once projected onto the lower-dimensional space, are best described by two
Gaussians. This is consistent with a previously proposed picture where supercooled liquids
can be interpreted as a mixture of two competing structural populations [161]. Note that a
similar two-state picture has been extremely successful in understanding the glassy behavior
of supercooled water [172, 184], where the competing local structures are ostensibly linked to
different thermodynamic phases at extreme supercooling.

The UML analysis used here is both extremely simple to implement as well as very efficient
to run. The input is a single snapshot, and the analysis involves standard bond order parameter
calculations, fitting a small neural network-based autoencoder, and Gaussian mixture models;
all of which are fast, standard methods that are commonly available in open-source libraries.
The total analysis costs only a few minutes of computational time. While the simplicity of this
algorithm is one of its main strengths, this also implies that there are many potential routes
towards expanding this method – for instance adding information about the local density to the
local descriptors, and/or projecting the information onto higher dimensional order parameters.
Such additions might increase the accuracy, although likely at the cost of the simplicity and
speed. Already, a number of unsupervised machine learning techniques exist that classify par-
ticles based on local structure [102,125,152,153], using different definitions of local structures,
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and different approaches for classification. It will be interesting to see which of these performs
best in purely heterogeneous environments like glasses.

In conclusion, we have demonstrated that a simple and fast autoencoder-based UML ap-
proach is a powerful tool in the development of new structural order parameters in supercooled
liquids. We demonstrated that the structural heterogeneities captured by this order parameter
are strongly correlated with the dynamical heterogeneities in all three glass formers studied
here, creating a new way forward for unraveling the microscopic origins of dynamical slowdown
in supercooled liquids.
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Appendix

Appendix 5.A SANN vs. cutoff in Kob-Andersen

Figure 5.A.1: Comparison of the Spearman’s rank correlation between the particles’ dynamic
propensity Di and their membership probability Pred(i) obtained by using either SANN or a cut-
off radius of rc = 1.2σA for both large and small particles.

In order to describe the local environment of each particle i in terms of BOPs, needed for
Q(i), we require a definition of what neighbors we include in the bond order calculation. For
both hard spheres and Wahnström, we used the definition of nearest neighbor from the solid
angle nearest neighbor (SANN) algorithm [105]. This algorithm is known to work well for hard
spheres, and as Wahnström is very simliar, we expected it to work well here as well. For Kob-
Andersen, we also initially used SANN, but later found that using a tuned fixed cutoff radius
worked better. In the following we compare the results of SANN and our cutoff of 1.2 σA. In
particular, we analyse a snapshot of a glassy Kob-Andersen mixture at density ρ∗ = 1.2 and
temperature T ∗ = 0.5.

Fig. 5.A.1 shows a comparison of the Spearman’s rank correlation between the particles’
dynamic propensityDi and their membership probability Pred(i) obtained by using either SANN
or a fixed a cutoff radius.
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Appendix 5.B Method Robustness

5.B.1 Different trainings
The training of the autoencoder is performed with a stochastic optimization algorithm and,
as a consequence, the learned projection of the input data differs for every particular training.
Although the FVE is an excellent indication of the quality of the learned projection, it is not
a priory clear how strongly the final results depend on the particular projection found by the
encoder.

Figure 5.B.1: Spearman’s rank correlation between the particles’ dynamic propensity Di and their
membership probability Pred(i) obtained with three different trainings of the UML method for the
large particles of the Wahnström system.

To explore this, we performed multiple times the analysis for the large particles of the
Wahnström system at reduced density ρ∗ = 0.81 and reduced temperature T ∗ = 0.7. Every
time, we trained a new autoencoder (with the same architecture and a different random seed),
and subsequently performed a new clustering. Finally, we compared the Spearman’s rank
correlation between the dynamic propensities of the particles and their membership probabilities
Pred obtained for different trainings of the UML method.

Figure 5.B.1 shows that the results obtained for three different trainings are essentially the
same, indicating that the method is robust to changes in the training.

5.B.2 Autoencoder architecture
In all the analysis performed in this Chapter, we used the same autoencoder architecture,
i.e., one hidden layer of dimension 5d in both the encoder and the decoder parts of the net-
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Figure 5.B.2: FVE as a function of c obtained with different autoencoder architectures for the large
particles of the Wahnström system.

work, where d = 8 is the dimension of the input. This choice is somewhat arbitrary and was
determined empirically without a thorough optimization.

In this section, we compare the results obtained with different autoencoder architectures
with either a larger hidden layer, or multiple hidden layers. We specify the number and the
dimensions of the hidden layers with a tuple of the form (h1, h2, . . . ), whose dimension corre-
spond to the number of hidden layers, and whose components indicate the specific size of the
layers.

Figure 5.B.2 shows the FVE as a function of c obtained with different architectures for the
large particles of the Wahnström system at density ρ∗ = 0.81 and temperature T ∗ = 0.7. The
results are approximately equal for all the architectures considered, indicating that there is no
advantage in using a deeper autoencoder.

5.B.3 Bottleneck dimensionality

As explained in the Section 5.3.1, we choose the optimal dimensionality of the bottleneck, c,
as the smallest value for which the FVE is at least 0.75. This choice guarantees that at least
75% of the variance of the original data can be explained by the input reconstruction, meaning
that only a small part of the original information is discarded by reducing the dimensionality.
However, 75% is an arbitrary choice, and it is not obviously clear how the final results might
depend on this choice.

To answer this question, we performed a new analysis of the three main snapshots presented
in this Chapter with a different choice of the bottleneck size, c. For each value of c considered,
we trained a new autoencoder and subsequently performed a new clustering. A comparison of
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Figure 5.B.3: Spearman’s rank correlation between the particles’ dynamic propensity Di and their
membership probability Pred(i) obtained with a different dimensionality of the bottleneck, c, for (a-c)
large and (d-f) small particles in the (left) hard sphere, (center) Wahnström, and (right) Kob-Andersen
systems at the highest degree of supercooling.

the final results obtained with c = 1, 2, 3, 4 is shown in Figure 5.B.3. In all cases the results are
almost unaffected by changes in the chosen value of c.

5.B.4 Input dimensionality
As explained in Section 5.2.3, our description of the local environment is encoded into a vector
of d = 8 BOPs, q̄l with l = 1, 2, . . . , d, which is then used as the input of the UML method. One
could in principle consider a larger or smaller set of BOPs with the obvious consequences of
having a more or less complete description of a particle’s local environment. In general, using a
smaller set of BOPs has the risk that one might miss the relevant structural differences in the
system, while including more BOPs should give a better description of the structure and, hence,
a better classification. In Chapter 4, where we applied the same UML approach to identify
different crystal phases in colloidal systems, we found a choice of d = 8 to be sufficiently large
for all the systems examined. In this study, however, it is not obviously clear how the results,
in particular the correlations with the dynamics, would be affected by a different choice of d.

To explore this, we repeated the analysis of the three main snapshots presented in this
Chapter with different choices of d: d = 4, 6, 8, 12, 16. For each value considered, we trained a
new autoencoder and subsequently performed a new clustering. Additionally, in every case we
determined the optimal dimensionality of the bottleneck, c, as the smallest value with a FVE
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Figure 5.B.4: Spearman’s rank correlation between the particles’ dynamic propensity Di and their
membership probability Pred(i) obtained with a different dimensionality of the input vectors, d, for
(a-c) large and (d-f) small particles in the (left) hard sphere, (center) Wahnström, and (right) Kob-
Andersen systems at the highest degree of supercooling.

of at least 0.75. Note that, with this choice, c increases with d. The results for the large and
small particles of the three systems are shown in Figure 5.B.4.

For all systems we find a choice of d = 8 to be nearly optimal for both species of particles.
Specifically, for the hard sphere and Wahnström systems, the correlations get weaker using
d < 8, clearly indicating that at least part of the relevant information that correlates with
the dynamics is encoded in BOPs with higher l. Additionally, increasing d leads to essentially
the same or even worse correlations than d = 8, indicating that the BOPs with l > 8 capture
structural differences that poorly correlate with the dynamics. For the Kob-Andersen system,
instead, the correlations are only weekly affected by a different choice of d.

5.B.5 Dimensionality reduction in the Wahnström mixture
In order to demonstrate the effect of the dimensionality reduction, we show in Figure 5.B.5a
a scatterplot of all local environments of large particles in the Wahnström system at density
ρ∗ = 0.81 and temperature T ∗ = 0.7. For each particle, the encoding part of the autoencoder
has been used to reduce the dimensionality of the vector Q to two dimensions. As a result, the
information retained by the autoencoder can be plotted as a point in 2D space for each particle.
Using the Gaussian Mixture Model, we classify this set of points into two clusters (white and
red), corresponding to two Gaussian distributions of points (Figure 5.B.5b). The connection to
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Figure 5.B.5: (a) Scatterplot of the local descriptors of all large particles in the Wahnström after
dimensionality reduction. The points are colored according to their value of Pred. (b) Same scatter-
plot, with a representation of the two Gaussians found by the clustering. (c) Same scatterplot, but
with points colored according to the dynamic propensity measured at the time with the maximum
correlation. Note that the particles are colored according to their deviation from the mean dynamic
propensity, in units of the standard deviation σ.

dynamics can also be clearly visualized in this reduced space, by coloring particles according to
their dynamic propensity (Figure 5.B.5c). This leads to a clear gradient in coloring, indicating
that the faster particles (red) lie predominately in the top left cluster, while the slow particles
lie in the bottom right one.

Appendix 5.C Pearson vs. Spearman correlation
All our results are presented in terms of the Spearman’s rank correlation between the structural
order parameter found by the UML method and the dynamic propensities of the particles. The
Spearman’s rank correlation is a measure of how strongly the relationship between two variables
can be described by a monotonic function (whether linear or not).

However, most of the other works, where supervised machine learning is used to predict the
dynamics of particles in glassy systems, use instead the Pearson correlation as a measure of the
performance of their methods, which complicates a direct comparison.

Note that our UML method develops an order parameter that is purely based on local
structure and does not rely on any dynamical information. As such, there is no obvious reason to
believe that Pred and the dynamic propensity should be linearly related, which is why we decided
to use the Spearman’s rank correlation. Nonetheless, we find that two types of correlations are
very similar for all systems analyzed. As an example, Figure 5.C.1 shows a comparison of the
Pearson and Spearman’s rank correlations between P̄red (averaged over a local neighborhood
of radius rc/σA = 2) and the dynamic propensity for the large particles of the three main
snapshots analyzed in this Chapter.
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Figure 5.C.1: Comparison of the Pearson and Spearman’s rank correlations between P̄red and the
dynamic propensity for the large particles of the (a) hard sphere, (b) Wahnström, and (c) Kob-
Andersen systems.





6

Averaging local structure to predict
the dynamic propensity in

supercooled liquids

Predicting the local dynamics of supercooled liquids based purely on local structure is a key
challenge in our quest for understanding glassy materials. Recent years have seen an explosion
of methods for making such a prediction, often via the application of increasingly complex
machine learning techniques. The best predictions so far have involved so-called Graph Neural
Networks (GNN) whose accuracy comes at a cost of models that involve on the order of 105

fit parameters. This begs the question – what is so special about GNNs? In this Chapter,
we propose that the key structural ingredient to the GNN method is its ability to consider
not only the local structure around a central particle, but also averaged structural features
centered around nearby particles. We demonstrate that this insight can be exploited to design
a significantly more efficient model that provides essentially the same predictive power at a
fraction of the computational complexity, and demonstrate its success by fitting the dynamic
propensity of Kob-Andersen and binary hard-sphere mixtures.

Based on: E. Boattini, F. Smallenburg, L. Filion, Averaging local structure to predict the dynamic propensity
in supercooled liquids, manuscript accepted in Physical Review Letters (2021).
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6.1 Introduction
Unraveling the interplay between structure and dynamics in glassy materials is a major chal-
lenge in condensed matter science. When a liquid is rapidly cooled down or compressed to the
point where it almost turns into a glass, its dynamics slow down by many orders of magni-
tude, while its structure typically stays largely unchanged. The dynamics of such glassy fluids
are heterogeneous, with some regions of particles rearranging much more rapidly than oth-
ers [147, 148]. Key to understanding this phenomenon is identifying structural characteristics
that are associated with these dynamic heterogeneities [149,150].

Traditionally, correlating structure and dynamics relied on physical intuition: one can look
for local structural motifs [154–158] – such as icosahedra or tetrahedra – or for other (structure-
dependent) local physical features of the system [171, 175, 176, 185] – such as local density, or
potential energy – that are expected to play a key role in determining the dynamics. A novel
approach was pioneered in 2015 by Cubuk et al. [162], who demonstrated that machine learning
(ML) techniques could be trained to identify slow and fast regions in a glassy liquid. Since then,
a number of works have demonstrated the power of both supervised and unsupervised machine
learning (such as the algorithm presented in Chapter 5) for correlating structure and dynamics
in a variety of glassy systems [13,153,162–164,186].

In recent years, many studies attempting to unravel the link between structure and dynamics
have tried to reveal structural quantities capable of predicting the dynamic propensity [14,150,
153,156,157,167,171,186–189]. The dynamic propensity of a particle is the absolute distancea

that the particle moves over a given time interval, averaged over many simulated trajectories
starting from the same initial configuration. In essence, it provides a measure of the future
mobility of a particle, as governed by the local structure of its surroundings [170]. To date, the
most accurate predictions of the dynamic propensity in glassy systems were achieved by Bapst
et al. [14] using a highly advanced machine learning approach: Graph Neural Networks (GNN).
While the GNN is quite accurate, its design philosophy draws on physical insights as little as
possible, resulting in a high computational complexity, and making drawing physical insights
from the fitted model more difficult. Specifically, since the GNN designs its own structural
descriptors, training it requires optimizing an enormous number of parameters (∼ 70000 in
Ref. [14]). As a result, the training requires both a large data set (to avoid overfitting) and
significant computational effort. Nonetheless, the predictive power of GNNs clearly indicate
that its model architecture is able to capture the essential physics required to predict dynamics
from local structure. This raises two important questions that we address in this Chapter: can
we learn from the success of GNNs what structural features we need to consider to accurately
predict local dynamics, and can we exploit these observations to design a significantly more
efficient model that performs equally well?

To address the first question, we need to consider the architecture of a GNN and compare it
to simpler machine learning approaches. In the standard ML approaches, such as the support
vector machines (SVMs) used in Refs. [13, 162], the environment of each particle is captured
via a set of handcrafted structure functions centered around the particle under consideration,
which provides information about, e.g., the radial density profile and bond angle distribution.
Subsequently, these structural descriptors are used to predict a dynamical descriptor of each
particle. In contrast, in the GNN used in Ref. [14] the input is a graph, where each node
represents a particle, and particles closer than a certain cutoff distance are connected by an

aNote that some implementations of the dynamic propensity use the square distance, rather than the absolute
one.
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edge which carries as information the vector connecting the two particles. After an encoding
step, this information is then passed through a number of recursive iterations. In each iteration,
the graph is mapped onto a new graph with the same topology, but with updated information
on the nodes and edges, where the mappings are fits described by neural networks. Finally, a
“decoder” step is used to produce a prediction for the desired dynamical descriptor – in the
case of Ref. [14] the dynamic propensity.

The key trick of the GNN lies in the fact that in each successive iteration, information
from further away is incorporated into the information for a given node or edge – in an average
sense. Hence, in contrast to the more standard hand-crafted descriptors which are generally only
centered on the particle under consideration, the GNN designs its own descriptors that can in
principle take into account averaged structural features at significant distances away. As shown
in the recent publication by Bapst et al [14], this strategy works very well at fitting the dynamics
of a supercooled Kob-Andersen mixture, clearly outperforming all previous algorithms. This
raises the question: would incorporating the shell-averaging concept of GNNs into handcrafted
descriptors lead to similar predictive power?

In this Chapter, we design a set of locally-averaged descriptors that explicitly incorporate
information from multiple neighbour shells and fit them to dynamical information using simple
linear regression. We demonstrate the success of our method by fitting the dynamic propensity
of Kob-Andersen [166] and binary hard-sphere mixtures. In particular, in the case of Kob-
Andersen, we show that our simple method based on locally-averaged descriptors and linear
regression is able to predict the dynamic propensity to essentially the same accuracy of GNNs,
but at a fraction of the required computational cost.

6.2 Methods
In this Section we describe our method in detail. Specifically, we first introduce the two glass-
former models considered in this work and give the details of the simulations performed to
generate the data sets we used for training and testing the fit of the dynamic propensity. Then,
we define the structural descriptors that are used to encode the particles’ local environment
and to predict their dynamic propensity. Finally, we give the details of the training procedure
and define the evaluation metrics used to assess the performance of our models.

6.2.1 Models
The two model glass formers we consider are the Kob-Andersen model [166] and a binary mix-
ture of hard spheres. The Kob-Andersen model [166] is a non-additive mixture of 80% (large)
A Lennard-Jones (LJ) particles and 20% (small) B LJ particles. The interaction parameters
are σBB = 0.88σAA, σAB = 0.8σAA, εBB = 0.5εAA, and εAB = 1.5εAA. The LJ potential is
truncated and shifted at a cutoff distance rc,ij = 2.5σij (where i, j ∈ {A,B}), such that the
attractive part of the potential is retained. The binary hard-sphere model we consider is a
mixture of 30% large A particles and 70% small B particles, with size ratio σB/σA = 0.85. The
same hard-sphere system was also investigated in Chapter 5.

6.2.2 Simulation details and data sets generation
The data set for the Kob-Andersen system is the one from Ref. [14] and consists of a total of
800 equilibrated configurations, which are evenly split into a training and a test set. These
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configurations were equilibrated by performing molecular dynamics simulations with constant
number of particles N = 4096, at a state point corresponding to temperature kBT/εAA = 0.44
with kB Boltzmann’s constant, and pressure Pσ3

AA/εAA = 2.93. The dynamic propensities
were then computed by performing, for each equilibrated configuration, M = 30 independent
simulations in the microcanonical ensemble, all starting from the same initial configuration
but with random velocities drawn from the Maxwell-Boltzmann distribution. Specifically, the
dynamic propensity of particle i after a time interval t is defined as an isoconfigurational
ensemble average of its absolute displacement

di(t) = 〈|ri(t)− ri(0)|〉, (6.1)

where ri(t) is the position of particle i at time t, and the average is taken over the independent
runs.

For the hard-sphere model, we perform event-driven molecular dynamics simulations in
the microcanonical ensemble and generate a data set consisting of a total of 100 equilibrated
configurations with N = 2000 particles and packing fraction η = 0.58. The dynamic propensity
of each particle is then computed as an isoconfigurational ensemble average over M = 100
independent runs. Again, half of this data set is used for training, and the other half is used
for testing the models.

6.2.3 Structural descriptors
To describe the particles’ local environment, we begin with a set of descriptors that encode the
structure around each particle i, denoted as the vector X(0)

i . Note that many glassy systems
consist of particles of two or more different species, and hence these descriptors take into account
both the positions of the particles as well as their species. For X(0)

i , we design a set of structural
descriptors consisting of both radial and angular structure functions.

For the radial functions, we consider the same type of functions that were used in Refs.
[13,14] in combination with SVMs. These functions essentially measure the density of particles
at a distance r from a reference particle i in a shell of width 2δ, and are defined as follows:

G
(0)
i (r, δ, s) =

∑
j 6=i:sj=s

e−
(rij−r)2

2δ2 (6.2)

where i is the reference particle, rij is the distance between particle i and j, sj = A,B is the
species of particle j, and s is the species of particles whose density we wish to probe. By varying
r, δ, and s, these functions capture different aspects of the local density around particle i.

For the angular functions, inspired by standard bond-orientational order parameters [116],
we use a distance-dependent expansion of the local density in terms of spherical harmonics.
First, for any given particle i, we define the complex quantities

q
(0)
i (l,m, r, δ) = 1

Z

∑
j 6=i

e−
(rij−r)2

2δ2 Y m
l (rij), (6.3)

where Y m
l (rij) are the spherical harmonics of order l, with m an integer that runs from m = −l

to m = +l, Z = ∑
j 6=i e

−
(rij−r)2

2δ2 is a normalization constant, and the sum is over all particles
j 6= i (of both species). Then, rotationally-invariant angular descriptors are defined as

q
(0)
i (l, r, δ) =

√√√√ 4π
2l + 1

l∑
m=−l

|q(0)
i (l,m, r, δ)|2. (6.4)
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These quantities measure the l-fold symmetry of the distribution of neighbors at a distance r
from a reference particle i in a shell of width 2δ.

The full vector X(0)
i for a given particle i then consists of the values of G(0)

i (r, δ, s) and
q

(0)
i (l, r, δ), evaluated for a fixed set of r, δ, and l.

For the Kob-Andersen system, we build a set of 200 radial functions by setting s ∈ {A,B},
and consider 60 equally spaced distances in the interval r/σA ∈ (0.5, 2.0] with δ = 0.025, 20
equally spaced distances in the interval r/σA ∈ (2.0, 3.0] with δ = 0.05, and 20 equally spaced
distances in the interval r/σA ∈ (3.0, 5.0] with δ = 0.1. For the angular functions, we use
δ = 0.1, l ∈ [1, 12], and 16 equally spaced distances in the interval r/σA ∈ [1, 2.5], resulting
in 192 angular descriptors. Hence, the full vector X(0)

i for the Kob-Andersen mixture has a
dimensionality of D = 392.

For hard spheres, we use the same parameters but – as the spheres cannot overlap – we
consider only distances larger than σB/σA = 0.85, resulting in a set with fewer (172) radial
functions and a vector X(0)

i of dimensionality D = 364.
In order to incorporate the shell-averaging concept from GNNs, we then introduce higher-

order descriptors X(n)
i , where each consecutive X(n)

i is defined as a local average of the previous
order X(n−1)

i . Specifically:
X(n)
i = 1

C

∑
j:rij<rc

e−rij/rcX(n−1)
j , (6.5)

where rc is a cutoff radius and C = ∑
j:rij<rc e

−rij/rc . The main results in this Chapter are
obtained using a cutoff distance of rc/σAA = 2.3 for Kob-Andersen and rc/σA = 2.1 for hard
spheres. As shown in Fig. 6.1, these cutoffs include approximately the first two shells of
neighbours and were chosen as the distance at which the radial distribution function has its
second minimum. As we will show, however, the final results are only weakly affected by the
particular choice of rc.

Figure 6.1: Radial distribution function of a single representative snapshot of the (a) Kob-Andersen
and (b) hard-sphere systems.

The total descriptors for particle i is then the combination of descriptors (angular and/or
radial) from each shell up to a maximum level of nmax, i.e. a vector of the form X (nmax)

i =(
X(0)
i ,X(1)

i , . . . ,X(nmax)
i

)
.
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6.2.4 Training
We fit the dynamic propensity of the particles at a given time t as a linear combination of the
structural descriptors described in the previous Section, so that our approximation d′i of the
propensity of particle i reads

d′i = w0 +
D∑
k=1

wkxk, (6.6)

where xk is the k’th element of the set of descriptors X (nmax)
i for particle i, D is the total number

of descriptors, and the coefficients wk are the free parameters of the model. These parameters
are optimized by minimizing the sum-of-squares error with the addition of an L2 penalty for
the coefficients

E(w) =
Nt∑
i=1

(di − d′i)
2 + λ

D∑
k=1

w2
k, (6.7)

where w = (w0, w1, . . . , wD), Nt is the total number of particles in the training data set, di
is the actual propensity of particle i at time t, and λ is the regularization coefficient. The
optimal value of λ is found by training several models with different λ, and finally selecting the
model with the smallest error on the test set. Note that before optimizing the parameters of
the model, we standardize both the input descriptors and the target propensities so that they
have mean zero and unit variance. The parameters optimization is performed with the Ridge
regression package of the scikit-learn library [142].

6.2.5 Evaluation metrics
To evaluate the performance of our models, we compute the Pearson correlation coefficient
between the predicted d′i and true di propensity of all particles in the test set:

rd′d =
∑Nt
i=1

(
d′i − d̄′

) (
di − d̄

)
√∑Nt

i=1

(
d′i − d̄′

)2
√∑Nt

i=1

(
di − d̄

)2
, (6.8)

where d̄′ and d̄ are, respectively, the mean of the predicted and true propensities.

6.3 Results

6.3.1 Kob-Andersen
We start our investigation by focusing on precisely the same system as Ref. [14], i.e. the Kob-
Andersen (KA) mixture [166], a well studied glass former that consists of an 80:20 mixture
of non-additive LJ particles. We begin by exploring how the number of averages nmax influ-
ences our fit quality, as measured by the Pearson correlation coefficient between the predicted
and measured propensities. To this end, we fit the dynamic propensity with linear regression
(LR(nmax)) using structural descriptors up to a different order nmax, and compare the perfor-
mance of the corresponding models. Clearly, as shown in Fig. 6.2, for both species in the
KA mixture, there is a significant improvement by including the first averaging (LR(1)), while
adding a second averaging step (LR(2)) only improves the correlations slightly. Adding a third
averaging step does not lead to any further improvements.
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Figure 6.2: (a) Pearson correlation coefficient between predicted and actual propensities for the A
particles of the KA system. LR(nmax) refers to linear regression using structural descriptor up to order
nmax. For comparisons, the results obtained in Ref. [14] using support vector machines (SVMs) and
graph neural networks (GNNs) are also shown and indicated by ∗ in the legend. (b) Comparison of the
models in (a) at t = τα. (c) Pearson correlation coefficient between predicted and actual propensities
for the B particles of the same system. (d) Comparison of the models in (c) at t = τα. (e) Comparison
of the Pearson correlation coefficient between predicted and actual propensities of A particles obtained
using only radial descriptors, only angular descriptors, or both. (f) Comparison of the models in (e)
at t = τα.

The question is now: how does this prediction compare to other ML methods? As shown in
Figs. 6.2a and 6.2b, the zero-th order descriptors lead to a prediction that is similar in quality
to the SVM fit taken from Ref. [14]. This is not surprising, as both the SVM method and our
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LR(0) prediction are linear fits based on a similar set of descriptors. Much more impressive,
however, is that our LR(2) results closely match the GNN results for all time scales. This is
a remarkable result as it indicates that we have incorporated in our averaged descriptors the
same relevant structural features captured by the GNN.

One clear advantage of our approach compared to GNNs is the interpretability of the fit-
ted model. While GNNs approximate the propensity as a complex nonlinear function of the
particles’ coordinates and species, our model is a linear combination of structural descriptors
with a simple physical interpretation. Both the linearity of the model and the interpretability
of the input descriptors can be exploited in order to unveil the structural features that are
most relevant for predicting the dynamics. For example, we can ask the question: is radial
(or density) information sufficient to accurately predict the dynamics, or do we also need an-
gular information? This question is intriguing in the context of the Kob-Andersen system, as
previous studies similar to our LR(0) model have identified radial information to be the most
important [13,153]. To answer this question, we separately fit the particles dynamic propensity
using only the radial and angular descriptors, and show the results in Figs. 6.2e and 6.2f.
When only non-averaged descriptors (0-th order) are included, we find the radial descriptors
to be more informative on the dynamics (especially at long times), in agreement with previous
works [13,153]. Surprisingly, however, when averaged descriptors (nmax = 2) are included, bet-
ter predictions are obtained with the set of angular functions. One way to interpret this result
is that when the region considered is small, the local density is the most important feature,
whereas when considering larger length scales, the anisotropy of the structural environment
becomes more relevant.

Figure 6.3: Pearson correlation coefficient between predicted and actual propensities of the A parti-
cles of the KA mixture at t = τα as a function of the number of selected descriptors. Lines represent
the results obtained in Ref. [14] using SVMs and GNNs.

In our current approach we have included approximately 103 descriptors when nmax = 2.
However, the linear nature of our model makes it easy to reduce this number significantly at a
low cost in terms of accuracy. To this end, we employ the feature selection scheme introduced
in Chapter 2 in the context of approximating many-body interactions. In this scheme, the most
relevant descriptors are iteratively selected from a pool of candidates. At each step, the selected
descriptor is the one that maximizes the linear correlation between the currently selected set
and a target variable. The selection proceeds until the correlation stops increasing appreciably.
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index descriptor
1 q(2)(r = 1.700, δ = 0.100, l = 8)
2 q(2)(r = 1.000, δ = 0.100, l = 3)
3 G(2)(r = 1.400, δ = 0.025, s = A)
4 q(2)(r = 1.000, δ = 0.100, l = 2)
5 q(2)(r = 1.300, δ = 0.100, l = 9)
6 q(2)(r = 1.700, δ = 0.100, l = 7)
7 q(0)(r = 1.100, δ = 0.100, l = 5)
8 q(2)(r = 1.200, δ = 0.100, l = 12)
9 G(0)(r = 2.400, δ = 0.050, s = A)
10 q(2)(r = 1.800, δ = 0.100, l = 9)
11 q(2)(r = 1.300, δ = 0.100, l = 10)
12 G(2)(r = 1.475, δ = 0.025, s = A)
13 q(2)(r = 1.500, δ = 0.100, l = 2)
14 q(2)(r = 1.000, δ = 0.100, l = 4)
15 G(2)(r = 1.125, δ = 0.025, s = B)
16 q(2)(r = 1.000, δ = 0.100, l = 6)
17 q(2)(r = 1.200, δ = 0.100, l = 3)
18 q(2)(r = 1.300, δ = 0.100, l = 11)
19 G(0)(r = 3.700, δ = 0.100, s = A)
20 q(2)(r = 1.000, δ = 0.100, l = 12)

Table 6.1: List of the first 20 descriptors selected for maximizing the correlation with the dynamic
propensity (at t = τα) of A particles in the Kob-Andersen system. The index indicates the order of
selection.

Here, we consider the set of all descriptors up to order nmax = 2 as the pool of candidates,
and use this scheme to select an optimal subset of Ns descriptors for predicting the dynamic
propensity at time t. In Fig. 6.3 we report the results of the predictions at t = τα as a function
of the number of selected descriptors, while a list of the first 20 selected descriptors is given
in Tab. 6.1. As shown in Fig. 6.3, the best descriptor in the pool has a correlation of about
0.4 with the dynamic propensity. Moreover, using as few as Ns = 6 descriptors, the results
already exceed those obtained with SVMs in Ref. [14] (that used 440 descriptors). After that,
the results keep improving as Ns increases, and do not change appreciably after Ns ≈ 100
descriptors have been selected.

All the results so far were obtained by locally averaging the structural descriptors over
a spherical local region that included approximately the first two shells of neighbours. As
described in Sec. 6.2.3, this was done by fixing the cutoff radius rc of this spherical region as
the distance at which the radial distribution function has its second minimum. We now explore
how the choice of such a radius influences the performance of the final model. To this end, we
compute locally averaged descriptors up to order nmax = 2 using three different cutoff radii,
corresponding to the first, second, and third minimum of the radial distribution function (see
Fig. 6.1). We then use these three sets of the descriptors to train three distinct models, and
we compare their performance.

A comparison of the results obtained with different cutoff radii for the A particles of the
Kob-Andersen system is shown in Fig. 6.4. In general, we find that the final results are only
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Figure 6.4: Pearson correlation coefficient between predicted and actual propensities for the A par-
ticles of the KA system obtained with three different models. Each model is trained using descriptors
which are locally averaged over a spherical region with a different cutoff radius rc.

weakly affected by the particular choice of rc, with only the smallest cutoff performing slightly
worse than the other two.

6.3.2 Binary hard spheres
The final question we would like to address is how robust this algorithm is – e.g., how well
does it perform on a different glass former? To this end, we consider a 30-70 binary mixture
of large (A) and small (B) hard spheres with size ratio σB/σA = 0.85 and packing fraction
η = 0.58 (the same system as we studied in Chapter 5). Previous works have shown that the
local structure of this system correlates quite strongly with the dynamic propensity at times
close to the relaxation time [156, 186], with the strongest correlation reported associated with
the unsupervised machine-learned order parameter introduced in Chapter 5, which was based
on averaged order parameters (somewhat comparable to our LR(1) averaging). As done for the
KA system, we fit the propensities at different times using sets of descriptors with a different
maximum order nmax, and report the results obtained for both species of particles in Fig. 6.5.
Clearly, both the LR(1) and LR(2) outperform the UML over all time frames examined, with the
smallest difference appearing near τα. Secondly, as previously observed [186], the predictions
are much more accurate than those obtained for the KA system, likely due to the simpler
dynamics of this system, which lacks both attractions and non-additivity. For the same reason,
we also find that the inclusion of averaged descriptors has a weaker impact on the accuracy
of the model, and the results essentially stop improving after including descriptors of order
nmax = 1. An intriguing observation is the fact that the peak in correlation for LR(1) and LR(2)

occurs at significantly longer time scales than the peak in correlation associated with the UML
approach, and indeed at time scales several times longer than the structural relaxation time τα.

6.4 Conclusions
In conclusion, we have introduced a fast, easy to implement, linear-regression-based model for
fitting dynamic propensities in glassy fluids from local structural descriptors. Key to this model
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Figure 6.5: Pearson correlation coefficient between predicted and actual propensities for hard-spheres
particles of species (a) A and (b) B. For comparison, in (a) we also report the results of the UML
approach from Chapter 5. Note that these results were obtained on a different data set consisting of
a single snapshot at the same state point considered here.

was the insight from GNNs that averaged structural features centered around nearby particles
carry a significant amount of the necessary information required to predict the heterogeneous
dynamics. This observation enabled us to design a significantly more efficient model that
provides essentially the same predictive power at a fraction of the computational complexity
– from the ∼ 70000 parameters of the GNN to approximately 1000 parameters in the linear
regression model at LR(2). This result not only provides an efficient simple model for fitting the
dynamic propensity of glassy fluids, but also suggests that similar local-average-based linear
models should be considered in other situations where GNNs are applied to predict structural
and dynamical properties of materials [190–192].

Perhaps the most intriguing observation in this work is that the linear model presented here
and the GNNs predict the dynamic propensity to essentially the same accuracy. Given that
the dynamic propensity must be completely encoded in the structure by its definition, the new
linear model opens the door to asking – what structural information is missing to completely
describe the dynamics? The linear model would appear to be missing information related
to both anisotropic correlations within the averaged domains, as well as correlations between
the averaged domains. This observation should lay the foundation for further extensions and
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improvements in fitting the dynamics propensity in the future.
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Inverse design of soft materials via a
deep-learning-based evolutionary

strategy

Colloidal self-assembly has been considered key to produce next-generation materials. Tremen-
dous efforts have been devoted to the “forward design” of soft materials: Which structures will
arise for a given colloidal building block under what circumstances? However, the present-day
staggering variety of colloidal building blocks and the limitless number of thermodynamic con-
ditions make a systematic exploration intractable. The true challenge in this field is to turn
this process around, and to develop a robust, versatile algorithm to inverse design colloids that
self-assemble into a target structure. In this Chapter, we introduce a generic inverse design
method to efficiently reverse-engineer crystals, quasicrystals, and liquid crystals by targeting
their diffraction patterns. Our algorithm relies on the synergetic use of an evolutionary strategy
for parameter optimization, and a convolutional neural network as an order parameter, and pro-
vides a new way forward for the inverse design of experimentally feasible colloidal interactions,
specifically optimized to stabilize the desired structure.

Based on: G. M. Coli, E. Boattini, L. Filion, M. Dijkstra, Inverse design of soft materials via a deep-
learning-based evolutionary strategy, manuscript submitted (2021).
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7.1 Introduction
Colloidal self-assembly is regarded as a highly promising route for the creation of new materials
with controlled optical, electronic and mechanical properties that arise from the predictable
arrangement of their microscopic building blocks – colloidal particles. Impressive developments
in colloidal synthesis has resulted in a staggering variety of tunable colloids [193–197]. However,
while state-of-the-art theoretical and computational methods can predict how a given colloidal
system will self-assemble, designing new materials requires a solution to the inverse problem:
what colloidal interactions are required to achieve the self-assembly of a desired structure?
Hence, the true challenge in this field is to develop a robust and versatile algorithm to inverse
design colloids that self-assemble into a target structure [198–201].

Designing an algorithm to reverse engineer different phases, including crystals, liquid crys-
tals, and quasicrystals, generally requires two ingredients. First, one should define an order
parameter that is sensitive to the global structure of a multitude of phases and that can be
exploited as a fitness function indicating how “close” one is to the desired outcome. Secondly,
one has to devise a mathematical scheme to update the design parameters based on the chosen
fitness function.

The latter requirement can be easily satisfied by choosing among several techniques, either
borrowed from classical optimization algorithms [202–204] or inspired by statistical physics [203,
205, 206]. Conversely, the choice of an effective fitness function represents the real bottleneck
for any inverse design method (IDM) to succeed. Over the last decade, a plethora of order
parameters has been used to define fitness functions for all kinds of phases. For instance,
free-energy or chemical-potential differences with respect to the competing structures have
been employed to reverse engineer 3D crystal lattices starting from (non)spherical colloids
[207,208]. Often, full knowledge of the target crystal has been translated into a fitness function
by computing the mean square displacements of the particles with respect to their target lattice
points [198], or through the radial distribution function [209–211]. The sometimes unrealistic
resulting potentials have been explicitly filtered by Adorf et al. in order to obtain smooth and
short-range interactions [212].

Although all these fitness function definitions brilliantly achieve their goals, they often lack
generality and, most importantly, they are not able to simultaneously and equally penalize
competing phases. In other words, they do not have the ability to create an approximately
flat fitness landscape, where the design engine can move smoothly, with only one preferred
region corresponding to the target phase. Moreover, in the case of quasicrystals, in spite of the
established need of two inherent length scales in the system [213, 214], the actual positions of
the constituent particles remain unknown, therefore representing a significant challenge to the
above strategies.

Inspired by the highly successful history of identifying phases by their scattering patterns, in
combination with advances in machine learning (ML), we attack the problem from a new avenue
and directly use an encoding of the structure factor as the order parameter. To this end, we train
a convolutional neural network (CNN) to classify different phases from their diffraction pattern,
and use the result to construct a fitness function. This fitness function is then maximized using
the Covariance Matrix Adaptation (CMA) evolutionary strategy [203, 215], which serves as
the optimizer to find the regions of the multi-dimensional parameters spaces where the target
phase arises. The resulting algorithm, which is tested on both two- and three-dimensional
model systems, provides a novel way forward for the inverse design of experimentally feasible
colloidal interactions, specifically optimized to stabilize the desired structure.
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7.2 Models
In this section, we introduce the three model systems considered in this work, which are used
to set up and test our IDM.

The first model we consider is the two-dimensional (2D) hard-core square-shoulder (HCSS)
model, whose interaction potential is defined as follows:

βu(r) =


∞, r < σ

βε, σ ≤ r ≤ δ

0, r > δ,

(7.1)

with r the center-of-mass distance between two particles, ε the interaction strength, σ the core
diameter, δ the interaction range, and β = 1/kBT with kB Boltzmann’s constant and T the
temperature. This model has been shown to self-assemble into a variety of phases [216–218],
including several crystal structures, such as the hexagonal (HEX) and square (SQ) crystals, and
various quasicrystals (QCs), which are found to be stable for different values of the interaction
range δ, and only in a tiny range of densities ρ and temperatures T . In particular, we consider
three of the stable QCs formed by this model: the dodecagonal (QC12), the decagonal (QC10),
and the octadecagonal (QC18) quasicrystals.

The other 2D model we consider is the softened-core-shoulder (SCS) model [219,220], whose
interaction potential is:

u(r)/ε =
(
σ

r

)14
+ 1− tanh[k(r − δ)]

2 , (7.2)

where ε is the energy scale, σ represents the typical core diameter, and k and δ are two parame-
ters that, respectively, control the steepness and the characteristic interaction range. Similar to
the HCSS, this model has been shown to stabilize a QC12 phase in a limited range of densities
and temperatures and with a shoulder width of δ = 1.35σ and kσ = 10 [219,220].

Finally, we consider a three-dimensional (3D) system of rod-like particles, modelled as hard-
core spherocylinders with a soft deformable corona. Specifically, we consider spherocylinders
with a length-to-diameter ratio L/σ = 5, interacting via the pair potential in Eq. 7.2, where
the center-of-mass distance r is replaced by the minimum distance between two rods dm. Note
that dm depends on both the center-of-mass distance and the relative orientation of the two
rods. The phase behaviour of this system with kσ = 10 and δ = 1.35σ has been recently
studied in Ref. [221]. In addition to the standard isotropic (I) and smectic (SM) phases,
this model has been shown to stabilize phases consisting of quasi-two-dimensional layers with
unconventional symmetries, including square (3DSQ) and hexagonal (3DHEX) crystals, and a
three-dimensional 12-fold quasicrystal (3DQC12).

7.3 Method
Our IDM combines the CMA evolutionary strategy for parameters optimization, and a CNN
for the fitness evaluation, which are both described later in this section. The goal is to optimize
the free parameters of a given model in order to favour the formation of a target phase. The
method proceeds in generations, or iterations, consisting of essentially three steps: i) sampling,
ii) fitness evaluation, and iii) update. In the following, we give a general overview of these three
steps, which are sketched in Fig. 7.1.
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Figure 7.1: Schematic representation of the three steps performed at each generation. (a)
In the first step, we draw candidate sets of parameters (p1 and p2 in the figure) from a multivariate
Gaussian distribution. For each set, or sample, we then perform a simulation. (b) In the second
step, samples are ranked and scored based on their fitness f , which is evaluated using a convolutional
neural network trained to classify phases according to their diffraction patterns. Samples with a higher
likelihood of being classified as the target phase will be scored with a higher fitness. (c) In the third
and final step, the Gaussian distribution is updated in order to move towards regions of the parameter
space where the fittest samples have been encountered.

In the first step (Fig. 7.1a), we draw a fixed number of candidate sets of parameters from
a multivariate Gaussian distribution. For each candidate set, or sample, we then perform a
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simulation of the system and save a number of representative configurations. In the second
step (Fig. 7.1b), we score and rank the samples based on their fitness f . In general, the fitness
is a measure of similarity between a sample and a specific target, and it is maximized when
the target is reached. Here, we evaluate the fitness using a CNN trained to classify different
phases from their diffraction patterns. We use this CNN to process the configurations saved
during each simulation, and assign a larger fitness to samples with a higher probability of being
classified as the target phase. Finally, based on this score, the mean and the covariance matrix
of the multivariate Gaussian distribution are updated using the CMA equations, which are
designed to facilitate an efficient exploration of parameter space. As sketched in Fig. 7.1c,
the update not only allows the mean of the distribution to move towards regions with a higher
fitness, but it also speeds up sampling by stretching the distribution when several updates are in
the same direction, and then shrinking it once the fitness is maximized. This whole procedure
is repeated multiple times until the fitness is maximized and/or a predetermined convergence
criterion is met.

In the following, we describe in detail all the main aspects of our method. Specifically, we
first describe how CNNs are used to define a fitness function and the training procedure. We
then introduce the CMA evolutionary strategy, in particular the CMA equations, and give the
details of the simulations we perform.

7.3.1 Convolutional neural networks as a fitness function

CNNs are a particular type of deep neural networks specifically designed to handle tensorial
inputs, such as images. For a detailed description of CNNs see, e.g., Ref. [22]. In this work,
we train a CNN to classify different phases from their diffraction patterns, which are either
2D or 3D images. The output of the CNN is then used to define a fitness function f for the
evolutionary strategy.

More specifically, the CNN takes as input the diffraction pattern of a given configuration,
and outputs a vector of real numbers with as many components as the number of phases to
distinguish. Each number in the output is indicative of the probability that the given input
corresponds to one of the phases. We use this CNN to process the configurations saved during
each simulation, and define the fitness of a given sample as

f = P̄target (7.3)

where Ptarget is the probability that the diffraction pattern of a given configuration is classified
as the target phase by the CNN, and the bar indicates an average taken over 10 representative
configurations saved during the simulation of that sample.

7.3.2 Training the convolutional neural networks

To train the convolutional neural networks to recognize different phases, we need to perform
a number of different steps. Specifically, we first generate a number of real space equilibrium
configurations for each phase, and then generate the associated diffraction patterns. In order
to reduce computational time and memory usage, these diffraction patterns are preprocessed
before being used to train the convolutional neural networks. Each of these steps is described
in detail in the remainder of this section.
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Generating the training configurations

The configurations for training the CNNs are generated by performing MC simulations of the
2D HCSS model [214,216–218] and the softened-core-shoulder model of spherocylinders in three
dimensions (3D) [221].

In 2D, simulations are performed in the isobaric-isothermal ensemble (NPT ) of a system
of N = 256 particles in a square box of side-length L with periodic boundary conditions. For
each of the six phases considered (fluid, HEX, SQ, QC12, QC10, QC18), we run simulations at
different state points and collect 104 independent configurations.

In 3D, simulations are performed in the canonical ensemble (NV T ) of a system of N = 432
particles in a rectangular box elongated in the z direction (i.e., Lx = Ly = L and Lz > L),
and with periodic boundary conditions. For each of the five phases considered (I, SM, 3DHEX,
3DSQ, 3DQC12), we run simulations at different state points and collect 5 · 103 independent
configurations.

Generating the diffraction patterns

Diffraction patterns for each configuration are evaluated using

S(k) = 1
N
ρ(k)ρ(−k), (7.4)

where ρ(k) = ∑N
j=1 e

−ik·rj is the Fourier transform of the density, rj is the position of particle
j, and k is a wave vector. In 2D, the k vectors are chosen by k = 2π

L
(nx, ny), where nx and ny

are two integers in the interval [−64, 64]. As a result, the 2D diffraction patterns considered in
this work are built on a 129× 129 grid. In 3D, the k vectors are chosen by k = 2π(nx

L
, ny
L
, nz
Lz

),
with nx, ny, nx ∈ [−32, 32], resulting in a 65× 65× 65 grid.

Figure 7.2: Data transformation. (a) Snapshot and diffraction pattern of a square crystal in its
original orientation. (b) Same snapshot and diffraction pattern as (a) after a rotation by a π/6 angle.
Note that the rotation is performed in real space.

While diffraction patterns are by definition translationally invariant, they are not invariant
to rotations. However, we must ensure that the CNNs are able to classify the desired phases
regardless of their orientation. To this end, each training configuration is rotated by a random
angle before evaluating its diffraction pattern. A representation of this transformation in the
2D case is shown in Fig. 7.2. In the 3D case, given the inherent symmetry of the model of
spherocylinders considered, we randomly rotate each configuration around the z axis (which



Inverse design of soft materials via a deep-learning-based evolutionary
strategy 109

always corresponds to the elongated axis of the box). In a more general case, one could perform
random rotations around a randomly selected axis. Note that, to rotate a configuration, we
first create a larger copy of the system by copying the original simulation box in all directions.
We then rotate this larger copy of the system, and finally take a portion of it of the same size
as the original simulation box.

The sets of diffraction patterns obtained after having rotated each configuration are finally
used to build the data sets for training the CNNs.

Preprocessing

In order to increase the overall efficiency, the diffraction patterns undergo a final preprocessing
step before being used as the input of the CNNs. In particular, each diffraction pattern passes
through a MaxPooling filter, that effectively reduces the input size by a factor 4 in each dimen-
sion. The effect of this transformation is shown in Fig. 7.3 for both the (a) 2D, and (b) 3D
cases. Note that this is not a necessary step of the algorithm and its only purpose is to increase

Figure 7.3: Preprocessing. The size of the diffraction pattern of a QC12 in (a) 2D and (b) 3D is
reduced through a MaxPooling filter.

the efficiency of the method in terms of computational time and memory usage. With such a
preprocessing, the CNNs used here can be trained within one hour on the CPU of a modern
laptop.

Neural network architecture

The CNNs used in this work are composed of two convolutional layers for feature extraction,
and a fully-connected part with one hidden layer for the final classification. The architecture
of the 2D CNN is shown in Fig. 7.4. As shown in the figure, each convolutional layer performs
three operations on the input: a convolution, a non-linear transformation through a ReLU
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Figure 7.4: Representation of the 2D convolutional neural network. The network is com-
posed of two convolutional layers for feature extraction, and a fully-connected part with one hidden
layer for the final classification. All details about kernels, layer size, and activation functions are also
shown.

activation function, and a downsampling operation through a 2 × 2 MaxPooling layer. In the
following, we give all the details about the network parameters. For a detailed description of
the functioning of CNNs see, e.g., Ref. [22].

The first convolutional layer has one input channel (i.e., the diffraction pattern to process)
and nine output channels (i.e., the extracted features). As indicated in Fig. 7.4, the kernels used
in this layer have a size s = 4× 4, padding p = 1, and stride s = 1. The second convolutional
layer has nine input channels and four output channels, and the kernels of this layer have a
size s = 3× 3, padding p = 1, and stride s = 1. The output of the second convolutional layer
is stacked and flattened, in order to be used as the input of the fully-connected part of the
network. The latter consists of a hidden layer of dimension 20 with a ReLU activation function
(Eq. 1.7), and an output layer with a SoftMax activation function (Eq. 1.9). The size of the
output layer is equal to the number of phases we wish to distinguish, which is 6 in the 2D case.

The 3D CNN has almost the same structure as the 2D one, with the only exception being
that the convolutional kernels are extended to three dimensions (e.g., a 3 × 3 kernel in 2D
becomes a 3 × 3 × 3 kernel in 3D), and the output layer has a dimension of 5 (we consider 5
phases in the 3D system).

Training

The parameters of the CNNs are optimized by minimizing the cross-entropy loss with the addi-
tion of a weight decay regularization term [20,21] (see Chapter 1 for more details). Specifically,
the loss is minimized with the Adam optimizer [222], a learning rate of 10−4, and a PyTorch
implementation [223]. Early stopping is also applied in order to prevent overfitting.

7.3.3 Workflow of the CMA evolutionary strategy
The CMA evolutionary strategy optimizes iteratively the design parameters across successive
generations. At each generation, we draw n samples from a multivariate Gaussian distribution,
whose dimension D corresponds to the number of parameters we wish to optimize. Subse-
quently, we evaluate the fitness function f of the generated samples, we order the samples in
ascending order based on their fitness, and we pick the set X of the best k samples. Finally,



Inverse design of soft materials via a deep-learning-based evolutionary
strategy 111

the mean ~µ (a D-dimensional vector) and the covariance matrix Σ = σ2C of the Gaussian
distribution are updated using the following equations:

µi
′ = µi +

∑
x∈X

w(x)(λi(x)− µi)

qi
′ = (1− c1)qi + c2

√
Σ−1

ij(µj ′ − µj)
pi
′ = (1− c3)pi + c4(µi′ − µi)

Cij
′ = (1− c5 − c6)Cij + c6pi

′pj
′

+ c5
∑
x∈X

w(x)
(
λi(x)− µi

σ

λj(x)− µj
σ

− Cij
)

σ′ = σ exp [c7( ‖ ~q′ ‖
〈‖ N(0, I) ‖〉 − 1)]

(7.5)

where X denotes the set of the k best samples consisting of multiple configurations obtained for k
different parameter sets (denoted by λi(x)), w(x) is the normalized distribution of weights based
on the fitness of the samples, and ci’s are free parameters. We choose w(x) ∝ log(k+1)−log(m),
where m is the rank index of sample x (m = 1 for the configuration with the largest f value). ~q
and ~p are additional D-dimensional vectors that control, respectively, the changes in amplitude
and directionality of the covariance matrix. Additionally, 〈‖ N(0, I) ‖〉 is the average length
of a vector drawn from a multivariate Gaussian distribution centered in the origin and where
the covariance matrix is the identity matrix. In the present work, we use n = 10 and k = 5 for
all cases where we optimize two parameters, i.e. D = 2. When optimizing three parameters
(D = 3), we use instead n = 20 and k = 8 in order to guarantee a faster exploration of the
phase space. For the first generation, we initialize ~q and ~p as null vectors. Moreover, since
we do not assume any a priori correlation between the different tuning parameters, the initial
form of the covariance matrix Σ is diagonal. Finally, all the free parameters ci of the CMA-ES
are set equal to 0.2, as proposed in Ref. [215].

7.3.4 Simulation Details

At every generation of the evolutionary strategy, we perform Monte Carlo simulations for each
of the sets of parameters drawn from the multivariate Gaussian distribution. In each simulation,
after the system has equilibrated, we save 10 independent configurations, which are then used
to evaluate the fitness of the samples.

For the HCSS model, simulations are performed in the isobaric-isothermal ensemble in a
two-dimensional box with periodic boundary conditions, and with a system size of N = 256
particles. In all cases, the system is initialized in a disordered, low-density, configuration.

For the SCS model, simulations are performed both in the canonical and the isobaric-
isothermal ensembles in a two-dimensional box with periodic boundary conditions, and with a
system size ofN = 256 particles. In all cases, the system is initialized in a random configuration.

For the three-dimensional system of spherocylinders, simulations are performed in the canon-
ical ensemble considering a system size of N = 432 particles in a three-dimensional rectangular
box elongated in the z direction. In this case, all simulations are initialized in a smectic con-
figuration.
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7.4 Results

7.4.1 Setting up the IDM in two dimensions
The first model we consider is the 2D HCSS model defined in Eq. 7.1. As discussed in Sec. 7.2,
this model has been shown to self-assemble into a variety of phases [216–218], including several
crystal structures and various QCs, which makes it an ideal playground for testing our IDM.
The three QCs we consider here, which are the QC12, the QC10, and the QC18, are found to
be stable for different values of the interaction range δ, and only in a tiny range of densities ρ
and temperatures T . In all cases we explore, the competing stable phases include the fluid, the
hexagonal (HEX) crystal, and the square (SQ) crystal phase.

To set up our IDM we trained a CNN to classify the aforementioned phases based on their
two-dimensional diffraction patterns, as described in Sec. 7.3.2. Specifically, the CNN takes as
input the diffraction pattern of a given configuration, and outputs a vector of real numbers with
as many components as the number of phases to distinguish. Each number in the output is
indicative of the likelihood that the given input corresponds to one of the phases. This output
is then used to define the fitness function to target a specific phase.

The data set for training the CNN is built by performing MC simulations of the HCSS model
in the NPT ensemble. For each phase, we perform simulations at different state points, and
collect a large number of independent configurations. The set of diffraction patterns generated
from these configurations constitutes the data set on which the CNN is trained and validated.
Overall, we find the CNN to be highly effective and able to classify all phases with 100%
accuracy.

7.4.2 Reverse engineering of the QC12 in the HCSS model
We start our investigation by considering the HCSS model with a fixed value of the shoulder
width δ = 1.4σ, at which the QC12 phase has been shown to be stable [216, 217]. The phase
diagram as a function of temperature and pressure (adapted from Ref. [216]) is reported in Fig.
7.5a.

The goal here is to reverse engineer the QC12 phase by letting the evolutionary strategy
find the narrow region in the phase diagram where the QC12 phase is stable by tuning the
system parameters pressure P and temperature T . In other words, we keep the interaction
parameters fixed, while trying to optimize the thermodynamics variables to favour the formation
of the QC12. Our knowledge of the phase diagram allows us to easily asses and monitor the
performance of the reverse engineering process.

To explicitly target the QC12, we use the output of the trained CNN to define the fitness
function f for the evolutionary strategy. In particular, for any sample, i.e. for any simulation,
we define the fitness as f = P̄QC12, where PQC12 is the probability that the diffraction pattern
of a given configuration is classified as a QC12 by the CNN, and the bar indicates an average
taken over representative configurations visited during the simulation.

The results of the reverse engineering process are summarized in Fig. 7.5. Starting the
reverse engineering process with a Gaussian centered in the region of stability of the fluid
phase, the algorithm reaches the region where the target QC12 is stable in approximately
25 generations. Fig. 7.5a shows the evolution of the multivariate Gaussian distribution in
the temperature kBT/ε-pressure βPσ2 plane across successive generations. A representative
snapshot obtained in the last (100th) generation is shown in Fig. 7.5b, while the corresponding
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Figure 7.5: Reverse engineering of the QC12 in the HCSS model. (a) Evolution of the
Gaussian distribution in the kBT/ε − βPσ2 plane. Points and ellipses represent the mean and the
covariance matrix (within one standard deviation) of the distribution. The phase diagram in the
background is adapted from Ref. [216]. (b) Representative snapshot of the QC12 obtained during the
last generation. The hard cores are shown in a dark color, while lines show their Voronoi tessellation.
(c) Diffraction pattern of the snapshot in (b). (d) Evolution of the mean fitness and the determinant
of the covariance matrix.

diffraction pattern, characterized by twelve-fold rotational symmetry, is shown in Fig.7.5c.
The success of the algorithm heavily relies on the ability of the CNN to spot even small

structural variations in the system. At the early stages of the reverse engineering process,
when the system is in the fluid phase, the algorithm already finds it convenient to increase
the pressure, and hence the density, in order to increase the overall structural order. This can
clearly be seen in Fig. 7.5d, where we plot the evolution of the mean fitness averaged over all
samples. Although the variations of the fitness in the early generations are very tiny, they are
sufficient to guide the evolutionary strategy in the right direction.

An efficient exploration of phase space is then made possible by the CMA equations, which
evolve the Gaussian distribution at each generation. This not only allows the mean of the
distribution to move towards regions with a higher fitness, but it also allows the covariance
to stretch when several updates are in the same direction, and then shrink once the fitness is
maximized. This is shown in Fig. 7.5d, where we plot the evolution of both the mean fitness
and the determinant of the covariance matrix. The determinant becomes larger when the fitness
improves, and it decays exponentially once the fitness is maximized.

Note that here we initialized the mean of the Gaussian distribution at a specific state point
within the region of stability of the fluid phase, but we find the algorithm to be largely robust
to changes in the initial conditions. In Fig. 7.6, we show additional trajectories of the reverse
engineering of the QC12 obtained by starting with a Gaussian distribution centered at different
state points, i.e. in the fluid phase, the SQ phase, the HEX phase at relatively high temperature
and low pressure, and the HEX phase at relatively low temperature and high pressure. In all
cases, the mean of the parameters distribution converges to the region of stability of the target
QC12, clearly showing that the performance is not affected by the particular choice made for
the initial conditions.
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Figure 7.6: Reverse engineering of the QC12 starting from different initial conditions.
Four different trajectories showing the evolution of the Gaussian distribution in the kBT/ε − βPσ2

plane. Each trajectory, is initialized with the Gaussian centered at different state points, i.e. in the
fluid phase (left top), the SQ phase (right top), the HEX phase at relatively high temperature and
low pressure (left bottom), and the HEX phase at relatively low temperature and high pressure (right
bottom). Points and ellipses represent the mean and the covariance matrix (within one standard
deviation) of the distribution. The phase diagram in the background is adapted from Ref. [216].

Furthermore, we would like to stress a crucial aspect that demonstrates the versatility of
the algorithm. In fact, the same method, and the exact same CNN, can be used to target
any phase that was included in the training data set, simply by changing the definition of the
fitness. For instance, to reverse engineer the hexagonal crystal phase, it is sufficient to impose
f = P̄HEX. A trajectory of the reverse engineering of the hexagonal crystal is shown in Fig. 7.7.

7.4.3 Reverse engineering of QC12, QC10, and QC18 in the HCSS
model

As already discussed, in addition to the QC12, the HCSS model exhibits two other quasicrys-
talline structures, which are stabilized for different values of the shoulder width δ. As a natural
next test, we now explore whether we can reverse engineer all the three stable quasicrystals
(QC12, QC10, and QC12) considered in this work. To this end, we fix the temperature to
kBT/ε = 0.17, a temperature for which all three QCs are stable, and let the evolutionary strat-
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Figure 7.7: Reverse engineering of the HEX phase in the HCSS model. (a) Evolution of
the Gaussian distribution in the kBT/ε − βPσ2 plane. Points and ellipses represent the mean and
the covariance matrix (within one standard deviation) of the distribution. The phase diagram in the
background is adapted from Ref. [216]. (b) Representative snapshot of the HEX crystal obtained
during the last generation, and (c) its diffraction pattern.

egy optimize the shoulder width δ and the pressure P for each specific QC. In all three cases,
we start the reverse engineering process from the same state point in the fluid phase (δ = 1.5σ
and βPσ2 = 30), and choose the fitness function appropriate for the target phase. The results
of the reverse engineering process are summarized in Fig. 7.8. In particular, Figs. 7.8a-c show
the evolution of the multivariate Gaussian distribution when targeting (a) the QC12, (b) the
QC10, and (c) the QC18. Depending on the QC to be found, the distribution evolves in differ-
ent directions, and eventually converges to different state points. In all cases, the final values of
pressure and shoulder width obtained are in excellent agreement with those at which the three
QCs have been shown to be stable [216–218]. Representative snapshots of the QCs obtained
and their diffraction patterns are shown in Fig. 7.8d-f. Each diffraction pattern immediately
confirms the presence of the correct quasicrystalline structure.

7.4.4 Application to a new model interaction

Thus far we have only addressed the model that was used for training the CNN. A natural next
question is whether the method is general enough to work on other model systems, without
having to retrain the CNN for the specific model under consideration.

To answer this question, we consider the two-dimensional SCS model defined in Eq. 7.2.
Similar to the HCSS, this model has two competing length scales, i.e. the core diameter σ and
the shoulder width δ, which are expected to favour the formation of quasicrystal structures.
Indeed, the QC12 has been shown to be stable in a limited range of densities and temperatures
with a shoulder width of δ = 1.35σ and kσ = 10 [219, 220]. The phase diagram (adapted from
Ref. [220]) for these values of δ and k is reported in Fig. 7.9a.
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Figure 7.8: Reverse engineering of QC12, QC10, and QC18 in the HCSS model. (a-c)
Evolution of the Gaussian distribution in the βPσ2 − δ/σ plane during the reverse engineering of (a)
the QC12, (b) the QC10, and (c) the QC18 phases. Points and ellipses represent the mean and the
covariance matrix (within one standard deviation) of the distribution. (d-f) Representative snapshots
of the (d) QC12, (e) QC10, and (f) QC18 obtained in the last generation, along with their diffraction
patterns and Voronoi tessellations.
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Figure 7.9: Reverse engineering of the QC12 in the SCS model. (a) Evolution of the Gaussian
distribution in the ρσ2−kBT/ε plane. Points and ellipses represent the mean and the covariance matrix
(within one standard deviation) of the distribution. The phase diagram in the background is adapted
from Ref. [220]. Coexistence regions are indicated in light gray. (b) Representative snapshot of the
QC12 obtained during the last generation and its Voronoi tessellation. (c) Diffraction pattern of the
snapshot in (b). (d) Evolution of the square root of the covariance matrix’s diagonal elements, which
correspond to the standard deviations along the temperature (σT ) and density (σρ) directions. (e)
Evolution of the mean fitness and the mean temperature in (a).

To test the ability of our method to be effective on new types of interactions, we use the
same CNN that was trained on the HCSS model in order to reverse engineer the QC12 in the
SCS model. Similar to the HCSS case, we keep the interaction parameters fixed, i.e., δ = 1.35σ
and kσ = 10, and let the evolutionary strategy find the region of densities and temperatures
in which the QC12 is stable. The phase diagram in Fig. 7.9a is used as a reference to asses
and monitor the performance of the method. Note that, since this phase diagram is in terms of
density and temperature, simulations are now performed in the canonical ensemble. Moreover,
in contrast to the HCSS case, there are now stable coexistence regions between multiple phases
(indicated with a gray background in Fig. 7.9a). As the CNN was not trained on configurations
with a coexistence, this represents a further robustness test for our method.

The results of the reverse engineering process are summarized in Fig. 7.9. Specifically, Fig
7.9a shows the evolution of the multivariate Gaussian distribution in the temperature-density
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plane. Starting with a distribution centered in the fluid region, the algorithm immediately
starts to increase the density and lower the temperature in order to increase the overall order.
Impressively, after only 5 generations, the mean of the distribution is already inside the region of
stability of the QC12, demonstrating the robustness of the CNN to changes in the interaction
potential. In the remaining generations, the covariance of the distribution shrinks, and the
mean moves towards lower temperatures in the phase diagram. A representative snapshot of
the QC12 obtained during the last generation and its diffraction pattern are shown in Figs.
7.9b and 7.9c, respectively.

Looking more closely at the evolution of the model parameters, it is interesting to observe the
different behaviour of the temperature and density components. After the first 5 iterations, the
density simply oscillates in the tiny range of stability of the QC12, while a large exploration
keeps happening in temperature. This can be seen also by looking at the evolution of the
standard deviations of temperature (σT ) and density (σρ) in Fig. 7.9d. While σρ decays almost
monotonously from the very beginning, σT oscillates for about 20 generations before starting
its decay.

We would also like to stress that the reason why the algorithm seems to prefer lower tem-
peratures, despite being already in the stability region of the target phase, is mainly related
to a decrease in the thermal fluctuations. With a lower amount of thermal noise, the CNN is
presented with cleaner configurations, which, on average, are scored with a higher fitness. This
can be seen in Fig. 7.9e, where we plot the evolution of both the mean fitness and the mean
temperature. As the temperature goes down, the fluctuations of the fitness become smaller.

7.4.5 Phase discovery

The fundamental ability of the algorithm to generalize to different interaction potentials opens
up the possibility of discovering quasicystals in new model systems. For instance, given the
similarities between the SCS and the HCSS models, we might ask whether the SCS model
can also stabilize different quasicrystals for different values of the shoulder width δ. Note
that, compared to the HCSS model, much less is known about the phase behaviour of the
two-dimensional SCS system.

Here, we explore the possibility of the SCS model to form a QC10. To this end, we fix
kσ = 10 as in the previous case, and let the evolutionary strategy optimize three parameters:
shoulder width δ, temperature T , and pressure P . Note that, by varying these three parameters
simultaneously, the algorithm might encounter phases that were not included in the data set for
training the CNN. We do not expect this to be a problem, as long as no phase is misclassified as
the target phase. This could possibly cause the algorithm to get stuck and eventually converge
to the wrong phase. While this problem did not occur in our test, a simple solution would be
to include the newly found phase in the training data set, and retrain the CNN.

The results of the reverse engineering process are summarized in Fig. 7.10. Starting from
a fluid phase, the evolutionary strategy decreases the temperature, and increases both the
pressure and shoulder width in order to maximize the fitness (see Fig. 7.10c-f), discovering the
not-yet-predicted QC10 phase for this system. As a further confirmation that the algorithm
has indeed found a QC10, Fig. 7.10b shows a representative snapshot obtained during the
last generation, along with the corresponding diffraction pattern. Hence, our algorithm has
successfully located a new phase in the SCS model.
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Figure 7.10: Discovery of the QC10 in the SCS model. (a) Evolution of the Gaussian distri-
bution in kBT/ε − βPσ2 − δ/σ space. Points and ellipsoids represent the mean and the covariance
matrix (within one standard deviation) of the distribution. (b) Representative snapshot of the QC10
obtained during the last generation, along with its diffraction pattern and Voronoi tessellation. (c)
Evolution of the mean fitness. (d-f) Evolution of the three parameters in (a) optimized in the reverse
engineering process: (d) temperature kBT/ε, (e) pressure βPσ2, and (f) shoulder width δ/σ.
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Figure 7.11: Reverse engineering of the QC12 in a three-dimensional model of soft
spherocylinders. (a) Evolution of the Gaussian distribution in the ρσ3 − kBT/ε plane. Points
and ellipses represent the mean and the covariance matrix (within one standard deviation) of the
distribution. The phase diagram in the background is adapted from Ref. [221]. Coexistence regions
are indicated in light gray. (b) Representative snapshot of the 3DQC12 obtained during the last
generation, and (c) its three-dimensional diffraction pattern. (d) Top view of the snapshot in (b). The
centers of mass and the corresponding Voronoi tessellation are highlighted in a light color. (e) In-layer
diffraction pattern of the top view in (d).

7.4.6 Extension to three-dimensional systems

Up to this point, we have shown the success of our method for two-dimensional systems where
the scattering pattern is simply a 2D image. Finally, we extend and test our approach on
3D systems. To do so, we consider the 3D system of rod-like particles introduced in Sec.
7.2. The phase behaviour of this system with kσ = 10 and δ = 1.35σ has been recently
studied in Ref. [221]. In addition to the standard isotropic (I) and smectic (SM) phases,
this model has been shown to stabilize phases consisting of quasi-two-dimensional layers with
unconventional symmetries, including square (3DSQ) and hexagonal (3DHEX) crystals, and a
three-dimensional 12-fold quasicrystal (3DQC12). The phase diagram in terms of density and
temperature is reported in Fig. 7.11a.

As done in the 2D case, in order to set up our IDM, we train a CNN to classify all the stable
phases of the system. Note, however, that the inputs of the CNN are now three-dimensional
diffraction patterns. Again, we find the CNN to be highly effective and able to classify all
phases with 100% accuracy. The output of the trained CNN is finally used to define the fitness
for the evolutionary strategy. Here, we aim to target the 3DQC12 phase, and we do so by
defining the fitness as f = P̄3DQC12. Again, the knowledge of the phase diagram is used in order
to asses and monitor the performance of the method.

The results of the reverse engineering process are summarized in Fig. 7.11. In particu-
lar, Fig. 7.11a shows the evolution of the multivariate Gaussian distribution in the density-
temperature plane. Starting with a distribution centered in the SM phase, the mean of the
distribution evolves via the coexistence region of the SM and 3DHEX phase, to the 3DSQ-
3DQC12 phase coexistence region, until it converges in the stability region of the 3DQC12
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phase. We note that, although the shortest path in parameter space requires the distribution
to cross the 3DSQ region, the algorithm actually avoids it, preferring to enter the coexistence
region at high temperature and then move downwards in temperature, where samples with
higher fitness are encountered. Surprisingly, this pathway for the formation of QC12 phases
was also identified in Ref. [218].

A representative snapshot of the 3DQC12 obtained during the last generation along with its
3D diffraction pattern is shown in Figs. 7.11a and 7.11b, respectively. As a further confirmation
of the in-layer QC12 arrangement, Figs. 7.11c and 7.11d show a top view of the same snapshot
and the corresponding in-layer 2D diffraction pattern.

The extension of our method to the 3D case is of particular interest from a practical point
of view. While a 2D diffraction pattern immediately provides structural information that is
easy to read even by eye, the 3D counterpart is much harder to interpret. For this reason, in
order to deal with 3D systems, it is often necessary to project the particles coordinates onto
the planes with the relevant symmetries. This aspect becomes irrelevant when using a CNN
that naturally processes the full 3D information thanks to its inherent architecture.

7.5 Conclusions
In this Chapter we presented a powerful new, highly versatile, and robust IDM that can target
essentially any phase. The key to this IDM is the development of a new deep-learning based
order parameter that differentiates structures based on their structure factor. This novel ML
order parameter is built by training a CNN to distinguish different phases, and is found to
identify all phases considered with a 100% accuracy. As this order parameter is based simply on
the diffraction pattern, it works equally well for essentially all types of phases – including fluids,
liquid crystals, crystals, and even quasicrystals. Moreover, while in this work we combined
it with an evolutionary strategy in order to build an IDM, this structure-factor-based order
parameter is highly flexible and can be applied to nearly any situation where we need to
differentiate bulk phases.

In this chapter, we tested our IDM in a step-by-step manner. Specifically, we first demon-
strated its effectiveness using the two-dimensional HCSS model, which forms a variety of crys-
talline and quasicrystalline structures. Here, our strategy was able to successfully tune the
thermodynamic and interaction parameters in order to reverse engineer these phases. We then
showed that the machine-learned order parameter was robust to changes in the interparticle
potential and the density of the system, and could easily be ported to a new model system.
Via this avenue, we were able to inverse design a decagonal quasicrystal not yet reported for
the SCS model. Finally, we extended our IDM to three-dimensional systems and successfully
inverse-designed a 3DQC12 phase in a three-dimensional model of rod-like particles.

In conclusion, our new IDM paves the way to structure optimization and discovery, includ-
ing binary and ternary systems, where the design space becomes larger due to new system
parameters such as size ratio and composition.
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Outlook and perspectives

In this Chapter we highlight the wide applicability of the algorithms introduced in this thesis,
and propose our view on their possible generalization and future applications. We also outline
some additional work where machine learning techniques are used to model many-body effective
interactions in order to speed up computer simulations of complex colloidal systems.

The results presented in this Chapter are based on: D. Chintha, S. K. Veesam, E. Boattini, L. Filion,
S. N. Punnathanam, Modeling of effective interactions between ligand coated nanoparticles through symmetry
functions, manuscript in preparation, and G. Campos-Villalobos, E. Boattini, L. Filion, M. Dijkstra, Machine-
learning many-body potentials for colloidal systems, manuscript submitted.
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8.1 Overview
In this thesis we explored a few of the many possible applications of machine learning (ML)
techniques in the study of colloidal self-assembly. In particular, a large part of this thesis has
been devoted to the development of both local and global order parameters that allowed us
to identify the products of the self-assembly process, and to predict the properties and the
behaviour of colloidal systems. In this final Chapter, we highlight the wide applicability of the
algorithms introduced in this thesis, and propose our view on their possible generalization and
future applications.

In Chapters 3 and 4 we introduced two methods – based, respectively, on supervised and
unsupervised learning techniques – for the identification of distinct local environments in col-
loidal systems. These methods are highly flexible and open to several possible extensions (by
e.g. changing or enriching the set of input descriptors), and may find applications in the study
of a wide variety of structural and dynamical phenomena ranging from crystal nucleation and
growth, to crystal melting, as well as colloidal glasses (as we saw in Chapter 5) and grain
boundary dynamics. For instance, an extension of the neural-network-based order parameter
introduced in Chapter 3 has been recently used in Ref. [224] to follow the nucleation pathway
of the binary AB13 crystal in a system of nearly hard spheres. Thanks to this order parameter,
the authors could demonstrate that the AB13 crystal nucleation proceeds via a co-assembly
process where large spheres and icosahedral clusters of small spheres simultaneously attach to
the nucleus, thus supporting the view of a classical pathway that is well described by classi-
cal nucleation theory. In the context of nucleation, also unsupervised learning techniques like
the one introduced in Chapter 4 have highly promising applications. Indeed, since they are
not restricted to the identification of pre-defined structural motifs, unsupervised learning tech-
niques could in principle identify any relevant, even unexpected, structural variation, and may
therefore provide insights on, e.g., how the structure of the fluid correlates with nucleation,
the chronology of translational and rotational ordering, and the crystal structure along the
nucleation pathway.

Most of the methods introduced in this thesis rely on highly-informative and physically-
motivated input descriptors – such as standard bond order parameters or symmetry functions
– which proved to be excellent descriptors of the local structure, and allowed us to design highly
efficient algorithms based on relatively simple ML techniques. However, another possible way
forward would be to start with simpler descriptors (the simplest possible descriptors being the
raw particle coordinates) and combine them with more sophisticated ML techniques whose
architecture draws more on physical intuition. This other philosophy could possibly lead to the
development of new structural order parameters that might work better in specific applications
and from which we could gain new physical insights, at the price, however, of an increased
model complexity [14].

A remarkable example of how we could draw insights from novel ML techniques was given
in Chapter 6, where the topology of the graph neural networks used in Ref. [14] inspired us
to design new, locally averaged, structural descriptors, which enabled us to develop a simple
linear model to accurately predict the local dynamics of supercooled liquids. This highly efficient
model could now be employed to investigate what structural variations, and in particular which
structural length scales, have the largest influence on the local dynamics of these systems,
without having to perform expensive dynamical simulations. One might think, for instance, of
freezing a portion of the system and letting the remaining part evolve in order to explore how
variations in the configuration of far away particles influence the dynamics of the particles that
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have been kept frozen. The variation in the dynamics could then be evaluated with the fitted
model, instead of having to run long and expensive simulations for computing the propensities
of particles in the old and new configurations. Moreover, while in Chapter 6 we focused on
predicting the particles’ dynamic propensity, similar models might be used to predict other
dynamic quantities – like, e.g., the time it takes for a particle to rearrange, or the time it takes
for a bond to form or break in network glasses. If accurate enough, such models could then be
used in combination with event-driven approaches in order to speed up computer simulations
of these systems by several orders of magnitude.

Another great aspect of ML techniques is their natural ability of handling large amounts of
information encoded in high-dimensional inputs. Thanks to this ability, in Chapter 7 we could
design a deep-learning-based order parameter for classifying different phases based on the full
information encoded in two- and three-dimensional diffraction patterns, and use it to inverse
design crystals, quasicrystals, and liquid crystals. Given its robustness and flexibility, this new
order parameter could be extended to the classification of a much larger set of possible phases,
and could be employed not only in inverse-design schemes, but also for an automatic and
efficient classification of configurations coming both from numerical and experimental studies.

In the next section, building on the method introduced in Chapter 2, we outline some
additional work where we use ML techniques to model many-body effective interactions in
order to speed up computer simulations of complex colloidal systems.

8.2 Effective interactions

Figure 8.1: Sketch of a thiol coated gold nanopar-
ticle. The pink sphere represents the gold core of
the nanoparticle, while the yellow spheres are the
sulfur atoms of the hydrocarbon chains (cyan lines)
grafted onto the core surface.

Typical colloidal systems – such as polymer
solutions, colloidal suspensions, or colloidal
nanoparticles coated with polymers on their
surface – often consist of a mixture of two
or more species of particles characterised by
widely different scales of length and time,
which makes a fully microscopic description
of such systems impractical in most of the
cases. However, the focus of interest often lies
in the mesoscopic structure and dynamics of
the colloidal particles rather than in the mi-
croscopic behaviour of the much smaller and
lighter species, which provide a thermal bath
through which the large particles move. In
these situations, the problem can be greatly
simplified by adopting a coarse-graining pro-
cedure in which the microscopic degrees of
freedom are integrated out. This process re-
sults in the definition of effective interactions
(i.e. free energies) between “dressed” col-
loidal particles, that no longer depend on the
microscopic details of the bath. In this Sec-
tion, we explore how the method introduced
in Chapter 2 for fitting many-body energies



126 Chapter 8

can be extended to fitting such effective interactions, and show some preliminary results ob-
tained for two model systems.

The first model we consider is a suspension of gold nanoparticles coated with organic ligands
on their surface. The model is the same as the one in Ref. [225], and consists of nanoparticles
suspended in a solvent of supercritical ethane. Each nanoparticle is composed of a gold core
with a diameter of 1.6 nm coated with dodecanethiol surfactant chains (see sketch in Fig. 8.1).
The effective interactions between such nanoparticles are mediated through a complex inter-
play of interactions between the gold cores and the surrounding ligands, and they are further
complicated by the presence of the solvent molecules. Previous studies [225, 226] have shown
that, in the absence of a solvent, the fluctuations of the ligand chains typically result in strongly
anisotropic effective interactions with significant three-body contributions. Here, we evaluate
the two- and three-body effective interactions between pairs and triplets of such nanoparticles
suspended in supercritical ethane by means of umbrella sampling simulations. These calcula-
tions provide us with a discrete estimate of the effective interactions, that we subsequently fit
as a linear combination of the symmetry functions (SFs) of Behler and Parrinello (see Chapter
2). As shown in Fig. 8.2, the fitted model is able to capture very accurately the qualitative
and quantitative features of both the two- and the three-body contributions, providing us with
an efficient analytical model of the effective interaction between these nanoparticles. The fitted
model can therefore be employed for performing simulations of large systems of such particles,
thus opening the door to the study of their phase behaviour and self-assembly. Moreover, while
here we fitted the free energies estimated by means of umbrella sampling simulations, in the
future we plan to integrate the fitting procedure within an adaptive biasing scheme where the
free energy is learned on-the-fly (and used to bias the simulation), similar to what was done in
Ref. [227] with artificial neural networks.

Figure 8.2: (a) Two-body effective interaction ∆F between two nanoparticles suspended in ethane
solvent. β = 1/kBT is the inverse temperature (T ) with kB Boltzmann’s constant, and r is the relative
distance between the two particles. Circles represent the discrete estimates obtained from umbrella
sampling simulations, while the solid line is the fitted model. (b) Contour plot of the fitted three-body
effective interaction (sum of two- and three-body contributions) between a triplet of nanoparticles in
a configuration where two of the particles are kept fixed at a distance r = 2.5 nm. The intensity of the
interaction is shown only for configurations in which all the inter-particle distances are greater than
or equal to 2.5 nm.
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Another interesting class of systems with many-body effective interactions are suspensions
of non-adsorbing polymers and colloidal particles, whose rich physics has been extensively
studied by experiments, theory and computer simulations over the last decades [228–233]. A
particularly interesting phenomenon is that, in addition to the fluid and crystal phases typically
observed in colloidal spheres with nearly hard-sphere interactions [234], these mixtures can
also display a two-phase region where a colloid-dilute “gas” phase and a colloid-dense “liquid”
phase coexist as a consequence of sufficiently strong and long-range effective attractions. Such
effective attractions between the colloids result from an increase in configurational entropy of
the polymer coils as pairs of colloidal particles approach each other and their depletion zones
overlap [235]. The strength and range of this depletion interaction can be independently tuned
by varying the polymer fugacity and polymer size [229–233]. The possibility of tailoring the
effective interactions enriches the physics of these colloidal systems compared to simple atomic
fluids, and leads to a wide range of potential applications.

Figure 8.3: (a) Schematic configuration of a colloid (blue sphere) with its corresponding deple-
tion zone (gray-shaded sphere) and a polymer coil (green sphere). (b) Schematic representation of
three colloidal particles and their effective depletion layers. We indicate explicitly the number n of
simultaneously overlapping depletion layers in different regions of the triplet configuration. The re-
gion highlighted in pink, with n = 3, corresponds to the volume element, or many-body correction,
that is added on top of the pair-wise approximation of the total free volume. In general, non-zero
contributions to the many-body term will stem from regions where n ≥ 3.

The simplest model that captures the essence of polymer-induced effective interactions be-
tween colloidal particles is the so-called Asakura-Oosawa (AO) model introduced by Vrij [237].
In this model, the colloids are regarded as hard spheres of diameter σc, whereas the polymer
coils with radius of gyration Rg are treated as point particles for their mutual interactions.
The colloid-polymer pair interaction, instead, is hard-sphere-like such that their distance of
closest approach is σcp = (σc + σp)/2 with polymer diameter σp = 2Rg (see Fig. 8.3a for a
sketch of this model). Despite the simplicity of this model, computer simulations of such a
system are fairly slow as the number of microscopic species outweighs by orders of magnitude
the number of colloidal particles, and very different length and time scales are involved for the
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Figure 8.4: Colloidal gas-liquid binodals in the colloid packing fraction ηc - polymer reservoir packing
fraction ηrp representation of a colloid-polymer mixture with size ratio q = 0.4. Open squares are the
results obtained from direct coexistence simulations using the ML potential, while solid circles are the
densities obtained by Lo Verso et al. [236] from simulations of the true binary mixture.

various speciesa [238]. The most common strategy to circumvent this slow equilibration is to
formally integrate out the degrees of freedom of the microscopic species in the partition sum
and to derive an exact expression for the effective one-component Hamiltonian of the colloids.
The effective Hamiltonian, which depends on all colloid coordinates and involves many-body
interactions, can be employed in standard simulation schemes, but its evaluation becomes ex-
tremely computationally demanding when three- and higher-body contributions are important.
For example, in the pure AO model the evaluation of these many-body contributions requires
one to measure the overlap volume of three or more depletion layers (see sketch in Fig. 8.3b),
which can be done by numerical integration on a grid [239]. However, the number of grid points
needed for an accurate estimate must be sufficiently high (on the order of ∼ 105), thus making
this implementation computationally feasible only for a few hundreds of colloids. Here, we use
the ML scheme introduced in Chapter 2 in order to fit these many-body contributions as a linear
combination of SFs, i.e. as a function of all colloid coordinates. Remarkably, we find that the
fitted ML potential accurately describes the effective many-body interactions for a wide range
of colloid densities and polymer fugacities, and reduces the computational cost associated with
the evaluation of the many-body terms by up to four orders of magnitude. This impressive
reduction in the computational cost opens the door to performing simulations of systems with a

aNote that this problem is exacerbated when the polymers interact non-ideally.
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large number of colloids, allowing us to observe direct coexistences of a dilute colloidal gas and
a dense colloidal liquid phase. As an example, in Fig. 8.4 we report the gas-liquid coexistence
densities obtained using the ML potential in direct coexistence simulations of a system with
N = 1372 colloidal particles and a polymer-colloid size ratio of q = σp/σc = 0.4 (for which
many-body contributions include up to three-body terms). As shown in Fig. 8.4, the results
are in excellent agreement with those obtained in Ref. [236] from grand canonical simulations
of the true binary mixture, which demonstrates the versatility and wide applicability of our
fitted model.

The final aspect we would like to discuss is about the limitations of these ML interaction
models based on SFs, and possible future generalizations. First of all, the two- and three-
body SFs defined in Eqs. 2.4 and 2.6 are by definition unable to accurately capture higher-
body contributions, which restricts their applicability to systems where higher-body terms are
absent or, at least, very weak compared to two- and three-body terms. This means that for
systems where higher-than-three-body contributions are expected to play an important role in
the overall interaction, one would need to define new descriptors that can effectively capture
higher-order correlations. Furthermore, future work should be devoted to a generalization
of SFs to non-spherical bodies, which is also important to account for the effective many-
body interactions between anisotropic colloids, such as mixtures of non-adsorbing polymers
and colloidal rods [240,241], polyhedral-shaped particles [242], and superballs [243].
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Summary

Colloidal systems consist of microscopic particles called colloids – whose size typically ranges
from tens of nanometers to several micrometers – that are dispersed in a solvent. Because of the
continuous collisions with the much smaller particles in the solvent, colloids undergo Brownian
motion, i.e. they diffuse randomly through the solvent. As a consequence of their random
motion, colloidal particles can explore all the space they have available and, as a result, they
can spontaneously self-assemble into a wide variety of different phases, including fluids, glasses,
crystals, and even quasicrystals. This exploration of phase space and self-assembly is effectively
a colloidal analogue of the phase behaviour typically observed in atomic and molecular systems.
Hence, to some extent colloids can be regarded as “big atoms”.

One of the fundamental tools for studying colloidal self-assembly is represented by com-
puter simulations, which allow us to explore in detail the self-assembly process – from how
specific types of interactions relate to the outcome of self-assembly, to the properties of the
self-assembled materials. However, as the colloidal systems of interest become more complex,
new tools are required both for the analysis of the properties of such systems, and to speed
up computer simulations. In this thesis, we combine domain-specific knowledge with modern
machine learning (ML) techniques in order to design highly efficient algorithms to tackle a
variety of open problems in the study of colloidal self-assembly. One common theme of this
thesis is the development of structural order parameters, both on a local and on a global level,
that can be used to identify the products of self-assembly, reduce the numerical cost associated
with the prediction of the properties and the behaviour (e.g., energy and dynamics) of colloidal
systems, and even to inverse-design soft materials with a desired structure.

We start our investigation in Chapter 2, where we consider spherical colloidal particles
with a soft deformable shell. Typical examples of these “deformable” particles include, for
instance, star polymers, colloids covered by a thick polymer layer, or microgel particles, which
are known to self-assemble into a variety of crystal structures, including open-crystal lattices,
Frank-Kasper phases, and even quasicrystals. For convenience, most of the models describing
these particles rely on a simple pairwise interaction, which is a valid approximation in the
limit of small deformations, i.e. low densities. However, in the regimes where intriguing
crystal phases form, these particles are often densely packed and strongly deformed, and, as a
consequence, many-body interactions are expected to come into play. While a number of recent
works have prosed models that include many-body contributions to the overall interaction, their
application in computer simulations is severely limited by the expensive calculations involved
in determining the shape of the deformed particles. Partially due to this limitation, most self-
assembly studies on more sophisticated models of deformable colloids cannot fully address the
role of temperature, and focus mainly on ground state structures.

To overcome this problem, we introduce a simple and efficient ML scheme to accurately
approximate many-body interactions as a linear combination of symmetry functions. We test
this method on a variation of the model for ligand-coated nanoparticles introduced by Pansu and
Sadoc (Eur. Phys. J. E 40 102, 2017), and show that the fitted model not only approximates
very accurately the particles interaction for a wide range of densities and temperatures, but it
also speeds up the energy evaluation by over two orders of magnitude. This significant reduction
in the computational cost allowed us to explore the phase behaviour of these deformable colloids
in two dimensions by means of Monte Carlo simulations. While the model we investigated
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here is relatively simple, the computational speedup demonstrates that our approach provides
an effective way forward in situations where interaction potentials between particles are too
computationally expensive to be tractable in standard computer simulations. Additionally, as
we later show in Chapter 8, the same approach can be extended to fitting effective interactions
in complex colloidal systems with two or more species of particles characterised by widely
different length and time scales.

We then continue our investigation by focusing on one of the most important challenges
in the study of colloidal self-assembly: the identification of self-assembled products in the
system. While in bulk crystalline solids can be straightforwardly distinguished from fluids as
they exhibit both translational and bond-orientational order, the distinction between a fluid
and a crystal on a single-particle level is much less clear. For instance, in a small crystalline
cluster – as might exist during nucleation – long-range translational or bond-orientational order
is not present. In Chapters 3 and 4 we address this challenge and introduce two methods –
based, respectively, on supervised and unsupervised learning techniques – for the identification
of distinct local environments in colloidal systems. More specifically, in Chapter 3 we show
how neural networks can effectively learn to distinguish the local environments associated with
particles in different phases, provided that a sufficient number of known examples of such
environments is available. As a testing ground, we consider binary mixtures of hard spheres
of different size ratios and compositions, which are known to stabilize a variety of binary
crystal structures, and demonstrate that our neural-network-based order parameter is able
to classify very accurately the local environments associated with all the (crystal and liquid)
phases explored. In general, this work demonstrates that supervised learning strategies, in
combination with bond order parameters, are an excellent tool for the classification of known
structures that we expect to form. However, when exploring the self-assembly of new systems,
the exact final structure and its characteristics are often unknown, complicating the definition of
an ideal order parameter. In Chapter 4 we address exactly this type of situation, and introduce
an unsupervised learning algorithm that autonomously classifies particles in different groups
based on their local order, making it easy to detect any self-assembly product in the system.
We test the performance of this method on a wide variety of systems – from simple isotropically
interacting systems, to binary mixtures, and even anisotropic hard cubes – and find that, in all
cases, the algorithm is able to identify the relevant local environments to a similar precision as
“standard”, manually-tuned and system-specific, order parameters.

In Chapters 5 and 6 we move our focus to another important class of colloidal systems
whose behaviour still raises questions that are not yet fully understood: glassy systems and
supercooled liquids. The connection between structure and dynamics in supercooled liquids
and glasses represents one of the most intriguing puzzles in condensed matter physics. When
a liquid is rapidly cooled down or compressed to the point where it almost turns into a glass,
its dynamics slow down by several orders of magnitude and become heterogeneous, while its
structure typically stays largely unchanged. In this field, much research has been devoted
to hunting down local structural features that can be interpreted as the underlying cause for
dynamical heterogeneities. To this end, a number of studies has examined the prevalence and
lifetimes of a large variety of locally favoured structures, correlated dynamics with local order
parameters, and has looked at the dynamical effects of promoting specific local features.

In Chapter 5, we show that the unsupervised learning algorithm introduced in Chapter 4 for
detecting crystalline structures can be harnessed to detect structural heterogeneities in glasses.
We apply this method to analyze the structure of various supercooled liquids, and find that the
local structural variations identified by the algorithm are strongly correlated with the dynamical
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heterogeneities. Moreover, we show that the structural characteristics linked to slow particles
disappear as we move away from the glass transition, confirming that the algorithm has indeed
identified local structures that are important for the dynamical slowdown. The results of this
Chapter demonstrate the power of machine learning techniques to detect structural patterns
even in disordered systems, and provide a new way forward for unraveling the structural origins
of the slow dynamics of glassy materials.

In Chapter 6 we look at the same problem from a different perspective, with the goal of
predicting the local dynamics of supercooled liquids based purely on structural information.
Recent years have seen an explosion of methods for making such a prediction, often via the
application of increasingly complex machine learning techniques. The best predictions so far
have involved so-called Graph Neural Networks (GNN), whose accuracy comes at a cost of
models that involve on the order of 105 fit parameters. Inspired by the topology and the
functioning of these GNNs, in this Chapter we design a set of locally-averaged descriptors that
explicitly incorporate information from multiple neighbour shells, and fit them to dynamical
information using simple linear regression. We demonstrate the success of our method by
fitting the dynamic propensity of supercooled liquids, and show that we are able to predict
the local dynamics to essentially the same accuracy of GNNs, but at a fraction of the required
computational cost. This result not only provides an efficient model for predicting the dynamic
propensity of glassy fluids, but also suggests that similar models based on a linear combination
of locally-averaged descriptors should be considered in other situations where GNNs are applied
to predict structural and dynamical properties of materials.

We finally focus on a more general and longstanding challenge in the field of colloidal
science: designing colloidal particles that self-assemble into a desired structure. Colloidal self-
assembly represents a highly promising route for the creation of new materials with controlled
optical, electronic and mechanical properties that arise from the predictable arrangement of
their microscopic building blocks – colloidal particles. Impressive developments in colloidal
synthesis has resulted in a staggering variety of tunable colloids, to the point where now colloidal
building blocks can nearly be made with interactions defined on demand. However, while state-
of-the-art theoretical and computational methods can predict how a given colloidal system
will self-assemble, designing new materials requires a solution to the inverse problem: what
colloidal interactions are required to achieve the self-assembly of a desired structure? In Chapter
7 we take a new step in this direction, and introduce a general inverse design method to
efficiently reverse-engineer desired crystals, quasicrystals, and liquid crystals by targeting their
diffraction patterns. Our algorithm relies on the synergetic use of an evolutionary strategy
for parameter optimization, and a convolutional neural network that classifies phases from
their diffraction patterns as an order parameter. The robustness and versatility of this new
order parameter allowed us to successfully reverse engineer various crystal, quasicrystal and
liquid crystal structures in two- and three-dimensional model systems, thus providing a new
way forward for the inverse design of experimentally feasible colloidal interactions, specifically
optimized to stabilize a desired structure.

The work presented in this thesis is only a small example of the many possible applications
of machine learning techniques in soft matter and, in particular, in the study of colloidal self-
assembly, which have grown enormously over the last years. In Chapter 8 we highlight possible
future applications and generalizations of the algorithms introduced in this thesis, and outline
additional applications of the method introduced in Chapter 2 to fitting many-body effective
interactions in complex colloidal systems. We believe that the work in this thesis clearly shows
how machine learning approaches – although not yet routine – will become an important part
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of the tools of the trade, and offer an enormous potential for new conceptual advances and
exciting applications in soft matter.



Samenvatting

Colloïdale suspensies bestaan uit microscopisch kleine deeltjes die colloïden worden genoemd
– waarvan de grootte doorgaans varieert van tientallen nanometers tot enkele micrometers –
die zich bevinden in een oplosmiddel. Vanwege de continue botsingen met de veel kleinere
deeltjes in het oplosmiddel, ondergaan colloïden Brownse beweging: ze diffunderen willekeurig
door het oplosmiddel. Als gevolg van deze willekeurige beweging kunnen colloïdale deeltjes
alle beschikbare ruimte verkennen waardoor ze zichzelf spontaan kunnen ordenen in een grote
verscheidenheid aan verschillende fasen, waaronder vloeistoffen, glazen, kristallen en zelfs quasi-
kristallen. Deze verkenning van de faseruimte en de resulterende zelfassemblage is in feite een
colloïdaal analoog van het fasegedrag dat we normaal gesproken zien in atomaire en moleculaire
systemen. Daarom kunnen we colloïden tot op zekere hoogte beschouwen als “grote atomen”.

Computersimulaties zijn een van de meest gebruikte technieken om colloïdale zelfassemblage
te bestuderen. Simulaties geven ons de mogelijkheid om het zelfassemblageproces tot in het
kleinste detail te onderzoeken: van hoe verschillende interacties leiden tot verschillende struc-
turen, tot de eigenschappen van materialen die via zelforganisatie zijn ontstaan. Naarmate de
colloïdale systemen echter complexer worden, hebben we nieuwe technieken nodig voor zowel
de analyse van deze systemen als voor het sneller uitvoeren van computersimulaties. In dit
proefschrift combineren we domeinspecifieke kennis met moderne machine learning (ML) tech-
nieken en ontwerpen we efficiënte algoritmen die ons helpen bij het oplossen van verscheidene
open vraagstukken binnen de studie van colloïdale zelfassemblage. Een terugkerend thema in
dit proefschrift is de ontwikkeling van structurele ordeparameters: grootheden die de lokale of
globale structuur van het systeem numeriek beschrijven. Deze ordeparameters kunnen wor-
den gebruikt om spontaan gevormde structuren te identificeren, om efficiënte benaderingen of
voorspellingen te maken van de eigenschappen of het gedrag van colloïdale systemen (zoals de
energie of de dynamica) en zelfs om te helpen bij het ontwerpen van colloïden die spontaan
nieuwe materialen vormen met gewenste eigenschappen.

We beginnen ons onderzoek in Hoofdstuk 2, waar we kijken naar bolvormige colloïdale
deeltjes, waarvan de buitenste laag zacht en vervormbaar is. Typische voorbeelden van zulke
“vervormbare” deeltjes zijn bijvoorbeeld sterpolymeren, colloïden omringd door een dikke poly-
meerlaag of microgeldeeltjes. We weten dat zulke deeltjes zichzelf kunnen ordenen tot een grote
verscheidenheid aan kristalstructuren, waaronder open-kristalroosters, Frank-Kasper-fasen, en
zelfs quasi-kristallen. De meeste modellen die deze deeltjes beschrijven gaan uit van een een-
voudige paarsgewijze interactie. Dit is een geldige benadering binnen de limiet van kleine
vervormingen, zoals bijvoorbeeld te verwachten is bij lage dichtheden. Onder omstandigheden
waarin zich intrigerende kristalfasen vormen zijn deze deeltjes echter vaak dicht opeengepakt
en sterk vervormd en als gevolg daarvan wordt verwacht dat “many-body” interacties een rol
gaan spelen. Hoewel verschillende recente publicaties pogingen hebben gedaan om dit soort
many-body interacties te beschrijven, wordt het gebruik van deze interacties in computersimu-
laties ernstig beperkt door de dure berekeningen die nodig zijn om de vorm van de vervormde
deeltjes te bepalen. Gedeeltelijk hierdoor is het bijvoorbeeld erg lastig om de rol van de tem-
peratuur in het gedrag van vervormbare deeltjes nauwkeurig te bestuderen en in plaats daarvan
concenteren veel studies zich dan ook op grondtoestandsstructuren.

Om dit probleem op te lossen introduceren we een eenvoudig en efficiënt ML-schema om
many-body interacties nauwkeurig te benaderen als een lineaire combinatie van symmetriefunc-
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ties. We testen deze methode op een variant van het model van Pansu en Sadoc (Eur. Phys.
J. E 40 102, 2017) voor met ligands gecoate nanodeeltjes en laten zien dat het resulterende
model niet alleen de interacties tussen de deeltjes zeer nauwkeurig benadert voor een breed
scala aan dichtheden en temperaturen, maar dat het ook de energie-evaluatie aanzienlijk ver-
snelt (meer dan een factor honderd sneller). Hierdoor kostten de simulaties veel minder tijd
en stelde deze methode ons in staat om het fasegedrag van deze vervormbare colloïden in twee
dimensies te onderzoeken via Monte Carlo-simulaties. Hoewel het model dat we hier hebben
onderzocht relatief eenvoudig is, toont de computationele versnelling aan dat onze aanpak zeer
effectief kan zijn in situaties waarin interactiepotentialen tussen deeltjes te veel rekentijd kosten
om standaard computersimulaties uit te voeren. Zoals we later laten zien in Hoofdstuk 8, kan
dezelfde benaderingsmethode aangepast worden om ook geschikt te zijn voor het benaderen
van effectieve interacties in complexe colloïdale systemen met twee of meer soorten deeltjes die
worden gekenmerkt door sterk verschillende lengte- en tijdsschalen.

Vervolgens zetten we ons onderzoek voort door onze aandacht te vestigen op een van de
belangrijkste vraagstukken in de studie van colloïdale zelfassemblage: het identificeren van de
gevormde structuren. Wanneer een kristal groot genoeg is, kan het eenvoudig worden onder-
scheiden van een vloeistof, omdat alle deeltjes zich op een goed gedefinieerd rooster bevinden.
Op het niveau van individuele deeltjes is het onderscheid tussen een vloeistof en een kristal
echter veel minder duidelijk. In een kleine kristalcluster zoals bijvoorbeeld kan ontstaan tij-
dens de vorming van een nucleatiekern, is er nog geen ordening over lange afstand en is het
dus lastig om te bepalen of een deeltje bij de kristalcluster hoort of nog vloeibaar is. In de
Hoofdstukken 3 en 4 beantwoorden we deze vraag via twee nieuwe methoden voor de identifi-
catie van verschillende lokale omgevingen in colloïdale systemen, respectievelijk gebaseerd op
supervised en unsupervised ML technieken. Meer specifiek tonen we in Hoofdstuk 3 aan hoe
neurale netwerken kunnen leren om onderscheid te maken tussen de lokale omgevingen geasso-
cieerd met deeltjes in verschillende fasen. Deze netwerken worden getraind met een behulp van
voorbeelden van zulke omgevingen voor elke fase. We testen deze methode op binaire mengsels
van harde bollen, waarvan bekend is dat ze een verscheidenheid aan binaire kristalstructuren
stabiliseren. Daarnaast tonen we aan dat onze op neurale netwerken gebaseerde ordeparameter
in staat is om zeer accuraat de lokale omgevingen te classificeren die geassocieerd zijn met alle
onderzochte (kristal- en vloeistof-)fasen. Ons werk laat zien dat supervised learning, in combi-
natie met bond order parameters, een uitstekend hulpmiddel zijn voor de classificatie binnen
een set van vooraf bekende structuren. Bij het verkennen van de zelfassemblage van nieuwe
systemen zijn echter de exacte uiteindelijke structuren vaak onbekend, wat het ontwerpen van
een goede ordeparameter veel moeilijker maakt. In Hoofdstuk 4 introduceren we een unsu-
pervised learning algoritme dat ideaal is voor dit soort situaties. Onze methode classificeert
zelfstandig deeltjes in verschillende groepen op basis van hun lokale omgeving, waardoor het
makkelijk wordt om variaties in de structuur van het systeem te detecteren. We testen deze
methode op een breed scala van systemen: van eenvoudige systemen van bolvormige deeltjes tot
binaire mengsels en zelfs anisotrope harde kubussen. In alle gevallen zien we dat ons algoritme
in staat is om de relevante lokale omgevingen te identificeren met een vergelijkbare precisie als
“standaard”, handmatig afgestelde, systeemspecifieke ordeparameters.

In de Hoofdstukken 5 en 6 verleggen we onze aandacht naar een andere belangrijke klasse
van colloïdale systemen waarvan het gedrag nog steeds vragen oproept: glasachtige systemen en
onderkoelde vloeistoffen. Het verband tussen structuur en dynamica in onderkoelde vloeistof-
fen en glazen is een van de meest intrigerende puzzels in de fysica van de gecondenseerde
materie. Een glasachtig systeem ontstaat wanneer een vloeibaar systeem snel en ver genoeg
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wordt afgekoeld of samengeperst. In dit geval wordt de dynamica meerdere orden van grootte
langzamer en heterogeen, terwijl de structuur meestal grotendeels onveranderd blijft. Op dit
gebied is veel onderzoek gewijd aan de zoektocht naar lokale structurele kenmerken die kunnen
worden geïnterpreteerd als de oorzaak voor de dynamische heterogeniteit. Zo hebben stud-
ies bijvoorbeeld gekeken naar het ontstaan van zogenaamde locally favored structures, naar
correlaties tussen de dynamica en verschillende lokale ordeparameters en naar de dynamische
effecten van externe velden en interacties die specifieke lokale kenmerken bevorderen.

In Hoofdstuk 5 laten we zien dat het algoritme voor het detecteren van kristalstructuren
dat we in Hoofdstuk 4 hebben geïntroduceerd, kan worden gebruikt om structurele variaties in
glazen te detecteren. We gebruiken deze methode om de structuur van verschillende onderkoelde
vloeistoffen te analyseren en vinden dat de door het algoritme gedetecteerde lokale structurele
variaties sterk gecorreleerd zijn met de dynamische variaties. Bovendien vinden we dat de
structurele kenmerken die verband houden met langzame deeltjes verdwijnen naarmate het
systeem verder wordt verwijderd van de glasovergang. Dit bevestigt dat het algoritme inderdaad
lokale structuren heeft geïdentificeerd die belangrijk zijn voor de vertraging van de dynamica.
De resultaten van dit hoofdstuk tonen aan dat ML technieken een zeer effectieve methode
vormen voor het detecteren van structurele patronen, zelfs in ongeordende systemen. Deze
methoden bieden dan ook een nieuwe weg voorwaarts voor het ontrafelen van de structurele
oorsprong van de trage dynamica van glasachtige materialen.

In Hoofdstuk 6 bekijken we hetzelfde probleem vanuit een ander perspectief met als doel de
lokale dynamica van onderkoelde vloeistoffen te voorspellen op basis van alleen structurele in-
formatie. De laatste jaren is er een groot aantal methoden ontwikkeld om dergelijke voorspellin-
gen te doen vaak met behulp van steeds complexere ML technieken. Tot nu toe zijn de beste
voorspellingen gedaan met zogenaamde Graph Neural Networks (GNN), deze modellen hebben
echter als nadeel dat ze gepaard gaan met ongeveer 105 fit-paramaters. Geïnspireerd door de
architectuur en de werking van deze GNNs ontwerpen we in dit hoofdstuk een set van lokaal
gemiddelde ordeparameters die expliciet informatie bevatten over de structuur van meerder
schillen van naburige deeltjes. We gebruiken eenvoudige lineaire regressie om op basis van deze
parameters dynamische informatie te voorspellen. We tonen het succes van onze methode aan
door de dynamic propensity van onderkoelde vloeistoffen te voorspellen en we verkrijgen vrijwel
dezelfde nauwkeurigheid als GNNs tegen een fractie van de vereiste rekenkosten. Dit resultaat
levert niet alleen een efficiënt model op voor het voorspellen van de dynamische eigenschappen
van glasachtige vloeistoffen, maar suggereert ook dat vergelijkbare modellen gebaseerd op een
lineaire combinatie van lokaal gemiddelde ordeparameters kunnen worden overwogen in an-
dere situaties waar GNNs worden toegepast om structurele en dynamische eigenschappen van
materialen te voorspellen.

Tenslotte richten we ons op een meer algemene en reeds lang bestaande uitdaging op het
gebied van colloïdale wetenschap: het ontwerpen van colloïdale deeltjes die zichzelf organiseren
in een gewenste structuur. Colloïdale zelfassemblage vertegenwoordigt een veelbelovende route
voor de creatie van nieuwe materialen met gecontroleerde optische, elektronische en mechanis-
che eigenschappen die voortvloeien uit de voorspelbare rangschikking van hun microscopische
bouwstenen - colloïdale deeltjes. Indrukwekkende ontwikkelingen in de synthese van colloïdale
deeltjes hebben geresulteerd in een duizelingwekkende variëteit aan afstembare colloïden tot
op het punt waar colloïdale bouwstenen nu bijna kunnen worden gemaakt met vooraf gekozen
interacties. Hoewel de modernste theoretische en computationele methodes nu kunnen voor-
spellen welke structuren een bepaald colloïdaal systeem zal vormen, vereist het ontwerpen van
nieuwe materialen een oplossing voor het omgekeerde probleem: welke colloïdale interacties zijn
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nodig om een gewenste structuur te vormen? In Hoofdstuk 7 zetten we een nieuwe stap in die
richting en introduceren we een algemene inverse ontwerpmethode om op een efficiënte manier
gewenste kristallen, quasikristallen en vloeibare kristallen te “reverse-engineeren” door gebruik
te maken van hun diffractiepatronen. Ons algoritme berust op het synergetisch gebruik van
een evolutionaire strategie voor de optimalisatie van systeemparameters en een convolutioneel
neuraal netwerk dat fasen classificeert op basis van hun diffractiepatronen als een ordeparam-
eter. De robuustheid en veelzijdigheid van deze nieuwe ordeparameter stellen ons in staat om
met succes verschillende kristal-, quasikristal- en vloeibare kristalstructuren in twee- en dried-
imensionale modelsystemen te reverse-engineeren en zo een nieuwe weg in te slaan voor het
inverse ontwerp van experimenteel haalbare colloïdale interacties, specifiek geoptimaliseerd om
een gewenste structuur te stabiliseren.

Het in dit proefschrift gepresenteerde werk is slechts een klein voorbeeld van de vele mogeli-
jke toepassingen van ML technieken binnen het veld van zachte gecondenseerde materie en in
het bijzonder in de studie van colloïdale zelfassemblage, die de laatste jaren een enorme vlucht
hebben genomen. In Hoofdstuk 8 belichten we mogelijke toekomstige toepassingen en general-
isaties van de algoritmen die in dit proefschrift zijn geïntroduceerd en schetsen we aanvullende
toepassingen van de methode uit Hoofdstuk 2 voor het benaderen van many-body effectieve
interacties in complexe colloïdale systemen. Het werk in dit proefschrift laat duidelijk zien
hoe ML benaderingen een belangrijke klasse van methoden beginnen te worden om colloïdale
systemen te bestuderen.



Acknowledgements

These last four years have been a long and exciting journey – both personally and professionally
– and it is now the time to thank all the people that, in many different ways, supported me
and helped me along the way.

First of all, I would like to thank my supervisor, Laura. Thank you for giving me the
opportunity to work in such an amazing research group and on a topic at the intersection
between two of my biggest passions: Physics and Artificial Intelligence. It has been a pleasure
to work with you, and learn together about the endless possibilities offered by AI and machine
learning techniques in the study of colloidal systems. I really appreciated and enjoyed the
freedom you gave me in pursuing my own ideas, your enthusiasm and positivity in hearing them,
and your essential help in turning them into successful projects. Thank you for your guidance
and support, for the countless advices, and for helping me become a better scientist. Special
thanks also to my promotor, Marjolein. Thank you for your frequent inputs, insights, and
ideas. Thank you for always being available for discussions, for your comments and corrections
on my manuscripts and on the chapters of this thesis, and for creating such a pleasant and
enjoyable work environment.

I would also like to thank Alfons for many useful discussions and insights. Your constant
questions and suggestions after my talks always helped me see new aspects related to my
research and helped me gain a bigger picture of the field. In this regard, the weekly SCM
work discussions have been a valuable place for learning from my colleagues and for testing
and improving my presentation skills. I would hence like to thank Peter, René, Arnout, Joost,
Freddy, Marijn, Patrick, Krassimir, Lisa, and the rest of the SCM staff for making it possible,
for attending the presentations, and for always providing useful feedbacks. Furthermore, I
would like to thank Hester, Dianne, and Mijke for making our life in the SCM group so much
easier.

During my PhD I have had the honour and the pleasure of collaborating with many in-
credible people. Frank, Michel, Nina, Susana, Saheli, Giuseppe, Dinesh, Shivanand, Sudeep,
Gerardo, and Gabriele, thank you all for the valuable collaborations and for the great work
together. Special thanks in particular to Frank, who has been involved in most of my projects.
Thank you for the numerous discussions, for your valuable suggestions and ideas, and for shar-
ing with me your expertise on event-driven simulations and supercooled liquids.

I then would like to sincerely thank the two best office mates and friends I could ever ask
for. Gabriele and Massi, we created an office with a magical atmosphere, where we could joke
and have our silly moments, but also with an impressive productivity. I believe that each one
of us contributed to make the others a better version of themselves. I know that, at least, this
is the case for me. Thank you for every moment that we shared and we will share. I hope that
our days working together are not over. For sure, our days as friends will never be.

I would like to extend my gratitude to all former and current colleagues of the SCM group:
Rama, Sina, Naveed, Tom, Albert, Anna, Massimiliano, Gabriele, Gerardo, Giuliana, Susana,
Carmine, Maarten, Kelly, Xiaodan, Robin, Dnyaneshwar, Willem, Harith, Roy, Marjolein,
Mark, Erik, Alberto, Diogo, Thomas, Berend, Giulia, Tonnishtha, Stijn, Chris, Siddharth, Da,
Douglas, Kanako, Ethan, Rafael, and Alberto. Thank you all for contributing to such a nice
work environment.

I would also like to extend special thanks to Sara Bonella, with whom I had the pleasure to



154 Acknowledgements

work as a student. Thank you for being an excellent professor and supervisor, for transmitting
me your passion about theory and simulations, and for introducing me to the AtoSiM masters.
If I am completing my PhD, it is also thanks to you.

Un grazie enorme a tutte le persone fantastiche che ho avuto il piacere di incontrare (o
rincontrare) e che, al di fuori del lavoro, hanno reso questi quattro anni indimenticabili. Grazie
Gabri, Sere, Massi, Raf, Enrico, Greta, Francesco, Giovanni, Susan, Simone, Vania, Nino, e
tutti i “Terroni”. Grazie per la vostra amicizia e per aver contribuito a farmi sentire a Casa
in Olanda. E grazie agli amici di sempre: Ghimbio, D’alò, Spontu, Gianni (Arend), Smanne,
Cials, Ruggio, Giuggi, Samu, e Mumi. Grazie perché, nonostante il tempo e la distanza, ci siete
sempre stati.

Vorrei inoltre ringraziare di cuore la mia famiglia. Grazie Mamma e Papà per essermi
sempre stati vicini e per avermi accompagnato con supporto ed entusiasmo in ogni mia scelta.
Se oggi sono quel che sono è soprattutto grazie a voi. E grazie al mio fratellino, Simone, che
mi ha riempito di gioia e di orgoglio ad ogni suo traguardo. Dal momento in cui ti ho preso in
braccio la prima volta, ho immediatamente sentito una sorta di responsabilità paterna nei tuoi
confronti, ed ho sempre fatto del mio meglio per essere un esempio positivo e stimolante per la
tua crescita. Giudicando dal risultato, direi che (almeno in parte) ci sono riuscito.

Finally, I would like to thank the most important person in my life, soon my wife, without
whom I probably wouldn’t be here writing these words. Silvia, your love, care, and support
have been so invaluable that a whole thesis would not be enough to thank you in a proper way.
I feel blessed for having you by my side. Thank you for being who you are.

Emanuele



List of publications

This thesis is based on the following publications:

• E. Boattini, N. Bezem, S.N. Punnathanam, F. Smallenburg, L. Filion, Modeling of many-
body interactions between elastic spheres through symmetry functions, J. Chem. Phys
153, 064902 (2020) (selected as an Editor’s Pick in the special edition Machine learning
meets chemical physics). Chapter 2.

• E. Boattini, M. Ram, F. Smallenburg, L. Filion, Neural network based order parameters
for classification of binary hard-sphere crystal structures, Mol. Phys 116, 3066-3075
(2018). Chapter 3.

• E. Boattini, M. Dijkstra, L. Filion, Unsupervised learning for local structure detection in
colloidal systems, J. Chem. Phys 151, 154901 (2019). Chapter 4.

• E. Boattini, S. Marín-Aguilar, S. Mitra, G. Foffi, F. Smallenburg and L. Filion, Au-
tonomously revealing hidden local structures in supercooled liquids, Nat. Commun. 11,
5479 (2020). Chapter 5.

• E. Boattini, F. Smallenburg, L. Filion, Averaging local structure to predict the dynamic
propensity in supercooled liquids, manuscript accepted in Physical Review Letters (2021).
Chapter 6.

• G.M. Coli/E. Boattini, L. Filion, M. Dijkstra, Inverse design of soft materials via a deep-
learning-based evolutionary strategy, manuscript submitted (2021). Chapter 7.

• D. Chintha, S.K. Veesam, E. Boattini, L. Filion, S.N. Punnathanam, Modeling of effective
interactions between ligand coated nanoparticles through symmetry functions, manuscript
in preparation. Chapter 8.

• G. Campos-Villalobos/E. Boattini, L. Filion, M. Dijkstra, Machine-learning many-body
potentials for colloidal systems, manuscript submitted (2021). Chapter 8.



Oral and poster presentations

Part of the work of this thesis was presented at:

• Physics@Veldhoven, Veldhoven, The Netherlands (2019)
Poster: Revealing hidden structures with unsupervised learning

• International Soft Condensed Matter Conference, Edinburgh, Scotland (2019)
Poster: Revealing hidden structures with unsupervised learning

• Physics@Veldhoven, Veldhoven, The Netherlands (2020)
Talk: Unsupervised learning for local structure detection in colloidal systems

• Nanoseminar, Utrecht, The Netherlands (2020)
Talk: Machine learning for local structure detection in colloidal systems

• Invited seminar, Laboratoire de Physique des Solides, Orsay, France (2020)
Invited talk: Machine learning for local structure detection in colloidal systems

• CECAM Digital meeting: Recent advances on the glass problem, Lausanne, Switzerland
(2021)
Poster: Autonomously revealing hidden structures in supercooled liquids

• Debye Lunch Lecture, Utrecht, The Netherlands (2021)
Talk: Autonomously revealing hidden local structures in supercooled liquids
Link: https://www.youtube.com/watch?v=z3HI0mQtWY8&t=207s

• 11th Liquid Matter Conference, Prague, Czech Republic (2021)
Talk: Unsupervised learning for local structure detection in colloidal systems

https://www.youtube.com/watch?v=z3HI0mQtWY8&t=207s


About the author

Emanuele Boattini was born on May 15, 1991 in Rome, Italy. After graduating from high school
in 2010, he studied Physics at the University of Rome “La Sapienza”. In 2014 he obtained his
Bachelor’s degree cum laude with a thesis entitled “Numerical methods for solving the time-
dependent Schrödinger equation”, supervised by Prof. Sara Bonella. After his Bachelor’s
studies, he was one of the two European students to be awarded the Erasmus Mundus Master
scholarship for the “AtoSim Master”: a joint masters program in atomic scale modelling of
physical, chemical and biomolecular systems, organized by the the University of Rome “La
Sapienza”, the École normale superiéure de Lyon, and two universities of Amsterdam, namely
the Universiteit van Amsterdam and the Vrije Universiteit. For his final master’s project, he
went to the headquarters of the Centre Européen de Calcul Atomique et Moléculaire (CECAM)
in Lausanne, where he worked on his thesis entitled “Simulating time independent quantum
properties and (approximate) time correlation functions: the local centroid approximation and
linearised path integral dynamics” under the supervision of Prof. Sara Bonella. For completing
the AtoSim program in 2016, he was awarded three Masters’s degrees: a Master’s degree cum
laude in Physics from the University of Rome “La Sapienza”, a Master’s degree in Chemistry
from the Vrije Universiteit of Amsterdam, and a Master’s degree in Sciences de la Matière from
the École normale superiéure de Lyon. After a brief period working for an Italian bank based in
Rome, in September 2017 he started as a PhD candidate at the Soft Condensed Matter group
of Utrecht University under the supervision of Dr. Laura Filion. This thesis is the result of his
PhD project.


	Introduction
	Colloidal self-assembly
	Machine learning
	Neural networks
	Feed-forward Neural Networks
	Network training
	Generalization and overfitting

	Dimensionality reduction
	Correlation metrics
	Thesis outline

	Modeling of many-body interactions between elastic spheres through symmetry functions
	Introduction
	The model
	Fitting Procedure
	Training data set
	Symmetry functions
	Selection of SFs
	Fit results and validation

	Phase behaviour
	Conclusions

	Neural network based order parameters for the classification of binary hard-sphere crystal structures
	Introduction
	Bond order parameters 
	Neural Networks for the classification of binary hard spheres crystals 
	Crystal structures 
	Size Ratio =0.45
	Size Ratio =0.54
	Size ratio 0.82

	Results 
	Conclusions 

	Unsupervised learning for local structure detection in colloidal systems
	Introduction
	Methods
	Bond order parameters
	Unsupervised learning

	Results and Discussion
	Single-component hard spheres
	Grain boundaries
	Hard cubes
	Binary mixture
	Nucleation and crystal growth

	Conclusions

	Autonomously revealing hidden local structures in supercooled liquids
	Introduction
	Methods
	Models
	Simulations
	Local environment description
	Unsupervised machine learning
	TCC analysis

	Results
	Setting up the UML algorithm
	Extracting a scalar order parameter Pred
	Correlating Pred with dynamics
	Variation of Pred with supercooling
	Predictive power as a function of supercooling
	Characterizing the local structure of the different clusters

	Conclusions

	Appendices
	SANN vs. cutoff in Kob-Andersen
	Method Robustness
	Different trainings
	Autoencoder architecture
	Bottleneck dimensionality
	Input dimensionality
	Dimensionality reduction in the Wahnström mixture

	Pearson vs. Spearman correlation

	Averaging local structure to predict the dynamic propensity in supercooled liquids
	Introduction
	Methods
	Models
	Simulation details and data sets generation
	Structural descriptors
	Training
	Evaluation metrics

	Results
	Kob-Andersen
	Binary hard spheres

	Conclusions

	Inverse design of soft materials via a deep-learning-based evolutionary strategy
	Introduction
	Models
	Method
	Convolutional neural networks as a fitness function
	Training the convolutional neural networks
	Workflow of the CMA evolutionary strategy
	Simulation Details

	Results
	Setting up the IDM in two dimensions
	Reverse engineering of the QC12 in the HCSS model
	Reverse engineering of QC12, QC10, and QC18 in the HCSS model
	Application to a new model interaction
	Phase discovery
	Extension to three-dimensional systems

	Conclusions

	Outlook and perspectives
	Overview
	Effective interactions

	References
	Summary
	Samenvatting
	Acknowledgements
	List of publications
	Oral and poster presentations
	About the author

