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Modellers simulating the state of the physical and biological environment using agents and fields, face the
challenge of storing the state variables, like the distribution of biomass and the location and properties of ani
mals. These variables differ from each other, depending on how exactly they represent their state. In this paper
we describe an approach for storing multiple kinds of representations of model state variables using a unified
physical data model. We identified a set of aspects in which these representations differ from each other and
which have an implication for the data model. Based on these aspects we defined a physical data model for
storing spatio-temporal objects, which we implemented in an open source software library. We illustrate how the
resulting data model can be used to store multiple kinds of model state variables and explain how this data model
can be useful in environmental modelling software.

1. Introduction
When simulating the state of the physical and biological environ
ment using a computer model, model developers face the challenge of
storing this state, as represented by the model variables, in one or more
datasets for post-processing. Depending on how the model variables
represent state, storing each of them may require different physical data
models (dataset formats or database designs). For example, when
modelling the influence of grazing deer on the spatial distribution of
biomass, the state to be stored might be the continuous distribution of
the biomass through time and space, the changing location in space of
each deer, the changing non-spatial weight of each deer, and the sex of
each deer, which is not dependent on time and space. The modeller
might in this case decide to store biomass using a collection of rasters
(one raster per simulated location in time), stored in one of the raster
formats supported by the Geospatial Data Abstraction Library (GDAL,
GDAL/OGR contributors (2019)), animal location using a collection of
spatial points per animal stored in one of the vector formats supported
by GDAL, animal weight by a collection of floating point numbers per
animal stored in an SQLite database (SQLite developers (2000–2019)),
and sex by a single code per animal also stored in the SQLite database.
Since GDAL does not support time, some ad hoc convention is needed in
this case to relate information in the datasets to simulated time. An
additional convention is needed to relate the information about the
simulated deer in the various datasets to each other. Having to use

multiple physical data models and conventions is inconvenient for
modellers, error-prone and results in models that are less easy to
maintain.
Which kinds of representations of state variables are used in envi
ronmental models depends on various factors, of which the modelling
paradigm used is an important one. Two main paradigms for modelling
environmental processes are field-based modelling and agent-based
modelling (Filatova et al. (2013); Goodchild (2013); Parker (2005)).
In field-based modelling, modelled systems are represented by contin
uous spatial fields of information. These fields are often represented by
rasters, like a raster containing amounts of biomass in an area. In
agent-based modelling, systems are represented by interacting discrete
objects of information that are mostly bounded in time and space. These
entities can be representations of physical real-world phenomena, like
deer, but they can also represent organizational entities, like stake
holders or companies.
Many field-based models exist in which agents are manipulated and
vice-versa, such as in the example of the deer – biomass system. Instead
of choosing between a field-based or agent-based modelling approach,
often an integrated approach is taken, in which both continuous fields
and discrete agents are manipulated, examples of which can be found in
Bennett and Tang (2006), Castilla-Rho et al. (2015), Sbihi et al. (2015),
Schelhaas et al. (2007) and Schippers et al. (2014).
In both field- and agent-based models, and especially in integrated
field- and agent-based models, multiple kinds of representations of state
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variables are manipulated. Various physical data models exist for storing
these kinds of state variables. APIs for storing rasters and objects are, for
instance, provided by GDAL (GDAL/OGR contributors (2019)), HDF5
(The HDF Group (1997–2019)), netCDF4 (UNIDATA (2008–2018)),
rasdaman (Baumann et al. (1998)), SciDB (Becla et al. (2013)) and
PostGIS (PostGIS development community (2019)). There are important
shortcomings of current options for storing state variables:

applied the principle of locality to our data model. This is described in
section 3.1.
When permuting the different approaches for representing locations
in time, locations in space, and properties, we initially ended up with a
large number of different kinds of representations. We concluded that it
was unfeasible to design a physical data model for each of these. Instead,
we focused on identifying a lowest abstraction level for representing
abstract temporal object information and built our data model on top of
that, using abstraction levels of increasing functionality (Fig. 1). Arrays
of temporal information form the first and lowest layer of a stack of three
layers of abstractions. This layer is described in section 3.1. In the second
layer, described in section 3.2, various kinds of spatio-temporal object
information are defined, in terms of the arrays of temporal information
from the first layer. In the third and highest layer of abstraction, the
spatio-temporal objects are defined, in terms of the abstractions in the
second layer. This layer is described in section 3.3. In section 4 we
describe the implementation of our data model. Using this imple
mentation, we were able, in a case study, to see how well different kinds
of state variables from environmental models could be represented.
Section 5 shows how this was done.
This work resulted in a physical data model for storing spatiotemporal objects, on top of the HDF5 data model (Fig. 1). The data
model is implemented in Cþþ and is currently exposed through a Cþþ
API and a Python API. Section 8 contains information about how to
obtain a copy of the source code.

� Most physical data models support either the storage of rasters or of
objects, but not both. When creating integrated models, the modeller
needs to be familiar with multiple data models, store information in
multiple datasets, and may have to store information like the loca
tions in time multiple times. This results in a complex, error-prone,
and inefficient workflow.
� Some physical data models do not support random access. This im
plies that when a certain piece of information needs to be found,
possibly the whole dataset needs to be read first. This increases the
runtime of models and their memory requirements.
� Existing physical data models often have limited support for storing
locations in time, or only support locations in time relative to the
Gregorian calendar. Forward models working with very small or long
time scales, ranging from nano-seconds to millions of years, then
need to resort to ad hoc conventions for storing locations in time.
� Some physical data models do not benefit from the increased amount
of resources offered by high performance computing (HPC) facilities.
For example, they do not have support for parallel I/O. Also, for
performance reasons, some HPC facilities do not support the instal
lation of server processes. This precludes the use of data models that
require a database management system (e.g. PostGIS, rasdaman,
SciDB).
� Some physical data models have limitations with respect to the
number of objects that can be stored, or the size of the objects that
can be stored. Ideally, the number of objects and the size of the ob
jects should only be limited by limitations of the hardware, not by
limitations of the data model.

2. Spatio-temporal objects
A unified physical data model for storing state variables from envi
ronmental models must be able to represent the different kinds of rep
resentations of state variables in a uniform manner. With this we mean
that it must be possible to view each kind of state variable as an example
of a more general kind of state variable. For example, it must be possible
to view a global variable representing growth rate for grass, a collection
of multiple wandering deer (Fig. 2a) and a single temporal biomass field
(Fig. 2b) as similar in terms of the physical data model.
In order to come up with an approach for such a unified physical data
model, we first looked at the differences and commonalities between the
different kinds of information represented by these state variables. In the
simplest case, a state variable represents a single value that does not
change during the simulation and is not located at a specific location in
space. A floating point value representing the Earth’s standard gravity in
a plot-scale environmental model is an example of this. At the other
extreme, a state variable might represent a collection of objects, each of
which is located at a specific location in space and has a property value,
both of which change during the simulation. A variable containing in
formation about the locations in space and weights of a collection of
wandering deer is an example of this. Besides these two extreme cases
there are many more kinds of state variables, differing with respect to
the size and variability of the collection of objects they represent,
whether or not information changes through time or space, and the kind
of property values they contain. We will now describe each of these
aspects in turn, in order to end up with an approach to viewing each
different kind of state variable as an example of a more general one.
We define an object as a uniquely identifiable entity whose state is
simulated by a model. Objects of the same kind (for example, deer) are
grouped in collections. Objects can be added and removed from such a
collection (for example, deer are born and die). So, during a simulation,
the set of objects that participate in the calculations may change. We call
this changing set of participating objects the set of active objects, or the
active set. The active set represents who are active. Although we use
concrete examples for objects in this discussion, we want to stress that
we assume as little as possible about the nature of the objects; what a
collection of objects represents is up to the application (that is: the
simulation model).
Current kinds of state variables do not always represent collections of

In this work we tried to answer the question whether it is possible to
design a unified physical data model that can be used to store different
simulation model state variable representations in an integrated way.
Such a data model should ideally simplify the way environmental
modellers handle the storage of model state, and not suffer from the
above mentioned shortcomings of current data models. Also, the data
model should be receptive of features currently not found in some of the
popular data models, like the handling of simulated time, mobility and
collections of objects.
How model state is organized in a dataset might influence the way
state is represented by model variables at runtime. Whenever possible,
time consuming conversions must be prevented, for example. Although
in this work we focus on the physical data model and not on the rep
resentation of model state variables, our results align with the concep
tual data model described in de Bakker et al. (2017), which could be
used as a basis for representing model state variables.
In order to answer our research question, we first looked at the
different kinds of information that are relevant to store in a unified data
model. This is described in section 2. The objective was to extract the
commonalities from different kinds of representations of state variables
and use these as a basis for our data model. This work resulted in a
definition of spatio-temporal objects, which can be found in the same
section. This definition of spatio-temporal objects allowed us to frame
different kinds of model entities as variations of a single kind of spatiotemporal object.
Two important factors guided our data model design: performance
and the management of complexity of the data model. In the case of
simulation models that read and write much data, the total runtime can
become a performance bottleneck. For a data model to be relevant in
environmental modelling, it must offer good performance. For this we
2

K. de Jong and D. Karssenberg

Environmental Modelling and Software 122 (2019) 104553

Fig. 1. The concepts implemented in different
abstraction layers of the software stack implementing
the physical data model. The right columns show the
names of the corresponding software implementing
the abstraction layers and the programming lan
guages used to implement them. The left column
shows the expected user of the concepts in each
abstraction layer. The dark grey colours represent the
three layers of the software stack discussed in this
paper. (For interpretation of the references to colour
in this figure legend, the reader is referred to the Web
version of this article.)

Fig. 2. Example output of an integrated simulation model with objects (deer) and a field (environment). The third dimension, pointing up, is used here to represent
time. Fields are shown for one in ten time steps. Darker coloured cells contain more biomass. a: Locations of deer vary through time. Deer wander from cells
containing less biomass to those containing more. b: Biomass variation through time and space. Cells where deer have grazed recently contain less biomass.

objects, as in the case with the floating point variable representing the
Earth’s standard gravity mentioned above. As a first generalization step
towards unifying all kinds of state variables, we decided that all infor
mation represented by them must be associated with one or more ob
jects. In the case of the Earth’s standard gravity, this object represents
the planet Earth.
All our objects have a presence in time and in space. With presence in
time we mean that for each object, information must be stored about
when the object was active. Objects might be active at very specific lo
cations in time, or during longer periods. For example, it is common for
objects representing living things, like deer, to be active from simulated
birth to death. With presence in space we mean that for each location in
time that an object was active, information must be stored about where
the object was active. Objects might be active at specific locations in
space, or in regions with a spatial extent. A bird’s location can be rep
resented by a point, and a tree’s crown by a polygon, for example.
Additionally, objects can be stationary, in which case the location in
space is fixed through time, or mobile.
We use the concept of properties to represent what is present at lo
cations in time and space that an object is active. For example, a relevant
property manipulated by the model might be the weight of each deer. All
objects in a collection have the same set of properties. So, either weight
is stored for each deer, or weight is not stored at all.
For a single object, there are multiple ways to represent a property
value, depending on the kind of property. A deer’s weight can be rep
resented by a single number, a natural park’s biomass field by a 2D
array, and a bird’s direction and speed by a 1D Euclidean vector. The
final step we took towards unifying state variables, is to represent all
individual property values by nD arrays, where the dimensionality of
these arrays is the same per property.
Given these generalization steps and in the context of our physical

data model, we can now define spatio-temporal objects as uniquely
identifiable objects for which locations in time, locations in space and
properties are stored for those locations in time that the objects where
active. Our goal is that all model state variable representations, ranging
from scalar constants to mobile agents with discretized properties, can
be framed as collections of such spatio-temporal objects. A physical data
model capable of storing such collections of objects is then capable of
storing such a diverse set of state variable representations. In the next
section we describe our approach to representing these objects in a
physical data model.
3. Storing spatio-temporal objects
3.1. Arrays of temporal information (abstraction level 1)
Arrays of temporal information are at the lowest level of abstraction
of our data model (layer 1 in figure (1)). They represent any kind of
information for which variation through time has to be stored in the data
model. At this abstraction level it is not relevant what kind of infor
mation is stored exactly. This could be the ID of an object, a coordinate
in time or space, or an object’s property value.
The principle that guided our approach was the principle of locality
(Patterson and Hennessy (2008)). In the context of modelling, this
principle states that, at any moment in time, a model accesses a rela
tively small portion of the data. There are two types of locality. Tem
poral locality means that if a model uses data, it will probably use the
same data again soon. Spatial locality means that if a model uses data,
nearby data (in terms of memory addresses) will probably be used soon.
The principle of locality and the fact that different kinds of memory
differ a lot in speed and price, with the fastest memory being the most
expensive, led to the memory hierarchy found in computers. The fastest
3
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memory is located near the CPU cores and the slowest memory is located
further away, on SSD drives and spinning disks, for example. In between
multiple levels of caches are available, like the caches in the storage
devices themselves, the main memory and the CPU caches.
Memory is copied from lower (distant to the CPU cores) levels to
upper levels in blocks of multiple values. Besides the values requested,
nearby values are also copied, under the assumption that the CPU will
probably need those values soon, too (spatial locality). For software to
benefit from the memory caches in the memory hierarchy, it must store
the values compactly, in the order in which they are accessed. That way,
the caches are filled with relevant values more often. This approach to
organize the values based on what is beneficial in the context of the
principle of locality and the memory hierarchy is called data-oriented
design (Sharp (1980); Fabian (2018)). The goal of data oriented
design is to decrease the idle time of CPU cores, by increasing the like
lihood that required values are in the nearby memory caches.
To understand what this means in the context of forward modelling,
we looked at the data access patterns in forward models defined using
three modelling environments: PCRaster field-based modelling envi
ronment (Karssenberg et al. (2010)), NetLogo agent-based modelling
environment (Wilensky (1999)) and Mason agent-based modelling
environment (Luke et al. (2005)). In these models we can typically (but
not always) identify a number of nested iterations (from outer to inner):

arrays with a smaller rank. For example, multiple spatial rasters asso
ciated with multiple locations in time can be represented by an array
with rank three, whose shape is equal to the number of locations in time,
rows and columns. This packing of arrays in larger arrays results in the
most compact way to store object related information, which is benefi
cial in the light of the above mentioned memory caching.
Whether or not individual arrays containing information per object
and per location in time can be packed in larger arrays depends on the
shape of each individual array. Here we define object arrays as arrays
containing a piece of information for a single object and for a single
location in time. This could be an object’s ID, or a property value, for
example. We call the array resulting from packing one or more object
arrays in larger arrays the value array.
Multiple object arrays can be tightly packed in value arrays when the
shapes of the object arrays are equal. Object arrays containing object IDs
are all 0D arrays that can be packed in a single 1D value array. Object
arrays containing 2D arrays representing, for instance, the biomass
property of multiple natural park areas cannot be packed in a single 3D
value array.
The criteria for deciding whether or not object arrays can be packed
in value arrays are shown in Table 1. Permuting these criteria resulted in
six approaches for packing object arrays into value arrays. Here, it is not
yet relevant what exactly is represented by the information in the object
arrays (for example object IDs, locations in time, or property values).
What is relevant is that there are different kinds of object arrays and that
the differences between them determine how to represent them in a
physical data model. Our hypothesis is that with a limited set of six kinds
of relatively low-level data models for storing arrays of temporal in
formation, we can represent the much larger set of different kinds of
higher-level spatio-temporal objects.
Six figures corresponding with the six object array kinds from Table 1
illustrate the object array kinds and their packing into value arrays.
Object arrays of different objects can have the same shape (Figs. 3, 5 and
7) or a different shape (Figs. 4, 6 and 8). Note that the object arrays
shown in the figures are small 1D arrays, but in reality object arrays can
be very large and have a very different shape. Object arrays for temporal
information can have a constant shape (Figs. 5 and 6) or a variable shape
(Figs. 7 and 8).
Packing object arrays into value arrays is not possible for every kind
of object array. Fig. 8 shows that for each object array and each location
in time, the object information needs to be stored in a separate value
array. This potentially results in a large number of value arrays. The
approach taken in this extreme case will not be beneficial for the
memory caching. On the other hand, Figs. 3 and 5 show that all object
arrays (of all locations in time in the case of Fig. 5) can be stored in a
single value array (ordered by location in time). This approach will
potentially be beneficial for the memory caching.
The collection of active objects often changes during a simulation
(section 2). In case of the packing of the temporal object array kinds

1. Time: A model iterates through time until the final state of the
modelled system has been calculated. Each system’s state is calcu
lated based on the system’s previous state(s).
2. Operations: Each individual state is calculated by performing a
number of operations in sequence. This set of operations is the core of
the model and implements the modelled processes.
3. Objects: Each individual operation iterates over a set of objects to
calculate some result. In this calculation, the operation typically uses
a small number of object properties. An example of this is an oper
ation that calculates the health of each deer in a collection, based on
each deer’s age and weight.
This iteration scheme assumes that a simulation model consists of a
sequence of operations performed iteratively through time on (selec
tions of) objects. This is a relatively simple approach, but it has some
benefits we think are good to have, the most important one being that
the approach naturally aligns with data-oriented design. The iteration
scheme suggests a preferred ordering for the storage of information.
Values for (only) the same kind of object information, like the values of a
single property for all objects, should be stored close to each other (in
terms of memory addresses). These collections of values should then be
ordered by time. This will increase the likelihood that modelling soft
ware benefits from the caching in the memory hierarchy. When an
operation iterates over a collection of objects, reading specific property
values, the memory caches will likely be filled by relevant property
values, not including information that is not currently needed.
Based on the principle of locality, data orientation and the iteration
scheme often used in forward modelling, we decided to store informa
tion for each specific kind of object information as close together as
possible and sorted by time. This means that, for example, for all objects
all locations in space are stored close together, and property values of a
single property are stored close together as well. This contrasts with an
approach where, for each object individually, all information is stored
together.
The most compact way to store multiple values in computer memory
is as an array, whose element values are stored in contiguous memory
locations. Therefore, we concentrated on finding ways to organize
spatio-temporal object information as arrays. Each array has a shape,
which is the collection of the size of each of the array’s dimensions. The
number of these dimensions is the array’s rank. For example, a spatial
raster can be represented by an array with rank two whose shape is equal
to the number of rows and columns. A single array can contain multiple

Table 1
Taxonomy of object arrays. Permuting object array value variability through
time (constant value versus variable value), object array shape difference per
object (same shape array versus different shape array) and object array shape
variability through time (constant shape array versus variable shape array) results
in six kinds of object arrays. The terms in the last column are used in the text.
Do the object arrays contain information that changes through time?
Does the shape of the object arrays differ per object?
Does the shape of the object arrays change through time?
no
no
no
constant value � same shape array

4

no

yes

no

constant value � different shape array

yes

no

no

variable value � same constant shape array

yes

no

yes

variable value � same variable shape array

yes

yes

no

variable value � different constant shape array

yes

yes

yes

variable value � different variable shape array
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Fig. 6. Variable value � different constant shape array: Object arrays for different
objects have different shapes, which does not change through time. Per object,
object arrays for multiple locations in time are packed into a single value array.
Applicability: temporal nD property values, like spatial rasters for differently
discretized areas.

Fig. 3. Constant value � same shape array: Object arrays for different objects
have the same shape. Only a single object array needs to be stored per object.
All object arrays are packed into a single value array. In this example, five 1D
object arrays for five different objects are shown. Each object array contains
two values, for example, an x and y-coordinate pair. The value array is a 2D
array of shape ð5; 2Þ. Applicability: object IDs, stationary space points and
constant nD property values where each array has the same shape, like scalars
and Euclidean vectors.

Fig. 7. Variable value � same variable shape array: Object arrays for different
objects have the same shape, which changes through time. Per location in time,
object arrays for multiple objects are packed into a single value array. Example:
temporal nD property values, like spatial rasters for equally discretized areas
and for which this discretization changes through time.

Fig. 4. Constant value � different shape array: Object arrays for different objects
have different shapes. Only a single object array needs to be stored per object.
Each object array is packed into a separate value array. Applicability: constant
nD property values where each array has a different shape, like spatial rasters
for differently discretized areas.
Fig. 8. Variable value � different variable shape array: Object arrays for different
objects have different shapes, which changes through time. Each object array is
packed into a separate value array. Applicability: temporal nD property values,
like spatial rasters for differently discretized areas and for which this dis
cretization changes through time.

3.2. Spatio-temporal object information (abstraction level 2)
In section 2 we defined spatio-temporal objects as uniquely identi
fiable objects for which locations in time, locations in space and prop
erties are stored for those locations in time that the objects where active.
We will now describe for each of these pieces of object-information how
we decided to represent it in terms of the six kinds of object arrays
described in the previous section. These abstractions correspond with
the second abstraction layer implemented in our data model (Fig. 1).

Fig. 5. Variable value � same constant shape array: Object arrays for different
objects have the same shape, which does not change through time. All object
arrays are packed into a single value array. Object arrays with the same colour
are related to the same object. Applicability: mobile space points, temporal nD
property values, like scalars and Euclidean vectors. (For interpretation of the
references to colour in this figure legend, the reader is referred to the Web
version of this article.)

3.2.1. Identity
Object identity can be represented by a unique unsigned integer
value which, represented as an array, corresponds with a 0D array with
an empty shape. This shape is the same for all objects (same shape array).
In case of object information that does not change through time, the
associated object identity can be represented by the constant value �
same shape array object array kind (Fig. 9a). In case of object information
that does change through time, for each location in time the IDs of the

shown in Figs. 5–8, this information is not part of the value arrays; it has
to be explicitly stored somewhere else in the data model. For details
about our approach for doing this for each of the temporal object array
kinds, we refer to section AppendixA.

5
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Fig. 9. Examples of object arrays for representing spatio-temporal object information. a: IDs associated with constant object information of three objects (see Fig. 3
for packing). b: Time boxes to be associated with collections of objects that are active (see Fig. 5 for packing). c: Mobile space points of three objects (see Fig. 5
for packing).

active objects can be represented by the variable value � same constant
shape array object array kind (Fig. 5, sections AppendixA.1, Appen
dixA.2 and AppendixA.3), or by encoding the IDs of the active objects in
the meta-information of the value array used to store each object array
(section AppendixA.4).

object array kind (Fig. 3). Since object arrays containing space points for
multiple locations in time have the same shape (the same 1D array as in
the stationary case), mobile space points are represented by the variable
value � same constant shape array object array kind (Fig. 9c).
As with space points, a space box can be stored in a 1D object array,
but this time the shape is equal to twice the shape of a single space point.
The object array kinds for representing this information are the same as
those for representing space points: constant value � same shape array
object array kind (Fig. 3) in case of stationary space boxes, and variable
value � same constant shape array object array kind (Fig. 5) in case of
mobile space boxes.

3.2.2. Locations in time
We implemented three different approaches for storing locations in
time that objects can be active: time points, time boxes and time cells
(Fig. 10). Which objects are actually active at these locations is handled
by object tracking (section AppendixA). A time point is used to represent
a specific location in time objects can be active. A time box is used to
represent a period of time objects can be active. It is defined by a start
time point and an end time point. Time cells are used to discretize time
boxes for more fine grained tracking of object activity.
We represent time points by positive integral numbers representing
an amount of time (duration) since an epoch. Details about this
approach for handling time can be found in AppendixB. Time durations
can be represented by 1D object arrays with shape ð1Þ, and this shape
does not change through time. This matches the variable value � same
constant shape array object array kind (Fig. 5).
Time boxes can be handled similarly as time points, but instead of
storing a single time point per location in time, two increasing time
points need to be stored. So, a single time box can be represented by a 1D
array with two durations in it, representing the start and end time
points. The shape of this array is ð2Þ and this shape stays the same
through time (Fig. 9b). This matches the variable value � same constant
shape array object array kind (Fig. 5).
For time cells, we store an additional count for each time box. Counts
are unsigned integers, represented by variable value � same constant
shape array object arrays.

3.2.4. Properties
In environmental modelling various kinds of property values are
used to represent an object’s trait. These kinds of values differ from each
other based on whether or not these values vary through time, whether
or not the shape of the arrays representing the values differ per object,
and whether or not the shape of these arrays varies through time. For
example, the weight property of each deer can be represented by a single
number, which varies through time, while the surface elevation property
of a natural park area can be represented by a constant or variable 2D
numeric array, depending on whether the elevation changes through
time.
The criteria with which property values can be classified match the
ones we identified for our six kinds of object arrays, described in section
3.1. In the previous sections, specific kinds of object arrays were used to
represent specific kinds of object information. In the case of properties,
all six object array kinds from our taxonomy can be used for storing
property values. This way our data model can support a wide variety of
kinds of property values used in environmental modelling.
As an example, the weight of deer through time can be stored in a
variable value � same constant shape array object array kind (Fig. 5). For
each location in time that each deer was active, the value array will
contain a floating point number representing the weight. As another
example, a simulation model modelling the evolution of the elevation of
the land surface of multiple research area objects can store 2D digital
elevation models as variable value � different constant shape array object
arrays (Fig. 6, assuming the research areas are stationary and have a
different, but constant shape).
Property values can be discretized through either or both time and
space. We decided to store information about how property values are
discretized as a property itself. In case of a spatial raster, for example,
information about the number of rows and columns a 2D property value
is discretized in is stored in a separate property, and linked to the
property being discretized. The advantage of handling information
about a discretization as a property is that this information itself can
vary through time and potentially even through space. This is useful in
simulation models where the spatial resolution of rasters changes
through time, for example.

3.2.3. Locations in space
Representing locations in space where an object is active can be done
in multiple ways. For example, the Simple Feature Access standard
(Open Geospatial Consortium (2011)), defines points, lines, triangles,
and multi-polygons, amongst others. We implemented a sub-set of these
approaches: space points and space boxes, which we extended to support
defining locations in 1D, 2D and 3D space. Both stationary and mobile
locations in space are supported.
A space point is used to represent a specific location in space where
an object is active. A space box is used to represent a linear, rectangular
or cuboidal region of space where an object is active. It is defined by two
diagonally opposite space points.
A space point can be represented by a coordinate in each spatial
dimension. A coordinate can be represented by a number (integer or
floating point). The corresponding object array of a space point, then, is a
1D array with a shape equal to the rank of the space (1, 2, or 3 di
mensions). For each point, this array contains the coordinates. Stationary
space points are represented by the constant value � same shape array
6
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Fig. 10. Three approaches for representing locations in time that objects can be active: three time points, three time boxes, ten time cells. The red lines are the time
points that are stored in the data model. For time cells, an additional count per time box is stored. (For interpretation of the references to colour in this figure legend,
the reader is referred to the Web version of this article.)

3.3. Spatio - temporal objects (abstraction level 3)
Since we are now able to represent the individual kinds of object
information (identity, locations in time, locations in space and proper
ties), we can focus on the representation of actual spatio-temporal ob
jects, in which all this information is combined and can be accessed in an
integrated way. The abstractions mentioned in this section are part of
the third and highest abstraction level implemented in our physical data
model (Fig. 1).
One of the goals we had when designing the abstractions at this level
was that it must be possible to coherently store object-related informa
tion at different (kinds of) locations in time and space. For example, for a
collection of birds, it has to be possible to store information about the
winter grounds, the migration route and the summer grounds. Another
goal we had was that no information should be stored twice in the data
model.
We identified two levels of grouping of object-related information. At
the first level of grouping we combine information about which objects
exist (identity), when they are active (locations in time), where each
object is (locations in space) and what is present at those locations
(properties). We call this level of grouping the property-set, the collection
of locations in time the time domain, and the collection of locations in
space the space domain. Within a property-set the information about the
active sets, locations in space and properties is ordered by the locations in
time. Also, within a property-set there can only be one time domain and
one space domain. These domains are shared between all properties in
the same set. Object-related information that is located at different lo
cations in time or space is stored in different property-sets. For example,
the constant sex of deer and their variable weight are stored in separate
property-sets, having different time and space domains.
At the second and higher level of grouping, we group objects of the
same kind with their property-sets. We call such a collection a phe
nomenon. Within a phenomenon, all objects are of the same kind, like
deer or natural parks, and each object can be identified by a unique ID
(identity). Also, all information related to a specific kind of objects is
stored within a single phenomenon, in one or more property-sets.
This grouping of spatio-temporal object information is similar to the
conceptual data model presented in de Bakker et al. (2017), whose design
had a similar goal as our physical data model: to represent different kinds
of state variables in a uniform manner in order to make it more conve
nient for environmental modellers to create models in which these
different kinds of variables are manipulated. The conceptual data model
is shown in Fig. 11. It defines what information is represented, and the
physical data model defines how this information can be stored in a
dataset. In an environmental modelling environment, the conceptual
data model can be used as a basis for the representations, or data types, of
the model state variables, whereas the physical data model can be used to
allow these state variables to be persisted for later retrieval.

Fig. 11. Conceptual data model for representing different kinds of state vari
ables (adapted from de Bakker et al. (2017)). A phenomenon contains zero or
more property-sets, each of which contains a single domain (locations in time
and space) and zero or more properties.

To illustrate the grouping of spatio-temporal object information in
our data model, we will describe how to represent wandering deer. The
implementation of this example is described in more detail in section 5.
Fig. 12 shows the conceptual data model for a deer phenomenon. These
deer are simulated using a model in which the spatial distribution of
biomass in an area, and the location and weight of the deer are influ
enced by each other. The representation of the deer in our physical data
model (Fig. 13) is very similar to the conceptual data model. For each
deer the following information needs to be stored: a unique ID, the sex,
the location in space and the weight. The ID and sex do not change
through time, while the location in space and the weight do. Since
within a property-set, there can only be a single combination of a time
and space domain, this means that two property-sets are defined. In the
first property-set, named constant, no locations in time and space are
stored. For each deer, we store whether the deer is male or female in a
property. In the second property-set, named variable, we use the time
cell time domain kind, the mobile space point space domain kind, and a
property for storing 0D numeric values representing the weights. Fig. 13
shows that all object-information is stored using one of the six array
kinds described in section 3.1. In this case, most information is stored
using the variable value � same constant shape array kinds, but this de
pends on the specific kind of information stored. When storing rasters
for differently shaped areas, for example, a property containing variable
value � different constant shape array values must be used. And when
these rasters change shape through time, a property with variable value �
different variable shape array values must be used, instead.
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Fig. 12. The deer phenomenon represented by the conceptual data model of de Bakker et al. (2017). The colours correspond with those from Fig. 11. (For inter
pretation of the references to colour in this figure legend, the reader is referred to the Web version of this article.)

Fig. 13. Graphical representation of the physical data model of the deer phenomenon. Most colours correspond with those from Fig. 11. The orange boxes are
collections of values represented by one of the six array kinds described in section 3.1. To keep the figure readable, the object ID tracker is not expanded into arrays.
(For interpretation of the references to colour in this figure legend, the reader is referred to the Web version of this article.)

4. Implementation

model, and a Python package with which the data model is made
accessible from Python scripts. In the Cþþ library we implemented the
abstraction layers as discussed in section 3 separately (Fig. 1). We will
now describe the implementation of each of these layers.

We implemented our physical data model using HDF5 (The HDF
Group (1997–2019)). Besides being a software library and a file format,
HDF5 is a data model itself. The HDF5 logical data model can be used to
organize information to be stored in a file. The most important parts of
the HDF5 data model are groups, datasets and attributes. Groups are
used to aggregate other groups and datasets, while datasets are used for
storing multidimensional arrays. With attributes, additional information
can be associated with groups and datasets. The hierarchical nature of
the data model (groups can contain other groups) allows for complex
nested structures to be represented. Multiple HDF5 datasets (and groups
and attributes) can be stored in a single HDF5 file. HDF5 datasets can be
optionally configured to be extendable along one or more dimensions.
We have defined our data model in terms of the HDF5 logical data
model, using mainly groups, datasets and attributes. The implementa
tion, named LUE,1 consists of a Cþþ library that implements the data

4.1. Arrays of temporal information
For each of the object array kinds described in section 3.1 and shown
in Figs. 3–8, we have implemented code to store the value arrays. This
low level of abstraction is implemented on top of a Cþþ library that
wraps the HDF5 C library. For each object array kind, this layer contains
code for reading and writing individual object arrays, or, when appli
cable, collections of object arrays. HDF5 datasets are used to store value
arrays. It is possible to read or write a single 1D object array containing
three floating point values, or multiple 1D object arrays in one go, each
containing three floating point values, or such a collection of object
arrays for multiple locations in time.
4.2. Spatio-temporal object information

1

LUE stands for Life, the Universe and Everything, mentioned in Douglas
Adams’ Hitchhiker’s Guide to the Galaxy novels. Here, it refers to the fact that
our data model is able to represent data about different kinds of information
used in environmental modelling, and possibly other domains. We pronounce
LUE as the French pronounce Louis (LU-EE).

For all kinds of object information as described in section 3.2, we
developed code to read and write this information from and to a file.
This code reuses the code mentioned in the previous section. Instead of
8
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applications manipulating NumPy arrays, like SciPy (Jones et al. (2001))
and PCRaster (Karssenberg et al. (2010)). The pybind11 Cþþ library
(Jakob et al. (2017)) is used to expose the relevant parts of the LUE Cþþ
API to Python and vice versa. Examples of using the LUE Python package
can be found in the next section.

reading and writing arrays of abstract temporal information, here object
IDs, locations in time, locations in space, and properties are explicitly
handled. The implementation contains higher level classes like Mobi
leSpacePoint and Property which, in their implementation, use the
lower level code for reading and writing arrays of temporal information.
This makes it more convenient in higher level code to handle informa
tion related to spatio-temporal objects. For example, listing 1 shows the
declaration of a function for creating a MobileSpacePoint instance. Such
an instance manages the I/O of space points that move through space.
The function is implemented in terms of the lower level API for handling
arrays of temporal information. How this is done exactly is a detail that
the caller does not have to be constantly aware of.

5. Example: deer and biomass model
In this section we will describe how the state variables from a simple
integrated agent-based and field-based model can be represented by our
data model using the LUE Python package. We will highlight parts of the
code. The complete model can be found in the source code repository
associated with this manuscript (see section 8).
The purpose of the deer and biomass model used in this example is to
illustrate that our data model is capable of storing both traditional
agent-based and field-based model output. In this case the deer are the
agents and the natural park area with a biomass raster is the field.
Example output from the model is shown in Fig. 2. The model we used is
simple and not realistic. The data is what we want to focus on here, not
the validity of the model. It is possible to store more complex kinds of
data than used here in our data model too, like properties with temporal
discretizations, and phenomena with multiple time and space domains.
We realize that what we call a high level of abstraction can be
considered a low level of abstraction by modellers. We envision that in
real-world applications, an additional layer of abstraction will be built
on top of our highest level of abstraction, making it easy for modellers to
read and write model state information. This is shown as the upper layer
of abstraction in Fig. 1. Concepts for how this can be done have been
described in de Bakker et al. (2017).
The following examples assume that the LUE and NumPy Python
packages have been imported, a dataset is created and two phenomena
are added to it (listing 3). The returned Phenomenon instances (deer and
park in this example) can be used to add property sets to the file.
After the model has finished executing, all model state variables have
been stored in a single file, formatted according to the conventions
described in this manuscript. Given that each LUE dataset is also an
HDF5 file, the dataset can be copied to any other platform and the in
formation stored can be retrieved again, using the LUE APIs and HDF5
APIs.

Listing 1: Subset of Cþþ API for creating mobile space points

4.3. Spatio-temporal objects
As described in section 3.3, the highest layer of abstraction of our
physical data model contains mainly grouping constructs for aggre
gating information about the IDs, locations in time, locations in space,
and properties of the objects. We have mapped these groups onto HDF5
groups. For example, listing 2 shows the declaration of a function for
creating a PropertySet instance. Such an instance provides access to its
object tracker, its time and space domains, and its properties.
Listing 2: Subset of Cþþ API for creating a property-set
It is possible to combine multiple phenomena into a single HDF5 file.
This makes it possible to store all simulation state in a single LUE
dataset.
4.4. Python package
In order to make it possible to manipulate LUE data sets from Python,
we implemented a Python package on top of the higher abstraction
levels of the Cþþ library. NumPy arrays (Oliphant (2006)) are used to
interface object arrays between the Python and Cþþ code. This makes it
possible to integrate the LUE physical data model with Python

Listing 3: Import required packages
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The simulated biomass field is shown in Fig. 2b.
Listing 5: Create park phenomenon property-sets

5.1. Initialize dataset
Before we can write the state of simulated spatio-temporal objects to
a dataset, we must initialize the dataset. This will prepare the dataset for
receiving state information.
In the deer and biomass model, the location and weight of each deer,
and the distribution of biomass in the park within which the deer are
located, change through time. As described in the previous text, time
domains are contained in property-sets. Instead of storing multiple time
domains with the same locations in time in multiple property-sets, they
can be shared. This makes the resulting file smaller and prevents
inconsistent time domains. In our example, the time domains of the
property-sets containing temporal deer and park information can be
shared. For this we create a separate phenomenon, called simulation,
whose sole purpose is to contain a property-set with a time domain to be
shared with other property-sets (listing 4). We could also have shared
the time domain of a property-set in the deer phenomenon with a
property-set in the park phenomenon, or vice-versa.

The deer phenomenon contains for each deer the sex, the location in
space and the weight. Preparing the LUE dataset for receiving state in
formation during the simulation works similar to the previous case of the
park phenomenon. In the case of deer the space domain is different
(mobile space points are used instead of a stationary space box) and the
weight property value has a different shape (0D instead of 2D). The
simulated deer are shown in Fig. 2a. Fig. 14 shows the resulting state of
the data model.
5.2. Write model state
Once the dataset is initialized we can start the simulation and write
the state of simulated spatio-temporal objects to the dataset. In our case,
this implies writing the initial state of the biomass raster of the park, and
the sex, location and weight of each deer. After that, the interaction
between the biomass field and the deer agents are simulated through
time, and the biomass, location and weight of each deer are iteratively
updated and written to the dataset.
In listing 6 the sex of each deer is written to the dataset. Given a
phenomenon, property-sets can be obtained by name, and given those,
properties can be obtained. Querying and assigning to property values
works as if they are NumPy arrays. In this example, the value array is
expanded to make space for an object array per deer. The expand
method returns the value array on which it is called, which is then
indexed for all object arrays. Assigning to these object arrays writes the
new values to the dataset.

Listing 4: Create property-set with time cell domain and three-hourly
time steps
The park phenomenon in our example model contains only a single
object: the park within which all the deer are located. It contains a
property-set named space_extent with a property named biomass for
storing the 2D biomass arrays that change through time (listing 5). It
also contains a property-set named constant with a property named
space_discretization for storing the 1D space discretization information
(number of rows and number of columns). The latter property is linked
to the first to make explicit that biomass is discretized through space.

Listing 6: Write the sex of each deer to the dataset
10
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Fig. 14. Graphical representation of the physical data model of the deer and park phenomena. The dashed lines denote symbolic links to shared information. For
clarity, the collections for tracking the object IDs are not shown.
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model is capable of representing complex kinds of state variables, with
changing collections of mobile objects and temporal discretizations of
property values, for example. Although the data model is currently
useable, we think it could be made more user-friendly for simple cases
by adding an additional layer of abstraction, on top of the layer imple
menting the storage of spatio-temporal objects. This higher level data
model would represent popular existing data models, like scalars, rasters
and raster stacks, and time series, and serve as an easy to use replace
ment for existing data models. This would allow modellers to get
familiar with the LUE data model without having to learn about the
lower level details first, which are necessary for the more complex cases.
With respect to functionality, some aspects are still missing from the
current version of our data model, that will be added at a later stage.
Examples of these are the representation of relations between objects,
uncertainty in temporal and spatial locations and property values,
spatial projections, discretization of presence in space, other kinds of
discretizations through space, more space domain item type like lines
and polygons, spatial indices, and information about topology. Whether
or not the data model has to be adjusted for these additional aspects to
be added remains to be seen.
Although it is of crucial importance in a high-performance
computing context, we have not evaluated the performance of our
data model. Since our data model is implemented in terms of the HDF5
library, the performance characteristics of this library determine the
performance of our data model. To reach maximum performance we
must tune our use of HDF5 for our specific use case of storing spatiotemporal objects, and probably use parallel I/O on parallel file sys
tems. This will be the focus of future research.

Writing state that changes through time requires also writing the
object IDs of the objects for which this state is written (the active set,
AppendixA). Tracking the object IDs of the active deer is shown in listing
7. Mobile space points are represented by variable value � same constant
shape array object arrays, which implies that for tracking the IDs of the
objects the index of the active set and the collection of active object IDs
must be stored.
Listing 7: Write the object IDs of the active deer to the dataset
Writing the updated location in space of active deer is shown in
listing 8. After the new deer locations have been simulated, additional
space is created in the dataset and their coordinates are written.
Listing 8: Write the locations of the active deer to the dataset

6. Discussion
We have designed and implemented a physical data model for
simulated spatio-temporal objects. With this data model, information
about the state of the simulated environment can be stored for postprocessing. Although there are multiple approaches to represent state
variables, depending on how they represent a value and the temporal
and spatial extent and variability, we identified common aspects of these
approaches, using a limited set of six kinds of object arrays (Figs. 3–8).
These object arrays and the packing of them into value arrays form the
basis of our data model. Layers with increasingly more domain-specific
code are defined on top of this base layer, with the layer containing the
support for spatio-temporal objects at the top (Fig. 1). Using this toplevel layer of abstraction, we were able to represent some example
kinds of state variables, suggesting that our data model is able to
represent a diverse set of state variable kinds that otherwise would
require multiple data models (section 5).
Our data model provides a unified approach to storing spatiotemporal objects. Using this data model, the environmental modeller
can represent multiple kinds of state variables. The modeller is not
forced to use a single data model for all state variables, or use multiple
very different data models. In our view, this is the main contribution of
this work.
In our data model, information about objects is stored in multiple
arrays where each array contains a single kind of object-related infor
mation. This contrasts with many existing data models, where this in
formation is stored in database table records. As mentioned in section 1,
how information is organized in a physical data model might have an
effect on how information is best organized in state variables in simu
lation models. Our data model suggests these state variables to be
organized using arrays per kind of object-related information, with for
the current modelled location in time the state of the current active sets
of objects. This is different from the common approach in agent-based
modelling of representing state variables by class instances aggre
gating all object-related information.
During this work we have identified some limitations of our data
model, which have to do with usability and functionality. Our data

7. Conclusion
In this paper we showed the feasibility of a physical data model
capable of storing different kinds of simulation model state variables in
an integrated way. First, we defined spatio-temporal objects as uniquely
identifiable objects for which locations in time, locations in space and
properties are stored for those locations in time that the objects were
active. By assuming that absence of information about presence in time
or space just means that information is valid for all simulated time or
space, we were able to frame all considered kinds of state variables as
spatio-temporal objects, including simple state variable kinds, like sca
lars or non-temporal rasters.
Next, we presented our physical data model as consisting of multiple
levels of abstraction. At the lowest level, arrays of general temporal
arrays are represented. On top of that, spatio-temporal object informa
tion (object identity, locations in time and space, and properties) is
represented, in terms of the general temporal arrays. At the highest level
of abstraction, spatio-temporal objects are represented, as aggregates of
spatio-temporal object information.
The resulting data model has been implemented in the LUE software
package which contains APIs in Cþþ and Python. We have described an
example of how LUE can be used from an integrated field-based and
agent-based simulation model to store various kinds of state variables in
a single dataset.
8. Software availability
The unified physical data model is implemented as part of a software
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package called LUE, which is hosted on Github at https://github.com/pcr
aster/lue. The data model is implemented by Kor de Jong in Cþþ and
provides an API for Cþþ and Python clients. The code used for this work
corresponds to Git tag 535d52b77092686e8d0641ae2e7983e5e9eddd3c
and is freely available under the MIT open source license. A document
called README.md is included in the root of the source code repository
detailing the instructions for building the software. LUE is
portable software and has been successfully built on various platforms
(operating systems: Linux, macOS; compilers: Clang, GCC; architecture:
x86-64). The README document also contains a link to the user docu
mentation of the LUE Python package.
The example model used in section 5 can also be found on Github, at
https://github.com/pcraster/paper_2019_physical_data_model.
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Appendix A. Object tracking
Here we describe in some more detail how we keep track of for which objects information is stored in the physical data model. This is relevant for
the four object array kinds used to store temporal information. For each location in time and for each active object we store where each object array
can be found. How this is done differs per object array kind.
Appendix A.1. variable value � same constant shape array
Per location in time, the value array a contains the values for all active objects (Fig. 5). An additional array active object id is used to store the IDs of
the active objects (an ID is a unique number, see section 3.2.1). The order of information in a and active object id is the same. An additional array
active set index is used to store the index into a and active object id where, for each location in time, the ID and object array of the first active object can
be found. See also table A.2.
Table A.2
Procedures for storing and finding variable value�same constant shape array object arrays.
store
find

Append ID to active object id and object array to a
Given index of location in time, read index (s) of section of active objects from active set index and determine index (o) of object ID in active object id. The object array is
located at a½s þ o�.

Appendix A.2. variable value � same variable shape array
Per location in time, a separate value array at contains the values for all active objects (Fig. 7). Similar to the previous case, additional arrays
active object id and active set index are used to track the IDs of active objects and the offset into active object id of the ID of the first active object,
respectively. Each value array at is named after its corresponding (index of) location in time. See also table A.3.
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Table A.3
Procedures for storing and finding variable value�same variable shape array object arrays.
store
find

Append ID to active object id and object array to at
Given index of location in time, read index of section of active objects from active set index and determine index o of object ID in active object id. The object array is located at
at ½o�.

Appendix A.3. variable value � different constant shape array
Per object, a separate value array ao contains the values for all locations in time that the object was active (Fig. 6). Again, an additional array
active object id is used to track the IDs of active objects. Array active object index is used to track the indices into the ao arrays of the active objects.
Array active set index is used to store the offset into active object id and active object index of the first active object per location in time. See also
table A.4.
Table A.4
Procedures for storing and finding variable value�different constant shape array object arrays.
store
find

Append ID to active object id, append index of object array in ao to active object index, and append object array to ao
Given index of location in time, read index of section of active objects from active set index and determine index of object ID in active object id. Given this index, lookup index t
of object array in active object index. The object array is located at ao ½t�.

Appendix A.4. variable value � different variable shape array
Per location in time and per object, a separate value array at;o contains the object array (Fig. 8). See also table A.5.
Table A.5
Procedures for storing and finding variable value�different variable shape array object arrays.
store
find

Create value array named after current location in time and object, and write object array to it
Open value array named after current location in time and object

Appendix B. Representing time
In order to be able to represent time points of different resolutions (like nanoseconds and centuries), we used an approach inspired by the Cþþ
chrono library.2 Time points are dependent on a clock. A clock represents a period of time since an epoch, and has a certain resolution. This resolution
is defined by the clock’s tick period, which has a unit (seconds or years, for example) and a count (two for ticks of 2 s or years, for example). Given this,
a time point can be represented by a duration, which is represented by a number of ticks.
We decided to represent a collection of time points by a single clock, represented by an epoch, a unit (a string) and a count (a positive integral
number), and a duration for each time point, represented by counts (positive integral numbers). We represent epochs by an epoch-kind, and an
optional origin and optional calendar (all strings). Currently supported epoch kinds are Common Era (CE) and Formation of Earth, but more can be
added. The currently supported calendar is Gregorian.
Appendix C. Supplementary data
Supplementary data to this article can be found online at https://doi.org/10.1016/j.envsoft.2019.104553.
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