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Chapter 1
Introduction

People have always had a special interest in the heavens above. As heaven was the
place of gods, it was in most cultures of uttermost importance to study the nightly
sky. Most notable in ancient Middle-East, Chinese, Arab and Indian cultures, people
learned to study the stars, planets and Moon in a systematic way. Priests started to
catalogue their naked eye observations. Those studies, although with strong religious
presumptions, gave us a place in the Universe. In 1610, Galileo Galilei was the first
to use a telescope for studying the cosmos. This innovation resulted in the discovery
of the moons of Jupiter, which scattered the religious picture of the Christian world.
The understanding of the Universe and the role that mankind played was about to
change dramatically.

Optical telescopes have been used by astronomers ever since. In the early nineteen-
hundreds astronomers learned that the window of observation could be widened
by watching the sky with radio receivers. This opened the possibility of observ-
ing objects at widely different wavelengths. Through observations in the infrared,
ultra-violet or radio wavelength, our knowledge of the Universe grew exponentially.
Today, X-Ray and Gamma-ray satellites extend this observational window to higher
energies. But still, even for more than four centuries, the principle of this conven-
tional astronomy had remained the same: a source emits electromagnetic radiation
and an observer at the Earth tries to observe this, and deduct information about the
source’s physical processes.

In 1912, Victor Hess discovered yet another kind of extraterrestrial radiation while he
was measuring the ionization of the Earth’s atmosphere from a balloon. The degree
of ionization increased with height, indicating that there must be an extraterrestrial
cause to this ionization. Energetic particles hitting the Earth’s atmosphere, dubbed

1



2 Chapter 1

cosmic rays, turned out to be responsible for this phenomenon. Although not re-
alized at the time, this discovery turned out to represent the beginning of a new
interdisciplinary field of physics: Astro-Particle Physics.

1.1 Cosmic ray physics

After almost a century of cosmic ray research, scientists have come a long way to
understand the origin and composition of cosmic rays. Now, we are finally at a
stage where these high-energy particles can be used for astronomical purposes. The
recent claim of a direct detection of high-energy hadrons from sources like Active
Galactic Nuclei (AGNs) (Abraham et al. 2007) provides important information about
the physical processes taking place (see section 2.3). It is an experimental challenge
to distinguish these particles from the background and correlate them to individual
sources.

When a cosmic ray hits the Earth’s atmosphere an air shower of secondary parti-
cles can be observed. From the observational side, the primary particle of such an air
shower can be either a hadron or a high-energy photon. There are basically two ways
of observing those air showers: either one aims to detect the (Cherenkov) radiation
from the shower that originates when secondary particles travel through the atmo-
sphere, or one aims to detect the secondary particles themselves using e.g. scintillator
arrays.

Experiments like Hess (Aharonian et al. 2005), Veritas (Holder et al. 2006) and Magic
(Baixeras et al. 2004) observe the Cherenkov radiation from the atmospheric shower
and aim to detect high-energy photons (TeV gamma-rays), see figure 1.1. These air-
Cherenkov telescopes need dark and clear nights for their observations and search
the sky for point sources of gamma rays. Hadronic cosmic ray showers are a source of
background to these observations. Some experiments that aim to detect high-energy
photons use an array of tanks filled with pure water as a detector. An example of
an application of this technique is the Milagro detector (Abdo et al. 2007). When a
high-energy charged particle traverses the tank, it emits Cherenkov light, which is
detected in the optical modules in or surrounding the tank. Obviously this detection
mechanism is not limited to dark nights. Hence these experiments produce continu-
ous data sets and are well suited to look for transient sources like AGNs1. (We will
continue on this topic in section 2.3.)

Water tank arrays are widely used to detect the hadronic cosmic rays. Depend-
ing on the energy range of interest these experiments usually consist of multiple
scintillator tanks that are located either on the surface (when aiming for detecting
the entire shower, very high-energy cosmic rays or photons) or below the surface in

1Unfortunately the effective area of Milagro is small and the pointing resolution is poor compared to
air-Cherenkov experiments.
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Figure 1.1: Schematic outline of how a high-energy photon induced air shower is detected.

mines (when aiming to detect only the particles from the shower core). The most no-
table example is the Pierre Auger experiment, which has recently provided a hint for
a correlation between high-energy cosmic rays and the position of AGNs (Abraham
et al. 2008). The instrument is a hybrid detector using both a large-scale array and an
air-Cherenkov detector, see figure 1.2. This technique enlarges the instrument’s ef-
fective area and improves the distinction between photonic and hadronic induced air
showers. The IceCube project also employs an array, called IceTop, that is dedicated
to study those cosmic rays, see section 3.4.
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Figure 1.2: Schematic outline of how a cosmic ray induced air shower is detected by Auger.
The secondary particles in the shower front are detected in the water tanks, whereas the light
from the shower is detected optically.

1.2 Neutrino astronomy

Using cosmic rays to study far away objects, is not that straightforward. Because
they are electrically charged particles, the trajectories of those ”rays” are influenced
by the magnetic fields of galaxies. Whereas light follows a straight path from the
source to the observer2, scattering by galactic or even intergalactic magnetic fields
can scramble the direction of flight of cosmic rays. Therefore, they are not a very good
probe for the physics of far away objects. Also photon observations of very distant
objects have some drawbacks. As the line of sight to objects at larger distances is
often blocked by interstellar dust, the direct light from those sources cannot always
reach the observer. Note that this effect is less eminent for radiation with microwave
and radio wavelengths.

The study of high-energy processes in distant objects by direct observation is chal-
lenging: ultra-high energy photons and hadrons suffer even more from their propa-
gation through space than their lower energetic counterparts. Even in the absence of
a local medium they can be influenced by reacting with the microwave background.
However, one type of particle does not suffer from this drawback: neutrinos. As
they are only weakly interacting, their mean free path through the Universe is much
larger than for hadrons. They do not have any electric charge and are therefore
not influenced by galactic magnetic fields and fluctuations therein. They follow a

2Ignoring the possibility of gravitational lensing.
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Figure 1.3: Various ways of observing distant objects.

straight line from the source to an observer at the Earth and therefore point back to
their source. This, as schematically shown in figure 1.3, would make them the most
suitable messenger particle to study distant objects.

However, the main reason for the advantage of using neutrinos as messengers is
also their disadvantage: their very small cross section with normal matter. For
neutrinos with energies (Eν) in the GeV range it equals:

σνN ≈ 0.7 × 10−38 Eν
1GeV

cm2nucleon−1. (1.1)

As such, the cross section of neutrino-hadron interactions is many orders of mag-
nitude smaller than hadron-hadron or photon-hadron interactions. This results in
a very small observation probability. In other words: one needs huge detectors in
order to detect a few high-energy neutrinos from a cosmic source. Even for detective
volumes in the order of kilometers the statistics are strikingly low. Detector size is
the limiting factor in this branch of astrophysical research.

1.3 Neutrino experiments

Experimental attempts to observe astrophysical neutrinos can be distinguished by
the neutrino energy range of the detector. Experiments that aim to observe neutrinos
with energies of a few MeV, typically consist of large tanks filled with water sur-
rounded by optical sensors. The Super-Kamiokande detector in Japan (Fukuda et al.
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2003), in operation since 1996, is sensitive to neutrinos with energies above a few
MeVs up to the GeV region. Its predecessor, the smaller Kamiokande, was the first
experiment to detect neutrinos from outside our solar system, by detecting 11 cos-
mic neutrinos from Supernova 1987A (Hirata et al. 1987). Also the IMB and Baksan
experiment observed some MeV neutrinos from this supernova (Bionta et al. 1987,
Alexeyev et al. 1988). In total 24 neutrinos were observed. Besides this important
discovery the Super-Kamiokande experiment observed neutrinos coming from the
Sun. It was discovered that the neutrino flux is a factor of three lower than the model
predictions. This has been explained by the introduction of neutrino mixing, which
implies that neutrinos have small masses. Measurements by the SNO experiment on
the solar neutrino flux finally proved this explanation (Ahmad et al. 2002).

A first attempt to observe neutrinos at higher energies was made by the DUMAND
collaboration (Roberts 1992). From 1976, people started to construct a large-scale
under-water detector, near Hawaii. Because of several technical difficulties using
the deep sea as detector medium, the construction was never finished, but it pro-
vided the proof of principle. The technique was applied using a deep sweet water
lake by the Russian-German Baikal experiment (Belolaptikov et al. 1997), taking data
since 1993. At the same time in the ice at the geographic South Pole, a start was
made with the construction of AMANDA (Antarctic Muon And Neutrino Detector
Array). The detector, completed in 1999, provided stable physics data until it was
decommissioned in April 2009. Throughout these years AMANDA, together with
its successor IceCube, has been the largest operational high-energy neutrino detec-
tor. The construction of IceCube (at the same site as AMANDA) started in 2005. It
is the first kilometer-scale neutrino detector. Since 2006 both detectors have been
operated in a combined mode. Further details can be found in chapter 3. Note that
AMANDA/IceCube is the only detector using ice as detector volume instead of water.
The effect of this difference is explored in section 3.1.1. Recently a start was made
with several projects in the Mediterranean, NEMO (Migneco et al. 2008), NESTOR
(Tzamarias 2003), and ANTARES, whose first results have recently been published
by Ageron et al. (2009). These three projects are now joining forces towards a future
kilometer scale detector to be deployed in the Mediterranean, KM3NeT (Katz 2009).

Going higher up in neutrino energy, some experiments aim to detect neutrinos at
energies above a few EeV (1018 eV). As the expected particle flux at those energies is
extremely low, those detectors can operate almost background free, but do require
enormous detector areas. The Anita experiment (Gorham et al. 2009) aims to detect
the Cherenkov radiation from the interaction of an ultra-high energy neutrino in the
Antarctic ice layer, by means of a balloon circling Antarctica. The NuMoon project
(Scholten et al. 2009) uses the surface of the moon as interaction target. The radio
emission that is expected from those interactions is studied with existing infrastruc-
ture from radio astronomy. The latter project is more sensitive for neutrinos with
energies above ∼ 1022 eV.
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1.4 Our analysis

Despite all the efforts described above, to date, no neutrinos with energies in or
above the GeV range have been identified from astrophysical objects. The aim of the
two analyses described in this dissertation is to observe high-energy muon neutrinos
from Gamma Ray Bursts (GRBs). GRBs are distant sources, which were discovered
by satellites recording their flashes of high-energy electromagnetic radiation. In
some cases, the gamma-ray flashes are followed by lower energy radiation. GRBs
are observed to have a well localized position and a short duration. This allows us
to reduce the background in searching the data of the AMANDA/IceCube detector
for a possible signal. As no detection of those highly energetic neutrinos has suc-
ceeded so far, we aim to analyze our data in a rather unbiased way and limit the
dependence on theoretical modelling of the GRB engine. To this end we filter the
data using parameters which depend only weakly on the neutrino energy spectrum
(unlike a previous analysis in Achterberg et al. (2007)). Besides this, we allow for a
possible time difference between the arrival time of the prompt photon emission and
the neutrino signal: our analyses are sensitive to signals arriving within one hour
of the satellite trigger time (whereas previous analyses followed an approach which
is only sensitive for signals within ten minutes centered around the arrival of the
prompt γ-s (Achterberg et al. 2008)).

The two separate analyses presented here differ in one important aspect: in the
analysis of the specific burst GRB080319B we analyze the data of one single GRB
event for the presence of neutrinos from this GRB. The central assumption is that this
”brightest GRB observed to date” might produce a high-energy neutrino flux which
is significantly higher than the average GRB neutrino flux. (This approach was also
followed in the analysis of the data of GRB030329 (Stamatikos & et al. 2005).) The
second analysis we present is based on stacking the data of multiple GRBs (with
average properties) to cope with low fluxes. The directional and timing information
of the GRBs used in our analyses is taken from these sources. As we do not use
complex spectral information and the required resolution on time and location is
moderate, we can incorporate the information of various experiments. Most of the
GRBs in our sample were observed by the Swift satellite, others by Fermi, Integral,
SuperAgile or IPN (the InterPlanetary Network).

In chapter 2 we briefly outline the leading GRB models and discuss to what extent
our analyses depend on model assumptions. In chapter 3 we give the characteristics
of our detector. Subsequently in chapter 4 we provide all details on how we calibrate
the detector and process the data. The method we will use to assess the significance
of our observations is outlined in chapter 5. The details of the analyses themselves
are given in chapters 6 and 7. We discuss the results in chapter 8.





Chapter 2
Gamma Ray Bursts

The existence of Gamma Ray Bursts has been known since the late 1960s (Klebe-
sadel et al. 1973). The enormous amount of energy released in a typical GRB
(E ≈ 1053 Ω/4π erg, where Ω is the solid angle of the GRB emission) has long puzzled
theorists. Systematic observations started with the BATSE experiment (Fishman et al.
1993). Corrected for instrumental deadtime and limited sky coverage, the data lead
to a GRB rate of ≥ 700 yr−1 that should be observable at Earth1. GRBs seem to occur
in different varieties: inspired by the observed duration distribution, a distinction is
usually made between short (< 2 s) and long (≥ 2 s) GRBs (Kouveliotou et al. 1993).
In general, short bursts feature hard energy spectra, whereas long GRBs tend to have
softer spectra. The isotropic distribution of GRBs over the sky suggested either a local
or cosmological origin. The observations of the first afterglows with the BeppoSAX
satellite (Costa et al. 1997, Jager et al. 1997, van Paradijs et al. 1997, Metzger et al.
1997) allowed the identification of the host galaxies, thereby firmly establishing that
GRBs are at cosmological distances. The naming convention of GRBs follows their
observed date. As such, we may have a GRB091102, at the date of the defence of this
thesis.

Although a typical GRB does not exist (for instance: the temporal behavior of in-
dividual GRBs is diverse, see figure 2.1), most of the (long) GRBs feature a prompt
emission phase, during which the source is most luminous (especially in gamma
rays), and a decaying phase, known as the afterglow. Some GRBs seem to have an
X-ray precursor signal before the prompt emission (Fargion 2001). The observation-

1It is estimated that about 3× 105 GRBs occur annually in the observable Universe (Zhang & Mészáros
2004). The number of detectable GRBs is much smaller by a factor Ωj/4π, the jet beaming factor, where Ωj
is the solid angle covered by the GRB jet. Note that this number is not corrected for the sensitivity of the
BATSE instrument and based on observations that passed its threshold.

9
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Figure 2.1: Some typical GRB lightcurves as observed by the BAT monitor onboard the Swift
satellite. The sampling rate of the BAT instrument is variable; the units on the y-axis have been
re-scaled to counts per second. Note that these are unprocessed curves and the background
has not been subtracted (Gehrels et al. 2004).

ally determined time of a GRB is known as the trigger time of the satellite (the 0 in
figure 2.1). The duration of the GRB is expressed as the time in which 5% to 95% of the
GRB fluence was detected in the energy interval of the instrument. This T90 window
may start before or after the trigger was issued, because of possible precursor activity
(see below). As the triggering algorithm, threshold and energy range are all unique
for each satellite, there are systematic differences between the durations measured
by different instruments. These differences are small (at the level of seconds or less)
and have no influence on the analysis presented in this thesis.

The observed spectrum over a wide range of photon energies has shown that the
prompt emission is nonthermal. Most energy spectra of prompt GRB emission can
be fitted by a broken power law. The analysis of BATSE data revealed a break energy
at E ≈ 250 keV (Preece et al. 2000). With the launch of the Swift satellite (Gehrels
et al. 2004), multiband observations covering the various stages of the GRB became
possible. Observations of the (early) afterglow has also proven the existence of vari-
ous breaks in the temporal decay of the emission. The apparent lack of synchronicity
of these breaks at various energies, that is observed in some bursts, remains unex-
plained. As an example we show the Swift observations of GRB060607A: figure 2.2
clearly shows the asynchronous temporal profile in four different wavelengths. Clas-



Gamma Ray Bursts 11

Figure 2.2: The Swift light curves of GRB060607A for the BAT monitor (15 − 300 keV; upper
graph), XRT instrument (0.3 − 10 keV; middle graph) and the UVOT (lower graph), where the
dots correspond to 160 − 650 nm and the bars to V-band observations (Gehrels et al. 2004).
From (Ziaeepour et al. 2008).

sifications based on various spectral features are still not modelled correctly. Theorists
have only just begun to address the complexity of the spectral features of individual
GRBs. The diversity among the GRBs on the other hand prevents the formulation of
a single universal model that is valid for all classes of GRBs.

2.1 The standard GRB model

Despite all the unknowns, there is basic agreement about the nature of GRBs: short
bursts are believed to be the result from the merging of two compact objects (neutron
stars and/or black holes) into a black hole, driven together by the energy loss in the
form of gravitational waves (Goodman 1986). Long bursts on the other hand are
believed to result from the collapse of the core of a massive star (Woosley 1993).
In both scenarios a jet may emerge, generated by a short-lived accretion disk2, and
plough through the surrounding medium. This is the canonical picture of a GRB, a
beamed version of the (originally developed as) spherical fireball model (Piran et al.
1993). There are two arguments why people believe GRBs are beamed phenomena.
First, the enormous amount of energy released in a typical GRB assuming isotropic
radiation will get reduced by the beaming factor to a more reasonable energy:

EGRB =
EisoΩ

4π
≈ 10−2 – 10−3Eiso ≈ 1052erg. (2.1)

2Actually two oppositely directed jets are formed, but only one is visible.
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Figure 2.3: A schematic picture of a GRB fireball evolution.

This corresponds to the typical energy released by a core-collapse supernova. Sec-
ondly the effect of beaming might explain the observed achromatic jet breaks (see
figure 2.2). As the opening angle of a relativistic beam is depending on the kinetic
energy of the outflow3, the energies of the emission observed at Earth depend on the
actual alignment of the beam towards the observer. In case such a beam passes the
Earth, one may observe a sudden break in a certain energy interval. The effect of
beaming on GRB characteristics has been discussed by Zhang et al. (2003).

The high gamma-ray fluence in combination with its non-thermal spectrum im-
plies that the emitting material moves towards the observer at a relativistic speed4

(Meszaros & Rees 1993). The material in the GRB jet (the ’fireball’) evolves from an
optically thick and relativistically hot plasma to an optically thin cold plasma moving
with a bulk speed close to c, the velocity of light. Particles may get accelerated in this
outflow by both internal mechanisms (e.g. particle acceleration at internal shocks
(Kobayashi et al. 1997, Daigne & Mochkovitch 1998)) and by interactions with an
external medium, for instance at a blast wave/bow shock that precedes the jet. Using
standard fluid dynamics, some typical length- and timescales of the various phases
in the fireball evolution may be derived (as extensively discussed by Piran (2005),
Mészáros (2006)). In figure 2.3 a schematic overview of this standard picture is given.
However, not all models require the acceleration of particles in a GRB outflow: a
fireball can be dominated by Poynting flux, strong electromagnetic fields (Lyutikov
& Blandford 2003) (see section 2.3). As will be explained below, observation of a
high-energy neutrino flux from GRBs would unambiguously distinguish between
these two scenarios.

3The fact that the material in a GRB outflow is moving relativistically is exploited below.
4In case the outflow would be moving with non-relativistic velocities, pair production would trap the

photons in the source thus thermalizing the spectrum.
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2.2 Energy considerations

Using the typical length- and timescales of a GRB fireball, one can also estimate
the maximum energy of the accelerated particles in the fireball. A comparison of
maximum energy reached by the particles in various sources is provided in table 2.1.
Here, we assume it is electrons and/or protons that are accelerated in the jet. Those
energy estimations indicate that GRBs may be able to produce the most energetic
particles we observe.

Object Rs Γs limiting mechanism Emax (eV)
Supernova 10 pc 1 protons: size/age 1015

Remnants electrons: synchr. losses 1012

Gamma Ray Bursts, 0.01 pc 102 - 103 protons: size/age 1015

internal shock: electrons: size/age 1015

Gamma Ray Bursts, 0.1 pc ∼ 1 protons: size/age 1020.5

external shock: electrons: synchr. losses 1015.5

AGN 1013 cm 0.1 protons: pion prod. losses 1016

electrons: SC losses 1011

Cosmic Large- 10 Mpc 1 protons: pion prod. losses 1019

Scale Structure electrons: SC losses 1014

Table 2.1: For various possible sources of cosmic rays, the typical size (Rs), the Lorentz factor
of the shock (Γs), the mechanism limiting the energy gain of the particles in the shock (for both
protons and electrons) and the maximum energy of the accelerated particles in the observer’s
frame (Emax) is given. From (Achterberg 1998).

Following the canonical GRB model, standard hydrodynamics provides rough esti-
mates on the maximum energies of the accelerated particles in a GRB (see table 2.1).
Using average GRB parameters and some observables measured by BATSE, it has
been shown that the differential neutrino flux (associated with the prompt emission)
is expected to follow a broken power law in energy (dN/dE ≈ E−s) (Waxman & Bahcall
1997). Above the first break energy at 5 × 1014 eV, the spectral index s is expected to
equal5 s = 2. Below the break, the spectrum will be harder by one order in energy
(s = 1) as for those energies, losses of the accelerated proton population due to pion
production are not very effective. Adiabatic losses of muons (the intermediate parti-
cle, see reaction (2.6)) cause the spectrum to steepen at the second break at 5×1015 eV
to values of s = 3.

5It can be shown that the products of standard Fermi acceleration in relativistic shocks automatically
follow a power law in energy with a spectral index of ∼ 2.2 − 2.3 (Bednarz & Ostrowski 1999, Gallant &
Achterberg 1999). The precise value depends on the efficiency of particle scattering near the shock.



14 Chapter 2

The traditional estimate of determining the normalization of this spectrum is based
on the assumption that cosmological GRBs are also the sources of the observed high-
est energy cosmic rays (Waxman 1995). This is justified by the fact that the power
density of GRBs (the energy flux per volume element produced by the ensemble
of GRBs) is of the same order as the observed power density of the highest energy
cosmic rays (UHECRs): ∼ 1044 erg Mpc−3 year−1. Also, the maximum energies of the
accelerated particles in a GRB (table 2.1) match the highest energy cosmic rays. This
leads to the well-known Waxman-Bahcall spectrum, usually given as:

dNν

dEν
E2
ν = Aν ·


(Eν/εb

ν)−αν for Eν < εb
ν

(Eν/εb
ν)−βν for εb

ν < Eν ≤ εs
ν

(Eν/εb
ν)−βν (Eν/εs

ν)−(α+2) for Eν ≥ εs
ν

(2.2)

Here Aν = 2 × 10−9 GeV s−1 sr−1 cm−2, αν = 1, βν = 0, εb
ν = 105 GeV and εs

ν = 107 GeV.
If one tries to calculate the average expected neutrino spectrum for a specific sam-
ple of GRBs, the result appears to be heavily dependent on the characteristics of
the individual GRBs (Becker et al. 2006). However, for the samples of GRBs these
authors analysed, the standard Waxman-Bahcall spectrum (2.2) seems to fall within
their uncertainties.

The Waxman-Bahcall spectrum is based on the standard fireball model. Without
saying anything about GRB models, one can still determine the production rate of
high-energy protons (in the observable Universe) needed to produce the observed
cosmic rays. This directly implies (see hereafter) a model-independent upper bound
for a cosmic neutrino flux, the Waxman-Bahcall upper bound (Waxman & Bahcall
1999):

dNν

dEν
E2
ν < 2 × 10−8 GeV/cm2 s sr. (2.3)

Indeed, the expected (combined) GRB neutrino flux is below this upper bound, see
figure 2.4.

2.3 Fireball content: hadrons versus leptons

The exact composition of GRB fireballs is unknown. The mass load is usually char-
acterized by the dimensionless parameter η = EGRB/Mc2, where M is the mass of
the particles that are involved in the outflow. The precise composition of the mass
load is unknown, although most models require a population of leptons (electrons or
positrons) in order to explain the emission in terms of synchrotron radiation. How-
ever, some models do not even require a large particle component: in these models
the fireball is dominated by Poynting flux, strong electromagnetic fields, possibly
accompanied by (low energy) neutrinos (Lyutikov & Blandford 2003). Most conser-
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Figure 2.4: The Waxman-Bahcall neutrino spectrum and upper bound.

vative models however involve some sort of particle acceleration. The big question
here is whether it is electrons (and possibly positrons) that are most efficiently accel-
erated and produce the observed gamma emission, or whether there is an appreciable
amount of hadrons present in the fireball that can contribute significantly to the ob-
served flux.

Perhaps the kpc-scale jets associated with Active Galactic Nuclei (AGNs) can of-
fer some guidance. Apart from the size, they are roughly similar to GRB jets given
the fact that the most powerful AGN jets are (mildly) relativistic, as shown by the
phenomenon of superluminal expansion and radio observations (for a review see
Zensus (1997)). Some models are able to describe the observations by modelling jets
consisting of a leptonic flow only (Sari & Esin 2001). In this scenario, the electrons
are accelerated and they boost the ambient keV photons (produced by thermal and
synchrotron processes) to energies of a few TeV(= 1012 eV) via inverse Compton
scattering. This way, both the observed X-ray and TeV emission result from the
same population of accelerated electrons: the keV photons are produced by syn-
chrotron radiation of the accelerated electrons, and the TeV photons are the results of
subsequent upscatterings of those keV photons by the ambient relativistic electrons.
This process is called Synchrotron Self-Compton mechanism (SSC). The high-energy
photons (gamma rays) can escape the source and are observed by air-Cherenkov
experiments such as Veritas (Holder et al. 2006), Magic (Baixeras et al. 2004), and
Hess6 (Aharonian et al. 2005, 2008).

6To date, no TeV photons of GRBs have been observed due to the limited time of GRB activity. Hence
we make the analogy with AGNs, some of which were actually discovered by TeV observations.
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2.4 Hadronic models

Additional to SSC-models, there are models that also involve a population of en-
ergetic hadrons (protons or neutrons, and possibly nuclei) in the jet. While the
co-accelerated electrons are responsible for the X-ray emission, the protons (or nu-
clei) produce the very energetic gamma ray emission. Collisions between sufficiently
energetic hadrons and photons lead to pion production, mainly through the ∆(1232)
resonance. For protons one has:

p + γ→ ∆+
→ π+ + n
→ π0 + p, (2.4)

whereas the high-energy neutrons yield:

n + γ→ ∆0
→ π0 + n
→ π− + p. (2.5)

From the kinematics of the above processes it is seen that the energy of the produced
pions amounts to about 20% of the initial nucleon energy. Alternatively, if there is
a significant density of hadrons the accelerated protons can also produce pions in
hadron-hadron collisions. The neutral pions produced in this manner decay into
gamma rays7, while the charged pions decay into leptons and neutrinos:

π0
→ γγ;

π+
→ µ+ + νµ → e+ + νe + ν̄µ + νµ; (2.6)

π− → µ− + ν̄µ → e− + ν̄e + νµ + ν̄µ.

From these reaction schemes it is clear that in case accelerated hadrons are the ori-
gin of TeV photon emission, then substantial numbers of high-energy neutrinos will
be formed. Note that the charge of the pions is only relevant for the neutrino-
antineutrino ratio. This will only be observable for high-energy electron neutrinos.
(For a neutrino energy exceeding ∼ M2

w/me ∼ 1016 eV, a W− resonance reaction be-
comes important between anti-electron neutrinos and local electrons in the detector.
Hence, at those energies, the neutrino-nucleon cross section of anti-electron neutrinos
is significantly larger than for electron neutrinos, which causes different detection
probabilities between the two neutrino types.) For our analysis we’re only interested
in muon neutrinos, thus we do not care about the charge difference of the pions.

7Alternative models produce those gamma rays by proton (or even muon) synchrotron radiation, cf.
(Mücke et al. 2003).
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Figure 2.5: A schematic outline of the production of secondary particles in relativistic jets,
e.g. AGN or GRB jets.

Representations of all these processes are drawn into a schematic picture of a jet
in figure 2.5. Here the lower part of the jet, close to the accretion disk depicts the pro-
cesses involved in SSC models, the upper part of the jet represents the hadronic part
of the jet. With the data of present experiments the observed spectral features contain
not enough information to distinguish between pure-SSC and hadronic models, or
indicate at least the existence of a hadronic component.

2.5 Neutrinos from a GRB fireball

Assuming that hadron acceleration takes place in a GRB fireball, and following the
canonical picture of a GRB, one might distinguish between different classes of neu-
trinos that may be produced. First there are the low energy (i.e. sub-GeV) neutrinos
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originating from the progenitor event itself (core collapse supernova or neutron
star-neutron star merger). Second, one might expect a neutrino precursor signal
at neutrino energies of ∼ 10 TeV due to proton-proton interactions in a spherically
supernova wind (Razzaque et al. 2003), just like observations with BATSE and Swift
reveal the existence of precursor X-ray photons, arriving just before the prompt
gamma signal. The third class of neutrinos expected are the ones that are produced
along with the γ prompt emission, resulting from the ∆-resonance photo-hadronic
interaction of formulas (2.4) to (2.6). These neutrinos are expected to have energies
of about 100 TeV (Waxman & Bahcall 1997). The last class of neutrinos are also those
that may be produced at a late stage in the evolution of the GRB fireball. The prod-
ucts of this phase are observed as a GRB afterglow, lasting ∼ 100 s after the prompt
emission. The main afterglow models predict a significant neutrino flux ∼ 1–10 s
after the prompt emission (Waxman & Bahcall 2000, Dai & Lu 2001). These neutrinos
are formed by photo-hadron interactions in the reverse shock caused by the collision
of the GRB jet with the external medium. They are expected to have even higher en-
ergies (∼ 10 PeV) than those from the prompt phase. A connection with supernovas
is suggested to explain the observations of radiation lasting ∼days after the prompt
emission (Razzaque et al. 2004a, Yu et al. 2008). Such a supernova-type afterglow
may also produce neutrinos of ∼ 10 TeV (Razzaque et al. 2004b). Those neutrinos are
associated with proton-proton and photo-hadron interactions during the collision of
the jet with a supernova shell, which is ejected days before the breakout of the GRB
jet. (The dominating process depends on the characteristics of the supernova explo-
sion.) A summary of the relevant production mechanisms and the typical neutrino
energies is given in table 2.2.

Production site/manifestation Production mechanism Typical
neutrino energy

GRB jets inside hypernova/precursor photo-hadron collisions 1 TeV

supernova wind/precursor proton-hadron collisions 10 TeV

GRB jet internal shock/prompt emission photo-hadron collisions 102 TeV

GRB jet reverse shock/afterglow photo-hadron collisions 106 TeV

GRB jet collides with supernova shell/ photo-hadron/ 10 TeV
precursor proton-hadron collisions

Table 2.2: The relevant production mechanisms and typical energy of the neutrinos at various
stages of the GRB evolution.
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2.6 Model uncertainties and alternatives

None of the standard models however is fully able to describe all features observed
in the prompt and afterglow emission from GRBs, in particular the occurrence of
spectral breaks and the breaks observed in the temporal behaviour (Ziaeepour et al.
2008, Kumar et al. 2007). In short, the precise content of the fireball is unknown: the
dynamics of the shells in the fireball (whose collision is expected to produce the high-
energy particles by the process of shock acceleration) are influenced by many free
parameters. There may be multiple shells, resulting of many such collisions. This
forms the basis of an alternative model, the cannonball model (Dar & De Rujula 2001).

Not only is the dynamics of the shells an unknown factor, also the optical properties
of the plasma during shock formation are hard to quantify. Because the observed
prompt emission is non-thermal, it must be produced at a stage in the fireball evo-
lution where the medium is optically thin. The responsible production mechanisms
(shocks that are generated by the collision of the shells) are obviously not restricted to
this stage only. As the mean free path for neutrinos is much larger than for photons,
they can escape the source immediately after production, regardless of the photon
optical depth. Therefore, the peak intensity of the neutrino emission may well pre-
cede the peak intensity of the observed photons. This opens the possibility of having
a time lag between the escape of photons and neutrinos. The analyses described in
this thesis have been devised to cope with this feature.

Like the derivation of the Waxman-Bahcall spectrum (2.2) used parameters from
the standard fireball model, alternative models predict different neutrino spectra. As
we are not going to test our analysis for all those spectra, we will not go into further
details here. We will however test our analysis for performance using a generic
dN/dE ∝ E−2 spectrum.





Chapter 3
The Detector

The primary goal of the neutrino telescope used in our analyses is the discovery of
extraterrestrial neutrinos with high energies. As explained in chapter 2, observing
highly-energetic cosmogenic neutrinos would provide an unambiguous proof of the
existence of a relativistic hadronic component in cosmic accelerators such as AGNs
and GRB jets. Due to the extremely small cross-section of neutrino-induced interac-
tions, detector size is crucial in this field of experimental astrophysics. This chapter
describes the detector used in this analysis: the Antarctic Muon And Neutrino Detec-
tor Array (AMANDA) which currently is integrated into its larger successor IceCube.
AMANDA is embedded in the ice at the geographic South Pole. At the time of the
analyses covered in this thesis, the size of the combined detector exceeds all compet-
itive experiments by more than an order of magnitude1.

A sample of 4 years AMANDA data (2005–2008) is used for the stacking analysis
as described in chapter 7. This analysis does not use the data of the IceCube strings
(section 3.3) because the stacking method requires a stable detector configuration.
The burst-specific analysis of GRB080319B also uses AMANDA data. The IceCube-
only analysis of this burst is not part of this thesis (Abbasi et al. 2009a). As the
data taking of AMANDA was integrated into IceCube in 2007, we will also give a
description of the IceCube detector.

3.1 The detection principle

The detection of the high-energy neutrinos in ice is based on the charged current
interaction of the primary neutrino with a nucleon in the polar ice or in the bedrock

1Actually, the AMANDA detector by itself already exceeds the size of competitive experiments.

21
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Figure 3.1: The principle of muon neutrino detection, where the Cherenkov light from the
muon is detected by the optical modules of the detector. The timing information of when the
light was recorded in an optical sensor determines the direction of the reconstructed muon
track. The hadronic cascade is also drawn in. (Courtesy of Garmt de Vries-Uiterweerd.)

below the detector:

νl + N→ l + X. (3.1)

It creates a hadronic cascade, X, and a lepton of the same family as the incident
neutrino, l = e, µ, τ. When traversing the instrumented volume, these secondary
leptons produce Cherenkov radiation in the ice, which is detected by the optical
modules of the detector. Whereas the resulting electrons and tau particles are unable
to travel large distances, muons can typically travel for several kilometers before
they decay (Lipari & Stanev 1991). This enlarges the sensitivity of neutrino detectors
for muon neutrinos with respect to electron and tau neutrinos: muons produced in
the bedrock below the detector are still detectable. Because muons emit Cherenkov
radiation along their entire track, a reconstruction of the muon’s (and hence the neu-
trino’s) direction is possible2. The reconstruction of the direction of the muon track is
based on the instant when the Cherenkov light is detected in an optical sensor. This
we call a hit. More details are given in chapter 4. A schematic representation of this
detection principle is shown in figure 3.1. For these reasons, the analyses presented
here focus on the detection of muon neutrinos.

As neutrino detectors only detect the Cherenkov radiation from traversing parti-
cles, they are intrinsically unable to distinguish between a particle track resulting
from a cosmic ray interaction and a track from a muon neutrino. Therefore, neutrino
detectors use the Earth to shield for particles produced in cosmic ray interactions
in the atmosphere. This is achieved by only considering tracks originating from the
hemisphere opposite to the detector location. These tracks are called ”up-going”.
Interactions in the atmosphere above the detector produce downgoing tracks that
are filtered from the data in an early stage of the event reconstruction (chapter 4).
At the final level of our analysis, we aim to have only upgoing tracks in the event

2The direction of the muon track may differ from the neutrino direction with a certain angle. The median
deviation is ∼ 1◦ for neutrino energies of ∼ 1 TeV. It is a function of energy: ∆θ ∼ ((1 GeV)/πEν)1/2, where
the angular difference ∆θ is given in radians (Gaisser & Stanev 1984).



The Detector 23

sample, where the cosmic ray produced muons have been shielded by the Earth. As
a direct consequence we can only include GRBs on the northern sky in our analyses.

3.1.1 The influence of the medium: ice vs. water

Detecting the Cherenkov light from a muon track requires having a transparent
medium in the detector. Due to the small cross section of neutrino-induced interac-
tions, this detector volume should be as large as possible. Also the density of the
medium should be large to provide an interaction target for a possible neutrino sig-
nal. Hence a vacuum or gas-filled detector is not optimal. At Earth, only two media
are abundant in the quantities we need: water and ice. As we indicated already in
section 1.3, some experiments are water detectors, whereas AMANDA/IceCube uses
the deep ice at the South Pole (see section 1.3).

The optical requirements on the medium are severe. A large absorption length is
needed as it determines the required spacing of the optical sensors and thus the
costs of the detector. A long scattering length is needed to preserve the geometry
of the Cherenkov lightcone and to reconstruct the muon’s direction with good an-
gular precision. The optical properties of water and ice are complementary: at the
typical wavelength of Cherenkov light, ∼ 400 nm, water and ice seem to have the
roles of scattering and absorption reversed. Measurements at the ANTARES site
showed an absorption lengths of λabs

water ≈ 50 m, and an effective scattering length of
λscat

water ≈ 300 m (Montaruli 2002). The ice properties of the AMANDA/IceCube de-
tector have been tested extensively at various wavelengths at different depths in the
detector. Both scattering and absorption are strongly correlated with the existence
of bubbles and dust in the ice and are therefore depth dependent (see figure 3.2).
For AMANDA, the average absorption length equals λabs

ice ≈ 110 m and the aver-
age effective scattering length equals λscat

ice ≈ 40 m (Ackermann et al. 2006). For the
larger depths of IceCube, these values are significantly larger. The long absorption
length in ice compared to water enables very large detector volumes for ice detectors,
whereas the long scattering length in water favours good muon track reconstruction,
see chapter 4.

3.2 The Antarctic Muon And Neutrino Detector Array
(AMANDA)

The final configuration of the AMANDA detector (formally known as AMANDA-II)
has been in operation since January 2000. (After the initial AMANDA configurations
(see figure 3.3), which took data since 1994.) It consists of a cylindrical lattice of 677
Optical Modules (OMs) attached to 19 vertical strings. A schematic of the detector
is shown in figure 3.3. Most of the strings in the AMANDA-II detector are located
between 1500 and 2000 m in the deep ice below the South Pole. The altitude of
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Figure 3.2: Maps of the scattering and absorption coefficients (1/λ) of the ice in the
AMANDA/IceCube detector, as function of wavelength and depth (AMANDA is deployed
between 1150 m and 2350 m). Both scattering and absorption are strongly dependent on the
concentration of dust in the ice. The amount of scattering is also depending on the concentra-
tion of bubbles, whereas absorption is not, from (Ackermann et al. 2006).

the Amundsen-Scott South Pole basis is 2835 m above sea level. The detector was
decommissioned in April 2009.

3.2.1 Chronology of the AMANDA detector

In the Antarctic summer of 1991/1992 preliminary explorations of the South Pole site
and the drilling technology were performed. In the 1993/1994 season four strings
were deployed at a depth between 800 m and 1000 m, forming AMANDA-A. At
these shallow depths the number of air bubbles appeared to limit the possibilities for
particle track reconstruction (see section 3.1 and chapter 4). However, the 73 OMs
that survived the freezing process continued to function during the 2 years thereafter.
This proved the principle. In the 1995/1996 season another four holes were drilled:
four strings forming the AMANDA-B4 detector were deployed between 1545 and
1978 m depth.3

The OMs are connected to the surface by coaxial cables and their Photo Multiplier
Tubes (PMTs) are operated at a high gain in order to drive their pulses through 2 km
of cable (analogue data transmission). Having developed a reliable drilling and in-
strumentation procedure, the detector was upgraded in the 1996/1997 season forming
a 10 string detector, AMANDA-B10. This time twisted pair cables were used instead
of the coaxial cables to connect the in total 424 additional PMTs. These cables have

3For an overview of the analyses performed with this detector see Andres et al. (2000).
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Figure 3.3: The AMANDA detector.

better electrical properties and it was possible to attach more OMs to these cables
than to coaxial cables.

In the 1997/1998 season three more strings were added. These new strings use a
completely new readout: the signal is transported to the surface by an optical fibre.
The advantage is that optical pulses in a fibre cable are not deformed, unlike elec-
trical pulses that disperse due to the electric properties of the cables and supporting
electronics4. The resolution in pulse separation is roughly a factor of 10 better with
respect to electrical signal transmission. During the 1999/2000 Antarctic summer six
more strings were added, completing the AMANDA-II detector. The detector, with
a total of 667 OMs on 19 different strings has an inhomogeneous topology with inter-

4A typical AMANDA PMT pulse (i.e. a pulse of a single photon electron, 1 p.e.) has a length of 20 ns,
due to dispersion, after travelling through a 2 km electrical cable it will widen to about 200 ns.
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string distances in the range of 30–60 m. Along the strings, the OMs are separated
by 10–20 m. The maximum radius of the cylindrical AMANDA-II detector reaches
127 m.

3.2.2 The electronic readout

At the surface two different Data Acquisition Systems (DAQs) have been used. Until
2007 the so-called ”µ-DAQ” system was employed. This readout system only stored
the time of a signal, the so-called Leading Edge (LE) of the PMT pulse, the duration
of the signal, i.e. the Time the signal was above (Over) the Threshold (TOT) and
the amplitude of the signal (ADC). The precision of the µ-DAQ in determining a
LE is estimated to be 4–7 ns (Andres et al. 2000), a number which is confirmed by
atmospheric muon studies. Signals of individual OMs are believed to originate from
the same ”event” if their relative timing is within a certain time window. This time
window is set to 32 µs; 10 µs of this window lies after a trigger, 22 µs before. Note
that the timescale for a muon to traverse the detector is ∼ 1 µs. With a trigger rate
of ∼ 100 Hz, the probability of observing multiple muons from different cosmic ray
events within the same time window of 32 µs is negligible. The trigger is a signal
that opens the DAQ for recording possible signals and may be either external, e.g. a
trigger from the SPASE5 airshower array, or internal, e.g. a requirement that within
a certain time at least a specific number of OMs recorded a hit. Most of the events
were triggered by this multiplicity trigger. Because signal transmission between the
OMs and the DAQ may take a couple of microseconds, a multiplicity trigger always
takes a certain amount of time to build-up. For this reason the event window lies
asymmetrically around the trigger time.

Within one event, an OM might record more than one signal (hit). A limitation
of the µ-DAQ is that, whereas it is able to record multiple LEs, it can only store one
ADC value per event. The µ-DAQ is called a peak DAQ since it stores only the
highest ADC value of all the pulses that it encounters per OM within one event and
assigns that value to all the hits. Another shortcoming is that the timing module
inside the DAQ can only record up to 16 changes in ADC and is therefore limited to
recording 8 hits.

To cope with the shortcomings of the µ-DAQ, in 2003 a new readout system was
introduced with Transient Waveform Recorders (TWRs). This ”TWR-DAQ” uses
a Flash ADC, which is capable of recording the complete structure of the pulse (a
”waveform”). An example of those waveforms is given in figure 3.4. Obviously the
TWR-DAQ extracts much more information than the µ-DAQ. The shape of a pulse
contains relevant information for event reconstruction: The width of the peak, for
instance, depends on the distance the photons had to travel before reaching an OM6

5South Pole Air Shower Experiment (Dickinson et al. 2000)
6The smearing of the wavepacket’s arrival time depends on the amount of scattering in the ice, and

hence the local ice properties.
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Figure 3.4: Example of typical waveform fragments of different OMs. Top: from 2005 data.
Bottom: from 2008 data. One can clearly see the smearing effect of electrical data transmission
for the OMs on the first ten strings (left-hand side) with respect to OMs with optical data
transmission (right-hand side). Note the different scale on the time-axes.

and can thus be used as a parameter in the reconstruction of events. Also, since a
photonic hit in a PMT has a characteristic shape, the shape of a pulse can be used to
distinguish between real physical hits and (electronic) noise hits. In the TWR-DAQ,
the waveforms of individual OMs are digitalized and events are constructed around
the recorded trigger.

The schematics of the surface electronics of AMANDA is shown in figure 3.5. After
amplification, the OM signals are split to the readout electronics (both DAQs) and
the trigger hardware. The latter is formed by the DMADD (Discriminator and Multi-
plicity ADDer), which is built of NIM (Nuclear Instrumentation Module) crates, and
a software trigger, where external triggers may be added. The main triggers are:

– Multiplicity trigger: If more than a certain number of OMs recorded a hit within
2500 ns.

– String trigger: If more than a certain number of hits along a single string recorded
a hit.
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Figure 3.5: A schematic overview of the AMANDA readout system. At the top, the triggering
system is shown, to the right the µ-DAQ is drawn in, with the TWR-DAQ indicated below.

The string trigger features a lower threshold on the number of active OMs than the
multiplicity threshold. Hardware triggers may be followed by software triggers with
more stringent requirements. Obviously an event can invoke multiple triggers. Note
that it takes some time to build a trigger and the DMADD requires the OM signals
to exceed a certain threshold (see figure 3.6). These thresholds are hardware settings
and were verified in the 2008/09 season.
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Figure 3.6: The functioning of the DMADD trigger system. The multiplicity of an event
is determined by counting the OMs with signals above a certain threshold. This counting
procedure continues until 2.5 µs after the count of the last hit. If a certain multiplicity is
reached a trigger is issued and the counting is ended.

Besides the OM signals, the DAQs also receive a GPS time signal. Because the
OM signals do not get their timestamp in the ice, the timing of the signals has to be
calibrated from the data. Also the integrated charge (time-integrated amplitudes)
has to be calibrated to account for propagation effects in the ∼ 2 km cable. Because
of the analogue data transmission, electronic crosstalk may introduce fake signals in
the detector. Crosstalk pulses can be distinguished from real hits by the pulse shape
of the waveform. The parameters used by the crosstalk removal need to be calibrated
as well. Further details on these calibration issues are given in section 4.1.

3.2.3 An overview of the 2005–2008 annual detector differences

The data used in the present analysis are exclusively TWR-DAQ data. Although the
detector was running stably throughout the four years used in this analysis, there
were some minor hardware changes that need to be taken into account besides the
common annual calibration: different high voltages, different trigger algorithms, etc.
In 2007 the data acquisition was integrated with the IceCube detector. This has re-
sulted in a different data format and readout. In 2008 the sampling frequency of the
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waveform decoder of some OMs was changed7.

Obviously the reconstruction software needs to deal correctly with the hardware
changes. During the 2005–2008 period, each year requires specific calibration and
software settings. Also the production and the reconstruction of the simulation data
(used to calculate the effective detector area, and to optimize the analysis and the
resulting sensitivity) is different from year to year. A more detailed year-by-year
overview of the characteristics of the data acquisition follows below. Because this
is related to the status of the IceCube detector throughout the four-year period, the
chronology of IceCube is given below in section 3.3.

2005

The first IceCube string was not yet integrated with the AMANDA data acquisition.
AMANDA was running 2 independent Data Acquisition systems, the µ-DAQ and
the full waveform TWR-DAQ. They were triggered by the hardware trigger system,
the DMADD, and a software trigger. The threshold of the multiplicity trigger was
set to 12, there was no string trigger. The timing, charge and crosstalk calibration
constants were determined early 2006.

2006

A start was made to integrate AMANDA in the IceCube data acquisition, by means
of sending a synchronization pulse between the two DAQ systems. Therefore the
GPS system in the TWR-DAQ was modified. This only influences the absolute timing
of events in the AMANDA detector in the order of microseconds and is therefore
negligible for this analysis. The multiplicity threshold was set to 13 and a string
trigger was introduced with multiplicities along the string of 6 OMs (string 1–4) and
7 OMs (string 5–19). A new timing calibration was performed whereas the charge
and crosstalk calibration use the same constants as determined early 2006.

2007

In 2007 the IceCube detector partly covered AMANDA. Therefore, AMANDA was
fully integrated in the IceCube system to enable combined data acquisition. This
influenced the detector response. In the meantime, the AMANDA µ-DAQ was shut
down. The higher trigger rate of AMANDA with respect to IceCube resulted in
merging (possibly multiple) AMANDA events with one IceCube event. (The uncer-
tainty in the synchronization of the 2 detectors8 forced the use of a relatively large
DAQ window on the IceCube side and therefore multiple AMANDA events could be
merged into this window.) The current analysis uses all available AMANDA events.

7Only for the electronically read-out OMs. This can be seen in figure 3.4, where the bin size of the 2008
electrical waveform is 20 ns whereas the other histograms have 10 ns binning.

8The experiment control of both detectors are separated by several hundreds of meters (see figure 3.8).
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The multiplicity and string triggers remained unchanged. New calibration con-
stants were obtained. The detector continued running in this configuration until
April 2008.

2008

During the 2007/08 season a modified string trigger was introduced in AMANDA
to optimize the sensitivity for low-energy signals. Also, the hardware of the trigger
system was updated. The AMANDA OMs that have electronic readout were config-
ured to use a 50 MHz sampling rate instead of the previous 100 MHz. This reduced
the data rate, enabling further integration with IceCube, which had by then reached
half of its total size. As the time synchronization of the 2 detectors was better under-
stood, the DAQ window was reduced such that the probability of having multiple
AMANDA events within one IceCube event became negligible.

Again, new calibration constants were obtained. The multiplicity trigger was re-
duced to 8 and the multiplicity of the string trigger to 3, to enlarge the acceptance for
low-energy events.

3.3 IceCube

As a natural extension of the AMANDA experiment, IceCube is designed to increase
the effective area of the experiment by about two orders of magnitude. To keep the
project affordable the scale within the detector (the inter-string distance and module
spacing) had to be stretched. Therefore, the design of the IceCube detector differs
completely from the AMANDA design: Strings are no longer arranged in a cylin-
drical pattern, but are placed in a hexagonal grid. In total, the IceCube detector is
designed to have 80 strings, with an inter-string distance of 125 m. Each string has 60
Digital Optical Modules (DOMs) in the ice spaced by 17 m, at depths ranging from
1450 m to 2450 m. The placing of the strings is according to a triangular pattern, so
that the detector has a homogeneous directional response, with a hexagonal shape
as overall geometry.

During the first IceCube construction season, 2004/2005, the first string was de-
ployed in the vicinity of the AMANDA detector. This enabled coincidence studies
using both detectors. Eight more strings were added during the next Antarctic sum-
mer. In 2006/2007 the total number of strings was brought to 22. During the 2007/2008
summer, extra drilling capacities enabled completion of half the IceCube detector. At
that point IceCube consisted of 40 in-ice strings, with a total of 2400 deployed DOMs.
In 2009 it was expanded to 59 strings, 3540 DOMs. An overview of the detector can
be found in figure 3.7.
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Figure 3.7: The complete IceCube detector.

Unlike the procedure employed in the AMANDA detector, the PMTs in IceCube
do not send the complete analogue pulse through the 2 km long cable to the surface.
Instead, an IceCube optical module digitizes its signals in the ice. Hence, it is called a
Digital Optical Module (DOM). The digital signal is given a timestamp at nanosecond
resolution. Each independent DOM can perform functions like PMT gain calibration,
time calibration with the surface master clock and can run in special modes. One
of these modes is the so-called Local Coincidence (LC) mode. Depending on the LC
setting each DOM can be configured in such a way that it only sends signals to the
surface if neighbouring DOMs also recorded a signal within a certain time window.
This requirement filters out the majority of the noise hits and reduces the amount of
data sent to the surface significantly. Because of the digital data transmission elec-
tronic crosstalk is negligible. With better timing precision and less noise, IceCube’s
angular resolution (∼ 1◦) is much better than AMANDA’s (Ahrens et al. 2004a). For
more information on the IceCube electronics see Abbasi et al. (2009d).

Because of the larger internal dimensions of the IceCube detector, the minimal track
length for an efficient reconstruction is larger than for the AMANDA detector. This
results in a higher energy threshold than AMANDA (∼ 200GeV for IceCube versus
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∼ 50GeV in the case of AMANDA). For this reason, an IceCube extension has been
designed: the Deep Core detector. It will consist of 6 strings in the center of IceCube
where all 60 DOMs reside at the lower part of the string. Therefore the inter-DOM
distance will be significantly smaller than in IceCube. The first Deep Core string has
been deployed in the 2008/2009 season. The Deep Core detector is fully integrated in
IceCube data acquisition to enable combined reconstruction.

3.4 The surface arrays: SPASE and IceTop

During the operation of AMANDA some studies used the data of the SPASE air
shower scintillator array at the surface. These studies combine an analysis of air
shower data and in-ice AMANDA data, and have proven useful for studies of cosmic
ray composition9 and provide an experimental verification of the pointing accuracy
of the in-ice detector. Also, studying down-going neutrinos with AMANDA, an air
shower array at the surface can serve as a veto on the neutrino data by detecting cos-
mic rays. These form the main background of an in-ice neutrino telescope. However,
SPASE is a very small detector, located near the top of the AMANDA detector (see
figure 3.8). Therefore, only events within a small range of inclination angles could be
used for those coincidence studies. To further extend the possibilities of those kind
of studies, it was decided to build a new surface array along with the in-ice detector:
the IceTop array.

Ultimately, the IceTop array will consist of 80 stations, covering an area of 1 km2.
Individual stations are located at the top of every IceCube string. On average, con-
struction goes at equal pace with IceCube deployment. Each station of the array
consists of two tanks filled with (frozen) purified water. Each tank has two optical
modules, for which exactly the same technique is used as for the IceCube in-ice mod-
ules. One of the DOMs operates at a low gain, the other at a high gain to enlarge the
dynamic range of the station response. They are connected to the DAQ by the same
cable as the in-ice IceCube string. In 2005 IceTop consisted of four surface stations, in
2006 it had 16 stations operational. In 2007 the detector had expanded to 26 stations,
in 2008 to 40 stations and in 2009 to 59 (see figure 3.8).

9See for instance Ahrens et al. (2004a,c).
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Figure 3.8: An outline of the IceTop air shower array, indicated by the positions of the in-
ice IceCube strings. AMANDA and the position of the data acquisition systems of both
experiments are drawn in, as is the location of the former SPASE air shower array.



Chapter 4
The Reconstruction of Muon
Tracks

In order to find a significant number of cosmic neutrinos one needs to suppress the
background induced by atmospheric cosmic ray interactions. The intention is to
remove all downgoing atmospheric muons by constraining our search to those GRBs
occurring in the northern hemisphere1. However, upgoing atmospheric neutrinos
caused by cosmic-ray interactions in the northern hemisphere may also be detected
by AMANDA. To remove this second contribution to the background we require a
correlation in position on the sky and timing of the events in the detector with indi-
vidual GRBs. To this end we need to reconstruct the direction of the neutrino with a
sufficiently small angular resolution. As electron and tau neutrinos do not produce
an extended particle track in the detector, our analysis is confined to the detection of
muon neutrinos. The intrinsic deviation of the neutrino direction and the observed
muon is of order ∼ 1◦ for conventional neutrino energies (∼ TeV, see section 3.1). We
must therefore reconstruct the muon direction with similar resolution.

It should be kept in mind that an event is a label used for a combination of OM
signals within a certain time window. This time window is set in such a manner that
all hits are likely to originate from a single particle (or possibly a bundle of particles)
crossing the detector. The event consists of individual hits. These hits may be due to
random electronic noise or they can have a physical origin. In the latter case, they are
the result of light, originating from either muon tracks or neutrino induced cascades.
The aim is to reconstruct the muon track based on the individual hits in the various

1Actually, because of the limited angular resolution of the track reconstruction, we only use GRBs with
declination δ > 5◦.

35
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OMs. First we need to make sure the information we have on the hit in an OM is cor-
rect, i.e. we need to calibrate the detector. Second, not all hits in an event correspond
to PMT pulses; some hits may be due to (electronic) noise. Only a cleaned event
(without noise hits) will provide an optimal reconstruction. Our track reconstruc-
tion process typically involves two steps: a quick (first-guess) reconstruction method
provides a rough estimate for the muon track. Next, the first-guess track forms the
input for a log-likelihood reconstruction. This iterative process reconstructs a muon
track with high angular resolution, typically a few degrees for AMANDA (Ahrens
et al. 2004c).

4.1 Calibration

Due to both the analogue transmission of PMT signals through ∼ 2 km long ca-
bles and the amplification in the surface electronics, the PMT pulses are deformed
and delayed before they are digitized in the TWR-DAQ. As AMANDA is an inho-
mogeneous detector with various types of OMs and signal transmission methods
(see section 3.2.1), the calibration constants are OM-specific parameters. For each
recorded waveform, three parameters are important and thus need calibration: the
start time, the integrated charge and the shape of the pulse.

Time calibration

The required timing accuracy of each OM’s signals relative to other OMs is of the
order of a few nanoseconds2. This calibration is performed in two independent ways.
All OMs in the AMANDA detector have an optical fiber for activating the PMT with
a laser pulse from the surface. As the timing of the laser pulse is known, the delay
of the PMT response at the surface can be measured. However, this method may
be efficient in measuring the cable delay, it cannot measure the delay in the DAQ
electronics as the OM is disconnected from the DAQ during this special mode of data
collection.

The alternative way of time calibration is based on the reconstruction of (down-
going) muon tracks. It does not involve measurements at the surface station, but can
be performed in offline processing. It consists of an iterative process of reconstructing
muon tracks by minimizing the time residuals. Time residuals are the time difference
between the measured hit time and the expected hit time based on a track hypoth-
esis. This is exactly the same procedure as used in a log-likelihood fit (section 4.4).
However, for the purpose of calibration, only 80% of the hits are used for the track
reconstruction. The average time residuals of the other OMs give their time offset
(called T0). From a large data sample, the median time offset of every OM is obtained
and used in a next iteration of processing. After a few iterations the T0 converges to

2Note that this differs from the absolute time calibration of the AMANDA detector, which is at GPS
resolution of ∼ 1µs. For this analysis an absolute resolution of ∼ 1 s would already be sufficient.
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Figure 4.1: An example of the muon timing calibration for OM36 in 2008. (Courtesy of Chang
Hyon Ha.)

Figure 4.2: The difference in the timing calibration constants for all modules between the 2006
and the 2007 calibration. A Gaussian is fitted to guide the eye. (Courtesy of Chang Hyon Ha.)

its final value (see figure 4.1). For most OMs, the time offsets differ only slightly from
the value of the previous year (see figure 4.2). Therefore it is sufficient to calibrate
these timing constants on an annual basis. The calibration constants used in the data
processing were obtained in this fashion.
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Figure 4.3: An example distribution of the integrated charge. The noise peak of hits with low
amplitudes is clearly visible.

Charge calibration

The induced charge of a hit (correlated to the integral of the waveform) is not directly
used by the reconstruction methods we employ in our analysis. However, the in-
duced charge plays a significant role in distinguishing a true photonic hit from noise
hits (section 4.2). It is calibrated by plotting the integrated waveform distribution for
each OM. The large peak in figure 4.3 corresponds to the PMT charge build-up re-
sulting from one photon hitting the cathode. The sharp peak just above the threshold
corresponds to noise hits and is clearly distinguishable from a physical hit.

Crosstalk calibration

AMANDA suffers from crosstalk effects, non-photonic hits induced by activity in
other OMs. When a strong (analogue) signal travels through a cable or electronic
board, electromagnetic inductance can produce a pulse in a nearby wire or elec-
tronic circuit board. The crosstalk signals are expected to be relatively short pulses
compared to normal physical waveforms: they do not suffer the same amount of
smearing as physical pulses from that particular OM. This means that crosstalk hits
have higher amplitudes compared to their waveform integral. We determine the
region in the integral-amplitude space where we expect physical hits, see figure 4.4.
This fit is used to provide selection criteria for crosstalk removal.

Thresholds

In the integrated waveform distribution of figure 4.3 the threshold of the TWR-DAQ
is clearly visible. Every OM has an independent configurable threshold; it can be
adjusted to the individual noise level of each OM. Obviously, applying this threshold
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Figure 4.4: An example distribution of the peak amplitude versus the integral of a waveform.
The hits with low charges and relatively high amplitudes are crosstalk hits. The normal noise
at low amplitudes is also visible.

Figure 4.5: The difference between waveform maximum amplitudes in simulated data with
respect to 2008 experimental data. ((amplitudeMC

− amplitudedata)/amplitudedata)

results in the suppression of the vast majority of the noise hits. In the detector sim-
ulation, this threshold value is taken into account. With only a few different types
of OMs in AMANDA, six template waveforms are used to simulate the behavior
of all OMs. The templates are scaled and stretched to approximate the response of
individual OMs. A comparison between simulation data and experimental data (see
figure 4.5, where the peak amplitude of each OM’s waveforms in experimental data
is compared to the values seen in simulated data) shows that this scaling is effective.



40 Chapter 4

In addition to the TWR digitizers, the trigger system (DMADD) has thresholds
(see figures 3.5 and 3.6). These thresholds are different from the TWR thresholds
that show up in the integrated waveform distribution: for most OMs the DMADD
thresholds are lower. Because the integrated waveform distributions also contain hits
that did not contribute to the triggering, the DMADD thresholds cannot be verified
from the TWR data. All DMADD thresholds were evaluated at the South Pole during
the 2008/09 season. They are used in simulation production, but not in the retrigger-
ing3 that we use for our data processing. At the time of processing (during the 2008
season) correct DMADD thresholds were unavailable. In order to be conservative,
we did not use these additional thresholds in our retriggering procedure. Obviously,
the simulation data is processed in an uniform manner. The use of conventional
thresholds for the refiltering is a conservative approach as it results in a slightly
higher background event rate. These background events will be easily filtered from
the data in the next processing steps.

4.2 Noise signals

Two types of noise occur in the AMANDA detector: noise can either be random,
or correlated with a physical event (i.e. crosstalk). Obviously the latter is the most
dangerous noise type for track reconstruction. As they are a non-random effect they
can significantly influence a track direction. Electronic crosstalk is the first noise type
that is filtered out from the data.

4.2.1 Electronic crosstalk

Crosstalk hits are non-photonic hits originating from signals in other OMs. These
pulses can have a considerable amplitude and are therefore easily mistaken for being
a real photonic hit. Most of the crosstalk consists of OMs on the same string influenc-
ing each other. The further the crosstalk hit is separated (either in time or in space)
from the physical hits, the more harm it can do to the reconstruction of a track.

In µ-DAQ data there is less information available about the shape of a signal pulse
(see section 3.2.2), therefore the µ-DAQ crosstalk filtering is based on a known map
of OM pairs consisting of a transmitter and a receiver of crosstalk. In case of a trans-
mitter OM features a hit, a crosstalk signal is expected in the receiver OM. This map is
determined by special data collection in which the high voltage of all OMs is turned
off, except for the suspected transmitter OM. A good efficiency is ensured by using
bright laser pulses to evoke a strong signal in the transmitter. Optical channels are
not included in this map as they are not expected to feature crosstalk. Hits are also
suspected in case their duration is short compared to their amplitude. However, for
the µ-DAQ system, this information may be ambiguous, as explained in section 3.2.2.

3Retriggering means imposing the trigger conditions during the offline processing. This is done after
some hits may be filtered from the event due to crosstalk or noise cleaning.
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Because waveforms contain more information than the µ-DAQ hit information,
crosstalk is more easily recognized in TWR data. A crosstalk waveform is expected
to have a typical bipolar shape, in contrast to a photonic PMT pulse shape (Wagner
2004). However, this feature is lost in the offline data as the TWR-DAQ cuts out
certain parts of the waveform fragments to lower the data rate. These fragments, as
shown in figure 3.4, are cut sharply around the physical pulse. Hence only part of a
bipolar crosstalk pulse is stored.

The most effective way of filtering crosstalk from waveform data is by filtering
out short pulses. Instead of determining the duration of a pulse in time (which may
be sensitive to baseline fluctuations and multiple-peak waveforms, see figure 3.4,
bottom right) we use the relation between the integral of a waveform and the peak
amplitude. The physical region in this integral-amplitude space, see for example
figure 4.4, is parametrized. If a hit falls outside the parameter range expected for
physical hits, it is considered to be crosstalk.

It is difficult to determine the exact efficiency of this way of crosstalk filtering.
Crosstalk cannot be simulated and because laser-fibers in AMANDA are deterio-
rating, a thorough ”map-like” verification is no longer possible. Nonetheless, based
on the experience with theµ-DAQ system, we expect to be able to remove the majority
of the crosstalk signals in this manner.

4.2.2 Bad OM cleaning

For technical reasons not all of AMANDA’s 677 OMs are actually connected to the
TWR-DAQ. In addition, not all connected modules provide useful data as the quality
of their connection has gone bad during the past years. Some of those modules
have been turned off completely. (See for example the empty spots in figure 4.5.)
However, some of them are still taking data. The set of modules that has been
calibrated successfully, can differ from year to year. Therefore, a list of bad OMs has
to be updated on an annual basis. These OMs are excluded from data processing,
where the simulated data are treated in the same manner as experimental data.

4.2.3 Random noise

Although the low temperature in the ice reduces the electronic jitter in the PMTs,
AMANDA still records some fake, non-photonic, hits. The random noise rate is
about 400 Hz per OM. With a trigger window of ∼ 10 µs and a trigger rate of
∼ 200 Hz, the majority of these noise hits do not pass the trigger conditions. A mi-
nority of noise hits still ends up in the trigger window and passes the TWR threshold.
As those noise hits are uncorrelated with the physical event, they are in general not
very harmful for the track reconstruction. Note that the log-likelihood fitter allows
for a possibility of observing a certain noise rate in the detector, see section 4.4.
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However, it is useful to remove noise hits that can cause large lever arms in the
track reconstruction: hits that are isolated in either space or time are removed before
we perform the log-likelihood reconstruction. Hits that are separated from the ma-
jority of hits by more than 150 m or more than 500 ns are removed. Also hits that are
outside a time window of 6.5 µs around the majority of all hit times are removed4.

4.3 First-guess reconstruction

Although the track we use in our final analysis comes from a log-likelihood fit, we
need a few crude and quick algorithms to select candidate events to be subjected
to the fitting process. Running a log-likelihood fit on all triggered events would
take enormous computing power. As is common practice in online AMANDA data
filtering, we first filter our data based on the results of three first-guess methods.
These tracks form the seeds of the log-likelihood reconstruction. The three first-
guess algorithms we use account for the shape of the Cherenkov lightcone. Instead
of just combining individual hits, a track hypothesis is formed and the pattern of
hits around this hypothesis is studied. Therefore these algorithms are more accurate
than the simplest reconstruction methods, which just average the direction of all hit
combinations without using the properties of the Cherenkov lightcone.

4.3.1 Direct Walk

The Direct Walk algorithm was developed by the AMANDA collaboration in 2001
(Steffen 2001) and was updated in 2002 (Steffen 2002). It is described in the AMANDA
publication Ahrens et al. (2004c). The algorithm uses the geometry of the Cherenkov
cone. Based on this geometry it selects so-called direct hits. These are hits that were
recorded at the front of the Cherenkov lightcone, where the photons did not suffer
from scattering in the ice. As a result of this selection criterion, the algorithm is
not very sensitive to noise hits and is (to some extent) able to handle multi-muon
(coincident) events. The reconstruction method consists of four steps:

1. constructing track elements (TRELs), a line connecting two direct hits.

2. Selecting track candidates (CANDs) from the TRELs.

3. Choosing the best CAND as final track.

4. Determining the track direction.

A TREL is a straight line connecting two OMs that recorded a hit with mutual distance
d, have hits with a time difference ∆t and obey:

4The start and end time of the window are determined by maximizing the number of hits inside.
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|∆t| <
d
c

+ 30 ns;

(4.1)
d > 50 m.

This means that the two hits are connected by a ”possible” light path with an accuracy
of ∼ 1 m and with a minimum base length of 50 m. The TREL parameters are calcu-
lated from the OM positions and the two hit times: (x, y, z, t, θ, φ). Here the vertex of
the TREL, (x, y, z) is defined as the average position of the two OMs. If the number
of TRELs exceeds 200, the procedure is started again with a time limit reduced by 5 ns.

Construction of the track candidates (CANDs) is in fact selecting those TRELs that
have parameters that describe the pattern of a muon track and subsequently asso-
ciating hits to it. It requires a sufficient number of hits along the track with time
residuals according to expectation, and a minimum track length. Therefore, hits, in
order to be associated to the track, need to fulfill two criteria:

− 30 ns < δt < 300 ns;
(4.2)

d < 25
4√

δt + 30 ns.

Here δt is the time residual, i.e. the difference between the reference hit time (t0) and
the expected hit time (tgeo) for a direct photon from the track hypothesis (the TREL),
and d the distance from the OM to the TREL. The fact that the distance is limited by
a root does not have a deep physical meaning: it just provides an empirical fit to the
parameter space. As becomes clear from figure 4.6, the time residual equals:

δt = t0 − tgeo =
P̂ · (~ri − ~r0) + d tanθc

c
, (4.3)

where P̂ is the unit vector along the track, (~ri −~r0) is the vectorial difference between
the point of the emission ~r0 of the photon on the track and the position of the OM ~ri,
and d tanθc is the correction factor due to the limited velocity of the Cherenkov light
in the medium. The associated hits are used to perform selections on the quality of
the track candidate:

Nhit ≥ 10;
(4.4)

σL ≡

√
1

Nhit

∑
(Li − L̄)2 ≥ 20 m.
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Figure 4.6: A schematic picture of a track candidate and a hit OM, from (Ahrens et al. 2004c).

In other words: there should be a minimum number of associated hits Nhit, and there
is a minimum spread of hits along the track. Here Li is the lever arm, i.e. the distance
between the vertex~r0 of the TREL and the point on the TREL that is closest to the OM
i (the L in figure 4.6). The average of all lever arms is L̄. The distance criterion on the
associated hits (4.2) makes sure that multi-muon events with a minimum distance of
∼ 100 m are reconstructed separately.

Because this second step produces multiple track candidates, one still needs to select
the final track from the CANDs. To this end, one combines the two CAND quality
criteria to one quality parameter:

QCAND ≡ min(Nhit, 0.30σL + 7). (4.5)

The parametrization of σL is determined experimentally and is chosen such that it
covers some previously existing quality criteria. Let Qmax be the maximum of all
QCAND-s, then select only those CANDs that fulfill:

QCAND ≥ 0.7Qmax. (4.6)

Because CANDs originating from the true muon track are thought to be numerous,
one expects to have clusters of CANDs. The averaging procedure for such a cluster
is as follows: one determines the number of neighbours, i.e. the number of CANDs
within a cone with a opening angle of 15 degrees. The CAND with the highest
number of neighbours is considered to be the best guess for the muon track. The
final track direction is the average direction of all the CANDs in the 15 degree-cone of
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the selected CAND. The vertex and time are taken directly from the selected CAND.

4.3.2 IceDwalk

The IceDwalk algorithm is an improved version of the Direct Walk algorithm. It
basically uses the same procedure of clustering hits and posing quality constraints
to (bundles of) track hypotheses as the Direct Walk algorithm. The main differences
are the use of some different quality criteria and the fact that all hit information of
the associated hits is passed from TRELs to CANDs and subsequently to a bundle
of CANDs, which we will call a Jet. This improved quality information results in
better ordering of Jets, and therefore in constructing completely independent tracks.
Hence it is more suitable for reconstructing multiple-muon events than the original
Direct Walk.

The construction of TRELs follows the same procedure as described above, except
that the minimum distance between the two hits (4.1) is set to d > 75 m. Hits are asso-
ciated with these TRELs with the same condition on their time residual as before (4.2),
but their distance is now simply limited by a constant value:

d < F × λ, (4.7)

where λ is the photon scattering length in the ice and F is a constant obtained by
optimization of the algorithm using simulated data (F = 3.07126).

Track candidates, the CANDs, have to fulfill slightly modified quality criteria:

Nhit·string ≥ 1;
(4.8)

QCAND ≥ 0.8Qmax.

Here, instead of Nhit, we use Nhit·string, the number of associated hits times the number
of associated strings (the number of strings on which the associated hits reside). Thus
we add a weight for a track to cause hits in multiple strings. This was designed to
limit the algorithm’s preference for aligning a track direction along a string. The
track quality number is again based on the distribution of the hits along the track
candidate. To cope with the shortcomings of the spread of the lever arm5, as used by
Direct Walk (see condition (4.4)), IceDwalk uses a different method to quantify the
distribution of the hits than the Direct Walk algorithm. The CAND quality number
is given by:

5It has been shown that using the spread of the lever arm to quantify the distribution of hits along a
track hypothesis leads to a bias in the track direction towards alignment with a string. This especially
affects short tracks of e.g. low-energy muons.
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QCAND ≡ 2Nhit·string

(
sp(x)

max(x) −min(x)
+

sp(|x|)
max(|x|) −min(|x|)

)
(4.9)

−

(
sp(x) − spexp(x)

sp(x)
+

sp(|x|) − spexp(|x|)
sp(|x|)

+
|median(δt)|

sp(δt)

)
.

Here, x is the projected hit position on the track with respect to the track reference
point, sp(x) = 〈|x −median(x)|〉 is the spread of the hit positions and spexp(x) is the
expected spread of the hits given a uniform hit distribution along the track between
the maximum and minimum x values. The first two fractions are the contribution to
the track quality of the spread of the hit pattern compared to the maximum spread
one can reach based on the most distinct hits. Deviations of the spread from a uni-
form hit distribution along the track are subtracted.

The CANDs that pass above quality conditions are merged into Jets in case the
distance between their vertices is smaller than 20 m and the opening angle between
the CANDs is smaller than 15 degrees. The average position and direction form the
Jet’s properties. The Jets inherit all associated hits from the original CANDs. Each
Jet is assigned a new quality that is the average of the CAND quality: the sum of
the CAND qualities (4.9) divided by the number of CANDs that form a Jet. This Jet
quality is then refined based on the number of hits associated to the Jet:

QJet = QJet + 0.2 × (Nhit·string −Nmax
hit·string), (4.10)

where Nmax
hit·string is the maximum number of associated hits/strings of a Jet encoun-

tered in the event. Next, the Jets are ordered in quality. In case Jets are within 30 m
and their opening angle is within 7.5 degrees, Jets themselves will be merged. A new
quality is calculated and the order is adjusted. This process will be repeat until no
more Jets are merged.

The remaining Jets are given as the final reconstructed tracks. By design, multiple
muons that are well separated in either space or time are reconstructed indepen-
dently.

4.3.3 JAMS (Just Another Muon Search)

The JAMS (Just Another Muon Search) is a first-guess algorithm that is based on a
different principle. Instead of starting with combinations of hits, JAMS is based on
hit clustering. All parameters and thresholds are configurable and are optimized for
AMANDA performance using simulated µ-DAQ data.

It starts by uniformly dividing the unit sphere into N directions. For each of those
directions, all hits of the event are projected on the normal plane of this direction.
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Thus, one obtains a hit distribution in a three dimensional space: two planar coordi-
nates (X,Y) and the time. Next, one counts the number of hits in this plane that fulfill
some clustering criteria. First, the distance d between the hits is calculated, then the
difference in hit times dt is added in quadrature:

ξ = d2 + c2dt2. (4.11)

The minimum and maximum distances for each hit pair in the (X,Y,t)-space is now
defined as:

dmin =
√
ξ − 2cd|dt|

(4.12)

dmax =
√
ξ + 2cd|dt|.

In case the minimum distance for a hit pair is larger than 100 m, the hits surrounding
this pair within a distance of 100 m are counted and added to the cluster. There might
be multiple regions on the XY-plane that have clusters. In case the largest cluster
consists of more than a certain number of hits, the initial direction (the normal of
the plane) is stored as track hypothesis. The position of the track is defined as the
position of the largest cluster of hits on the plane.

In this manner one obtains for every initial direction (in case a cluster could be
constructed) the size of the largest cluster in the XY-plane. The track hypotheses are
ordered in cluster size and the first few are stored. For those few hypotheses, the
track is fit using an analytical procedure that requires only a few iterations. In case
the hit times satisfy causality the best time, position and direction is calculated: time
residuals are minimized using the Cherenkov lightcone geometry. This fit replaces
the initial uniform track hypothesis.

As happens in the case of the direct walk algorithms, quality parameters of the
track hypotheses are calculated. Hits that are close to the track are counted and given
a weight based on their distance to the track hypothesis. Also the time spread of
the hits is taken as input for a neural net that determines the final track quality. The
final tracks are ordered in quality and stored in case the quality parameter exceeds a
certain threshold.

4.3.4 First-guess performance

Although the angular resolution of first-guess algorithms (typically 20◦) is much
worse than when using log-likelihood fitters (typically a few degrees), the methods
are a quick way of reconstructing the muon’s direction. Therefore they may be used
in online processing at the South Pole (where computing power is limited) as a filter
to suppress the large background.
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Figure 4.7: The opening angle distributions between the first-guess reconstruction and the
true simulated muon track. Upper left is on 2005 data, upper right on 2006, lower left on 2007
and lower right on 2008 data.

We independently studied the angular resolution of the algorithms for all years
covered by this analysis using simulated data (see appendix A). Because of the
differences in the data acquisition over those four years, the response of the track
reconstructions differs slightly from year to year. For this study, we re-weighted our
signal simulation with the Waxman-Bahcall spectrum (2.2). The results are given
in figure 4.7. One can see that the Direct Walk algorithm often mis-reconstructs the
muon track by ∼ 90◦, whereas IceDwalk and JAMS do not suffer from this feature.
This artefact is caused by the fact that the Direct Walk algorithm does not account
for the spread of the individual hits along the track. The median angular resolution
of the IceDwalk track is 19◦, of the JAMS track is 20◦ and of the Direct Walk track is
28◦. For the exact median resolution per algorithm per year see table 4.1.
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2005 2006 2007 2008
IceDwalk 19.8◦ 19.8◦ 18.3◦ 19.3◦

Direct Walk 28.3◦ 28.3◦ 27.3◦ 27.8◦

JAMS 19.8◦ 19.8◦ 19.3◦ 21.3◦

Table 4.1: The median resolution of the first-guess algorithms used in this thesis. The accuracy
due to binning effects is ≈ 0.3◦.

4.4 Log-likelihood reconstruction

A log-likelihood reconstruction typically consists of an iterative process that mini-
mizes the time residuals along a track. The iteration process starts with one (or more)
seeded first-guess track(s). The time residuals along the track are calculated and as
the optimum direction and position of the fit may differ from the input track, a new
track is produced. This new track may then form the input of a next iteration. The
number of iterations performed by the log-likelihood fitter is configurable.

4.4.1 Pandel log-likelihood reconstruction

In the minimization process the time residuals are weighted with the probability of
having a certain time residual (δt) given the linear distance travelled by the photon.
This probability is in general a function of the local ice properties. In our reconstruc-
tion algorithm we use the so-called Pandel function to describe these probabilities.
The analytic expression of this gamma distribution was inspired by laser measure-
ments in the Baikal experiment (Pandel 1996). It is given by:

p(ρ, ξ, δt) =
ρξδtξ−1

Γ(ξ)
e−ρδt. (4.13)

Here, ξ = d/(λ sinθc) the distance between the emission and the detection of the
Cherenkov photon (see figure 4.6), λ and ρ are free parameters. The local parameters
are archived in large look-up tables that have been determined once using calibration
measurements and dedicated simulation (Ackermann et al. 2006). One can think of
this probability as the probability for a certain delay of a travelling photon compared
to the expected photon travelling time from a certain origin point based on general
ice properties. This probability is given as a function of the distance from the muon
track. In principle the likelihood can be extended by e.g. assigning probabilities to
finding no hit in an OM, cf. (Ahrens et al. 2004c), but we do not follow this approach
in our analysis.

The problem with using the Pandel function (4.13) for the likelihood of a certain
time residual is that the function only allows for positive time residuals. However,
due to time jitter in the OMs, hits potentially have negative time residuals. To cope
with this limitation, the Pandel function is convoluted with a Gaussian. One obtains:
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p(ρ, ξ, δt) =

∫
∞

0

dx
√

2πσ2
p(ρ, ξ, x)e−(δt−x)2/2σ2

, (4.14)

where σ is the standard deviation of the time jitter of the OMs, which follows a
Gaussian distribution. This convoluted Pandel function is well-defined for both pos-
itive and negative time residuals. However, evaluating this function numerically in
the entire distance-time residual space is not possible within a reasonable computer
accuracy. Therefore, the function is approximated in some regions of this space. An
exact description of the functions used in the entire space is given by Van Eijndhoven
et al. (2007).

This Gaussian-convoluted Pandel function is used as likelihood for the time residuals
of the hits along the muon track hypothesis. The jitter time we allow on the hit time
(representing the standard deviation of the Gaussian) is set to 15 ns. To minimize
the effect of scattering we only use the first hit each OM recorded in the event. A
constant noise probability is added to the likelihood function to account for one
noise hit per 800 ns. In practice this means we expect less than 1 noise hit to pass the
noise filtering (see section 4.2.3). As we use enough iterations of the log-likelihood
fitter, it is safe to feed the log-likelihood fitter all first-guess results. It can only help
the algorithm to probe a large area of the solution space and therefore limits the
probability of getting stuck in a local minimum. The log-likelihood fit used in our
analysis is implemented in a framework called ”Gulliver”. In following chapters, the
log-likelihood reconstruction will be named after this framework.

4.4.2 Estimating the accuracy of the log-likelihood reconstruction

Although the log-likelihood reconstruction consists of a large number of iterations,
the pointing accuracy of the result is limited. Note that we do not impose stringent
quality criteria to our event sample. The angular uncertainty of the reconstruction
result depends on the characteristics of the event: the shape of the log-likelihood
function around the optimum depends on the exact position and direction of the
track hypothesis. To probe this uncertainty, we vary the resulting track around the
log-likelihood hypothesis.

Within a 10 degree cone around the log-likelihood track, the log-likelihood func-
tion is evaluated using a small grid. Note that this uses the same parametrization as
was used in the actual log-likelihood reconstruction. The variance of the likelihood
around the optimum is fit by a 2-dimensional Gaussian. This fit uses a standard χ2

minimization. In both directions (two orthogonal parameters θ and φ are used), the
width of the Gaussian (σθ and σφ) is a good estimate for the track uncertainty. For
the mathematical details of this approach, see Neunhöffer (2006). We will use the

combined standard deviations σ ≡
√
σ2
θ + σ2

φ as angular uncertainty of the fit.
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Note that because of the different grid6, the algorithm might find a (slightly) differ-
ent optimum than the original log-likelihood fit. As our grid is already sufficiently
smooth compared to the dimensions of the AMANDA detector, this difference will
be minimal. Hence, we use this algorithm only as estimate on the track uncertainty.
Instead of a Gaussian fit, previously a paraboloid fit to the likelihood was used by this
algorithm. For this reason the algorithm is commonly known as the ”Paraboloid” fit.
This name will be used in the following chapters.

6The algorithm only probes a small part of the entire parameter space (θ,φ) as used by the log-likelihood
fit. The grid-size that is used is smaller.





Chapter 5
The Analysis Method

As the sensitivity of current neutrino observatories approaches the Waxman-Bahcall
limit (see formula (2.3) and figure 2.4), they have a fair chance of observing GRB
neutrinos. Using the directional and temporal information for individual GRBs,
such as those provided by the Swift satellite, one can significantly reduce the uni-
form background due to atmospheric neutrinos and mis-reconstructed atmospheric
muons. With this information, GRBs may well be the most promising events to look
for high-energy cosmic neutrinos.

The minimum observable neutrino energy of AMANDA is a few tens of GeV, whereas
IceCube’s is ∼ 200 GeV. Precursor-, prompt- and afterglow neutrinos are expected
to have energies well within the sensitive energy range of these instruments (see
section 2.5). Therefore, one of the aims of our stacking based analysis is to be equally
sensitive to all three GRB neutrino signals, by allowing for both a large time window
and a wide energy range. However, it must be noted that because the Earth becomes
opaque to neutrinos with energies above ∼ 1 PeV, very energetic neutrinos cannot be
observed over the entire northern sky of 2π sr. Nonetheless, IceCube is sensitive to
these very-high energy neutrinos, provided that their incident angle lies just above
or below the horizon.

Until now GRB neutrino searches have been optimized for detecting the prompt
neutrinos, with the assumption that the time lag between the photons and the neu-
trinos is negligible (Achterberg et al. 2007, 2008). The method we use here is not
restricted by this assumption, nor is it limited to detecting prompt neutrinos: it is
equally sensitive to all neutrinos that arrive within a certain time window around
the trigger time. Our time window runs from one hour before the burst trigger, until
one hour after the burst trigger. As the various emission phases occur in different
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stages of the fireball development (section 2.6) the uncertainty in the neutrino arrival
times with respect to the prompt gamma-ray emission is large. Using a sufficiently
broad time window copes with any of these uncertainties. Note that this analysis
is therefore complementary to the previous analyses that allowed for the signal to
arrive in a limited time range only.

The background (i.e. atmospheric neutrinos and (mis-reconstructed) muons) is not
correlated with the GRB trigger and therefore is distributed randomly in the time
window. The GRB signal is expected to manifest itself as a clustering of events in
certain time bins. As our method is aimed for stacking-based analyses, the final two-
hour time window consists of the data around the trigger times of multiple GRBs.
The assumption we use in this stacking procedure is that the time difference between
the prompt γ emission and the neutrinos (by whatever cause) is a characteristic
feature of all (or most of) the GRBs in the sample. Thus stacking the observations
(time windows) of individual GRBs to a ”stacked” time window will enhance the
clustering of the signal in certain time bins within the two-hour window, whereas
the background still follows a uniform distribution. In this way a significant signal
may be obtained even in the case of a low neutrino signal from individual GRBs.

In the case of GRB080319B, the brightest GRB observed to date, one may expect
multiple signal neutrinos. Therefore, in chapter 6 we will first apply our method to
the data of this single burst. The stacking analysis of AMANDA data integrated over
four years of exposure, is presented in chapter 7. In this chapter we give a general
overview of the method.

5.1 Toy model

The expected background of the AMANDA detector has two main contributions.
First, there are the up-going muons, which originate from atmospheric neutrinos
created in cosmic ray events at the Northern hemisphere. Of those, we expect to
detect ∼ 4 per day in the full AMANDA detector (Abbasi et al. 2009b). The second
and most important type of background is caused by mis-reconstructed down-going
muons, originating from atmospheric showers at the Southern hemisphere. The at-
mospheric muon events dominate over neutrino events by a factor of 106. As the
selection criteria do not impose stringent quality requirements on the reconstruction
of the events, this second contribution to the background dominates our analysis.
We anticipate a background rate of 105 signals per GRB window of 2 hours over the
entire sky. Obviously, a GRB signal, being of the order of a few signal neutrinos
at most, is entirely lost, as illustrated figure 5.1. This forces GRB neutrino searches
to confine themselves to up-going signal directions. Hence, the GRBs used in our
analysis are in the Northern sky with declination δ > 5◦. In our analysis we can be
even more effective in eliminating the background by using the GRB’s directional
information, as indicated before.
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Figure 5.1: A simulated amount of observed events (corresponding to AMANDA observed
event rates) as function of time on the whole sky. Time is with respect to the GRB trigger time.
We use 60 s binning.

We only consider events that point back towards the GRB location within some
angular range. Confining ourselves to such an angular window around the GRB
location is a powerful instrument to eliminate the background from the final analysis
sample. As we will explain in chapters 6 and 7, we filter on this angular window in
two steps: we first use a first-guess (section 4.3) on the arrival direction of a neutrino-
generated muon. We then remove those events that are outside the angular window
for a particular GRB according to the log-likelihood reconstruction (section 4.4). For
illustrative purposes, we assume that this filtering efficiently reduces the amount of
background to ∼ 10 events in the two hour (stacked) time window.

In an optimistic scenario 10% of all GRBs produces a signal neutrino in a km scale
neutrino detector1 (Halzen & Hooper 1999). As the SWIFT satellite observes about
100 GRBs annually, we may expect to stack ∼ 50 GRBs per year from the Northern
Hemisphere. This implies that we can expect to use the data of ∼ 200 GRBs in our
4-year stacking analysis2.

As an example, assume that we may expect to observe ∼ 3 signal neutrinos clus-
tering in time within our window. Using the above assumptions, the observed time
window, after filtering for the GRB direction, may look like figure 5.2. Whether this
observation would result in a significant discovery of a GRB signal will be evaluated

1Note that this estimate only comprises prompt neutrinos.
2Note that the actual number of GRBs we will be able to use will be lower subject to detector performance

issues.
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Figure 5.2: The amount of observed events as function of time with respect to the GRB trigger
time. We use 60 s binning.

below. We use a bin size of 60 s (analogous to the bin sizes used in chapters 6 and 7)
and assumed that all signal events arrive within the same bin. Note that for a stack-
ing analysis the width of the signal peak is determined by the spread in the arrival
times of GRB neutrinos. If this spread increases beyond the bin size, the detection
probability and hence the efficiency of the method decreases. The expected spread
determines the optimal bin size of the analysis, see chapters 6 and 7.

5.2 Assessing the significance of an observation

From figure 5.2 it is clear that combining temporal and directional GRB information
is a very powerful method of enhancing the sensitivity of our GRB analysis. The
peak at t = 0 might be the result of a GRB signal, the question left is: what is the
significance of observing such a temporal profile3?

5.2.1 Ψ-statistics

There is an exact method that describes the probability of encountering a certain
distribution of entries: the probability of observing a specific distribution pattern of
a total of N entries divided over m time-bins, provided that the individual proba-
bilities for the various bins are static and independent, is given by the multinomial
distribution:

3We will call the observations, as shown in figure 5.2, a time profile or temporal profile. Note that this
profile is purely a representation of the data at a certain filter level. In our case it contains both background
and signal entries.
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p(n1,n2, ...nm|Nm) =
N!

n1! · · · nm!
pn1

1 · · · p
nm
m ≡ p. (5.1)

Here pi is the probability of an entry ending up in bin i. In case of a uniform back-
ground this is simply pi = 1/m. The ni represent the number of entries in bin i.

Following a Bayesian formalism, see Gregory (2005), let us define a Ψ-value as:

Ψ ≡ −10 log10 p(D|HI), (5.2)

where p(D|HI) is the probability of observing the data D under the hypothesis H,
given some prior information I. This Ψ-value represents the maximum support the
data can give to an alternative for the hypothesis H (Van Eijndhoven 2008). Due
to the logarithmic (dB) scale a Ψ-value is more intuitive than a regular (frequentist)
probability. Because a probability is always smaller than one and larger than zero,
these Ψ-values are positive definite. For a certain distribution of entries given some
specific probability distribution, one can derive the bayesian Ψ-value by simply using
the multinomial distribution (5.1) (Van Eijndhoven 2008):

Ψ = −10

log10 N! +

m∑
i=1

(ni log10 pi − log10 ni!)

 . (5.3)

Here we sum over all bins that contain entries. In case the observation is due to the
expected probability distribution (e.g. uniform background), a low Ψ-value will be
obtained since p(D|HI) will be relatively high. Deviations from the expected back-
ground will result in increased Ψ-values.

Applying this to the ”observation” of the toy model in figure 5.2 we find Ψ = 186.15.
However, since the Ψ-value is determined by the distribution pattern of entries in
the time window, a certain number of background entries represents a whole scala of
background Ψ-values. The background Ψ-distribution corresponding to this situa-
tion is constructed by uniformly randomizing 13 entries over 120 bins. It is illustrated
in figure 5.3. Based on this distribution, one can assign to the Ψ-value of the actual
”observation” a P-value of P = 1.13 × 10−3. This is the fraction of Ψ-values having a
larger value than this observation, given the background-only hypothesis:

P-value =
n(Ψ > Ψobserved)

N
. (5.4)

It is common practice to claim a discovery only in case no more than a fraction
of 5.73 × 10−7 of the background samples has equal or larger Ψ-values than the
observation. This corresponds to a 5σ level for a Gaussian background distribution.
Clearly, our toy model observation does not qualify as discovery.
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Figure 5.3: The Ψ-distribution for randomizing 13 entries in 120 bins.

5.2.2 Poisson statistics

In case the observations do not lead to a discovery using the Ψ-statistics we explained
above, we aim to set an upper limit to the GRB neutrino flux, being the number of
neutrinos per unit area per unit time. As our Ψ-statistics concern the distribution
pattern of neutrinos within a time window rather than a number of neutrinos per unit
time, this statistical method is not suited for the determination of a flux upper limit.
Whereas the statistical probability of finding the observed distribution of entries over
bins is given by the multinomial distribution (5.1), the contents of individual bins are
described by Poisson statistics. We will use Poisson statistics for the determination
of the flux upper limit in case of a non-detection and in the process of optimizing our
analysis (see section 5.3).

The N background events are uniformly distributed in the (two-hour = 7200 s)
time window. Stacking NB bursts we observe a background event rate per burst
of r = N/(7200NB) s−1. This results in an average number of expected background
events per bin per GRB of:

µ = rτ =
Nτ

7200NB
, (5.5)

with τ the bin size in seconds. Using bins with equal bin sizes, this can also be written
as: µ = N/nbins, with nbins the number of bins of our time window. Thus, each bin
has a constant number of expected background entries. Having a constant event rate
per bin motivates the use of Poisson statistics.

The probability of having ni entries in bin i is determined by Poisson statistics:
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Figure 5.4: The normalized Poisson distribution for a mean of µ = 13/120.

p(ni|µi) =
e−µiµni

i

ni!
. (5.6)

Here, the number of entries ni in a specific bin i is obviously an integer, while the
mean expected number of entries µi is a real number. Under the hypothesis that
background entries are randomly distributed in the time window, we have:

µi = µ =
N

nbins
. (5.7)

If we apply this to the situation of the toy model in the previous section (see fig-
ure 5.2) we have: nbins = 120, N = 13, and therefore µ = 13/120. The probability
of having three entries in a specific bin is therefore p(3|13/120) = 1.9 × 10−4. Thus,
assuming that the entries are distributed randomly over the 120 bins, the probability
of observing three entries in the same bin is rather low. As a function of the number of
entries in an individual bin, the normalized probability distribution of this situation
is determined by equation (5.6) and given in figure 5.4.

Up to this point, we did not take into account the fact that the signal can be ex-
pected in any of our 120 bins. So, in fact we perform 120 independent measurements
of the number of entries per bin, which enlarges the chance of a certain observation.
As such, the corresponding P-values have to be corrected for this so-called trial factor
Nt. This we will need to take into account in the process of optimization (section 5.3).
A common way to perform this correction is the following:

Pafter trials = Nt · Pbefore trials. (5.8)
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However, it must be noted that this relation only holds for small P-values, which can
be seen as follows: Consider an experiment which can only result in two outcomes,
either a or ā (not a) and there is a finite probability p of measuring a (and p̄ of
measuring ā). Hence, p̄ = 1 − p. In case one performs 2 independent measurements,
the probability of observing ā twice becomes:

p̄2 = (1 − p)2 = 1 − 2p + p2. (5.9)

Only in case the probability of measuring a is very small, we can assume p2
≈ 0 and

therefore p̄2 = 1 − 2p. More general, in case of n independent measurements:

p̄n = 1 − n · p + (n − 1) · p2
− (n − 2) · p3 + (n − 3) · p4... (5.10)

Note the plus sign in front of the even order terms. Therefore, the probability of
a non-observation is less constrained by the observations than the trial factor times
the probability of such an observation. For this reason, the P-value after correction,
Pafter trials will be too conservative for large values. Applying the correction factor
to the observed P-value results in a P-value of P = 2.28 × 10−2. Therefore, in our
example, observing four or five entries in the same bin would not be a significant
deviation from the flat background hypothesis.

5.2.3 Ψ-statistics versus Poisson statistics, a comparison

In the case of the toy model, the method of assessing the significance using Ψ-statistics
is more sensitive than the method following Poisson statistics. The P-value of the
observation of figure 5.2 using Poisson statistics is 2.28× 10−2 (after correcting for the
trial factor), whereas the Ψ-statistics result in a P-value of 1.13×10−3. As noted before,
the trial factor in case of the Poisson statistics results in a conservative overestimate
of the true P-value of the observations.

There is a second reason that Poisson statistics result in observing P-values dif-
fering from the exact values based on the multinomial approach: the mean expected
number of entries based on a random background distribution, as given in equa-
tion (5.7), is obtained by a single measurement of the total number of entries. As this
observable N is the result of a single trial of an underlying 〈N〉, our mean number
of entries is not exact. This is a result from the frequentist approach that is followed
when one uses the Poisson statistics to determine the mean number of background
entries per bin. The Bayesian approach which we follow applying the multinomial
distribution (5.1) to the data does not suffer this artefact and gives exact results.
Hence, for the calculation of the final significance of the analysis we will use the
Ψ-statistics based on the multinomial distribution. As will become clear in the next
section, we will use the Poisson statistics in the process of optimizing the parameter
space analogous to previous analyses (see chapters 6 and 7). In this procedure, only
relative statistics are important: as will be shown below, the relative probabilities are
conserved in the Poisson approach.
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A more extensive comparison between the two statistical methods is given in ta-
ble 5.1. Here, the P-values are listed as calculated for a sample of observations
characterized by the total number of entries N in the time profile and the number of
signal entries nsignal. Here we have used the extreme case where we assume that all
background entries are distributed uniformly, i.e. one of the 120 bins contains nsignal
entries, the other bins contain at maximum one entry, such that the total number
equals N. The Ψ-value of this configuration Ψ0 and the P-value of this measurement
with respect to a randomized background of N entries (cf. figure 5.3) is calculated
as outlined in section 5.2.1. The results of the Poisson approach are given following

Ψ-statistics Poisson statistics
N nsignal Ψ0 P-value µ P-value P-value ×(Nt = 120)
1 1 20.79 1 1/120 8.30 × 10−3 0.99
2 1 38.57 1 2/120 1.65 × 10−2 1.98

2 41.58 8.33 × 10−3 1.37 × 10−4 1.65 × 10−2

3 1 54.59 1 3/120 2.47 × 10−2 2.96
2 57.60 2.49 × 10−2 3.07 × 10−4 3.69 × 10−2

3 62.38 7.01 × 10−5 2.56 × 10−6 3.07 × 10−4

4 1 69.37 1 4/120 3.28 × 10−2 3.93
2 72.38 4.92 × 10−2 5.43 × 10−4 6.52 × 10−2

3 77.15 2.77 × 10−4 6.02 × 10−6 7.22 × 10−4

4 83.17 5.63 × 10−7 5.01 × 10−8 6.01 × 10−6

5 1 83.17 1 5/120 4.08 × 10−2 4.90
2 86.18 6.11 × 10−2 8.44 × 10−4 1.01 × 10−1

3 90.95 4.61 × 10−4 1.17 × 10−5 1.40 × 10−3

4 96.97 1.40 × 10−6 1.21 × 10−7 1.46 × 10−5

5 103.96 9.00 × 10−9 1.01 × 10−9 1.21 × 10−7

6 1 96.18 1 6/120 4.88 × 10−2 5.85
2 99.19 7.33 × 10−2 1.21 × 10−3 1.45 × 10−1

3 103.96 7.13 × 10−4 2.01 × 10−5 2.41 × 10−3

4 109.98 2.87 × 10−6 2.50 × 10−7 3.00 × 10−5

5 116.97 2.70 × 10−8 2.50 × 10−9 3.00 × 10−7

6 124.75 < 1.0 × 10−9 2.08 × 10−11 2.49 × 10−9

Table 5.1: Comparison between the significance of specific configurations of entries using
Ψ-statistics and using Poisson statistics. The correction on the probabilities for the trial factor
produces unphysical results for the very high probabilities. Being only interested in low
probabilities, this artefact does not influence our analysis. Explanation of the employed
symbols can be found in the text.

the method of section 5.2.2 with the expected number of entries per bin µ. We give
the P-value of the signal bin and the P-value corrected for the trial factor. Note
that our method of correcting for trial factors is not valid for large probabilities, in
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fact, it produces probabilities larger than unity, which are obviously anomalies of the
method. From the table, one can see that using the (trial factor corrected) Poisson
statistics within the range of interest leads to an underestimate of the significance of
an observation. Therefore the Poisson statistics can safely be used in the process of
optimizing the analysis filter parameters.

5.3 Optimization of the analysis parameters

As outlined before, we need to apply selection criteria to the raw data to obtain a
time profile as given in figure 5.2. For this filtering we will use three parameters:

– The angle between the GRB direction and the reconstructed track (see section 4.4.1).

– The reduced log-likelihood of this track, defined as the log-likelihood divided by
the number of degrees of freedom of the track (see section 4.4.1).

– The accuracy of the track parameters (see section 4.4.2).

In an iterative procedure we determine the optimal settings of those parameters for
a discovery. To this end we optimize for Model Discovery Factor (MDF) (Punzi 2003,
Hill et al. 2006) as outlined below. The optimal settings we find for our parameters
may differ from the optimal settings that would lead to a most stringent flux limit
setting. We will investigate this difference based on the Model Rejection Factor
(MRF), which is used to optimize an analysis for setting limits on theoretical fluxes
(Hill & Rawlins 2003). As such, the fact that we choose to optimize on discovery
may result in a less stringent upper limit than the most stringent upper limit one
can theoretically obtain given the data. Both factors are defined using frequentist
statistics and have simple expressions based on the Poisson approach as outlined
before.

5.3.1 Model Rejection Factor

Before unblinding the data, we must determine the sensitivity of the analysis. This
is expressed as an upper limit on the neutrino fluence of a GRB. In the case of a
non-detection with a given confidence level, this limit excludes a fluence above this
limiting value. (In case of the GRB080319B analysis the limit directly constrains the
fluence from this GRB, in case of the stacking analysis of chapter 7 the neutrino limit
constrains the fluence from an average GRB in the stacked sample.)

Assume a source fluence at Earth of AΦ(E), where A is a normalization factor and
Φ(E) is a function of the neutrino energy E. Then the expected number of observed
signal events equals:

ns =

∫
AΦ(E)ε(E)dE, (5.11)
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with ε(E) the detector response. The upper limit on the amplitude of the source
spectrum Alim is found by scaling the source fluence by the ratio of the event upper
limit corresponding to a certain confidence level (µC.L.) and the signal expectation,
ns:

Alim = A
µC.L.

ns
≡ A ×MRF, (5.12)

which defines our MRF. The event upper limit can be calculated for a known back-
ground expectation, assuming that the data follows a Poisson distribution. The
method we use to determine this average event upper limit µ̄C.L. in absence of the
final observations is explained in appendix B.

For the case of our toy model (section 5.1) with expected background µb = 10/120
and three expected signal entries, the upper limit equals: µ̄90(µb = 10/120) = 2.51. In
our approach we would obtain a Model Rejection Factor of MRF = 0.84. Hence, the
limit of our ”analysis” on the source spectrum would be 0.84A. A model predicting
this neutrino source spectrum is ruled out by the observations with 90% C.L.

In chapters 6 and 7 also this quantity will be given as a function of the threshold
parameter space. A sensitivity optimized analysis uses the position of the minimum
of this MRF as optimal filter settings. As noted before, our analyses are optimized
for discovery. Therefore, the filter settings used in this thesis do in general not cor-
respond to the optimal limit setting potential. As a result, the limits found in our
analysis might be up to 40% less stringent (Hill et al. 2006) than the strongest limit
one can theoretically obtain given the method and data.

5.3.2 Model Discovery Factor

A discovery could be claimed if the probability of the observation in fact being a large
fluctuation in the background is very small. We claim discovery in case the observed
P-value satisfies:

P(≥ nobs|µb) < 5.73 × 10−7, (5.13)

where µb is the expected number of background counts (per time bin) and nobs the
largest number of entries we find in a single bin in our time window. (Note that
this requires a correct handling of the trial factor on the probabilities as explained
above.) We define the minimal number of events that needs to be observed in order
for relation (5.13) to hold as ncrit. For example: take µb = 10/120 (analogous to the
situation of our toy model of section 5.1) and require a P0 = 0.9 (see below), then
ncrit = 5 (as P(≥ 5|10/120) = 3.12 × 10−8).

From the data we determine the total number of expected counts per time bin. As we
cannot observe background and signal separately, we extract from the data a mean
number of expected counts per bin as µ = µb + µs, with µs the contribution of the
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signal and µb the expected background. Then the probability (Power) of observing a
number of events given the expected background and signal is: P0 = P(≥ nobs|µb+µs).
Note that this P0 can never reach the 100% as one cannot be sure to actually observe
the expected counts.

Now the ”least detectable signal” (µlds) is defined as the value of µs for which a
predefined P0 is met, leading to an observed number of events of ncrit:

P0 ≡ P(≥ ncrit|µb + µlds). (5.14)

This signal strength µlds would produce an observation nobs leading to a significant
P-value. In our example, where ncrit = 5, we get for a P0 = 90%: µb + µlds = 8 (as
P(≥ 5|8) = 0.9). Using this µlds instead of µC.L. in the previous section, leads to the
so called Model Discovery Factor (MDF) (Punzi 2003, Hill et al. 2006). As such, the
MDF of our example equals: µlds/ns = (8 − 10/120)/3 = 2.64.

In chapters 6 and 7 we will plot this MDF as a function of the threshold param-
eter space. The optimal parameter settings correspond to the situation where the
MDF is minimal.



Chapter 6
The Analysis of GRB080319B
Data

Even though the expected number of signal neutrinos in a ∼km3 detector for an
average GRB is extremely low, the atypical GRB080319B might yield an unusually
strong neutrino signal (Racusin et al. 2008b), justifying a search for neutrinos from
this individual GRB. To summarize the properties of this GRB:

Date: March 19, 06:12:49 UT;
RA = 217.9◦ (14h31m41.07s), Dec = +36.3◦ (+36d18′09.7′′);
T90 ' 60 s;
Fluence (15 − 150 keV) = 8.1 × 10−5 erg/cm2;
Total energy for isotropic emission: Eiso = 1.3 × 1054 erg;
Redshift z = 0.94.

The analysis of IceCube data (Abbasi et al. 2009a) was confined to 10 minutes around
the GRB trigger time. The total number of entries passing the selection criteria was
compared to the number of expected background entries, but no significant neutrino
signal was found. In the present work, we use the same assumed fluence spectrum
as that analysis for the optimization procedure and the resulting fluence limit:

dNν

dEν
=


6.620 × 10−16

× E0.59
ν if Eν ≤ 322 TeV;

0.768 × E−2.15
ν (GeV cm2)−1 if 322 ≤ Eν ≤ 2952 TeV;

6.690 × E−4.15
ν if Eν ≥ 2952 TeV.

(6.1)

This expected prompt neutrino spectrum is calculated using the model from Waxman
& Bahcall (1997), where the observed parameters of GRB080319B were inserted. The
observed photon spectrum, which is required in this calculation, is derived from
Swift and Konus-Wind observations (Racusin et al. 2008a, Golenetskii et al. 2008).
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Figure 6.1: The neutrino spectrum of GRB080319B as calculated by Abbasi et al. (2009a).

For some jet parameters, typical values are taken. Most notably, a jet gamma factor
of Γjet = 300 and a jet opening angle of θ j = 0.4◦ is used. For more information on
the calculation of the expected neutrino spectrum see Abbasi et al. (2009a).

6.1 Filtering of the raw data

The two hours of raw AMANDA data surrounding the trigger time of GRB080319B
were extracted from the tape drives at the South Pole. After calibrating the data,
crosstalk cleaning (section 4.2.1) and bad OM cleaning (section 4.2.2) was applied. To
get rid of all events that were dominated by noise and bad OM hits, we again applied
the trigger conditions. This re-triggering used the 2007 trigger configuration, as the
DAQ was still running with the 2007 settings at the time of this burst. As the exact
thresholds of the trigger system, the DMADD, were not well known at that time (see
section 4.1) we use conventional values, which are chosen to remain conservative in
filtering out events. As such, more (background) events will pass this re-triggering
than strictly necessary. Since those events will generally lead to poorly (low-quality)
reconstructed tracks, the more strict subsequent filter steps will remove these tracks.

We performed three first-guess reconstruction algorithms on the cleaned data: Direct
Walk (section 4.3.1), IceDwalk (section 4.3.2) and JAMS (section 4.3.3). Before doing
the JAMS reconstruction we performed an extra cleaning of random noise hits that
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Figure 6.2: The signal efficiency of the first-guess filter step as function of the first-guess
opening angle. Here we used the predicted spectrum (6.1) for the signal simulation.

filters out all isolated hits (section 4.2.3). This extra noise cleaning is not needed for
the other two first-guess algorithms as these isolated hits will be removed by the
procedure itself.

To reduce the number of events on which we need to perform a full likelihood
reconstruction, we first filter the data based on the directional information of those
three first-guess tracks. In case one of those reconstructions points back towards the
position of the GRB within an opening angle of 50 degrees, the event is kept. The
signal efficiency of this way of filtering was studied using simulated upgoing signal
muons (appendix A) and is shown in figure 6.2. Here only reconstructible events are
included using the predicted spectrum (6.1) for the declination of GRB080319B. For
an opening angle of 50 degrees the signal passing rate is 85%.

The stability of the data within the two-hour window around the GRB080319B trigger
is tested at this filter level. As bin size we keep the typical duration of the burst1

(60 s). The observed time profile is shown in figure 6.3. The total number of events
in the two-hour window passing the filter criteria is 54524, which corresponds to
∼ 453 events per bin. The data rate is stable: the χ2/NDF (where NDF is the number
of degrees of freedom of the fit) for fitting a constant function equals ∼ 1. Thus,

1The physical idea behind this is the following: assume that both neutrinos and photons are formed
in the same physical process. Consequently, the timescale of their signal is equal at production. The
neutrinos can escape the dense source region freely, whereas the photons might get trapped. This process
might introduce a time delay for the photons and might also stretch the photon signal. This effect is
included in the burst duration, observed as T90. The neutrino signal however is not stretched. Therefore,
the time duration of the neutrino signal will not exceed the duration of the gamma signal. Hence, we use
the T90 as an upper limit on the duration of the neutrino signal.
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Figure 6.3: The number of entries at filter level per 60 s bin with respect to the GRB trigger
time. The result of fitting the data with a constant function is drawn in.

Figure 6.4: The azimuth distribution of a Gulliver 64 iteration fit on the left: 2007 unbiased
AMANDA data, on the right: simulated signal data for the 10◦ declination band around
GRB080319B. The azimuth range covered by the GRB position in our two-hour window is
indicated by vertical lines.

there is no significant variance from a constant background rate. Note that during
the two-hour window, the position of the GRB moves across 30 degrees in the local
detector coordinates. As the filter region is comoving with the GRB, it also shifts by
30 degrees in azimuth. The stable data rate implies we do not have to correct for this
movement: AMANDA is sufficiently symmetric. This is confirmed by an azimuth
distribution of unfiltered data (we use a different data sample) for the declination of
GRB080319B: the result of performing a 64 iteration Gulliver fit (see section 4.4.1) on
some unbiased 2007 data is shown in figure 6.4 (left). The azimuth range covered by
the GRB position in our two-hour window is indicated by the vertical bars. From
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Figure 6.5: The normalized distributions of left: the number of active OMs per event, right:
the number of hits per event. Experimental data is represented by a solid line, simulated
background data is represented by a dashed line. Note that these data were filtered for the
GRB direction passing the raw data filter criteria of section 6.1. The effect of the mis-match
between simulated and experimental data on our analysis results is included in the systematic
uncertainties and is explained in section 7.8.

the right plot of figure 6.4 (the azimuth distribution of the reconstructed track on
simulated signal data), one can see that also the signal itself is distributed uniformly.

In this analysis we use simulated data to optimize the selection parameters. To
test the quality of the simulation data we perform a comparison between the experi-
mental data we use and a set of background simulation data (appendix A), containing
single atmospheric cosmic ray events generated with Corsika (Knapp & Heck 1998).
In figure 6.5 the number of active OMs and number of hits per event are given. Note
that these data have already passed the filter criteria outlined above. A comparison
between simulation and experimental data of the higher level filter parameters used
in our analysis will be given in the next section.

6.2 Final selection parameters

Now that filtering based on first-guess track reconstruction has significantly reduced
the number of events, we can apply higher level reconstruction algorithms to the
data. The results are used to filter the data sample to a final analysis level. This
process is subject to optimization. We use three higher level parameters for further
background rejection. First of all (and most importantly) we use the angle between
the GRB position and the track result of a 64 iteration Gulliver fit. (As input tracks for
this fit we use the directions of all first-guess results as outlined in section 4.4.) Sec-
ondly we use the reduced log-likelihood (rlogl) of this fit, which is the log-likelihood
of the track reconstruction divided by the number of degrees of freedom of the fit. As
the third filter parameter we use the uncertainty of the fit, expressed as the Paraboloid
error (section 4.4.2).
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Figure 6.6: The normalized distribution of the reduced log-likelihood of both data (solid line)
and simulated background data (dashed line). Note that these data were filtered for the GRB
direction passing the raw data filter criteria of section 6.1. Left: linear scale, Right: logarithmic
scale. The effect of the mis-match between simulated and experimental data on our analysis
results is included in the systematic uncertainties and is explained in section 7.8.

Figure 6.7: The normalized distribution of the Paraboloid error of both data (solid line) and
simulated background data (dashed line). Note that these data were filtered for the GRB
direction passing the raw data filter criteria of section 6.1. Left: linear scale, Right: logarithmic
scale. The effect of the mis-match between simulated and experimental data on our analysis
results is included in the systematic uncertainties and is explained in section 7.8.

The performance of these parameters for reconstruction was tested on simulated
background data and experimental data. First we apply the same raw data process-
ing, as described in section 6.1, to both simulated background data and experimental
data. The distributions of both the rlogl and Paraboloid error are shown in figures 6.6
and 6.7. A comparison between the zenith distribution of the Gulliver fit on sim-
ulated data and on experimental data is given in figure 6.8. All three parameters
perform in the same manner on simulated background data as on experimental data.
Therefore, they provide a reliable tool to distinguish between background and sig-
nal. Using a comparison between real data and a simulated signal we determine the
discriminative power of the various selection parameters.
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Figure 6.8: The normalized distribution of the reconstructed zenith angle for the Gulliver fit of
both data (solid line) and simulated background data (dashed line). Note that these data were
filtered for the GRB direction passing the raw data filter criteria of section 6.1. Left: linear scale,
Right: logarithmic scale. The effect of the mis-match between simulated and experimental
data on our analysis results is included in the systematic uncertainties and is explained in
section 7.8.

Figure 6.9: The opening angle (angular difference between simulated neutrino and recon-
structed track) distribution of the Gulliver 64 iteration fit for the GRB080319B spectrum. Left:
averaged for all declinations above −20◦ Right: at a 10◦ zenith band centered at the declination
of GRB080319B. Note that these data were filtered for the GRB direction passing the raw data
filter criteria of section 6.1.

The signal simulation data we use consists of neutrinos that were generated with
an E−1 neutrino spectrum ranging from 10 to 1010 GeV. Although this E−1 neutrino
spectrum is not expected for a GRB signal, it is used in simulation production to
enhance the statistics at higher energies. We re-weighted the data with the predicted
GRB spectrum (6.1). More on this procedure can be found in appendix A. Only
events within the 5◦ area of the declination of GRB080319B were included. For these
data, the median angular resolution of a 64 iteration Gulliver fit is 5.75◦ (see figure 6.9
(right)). The performance of the rlogl and Paraboloid error on simulated signal is
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Figure 6.10: The distribution of the reduced log-likelihood of both data (solid line) and simu-
lated signal (dashed line). Note that these data were filtered for the GRB direction passing the
raw data filter criteria of section 6.1. Left: linear scale, Right: logarithmic scale.

Figure 6.11: The distribution of the Paraboloid error of both data (solid line) and simulated
signal (dashed line). Note that these data were filtered for the GRB direction passing the raw
data filter criteria of section 6.1. Left: linear scale, Right: logarithmic scale.

compared with experimental data in figures 6.10 and 6.11. The dashed curves in
those figures indicate the parameter distribution for signal simulation data using the
Waxman-Bahcall shaped GRB spectrum (6.1). The solid curve is the distribution for
real data, consisting mainly of background cosmic ray events. The optimization of
the threshold values of the above parameters is described in section 6.3.



The Analysis of GRB080319B Data 73

6.3 Optimization of the selection parameters

As explained in chapter 5, we intend to compare the Ψ-value of the observed time
profile of the data, including a possible signal, with the distribution of uniform back-
ground Ψ-values. This will give us the significance resulting from our final data
analysis. Before doing so, we need to optimize the parameter values that we use for
selecting the final event sample. As explained in section 5.3, we optimize on MDF.
For a large fraction of the parameter grid, we calculate this MDF to find the position
of its minimum via a grid search.

As explained before, the expected number of background counts per time bin (µb)
is calculated by simply dividing the total number of observed entries in the time
window, N, by the number of bins nbins:

µb =
N

nbins
=

N
120

. (6.2)

This is justified by the assumption that the expected signal is much smaller than the
background µb � µs. As the MDF is defined for single-bin analyses, we have to
take a trial factor into account of having multiple time bins. To optimize the filter
parameters for a 5σ discovery, the significance we use in the determination of the
MDF is corrected for this trial factor, which in this case simply equals nbins.

As both the number of entries in the time window and the expected number of
signal events depend on the filter thresholds, we calculate the MDF for all com-
binations of filter parameters. We use simulated signal data (normalized with the
predicted GRB spectrum (6.1)) to determine the expected number of signal neutrinos.
We use only simulated events that originate from a direction within 5 degrees of the
GRB position. The bin size of our time window is chosen such that all signal events
are expected to fall in the same time bin.

By systematically going through the grid of our parameter space, we obtain the
selection parameter values corresponding to a minimum MDF, i.e. we optimize our
analysis for discovery. In case of no discovery, the MRF at these settings will provide
an upper limit on the fluence according to the observations. However, the MDF is
usually minimal at a point in the parameter space where the background is (almost)
entirely suppressed, whereas some signal will still be present. With fewer than four
entries in the final time window the Ψ-statistics cannot result in a discovery (a P-value
smaller than 5.73 × 10−7). Therefore, we require that at our optimal thresholds, at
least four events pass the filter. This is achieved by a slight relaxation of the selection
settings and will obviously restrict our parameter space.

The MDF distribution of the parameter space is given in figure 6.12. The minimum
(MDF = 123.65) corresponds to a Gulliver opening angle of 9◦ and an rlogl of 8.5. The
Paraboloid error is only restricted to a range from 11◦ to 12.5◦. If we use a generic E−2
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Figure 6.12: The MDF distribution of the parameter space with the requirement of having
more than four data entries passing the filter; with: Top: as function of rlogl and the Gulliver
opening angle. Bottom: as function of the Paraboloid error and the Gulliver opening angle.
The position of the optimum selection settings (see text) is marked with a cross.

spectrum for the signal prediction the optimum threshold parameters might differ
because the tracking results of AMANDA are energy dependent. However, as one
can see from figure 6.13, using a source spectrum of dN

dE = 1 × 10−3E−2 (GeV cm2

s)−1 leads to an optimum which is consistent with the values above. The optimal
Paraboloid error is confined to 12◦.

For all the two-dimensional cuts through our three-dimensional parameter space
shown above, the third threshold was at its optimum value. For completeness we
also give the distributions of the individual parameters at the optimum of the others.
For the Waxman-Bahcall shaped GRB spectrum (6.1) see figure 6.14, whereas the
results for the E−2 spectrum are given in figure 6.15.
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Figure 6.13: The MDF using a generic E−2 spectrum with the requirement of having more than
four data entries passing the filter; with: Top: as function of rlogl and the Gulliver opening
angle. Bottom: as function of the Paraboloid error and the Gulliver opening angle. The
position of the optimum selection settings (see text) is marked with a cross.
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Figure 6.14: The MDF distribution as function of the selection parameters at the optimum of
the other parameters, with the requirement of having more than four data entries passing the
filter.
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Figure 6.15: The MDF distribution as function of the selection parameters at the optimum of
the other parameters, using a generic E−2 spectrum, with the requirement of having more than
four data entries passing the filter.
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6.4 The sensitivity corresponding to the optimal selec-
tion criteria

At the MDF-optimum we found above we have six data entries passing all the se-
lections, which leads to a Feldman-Cousins event upper limit of µ̄90 = 2.49 (see
appendix B). Based on the GRB spectrum (6.1) we expect 0.064 signal entries to pass
the filter. We find (at 90% confidence level) an MRF of 38.8. Note that in the calcula-
tion of this upper limit, we did not include a trial factor. The reason not to include
a trial factor here is that this limit only applies to the center bin. We exclude at 90%
C.L. a neutrino signal arriving simultaneous with the prompt photons with a fluence
stronger dan 38.8 times the spectrum (6.1). Likewise, for the generic E−2 spectrum, we
obtain at these settings a limit of E2 dN

dE = 1.11× 10−2 GeV (cm2 s)−1 at 90% confidence
level. Note that these limits are conservative as the Ψ-statistics we use to claim a
possible discovery is more sensitive than the Poisson statistics on which the MRF is
based, see section 5.2.3.

One can plot the signal passing rate as a function of the selection parameter val-
ues. Because our parameter space is three-dimensional, we plot again two two-
dimensional sections, see figure 6.16. At the optimum the signal passing rate with
respect to trigger level is 49.4%. For the optimum value we also give the passing rate
as a function of energy in figure 6.17.

The effective area of the detector for neutrinos, as a function of neutrino energy,
for this analysis is given in figure 6.18. On the left-hand side the effective area is
given at TWR trigger level, on the right-hand side after all selections have been per-
formed. The ratio between the two histograms is exactly the signal passing rate as
shown in figure 6.17.

6.4.1 Binning effects

As stated before, the assumption on which this analysis is based is that GRB neutri-
nos will cluster in time, whereas background events are distributed uniformly in the
two-hour window. The bin size of 60 s is assumed to be wide enough for the GRB
neutrino signal to fit in one bin. However, a possible neutrino signal can be spread
over two adjacent bins. Whereas observing four signal entries in one bin may lead
to a 5σ result, observing three entries in bin i and one entry in bin i ± 1 would be
consistent with background fluctuation. The fact that the bins are adjacent does not
influence our statistics.

As we will see below, we do not find a 5σ result with our initial analysis, there-
fore we try to compensate for this binning effect by performing our analysis a second
time. In the original analysis our bins start at the trigger time minus one hour exactly.
(By thus having a center bin at 0 s< t < 60 s with respect to GRB trigger time.) For this
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Figure 6.16: The signal passing rate using the GRB spectrum (6.1) in percentage, with: Top:
as function of rlogl and the Gulliver opening angle and at optimal paraboloid error threshold.
Bottom: as function of the Paraboloid error and the Gulliver opening angle and at optimal
rlogl threshold. The position of the optimum selection settings (see text) is marked with a
cross.

second analysis we shift the bins by half a bin width. (Therefore the center bin will
be at −30 s< t < 30 s with respect to GRB trigger time.) This introduces a trial factor,
which will lower the sensitivity, resulting in an MRF of 48.4 given the predicted GRB
spectrum (6.1) and a limit of 1.38× 10−2 GeV (cm2 s)−1 given a generic E−2 spectrum.
Again, note that those limits only apply to the center bin, which excludes a stronger
prompt neutrino fluence.
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Figure 6.17: The signal passing rate at the optimal selection parameter values as function of
the logarithm of the neutrino energy. Note that we do not use this neutrino energy as selection
parameter. The plot is for illustrative purposes only.

Figure 6.18: The neutrino effective area for the position of GRB080319B, with: Left: at trigger
level. Right: at final selection level.
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Figure 6.19: The time profile of the GRB080319B AMANDA data in a two-hour window
around the trigger time using a 60 s bin size; with: Left: bins starting at t = 0 s Right: bins
starting at t = −30 s.

6.5 Final analysis results

The temporal profile of our observations that we find after applying the final selec-
tions on the data, using the optimized parameters as defined above, is consistent with
the background-only hypothesis. We repeated the analysis with shifted time bins
according to section 6.4.1. Both the original time profile and the shifted version are
given in figure 6.19. A discussion on the systematic uncertainties of the flux upper
limit is deferred to section 7.8.

In addition to our analysis of AMANDA data pertaining to GRB080319B, an analy-
sis of IceCube data has been performed by the IceCube collaboration (Abbasi et al.
2009a). Due to a special calibration run, the IceCube detector was not in the normal
operational mode. Although IceCube at the time already consisted of 40 strings,
only ten minutes of data was taken around the trigger time of GRB080319B with
the nine string configuration of 2006. The analysis method applied by the IceCube
analysis does not use our approach of assessing a certain significance to the observed
temporal profile which is spread over multiple bins. Instead it assigns a significance
to the total number of entries observed in the entire time window2. Hence, a one-to-
one comparison is not straightforward. Like our own analysis, the IceCube analysis
did not provide a discovery and has set a fluence upper limit. In order to provide
a comparison of the IceCube and AMANDA results, we will evaluate the detector
effective areas, signal expectation and fluence upper limit of both analyses.

The effective areas of the two detectors at trigger level at the position of the GRB
are given in figure 6.20. One can see that the AMANDA effective area slightly ex-

2Two time windows are used, one lasting the entire observed window and a shorter one corresponding
to the time of the observed emission, see Abbasi et al. (2009a).
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Figure 6.20: The neutrino effective area at trigger level of the IceCube 9 string detector and
AMANDA in the direction of GRB080319B.

Figure 6.21: The expected number of neutrinos passing the trigger (of the IceCube 9 string
detector and AMANDA) from GRB080319B for the GRB spectrum (6.1).

ceeds the IceCube-9 effective area for neutrino energies below ∼ 40 TeV, whereas the
IceCube-9 effective area is larger for energies above ∼ 100 TeV. To see which detector
is more sensitive to the expected fluence from the GRB we simply fold the effective
area with the GRB spectrum (6.1). This gives us the expected number of signal en-
tries at trigger level in the detector as a function of energy (see figure 6.21). As the
expected fluence of GRB080319B strongly peaks at high energies, IceCube-9 is more
sensitive to the expected signal of this GRB. Integrating over all energies, IceCube-9
is expected to trigger on 0.16 neutrinos, while AMANDA will trigger on 0.13 events3.

3Note that this number agrees well with the expected number of events after applying the final
selections, given a 49% passing rate: 0.064 (see section 6.4).
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Figure 6.22: The expected number of neutrinos passing the trigger (of the IceCube 9
string detector and AMANDA) from GRB080319B for a generic E−2 spectrum ( dN

dE =
1/8πE−2 (GeV cm2 s)−1).

As such, IceCube-9 is a factor of 1.3 more sensitive to the expected neutrino fluence
from this GRB than AMANDA. Based on this neutrino spectrum we expect 90% of
the events to have energies from ∼ 150 TeV to ∼ 2 PeV. However, if we use a generic
E−2 spectrum, which has relatively more low-energy neutrinos, AMANDA becomes
more sensitive than IceCube-9 by a factor 1.4 (see figure 6.22). Using this neutrino
spectrum we expect 90% of the events to have energies from ∼ 1 TeV to ∼ 1 PeV.

The IceCube-9 analysis provides a 90% C.L. sensitivity at a fluence of 22.7 times
the value expected for the spectrum (6.1) (Abbasi et al. 2009a). Taking the trial factor
of the repeating of the analysis (section 6.4.1) into account, we find a 90% C.L. flu-
ence upper limit at 48.4 times the expected spectrum (6.1). Both limits are shown in
figure 6.23. Note that even though the IceCube-9 analysis is able to place a stronger
upper limit on the prompt neutrino fluence from this GRB, it is insensitive to a neu-
trino signal arriving outside the prompt region. This is not quantified by comparing
the analyses’ upper limits.
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Figure 6.23: The upper limits on the expected fluence of GRB080319B with respect to the
expected neutrino spectrum (6.1) for both this analysis and the IceCube 9 string analysis.



Chapter 7
The Stacking Analysis

The basic principle behind a stacking analysis using multiple GRBs, is to gain sensi-
tivity with respect to the case where one searches for a neutrino signal from individual
GRBs by combining the various observations. By stacking the temporal profiles of
individual GRBs the signal-to-noise ratio is enhanced in the following way: assum-
ing a GRB neutrino signal has a constant time-lag with respect to the GRB trigger
time, after stacking, all signal contributions from the individual GRBs reside in the
same time bin. The uniform background is, after stacking, still uniformly distributed.
Consider an example where we stack the data of 100 GRBs. On average they have
three events in their time profile (which has 120 bins) after applying all selection
criteria and 5% of the GRBs have one signal neutrino. Then for five GRBs, there is
one bin which has a signal-to-noise ratio (defined by the ratio of the expected signal
and the standard deviation of the noise) of 1/

√
3/120 ≈ 6.31. The point however is

that we do not know a priori, which of the 100 GRBs will produce a signal neutrino
in the detector. All GRBs that do not produce a signal neutrino have a signal-to-noise
ratio of zero. Therefore, the average signal-to-noise ratio of all individual GRBs in
the sample equals 0.32. For the stacked time profile, the bin in which all signal is
collected has a signal-to-noise ratio of 5/

√
300/120 ≈ 3.2. Due to the Poisson-nature

of the background, stacking improves the signal-to-noise ratio with the square root
of the number of stacked samples. As such, the GRB signal is more eminent in the
stacked time profile than it is in the individual time profiles. Note that the signal-to-
noise ratio of the entire temporal profile has not changed after stacking.

When analyzing the signal from an individual GRB it might be desirable to use

1Here we used the fact that the number of background events per bin is a Poisson process. Hence
the standard deviation of the background noise is the square root of the expected number of background
counts.
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all available information of that specific burst in the process of reducing the back-
ground. Such an analysis, like the analysis we performed in chapter 6, usually
employs the expected neutrino spectrum and observed timescale as parameters in
the optimization procedure. If one tries to calculate the expected neutrino spectrum
for an individual GRB, the result heavily depends on its characteristics (Guetta et al.
2004).

Even when analyzing multiple GRBs, the average neutrino spectrum depends on
the characteristics of the individual GRBs in that sample, as pointed out by Becker
et al. (2006). However, for the different samples of GRBs they analysed, the standard
Waxman-Bahcall spectrum (2.2) seems to fall within the statistical uncertainties of
their calculations. As such, we will test the optimal settings of the data selection
using both a Waxman-Bahcall spectrum and a generic E−2 spectrum. In case of a non
detection, we give flux upper limits for both spectra.

7.1 Definition of the time window binning

The standard fireball model that leads to the Waxman-Bahcall spectrum (2.2) for GRB
neutrinos predicts simultaneous neutrino and gamma-ray emission. It assumes that
the synchrotron photons in the fireball interact with the protons that have been co-
accelerated with the leptons (electrons and positrons) responsible for the synchrotron
emission. These protons then ultimately produce neutrinos in photo-hadron or
hadron-hadron collisions. As the fireball expands, it will become transparent first to
neutrinos, and later to photons. Therefore, neutrinos arriving along with the prompt
photon emission might be the result of protons interacting with a different photon
field, like thermalized photons in a still photon-opaque fireball. This possibility,
and its effect on the final neutrino spectrum, is discussed by Rachen & Mészáros
(1998). The synchrotron photon field we observe as prompt emission may interact
with accelerated protons after a short delay. The details of the possible delay with
respect to prompt photons and the spectrum of GRB neutrinos depend on the fireball
dynamics. Therefore, the Waxman-Bahcall neutrino spectrum (2.2) can only act as a
benchmark. The dynamics of the fireball affects both the spectrum of the high-energy
neutrinos and leads to a possible time difference between the observation of prompt
photons and neutrinos.

In the present analysis we assume that the time difference between the prompt
photons and the neutrino signal at the source is a characteristic feature of all the
GRBs in the sample. Clearly, this assumption is satisfied by the standard GRB model
we discussed in section 2.1, where the time difference equals zero. After stacking
the time profiles of multiple bursts, we try to achieve a situation where the neutrino
fluence of all GRBs in the stack resides in the same time bin. Using time bins that are
too narrow reduces the sensitivity of the method as signal entries may spread among
different bins. On the other hand, using too broad time bins reduces the sensitivity
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as the contribution from the background increases linearly with the integration time.
As in the case of our analysis of GRB080319B, we use the typical observed duration of
the GRBs in the sample, the T90 duration, as an estimate for the duration of the neu-
trino signal. In general, the source region will be more opaque for photons than for
neutrinos. Thus the intrinsic time spread of the neutrino signal (δtν) is not expected
to exceed that of the photons (δtγ)2. The cosmological time dilatation of the signal
affects the photon and neutrino pulses equally. Hence, the spread of the neutrino
signal at Earth will still not exceed the spread of the photon pulse.

We neglect the effect of a finite neutrino mass. The mass of muon neutrinos is
not exactly known. From oscillation experiments it is known that the mass differ-
ences between the different neutrino flavors are very small, ≤ 10−2 eV. Recent direct
measurements on the absolute value of the electron neutrino mass have resulted in a
upper limit of m(νe) < 2 eV at 95% C.L. (Otten & Weinheimer 2008). This indirectly
constrains the mass of muon neutrinos. A direct upper limit on the mass of muon
neutrinos comes from cosmology. Various mechanisms limit the mass of neutrinos
to m(νi) < 5 eV (Bilenky et al. 2003). The delay between a photon and neutrino pulse
is simply:

∆t ≡ tγ − tν =
r
c

(1 − β), (7.1)

with r the distance to the GRB, c the speed of light and βc the velocity of the neutrino
pulse. For Eν � mνc2 we can use:

β ≈ 1 −
1

2γ2 = 1 −
1
2

(
mνc2

Eν

)2

, (7.2)

so that the delay between photons and neutrinos emitted at the same instant by the
source at distance r becomes:

∆t =
r

2c

(
mνc2

Eν

)2

, (7.3)

neglecting for the moment cosmic time dilatation. If we take that also into account,
the delay is stretched by a factor 1 + z, with z the redshift of the source. Given the fact
that we expect to be sensitive to GRB neutrinos above ∼ 1 TeV (see figure 7.33) and
using a neutrino upper mass limit of 5 eV, gives a maximum time delay of 4 × 10−6 s
for a GRB at cosmological distance. (We used a photon travel time of order of the
Hubble time, 1010 year.) As the most distant GRB in our sample is ”only” at a redshift
of z ≈ 6, the effect will be even smaller for the GRBs included in this analysis. Hence,
the fact that neutrinos have a small mass does not influence the previous conclusion
on the cosmological effects on the signal pulse and the time difference is well below

2Note that this conclusion is violated in case of a continuously radiating source. In that case a continuous
neutrino signal can be produced, whereas the TeV photon emission can only escape the source region at
the instant it becomes optically thin.
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Figure 7.1: The distribution of the T90 burst duration as measured by the BAT instrument
onboard Swift for the GRBs that are included in the analysis. Left, on a linear scale; right on a
logarithmic scale.

the widths of the time bins.

The median duration of the GRBs in the sample, 〈T90〉, is the maximum scatter
for a neutrino signal we allow. From figure 7.1 one can see that for the GRBs in
our final analysis sample: 〈T90〉 = 33 s, where we use the median value of the T90
distribution. Due to the low statistics, we do not perform a separate analysis for
short and long bursts. BATSE data have revealed a large scatter in the position of the
trigger time T within (or occasionally even outside) this T90 window. From figure 7.2
one can see that the scatter in the position of the trigger time in the T90 window is
as large as the window itself. Basically, the trigger can reside anywhere in the T90
interval. Therefore, we choose to have our central bin to extend from −〈T90〉 ≈ −30 s
to 〈T90〉 ≈ 30 s around the trigger time of the GRB.

7.1.1 Variable time bins

As we argued above, the effects of the cosmological expansion on the duration of the
neutrino signal is already included in the observed timescale of the bursts. However,
it will also affect the possible time difference between the neutrino and photon signal.
We assume that (at the source) the time difference between the formation of neutrinos
and the escape of the prompt photon emission, dt, is characteristic for all GRBs in the
sample. The cosmological time dilatation has stretched this intrinsic time difference
at the moment the signals pass the Earth by a factor z + 1, with z the redshift of
the source. GRBs at larger distances will appear to produce larger time differences
at Earth. This introduces a spread in the neutrino arrival time with respect to the
photon burst after stacking GRBs at various distances. The effect is illustrated further
in figure 7.3. In this figure, the scatter of the GRB trigger time, as outlined above, is
symbolically represented by the asymmetric T90 windows. To compensate for this
effect we enlarge the width of every time bin by a factor of 〈z〉+ 1 with respect to the
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Figure 7.2: The start time of the T90 interval (the time interval in which 5–95% of the GRB
fluence was detected) versus the T90 duration. For all positive start times, the trigger was issued
before the T90 interval. A sample of 2041 BATSE GRBs was used. Courtesy of M. Stamatikos.

Figure 7.3: The spread in the neutrino arrival time due to the stacking of GRBs at various
distances. Whereas at the source we assume every GRB to have equal intrinsic time difference
between the photon emission and neutrino emission, dt, this time difference will be dilated by
cosmological expansion for GRBs at nonzero redshift z upon arrival at Earth.
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Figure 7.4: The redshift distribution of the GRBs that are included in the analysis. (Only the
redshifts of 39 GRBs are included, the rest of the 130 GRBs did not have a reliable redshift
estimate.) Left, on a linear scale; right on a logarithmic scale.

previous bin from the center bin onwards. For the GRBs in the sample this median
redshift is 〈z〉 ≈ 2, see figure 7.4. As the central bin ranges from −〈T90〉 ≈ −30 s to
〈T90〉 ≈ 30 s, the second bin is a factor of 〈z〉 + 1 ≈ 3 larger than the maximum scatter
we allow in the center bin and ranges [30, 120] s (and [−120,−30] s). In total we
divide the two-hour window into 9 bins: [−3600,−1200], [−1200,−390], [−390,−120],
[−120,−30], [−30, 30], [30, 120], [120, 390], [390, 1200], [1200, 3600].

We can explore the effect of using these variable time bins by considering the ex-
act same temporal profile as in the example of section 5.1 (figure 5.2) using these new
bin settings. The new time profile is given in figure 7.5. Because our time window
now has a different number of bins, the configuration itself changed significantly
with respect to the regular case of figure 5.2. Hence the Ψ-value of our observa-
tion differs from the previously found value. The new Ψ-value amounts to 63.44,
compared to 186.15 before. The background Ψ-distribution of figure 5.3 will change
accordingly. Using this example, one can study the effect of the different binning on
the significance of the temporal analysis for different signal strengths. From table 7.1
one can see that introducing variable bin sizes slightly lowers the significance of the
observations (their P-value; see section 5.2.1) for a signal falling in the center bin.
This is the price we pay for allowing for a larger spread in the neutrino signal at large
time differences between photons and neutrinos.

7.2 Filtering of the raw data

The present analysis uses four years of AMANDA data taken over the period 2005–
2008. The data have been calibrated, after which crosstalk cleaning (section 4.2.1)
and bad OM cleaning (section 4.2.2) have been applied. To get rid of all events that
were dominated by noise and bad OM hits, we again applied the trigger conditions
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Figure 7.5: The time distribution of three signal events and ten randomly distributed events
in a two-hour window. We use nine time bins as outlined in the text.

nsignal P-value P-value
central bin regular 60 s bins variable bins

1 6.32 × 10−2 2.36 × 10−1

2 9.67 × 10−3 3.77 × 10−2

3 1.13 × 10−3 3.14 × 10−3

4 2.71 × 10−5 1.80 × 10−4

5 1.1 × 10−6 7.8 × 10−6

6 1 × 10−8 2.2 × 10−7

Table 7.1: Comparison between the significance for the case of the temporal profile of figure 5.2
and the same situation using the variable bins as in figure 7.5. Here we vary the number of
signal entries in the center bin nsignal, the ten background entries are left untouched.

conform to the settings that were used at the South Pole during the period of data
acquisition, as outlined in section 4.1.

Analogous to the procedure outlined in section 6.1, we perform various track re-
constructions and select an event in case one of these reconstructions pointed back
towards the position of the GRB within an opening angle of 40 degrees. The signal
efficiency of this way of filtering was studied using simulated upgoing signal muons
(appendix A) and is shown in figure 7.6. The present results differ from those in
section 6.1 because of the use of data combined over various years. For an opening
angle of 40 degrees the signal passing efficiency is 78%.

At this filter level the data stability and completeness of the two-hour windows
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Figure 7.6: The signal passing efficiency of the first-guess filter step as function of the first-guess
opening angle. Here we used the Waxman-Bahcall spectrum (2.2) for our signal simulation.

around the GRB triggers was checked. As bin size we adopt the bin size used in
the analysis, 60 s, see section 7.1.1. The result of the filtering is shown below in
section 7.3.

7.3 The 2005–2008 GRB sample

Unfortunately not all northern hemisphere GRBs over the four years covered by
this analysis can be included in the analysis. We select GRBs based on the stability
of AMANDA data acquisition for the two hours surrounding the GRB trigger. We
choose not to select GRBs on burst-specific physical parameters in order to prevent
biases. We test the data stability based on the data that pass the raw filter criteria as
described above in section 7.2. Due to the large background of atmospheric muons
we only select GRBs with a declination exceeding δmin = 5◦. For the AMANDA
detector, these GRBs are located well below the horizon. The declinations of all GRBs
in the final sample (130) are given in figure 7.7.

The majority of these bursts (111) were observed by the Swift satellite. There-
fore, we can plot for most of these GRBs their fluence as measured by the BAT
instrument (15-150 keV) on the Swift satellite (figure 7.8). The average fluence is
〈F〉 = 1.1× 10−6 erg/cm2 (the median value). As they all fall well above the threshold
of the Swift detector, no problems with their time and duration measurements are
expected.

To test the stability of the data we used the total number of entries in each two-
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Figure 7.7: The distribution in declination of the 130 GRBs that are included in the analysis.

Figure 7.8: The distribution of the X-ray fluence in the energy range 15-150 keV as measured
by the BAT instrument onboard Swift for the GRBs that are included in the analysis. (Out of
the total 130 GRBs, 111 were observed by Swift. These are included in this distribution.) Left,
on a linear scale; right on a logarithmic scale.

hour GRB window, and the fluctuation of the number of entries per bin: the spread
of the number of entries per bin divided by the median of each GRB data block. Based
on the distributions of these observables one can select GRBs with stable data rate,
which is shown in figure 7.9. To remove data windows that contain unstable data or
are incomplete, we select only GRBs where the spread/median was smaller than 0.1
and the total number of entries larger than 15000, as is indicated in figure 7.9. Two
GRBs, whose data was contaminated by a special calibration run (060105 and 060110)
are manually excluded from the analysis. The temporal profiles of the AMANDA
data of all GRBs included in the final sample are shown in appendix C. (Note that
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Figure 7.9: The distribution of the observables used for selecting stable data periods. Top left:
Median of the number of entries per bin for each GRB. Top right: Spread of the number of
entries per bin for each GRB. Bottom left: Spread divided by the median of the number of
entries per bin for each GRB. Bottom right: The total number of entries per GRB two-hour
window. The threshold value of the observables is indicated.

these temporal profiles contain data that were processed following the procedure
as outlined in section 7.2.) Here we only give four examples of typical GRB data
windows, as shown in figure 7.10.

For the GRBs passing the selection criteria, the data rate is stable. There are two
characteristics that are immediately obvious:

– The average data rate differs per GRB. This is due to the declination of the burst.
GRBs with small declination have significantly higher data rates than GRBs at
higher declination. For those bursts the 40◦ filtering cone extends above the
South Pole horizon leading to an enhanced muon background. Also GRBs that
are positioned near the nadir have higher data rates, which is caused by the fact
that the first-guess methods have a tendency to align tracks due to low-energy
events along the string direction. In figure 7.10 the two GRBs at the left were at
declinations of 29◦ and 44◦, whereas the GRBs at the right where at 74◦ and 70◦

declination.

– In the two lower histograms of figure 7.10, there are a few bins with (almost) zero
entries. This is caused by the detector dead time at the start of a new run period.
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Figure 7.10: The number of entries passing the GRB filter per 60 s bin with respect to the GRB
trigger time. For 4 typical GRBs: Left-top: GRB050509B; Right-top: GRB060515; Left-bottom:
GRB071008; Right-bottom: GRB080426. The various characteristics are explained in the text.

This dead time is of order one minute and its effect might therefore be visible in a
few adjacent bins. It seems that this dead time is slightly larger in 2008 data. This
is due to the fact that the online 2008 filter is merged with the online IceCube muon
and cascade filter and therefore requires IceCube to be running. The dead time of
the IceCube detector between runs is slightly larger than AMANDA’s dead time.
For a stacking analysis these data gaps are harmless: the effect is random with
respect to the GRB trigger time.

A further check on the performance of our stability checks for each GRB may be
performed by investigating the distribution of the time difference between two sub-
sequent events. Such a ∆t distribution is usually based on unfiltered raw data.
Unfortunately, due to the intrinsics of the South Pole filtering, we have only filtered
data available. As the data filtering is not a linear effect, we do not use the ∆t dis-
tributions as a stability filter, but just as an indicator. However, the smoothness of
the distributions we observe indicates that the data selection criteria perform well.
An example of those distributions can be found in figure 7.11. A complete list of ∆t
distributions is given in appendix D.

The data of 130 GRBs were found to pass the selection criteria and stability checks.
If we now stack the observed time profiles of all these GRBs we get the time profile
as shown in figure 7.12. The fluctuations are less than 1% and therefore the observed
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Figure 7.11: The distribution of the time difference between events passing the GRB filter.
For 4 typical GRBs: Left-top: GRB050509B; Right-top: GRB060515; Left-bottom: GRB071008;
Right-bottom: GRB080426. As the event rate is a Poisson process, it may be fit with a straight
line on log-scale.

stacked time profile is consistent with a flat background hypothesis. With an av-
erage number of entries of 46260 per 60 s bin, it is obvious we need to reduce the
background drastically.

7.4 Final selection parameters

As in our analysis of GRB080319B, we use simulated data to optimize the final selec-
tion parameters. Again, the quality of the simulation data is explored by comparing
the unfiltered experimental data with a set of simulated background events. As the
analysis includes data of various years, such a comparison of experimental data with
simulations must be done separately for each year in order to take all annual detector
changes into account as outlined in section 3.2.3. In figure 7.13 the number of active
OMs per event is shown for both experimental data and background simulated data
for each year employed in this analysis. Likewise, in figure 7.14 we give the number
of hits per event.
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Figure 7.12: The total number of entries per 60 s bin with respect to the GRB trigger time
as resulting from stacking all GRB data in the sample. Left: the temporal stacked profile;
Right: the distribution of the entries per bin. As is shown, the latter distribution agrees with a
Gaussian profile. Actually this is a Poisson process, which is approximated here by a Gaussian
for large statistics.

As before we use higher level reconstruction algorithms to reduce the number of
background events. We use the same parameters as outlined in chapter 6: the angle
between the GRB and the Gulliver reconstructed track, the reduced log-likelihood of
the track and its uncertainty, the Paraboloid error. The performance of the individual
parameters is tested for each year independently using the same set of trigger level
data as used above. These trigger level distributions of rlogl and Paraboloid error
are shown in figures 7.15 and 7.16. A comparison between the zenith distributions
of the Gulliver fit on simulated data and on experimental data is given in figure 7.17.
As the simulated distributions of all parameters match the experimental data, the
parameters can be used to filter the data.

The signal simulation data that we use consists of neutrinos that were generated
with an E−1 neutrino spectrum (to enhance statistics at high energies) ranging from
10 to 1010 GeV. As explained at the beginning of this chapter, we use both the Waxman-
Bahcall spectrum (2.2) and a generic E−2 spectrum for the optimization of our filter
parameters. Hence, we re-weight the simulated signal with a weight factor appro-
priate for both spectra (see appendix A).

For 2005 and 2006 data, the median resolution of a 64 iteration Gulliver fit is 5.25◦,
both using the Waxman-Bahcall and the generic E−2 neutrino spectrum. For 2007, the
Waxman-Bahcall spectrum results in a median resolution of 5.25◦, whereas the E−2

spectrum leads to a 5.75◦ resolution. For 2008, the result is independent of the choice
of the assumed spectrum: one finds 5.75◦ in both cases. Note that these resolutions
are at low-quality level, i.e. only crosstalk and bad OM filtering have been applied
(like in the raw data filter of section 7.2). The track reconstruction performance is
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Figure 7.13: The normalized distributions of the number of active OMs per event for each
year of this analysis. Experimental data is indicated by a solid line, simulated background
data is indicated by a dashed line. Note that these data are at trigger level and not filtered by
the raw data filter as outlined in section 7.2. The effect of the mis-match between simulated
and experimental data on the analysis results is included in the systematic uncertainties as
explained in section 7.8.

shown in figure 7.18. For the four years covered by this analysis, the distribution of
the rlogl and Paraboloid error are shown in figures 7.19 and 7.20. Note that all plots
from figures 7.18 till 7.20 represent half sky averages (Northern Hemisphere).
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Figure 7.14: The normalized distributions of the number of hits per event for each year of
this analysis. Experimental data is indicated by a solid line, simulated background data is
indicated by a dashed line. Note that these data are at trigger level and not filtered by the
raw data filter as outlined in section 7.2. The effect of the mis-match between simulated
and experimental data on the analysis results is included in the systematic uncertainties as
explained in section 7.8.
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Figure 7.15: The normalized distributions of the reduced log-likelihood for each year of this
analysis. Experimental data is indicated by a solid line, simulated background data is indicated
by a dashed line. Note that these data are at trigger level and not filtered by the raw data filter as
outlined in section 7.2. The effect of the mis-match between simulated and experimental data
on the analysis results is included in the systematic uncertainties as explained in section 7.8.
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Figure 7.16: The normalized distributions of the Paraboloid error for each year of this analysis.
Experimental data is indicated by a solid line, simulated background data is indicated by a
dashed line. Note that these data are at trigger level and not filtered by the raw data filter as
outlined in section 7.2. The effect of the mis-match between simulated and experimental data
on the analysis results is included in the systematic uncertainties as explained in section 7.8.
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Figure 7.17: The normalized zenith distributions of the Gulliver track for each year of this
analysis. (A zenith angle of 0 corresponds to a straight upwards-going track.) Experimental
data is indicated by a solid line, simulated background data is indicated by a dashed line.
Note that these data are at trigger level and not filtered by the raw data filter as outlined
in section 7.2. The effect of the mis-match between simulated and experimental data on the
analysis results is included in the systematic uncertainties as explained in section 7.8.
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Figure 7.18: The opening angle distribution of the Gulliver track fit for the Waxman-Bahcall
and E−2 spectra. The half-sky average distributions are given for each year of this analysis.
Note that these data are at trigger level and not filtered by the raw data filter as outlined in
section 7.2.
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Figure 7.19: The distribution of the reduced log-likelihood of both data (solid line) and sim-
ulated signal (dashed lines) for the Waxman-Bahcall and E−2 spectra. Note that the raw data
filter, as outlined in section 7.2, has been applied to the data.
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Figure 7.20: The distribution of the Paraboloid error of both data (solid line) and simulated
signal (dashed lines) for both the Waxman-Bahcall and E−2 spectra. Note that the raw data
filter, as outlined in section 7.2, has been applied to the data.
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7.5 Optimization of the selection parameters

The significance of the observations is determined by comparing the Ψ-value of the
observed time profile with a distribution of background Ψ-values. As explained
in chapter 5 we optimize the parameter values which we use for selecting the final
event sample using the MDF. To find the minimum MDF we calculate this factor for
a large fraction of the parameter grid. Whereas we will use the variable bin sizes in
the calculation of our Ψ-values, one can only calculate an MDF for a specific bin size
as the background expectation depends on the exposure time. We will use the bin
size of the center bin in the MDF calculation. Therefore, the analysis is optimized for
a discovery in the center bin of our time window.

As was the case in our analysis of GRB080319B, we calculate the expected num-
ber of background entries in this center bin from the total number of observed entries
in the entire two-hour time window N, assuming a flat background distribution. For
a bin width of dt seconds this becomes:

µb = N ×
dt

7200 s
. (7.4)

Like before, we optimize the filter parameters for a 5σ discovery. As explained in
section 5.2.2, the significance we use in the calculation of the MDF is corrected for
the trial factor of having multiple bins. Like µb, this trial factor is bin dependent. It
equals: dt/7200 s, as if the entire two-hour time window was divided in bins with
this specific bin size dt. The resulting MDF value will be conservative, but this will
obviously not affect the position of the optimum in the parameter space.

For the optimum parameter settings we calculate a flux upper limit reflecting the
sensitivity of our analysis in absence of a discovery. Thus we will give the MRF at
those parameter settings. As this MRF depends on µb, it is a bin specific quantity.
Therefore, the limit we will quote depends on the time difference with the GRB trig-
ger. As it is a bin-individual quantity, including a trial factor for the number of bins
is not necessary in this calculation.

As in the analysis presented in chapter 6, we pose an additional constraint to the
parameter space: the number of entries passing the filter has to be at least four. Oth-
erwise our Ψ-statistics cannot lead to a 5σ discovery. Again, this restriction results in
a slight relaxation of the selection parameters. Our simulated data are re-weighted
with either the Waxman-Bahcall spectrum or a generic E−2 spectrum. We selected
only events that were simulated within 5◦ of a GRB position. Thus we obtain the
number of signal events from the GRBs that pass the data selection for those param-
eter settings. As explained before, we have chosen the bin sizes of our time window
such that all signal events are expected to fall within a single bin.

The MDF distribution of the parameter space is given in figure 7.21 using the
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Figure 7.21: The MDF distribution using a Waxman-Bahcall spectrum, with the requirement
of having at least four data entries passing the filter; with: Top: as function of rlogl and the
Gulliver opening angle. Bottom: as function of the paraboloid error and the Gulliver opening
angle. The position of the optimum selection parameter settings (see text) is marked with a
cross.

Waxman-Bahcall neutrino spectrum (2.2). The minimum MDF of 51.6 resides at
a Gulliver opening angle of 8◦, an rlogl of 7.5 and a Paraboloid error of 5◦. If we use
a generic E−2 spectrum (we use dN

dE = 1 × 10−3E−2 (GeV cm2 s sr)−1), the position of
the optimum MDF is unchanged, as is seen from figure 7.22. For completeness, the
one-dimensional histograms of this optimum are shown in figures 7.23 and 7.24.

At the optimum selection parameter settings a signal passing rate of 27% is obtained
for the Waxman-Bahcall spectrum and 23% for a generic E−2 spectrum. Relaxing
the selection parameters would result in a large increase on the number of passing
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Figure 7.22: The MDF using a generic E−2 spectrum, with the requirement of having at least
four data entries passing the filter; with: Top: as function of rlogl and the Gulliver opening
angle. Bottom: as function of the paraboloid error and the Gulliver opening angle. The
position of the optimum selection parameter settings (see text) is marked with a cross.

entries, whereas the signal passing rate would raise only marginally. Hence, the
optimum is determined predominantly by the (background) data and our analysis
only weakly depends on the quality of the simulated data. We give the number of
passing entries as function of the parameter space in figure 7.25. The signal passing
rate is shown in figure 7.26.



The Stacking Analysis 109

Figure 7.23: The MDF distribution using the Waxman-Bahcall spectrum, as function of the
selection parameters, with the requirement of having at least four data entries passing the
filter.
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Figure 7.24: The MDF distribution as function of the selection parameters using a generic E−2

spectrum, with the requirement of having at least four data entries passing the filter.
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Figure 7.25: The number of entries passing the selection criteria; with: Top: as function of rlogl
and the Gulliver opening angle. Bottom: as function of the paraboloid error and the Gulliver
opening angle. The position of the optimum selection parameter settings (see text) is marked
with a cross. On the left the plots are given on a linear scale, on the right, a logarithmic scale
is used.
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Figure 7.26: The signal passing rate of the selection criteria compared to trigger level, with:
Top: as function of rlogl and the Gulliver opening angle. Bottom: as function of the paraboloid
error and the Gulliver opening angle. The position of the optimum selection parameter settings
(see text) is marked with a cross. On the left, a Waxman-Bahcall spectrum is used, on the right,
a generic E−2 spectrum is used.
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Figure 7.27: The time profile of the stacked AMANDA data of all 130 GRBs in the sample. We
use variable bin sizes as indicated in section 7.1.

Figure 7.28: The time profile of the stacked AMANDA data of all 130 GRBs in the sample.
Here we use regular bins of 60 s, with the central bin ranging from −30 s to +30 s.

7.6 Results of the final analysis

The temporal profile we find after filtering the data using the optimized parameters
as defined above, contains 14 entries and is consistent with the background-only
hypothesis (the P-value of the observed Ψ-factor equals 98.5%, see section 5.2.1). It
is shown in figure 7.27. The result when using equally sized time bins is shown in
figure 7.28. Note that the latter is for illustrative purposes only and this time profile is
not used in the determination of the significance. Since we cannot claim a discovery,
we will provide upper limits for the neutrino flux as outlined hereafter.
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7.7 The sensitivity corresponding to the optimal selec-
tion criteria

After filtering the data using the optimum selection parameters as determined above,
we have 14 data entries passing the filter. This leads to a background expectation
value of µb = 14 × 60/7200 = 14/120 for the center (60 s) bin and a Feldman-Cousins
µ̄90 = 2.54 (see appendix B). Based on the Waxman-Bahcall spectrum (2.2) we expect
0.178 signal entries to pass the filter. We find (at 90% confidence level) an MRF for the
center bin of 14.3 for the Waxman-Bahcall spectrum. For a possible signal arriving be-
tween 30 s and 120 s before or after the GRB trigger, we get aµb = 14×90/7200 = 14/80
and therefore µ̄90 = 2.60. This leads to a 90% confidence level MRF of 14.6. Likewise,
one can calculate the MRF values for all bins in the two-hour time window, as shown
in table 7.2. For the generic E−2 spectrum we obtain a 90% C.L. upper limit for a
signal arriving in the center bin of E2 dN

dE = 1.55 × 10−8 GeV (cm2 s sr)−1. In table 7.2

Time range WB spectrum at 1 PeV E2dNν/dEν
w.r.t. GRB trigger GeV (cm2 s sr)−1 GeV (cm2 s sr)−1

[−30, 30] s 2.9 × 10−8 1.55 × 10−8

± [30, 120] s 3.0 × 10−8 1.58 × 10−8

± [120, 390] s 3.3 × 10−8 1.76 × 10−8

± [390, 1200] s 4.2 × 10−8 2.24 × 10−8

± [1200, 3600] s 5.8 × 10−8 3.09 × 10−8

Table 7.2: The 90% C.L. flux upper limit of the analysis for each time bin, for both the Waxman-
Bahcall (WB) and a generic E−2 spectrum.

we give the flux upper limits of our analysis for both spectra as a function of the
time bin. Note that these limits are conservative as the Ψ-statistics we use to claim
discovery is more sensitive than the Poisson statistics on which the MRF is based, as
explained in section 5.2.3. For the center bin, the upper limits are shown in figure 7.29.

For the optimum parameter settings, we also give the passing rate as a function
of energy in figure 7.30. The half-sky averaged neutrino effective areas for this anal-
ysis for both the TWR trigger level, as well as for the final selection level, are given
in figure 7.31. The ratio between the 2 histograms is exactly the signal passing rate
as given in figure 7.30. For completeness, we also give the detector effective area
at trigger level for various declination bands as a function of the neutrino energy
(figure 7.32). Note that these results are an average over 2005–2008 AMANDA data
taken with the TWR-DAQ. They can be compared with the recently published final
results of the µ-DAQ in Abbasi et al. (2009c). For details of the two data acquisition
systems see section 3.2.2.

Assuming a local GRB rate of 667 GRBs per year (the annual GRB rate extrapo-



The Stacking Analysis 115

Figure 7.29: The sensitivity of this analysis for both a generic E−2 and a Waxman-Bahcall (WB)
source spectrum.

Figure 7.30: The signal passing rate at the optimal selection parameter values as function of
the logarithm of the neutrino energy. Note that we do not use this neutrino energy as filter
parameter. The plot is for illustrative purposes only.

lated from BATSE data) that contribute to the Waxman-Bahcall flux (2.2), one can
calculate the average GRB neutrino fluence. Folding this fluence with the detector’s
effective area of figure 7.31 results in the number of expected signal neutrinos as
function of energy, as given in figure 7.33. Here we give both the expected number
of neutrinos at trigger level and at final analysis level, after passing the filter with
optimal parameter settings. Note that this only includes muon neutrinos, anti-muon
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Figure 7.31: The neutrino effective area averaged over the Northern hemisphere, for both
trigger and final selection level.

Figure 7.32: The AMANDA neutrino effective area at trigger level for various source declina-
tions at trigger level.

neutrinos were not included. The effects of neutrino oscillation are not included
either. Based on the Waxman-Bahcall neutrino spectrum we expect 90% of the events
to have energies from∼ 10 TeV to∼ 3 PeV. In total we expect per GRB 8.60×10−3 neu-
trinos (now including both anti-muon and muon neutrinos) to trigger the AMANDA
detector, and 2.12×10−3 events are expected to pass the filter. This results in a passing
rate for a Waxman-Bahcall source spectrum of 25%. Note that this nicely agrees with
the 27% passing rate we found before in the optimization process of section 7.5.
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Figure 7.33: The expected number of signal neutrinos to be observed from the average
Waxman-Bahcall GRB, for both trigger and final selection level. Here we assumed 667 GRBs
to occur annually in the local Universe.

7.8 Systematic effects

As the position of the optimum selection parameters is mainly determined by the
number of observed (background) events (see end of section 7.5), the optimum does
not depend on possible systematic errors of the simulation data. However, the per-
formance of the reconstruction parameters is derived from simulated data, and we
have seen discrepancies between experimental and simulated data. From previous
plots, one may conclude that this discrepancy is at most 1σ. Thus, we evaluate here-
after the effect of a 1σ deviation of the various selection parameters.

We derive the flux upper limit of our analysis by calculating the MRF for the op-
timum filter settings. This value directly depends on the signal expectation, see
equation (5.12). We estimate the systematic effects included in the simulation data by
examining the effect on the expected signal when varying the selection parameters.
If we enlarge the Gulliver opening angle threshold by 1σ ≈ 5.5◦, the expected number
of signal entries passing our selection increases by 8.6%. Enlarging the Paraboloid
error threshold by the same 5.5◦ also results in a 8.6% signal increase. A comparable
resolution of the rlogl parameter cannot be derived as there is no ”true” rlogl. (Note
that unlike a direction, there is no absolute rlogl appointed to a simulated track.)
Therefore, we cannot determine the signal increase by varying rlogl with 1σ. We
conclude that the systematical error on the signal prediction, due to the uncertainty
of the reconstruction and selection algorithms, equals ∼ 9%, where the individual
contributions have been added in quadrature.
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Another source of a systematic uncertainty is related to the sensitivity of the optical
modules. For AMANDA it has been determined that quantum and transmission
effects of the modules produce a 7% uncertainty in the expected neutrino signal
(Ahrens et al. 2004c). This expected flux is also affected by the uncertainty in the
neutrino-nucleon cross section, which is estimated to be 3% (Gandhi et al. 1998). The
rock density near the AMANDA detector is not well known. The limited geophysical
measurements available showed a 10% variation of the density compared to the nom-
inal value used in the simulation production. Its effect is discussed in Abbasi et al.
(2009c) and combined with the uncertainty in the neutrino-nucleon cross section, we
expect a 8% uncertainty on the expected neutrino flux (Abbasi et al. 2009c). In the
same analysis the uncertainty due to photon propagation in the ice is estimated to be
5%.

If we sum the various uncertainties discussed above in quadrature, we derive a
systematic uncertainty for our final neutrino flux limit of 15%.



Chapter 8
Discussion and Outlook

In this PhD thesis I have presented a new strategy for detecting high-energy neu-
trinos from transient sources such as GRBs. The strategy of source stacking we
developed has the potential to discover a signal even in case the expected neutrino
signal from individual sources is very low. The large background due to muons and
neutrinos produced by cosmic ray interactions in the atmosphere that exists in ice- or
water-based neutrino telescopes, is reduced using optimized data selection param-
eters. This strategy allows for signal detection even in the case of a time difference
between the neutrino and photon signal. Recently, hints for a possible time delay
between high-energy photon emission and the lower energetic prompt photons have
been discovered by the Fermi and AGILE projects (Omodei & et al. 2009, Giuliani
et al. 2008). As explained in chapter 2, the expected high-energy neutrino emission is
likely to originate from the same processes as the high-energy photons. Hence, these
observations strengthen the case for a GRB neutrino analysis which is independent
of a possible time difference between the neutrino signal and the prompt photons, of
which the latter constitute the satellite trigger signal.

Although theoretical predictions indicate that, at least with the AMANDA data,
the probability of significant discovery is small, this effort significantly constrains
the neutrino fluence (time-integrated flux) from a typical GRB for a wide time range
around the GRB trigger. The upper limits of both analyses presented in this thesis can
be compared to the most constraining limits published to date, as discussed below.

In the case of the GRB080319B analysis, the IceCube nine-string analysis constrains
the fluence of high-energy neutrinos from this particular GRB a factor of two better
than our analysis (Abbasi et al. 2009a). However, that limit only constrains prompt
neutrinos. The upper limits of both analyses are shown in figure 6.23. Because the
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distance to the GRB is known one can calculate the maximum energy output of the
GRB in neutrinos, using our fluence constraint on the predicted GRB spectrum. If we
assume a flat universe with standard cosmological parameters, a redshift of z = 0.94
corresponds to a luminosity distance of d ≈ 6 Gpc. Then the total energy output of
GRB080319B in neutrinos is constrained by our observations to be smaller than:

Eν, max = 4πd2 Ω j

4π

∫
∞

0
Fmax(Eν) dEν ≈ 1 × 1046 erg, (8.1)

with Fmax(Eν) the fluence upper limit as function of the neutrino energy Eν and Ω j
the solid angle of the GRB jet. Here we have used a jet opening angle of θ j = 0.4◦ like
before (and thus Ω j ≈ 4 × 10−5 sr) and included the effect of neutrino oscillations.

We can compare the results of our stacking analysis with previous AMANDA GRB
analyses by comparing the flux upper limit for prompt neutrino signals, i.e. the center
bin’s upper limit. To date, the strongest flux upper limit for muon neutrinos from
GRBs is set by AMANDA in Achterberg et al. (2008). This analysis comprised data
of 419 GRBs, whereas we ”only” analysed 130 GRBs. Using the Waxman-Bahcall
spectrum (2.2), they obtain a Model Rejection Factor (MRF) of 1.3. As such, their
flux upper limit is a factor of ten stronger than ours. However, in our analysis no
energy dependent selection parameters are used and the optimum of the selection
parameters is independent of the source spectrum (see section 7.5). As our approach
allows for a possible time difference between photons and neutrinos, our analysis has
the potential of detecting precursor and afterglow neutrinos in addition to prompt
ones. The time-dependent upper limits of the analysis are given in table 7.2.

Obviously, the merits of our analysis method are not quantified by comparing our
flux upper limit with prompt neutrino analyses. Our method is discovery-aimed and
less model-dependent than previous GRB neutrino analyses. It is not optimized for
constraining a pre-defined model. The entire approach is independent of the detector
configuration and can therefore be employed by any operating, or planned, neutrino
detector. For this reason, it is useful to exploit its performance on a future analysis
using the data of other detectors. First, we will extrapolate our results to the use of
the full IceCube detector.

The effective area of the complete IceCube detector is designed to be at least ∼ 150
times larger than AMANDA’s (Ahrens et al. 2004b). The pointing accuracy of Ice-
Cube is also expected to be much better than AMANDA: ∼ 1◦ instead of our 5.25◦

(Ahrens et al. 2004b). Hence, a more efficient background reduction will be possible.
The signal passing rate in an analogous analysis using IceCube data will therefore be
enhanced significantly. An expected signal passing rate of ∼ 50% for such an analy-
sis results in an expected number of signal neutrinos after applying our selections of
∼ 0.6 neutrinos per GRB. (Here we used our expectation from section 7.7 based on a
Waxman-Bahcall neutrino spectrum.)
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IceCube’s data acquisition will be more efficient than AMANDA’s because of the
use of digital electronics. This reduces the dead time of the detector. Therefore Ice-
Cube may have stable data acquisition during ∼ 50 Northern Hemisphere GRBs per
year. Thus, when analyzing one year of IceCube data, one expects to find 30 signal
neutrinos in the final time profile after applying all filters. This is enough for claim-
ing a discovery in case they arrive in the same time bin of the stacked time profile.
Here we assume that the background fraction in the IceCube analysis is equal to the
AMANDA case. This is a conservative assumption as IceCube will be much more
effective in removing the cosmic ray background events from the data, due to the bet-
ter angular resolution. In case no discovery is made the same procedure as outlined
in this thesis may be followed to give a flux upper limit. Based on the parameters
mentioned above, we conclude that applying our analysis on one year data of the
IceCube detector (50 Northern Hemisphere GRBs), would result in a sensitivity well
below the predicted Waxman-Bahcall spectrum.

As the future KM3NeT detector is currently only in the design phase, the final char-
acteristics are not yet available. Due to the longer scattering length of Cherenkov
light in water compared to ice (see section 3.1.1), water-based detectors may have
a more accurate track reconstruction. As the direction of the reconstructed track is
the most important selection parameter in our analysis, a more efficient background
reduction will be possible in water detectors. Hence, the signal passing rate would
be larger for an analysis that uses those detectors. However, the intrinsic angular
difference between the neutrino and the resulting muon will be ∼ 0.5◦ to 1◦ for the
typical neutrino energies (see section 3.1). This limits the constraints on the direc-
tional information used in the background reduction significantly.

A complication of performing a GRB search in detectors other than AMANDA or
IceCube is caused by the fact that they are not situated near the Pole. Hence, the
zenith angle of the position of a source varies in time. The expected number of
background events due to mis-reconstructed cosmic ray muons depends strongly
on the zenith angle (see figure 7.17). As such, in a two hour window, the expected
background rate around the position of the GRB varies. Therefore, the probability of
finding an entry in a bin of our time window becomes time-dependent. This has to
be taken into account when calculating the significance of the observed time profile.
Note also that the strength of this effect depends on the declination of the source,
and consequently on the varying zenith angle for a detector not located at the pole.
Therefore, the expected background is not only time-dependent, but also unique for
every GRB. Calculation of a flux upper limit for an average GRB therefore requires
GRB-individual simulated data. This introduces substantial uncertainties due to the
poor theoretical understanding of those phenomena. Because of those complications,
we cannot perform an extensive calculation on extrapolating our analysis results to
the use of those telescopes. Conform the conclusions by Halzen & Hooper (2002) we
expect that at analysis level, the differences between water and ice detectors are min-
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Figure 8.1: The IceCube 40-string muon neutrino effective area at trigger level for various
declinations. Here θ is the zenith angle, cos(θ) = −1.0 corresponds to a straight upgoing
neutrino (declination of −90◦) and cos(θ) = 0 corresponds to a horizontally inclined neutrino
(declination of 0◦). From Hoffman & et al. (2009).

imal. Hence, the expectations we formulated above are valid for all cubic-kilometer
neutrino detectors.

Currently IceCube is nearing completion, providing the world’s first km3-scale fa-
cility. A recent analysis of the 40-string configuration of IceCube, which took data
during 2008 (see section 3.3), provided a neutrino effective area which is given in
figure 8.1. At neutrino energies where we expect 90% of the signal neutrinos (see
figure 7.33), the IceCube 40-string effective area equals ∼ 8000 m2. This is already
∼100 times larger than our results in figure 7.32. As is recently shown by Dumm &
et al. (2009), the pointing accuracy of IceCube meets the expectations: 0.8◦. Hence,
already when using the present day IceCube data, we can safely assume a ∼ 50%
signal passing rate. This leads to a number of expected signal neutrinos of ∼ 0.4
neutrinos per GRB after applying our selections (cf. section 7.7).

During 2008, IceCube took stable data during ∼ 70 Northern Hemisphere GRBs
(K. Meagher, private communication). Thus, when applying our analysis on that
data sample, 28 signal neutrinos are expected to pass all selections given a Waxman-
Bahcall source spectrum. Hence, already this 2008 analysis would lead to a flux
upper limit below the Waxman-Bahcall spectrum.

Unfortunately, our analysis was unable to constrain the GRB neutrino flux to be-
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low the Waxman-Bahcall spectrum. However, this is the first analysis that sets a
flux upper limit for precursor and afterglow neutrino emission from one hour before
until one hour after the GRB trigger time. Because of our binning method, our flux
limits are depending on the neutrino arrival time, and given in table 7.2. As the ex-
pected neutrino fluxes for precursor and afterglow emission are below the expected
Waxman-Bahcall spectrum for prompt emission (see section 2.5), none of those mod-
els were ruled out by the observations.

As a future extension of our analysis, one can think of an unbinned method of
assessing the likelihood of the observed (stacked) temporal profile. Both in the case
of our GRB080319B analysis and in the case of the stacked analysis, there is the possi-
bility to lose a clustering of signal events as they can reside in different time bins. In
both analyses we try to limit the possibility of this occurrence by the choice of the bin
sizes. Nonetheless, only the use of an unbinned analysis method completely solves
this drawback. Such a method would have to determine the likelihood of the ob-
servations based on the temporal distribution of individual entries. The distribution
of the time differences between individual events might be a suitable observable for
this. Background events are uniformly distributed in the time window and hence
the average time difference between background events is simply given by:

〈dt〉 =
∆t
N
, (8.2)

where N is the total number of entries distributed in the time window ∆t. Hence the
background time difference distribution follows a Poisson distribution. However, as
signal events are expected to cluster in time, the distribution of their time differences
will deviate from the background expectation. A future study of the performance of
this method may provide a comparison with the sensitivity of the method we used
in this thesis.





Appendix A
Simulation

In this thesis both background and signal simulated data are used. The background
simulated data does not play a role in the optimization process of the selection
parameters (see sections 6.3 and 7.5) and is only used for a consistency test of the
simulated signal data. The signal simulation data provides a signal estimate. This
determines the flux upper limit of our analyses and, to a lesser extent, the optimum
of the selection parameters.

A.1 Background simulation

To test the quality of the simulation data we use a set of simulated background events,
which contains single atmospheric cosmic ray events generated with Corsika (Knapp
& Heck 1998). The air shower simulation code Corsika simulates the result of cosmic
ray interactions in the Earth’s atmosphere. The (secondary) particle distributions are
given as a function of the altitude in the atmosphere. Some of those particles, like
muons, can penetrate the ice and after injection of the particles in the instrumented
detector volume, the detector response is simulated (see section A.3). The spectrum
of cosmic rays follows a power law with, in the sensitive range of the detector, a spec-
tral index of approximately −2.7. It is shown in figure A.1. Therefore this spectrum
is steeper than the neutrino spectra we expect from GRBs. As such, the cosmic ray
induced background events are predominantly at lower energies.

In this thesis we only use single-event Corsika data, which are the products of a
single cosmic ray hitting the atmosphere. With a background event rate of ∼ 100 Hz,
there is also a possibility of detecting two cosmic ray induced particles simultane-
ously. These coincident events may form a significant event fraction in IceCube, but
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Figure A.1: The cosmic ray spectrum as observed by various experiments. (Cthetesy of
William Hanlon.)

in the smaller AMANDA detector, their contribution to the observed background is
negligible being� 1%.

A.2 Signal simulation

As mentioned above we use signal simulation data to determine the optimum and
sensitivity of the analyses. This data set consists of neutrinos that are generated
outside the Earth with an E−1 neutrino spectrum ranging from 10 to 1010 GeV. Al-
though an E−1 spectrum is not the expected source spectrum for GRBs, we use this for
the production of simulated data in order to increase the statistics at high energies.
The package that generates these neutrinos is NUSIM (Hill 1996). In our studies,
the events have been re-weighted to resemble a neutrino fluence with a predicted
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GRB neutrino spectrum. After generation, the neutrinos are propagated towards the
detector volume. In case their path goes through the Earth, their propagation is sim-
ulated by the ANIS package (Kowalski & Gazizov 2003). This takes into account all
standard model interactions such as charged and neutral current neutrino-nucleon
interactions. Before injection in the instrumented volume the neutrino primary in-
teracts with a nucleus producing a secondary particle. In the case of our analyses we
only use muon neutrinos and the resulting particle from a charged-current interac-
tion will be a muon. This muon is propagated into (and through) the detector using
MMC (Chirkin & Rhode 2004), a code which is developed specifically to propagate
muons through matter. Both propagation through the bedrock below and through
the ice surrounding the AMANDA detector is properly included.

The fraction of neutrinos at the opposite hemisphere of the Earth that actually in-
duces a signal muon in the detector is extremely low. Therefore, in the simulation
chain, all generated neutrinos are forced to produce a muon in the detector volume.
The probability that this actually would happen is stored in the simulation data as a
weight. In the process of re-weighting the simulation data for the desired spectrum,
this effect is taken into account.

A.3 Detector simulation

After injection of the cosmic ray induced muon (bundle) or the signal muon in the
detector volume, the detector response is simulated. This includes the response of
the entire array of optical modules, trigger algorithms, OM timing accuracies and
DAQ artefacts. The arrival times of the Cherenkov photons at an OM are taken
from precalculated tables including the local ice properties. These tables are deter-
mined by extensive calibration data using calibration lightsources embedded in the
AMANDA detector and account for local changes in the absorption and scattering
length of photons in the ice (Ackermann et al. 2006). The software package respon-
sible for the propagation of the Cherenkov photons from the muon track to the OM
is the PHOTONICS package (Lundberg et al. 2007). The actual OM response is ob-
tained by sampling from a Poisson distribution with a mean amplitude as predicted
by the light intensity computed by PHOTONICS. A standard waveform with corre-
sponding amplitude is then stored as OM signal. To this end, a set of six template
waveforms is used (one for every type of OM and cable; see section 3.2.1). For each
OM, this template waveform is stretched in time and scaled in amplitude to reflect
the individual OM response.

The triggering hardware, the DMADD, is simulated including all trigger thresholds
(see figure 3.6) as determined experimentally at the Pole by dedicated measurements
during the 2008/2009 Polar season (A.Gross, private communication). Note that in
data processing we use conventional threshold values, as indicated in section 4.1. In
case an event is triggered all OMs’ waveforms are stored with the corresponding tim-
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ing information including a certain (Gaussian) uncertainty. Noise pulses are added
based on a 500 Hz PMT noise rate, as measured both in the lab and in situ. Like in
real data, the event receives an overall timestamp, event number and other detector
information.

After the construction of an event and the successful triggering, all information of
the event is stored in the output file. This includes all primary and secondary tracks,
all OM pulses and waveforms and the trigger information. The detector response
data has the same format as the real detector signals. Hence, both experimental
and simulated data can be processed and analysed with exactly the same software
package.



Appendix B
Calculation of the Event Upper
Limit

Given some generic probability distribution function (pdf), a confidence interval at
a certain confidence level C.L. is defined such that:

p̃(x1 ≤ x ≤ x2) =

∫ x2

x1

p(x)dx = C.L., (B.1)

where the interval [x1, x2] is a restriction to the observable x. Given a predefined
confidence level, the position of such an interval in general depends on the pdf.
Hence, for the case of a Poisson distribution, the position of the interval is a function
of the expectation value (or mean) µ. Being a function of this µ, one can speak of
a confidence belt, as indicated in figure B.1. Here, for a given confidence level, the
horizontal lines represent the interval [x1, x2] for a certain expectation value µ.

B.1 Upper confidence intervals

In this thesis we are only interested in a special case of confidence intervals in
particular, upper confidence intervals, which are bound from below by zero: 0 ≤ x ≤
x0. As our data follows a Poisson distribution, the pdf is uniquely determined by
the mean µ. Consequently, an event upper limit µC.L. at a certain confidence level is
defined such that:

p̃(x ≤ x0|µC.L.) =

∫ x0

0
p(x|µC.L.)dx = C.L. ≡ 1 − P-value. (B.2)

As indicated in figure B.2, the area under the distribution below x0 is the confidence

129



130 Appendix B

Figure B.1: A generic representation of a confidence belt, where the confidence intervals are
represented as functions of expectation value µ.

level, the area above x0 is the P-value corresponding to such a measurement and
indicated by α. By construction, the event upper limit depends on the observations
and can only be determined ”a posteriori”. In case the underlying distribution of the
data is known (in our case Poissonian), one can determine an average event upper
limit purely on basis of the observed background. In this appendix, we will outline
this procedure.

By inverting equation (B.2), one can calculate the event upper limit µC.L. given an
observation x0 and a specific confidence level. However, this calculation cannot be
performed analytically because of the fact that the observable x is discrete. (Note
that because of the discreteness of our x, a graphical representation of the possible
confidence belts as in figure B.1 will be a step function.) Hence, for inversion of
the integrated pdf a numerical scheme is needed to determine µC.L.. We use the
Feldman-Cousins approach to determine the event upper limit of our counting ex-
periment at a certain confidence level (Feldman & Cousins 1998). This method of
constructing confidence intervals is an extension of the construction of classical Ney-
man confidence limits (Neyman 1937), an analytical inversion of equation (B.2). In
case of a null-observation (x0 = 0), a confidence level cannot be constructed in this
classical approach, whereas the Feldman-Cousins method produces a well-defined
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Figure B.2: An example of an upper confidence level based on a Poisson distribution p(x|3).The
P-value of a measurement x0 is indicated by α, being the area under the probability distribution
for x > x0.

confidence interval. The Feldman-Cousins method determines the integral under
the pdf (see equation (B.2)) based on an ordering principle of the data configurations.
This ordering optimizes the signal contribution as will be explained below.

Besides the signal contribution ns to x, there may also be a background contribu-
tion nb. The Feldman-Cousins method determines the upper limit µC.L. based on a
maximization of the (possible) signal contribution ns = x − nb. For a certain Poisson
mean µ, the corresponding pdf p(x|µ) is calculated for various observations x. Like-
wise, a pdf for the best possible signal contribution for each observation p(x|µbest) is
also calculated, with µbest = max(0, x − nb). The probabilities of the observations are
ordered by their ratio p(x|µ)/p(x|µbest). As an example we give the resulting ranking
of the confidence belt construction for nb = 3 and µ = 0.5 in table B.1. In case we are
looking for a 90% C.L. interval, we sum the discrete probabilities p(x|µ) following the
ranking order as indicated in the last column of table B.1 until we reach a summed
probability of at least 0.9. In this case we only reach the 90%-level after summing
seven points. In fact, we get a summed probability of 93.5%. We say that in this
case the interval is ”overcovering”. The corresponding seven x values constitute an
interval [x1, x2], for the selected µ value. This corresponds to one of the horizontal
lines in figure B.1.

In order to find confidence intervals that exactly cover (to within a certain accu-
racy, as we will see below) the above exercise can be repeated for different µ. As
such, one can obtain a belt of confidence intervals as shown in figure B.1. Given a
certain observation x0 (indicated in figure B.1 by the dotted vertical line), the range
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x p(x|µ) µbest p(x|µbest) rank
1 0.030 0 0.050 6
2 0.106 0 0.149 5
3 0.185 0 0.224 3
4 0.216 1 0.224 2
5 0.189 2 0.195 1
6 0.132 3 0.175 4
7 0.077 4 0.161 7
8 0.039 5 0.149 8

Table B.1: Illustration of the ranking principle as employed by the Feldman-Cousins method
for a Poisson process with a signal mean µ = 0.5 and a known background nb = 3.

of values of µ for which this x0 is inside the confidence interval [x1, x2] corresponds
to the intersection of the confidence belt with the vertical line at x = x0. This interval
[µ1, µ2] determines the lower and upper limit on the expectation value of the pdf.
For our purposes, we are only interested in upper limits. Hence we notate the upper
boundary of this interval by µC.L..

In case one is interested in limits at 90% C.L., one would have to find the mean,
for which an observation of x0 = 7 results in an integral

∫ x0

0 p(x|µ)dx = 0.9. The
Feldman-Cousins algorithm is implemented in a computer application, which deter-
mines the µC.L. based on an iterative process. This method of finding the acceptance
region for all possible values of µ, given observed values nb, is performed by calculat-
ing the positions of the interval for a grid of discrete values of µ, in the interval [0, 50],
in steps of 0.005. For the case of our discrete Poisson pdf, this results in sufficient
accuracy. In case the result does not produce a unique horizontal intersection of
the confidence belt from figure B.1, the procedure is repeated after some consistency
checks as outlined further in Feldman & Cousins (1998).

B.2 Average event upper limits

In our case, we aim to calculate the event upper limit in absence of observations.
While optimizing the selection parameters of the analysis, the actual observations
are kept blinded to prevent any biases. We only know the background expectation,
but the actual observed number x0 can fluctuate between zero and infinity. However,
in case the observable follows a known pdf, one can still calculate an average event
upper limit by weighting all possible expected upper limits with their probabilities
p(x|nb). In our case the measurements follow a Poisson. As such, we derive an
average event upper limit:



Calculation of the Event Upper Limit 133

µ̄C.L.(nb) =

∞∑
x=0

µC.L.(x,nb)
nx

b

x!
e−nb . (B.3)

This average signal expectation depends only on the expected number of background
counts and the confidence level of the interval. It is common practice to give the final
limit for a 90% confidence level. As explained in section 5.3.1 this µ̄C.L.(nb) is used in
the determination of the Model Rejection Factor (MRF).





Appendix C
The GRB data windows

The data of all GRBs, after applying the raw data filter as explained in section 7.2, are
shown in figures C.1 to C.11.
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Figure C.1: The amount of entries per 60 s bin with respect to the GRB trigger time.



The GRB data windows 137

Figure C.2: The amount of entries per 60 s bin with respect to the GRB trigger time.
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Figure C.3: The amount of entries per 60 s bin with respect to the GRB trigger time.
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Figure C.4: The amount of entries per 60 s bin with respect to the GRB trigger time.
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Figure C.5: The amount of entries per 60 s bin with respect to the GRB trigger time.
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Figure C.6: The amount of entries per 60 s bin with respect to the GRB trigger time.
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Figure C.7: The amount of entries per 60 s bin with respect to the GRB trigger time.
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Figure C.8: The amount of entries per 60 s bin with respect to the GRB trigger time.
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Figure C.9: The amount of entries per 60 s bin with respect to the GRB trigger time.
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Figure C.10: The amount of entries per 60 s bin with respect to the GRB trigger time.
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Figure C.11: The amount of entries per 60 s bin with respect to the GRB trigger time.



Appendix D
The GRB data ∆t distributions

The time difference between two subsequent events in the data of all GRBs, after
applying the raw data filter as explained in section 7.2, are shown in figures D.1
to D.10. In case multiple GRBs occurred during the same day, the data is combined
into a single figure.
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Figure D.1: The distribution of the time difference between events passing the GRB filter.
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Figure D.2: The distribution of the time difference between events passing the GRB filter.
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Figure D.3: The distribution of the time difference between events passing the GRB filter.
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Figure D.4: The distribution of the time difference between events passing the GRB filter.
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Figure D.5: The distribution of the time difference between events passing the GRB filter.
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Figure D.6: The distribution of the time difference between events passing the GRB filter.
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Figure D.7: The distribution of the time difference between events passing the GRB filter.
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Figure D.8: The distribution of the time difference between events passing the GRB filter.
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Figure D.9: The distribution of the time difference between events passing the GRB filter.
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Figure D.10: The distribution of the time difference between events passing the GRB filter.





Glossary

ADC The amplitude of an OM signal

ANIS Simulation package used to propagate a neutrino through the Earth and gen-
erate a muon after interaction with a nucleus

BAT GRB monitor onboard the Swift satellite

C.L. Confidence level

CAND Track candidate, a construction used by some first-guess reconstruction al-
gorithms

Corsika Simulation package used to simulate atmospheric muons and neutrinos

DAQ Data acquisition system

Direct Walk A first-guess reconstruction algorithm

DMADD Discriminator and Multiplicity ADDer, the trigger system of AMANDA

DOM Digital Optical Modules, the basic element of the IceCube detector

Gulliver Name of the log-likelihood reconstruction algorithm

IceDwalk A first-guess reconstruction algorithm

JAMS A first-guess reconstruction algorithm

LC Local Coincidence, IceCube’s most basic trigger requirement

LE Leading Edge, the start time of a waveform

MDF Model Discovery Factor

MMC Simulation package used to propagate muons through matter

MRF Model Rejection Factor

µ-DAQ AMANDA’s old peak DAQ
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NDF Number of Degrees of Freedom

NIM Nuclear Instrumentation Module, a basic hardware element of the DMADD

NUSIM Simulation package used to generate a neutrino flux before propagation
through matter

OM Optical Module, the basic element of the AMANDA detector

p.e. Photo-electron, a unit used for the amplitude of an OM signal

Paraboloid Name of the algorithm determining the uncertainty of the log-likelihood
reconstruction

PHOTONICS Simulation package used for the propagation of the Cherenkov pho-
tons from the muon track to the OM

PMT Photo Multiplier Tube, the little camera inside the OM or DOM

rlogl Reduced log-likelihood, log-likelihood of the track reconstruction divided by
the number of degrees of freedom of the fit

SC Self-Compton mechanism, upscattering of photons by relativistic electrons

SSC Synchrotron Self-Compton mechanism, relativistic electrons upscatter photons
that were produced by synchrotron emission of the same population of electrons

T90 The typical duration of the GRB, defined as the time in which 5% to 95% of the
GRB fluence was detected

TOT Time Over Threshold, the duration of an OM signal

TREL Track element, a construction used by some first-guess reconstruction algo-
rithms

TWR-DAQ AMANDA’s full waveform DAQ

UHECR Ultra-High Energy Cosmic Ray

UVOT Ultra-violet monitor onboard the Swift satellite

Waveform Representation of the signal an OM receives

XRT X-ray monitor onboard the Swift satellite
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Nederlandse samenvatting

Kosmische Gammaflitsen, in het Engels Gamma Ray Bursts (GRBs) genoemd, be-
horen tot de meest explosieve gebeurtenissen die wij kennen in het Heelal. Deze
GRBs worden met behulp van satellieten bijna dagelijks waargenomen. Binnen een
paar seconden wordt een hoeveelheid energie vrijgemaakt die vergelijkbaar is met
de energie die per jaar wordt geproduceerd door alle sterren in ons Melkwegstelsel
samen. Er zijn een aantal modellen die beschrijven welke fysica hiervoor verant-
woordelijk kan zijn. Geen van deze modellen blijkt echter in staat de waarnemingen
volledig te verklaren. GRBs zijn dus nog niet volledig begrepen.

Volgens de standaard modellen zou de waargenomen gamma straling afkomstig
zijn van versnelde elektronen. Deze elektronen krijgen hun energie door interac-
ties in schokgolven die, als gevolg van een explosie, door het uitdijende plasma
lopen. Energetische elektronen zenden makkelijk straling uit. In GRBs is dat vooral
synchrotron-straling, die wordt uitgezonden terwijl de elektronen rond het aanwezi-
ge magneetveld draaien. Maar ook rem-straling (uitgezonden als elektronen elkaar
nauw passeren) en Compton-straling (uitgezonden als de energetische elektronen
een deel van hun energie overdragen op de al aanwezige lichtdeeltjes) dragen mo-
gelijk bij aan de emissie van GRBs. Het elektronengas is zeer heet en straalt vooral
zachte Röntgenstraling uit. Echter, omdat het gas zich in de richting van de waarne-
mer beweegt met een snelheid in de buurt van de lichtsnelheid zien wij de straling
sterk blauwverschoven als hoog-energetische gammastraling.

Waarnemingen van GRBs wijzen er dus op dat het uitdijende plasma van GRBs
gevuld is met elektronen en positronen. Echter, of er ook hadronen (zoals protonen)
in dit plasma zitten, is onbekend. De aanwezigheid van deze deeltjes in het plasma is
lastig aan te tonen. Volgens gangbare schok-versnelling theorieën zouden hadronen
op dezelfde manier versneld moeten worden als elektronen. Deze deeltjes zijn ech-
ter veel zwaarder dan elektronen en zenden daarom veel minder straling uit. Licht
afkomstig van versnelde hadronen is om deze reden niet direct detecteerbaar bij een
GRB. Toch is er een manier om de aanwezigheid van protonen in GRB plasma’s aan te
tonen. De hoog-energetische protonen in het plasma zullen reageren met de aanwe-
zige lichtdeeltjes. Als gevolge van deze interactie worden neutrino’s geproduceerd.
Detectie van deze hoge-energie neutrino’s van GRBs is de enige manier om indirect
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de aanwezigheid van versnelde protonen in het medium van een GRB aan te tonen.

Het detecteren van deze hoog-energetische neutrino’s is echter geen simpele zaak.
De kans dat neutrino’s reageren met andere deeltjes is buitengewoon klein. Dit is
het gevolg van het feit dat neutrino’s alleen wisselwerken met andere materie via
de zwakke wisselwerking, na zwaartekracht de zwakste natuurkracht. Enerzijds is
dat een voordeel aangezien neutrino’s daarom ongestoord grote afstanden door het
Heelal kunnen afleggen. Anderzijds bemoeilijk dit de detectie. Neutrino’s kunnen
namelijk niet direct waargenomen worden: slechts als zij reageren met materie in
of rond een neutrino detector, kan men de reactieproducten van deze botsing waar-
nemen. In het geval van een muon neutrino is vaak een van de botsingsproducten
een muon. Dit deeltje kan vanaf zijn ontstaan nog enkele kilometers reizen voordat
het zelf vervalt. Hoog-energetische muonen zenden Cherenkov-straling uit als zij
zich bewegen door een medium met een snelheid groter dan de lichtsnelheid in dat
medium. In een transparant medium, zoals water of ijs, kan dit licht worden op-
gevangen met gevoelige detectoren als een kortdurende lichtflits. Aan de hand van
het opgevangen patroon van lichtflitsjes kan vervolgens de richting van het reizende
muon worden gereconstrueerd. Met de muon baan eenmaal bekend, kan uit de bot-
singsfysica de richting van de baan van het oorspronkelijke neutrino met een zeker
nauwkeurigheid worden bepaald.

Een detector voor hoog-energetische neutrino’s bestaat uit een transparant medi-
um (water, ijs) gevuld met een groot aantal optische modules die de Cherenkov-flits
van door de detector vliegende muonen kunnen opvangen. Omdat zowel de detec-
tiekans per neutrino als het absolute aantal neutrino’s zo laag is, is het van belang
een zo groot mogelijk detector volume ter beschikking te hebben. Bovendien kampt
iedere neutrinotelescoop met een groot probleem: er is een enorme achtergrond
van muonen die worden geproduceerd in de Aardse atmosfeer. Deze achtergrond
ontstaat door inslagen van deeltjes uit de Kosmische straling op atomen in de hoge at-
mosfeer, waarbij een lawine van deeltjes (waaronder muonen) wordt geproduceerd.
Dit creëert een regen van energetische muonen die van boven op de neutrinotele-
scoop valt. Om deze achtergrond te beperken worden neutrino detectoren vaak zo
diep mogelijk geplaatst. Dit kan ofwel diep in het water van meren of oceanen zijn,
ofwel, zoals in het geval van AMANDA/IceCube, diep in de ijskap van Antarctica.

Ondanks deze grote diepte wordt in AMANDA/IceCube nog steeds veel atmos-
ferische achtergrond gemeten. Deze gebeurtenissen worden uit de data gefilterd
door alleen te kijken naar muonen die van beneden naar boven door de detector
vliegen, en die dus zijn geproduceerd door neutrino’s die eerst door de Aarde zijn
gevlogen. (Enkel neutrino’s kunnen namelijk door de Aarde heen komen.) Voor
AMANDA/IceCube op de Zuidpool betekent dat dus dat we kijken naar neutrino’s
van bronnen aan de Noordelijke sterrenhemel. Nog steeds hoeven deze omhoog
gaande neutrino’s niet afkomstig te zijn van astrofysische bronnen: interacties van
kosmische straling in de atmosfeer aan de andere kant van de Aarde produceren ook
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neutrino’s. AMANDA ziet gemiddeld zes van zulke atmosferische neutrino’s per
dag. Modelberekeningen geven aan dat slechts ongeveer één op iedere 100 GRBs
leidt tot een detecteerbaar neutrino in een neutrinotelescoop als AMANDA/IceCube.
Wij hebben met de huidige stand van de techniek dan ook geen andere keuze dan
de gegevens van vele GRBs te combineren (door ze op elkaar te stapelen), en de
muon-achtergrond die niets met GRBs te maken heeft zo goed mogelijk weg te fil-
teren. Als belangrijkste criterium gebruiken we hiervoor uiteraard de richting van
de gereconstrueerde muon baan. Enkel indien deze reconstructie met voldoende
zekerheid in de richting van de GRB wijst, wordt dit muon meegenomen in onze
statistische methode die een correlatie met GRBs moet aantonen.

Onze analyse is erop gericht data van meerdere GRBs te combineren door deze
data te stapelen. We stapelen deze data de gegevens op van alle gebeurtenissen
in de detector die plaatsvinden binnen een uur rond het tijdstip van de GRB zoals
waargenomen door een satelliet. We verwachten dat de neutrino’s met een klein
tijdsverschil met de gammastraling, ofwel simultaan, op Aarde arriveren. Indien dit
tijdsverschil voor iedere GRB gelijk is, zal het neutrino signaal constructief optellen
in ons gestapelde tijds-profiel: de bijdragen van verschillende GRBs vallen immers
vrijwel simultaan. De achtergrond events zijn willekeurig verdeeld ten opzichte van
de GRB tijden en daardoor zal de gestapelde achtergrond in ons tijds-profiel enkel
willekeurig optellen. Hierdoor verbetert de signaal-ruis verhouding. De waarschijn-
lijkheid van het aldus geobserveerde tijds-profiel vergelijken we vervolgens met een
hoeveelheid willekeurig verdeelde tijds-profielen. Indien we op deze basis geen ont-
dekking kunnen claimen geven we de gevoeligheid van onze methode weer in de
vorm van een flux limiet: de grootste neutrino flux die nog net niet tot een detectie
zou leiden.

Deze methode is ongevoelig voor een mogelijk tijdsverschil tussen de geobserveerde
fotonen van de GRB en het neutrino signaal; mits dit niet te lang is. Tevens maken wij
geen gebruik van een data filter gebaseerd op de energie van de neutrino’s. Ons data
filter is dan ook ongevoelig voor het gebruikte neutrino spectrum wat we verwachten
van GRB neutrino’s. Als zodanig is onze methode minder model-afhankelijk dan
andere GRB neutrino analyses. Uiteraard is de uiteindelijke limiet die wij kunnen
stellen aan de flux van GRB neutrino’s (die model afhankelijk is) zwakker dan die
van andere analyses die wel gebasseerd zijn op een bepaald model. We laten echter
zien dat deze methode gevoelig genoeg is om, m.b.v. IceCube data, een belangrijk
GRB model te testen.

Onze analyse van de AMANDA data van GRB080319B, een extreem heldere GRB,
resulteert in een gevoeligheid van 48.4 keer de verwachte hoeveelheid neutrino’s van
deze GRB. Onze analyse van vier jaar AMANDA data heeft een gevoeligheid van
∼ 3 × 10−2 muon neutrino’s per GRB, terwijl we volgens het standaard (Waxman-
Bahcall) GRB model ∼ 2 × 10−3 neutrino’s per GRB mogen verwachten in onze
detector.
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