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Abstract

We assume that an agent is not responsible for rule-induced extensions of its theory about the
world; responsibility requires the presence of a choice. This supports the attractive conclu-
sion that responsibility for rule-based agents can only arise when the agent faces a “dilemma”
regarding how to apply the rules. Default logic offers precise formulations of this intuition.
However, it turns out that existing definitions force us to recognise too many dilemmas when
reasoning about rules. Specifically, not all moral conflicts are moral dilemmas; the crucial el-
ement of choice is sometimes missing. To address this, we first present a refined definition
for normal default theories, before going on to present a generalisation that applies to abstract
argumentation frameworks.

1 Introduction
As the gun lobby keeps telling us: guns don’t kill, people do. We could not agree
more, but would like to add that gun lobbyists probably kill more than most, since
they work to uphold deadly rules. Indeed, deadly rules are just like guns; they don’t
kill people, rule-makers do. This statement might be provocative, but it is structurally
similar to the claim made by the gun lobby. Both slogans highlight the importance of
morally salient choices; the gun-killer’s choice of gun use and the rule-maker’s choice
of gun regulation. In this article, we address the question of how moral choices like
these should be defined. For the sake of precision, we provide an example definition
in default logic, extending a line of formal work on moral reasoning that was initiated
by Horty [5,6].
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The overarching aim of the article is to contribute to formalising theories about
moral responsibility in formal logic. This is becoming an increasingly important re-
search topic in light of the increasing moral salience of intelligent systems in our
societies. A key intuition underlying our work in this article is that an agent is not
responsible for the rules it has been given, but might be responsible for how it solves
conflicts that arise from them. Moreover, if the agent resolves conflicts by weighing
the rules in a way that the designers of the rules would not condone, this would ap-
pear not to be the designer’s fault, but rather the fault of the agent. To unpack these
intuitions and make them precise, the notion of a moral choice comes to function as
an important anchor, both conceptually and formally.

The definition we provide is novel, departing from previous work on moral rea-
soning in this context. It is based on the following conceptual premise: moral choices
should not be conflated with their indirect rule-induced consequences. If you choose
to x and then you y because x triggers a rule saying you should y, you did not (neces-
sarily) choose y. The rule-maker certainly did, but you may not have. We argue that
this precept is particularly important in the context of reasoning about responsibility
for intelligent systems. Unlike humans, robots do not typically “choose” to follow
the rules; they typically have no choice, rules are a physical constraint on their be-
haviour. This motivates a simple formal definition of moral responsibility relative to
default logic, based on our insistence that choices need to be recorded separately from
rule-induced consequences.

The structure of the paper is as follows. We begin in section 2 by giving an infor-
mal argument to support our ideas about moral choice and responsibility. We do not
discuss the vast literature on moral responsibility or the growing literature on machine
ethics, but compactly present our starting point and the ideas that motivate our formal
work. Then in section 3 we present a formal definition of responsibility which applies
to so-called normal default theories. Here we rely on ideas and techniques from ar-
gumentation theory to define what it means to make a moral choice, giving rise to a
new distinction between moral conflicts and moral dilemmas in the context of default
reasoning. We proceed to sketch a theory of responsibility for abstract argumentation
in section 4, where responsibility is defined as a modality over argumentation frame-
works. This definition lifts the concept of responsibility in such a way that it can
be used in any formalism of non-monotonic reasoning that admits an argumentation-
based semantics. In section 5, we offer a brief conclusion.

2 Responsibility and choice: a conceptual starting point
We regard a moral rule as an action-directing element of an agent system, possibly one
with special significance, but not necessarily an expression of a universally desirable
principle. This does not make us relativists and it is not an attack on moral philosophy.
Moreover, while we offer the moral realists the courtesy of highlighting our descriptive
starting point, we do so with some degree of reservation. This is because we wish
to remain sensitive to the possibility that there might not be a clear-cut distinction
between descriptive and normative theories about morality. However, since nothing
in the current article seems to hinge on this, we feel confident to leave this aspect of
meta-ethics behind us for now.
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It seems true, in any case, that descriptive moral rules are just like guns; they are
not good or bad in themselves. It all depends on how you choose to use them. This
should not be a controversial claim; if there really is such a thing as a universal moral
theory, its object of study is surely good rational agency, not the plethora of descriptive
moral rules that might or might not get us there. 2 However, descriptive moral rules
do guide our judgements about moral responsibility, relative to a given agent system.

In the following, we take moral responsibility to be a meta-level notion, a notion
that we can apply when assessing agency against moral rules, not a notion that is
inherently dependent on any specific collection of such rules. This sense of responsi-
bility is backward-looking, requiring a form of abductive reasoning about a chain of
events leading to some outcome. This is also where the notion of moral choice be-
comes important, because it helps distinguish between those points in the event chain
that can be attributed to agents and those that have to be attributed to rule-makers. As
we will see in examples later, this distinction can make a significant difference when
reasoning about responsibility.

We remark that we approach moral responsibility from a normative perspective,
inquiring into what the conditions for moral responsibility should be, not what they are
taken to be in a given moral community. Furthermore, our work focuses on unpack-
ing what we call the choice principle, a constraint on responsibility attribution that
we formulate as follows: an agent can be morally responsible for choosing X only
if the agent could have chosen differently when X was chosen. We remark that this
is weak choice principle, since it only speaks about choices as mental states, without
making reference to their possible physical manifestations. There is no requirement,
for instance, that there are any consequences of X that could have been prevented by
making a different choice. We abstract away from physical aspects of choice on pur-
pose, because they do not seem to play a role in our conceptual argument. A further
benefit of doing this is that our choice principle seems to be compatible with physical
determinism; it does not appear to have any problem with standard Frankfurt cases
(which invokes alternative possibilities, apparently intended as physical manifesta-
tions of differences between choices). 3

Since we are interested specifically in the aspects of responsibility that hinge on
the choice condition, a single-agent formalism like standard default logic is suitable
for our purposes. The formal context is one where we want to know whether an
agent is responsible for a formula it derive using default rules. We assume that the
agent is not omniscient about the consequences of its reasoning choices. Moreover,
we do not model epistemic aspects of agency, with the implicit premise being that the
epistemic state of the agent is arbitrary, not that it is logically perfect. This assumption
also covers knowledge about the system itself; specifically, we do not assume that the
agent knows (or does not know) the (implicit) consequences of applying certain rules.
The only assumption we make is that the agent knows whatever it needs to know to

2 Some might want general principles to express what is good in the universal sense, but those principles
would then have little to do with descriptive moral rules. To say that some rules are bad by comparison with
a universal principle might be possible, but would not seem particularly informative in itself.
3 For a detailed philosophical argument that free will and determinism is compatible because free will is
not a physical phenomenon, see [7].
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apply rules and choose between them in case of conflict.
For the purposes of facilitating a simple formal definition, we assume that agents

make all their morally salient reasoning decisions on the basis of explicit moral rules
in a propositional, non-schematic, format. With respect to human agency, this is an
extreme idealisation, useful for getting at the essence of the phenomenon we wish to
highlight. With respect to artificial agency, the assumption might be justified also at a
deeper level. Specifically, it is hard to imagine how an intelligent machine could make
a moral choice unless there was some kind of explicit moral rule involved (possibly
a poorly understood one, formulated in terms of learning principles). Machines still
appear to be rule-based systems, our increasing lack of understanding of them notwith-
standing. This observation might seem to support a further argument to the effect that
machines cannot make morally salient decisions, since meaningful alternatives are
lacking. But this is not necessarily the case. Specifically, if a machine resolves a
moral conflict, it is prima facie plausible to say that it makes a moral choice. This is
not the same as saying that the machine is not rule-based; clearly, a conflict between
rules is based on rules. Moreover, in a machine, conflicts are also resolved by rules
(although these can be very different rules, not directly addressing the rules generating
the conflict). Moreover, we are not suggesting that a machine is a moral agent; to have
made a moral choice is a necessary condition for moral responsibility, not a sufficient
one.

To illustrate the importance of choice, consider a self-driving car that kills its
passenger by stopping at a red light, allowing a large truck to crash into it from behind.
Most people would probably agree that we need to know more before we can conclude
that a morally salient choice was made to kill the passenger. This in spite of the fact
that the decision would be motivated by a moral rule, resulting in an outcome that the
car might in theory also be able to anticipate. Specifically, the car (and its makers)
might not have a choice in the relevant situation; once the light turns red, the rule-
following behaviour might be inescapable. Moreover, this behaviour would hardly be
implemented to kill people, but rather to uphold traffic regulations. Hence, additional
evidence of wrongdoing would be required in order to hold anyone other than the truck
driver responsible.

But now, consider the same scenario again, with the only difference being that the
car has an additional algorithm that flags up a dilemma in this situation: “should I
obey the traffic rule and kill the passenger or should I break the traffic rule and save
the passenger”? If such an algorithm is present, most people would probably approach
the case very differently; we would no longer think we were dealing with neutral rule-
following, we would think that morally salient choices were being made by (means
of) the machine. Moreover, when the car decides to stop at the red light, the following
conclusion suggests itself: the car has committed murder.

The question of how exactly we should draw distinctions like the one illustrated
here seems important and difficult. Simple thought experiments gloss over the diffi-
culty, but highlight the importance. We believe that is fair. Simple examples at least
show that those who think there is not an important distinction to make, have some
explaining to do. This is also were the present article aims to make a contribution; its
primary purpose is to help formulate a better foundation for further debate, not to pro-
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mote a certain view on whether or not machines can be held morally responsible for
their behaviour. We believe the only non-trivial assumption we make in this regard is
that something like the choice principle is true. If it is, what follows makes a relevant
point about moral reasoning, a point that has not to our knowledge been made before.

3 Responsibility and moral dilemmas in default logic
In this section, we develop our ideas more precisely using default logic, a much used
formalism in artificial intelligence, capable of representing (and, in its programming
variants, implementing) reasoning with rules that can have exceptions. Here is the
basic definition:

Definition 3.1 Given a set of propositions Π a default rule is a triple d :
p(d); j(d)/c(d) where p(d), c(d) are propositional formulas over Π and j(d) is a set
of such formulas. We say that p(d) is the prerequisite of d, c(d) is its conclusion and
j(d) is its justification set. A default theory is a pair (T,B) where T is a propositional
theory and B is a set of default rules. We define the semantics of default logic as
follows:
• Given a (deductively closed) theory T and a rule d, we say that d is active in T ,

written a(T, d), if p(d) ∈ T, {¬φ | φ ∈ j(d)} ∩ T = ∅ and c(d) 6∈ T . We define
a(T,B) = {d ∈ B | a(T, d)}, the set of defaults active at T .

• Given a default theory (T,B), an argument is a pair (E,d) such that d = d1, . . . , dn
is a sequence of defaults (the reasons supporting the argument) and E = En (the
content of the argument) is a set of formulas defined by the following recursion: 4

· E0 = cl(T ) (where cl is deductive closure in propositional logic),

· Ei =

{
cl(Ei−1 ∪ {c(di)}) if di ∈ a(Ei−1, B)

undefined otherwise
If a(En, B) = ∅ for some argument (En,d) then we say that the argument is
an extension for B at T . Let j(E,d) =

⋃
1≤i≤n{j(di)}, the justification for the

argument (E,d). An extension is an R-extension if {¬φ | φ ∈ j(E,d)}∩En = ∅. 5
We use Ext(T,B) to denote the set of R-extensions of (T,B).

• An agent over B is a function Ag : 2L → 2L such that Ag(T ) ∈ Ext(T,B) for all
T ∈ 2L. In short, agents choose, but they don’t break the rules.

Notice how we define extensions in terms of arguments. This is different from
the original definition of extensions, due to Reiter [11]. However, it is not hard to see
that our definition is equivalent to the original definition. It is simply a restatement of
it where we keep track of the order in which default rules are applied and formulate
Reiter’s consistency requirement as a separate closure condition. The use we make of
arguments to define extensions is different from the original representation of default
logic in terms of argumentation, due to Dung [4]. Our approach is close in spirit,
and gives rise to the same semantics, but builds on a different set of arguments. We

4 It follows that if some Ei from the sequence is undefined, then E = En is not defined either, so (E,d)
is not an argument.
5 The R stands for Reiter, who introduced this system of default logic [11].
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leave further exploration of the connection between the two approaches for future
work. Here we focus instead on the issue of responsibility: what are the necessary
and sufficient conditions that should be met before an agent is held responsible for
something it derives using default rules?

Let B,Ag(T ) |= Rφ denote that the agent Ag is responsible for deriving φ from
(T,B) using the argument Ag(T ) = (E,d) ∈ Ext(T,B). Then the avoidance princi-
ple for responsibility for rule-based conclusions can be formalised as follows:

B, (E,d) |= Rφ⇒ ∃(E′,d′) ∈ Ext(T,B) : φ ∈ E \ E′ (1)

That is, responsibility requires that the formula results from a genuine choice made
by the agent. Is the requirement also sufficient? We argue that it is not. In section 2,
we gave an intuitive argument to this effect, by pointing out how some choices have
rule-based consequences, meaning that the responsibility for these consequences rests
with the rule-maker, not the agent.

To make this intuition formal, we now define the relation of attack between argu-
ments. We build on the approach in [4], but differ in that we generate attacks from
the full content of arguments, not only their final conclusions. Let A(T,B) denote
the set of all arguments at (T,B). Then we define the relation R = R(T,B) ⊆
A(T,B)×A(T,B):

(E,d)R(E′,d′)⇔ E ∩ {¬φ | φ ∈ j(E′,d′)} 6= ∅ (2)

In words, we say that x attacks y whenever the content of x contains the negation of a
formula that is in the justification set of y.

This gives us, for every (T,B), an argumentation framework F(T,B) with the
arguments A(T,B) and the attacks R(T,B) as defined above. If e = (E,d) is an
argument with d = d1, . . . , dn and e′ = (E′,d′) with d′ = d′1, . . . , dm we say that e
is a sub-argument of e′, written e ⊆ e′ if m ≥ n and di = d′i for all 1 ≤ i ≤ n. For all
arguments e = (E,d) with d = d1, . . . , dn we let s(e, di) denote the sub-argument of
e up to di. That is, s(e, di) = (E′,d′) such that d′ = d1, . . . , di (clearly, this argument
is well-defined, c.f., Definition 3.1). The advantage of our way of defining arguments
and attacks, compared to how it is done by Dung [4] and in ASPIC+ [8], is that
we get additional structure allowing us to be more specific about the relationship that
exists between an argument and its set of sub-arguments (this relationship is lost in
[4] since attacks are generated by looking only at the final conclusion of the attacking
argument). 6 Specifically, we get the following proposition, which will be of great use
to us later when when we define responsibility.

Proposition 3.2 Let (T,B) be a default theory and let R = R(T,B). We note the
following facts:

(i) For all arguments e, f, g ∈ A(T,B) such that e ⊆ f , we have (1.a) if eRg then
fRg and (1.b) if gRe then gRf .

6 It is also worth noting that our framework satisfies the rationality postulates of [2]. Moreover, as long as
one of the postulates are fulfilled (the sub-argument closure), it is intuitively clear that our way of generat-
ing attacks will not produce different results with respect to extension-based semantics for argumentation
(although we get additional, helpful, structure for our purposes in this paper).
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(ii) If (T,B) is normal (so that j(d) = c(d) for all d ∈ B), then R is irreflexive.

(iii) If (E,d) is an extension, but not an R-extension, then (E,d)R(E,d).

Proof. (1) Let e = (E,d), f = (E′,d′) such that e ⊆ f , and g = (E′′,d′′). Since
e ⊆ f , we have E ⊆ E′ and j(E,d) ⊆ j(E′,d′). To prove (1.a), assume eRg,
i.e., there is a φ ∈ E such that ¬φ ∈ j(E′′,d′′), then clearly φ ∈ E′ such that
j(E′′,d′′) by Equation (2) gives us fRg. To prove (1.b), assume that gRe, then there
is a φ ∈ E′′ such that ¬φ ∈ j(E,d), but then also ¬φ ∈ j(E′,d′) so by Equation (2)
we have gRf .
(2) Let (B, T ) be a normal default theory (recall that T is consistent). Assume towards
a contradiction that there is an argument (E,d) ∈ A(T,B) such that (E,d)R(E,d)
for R = R(T,B), i.e., there is a φ in E such that ¬φ ∈ j(E,d). Since B is normal,
j(E,d) ⊆ E, but then E contains a contradiction which was introduced by applying
some dc ∈ d. Let i be the smallest index such that Ei is inconsistent, c.f., Definition
3.1. That is, Ei−1 is consistent, and Ei = c(Ei−1 ∪ {c(di)}) is not. This means that
di was active and that p(di) ∈ Ei−1 and ¬j(di) /∈ Ei−1, but since (T,B) is normal,
j(di) = c(di), so Ei−1 consistent, contradicting the assumption as desired.
(3) Assume (E,d) is an extension that is not an R-extension. Then by definition R-
extension there is some φ ∈ j(E,d) such that ¬φ ∈ E. The claim then follows
immediately from Equation 2. 2

The fact that the attack relation is irreflexive for normal default theories lets us
record an important fact about such theories: all arguments can be developed into
R-extensions, there are no arguments that must be rejected. We state this formally.

Proposition 3.3 Given a normal default theory (T,B), let e ∈ A(T,B) be arbitrary.
There is some e′ ∈ Ext(T,B) such that e ⊆ e′.

We now prove a theorem that corresponds to Dung’s original instantiation result
[4]. Specifically, we show that the notion of a stable set in argumentation corresponds
to the notion of an R-extension for default. Recall that S is a stable set in an argumen-
tation framework (A,R) if, and only if, S ⊆ A with

∀x ∈ S, y ∈ A : yRx⇒ y ∈ A \ S and ∃z ∈ S : zRy (3)

Then the instantiation theorem for our representation of default reasoning as argumen-
tation can be stated as follows.

Theorem 3.4 For all B, T , we have

(i) If (E,d) is an R-extension for (T,B), then there is a stable set S of F(T,B)
such that (E,d) ∈ S.

(ii) If S is a stable extension of F(T,B) then S contains at least one R-extension,
and all R-extensions in S have the same content.

Proof. To prove (1), we let e = (E,d) be an R-extension. We need to show that
there is stable set that contains e. To this end, we define the set S that contains e;
every argument with the same content as e that is not attacked by e; and all of their
sub-arguments. We first show that S is conflict-free. By Proposition 3.2 we only
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need to consider maximal arguments. By definition of S these are the arguments that
have the same content as e but are not attacked by e. Assume towards contradiction
that two such arguments, f and g, attack each other. By definition of S, we know
that e does not attack g. This contradicts the assumption that e and f have the same
content. To show that S attacks everything outside of S, consider some argument
e′ = (E′,d′) 6∈ S. By definition of S we can assume that e′ does not have the same
content as e (since otherwise e′ would be attacked by e). Moreover, we know that e′

is not a sub-argument of any member of S (since S is closed under sub-arguments).
Hence, there is some rule that has been applied in e′ that is not applied in e. We
choose the minimal i such that d′i ∈ d′ is such a rule, i.e., such that d′i 6∈ d and d′j ∈ d
for all 1 ≤ j < i. By minimality of i, we have p(d′i) ∈ E. By the fact that e is an
extension, we have d′i 6∈ a(E,B). It follows that there is some φ ∈ j(d′i) such that
¬φ ∈ E. Hence, e attacks e′ as desired.

To prove (2), assume towards contradiction that S is a stable extension that
does not contain an R-extension. Since extensions that are not R-extensions attack
themselves (Proposition 3.2 point (3)) and S is a stable set it follows that S does not
contain any extensions. Let e = (E,d) ∈ S be a maximal argument, i.e., such that
there is no e′ ∈ S with e ⊂ e′. Since e is not an extension, we have a(E,B) 6= ∅.
We let e+ = (E+,d+) be an argument extending e by some dn+1 ∈ a(E,B). Since
e+ 6∈ S it is attacked by some argument f ′ ∈ S. Moreover, since dn+1 ∈ a(E,B)
we know that the content of f ′ is not the same as the content of e (since otherwise
e would also attack e+, contradicting that dn+1 is active in e). Let f = (E′,d′) be
maximal such that f ′ ⊆ f ∈ S. Hence, we have two maximal arguments e, f ∈ S
such that E 6= E′. This means that there is at least one rule in the sequence d that
is not in the sequence d′. We choose the first rule of this kind encountered along
d, namely di ∈ d such that di 6∈ d′ and dj ∈ d′ for all 1 ≤ j < i, i.e., elements
preceding di in d are present somewhere in d′. Hence, we have p(di) ∈ E′ (since this
pre-condition was derived in E using only rules that are also present in d′). Moreover,
since (f, e) 6∈ R (by f, e ∈ S) it follows that there is no φ ∈ j(di) such that ¬φ ∈ E′.
Hence, we get di ∈ a(E′, B). Let f+ = (E′′,d′′) be the argument obtained from
f by adding di and taking the closure. Since f is maximal we get f+ 6∈ S so there
must be g ∈ S that attacks f+. Hence, g contains ¬φ for some φ ∈ j(E′′,d′′).
Since f ∈ S, we cannot have φ ∈ j(f), since then g would attack f , contradicting
stability of S. Hence, φ ∈ j(di). But then g attacks e with g and e both being in S,
contradicting that S is stable. To conclude the proof we show that if S contains two
R-extensions (E,d) and (E′,d′), then E = E′. Assume to the contrary and without
loss of generality that there is some φ ∈ E \ E′. It follows that there must be some
default di ∈ d that is not applied in d′. That is, we must have di 6= d′j for all d′j ∈ d′.
Since (E′,d′) is an extension, we know that a(E′, B) = ∅. This means that di is not
active in E′. Hence, it follows that there is a φ ∈ j(di) such that ¬φ ∈ E′. It follows
that (E,d) attacks (E′,d′), contradicting the assumption that they are in the same
stable set. 2

Effectively, this theorem gives us an equivalent characterisation of agents and their
choices; choosing between extensions is the same as choosing between stable sets
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of an argumentation framework. Now, according to our conceptual understanding of
where responsibility comes from, we would like to demonstrate formally that choosing
a stable set amounts to resolving moral dilemmas. But how do we define the moral
dilemmas of default reasoning with moral rules? It is tempting to define them in terms
of attacks; if defaults are given a deontic interpretation, an attack on an argument can
be intuitively recognised as a moral reason not to argue in a certain way on the basis
of the rules. Assuming that the agent could argue in the way prescribed by some
argument, it would seem that an attack on that argument presents the agent with a
moral dilemma.

In general, however, an argument might be impossible to accept, on pain of arriv-
ing at an inconsistency. In these cases, attacks have a different status; now they encode
the derived consequences of moral rules, not any choice for the agent. Specifically,
such attacks will bind the choice of any rule-based reasoner that always reasons to
an extension. Clearly, the agents defined in Definition 3.1 are reasoners of this type.
Hence, some attacks are morally vacuous, as illustrated by the following example.

Example 3.5 Let B be a theory given by

1 : >; a/a 2 : >;¬a/b

Here we have the arguments x = (cl({a}), 1) and y = (cl({b}), 2). Moreover, we
get (x, y) ∈ R(∅, B). This is not a moral conflict, it is simply an encoding of the fact
that accepting 2 will not lead to an R-extension. Hence, the attack in this case does
not signify that the agent has a choice. Rather, it encodes a rule-bound reasoning step
that no agent can resist (modulo our definition of agents as rule-followers).

The example shows that in order to arrive at a definition of moral dilemmas in
terms of attacks, we have to prune the attack relation. Looking back at the avoidance
principle in Equation 1, it is tempting to try to do so by saying that two arguments,
e and e′, represent a moral dilemma if both can be expanded to R-extensions and
there is some φ in one that is negated in the other. In this case, at the very least, they
represent a moral conflict centred on φ. In previous literature, most notably Horty’s
work on imperatives and defaults [5], moral conflicts of this kind have been conflated
with moral dilemmas.

Is such a conflation appropriate? We argue that it is not. The reason is that a
moral conflict involving φ does not necessarily imply a choice for the agent with
respect to φ. The implication fails just in case φ is a rule-induced consequence of a
previous choice made by the agent. In this case, the agent is certainly responsible for
something, but not necessarily for φ; while φ could have been prevented by the agent,
it arose as a consequence from the agent’s choice only because of the rules in the
system. Intuitively, if the agent did not know this when making the choice, the blame
for φ rests solely with the rule-maker, not with the agent. In this paper, we do not
assume that agents are omniscient and we do not model their epistemic capabilities.
Hence, in our setting, an agent is never responsible for a formula that arises only as a
rule-induced consequence of its choices. 7

7 If an agent does have the capacity to know and reflect on the fact that some φ will arise as a rule-based
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In the human realm, the mechanism we identify here is significant to our responsi-
bility attributions. For instance, imagine a young woman wondering whether to enlist
in the army. She might have many beliefs about what this might entail, including that
she might end up taking lives. Still, if she chooses to enlist and then decides to kill
someone – intentionally – on the orders of a superior officer, we would hesitate to
say she is morally responsible. At least we would be likely to think she is in a sig-
nificantly different position than she would be if she had made the relevant choice to
kill the person as a civilian. However, if we do not keep track of the relevant choice
moments and the differences between them (the choice to enlist and the choice to kill),
we could be led to believe that even the choice principle has been fulfilled in this case.
This is exactly the kind of conflation we want to avoid in the formal system, to get the
right characterisation of moral dilemmas also in situations where locating the relevant
choices might be considerably harder than in an intuitive example like this one.

In the world of intelligent systems, where things happen very quickly and many
decision steps remain highly opaque to us, the distinction between different choice
moments is all the more important. In this setting, it is not a good idea to think
about the lack of a relevant choice as a sort of “excuse” that we can address as a
separate issue independently from the core definition of responsibility. If we follow
this strategy, we are likely to vastly overestimate the moral salience of apparently
autonomous choices in chains of harmful events involving machines.

The technical challenge becomes how to pick out exactly those moral conflicts
that are also moral dilemmas, because they correspond to moral choices. This cannot
be done by simply looking at extensions, we also need to look at reasons. As far as
we are aware, this observation has not been made in earlier work. To illustrate the
phenomenon from a technical perspective, consider the following example.

Example 3.6 Assume a theory B consisting of the four defaults

1 : >; a/a 2 : >;¬a/¬a 3 : a; b/b 4 : ¬a;¬b/¬b

Then we have the argument x = (cl({a, b}), (1, 3)) resulting from applying rule 1 and
then rule 3. Similarly, we get the argument y = (cl({¬a,¬b}), (2, 4)). It is easy to see
that these arguments are R-extensions and that they attack each other. However, on
our understanding, these attacks do not correspond to a moral dilemma. Specifically,
there is no moral dilemma centred at b. The reason is that once a rule-based agent
accepts the argument x′ = (c({a}), 1) it has no choice but to apply 3 and accept x,
giving b by a default rule. Similarly, if the agent accepts y′ = (cl({¬a}), 2), it has
no choice but to apply 4 and accept y, again by a default rule. Hence, the only moral
dilemma in this scenario is between x′ and y′, centred on a.

In this example, there is no doubt a moral conflict between b and ¬b. Moreover,
this moral conflict is not muted because one of the options are ruled out by rule-based
reasoning; both conclusions are possible. However, the only dilemma is the choice

consequence of its choice we do not deny that responsibility for φ might result. However, this kind of
responsibility looks conceptually and technically distinct from the responsibility that arises from making
moral choices.
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between a and ¬a; whatever the agent chooses to do with respect to a will deprive it
of choice with respect to b. Moreover, this deprivation of choice does not result from
logical necessity; the choice disappeared because of a default, a rule imposed by the
rule-maker. In a setting like ours, where meta-level reasoning about defaults is not
something agents engage in, we believe the only possible conclusion for the example
above is that the agent is not responsible for deriving b (or ¬b). Responsibility begins
and ends with a.

How can we generalise this observation? We believe the solution is to use our
argumentation representation to pinpoint moral choices precisely, as defined below.

Definition 3.7 Let (T,B) be a default theory and let e = (E,d) ∈ A(T,B) be an
argument with d = d1, . . . , dn. We say that e is a moral choice, written ch(e), if
there is some e′ ∈ R(T,B)−(e) such that there is no i < n with either s(di, e) ∈
R(T,B)−(e′) or e′ ∈ R−s(di, e). We use C(e) to denote the set of moral choices
encountered along d. That is, C(e) =

⋃
1≤i≤n{s(di, e) | ch(s(di, e))}. In particular,

we have ch(e) if, and only if, C(e) 6= ∅.

By Proposition 3.2, if (T,B) is normal, then for every argument e there is an R-
extension e′ such that e ⊆ e′. Hence, for normal theories we know that every moral
choice occurs in some R-extension (stable set). This means that in normal default
theories, every moral choice is a real moral dilemma; the choice is not forced on the
agent by any sub-argument accepted up to that point, and the choice will result in an
R-extension, provided the agent continues to reason correctly. The latter property is
not true for non-normal theories; here some moral choices are blocked because they
lead to inconsistency. This further complicates the issue of responsibility, motivating
the more abstract definitions provided in section 4.

Already, we can make interesting observations about the case of normal default
theories. First, notice that many R-extensions are not themselves moral choices. This
is the case, for instance, for both the extensions encountered in the (normal) theory of
Example 3.6 above. Hence, we now have a definition that provides a formal reflection
of our intuition that defining responsibility with respect to extensions is not sufficiently
fine-grained. The adequacy of our definition is further supported by the fact that is is
truly a refinement of Principle (1): the existence of multiple R-extensions implies that
the agent will make at least one moral choice. Specifically, whenever there exist two
R-extensions with different content, then every R-extension has at least one moral
choice among its sub-arguments. We state this formally.

Proposition 3.8 Given a default theory (T,B), if there are (E,d), (E′,d′) ∈
Ext(T,B) such that E 6= E′, then for every e ∈ Ext(T,B) we have C(e) 6= ∅.

Proof. Let e = (E,d) and e′ = (E′,d′). By Theorem 3.4, we know that there are
stable sets Se, Se′ such that e ∈ Se, e′ ∈ Se′ and e′ 6∈ Se, e 6∈ Se′ . Let R = R(T,B).
Hence, by stability of Se and Se′ , we get f ∈ Se with fRe′ and f ′ ∈ Se′ with
f ′Re. We choose f, f ′ in such a way that we minimize i and j with fRs(di, e′) and
f ′Rs(dj , e). Then the sub-arguments s(di, e′), s(dj , e) are moral choices as desired
(f, f ′ cannot be attacked by smaller sub-arguments of e or e′ since then stability of S
would see to it that the minimality of f, f ′, i, j would be contradicted). 2
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Hence, multiple extensions do indeed arise only when an agent has a choice. For
normal default theories, this becomes an equivalence: moral choice implies multiple
extensions and vice versa. Specifically, we get the following result.

Theorem 3.9 Given a normal default theory (T,B), there are e, f ∈ Ext(T,B) with
different content if, and only if, there is at least one moral choice in A(T,B).

Proof. ⇒) This follows from Proposition 3.8. ⇐) Assume e = (E,d) is a moral
choice and let f = (H, e) ∈ R−(a) witness to this fact. By Proposition 3.3 there
are R-extension e′, f ′ with e ⊂ e′, f ⊂ f ′. We need to show that e′ = (E′,d′) and
f ′ = (H ′, e′) have different content, i.e., E′ 6= H ′. Let R = R(T,B). Since fRe
it follows by Proposition 3.2 that f ′Re′. Hence, there is some φ ∈ j(e′) such that
¬φ ∈ H ′. From the fact that e′ is an R-extension it follows that ¬φ 6∈ E′ as desired.2

Although multiple R-extensions only arise when there is at least one moral choice,
such choices can appear anywhere in the sequence of reasons supporting an extension,
meaning that the extension itself might be as much a consequence of other rules as it is
a consequence of the agent’s choices. In light of our discussion above, we believe this
should influence how we define responsibility. For normal default theories, where we
know that every moral choice resolves a real moral dilemma, we believe the following
definition is appropriate.

Definition 3.10 Let a normal default theory (T,B) be given. For every argument
e ∈ A(B, T ) we define the responsibility set of e = (E,d), written R(e), by induction
on |C(e)| (the number of moral choices encountered along e):

R(e) =

{
∅ if |C(e)| = 0

(di ∪ R(s(di−1, e))) where i = maxdj∈C(e){j} if |C(e)| ≥ 1

We write (T,B), e |= Rφ to indicate φ ∈ {c(d) | d ∈ R(e)}, where c(d) is the
conclusion of the default rule d and R(e) is defined as above.

It is not hard to see that this definition of responsibility satisfies the prevention
constraint specified in Equation (1). Specifically, we get the following simple result
(proof omitted).

Theorem 3.11 If (T,B), e |= Rφ for some e ∈ R(T,B) then there are
(E,d), (E′,d′) ∈ Ext(T,B) such that φ ∈ E \ E′.

Finally, we show that for normal theories, the set of moral choices on an extension
suffice to uniquely pick out its content, adding further weight to our claim that moral
choices are the roots of responsibility.

Theorem 3.12 For all normal theories (T,B), if e, e′ ∈ Ext(B, T ) and C(e) = C(e′)
then the content of e is the same as the content of e′.

Proof. Assume towards contradiction that e = (E,d), e′ = (E′,d′) ∈ Ext(B, T )
such that C(e) = C(e′) and E 6= E′. This means there is at least one rule in d that
is not in d′. We choose such a rule with minimal index i, such that di ∈ d, di 6∈ d′

and dj ∈ d′ for all 1 ≤ j < i. Then p(di) ∈ E′. Hence, we must have ¬j(di) =
¬c(di) ∈ E′. Moreover, by the minimality of i we know that e′ does not attack any
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sub-argument of s(di, e) and that no sub-argument of s(di, e) can attack e′ (in either
case, e′ would attack itself, so it would not be an R-extension). 2

In terms of argumentation theory, what this result tells us is that the moral choices
in a stable set uniquely determine that set. This observation is the key to the generali-
sation presented in the next section, where we lift the notion of responsibility defined
herein to the level of abstract argumentation. This definition can then be applied to
any system of default reasoning that instantiates some argumentation framework. 8

4 Responsibility in abstract argumentation
We assume given an argumentation framework F = (A,R) with R ⊆ A × A (see,
e.g., [10] for further details). We interpret this as a deontic structure, such that if a
attacks b then accepting a is a moral reason not to accept b. In this context, we define
an agent as a function Ag : A → {1, 0, 12}. Intuitively, it means that the agent accepts
and argument just in case it assigns 1 to it, it rejects it if it assigns 0, and it withholds
judgement if it assigns 1

2 (for further details on why this third semantic status should be
included, see, e.g., [3]). We want to know when an agent is responsible for assigning
a given value to an argument.

To talk about what follows from an agent’s choice of extension, we use the follow-
ing modal language, L:

φ := p | φ→ φ | ¬φ | Rφ

where p ∈ A is an argument. The formula Rφ should be understood as expressing the
fact that the agent is responsible for concluding the formula φ. We want to generalise
the ideas developed in section 3, so that responsibility arises from a moral choice made
by the agent. Hence. a natural starting point is to ask: what are the moral dilemmas in
F? If we try to adapt the definition provided for default logic, we need to first define
a notion corresponding to the sub-argument relation that we defined for arguments
based on their internal content as derivations in default logic (c.f., Definition 3.1).
Since arguments in abstract argumentation have no internal structure whatsoever, a
straightforward generalisation is therefore blocked.

Instead, we will capture the intuition behind the sub-argument relation in terms
of the combinatorial properties of A. To achieve this, we first think more closely
about why we introduced the sub-argument relation in the first place. In short, the
reason was the following: for all arguments, we found among its sub-arguments a
set of moral choices that uniquely determined the semantic status of that argument.
Specifically, the purpose of introducing the notion of a sub-argument was to capture
the phenomenon that arises when a sub-argument suffices to force the acceptance of a
unique super-argument. Specifically, if an argument is accepted, the responsibility of
the agent appears co-equal with the responsibility it has for the minimal sub-argument
that enforces that argument. To arrive at the total responsibility of an agent for an
argument, we then iterated this to account also for the responsibility the agent had
with respect to the minimally enforcing sub-argument of this sub-argument and so on
all the way back to the starting point (c.f., Definition 3.10).

8 For the issue of instantiation generally, see [1,9].
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Adopting now a more abstract perspective on this iterative process, we see that the
crucial aspect of what we did was to identify the reasoning steps that the agent had to
take, given its previous choices. Some steps were induced and therefore did not give
rise to responsibility. The notion of induced choices is in fact well-known in argu-
mentation, as a technical notion used to extend certain kinds of partial extensions of
argumentation frameworks. In the following, we use the labelling-based formulation
due to Caminada, see, e.g., [3].

Specifically, let π : A → {1, 0, 12} be some partial assignment of boolean values to
the arguments of F (such that all arguments not receiving a boolean value are assigned
1
2 ). Then we define the rule-based closure of π as Γ(π) defined as follows:

Γ(π)(x) = 1− max
y∈R−(x)

{πi−1(y)} (4)

If Γ(π) admits a least fixed point π̄ (with Γ(π̄) = π̄), then π̄ is the rule-based
closure of π. The intuition for us is that the rule-based closure of π extends π accord-
ing to rules that do not require the agent to resolve any moral dilemmas; the closure
depends only on rules, not on choices. If π is incoherent (not admissible in argumen-
tation jargon), then applying rules to extend it will result in an inconsistency, in which
case the operator Γ has no fixed point and π̄ is not defined. In all other cases, we claim
that π̄ is morally equivalent to π, in the sense that all moral choices that have a bearing
on π̄ have already been made at π. We remark that a coherent π : A → {1, 0, 12} cor-
responds to a stable set (obtained by collecting all arguments assigned the value 1) if,
and only if, π̄ is boolean-valued. There are also many other semantics for argumenta-
tion, but in this paper, the distinctions between them are not important: we define our
notion of responsibility so that it works for all coherent π, meaning that it works for
all the “classic” argumentation semantics, including those defined in Dung’s original
paper [4].

We now use the definition of rule-based closure to define a class of assignments
around every assignment π, collecting all those assignments that are morally equiva-
lent to it. From the point of view of an agent Ag : A → {1, 0, 12}, this is the collection
of all the morally equivalent choices that the agent could have made at A.

D(π) = {π′ | π̄′ = π̄} (5)

π is incoherent if D(π) = ∅. Intuitively, D(π) gives us all assignments that cor-
respond to a given way of making moral choices, a given way of resolving moral
dilemmas.

The characterisation of moral choices allows us to define a semantics for the lan-
guage L. Specifically, we define the following inductive extension of π̄ to all of L.

π̄(x) =


π̄(x) if x ∈ A
1− π̄(φ) if x = ¬φ
min{1, 1− (π(φ)− π(ψ))} if x = φ→ ψ

min(1,minπ′∈D(π){π′(φ)}) if x = Rφ

(6)
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We write F, π |= φ if, and only if, π̄(φ) = 1. This gives us a three-valued modal logic.
We leave an in-depth exploration of our logic for future work, but note some of its va-
lidities. Specifically, we record that the R-modality is a peculiar kind of modality that
is either degenerate (when D(π) = ∅) or else S5. More interestingly, it satisfies some
special properties arising from the underlying structure of F, including the following
(we omit the proof).

Proposition 4.1 For all F and all agents such that Ag(F) = π we have:
• F, π |= R(φ ∧ ¬φ) if, and only if, π̄ is not defined (meaning π is incoherent) (“You

are responsible for a contradiction if, and only if, you reason incorrectly”).
• There is a p such that F, π |= ¬Rp if, and only if, π̄ is defined (“You reason correctly

if, and only if, there is some proposition you are not responsible for”).
• F, π |= R(p ∧ ¬p) → Rφ (“The person who is responsible for a contradiction is

responsible for everything”).
• F, ∅ |= ¬R(φ→ ¬φ) if, and only if, φ is made true by all coherent π (φ is sceptically

accepted in F). Notice especially the indirect way of expressing this in L.
• F, π |= R(φ→ φ) (“You are responsible for reasoning correctly”).
• F, π |= (φ ∧ ¬Rψ)→ R(¬φ→ φ) (“If you reason correctly and accept a formula,

you are responsible for not rejecting it”).

In future work, we would like to explore this modal logic further, but for now we
are satisfied with concluding that it seems like an intuitively reasonable formalisation
of responsibility for single-agent argumentation.

5 Conclusion
We have studied responsibility for rule-based reasoning, starting from the premise that
an agent can only be held responsible for its conclusion if that conclusion reflects a
choice made by the agent. To formally pin-point the morally salient choices made by a
rule-based reasoner, we used an argumentation-based representation of the semantics
of default logic. This enabled us to specify the sub-set of arguments that correspond to
moral choices for the agent. We observed that for normal default theories, every moral
choice corresponds to a real moral dilemma without a pre-determined answer. Hence,
for such theories, we could define responsibility in a way that matched our intuitions.
To generalise this to any kind of default theory, we abstracted away from the internal
structure of arguments and proceeded to sketch a theory of responsibility that applies
to argumentation frameworks directly. In future work, we would like to study the re-
sulting logic of responsibility in more depth and examine instantiations of it, including
both non-normal default theories and other frameworks for non-monotonic reasoning
which includes an element of choice. In addition, we would like to extend the treat-
ment of responsibility given here to take into account information about priorities and
preferences over rules and arguments.
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