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Chapter 1
Introduction
There is a growing recognition in the field of psychological research that understanding human behavior, emotion, cognition and development requires more than
traditional cross-sectional, panel or experimental studies alone can offer: We need a
research paradigm that allows us to understand in more detail the dynamics of what
goes on within a person or within a family or group of people over time, while they go
about their usual daily lives. Experimental research has long been used to shed light
on particular aspects of human functioning, including fine-grained aspects, but it has
the downside that it takes people out of their normal lives into an artificial research
context. Cross-sectional surveys or panel studies, on the other hand, can have a
high ecological validity, but are more suitable for studying stable differences between
people or long-term development, as they do not allow researchers to zoom in on the
dynamics of a process at a finer time scale. Findings from these types of research,
which tend to be focused on comparing people, are less suitable for uncovering the
processes that occur within a person over time.
A simple example which illustrates this limitation of cross-sectional research, is
what we might find if we studied the experience of pain and the use of painkillers by
conducting a one-time survey. It is likely that we would find that the two variables
are positively correlated across persons, because the people who tend to experience
pain more often, or who experience more intense pain, also tend to be the ones
who take (more) painkillers. Does this simply reflect that pain motivates people
to use painkillers, or does it, perhaps, also indicate that there is a vicious cycle in
which regular use of painkillers leads to more pain? If we followed people over time,
however, we would probably find that while pain experience often preceeds the use of
painkillers, taking painkillers is followed by a decrease, and not an increase, in pain
experience. Only a study that tracks people over time can help us truly understand
how pain experience and painkiller use affect each other, and whether (regular) use
of painkillers appears to be beneficial or harmful for a particular person. The same
logic applies to psychological research topics in the domain of emotion, cognition,
social behavior, life strategies, mental health, etcetera.
In recent years there has been more and more interest in research approaches
that focus on the dynamics of day-to-day or even moment-to-moment psychological
processes. Examples of such approaches include daily diary reports, fine-grained
observational studies and experience sampling methods (ESM, also referred to as
ambulatory assessment; Hektner, Schmidt, & Csikszentmihalyi, 2007). These types
of research aim to tap into the experiences of people as they go about their lives,
and they allow us to study short-term fluctuations in addition to the relationships
between different variables over time. The increasing availability of devices such
as smartphones and smartwatches and of software applications for data collection
and management have opened up a world of possibilities for researchers interested
1
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in studying the dynamics of psychological processes in daily life in a relatively nonintrusive, non-artificial, and cost-efficient manner.
With increased possibilities also come new challenges, and in this case a challenge
lies in finding optimal data analysis techniques for the kinds of data and hypotheses
involved in these newly popular research methods. Typically, these approaches result
in time series data for multiple persons, which is referred to as intensive longitudinal
data (ILD; Walls & Schafer, 2006) to distinguish it from traditional longitudinal data
with only a few repeated measurements. Because of the high number of repeated
measurements, ILD offers a rich description of each individual person’s process, so
that it may be considered wasteful to compute summary statistics (like the mean or
some index of variability) at the person level for the purpose of statistical analysis;
the data can be used to its full potential when time series analysis techniques are
applied to study the within-person fluctuations in the process. Time series analysis is
very common in other scientific fields such as econometrics and the natural sciences,
and there is an abundance of time series literature – both theoretical and applied –
from these fields, but it is less familiar to psychological researchers; and unlike other
data analysis approaches, it is not a part of the standard social science methodology
curriculum at most universities. Furthermore, the unique features and imperfections
of study design, measurement and data in psychological research warrant a thorough
investigation into the possibilities and limitations for applying time series techniques
to ILD.
The aim of this dissertation is to contribute to an increase in the available modeling techniques for ILD in psychology, as well as an increase in awareness of unique
challenges and pitfalls in applying time series models in this context. The chapters
can be divided into two parts, based on the general class of time series models that
they focus on: Markov models (Chapter 2) and autoregressive models (Chapters 3
to 5). In the following, a short introduction to these two classes of models is given,
immediately followed in each case by a description of the research presented in the
individual chapters.

Markov modeling
Some psychological processes appear to be characterized by state-switching, in the
sense that a person can be in one of several discrete states, characterized by different emotions, behaviors or symptoms. Examples include recovery and relapse in
addiction (Warren, Hawkins, & Sprott, 2003; Shirley, Small, Lynch, Maisto, & Oslin,
2010; Prisciandaro et al. 2012; DeSantis & Bandyopadhyay, 2011); manic and depressive episodes in bipolar disorder (Hamaker, Grasman & Kamphuis, 2016); or
different strategies while performing a cognitive task (Wagenmakers, Farrell, & Ratcliff, 2004). Psychological theories that involve such discrete states call for statistical
techniques suitable for categorical variables, which limits the available options. A
framework that seems very useful for studying state-switching processes is Markov
modeling, which gives insight into the process dynamics over time by estimating the
probabilities that a person will switch from one state to another or back. The name
Markov modeling derives from the Markov property, which is the assumption that if
we want to predict the state of the person at the next measurement, we only con2

sider their current state, and not the ones before that. To give a concrete example:
Whether or not a person experienced a manic episode three days ago, or three weeks
ago, does not factor into our prediction of how they will feel tomorrow, if we already
know that they are feeling depressed today; the best information for making a prediction is given by the last observation. In its most basic form, a Markov model
simply estimates the probabilities of switching between different states based on the
number of times that each possible state change was observed during the course of
the study. The resulting model parameters reflect how stable the person is, but also
whether they are more likely to switch in one direction than the other (e.g., more
likely to go from manic episodes to depression than vice versa), which would have
the result that, overall, they spend more time in one state than in another.
Markov models can be extended to the situation where the states are latent rather
than observed, which comes in handy when the observed data reflect one or more
symptoms or expressions of an underlying theorized state, rather than a direct categorical indicator of an observed state. Markov models with a latent state variable
can be applied to multivariate as well as univariate data, and there is no requirement
that all the observed data should be either categorical or continuous. The latent
Markov model formulation can also be used when the states are observed directly
but with substantial measurement error, which is a common issue in some types
of psychological measurement. Lastly, the discrete states that are analyzed with a
Markov model may even result from a pragmatic choice to discretize an observed
continuous variable, as will be demonstrated in one of the empirical applications in
Chapter 2.
Besides extensions to latent state-switching processes, Markov modeling can also
be extended to the multilevel case, where a model is applied to data for a group
of people and different persons in the sample are expected to have different stateswitching dynamics. Not only can the model then be used to estimate the betweenperson variability in the state-switching probabilities, but it can also include other
observed variables that might explain some of these differences in dynamics. This
model extension is referred to as a multilevel Markov model or, more commonly, as
a mixed Markov model (Altman, 2007), and is particularly relevant for psychological
research; after all, between-person differences are the rule rather than the exception.
Because ILD typically involves time series data for a group of persons, mixed Markov
modeling of ILD could prove a very useful tool for an in-depth study of both the
within-person dynamics of a state-switching process, and the variability between
people in these dynamics.

Exploring Bayesian mixed Markov models for ILD
Despite the apparent flexibility and usefulness of Markov modeling, it has not yet
been applied very often in the psychological literature, and this may be in part
because there are a number of known difficulties in its implementation that might
limit its applicability in practice. In addition, the class of Markov models is not
widely known among psychological researchers, and the literature on these models is
fragmented and potentially confusing due to many differences in terminology, model
specifications, underlying assumptions, typical data characteristics and research ques3
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tions in the various different fields of science where Markov models are used. Chapter
2 explores the application of multilevel Markov models to ILD in psychology, drawing from the available literature from various fields and focusing specifically on the
benefits and challenges of this modeling approach for this research context, with the
aim of (further) familiarizing psychological researchers with the possibilities it offers.
Bayesian estimation is considered as a robust alternative to classical (frequentist)
estimation, with several advantages that seem particularly important for ILD analysis in psychology, but also some disadvantages or unresolved challenges. The use of
Bayesian mixed Markov models for ILD is illustrated by two empirical applications,
one concerning negative affect as measured in a daily diary study, and the other
concerning moment-to-moment behavior in family interactions.

Autoregressive modeling
The research presented in Chapters 3 to 5 of this dissertation all concerns a second type of time series analysis, namely autoregressive modeling, which is used for
(non-categorical) processes characterized by autocorrelation or lagged effects between
different variables over time. Autoregressive models do not involve switches between
discrete states like the Markov models, but rather the extent to which a continuous
variable is related to itself or other variables over time. Autoregressive modeling of
ILD has already started to gain ground in the psychological literature, where it is
frequently used in the context of affect dynamics research (e.g., Suls, Green & Hillis,
1998; Koval & Kuppens, 2012; van Roekel, Bennik, Bastiaansen, Verhagen, Ormel,
Engels, & Oldehinkel, 2016) and the emerging network approach to psychopathology
(Borsboom & Cramer, 2013; Bringmann, et al., 2013; Wichers, 2014). Therefore, it is
important to conduct methodological research into the ways in which this modeling
approach can be extended or modified for optimal use with ILD in psychology, and
also into potential issues that come with it.
The model that is most often used in psychological applications is the first-order
autoregressive model, denoted as the AR(1) model (cf. Hamilton, 1994), in which
each observation is regressed on the observation that directly preceded it (but not on
observations before that; otherwise, we would obtain a higher-order AR model). The
parameter of interest in an AR(1) model reflects the carry-over (sometimes called
inertia) in a process, which in the context of affect dynamics can be interpreted as
the extent to which a person is slow to regulate their emotions back to ‘normal’, that
is, to recover to their baseline level of affect intensity after a temporary increase or
decrease. The model is often applied in studies where data is collected using diary
reports or experience sampling methods, so that many repeated measurements of
affect experience are obtained.
The AR(1) model can be extended to a multilevel model, which accounts for
between-person differences in the baseline level of affect and in the autoregressive
parameter (inertia), so that variation in affective dynamics can be studied. This,
of course, is a crucial feature for psychological applications, where it can rarely be
assumed that there are no individual differences. Multilevel AR(1) modeling has been
used fruitfully to uncover between-person differences in affect regulation and to link
emotional inertia with other person characteristics such as neuroticism, depression
4

and low self-esteem (Suls, Green, & Hillis, 1998; Kuppens, Allen, & Sheeber, 2010).
Inertia thus appears to be a useful concept in affect dynamics research, and one that
is likely to receive further attention, so that it is worthwhile to consider possible
extensions, as well as currently unresolved issues, of the (multilevel) AR(1) modeling
framework in the context of ILD analysis.
A closely related modeling technique which can be considered an extension of
AR(1) modeling is first-order vector autoregressive modeling, denoted as VAR(1)
modeling (Hamilton, 1994). This extends the approach of modeling autoregression
to multivariate time series data, so that researchers who have observed multiple processes can study not only the inertia within a given process, but also the lagged
relationships between different variables. For instance, in the network dynamics
approach to psychopathology, the estimated lagged relationships between different
reported symptoms form the basis for constructing a person’s network graph, which
provides insight into their symptom profile over time, and which can be compared
with that of other people to study between-person differences in how different symptoms relate to each other (Borsboom & Cramer, 2013).

Extending the multilevel AR(1) model with thresholds
In Chapter 3 of this dissertation, an extension of the AR(1) model is proposed that
allows for testing different and slightly more complex hypotheses about affect regulation. Building on the existing threshold-autoregressive (TAR) model for a single
time series (Tong & Lim, 1980), we propose a multilevel TAR model which can simultaneously account for between-person and within-person differences in inertia: It
allows for state-dependent inertia, such that a person is slower to recover from an
increase in affect than from a decrease (or vice versa). In this way, the multilevel
TAR model lets go of a restrictive assumption that underlies AR modeling, namely
that emotional inertia represents a fixed, trait-like characteristic of a person, and that
a person’s return to their baseline level of affect must be equally fast regardless of
whether they just experienced an increase or a decrease in their level of affect. From
a substantive point of view, it makes sense to expect that inertia may vary within a
person and specifically, that it may be asymmetric so that, for instance, an increase
in negative affect typically lingers longer than a decrease, especially in people prone
to depression or rumination.
Bayesian estimation of the multilevel TAR model is recommended because it
is easy to implement and allows us to estimate all the model parameters at once,
whereas classical (frequentist) estimation for this model is difficult to implement and
can be affected by (severe) bias. Simulations are used to investigate the feasibility
of the Bayesian multilevel TAR model for ILD in psychology, focusing on the power
and Type I error rate for testing whether inertia appears to be state-dependent,
as well as on the accuracy of the parameter estimates for realistic sample sizes.
The proposed modeling approach is shown to be feasible for ILD, and an effective
approach is demonstrated for deciding whether a multilevel AR or TAR model better
fits the data at hand. Two empirical illustrations are presented in which the proposed
multilevel TAR model is further extended to include covariates or to model bivariate
data. The first application concerns daily reports of negative affect intensity, and
5
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the second deals with the affective behavior of spouses engaged in a conflict-oriented
discussion task.

Three-level versus two-level AR(1) modeling
Chapter 4 proposes a new, three-level modeling approach to address a methodological
issue that arises when time series models are applied to ILD with measurement
occasions nested in days and days nested in persons, as is typically the case in data
collected using the popular experience sampling method (ESM; Hektner, Schmidt, &
Csikszentmihalyi, 2007). A question that had not yet been addressed in the literature
is how the nesting of such data should be accounted for: It is common practice to
use two-level models where the measurement occasions are nested directly within the
persons, but it can be argued that it is more appropriate to specify three-level models
where the day is included as an intermediate level. While questions about the required
number of levels in a multilevel model might be easy to resolve in some contexts by
testing the significance of variance components of intercept-only (“empty”) models
(cf. Hox, 2010), in Chapter 4 it is demonstrated that this approach falls short in the
case of time series data, where there is often autocorrelation between the observations
at the lowest level.
The study focuses on multilevel AR(1) modeling, because this is a popular analysis
technique for ESM data. Simulations demonstrate that over- and underspecifying the
number of levels in the model can both lead to misleading conclusions, so that it is
important to decide on the number of levels before interpreting parameter estimates.
Comparing the Akaike Information Criterion (AIC; Akaike, 1974) of the two-level
and three-level AR(1) models is shown to be a feasible method of deciding on the
number of levels, provided that the number of measurements per day is sufficient
(preferably at least ten). Besides addressing this methodological issue, Chapter 4
also contributes a tutorial for multilevel AR(1) modeling of ESM data in R, which
can assist researchers in implementing the popular two-level AR(1) model and the
novel three-level AR(1) model while avoiding the many pitfalls unique to modeling
of this particular type of data.

Continuous-time versus discrete-time AR(1) and VAR(1)
modeling
Chapter 5 deals with another methodological issue, which applies to many uses of
time series models for ESM data, but which has largely been ignored so far: The issue
of varying time intervals. A characteristic of ESM researh is that the measurement
intervals within a day are often deliberately varied, resulting in unequally spaced
observations. However, discrete-time (DT) models, such as the AR(1) and VAR(1)
models which are commonly applied to ESM data, are based on the assumption that
all the observations are equally spaced, and a violation of this assumption can be
expected to cause estimation bias. Equivalent continuous-time (CT) models exist
and should be preferred in this situation, but they have not yet gained widespread
popularity and it is only recently that accessible software implementations for these
6

models, and for their multilevel extensions, are becoming available (such as the ctsem
R package; Driver, Oud, & Voelkle, 2017).
Although much has been written in the broader literature on longitudinal data
analysis about the advantages – both theoretical and practical – of CT modeling over
DT modeling (cf. Oud, 2002; Voelkle, Oud, Davidov, & Schmidt, 2012; Deboeck &
Preacher, 2016), the main goal in Chapter 5 is pragmatic, namely, to evaluate the
practical relevance of the fact that ESM data violate a model assumption in AR(1)
and VAR(1) modeling: Does this result in substantial bias in the model parameters of
interest, or is the bias (under some circumstances) negligible? Using simulated data
with measurement timings typical for an ESM study design, the estimation error of
DT AR(1) and VAR(1) models is compared with that of their CT equivalents. In
addition, a distinction is made between various implementations of the DT models
that reflect different extents to which researchers may take the measurement timing
into account (if at all); for instance, whether the nighttime is also treated as a
regular interval or not, and whether missing values are inserted to at least reduce
the variability of the interval lengths to a finer scale. It is found that the size and
direction of the bias in DT AR(1) and VAR(1) models depend to a large extent on the
true parameter size, and that the bias can be substantial. CT modeling is strongly
recommended for unequally spaced ESM data, but the addition of missing values
to reduce interval differences in a DT model seems like an acceptable substitute in
cases where this is not possible. An analysis of empirical affect data illustrates how
substantive conclusions based on DT and CT AR(1) models might differ in practice.
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Chapter 2
On the Use of Mixed Markov Models for
Intensive Longitudinal Data1
2.1

Introduction

Psychological researchers from various fields have used longitudinal research to study
within-person processes that are characterized by switches between different states.
Examples involve research into bipolar disorder, characterized by switches between
manic and depressive states (Hamaker, Grasman & Kamphuis, 2016); recovery and
relapse as seen in addiction (Warren, Hawkins, & Sprott, 2003; Shirley, Small,
Lynch, Maisto, & Oslin, 2010; Prisciandaro et al. 2012; DeSantis & Bandyopadhyay, 2011); state-dependent affect regulation (de Haan-Rietdijk, Gottman, Bergeman, & Hamaker, 2016) and various other approaches in modeling affect dynamics
(Hamaker, Ceulemans, Grasman, & Tuerlinckx, 2015); catastrophe theory applied to
stagewise cognitive development (Van der Maas & Molenaar, 1992); and switches in
strategy use during cognitive task performance, with the speed-accuracy trade-off as
a well-known example (Wagenmakers, Farrell, & Ratcliff, 2004).
One analysis approach that can be valuable and that has sometimes been used
for such processes is Markov modeling, which can be used when a person alternates
between discrete states. These states can be directly observed, but there are also
Latent Markov models in which a latent state variable is related to observed data.
Since individual differences are to be expected in many psychological applications, a
particularly promising framework is offered by the mixed Markov model, which includes continuous random effects (Altman, 2007; also see Seltman, 2002; Humphreys,
1998; Rijmen, Ip, Rapp, & Shaw, 2008), and potentially covariates. This model is
very suitable for the increasingly common intensive longitudinal data type (ILD; cf.
Walls & Schafer, 2006), where 20 or more repeated measurements are obtained per individual, because such data offer a rich description of each individual process. In this
paper we focus on models with time-constant parameters and predictors, but note
that ILD also lend themselves well to models involving time-varying parameters.
Markov models, including mixed Markov models, have been applied in various
scientific fields, but there are relatively few examples of mixed Markov models in
the psychological literature. This scarcity of applications may have to do with the
models not being well-known to researchers in this field, or perhaps with perceived
1 This

chapter has been published as de Haan-Rietdijk, S., Kuppens, P., Bergeman, C. S., Sheeber,
L. B., Allen, N. B., & Hamaker, E. L. (2017). On the Use of Mixed Markov Models for Intensive
Longitudinal Data. Multivariate Behavioral Research, 52(6), 747–767. Author contributions: ELH
and SHR designed the study, SHR performed the research and wrote the paper, PK, CSB, LBS,
NBA had previously collected the empirical data, and ELH, PK, CSB, LBS and NBA provided
feedback on the analyses and the manuscript.
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limitations or challenges in the implementation of mixed Markov models. We note
that ILD are unique in the sense that they contain much information about each
individual, so that models including individual differences in temporal dynamics not
only become viable, but of prime interest. While ILD is also suitable for separate
(N = 1) modeling of each individual person’s data, distinct advantages of the mixed
Markov modeling approach are that we can borrow strength across persons, obtain
estimates of the average population parameters, and include predictors to investigate
their relationship with the individual differences. In this paper, we show how mixed
Markov models can be specified and implemented with Bayesian estimation, and
we illustrate the value of this approach for ILD in psychology by two empirical
examples, one involving daily affect experience and the other family interactions.
We also discuss the various ways that individual differences have been addressed in
the Markov literature.
This article is structured as follows: First, we present the Observed and Latent
Markov models, and the inclusion of continuous random effects. This is followed
by considerations about the implementation, particularly the reasons why Bayesian
estimation seems promising in this context. Then we turn to the literature and
discuss the various ways that researchers have approached between-person differences
in the Markov modeling framework. After that, we analyze two empirical data sets
for which Markov modeling can address unique hypotheses and complement other
analysis approaches. We conclude the paper with a discussion of limitations and
recommendations for researchers.

2.2

The Markov models

In this first section we present a brief introduction of Markov models, in which we
distinguish between two situations: Either researchers know the states of the system
over time, or these states are assumed to underlie the data. In the first case, we can
use what we call the Observed Markov model, whereas in the latter, we need to use
a Latent Markov model. In our discussion we assume that the model is concerned
with the states a person is in, but keep in mind that the unit of analysis could also
be a dyad, family, company, group, or something else.

2.2.1

The Observed Markov model (OMM)

When researchers know the state that a person is in at each occasion, they can use an
Observed Markov model (OMM) to investigate the temporal dynamics of the stateswitching process. The states may correspond to the categories of a discrete observed
variable, or they may be created by discretizing continuous (or multivariate) data, as
our empirical application will illustrate. The OMM is also referred to as a Manifest
or Simple Markov model or Markov chain (cf. Kaplan, 2008, and Langeheine & Van
De Pol, 2002).
With an OMM we analyze the observed state transitions over time and estimate
the transition probabilities. Figure 2.1 provides a graphical representation of an
OMM, with on the right-hand side, a hypothetical example based on alcohol use
10
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Observed Markov Model with 2 states
General notation

Fictional example

π11

.45

State 1

Abstinence

π12

π21

.55

.4

State 2

Drinking

π22

.6

Figure 2.1: Graphical representation of an OMM with two states. If a person is in a given
state i at time t, the parameters next to the arrows running from that state represent the
average probabilities of being in each state j at time t + 1. The right part portrays fictional
parameter values concerning alcohol use.

with 2 states. It can be seen that there are four possible transitions (including not
switching). The transition probabilities of a Markov model are denoted as a matrix
in which the element πij represents the probability of transitioning from state i to
j between consecutive measurements (with i ∈ [1, 2, . . . S] and j ∈ [1, 2, . . . S]). We
can write πij = p(stn = j|s(t−1)n = i), where stn represents the state of person n at
occasion t. The probability of being in this state is conditioned on the state at the
previous occasion. The likelihood for the data (s) from time t = 2 onwards is then
given by
f (s|π) =

T Y
N
Y

f (stn |π),

(2.1)

t=2 n=1

which is the product over all persons and all time points (starting at t=2) of the
categorical distribution for each individual observation, which is given by

f (stn |π) =

S Y
S
Y

(πij )[stn =j]·[s(t−1) =i] .

(2.2)

i=1 j=1

Here, the expressions within
PS square brackets evaluate to 0 or 1 when they are false
or true, respectively, and j=1 πij = 1 for every i. Due to this logical restriction, we
only need to estimate S − 1 probabilities of each row, for a total of S(S − 1) probabilities. Note that the number of probabilities to be estimated increases exponentially
with the number of states.
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2.2.2

The Latent Markov model (LMM)

Sometimes the state-switching process that researchers are interested in is not directly observed, or is observed with methods that are expected to involve substantial
measurement error. In these situations researchers can use the Latent Markov model
(LMM), also known as the Hidden Markov model (HMM). For quite a long time,
there have been two largely separate literatures for HMMs and LMMs, originating
from different disciplines, but the two names refer to the same model type (Visser,
2011; Zhang, Snow Jones, Rijmen, & Ip, 2010).
Because an LMM is used to study a latent state-switching process, this model
always needs to have a measurement (or conditional) model part, which links the
unobserved states of the system to the observed outcome variable(s). We can distinguish between two broad scenarios for why and how this is done, which we will discuss
in more detail below. In the first scenario, researchers have the option of applying
an OMM directly to their observed categorical outcome (i.e., the state variable), but
they prefer using an LMM to take measurement error into account. In contrast, in
the second scenario, the LMM is the only one of the two models that can be applied
to address the research questions at hand.
The first type of LMM is used when a state variable has been observed, but
there is reason to expect substantial measurement error, which may cause bias in the
estimated transition probabilities in an OMM (Vermunt, Langeheine, & Böckenholt,
1999). It may also be the case that multiple indicators of the state are available, in
which case an OMM would have to be applied separately to each indicator. In an
LMM application of this type, the number of latent states is given by the number
of observed categories (per indicator), and the measurement model concerns the
probabilities of correct classification versus misclassification for each true state and
indicator. An example is found in Humphreys (1998), who analyzed three indicators
of labor market status (employed or not employed) with a 2-state LMM.
In the second type of LMM, the measurement model part does not serve merely to
filter out measurement error from observed states, but instead it is used to relate the
observed data to an underlying state-switching process with a different meaning. For
example, Altman (2007) used a 2-state LMM to study the observed lesion counts in
multiple sclerosis patients during (latent) recovery and relapse states. In these kinds
of LMMs, the number of latent states is chosen based on theory, or based on the fit of
models with differing numbers of states. Furthermore, the exact specification of the
model in these cases depends on the measurement level of the observed variable(s)
and on how the states are assumed to influence them.
When it comes to differences between the interpretation of LMMs and OMMs, the
study by Shirley, Small, Lynch, Maisto and Oslin (2010) provides a nice example. As
these researchers explain, applying an LMM to their alcoholism treatment trial data
corresponds to a different and less rigid clinical understanding of what constitutes a
“relapse” in alcoholism recovery, because the latent state in an LMM is differentiated
from the observed categorical variable (drinking behavior). In contrast, an OMM
would reflect the assumption that a change in the observed categories is what matters
and what is relevant for clinical practice.
Apart from the fact that the number of states in an LMM does not always follow
12
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from the data, as it does in the OMM, the specification of the transition model is
very similar, except that an LMM includes additional parameters π1 representing
the probabilities of starting out in the different states at the first occasion. There is
no fixed format for the measurement part of an LMM, because it is a flexible model
that can be applied to univariate or multivariate, and continuous or discrete data.
Its interpretation depends on how the underlying states and their relationship with
the observed data are conceptualized.

2.2.3 Including random effects in Markov models
If we want to account for individual differences in dynamics, this can be done by
including subject-specific random effects. Here, we follow Altman’s (2007) mixed
LMM specification, modeling the logits (log-odds of the probabilities) instead of
estimating the probabilities directly as described above. This makes it possible to
use regression to predict the logits.
In a mixed LMM, the latent state at the first time point is still modeled using fixed
probabilities. But the states from occasion t = 2 onwards are modeled, in both an
OMM and LMM, using a categorical distribution where the transition probabilities
depend on the individual n, so we get
f (s|π) =

T Y
N Y
S Y
S
Y

(πijn )[stn =j]·[s(t−1) =i]

(2.3)

t=2 n=1 i=1 j=1
n
The individual’s transition probabilities are derived from their logits αij
, using

exp(αijn )
πijn = PS
,
s=1 exp(αisn )

(2.4)

αijn = µij + ijn

(2.5)

where

for each person n and each i, j ∈ [1, . . . S], such that µij is the average logit for
transitioning from state i to state j, and ijn is person n’s deviation from that
average. The random deviations have a multivariate normal distribution with a zero
mean vector of length S(S − 1) and a covariance matrix Σ() with S(S − 1) rows
and columns. For identification, we set both µij and ij equal to 0 whenever i = j,
making stability the reference transition for the logits.
To predict some of the individual differences in switching probabilities, we can
add one or more predictor variables to Equation 2.5. If we have one predictor, this
gives us
αijn = µij + βij ∗ xn + ijn
(2.6)
For identification purposes we also constrain βij to be 0 whenever i = j. The logit
specification above, which uses a reference category, can be used for ordinal and
nonordinal state variables, but for ordinal state variables other alternatives, including
local, global and continuation logit specifications, may be more parsimonious and
powerful (cf. Bartolucci et al., 2013). Note that the measurement model part in an
LMM can also be specified to include (a) random effect(s). The second empirical
application in this paper illustrates a mixed LMM.
13
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2.3

Model estimation: a Bayesian approach

We now discuss the implementation of (mixed) Markov models, focusing on a few
general considerations about Bayesian estimation, which is our preferred approach
in this context.

2.3.1

Why Bayesian?

The literature contains many successful applications of Markov models implemented
using classical (frequentist) estimation methods, and some of these involve LMMs
with covariates, latent subgroups, or random effects to account for individual differences.2 However, there have been conflicting opinions on the robustness of frequentist
estimation for mixed LMMs, and in practice, many applications have used mixture
LMMs (which will be discussed in the next section), rather than mixed LMMs. Seltman (2002) implemented a Bayesian mixed LMM with one random effect, and stated
that the frequentist approach was intractable. Altman (2007) countered this claim by
showing that classical estimation of several mixed LMMs, while computationally intensive, was feasible even with multiple random effects. However, she concluded that
the computational burden may become prohibitive with four or more random effects.
Regardless of the exact possibilities and limitations within the classical framework,
we know that Bayesian estimation presents a highly flexible alternative approach.
Besides its robustness, three additional advantages of Bayesian estimation seem
relevant for the use of mixed Markov models in psychology. First, it does not rely
on asymptotic distributions, making it more appropriate for small samples. Importantly, in a multilevel model the sample size at the second level is a separate issue
(Hox, 2010). For instance, if there are only 30 persons in a data set, the sample
size for estimating an average transition probability, a random effects variance, or a
covariate effect on the transition logits is small, regardless of the length of the time
series. A third feature of Bayesian methods that we believe is especially valuable
for psychological research is Bayesian multiple imputation, which is a state of the
art technique for handling incomplete data without losing information or introducing
bias (assuming, as most common approaches do, that the data points are missing at
random; cf. Schafer & Graham, 2002). Fourth, we note that it is possible to extract
the latent states from a fitted LMM without separate state decoding, as well as 95%
credible intervals for various quantities, such as for the transition probabilities in a
mixed Markov model, where the original parameters are the less easily interpretable
logits.
One key characteristic of Bayesian methods is that they require the specification
of prior distributions for model parameters, indicating the range of plausible values
that they can take. This feature can be used to incorporate prior information (from
2 For

an extensive discussion of classical estimation of Markov models, readers are referred to the
textbooks by Bartolucci, Farcomeni and Pennoni (2013) and MacDonald and Zucchini (2009), and
examples of LMM applications involving various types of random effects, and their computational
details, can also be found in Maruotti and Rocci (2012), Altman (2007), Jackson, Albert and Zhang
(2015) and Crayen, Eid, Lischetzke, Courvoisier, and Vermunt (2012).
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research) or beliefs into an analysis, but it is also possible to choose vague (lowinformative) prior distributions so that the model estimates reflect the information
in the current data and not prior beliefs (cf. Lynch, 2007). While it is sometimes
desirable to conduct sensitivity analyses to compare different priors and to evaluate
whether a prior is undesirably informative about the model parameters, one can
also consult the literature for known characteristics of different prior distributions
and base the choice of priors on expert advice. In the empirical applications in this
paper, we choose priors that are recommended in the literature and that are as vague
as possible.

2.3.2 Bayesian LMMs
While OMMs are quite straightforward to implement, there are a two points to
consider about Bayesian LMMs, which could limit their usefulness in specific cases.
First, there is no straightforward criterion for model fit or model selection that can
be used to choose the number of latent states when that number is not known a
priori. Researchers working in the frequentist framework often use the Akaike Information Criterion (AIC; Akaike, 1974) or Bayesian Information Criterion (BIC;
Schwarz, 1978) for model comparison and for choosing the number of latent states
(see e.g., Bauer & Curran, 2003; MacDonald & Zucchini, 2009; Nylund, Asparouhov,
& Muthén, 2007; Bacci, Pandolfi, & Pennoni, 2014). In the Bayesian framework, the
exact Bayes Factor for model comparison is difficult to implement, and both exact
and approximate Bayes Factors (such as the BIC approximation, cf. Kass & Raftery,
1995) yield results that depend on a specific prior distribution (Frühwirth-Schnatter,
2006). Another commonly used criterion is the Deviance Information Criterion (DIC;
Spiegelhalter, Best, Carlin, & Van Der Linde, 2002), but there is no consensus on
the right way to define the DIC for multilevel models (Celeux, Forbes, Robert &
Titterington, 2006), or for models including discrete variables (Lunn, Spiegelhalter,
Thomas, & Best, 2009). A formal approach, and one that is highly consistent with
Bayesian philosophy, is to estimate the number of latent states by using Reversible
Jump Markov Chain Monte Carlo estimation (RJMCMC; Green, 1995; also confer
Bartolucci et al., 2013). A downside of RJMCMC is that it requires custom programming and fine-tuning of algorithms.
Second, a potential issue that may arise during Bayesian estimation of LMMs (or
other mixture models) is what has been referred to as label switching (Celeux, Hurn,
& Robert, 2000; Frühwirth-Schnatter, 2006). Because the labels of the latent states
(state ‘1’, ‘2’, and so on) are arbitrary, and because Bayesian estimation typically
relies on iterative sampling from the posterior parameter distributions, it may happen
that the labels are switched during the course of estimation. If this occurs, it can often
(but not always) be seen from the output because the posterior distributions of the
parameters will then be multimodal mixtures. For instance, if there are two states,
the posterior distributions for the average transition logits µ12 and µ21 will each have
the same two peaks, with (usually) one peak higher for one parameter and the other
for the other parameter. As a result, the obtained posterior means, medians and 95%
CIs of the parameters will be meaningless.3 In principle, the modes that are visible
3 The

reason that classical maximum likelihood estimation methods do not present this problem is
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in the plotted posterior densities could be used as (approximate) point estimates of
the parameters (Frühwirth-Schnatter, 2006), but this only gives us a point estimate,
and we typically want to have some measure of the uncertainty about the parameter
value.
A common strategy to prevent label switching, in practice, is to impose order
restrictions on the parameters for different states to enforce a unique labeling. (cf.
Albert & Chib, 1993; Richardson & Green, 1997). However, this strategy has been
criticized on various accounts (Celeux, 1998; Celeux et al., 2000; Stephens, 2000;
Jasra, Holmes, & Stephens, 2005), the most important of which is that it can cause
bias and inflate state differences. In fact, when the data provide little or no support for a distinction between two states, the posterior densities for those states’
parameters logically should overlap, but an order restriction will effectively obscure
this ‘null’ result by modifying the posterior and enforcing a difference between the
two parameters. Thus, this approach is not recommended. It is better to allow the
possibility of label switching, and if it occurs, to consider whether the cause may be
overparameterization, which can result in highly similar parameters with overlapping
posterior densities, or to consider whether frequentist estimation of that particular
model is feasible.
In some LMM applications, label switching is unlikely to occur. Jasra, Holmes and
Stephens (2005) have argued that label switching is actually a necessary condition
for model convergence, because a lack of label switching can be taken as a sign that
the sampler has not covered the whole posterior distribution. However, when the
parameters associated with the different latent states are clearly separated, label
switching is very unlikely to occur even after many iterations, and in this case, the
absence of label switching need not indicate failed convergence. In other words, only
if the uncertainty about the different states’ parameters causes substantial overlap in
their posterior densities, is label switching expected to happen predictably within a
realistic number of sampling iterations. In practice, this means that LMMs which are
used to filter out measurement error are very unlikely to present with label switching,
since each latent state in such a model corresponds closely to an observed category,
making for clearly distinguishable states. It is more of a risk for LMMs of the second
type that we discussed, where there is no guarantee that all the latent states will be
clearly separated.

2.3.3

Software implementations

Bayesian Markov models can be implemented in the easily accessible open-source programs OpenBUGS (Bayesian Inference Using Gibbs Sampling; Lunn, Spiegelhalter,
Thomas, & Best, 2009) and JAGS (Just Another Gibbs Sampler; Plummer, 2013a).
Using Bayesian estimation with these programs is relatively straightforward. The
user can focus on specifying the desired model and choosing the prior distributions,
and the convergence of the model can be assessed using the plots and other output
provided by the program. For the analyses in this paper, we use JAGS 4.0.0 in combination with R 3.2.2 (R Core Team, 2012) and the rjags package (Plummer, 2013b).
that they search for a mode of the likelihood function conditional on a given labeling (FrühwirthSchnatter, 2006).
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By using this package, R can be used as the overarching program to prepare the data,
run the analyses, check the convergence, and to store and further process the model
results. Our JAGS model syntax is provided online as supplementary material. A
detailed discussion of Bayesian methods is beyond the scope of this article, but the
interested reader is referred to the books by Kruschke (2014) and Lynch (2007).

2.4

Approaches to individual differences in the Markov
literature

In this section, we will look at the ways that Markov models have been used in
the literature, specifically, at the different ways that researchers have accounted for
individual differences in process dynamics. In psychological research with ILD, we
expect individual differences in the process parameters, and the data contains enough
information to allow these differences to be modeled. Therefore, from a substantive
viewpoint it is attractive to specify a mixed Markov model, as discussed in a previous
section. However, as we will see, researchers have used a number of approaches for
dealing with interpersonal variation in model parameters.
The first way that researchers have dealt with between-person differences is to
include one or more covariates in the model, without allowing for residual unexplained
individual variation. This approach allows researchers to specify a deterministic
relationship between model parameters and a covariate (which may or may not be
time-varying). For example, Vermunt, Langeheine, and Böckenholt (1999) applied
LMMS and OMMs to analyze educational panel data concerning pupils’ interest in
physics. They included the variables sex and school grades as covariates to account
for gender differences and differences between high- and low-performing pupils in the
probability of starting to take an interest in physics (or losing interest). Since the
model did not include person-specific random effects or unexplained interpersonal
differences, it only accounted for group differences between the specified groups but
not for any other sources of variation between pupils. Some other examples of LMMs
that include covariates but not random effects are found in Rijmen, Vansteelandt
and De Boeck (2008), Prisciandaro et al. (2012), and Wall and Li (2009).
The second approach to taking individual variation into account is to use a mixture Markov model (sometimes also called a mixed Markov model), which tends to be
computationally easier, in the frequentist framework, than the mixed Markov model.
A mixture Markov model distinguishes between a number of latent classes that differ from each other with regard to the model parameters, while within each class
no individual differences between persons are allowed. For instance, Crayen, Eid,
Lischetzke, Courvoisier and Vermunt (2012), analyzing ambulatory assessment data,
identified two latent classes that differed in their mood regulation pattern during the
day. This approach is also used in Maruotti (2011), who provides an illustration of
a mixture LMM applied to data concerning the relationship between patent counts
and research and development expenditures, and in various examples in Bartolucci,
Farcomeni and Pennoni (2013). What may be considered a disadvantage of the mixture Markov modeling approach, is the assumption that there are a limited number
of homogeneous latent classes, when many psychological differences between peo17
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ple are probably dimensional rather than categorical (Haslam, Holland, & Kuppens,
2012). It has been argued that mixture models need not reflect theoretical assumptions about discrete groups, but can serve as flexible non-parametric approximations
of underlying continuous random effects (cf. Maruotti & Rydén, 2009; Maruotti &
Rocci, 2012). Such an approach involves choosing the number of latent subgroups
empirically, and in the frequentist framework this can be done by using criteria such
as the AIC or BIC (cf. Maruotti & Rocci, 2012). In the Bayesian framework, this
approach would present a difficulty similar to choosing the number of latent states
in an LMM, and it is not clear that a Bayeisan mixture model is computationally
easier than a mixed model.
The third approach, and the one that we focus on in this paper, is the inclusion
of a continuous random effects distribution, by specifying a mixed Markov model
as described in a previous section. We want a multilevel model that encapsulates a
unique description of each person’s process, which, in the case of ILD, contains enough
information that it could have been analyzed with an N=1 model. It should be noted
that a mixed Markov model with a normal distribution for the random transition
logits is not the same as modeling each person’s data separately (and independently),
because it involves a distributional assumption for the random effects. A normal
distribution on log-odds parameters can correspond to various distributional shapes
for the implied transition probabilities (due to the non-linear relationship between
log-odds and probabilities), so that it is less restrictive an assumption than it may
seem at first glance. Still, it is an assumption and it is worth pointing out that
there are alternative, semiparametric or nonparametric, approaches that involve less
restrictive and more generalizable model specifications (cf. Maruotti & Rydén, 2009,
and Maruotti, 2011). Some examples of mixed LMM applications using continuous
random effects are found in the studies by Altman (2007), Humphreys (1998), Rijmen,
Ip, Rapp, and Shaw (2008), DeSantis and Bandyopadhyay (2011), and Shirley, Small,
Lynch, Maisto and Oslin (2010). Of these, only Humphreys (1998) and Altman
(2007) included random effects in both parts of the LMM. Rijmen and colleagues
(2008) and DeSantis and Bandyopadhyay (2011) included random effects only in the
measurement model. In contrast, Shirley and colleagues (2010) used random effects
only in the transition model.
It is possible to allow for interpersonal variation in both parts of an LMM. Bartolucci et al. (2013), in their book about LMMs, focus only on models with random
effects in either model part, and they warn readers that having random effects in
both model parts would likely make the model difficult to estimate and to interpret.
We do not entirely agree with this advice; the studies of Humphreys (1998) and Altman (2007) are both convincing examples where mixed LMMs with random effects
in both model parts were theoretically sensible as well as practically feasible. And in
some psychological applications it makes a lot of sense to expect individual differences
both in the measurement part of the model and in the latent state-switching process.
Although there may be limitations on the complexity of models that can realistically
be estimated for a given data set, we think researchers should not exclude a priori
the possibility of including random effects in both model parts of a mixed LMM. In
our application of a mixed LMM in the next section, we fit a model with random
transition logits as well as a random effect in the measurement model part.
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Empirical applications

In this section we apply mixed Markov models to two empirical data sets from intensive longitudinal research, for which it makes sense to focus on the dynamics of a
process, and where between-person differences in those dynamics are expected and
may be linked to other person characteristics. These analyses provide an illustration
of how mixed Markov models can be applied in psychology, and how they can be
implemented using Bayesian estimation. We use JAGS 4.0.0 (Plummer, 2013), R
3.2.2 (R Development Core Team, 2012) and the rjags package (Plummer, 2013).

2.5.1 An OMM for daily negative affect
The first data set involves daily self-report measures of negative affect obtained from
the older cohort (ages 50 and higher) of the Notre Dame Study of Health & WellBeing (see Bergeman & DeBoeck, 2014, and Whitehead & Bergeman, 2014). We are
interested in the Negative Affect (NA) subscale of the PANAS (Watson, Clark, &
Tellegen, 1988), which the participants filled out on 56 consecutive days. For our
analysis we select the N = 224 persons who had at most 6 missing values on this
composite variable (the mean of the 10 specific NA items). Specifically, we want
to study the regulation of negative affect and how it is related to trait neuroticism,
which was also measured. The daily scores on the NA scale ranged from 1 (very
little or no negative affect) to 5 (very intense negative affect) in 0.1 increments, but
as noted before by Wang, Hamaker, and Bergeman (2012), some persons’ scores
exhibited a floor effect because they repeatedly reported experiencing no negative
affect (i.e., for each of the NA items on the scale they chose 1, the lowest possible
value with the label “very slightly or not at all”). This indicates that, at least at the
level of conscious experience, negative affect is often absent or barely noticeable for
a substantial number of people.
If we want to account for this, modeling approaches that focus on the intensity of
negative affect as a continuous variable may not be optimal, both from a substantive
and a statistical point of view. Rather than focusing immediately on questions of
affect intensity, we can distinguish between the propensity to experience any negative
affect on the one hand, and the intensity of the affect, once it is experienced, on the
other. A Markov model is appropriate for this data because it can be used to investigate the frequency of transitions between episodes with and without consciously
experienced negative affect. We will specify a mixed Observed Markov model, which
allows us to investigate individual differences in the transition probabilities, and to
study their relationship with neuroticism.
Model
From the original, continuous NA variable, we create a dichotomous variable indicating whether or not a person experienced NA at a given time point (i.e., the state is
1 when NA was the lowest possible value of 1, and the state is 2 when the NA value
was larger than 1). This dichotomous variable is then used as the data for the OMM,
so that we can investigate the transitions between experiencing and not experiencing
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NA. There was approximately 2.2% missingness, which is dealt with automatically in
JAGS through multiple imputation. This modern approach to missing data amounts
to imputing many different plausible values for the missing datapoints (namely, a
new value in each iteration of the estimation procedure, conditional on the model
parameter estimates in that iteration), such that the model estimates for the parameters end up accounting for the uncertainty about the missing values in the data
(cf. Schafer & Graham, 2002). The variable neuroticism is centered and rescaled
prior to the analysis, for computational reasons discussed below. The likelihood for
the observed states starting at time point t = 2 is given by Equations 2.3, 2.4, and
2.6, with i, j taking on the values 1 and 2 and with neuroticism as the predictor x.
Combining this all gives us the following equation

f (s|P ) =

exp(µij + βij ∗ xn + ijn )([stn =j]·[s(t−1) =i])
,
exp(µi1 + βi1 ∗ xn + i1n + µi2 + βi2 ∗ xn + i2n )
t=2 n=1 i=1 j=1
56 Y
224 Y
2 Y
2
Y

(2.7)

where the expressions within square brackets form the exponent of the numerator and
evaluate to 1 if they are true, and to 0 otherwise. The model parameters denoted
by P are µ12 , µ21 , β12 , β21 , and the three unique elements of the random effects
covariance matrix Σ().
Priors
For the intercepts µ12 and µ21 and for the regression coefficients β12 and β21 we
follow the approach for logit parameters recommended by Gelman, Jakulin, Pittau
and Su (2008), by specifying independent Cauchy prior distributions (or, equivalently,
Student’s t distributions with one degree of freedom) with scale parameter 10 for the
intercepts and 2.5 for the regression coefficients, and location parameter 0 in all cases.
In accordance with this advice, we rescaled neuroticism to have a mean of 0 and a
variance of 0.25.
To determine whether there are non-negligible individual differences in the transition probabilities, we needed to ensure that the prior distribution for the two random
logit variances is suitably uninformative. The common choice of a multivariate prior
for a covariance matrix is the Inverse-Wishart (IW) distribution with an identity matrix and degrees of freedom equal to the number of random effects, but this prior can
be undesirably informative and cause overestimation when the true value of a variance is smaller than approximately 0.1 (Schuurman, Grasman, & Hamaker, 2016).
Therefore, we first specified a model with separate random effects, that is, a model
in which the random effects are not correlated, but come from univariate normal
distributions. This way, we could follow Gelman’s (2006) recommendation for a variance term in a hierarchical model, by specifying uniform prior distributions over the
interval from 0 to 100 for each of the standard deviations σ12 and σ21 . These priors
cannot bias small variance estimates upwards, so we can detect it if one of the random effects variances is very close to zero, indicating that the model is overspecified.
After finding that both of the variance estimates were well over 0.1, we switched to a
model specification using the IW prior for multivariate random effects, which takes
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into account that the random effects will be correlated to some extent. Our JAGS
model syntax for the final model with the multivariate random effects is part of the
supplementary material accompanying this paper.
Results
After 10,000 burn-in iterations, we ran 50,000 additional iterations, using a thinning
parameter of 10 so that only every 10th was stored for inference (a common approach to reduce autocorrelation in the samples without increasing the demands on
computer memory). We inspected the trace plots, which showed no trend, and the
density plots, which looked unimodal, both indicating adequate convergence. Most
importantly, we ran a separate chain with different (randomly generated) starting
values, which arrived at the same estimates. This provides a stronger reassurance
about convergence, because it shows that the estimates are independent of the starting values and are unlikely to reflect only a local maximum.4 The results below are
based on the 5000 stored samples of the first chain.
Table 2.1 contains the estimates for the level-2 model parameters. We use the
medians of the Bayesian posterior distributions as point estimates, and the SDs and
95% central credible intervals (CCIs) as indications for the uncertainty about the
parameters (Lynch, 2007).
The means for the transition logits, estimated at −0.92 and −0.17, correspond
to transition probabilities of .28 and .46, respectively. This implies that a person
with average neuroticism has a .28 chance of transitioning from the non-negative
to the negative state from one day to the next, and a (1 − .46 =) .54 chance of
staying in the negative state. The β parameters reflect the effect of trait neuroticism
on the transition logits, and because we scaled neuroticism to have an SD of 0.5,
each β represents the effect of a 2-SD increase in neuroticism. Since the 95% CCIs
for both parameters exclude zero, we can be fairly certain that higher scores on
neuroticism predict a higher chance of starting to experience negative affect, as well
as a higher change of continuing to experience it. To gauge the relevance of these
effects, we fill in different values for neuroticism (x) in Equation 2.4 and calculate the
corresponding predicted transition probabilities. The result of this is presented in
Figure 2.2, showing that the model implies substantial differences between more and
less neurotic individuals, with more neurotic individuals having a higher propensity to
experience (continued) negative affect. In addition, there are substantial unexplained
personal differences in the transition probabilities, as indicated by the estimates for
the variances of the logit deviation terms, given in Table 2.1. The distribution of
the model-implied transition probabilities for the individual persons is presented in
4 Note

that randomly generating all the starting values is not effective in all situations, because
depending on the model complexity and on how wrong the starting values are, the sampling
algorithm may get stuck and fail to converge to the posterior distribution. Convergence can
be aided by choosing realistic starting values (for some parameters) based, for instance, on ML
estimation of (a part of) the model, or a reasonable order of magnitude. In that case, to check that
the results are independent of the starting values, one can still use different sets of starting values
that reflect a range of possible values; for instance, a medium-sized positive regression effect and
a medium-sized negative one both have a realistic order of magnitude, but are different enough in
their interpretation.
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Table 2.1: Results for the level-2 parameters of the OMM. We use the posterior medians

as point estimates, and the SD and 95% central credible intervals (CCIs) represent the
uncertainty. Note that the parameters Σ()11 and Σ()22 are the variances of the random
logit deviations 12 and 21 , respectively, and Σ()12 is the covariance between these two
random effects.
Empirical OMM estimates
Median

SD

95% CCI

µ12

-0.92

0.11

[-1.13, -0.70]

Σ()11

2.16

0.33

[1.63, 2.91]

β12

1.73

0.24

[1.29, 2.22]

µ21

-0.17

0.14

[-0.43, 0.11]

Σ()22

3.55

0.51

[2.71, 4.71]

β21

-2.17

0.30

[-2.77, -1.61]

Σ()12

-2.47

0.35

[-3.25, -1.88]

Figure 2.3, showing that π12 ranges from .01 to .96 and π21 ranges from .004 to .99,
and that there is a negative correlation between the two probabilities. This shows
that some individuals rarely started to experience NA, while others rarely stopped
experiencing it. The dots in the middle of the plot represent persons who switch
more frequently between episodes in which they do and do not report experiencing
NA.
Model fit
As we discussed in a previous section, the fit of a Bayesian Markov model cannot
be assessed by a standard fit criterion. However, we can use posterior predictive
checks to evaluate how well the model captures specific aspects of the data. Shirley
et al. (2010) demonstrated several such procedures for assessing the fit of Markov
models, and here we use a very similar approach. The general idea of a posterior
predictive check is that the sampled parameter values can be used to simulate new
data under the assumption that the model is true, and then the distribution of a
certain statistic for the simulated data can be compared with the same statistic for
the actual, empirical data. If the empirical data is “extreme” compared to the modelgenerated data sets, this indicates that the model does not adequately capture an
aspect of the empirical data, or in other words, that there is misfit. A nice feature of
this procedure is that uncertainty about the model parameters is taken into account,
because different samples from the posterior distribution of the parameters are used
to generate the simulated data.
In a first check, we assessed the model fit with regard to the proportion of days
22

2.5. Empirical applications

1.0

Transition probabilities by trait neuroticism

π12
π21

0.8

●

0.6

●

●

●

0.4

Probability

●

0.0

0.2

●
●
●
●

●

−2

−1

0

1

2

Neuroticism (SDs from mean)

Figure 2.2: Predicted transition probabilities for individuals with varying levels of trait

neuroticism (M = 24.45, SD = 5.42 in the sample), based on the point estimates (posterior
medians) of the model parameters given in Table 2.1. It can be seen that individuals with
higher trait neuroticism are more likely to start experiencing negative affect (i.e., their π12
is larger) and, once this happens, they are also less likely to stop experiencing it (i.e., their
π21 is smaller).
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Figure 2.3: Scatterplot of the transition probabilities for the individual persons in the data,

obtained by using Equations 2.4 and 2.6 with the estimated model parameters. The plot
shows that there is substantial interpersonal variance, and that those persons with a higher
probability of transitioning into the negative state (π12 ) usually also had a lower probability
of transitioning out of it (π21 ).

on which participants experienced NA, that is, the proportion of days spent in state
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2. We used the posterior samples of the fixed parameters together with the empirical
neuroticism scores and starting states (on which the model estimates are conditioned), to simulate random transition logits and “observed” time series for a new
“sample” of participants in each of the 5000 replications. For each simulated time
series we calculated the proportion of days spent in state 2, and then for each replication we calculated the mean and standard deviation of this proportion over persons.
The mean and standard deviation for the empirical dataset were then compared with
the posterior predictive distributions of these statistics.
The results of the first check are illustrated in Figures 2.4 and 2.5. The predictive
distribution of the mean proportion of days spent in state 2 ranges approximately
from 0.35 to 0.55 and it can be seen in Figure 2.4 that the mean for the empirical
data falls in the middle part of the distribution. Similarly, the SD of the proportion
of days spent in state 2 for the empirical data falls in the middle part of the posterior predictive distribution, which ranges approximately from 0.28 to 0.36. Together
these two graphs indicate that the model fit, in terms of capturing this aspect of
the empirical data, is adequate, because the empirical data is not at all “extreme”
under the posterior predictive distribution. Figure 2.5 shows the posterior predictive
distribution of the proportion of days spent in state 2 for individual persons, instead
of focusing on the between-persons mean or SD. This figure shows that the posterior predictive distribution closely corresponds to the observed distribution in the
empirical data. The model underestimates the occurrence of (nearly) constant NA
experience, but overall it captures the diversity in how often participants reported
experiencing NA quite well.
Posterior predictive check 1b

20
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Density

10
5
0

Density

30

15

Posterior predictive check 1a

0.35

0.40

0.45
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Mean proportion of days with NA

0.30

0.32

0.34

0.36

SD of proportion of days with NA

Figure 2.4: Results of posterior predictive check 1 for the OMM. The red lines represent
the empirical mean and SD of the proportion of days that participants experienced NA.
The histograms represent the model predictions, which take into account the uncertainty
about the estimated model parameters.

In a second check, we used the same simulated data, but we focused on the number
of state switches during 56 days. As can be seen in Figures 2.6 and 2.7, the mean
and SD of the empirical sample again fall near the middle of the posterior predictive
distributions, and the distributions for individual persons also overlap closely between
the model prediction and the empirical data. All of this indicates that the model fit
is also adequate with regard to this statistic. Note that the empirical distribution
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Figure 2.5: Distribution of the proportion of days spent in state 2 for the empirical (in red)

or model-predicted (in gray) time series for the participants. The close overlap indicates
adequate model fit. The model slightly underestimates the occurrence of (nearly) constant
NA experience, as evidenced by the larger red bar at the extreme right of the graph.

has a high peak representing people who switched states 0-2 times, and the model’s
posterior predictive distribution captures this closely.
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Figure 2.6: Results of posterior predictive check 2 for the OMM. The red lines represent the

empirical mean and SD of the number of state switches in 56 days. The histograms represent
the model predictions, which take into account the uncertainty about the estimated model
parameters.

A way to illustrate (more than evaluate) the fit of the model, again following the
example of Shirley and colleagues (2010), is to look at model-generated state trajectories for a few persons and compare them with their actual observed state trajectory.
Figure 2.8 shows observed and predicted data for three persons characterized by high,
low and average state switching, respectively. The predicted time series in each case
was generated using the median of the posterior samples for that person’s transition
logits, together with their observed starting state and their neuroticism score. Because our model did not include time-varying predictors, a person’s predicted state
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Figure 2.7: Distribution of the number of state switches in the empirical (in red) or model-

predicted (in gray) time series for the participants. The close overlap shows that the model
adequately captures the diversity among the study participants in how often they switched
states.

at a specific day is not particularly meaningful or indicative of model fit, but rather
the overall pattern of the predicted data (e.g., the switching frequency and the length
of time spent in a particular state) should match that of the observed time series.
If the model had included one or more time-varying predictors or if the transition
logits were non-constant over time, then it would have been appropriate to check
whether the predicted states matched the observed states at (roughly) the same day.
From the three examples in Figure 2.8 it is clear that our model fits varying data
patterns well: It can account for people who never switched states in the 56 days of
the study, as well as for people who switched occasionally or almost constantly (or
who were more likely to make one transition than the opposite one). For the first
person, the model predicts that they are always in state 2 (experiencing negative
affect) and this matches their observed data. The model predicts that the second
and third person spend 59% and 25% of the days in state 2, respectively, which is
close to the observed values of 57% and 27%. And the number of state switches in
the predicted data for the second and third person is 34 or 17 respectively, versus
32 or 13 observed switches. We can also see that the model correctly predicts that
the third person goes through long stretches of time in state 1, while rarely staying
in state 2 for more than one or two days. The fact that the overall patterns in these
predicted time series look similar to the observed data patterns illustrates that the
model is flexible and that it fits the empirical data well.
Conclusion
By using the OMM with a covariate and random effect, we had a simple and intuitive
way of analyzing these data that accounted for the meaningful zero inflation and
addressed the question of whether trait neuroticism is related to affect experience
over time, as reflected in the propensity of an individual to report experiencing NA
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Figure 2.8: Observed (left) and predicted (right) states for 3 persons with widely differing

switching rates. In generating the predicted data, the posterior medians were used as point
estimates of the transition logits. Note that the specific day at which a person is predicted
to switch states is not indicative of model fit, since no time-varying predictors were used; it
is the overall pattern (switching frequency, time spent in specific states) that should match
between the observed and predicted data.

at all. As expected, we found that more neurotic persons are more likely to start
experiencing negative affect, and less likely to stop experiencing it. The additional
unexplained individual differences we found illustrate the importance of allowing for
random effects in the model. Posterior predictive checks of the model fit indicated
that the random effects enabled the model to adequately capture the wide range of
diversity in NA experience among individual persons.

2.5.2 An LMM for observed family interactions
We now turn to our second data set, which comes from Kuppens, Allen and Sheeber
(2010), who observed adolescents (N = 141; 94 females, 47 males; mean age = 16
years) and their parents while they participated in various 9-minute discussion tasks
designed to elicit different interactions and emotions. The conversation task that we
focus on here involved discussing positive and negative elements in the upbringing
of the adolescent, and therefore it was expected to evoke both positive and negative
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interactions. The researchers used the Living in Family Environments coding system
(LIFE; Hops, Biglan, Tolman, Arthur, & Longoria, 1995) to code the behavior of each
individual during the conversation in realtime. The codes were then summarized in
a time series variable, categorizing the behavior of each family member during each
second (T = 539) as either angry, dysphoric, happy, or neutral (for more details,
see Kuppens, Allen and Sheeber, 2010). We approach the resulting data set as a
trivariate categorical time series, where the behavior of the mother, the father, and
the adolescent are treated as indicators that reflect the family’s state at each time
point. As such, in the transition model we have at level 1 the time points, and at
level 2 the family. In addition to the observational behavior data, the researchers
measured whether the adolescents met criteria for clinical depression (there were 72
depressed and 69 non-depressed adolescents).
For our analysis, we used a mixed LMM that allows us to study the temporal
dynamics of the family interaction and the between-family differences therein, as
well as look at stable differences in observed behavior between individual adolescents,
specifically between depressed and non-depressed adolescents.
Sheeber et al. (2009) and Kuppens et al. (2010) analyzed these data with a
focus on the adolescents, using various specialized multilevel regression techniques
to study, for example, the relationship between depression and emotional reactivity
of the adolescents. However, as an alternative and supplementary approach, here we
model the behavior of the family, considering the interaction between family members
and analyzing them as a system; this is where the LMM comes in as a suitable model.
When a family is participating in an interaction task designed to evoke some difficult
emotions, it makes sense to expect that the family will switch between positive and
negative (and neutral) interaction states. We expect that families differ in this regard,
with some families being more prone to conflict than others, and we want to use a
model that can take this into account through random effects in the transition model
part. At the same time, we expect that the specific behavior of depressed adolescents
may differ from that of non-depressed adolescents. A mixed LMM can incorporate
both of these expectations, if it has random effects in the transition model part and
random effects plus the predictor depression in the measurement model equations
for the adolescent’s behavior. We would expect that depressed adolescents are more
likely to behave dysphorically or angrily and less likely to behave happily, controlling
for family states. In other words, we expect to find stable differences in behavior
between depressed and non-depressed adolescents, that cannot be explained away by
differences in family dynamics.
Some of the adolescents participated in the task with only one parent (42 participated with only their mother, and 4 with only their father). In our analyses we
only use the data for those families (N = 95) where two parents participated in the
task, because it seems reasonable to expect that interactions between an adolescent
and one parent may differ qualitatively from interactions between an adolescent and
two parents, especially given the focus of the discussion task (namely, the upbringing
of the adolescent). Furthermore, there may be differences between single-parent and
two-parent families that would make it inappropriate to treat them as interchangeable “units” within the same multilevel model.5 The proportion of missing values for
5 Results
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the selected families was 0.01%, 0.10%, and 0.32% for the adolescents, mothers, and
fathers, respectively. These few missing values were handled in JAGS using Bayesian
multiple imputation, in the same way as in the OMM discussed above.
Model
First we compared LMMs with two and three states, in both cases with random
effects in the transition model, but only fixed effects in the measurement model. As
we discussed earlier, there is no straightforward statistical criterion to decide on the
number of latent states in a Bayesian LMM, so we compared the estimates for the
two models to determine which one offered the most useful substantive description
of the data. We concluded that the three-state model made more sense, because the
three states could be clearly interpreted as corresponding to positive, negative and
neutral family interactions, whereas the two-state model seemed to lump together
neutral and negative interactions, making it less insightful. Hence, we focus here on
the specifications and results for the three-state LMM.6
After deciding on the number of latent states, we added random effects in the
measurement model for the adolescent’s behavior, to allow for differences in the
behavior of the adolescents. These random effects are state-independent, implying
that some adolescents are always more likely to act angrily than others, or that some
are always more likely to act happily than others, and so on. We also included
depression as a binary predictor in the measurement model for the adolescents, to
reflect our hypothesis about stable differences in behavior between depressed and
non-depressed adolescents.
Conditional on the latent states (s), the distribution for the observed data is given
by
f (Mo, Fa, Ad|M, F, A, s) =

4 Y
N Y
T
Y

(Msb )[Motn =b] · (Fsb )[Fatn =b] · (Asbn )[Adtn =b] , (2.8)

b=1 n=1 t=1

where b stands for the behavior category, and N and T are the number of families
and time points, respectively. The parameters Msb , Fsb and Asbn refer to the probabilities of behavior b given the current family state s; note that the probabilities
Asbn are person-specific. The expressions within square brackets evaluate to 0 or 1
depending on whether they are true. The full likelihood of the data and the latent
family states together is given by
f (Mo, Fa, Ad, s|M, F, A, π, π1) = f (Mo, Fa, Ad|M, F, A, s) · f (s|π, π1),

(2.9)

where the distribution of the latent states, conditional on the transition probabilities
and the starting state probabilities (π1), is specified as
author. There were small differences in the results (with one behavior probability differing by .21,
but most by less than .05-.10) which could, however, simply result from sampling variation and
loss of data. Overall, the conclusions from the two analyses are similar.
6 Results for the two-state model are available on request from the corresponding author.
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f (s|π, π1) =

N Y
3 Y
3
Y

[s1n =j]

(π1j )

n=1 i=1 j=1

T
Y

(πijn )[stn =j]·[s(t−1) =i]

(2.10)

t=2

with
exp(αijn )
πijn = P3
s=1 exp(αisn )

(2.11)

αijn = µij + ijn

(2.12)

and

for each family n and each i, j ∈ [1, . . . 3], such that µij is the average logit for the
transition from state i to state j, and ijn is family n’s deviation. For identification,
we set µij = ijn = 0 whenever i = j, with the result that staying in the same state
is always the reference transition for the logits. Thus, only 3 ∗ 2 = 6 means and
deviations need to be estimated, and the six deviations have a multivariate normal
distribution with a zero mean vector of length 6, and a 6 ∗ 6 covariance matrix Σ().
In the measurement model part, the behaviors (b) 1, 2, 3 and 4 represent angry,
dysphoric, happy, and neutral behavior, respectively. The probabilities Asbn for the
adolescents’ observed behavior are derived from person-specific logits, that is,
exp(αsbn )
Asbn = P4
.
c=1 exp(αscn )

(2.13)

These logit parameters are modeled as
αsbn = µsb + βb ∗ xn + bn ,

(2.14)

for each state s and for each behavior b, where µsb represents the logit intercept and
βb is the coefficient of the centered binary predictor depression, which is independent
of the state, and bn represents the stable (state-independent) individual deviation in
the logits for behavior b. To identify the measurement model part, we specify 4n =
µs4 = β4 = 0 for each family state s, making neutral behavior the reference category
for the (log) odds. The 3 random deviations have a multivariate normal distribution
with zero means and a 3 ∗ 3 covariance matrix Σ(beh).
Priors
An uninformative Dirichlet prior distribution with hyperparameters [1, 1, 1] was used
for the initial state probabilities, and similarly, uninformative Dirichlet priors with
hyperparameters [1, 1, 1, 1] were used for the mothers’ and fathers’ probabilities of
exhibiting the four behaviors conditional on each latent family state. Similar to
our specifications for the OMM, for the intercepts and regression coefficients (in
both model parts) we specified independent Cauchy prior distributions with scale
parameter (σ) 10 for the intercepts and 2.5 for the regression coefficients, and with
location parameter 0 in all cases. We centered the predictor depression to have a
mean of 0, but did not rescale it, in line with the advice of Gelman and colleagues
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(2008) concerning binary predictors. As we did in the OMM application, we first
fitted a model with univariate random effects to avoid the risk of overestimating very
small variances, and when we found that the variance estimates were all well over
0.1, we switched to a multivariate specification that allows the random effects within
each model part to be correlated. The JAGS model syntax for the final model, that
is, for the 3-state mixed LMM with multivariate random effects, is provided in the
Appendix.
Results
After a burnin period of 10,000 iterations, we used 50,000 additional iterations and a
thinning parameter of 5 (storing every 5th value). Based on the trace plots, unimodal
density plots and a second chain using different (random) starting values which arrived at a different state labeling but the same model results, we concluded that the
convergence of the model was adequate. The labeling of the states appeared to remain constant over all iterations within a chain, which makes sense as the states were
well separated. The results presented below are based on the 10,000 stored samples
of the first chain.
To interpret the three family states, we look at the fixed parameter estimates for
the measurement model part, which are given in Table 2.2. We see that the first
state is the only one where there is a high likelihood of observing happy behavior
(see the third column), so we refer to it as the positive state. The second state we
interpret as the neutral state, because it is almost always characterized by neutral
behavior of the parents, although the adolescents’ behavior varies a bit more. The
third state has the highest probabilities of angry and dysphoric behavior of all three
states, so it can be interpreted as a state of negative family interaction.
Looking at the average transition probabilities, given in Table 2.3, it can be
concluded that the probabilities of staying in the same state are quite high for all
three states. This makes sense when considering the short coding intervals, because
family interaction states will tend to last longer than a single second. We also note
that the average transition probabilities, unsurprisingly, indicate that families are
unlikely to switch directly between positive and negative interactions (states 1 and
3), that is, they are more likely to make this transition by moving through a neutral
interaction (state 2) first. In addition to the average transition probabilities, we
have the estimated variance terms from Σ() that provide a measure of how much
the individual families differ in their transition probabilities. These estimates range
from 0.28 (for the transition from state 2 to 3) to 1.09 (for the transition from
state 3 to 2), but it is difficult to gauge the extent of the differences in probabilities
between families from these logit variances. Therefore, it may be more insightful
to derive the transition probabilities for the individual families, for the transitions
with the smallest logit variance (the transition from state 2 to 3) and the largest
logit variance (the transition from state 3 to 2). For the first one, we find that the
minimum and maximum estimated probabilities for a family to make this transition
(i.e., for switching from the neutral to the negative interaction state) are .014 and
.102, respectively. For the second one, the smallest estimated probability of making
this transition (i.e., of switching from a negative to a neutral interaction) is .004,
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Table 2.2: Point estimates for the probabilities of different behavior types of each family

member, conditional on the state the family is in. The probabilities for the average depressed
and non-depressed adolescents are derived from the posterior medians of the average logits
and the regression coefficients.
Behavior probabilities in state 1 (‘positive interaction’)
Angry

Dysphoric

Happy

Neutral

.034
.040
.023
.010

.105
.170
.068
.091

.399
.361
.655
.473

.462
.430
.255
.426

Average non-depressed adolescent
Average depressed adolescent
Mother
Father

Behavior probabilities in state 2 (‘neutral interaction’)
Average non-depressed adolescent
Average depressed adolescent
Mother
Father

Angry

Dysphoric

Happy

Neutral

.028
.031
<.001
<.001

.165
.255
<.001
.004

.097
.084
<.001
<.001

.709
.629
.998
.995

Behavior probabilities in state 3 (‘negative interaction’)
Angry

Dysphoric

Happy

Neutral

.045
.048
.114
.072

.219
.326
.530
.452

.080
.066
<.001
<.001

.656
.560
.355
.476

Average non-depressed adolescent
Average depressed adolescent
Mother
Father

while the highest probability is .279. These numbers give an indication of how the
estimated random logit distribution translates into varying transition probabilities
across families. Clearly, there are non-negligible differences in interaction dynamics
between the families.
Table 2.3: Point estimates for the fixed effects in the transition model part. For the sake

of interpretability we present the implied probabilities, not the logits themselves. The value
in row i, column j represents the probability, for an average family, of transitioning from
state i to j.
Average transition probabilities
Transition to:
State 1
State 2
State 3

State 1

State 2

State 3

.920
.025
.018

.055
.932
.058

.025
.043
.924

To address our hypothesis about depressed and non-depressed adolescents, we
inspect the behavior probabilities for the average adolescent in each group (based
on the parameters µsb and βb of Equation 2.14), which are reported in Table 2.2.
Although the differences in probabilities are modest, we see that depressed adoles32
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cents are, on average, more likely to act angrily or dysphorically than non-depressed
adolescents. Another way of investigating differences between the two groups is to
inspect the 95% CIs of the β regression coefficients. For example, the 95% CI for β1 is
[−0.32, 0.77], and since zero is included in this interval, we cannot conclude that the
odds ratio of angry versus neutral behavior was different for depressed adolescents.
However, the conclusion is different for the odds ratio of dysphoric versus neutral behavior, because the 95% CI for β2 is [0.14, 0.94], indicating that depressed adolescents
were more likely to exhibit dysphoria than non-depressed adolescents. The odds ratio
of happy versus neutral behavior was not clearly different between the two groups,
with β3 having a 95% CI of [-0.47, 0.33]. Note that depressed adolescents were less
likely to behave neutrally, based on the model-implied probabilities given in Table
2.2, but we cannot use a 95% CI to evaluate this difference directly, as neutral behavior was the reference category for the odds. Furthermore, we note that there was
substantial variation of the behavior probabilities across adolescents, on top of the
differences that were predicted by depression. The three variance parameters of the
measurement model logits were 2.21, 1.55, and 0.93, and these are quite large even in
comparison to the largest values contained in the 95% CIs for the three β parameters
described above. Therefore, our results indicate that depression only explained a
modest part of the person-specific variability in behavior of the adolescents.
Model fit
To assess the fit of the model, we used posterior predictive checks similar to the
first two checks we used for the OMM. Since the latent states in an LMM cannot be
directly compared to “true” states in the data (as we did for the states in the OMM
in Figure 2.8), the posterior predictive checks here focus on the observable outcomes
predicted by the LMM and known for the empirical sample: The affective behavior
of family members.
We first checked whether the model adequately describes the proportion of negative behavior for mothers, fathers and adolescents – distinguishing between depressed
and non-depressed adolescents. In a similar way as we did for the OMM, we used the
samples from the posterior distribution of the fixed effects and the random effects
mean and covariance matrix to generate new random effects from the model, and new
“observed” behavior for simulated families based on those random effects, conditional
on the depression (or non-depression) of the observed adolescents. In other words,
we generated data that reflects what kind of behavior we would expect to observe if
the model is true and if we observed different samples of families like the ones in the
empirical study.
Figure 2.9 shows the results for the posterior check of the mean and standard deviation (over persons) of the proportion of negative behavior, for each family member
separately. Note that the distributions for the two groups of adolescents are more
spread out because the model estimates for either group are based on less information than the estimates concerning the parents’ behavior. As the Figure shows, the
mean proportion of negative behavior for mothers, fathers and for both groups of
adolescents are captured well by the model, because in each case the statistic for
the empirical data falls in the middle part of the posterior predictive distribution.
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Figure 2.9: Results of posterior predictive check 1 for the LMM. The red lines represent
the empirical mean and SD of the proportion of negative affective behavior. The histograms
represent the model predictions, taking into account sampling variation as well as estimation
uncertainty.
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When it comes the standard deviation, the model fit is adequate for the adolescents,
indicating that the random effects allow the model to capture the individual differences between adolescents in how often they showed angry or dysphoric (negative)
behavior. The standard deviation for the observed mothers and fathers was larger
than expected under the posterior predictive distribution, indicating that the model
underestimates the diversity between individual parents in how often they behaved
negatively. This indicates that additional random effects for the behavior of the
parents’ might have improved the model further, but note that this would make the
model very complicated and possibly empirically underidentified.
Figure 2.10 shows the distribution of the proportion of negative behavior for
individual people in the empirical sample (in red) and in the posterior predictive data
(in gray), and this makes clear that the misfit for the mothers and fathers results from
“extremes” in the empirical sample: Parents who displayed negative behavior very
rarely (if at all), or very often, while the model predicts more moderate proportions
of negative parent behavior. This misfit may occur because some families spent more
time in negative interaction states than expected under the model, or because some
individual parents deviated from the expected behavior. Overall the fit of the model
is adequate, but we have to be cautious in interpreting the results given that we
know the model does not describe all families equally well. In an in-depth empirical
study, a result like this could be a reason to look closer at the data, and possibly
other characteristics, of the individual families who are not described as well by the
model as others.
For a second posterior predictive check of the model fit, we used the same posterior
predictive data, but focused on the proportion of “happy family interactions”. We
define these as interactions where at least two of the three family members exhibited
happy behavior. Figure 2.11 shows the results for the mean and SD over families of
the proportion of happy interactions. It appears that neither the mean nor the SD
of the empirical sample are extreme under the model prediction, indicating adequate
fit with regard to this data characteristic.
If we consider the distribution for the individual families in Figure 2.12, we see
that there is some misfit due to an underestimation of the number of families who
rarely or never displayed happy interactions according to our criterion. Similar to
the first check, we can interpret these results as showing that the model does a good
job of describing the average family in the sample and of capturing a large part of
the inter-family differences, but it does not do a perfect job of describing the most
“extreme” families in the sample. Therefore, our results should be interpreted with
caution, and in an empirical study, it would make sense to further examine what
other variables might be related to such differences.
Conclusion
Our analysis has illustrated that by applying a mixed LMM to this problem we can
investigate inter-family and inter-individual differences in a single analysis, by allowing for random effects in the transition model and in the (adolescent’s) measurement
model. In this analysis we used a predictor variable in one part of the model, but
a nice feature of the LMM is that predictors can potentially be used in both model
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Figure 2.10: Distribution of the proportion of negative affective behavior over persons, in
the empirical data (in red) and in the model-predicted data (in gray).
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Figure 2.11: Results of posterior predictive check 2 for the LMM. The red lines repre-

sent the empirical mean and SD of the proportion of happy family interactions (moments
when at least two family members behaved happily). The histograms represent the model
predictions, taking into account sampling variation as well as uncertainty about estimates.

parts, to represent diverse psychological accounts of how other characteristics relate
to the process dynamics.
Substantively, our results indicated that depressed adolescents are more likely
to behave angrily or dysphorically, compared with non-depressed adolescents. These
differences cannot simply be attributed to possible different family dynamics, as those
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Figure 2.12: Distribution of the proportion of happy interactions for empirical (in red) or

model-predicted (in gray) families. In the empirical data there were more families at the
left end of the distribution, i.e., families where it rarely (or never) occurred that two family
members behaved happily at the same time.

were to a large extent taken into account by the random effects in the transition
part of our LMM. In conclusion, this example shows that an LMM can be used to
address various, quite specific hypotheses using ILD, by offering the chance to study
the temporal dynamics of a latent process while allowing for between-person (or
between-unit) variation of several kinds. We also illustrated how posterior predictive
checks can be used in the Bayesian model fitting context to investigate how well the
model captures particular aspects of the empirical data, indicating where and how
there is misfit of the model to the data.
Label switching was not an issue for our LMM application. The main practical
challenges of the (mixed) LMM framework that we encountered in this analysis were
the lack of an accessible, formal procedure for choosing the number of latent states
empirically in the Bayesian context, and the computational intensity that made the
analysis time consuming (i.e., taking several days), but we note that the latter issue is
heavily dependent on the size of the data set and on the complexity of a given model
formulation. It can be expected that further technological developments will increase
computing speed so that the computational demand of Bayesian estimation of mixed
LMMs will become less relevant for future applications. Furthermore, JAGS as well as
other software packages that can implement (some) Bayesian models, such as Mplus
(Muthén & Muthén, 1998-2015), are constantly being developed so that more efficient
estimation algorithms for Markov models, or even RJMCMC implementations for
determining the number of states in an LMM, are expected to become available
and easily accessible.7 There is also ongoing research in the area of Bayesian model
evaluation and comparison which leads to promising new approaches for assessing
model fit from various perspectives (e.g., Vehtari, Gelman, & Gabry, 2017).
7 Stan

(Carpenter et al., 2017) is another recently developed Bayesian language that can be used
with R, but it cannot fit models with discrete parameters, such as Latent Markov models or other
mixture models.
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2.6

Discussion

In this article, we set out to introduce the relatively unknown class of Markov models
to psychological researchers, and to provide an introduction to how mixed Markov
models may be used for the analysis of ILD. We have discussed how mixed Markov
models can be specified, and have argued that while frequentist estimation has been
used for these and similar models, Bayesian estimation has several advantages that
are relevant in this research context. Two empirical applications demonstrated how
mixed Markov models can be applied in a Bayesian framework and what kind of research questions they can address. Note that these analyses served as basic illustrations of the modeling approach, and did not involve in-depth or formal consideration
of alternative models, or follow-up analyses of individual time series.
Markov models appear to be very flexible and can suit different types of data
and research questions in the context of studying temporal processes. Mixed Markov
models are especially promising, in our view, because they can be used to study
individual differences in dynamics through the inclusion of person-specific random
effects. In this article we discussed that the implementation of some Markov models,
namely LMMs and especially mixed LMMs, can be computationally demanding and
that the Bayesian approach, while advantageous in some regards, does not offer a
straightforward way to choose the number of latent states empirically. Despite these
limitations, this modeling framework provided useful insights for both of our empirical data sets, and we feel that it deserves more consideration in intensive longitudinal
research in psychology. We hope that this paper contributes to (further) familiarizing
psychological researchers with the possibilities offered by Markov modeling.
At this point we consider a few limitations of the presented framework along with
possibilities for adapting the general approach to different research situations. First,
in the models that we presented, the state transition probabilities were constant
over time. This assumption makes sense in the context of ILD analysis, where the
focus is typically on short-term reversible variability in stationary processes, rather
than on an expected pattern of growth or decline. Note, however, that it is possible
to relax this model assumption in situations where the parameters describing the
process are expected to change over time, or where a continuous observed variable
shows a time trend above and beyond the fluctuations explained by state switching.
The specification of time-varying parameters is covered in Bartolucci et al. (2013),
along with other possibilities such as specifying a measurement model for ordinal
observed categories, or dealing with the scenario where a specific state transition
is theoretically impossible. MacDonald and Zucchini (2009) also present several
variations of LMM applications. While allowing the same model parameter to be
different for each person ánd each time point necessarily leads to an unidentified
model, it should be possible to combine some degree of time-heterogeneity, which
could involve a time-varying predictor, with person-specific random effects or with
discrete components as in the mixture Markov model. As a more general matter,
it should be noted that the Markov models treated in this paper represent but one
instance of a broad and diverse class of modeling approaches and that Markov state
switching can also be combined with other models, such as autoregressive models for
intensive longitudinal data, to allow for time-varying parameters in those models.
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For example, Markov-switching vector-autoregressive models are treated in detail
in Fiorentini, Planas, and Rossi (2016), and a Bayesian approach for such models
is discussed in Harris (1997). General overviews of various Markov switching and
state-space models are given in Frühwirth-Schnatter (2006) and Kim and Nelson
(1999).
A second consideration is that the Markov models discussed in this paper come
with the assumption of equally spaced measurements. This assumption will be violated when data is collected using the Experience Sampling Method (ESM; Larson &
Csikszentmihalyi, 1983), where the time intervals between measurements have varying lengths. If a discrete-time Markov model is fitted to such a data set, it can be
expected that the estimates of the transition probabilities are somewhat more noisy
and that, consequently, there is less power to detect covariate effects. A better alternative for unequally spaced measurements may be to switch to a continuous-time
formulation of the Markov model, where the temporal structure of the state-switching
process is captured in a transition intensity matrix instead of a probability matrix
(cf. Karlin & Taylor, 1975). Continuous-time Markov models can be implemented
in JAGS using the inbuilt dmstate distribution (Plummer, 2013), or with classical
estimation using the R package msm (Jackson, 2013), but the latter cannot (yet)
handle random effects in the transition model.
An ongoing discussion in longitudinal research, more generally, focuses on how
to determine an optimal time lag between measurements for modeling particular
relationships (for example, Reichardt, 2011; Dorman & Griffin, 2015). When the
time intervals between measurements are short, there could be relationships between
measurements farther apart, and this could be investigated by using higher-order
models, where the current state is modeled as depending on multiple preceding states
(MacDonald & Zucchini, 2009). When measurement intervals are outside an optimal
range (whether too short or too long), relationships or lagged effects may be obscured
or spuriously induced, so it is important to consider in the design phase of a study how
quickly and how often the state switches and effects of interest are expected to occur.
For instance, while mood fluctuations may take place over hours or days, behavioral
observation needs to use a suitably fine scale to capture real-time interactions. In the
context of the optimal lag problem, it is again relevant to note that continuous-time
modeling has been proposed as a way to avoid the lag-dependency inherent in all
discrete-time modeling of equally spaced data (Deboeck & Preacher, 2016).
In conclusion, although there are some unresolved questions, we believe that intensive longitudinal methods combined with Markov modeling techniques can be of
great value for psychological research, as it enables us to study the dynamics of
state-switching processes and to shed light on between-person differences in these
dynamics. We expect that further developments in software and computing power,
as well as in statistical approaches to Bayesian model evaluation, will contribute to
solving current challenges in applying Bayesian mixed LMMs and facilitate easier
implementation of Markov models.
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Chapter 3
Get over it! A Multilevel Threshold
Autoregressive Model for State-Dependent
Affect Regulation1
3.1

Introduction

Human behavior is a complex product of interrelated factors, such as cognition,
emotion, psychophysiological factors, and social interactions, all of which vary over
time. For this reason, longitudinal studies are important, because they can provide
insight into the dynamics of a psychological process as it unfolds over time. This
is especially true for longitudinal research designs that include many measurements,
resulting in time series data, also referred to as intensive longitudinal data (Walls &
Schafer, 2006). While intensive longitudinal research designs have gained popularity,
partly due to technological developments, statistical tools for the analysis of time
series data can be further developed and refined to improve their potential, especially
for the analysis of samples of multiple persons. One type of time series model that
has found applications in psychology, is the autoregressive (AR) model. Multilevel
extensions of this model have proven useful in studies of regulatory processes, such
as affect regulation (Suls, Green, & Hillis, 1998; Kuppens, Allen, & Sheeber, 2010)
and alcohol use (Rovine & Walls, 2006). However, they are limited when it comes to
studying intra-individual variation.
In this study, we combine the advantages of several available models to develop a
new extension that allows more flexible modeling of regulation in intensive longitudinal data. More specifically, building on the threshold-autoregressive (TAR) model
for a single time series (Tong & Lim, 1980), we develop a multilevel TAR model that
can be used to investigate more diverse hypotheses about affect regulation. Compared with the multilevel AR model, the proposed model can be used similarly to
study interpersonal differences in regulatory processes, but it also allows researchers
to study intra-individual variation more closely: Where the AR model assumes that
each person’s regulation is characterized by a fixed trait-like property, the TAR model
allows regulation to be state-dependent within the individual.
In this paper we focus on affect regulation, but note that these models could also
be used for the study of other regulatory processes. This paper is organized as follows.
1 This

chapter has been published as de Haan-Rietdijk, S., Gottman, J. M., Bergeman, C. S., &
Hamaker, E. L. (2016). Get Over It! A Multilevel Threshold Autoregressive Model for StateDependent Affect Regulation. Psychometrika, 81(1), 217–241. Author contributions: ELH designed the study (with SHR) and provided feedback on the research and the manuscript, SHR
performed the simulations and empirical data analyses and wrote the paper, and CSB and JMG
shared their empirical data and gave feedback on the empirical data analyses and the manuscript.

41

3. A Multilevel TAR Model for State-Dependent Affect Regulation

First, we discuss the substantive background of affect regulation studies, that led us to
the current model extension. Next, we describe the existing AR and TAR models and
we present the basic multilevel TAR model for state-dependent regulation. We then
consider the feasibility of distinguishing between trait-like and state-like regulation
by discussing the results of a simulation study. We used simulated data sets with
varying numbers of persons and measurements to evaluate the power and Type I
error rate for testing whether regulation is state-dependent, and we also consider
the accuracy of the multilevel TAR model estimates. In the following section, we
present two empirical applications that extend the basic model: In the first one, we
study observational data concerning the affective behavior of spouses during a conflict
discussion, and in the second one, we analyze diary data concerning negative affect.
We conclude the paper with a discussion of limitations of the proposed modeling
approach, as well as several other ways that the multilevel TAR model could be
extended to address different types of research questions.

3.2

Background

To model the dynamics of affect regulation, and to study individual differences
therein, Suls, Green and Hillis (1998) analyzed time series data from multiple individuals using a multilevel AR model. In that model, each observation is regressed
linearly on the previous observation, and the regression coefficient is a random effect (i.e., it varies between persons). When a person’s autoregressive coefficient is
high, this means that it takes them relatively long to ‘recover’ after an external event
causes a change in affect. In other words, persons with a higher autoregressive coefficient have more spill-over of affect into consecutive observations. For this reason,
the autoregressive coefficient in the multilevel AR model is also called the inertia,
and has been interpreted as a measure of regulatory weakness.
Suls et al. (1998) found a positive relationship between neuroticism and inertia,
obtained with the multilevel AR model. In another study by Kuppens, Allen and
Sheeber (2010), using the same modeling approach, inertia was also found to be
positively related to depression and low self-esteem. Since neuroticism, depression
and low self-esteem are associated with many psychological disorders, these findings
may indicate that weak affect regulation, as characterized by high inertia, is involved
in psychological maladjustment, in general. For this reason, we argue that it is
important to conduct further studies investigating the dynamics of affect regulation
and its relationship with other person characteristics.
In the above studies of Suls et al. (1998) and Kuppens et al. (2010), inertia was
modeled as a time-invariant characteristic of a person, in the sense that there was a
single inertia parameter per person. This is a strong assumption, and it seems more
realistic that regulatory weakness is actually state-dependent, meaning that it varies
within a person over time. Support for this idea comes from Koval and Kuppens
(2011), who found that they could experimentally manipulate a person’s inertia.
However, the AR modeling approach is limited and cannot be used to study statedependent inertia when the states are not clearly separated in time or by experimental
conditions.
After considering the findings above, we propose finding out whether inertia
42

3.3. AR and TAR models for affect regulation

may differ between episodes of increased and decreased affect, but this cannot be
studied using the multilevel AR model. More specifically, we hypothesize that depressed or neurotic persons may have weaker affect regulation only or especially
during episodes of increased negative affect, because they are more likely to start
ruminating during episodes that are characterized by high-intensity negative affect.
Rumination is the tendency to keep reflecting on negative experiences or thoughts
and it has been shown to inhibit problem solving (Lyubomirsky & Nolen-Hoeksema,
1995; Lyubomirsky, Tucker, Caldwell, & Berg, 1999), and to exacerbate or prolong
negative affect (Lyubomirsky & Nolen-Hoeksema, 1993; Donaldson & Lam, 2004;
for an extensive overview concerning rumination, see Nolen-Hoeksema, Wisco, and
Lyubomirsky, 2008). Furthermore, in a related vein, Pyszczynski and Greenberg
(1987) describe what they refer to as the depressive self-focusing style of individuals
whose self-focus is much greater when negative events are salient, than when positive
events are.
The multilevel TAR model that we develop in this study is suitable for testing this
hypothesis, and can be used in a broader context for investigating various proposed
mechanisms of state-dependent regulation. Because the model contains multiple
inertia parameters per person, it does not assume that regulatory weakness is a
trait-like property, but allows more flexible modeling of intra-individual variation in
addition to interpersonal differences in regulatory strength.

3.3

AR and TAR models for affect regulation

We begin with discussing the AR(1) model, in which there is a single inertia parameter for a person, and its multilevel extension. Next, we discuss the TAR(2,1,1)
model (Tong & Lim, 1980), in which a person has two inertia parameters, so that
affect regulation can be state-dependent. In addition, we present our multilevel extension of the TAR model, which can be used to investigate interpersonal differences
in state-dependent affect regulation.

3.3.1 The AR model for a single person
In the AR(1) model for affect regulation, there is one inertia parameter reflecting a
person’s regulatory weakness, and this is the regression coefficient that links each observation to the immediately preceding observation. To illustrate this model, which
we will simply call the AR model hereafter, we consider an example of two hypothetical persons. The time series plots in the upper two panels of Figure 3.1 depict their
negative affect scores on 150 consecutive measurements, with higher scores indicating
more intense negative affect. The horizontal line represents the equilibrium of the
person, the baseline level of negative affect that the person tends towards. The time
series plots show that the negative affect of both persons fluctuates around their equilibrium over time and that there is no long-term trend. The difference between the
two persons is in their autoregressive coefficient φ, which represents their emotional
inertia for negative affect. Person A has a φ of 0.1, while that of person B is 0.7.
This implies that person B is characterized by more regulatory weakness, causing
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a larger carry-over of negative affect from one occasion to the next. It can be seen
in Figure 3.1 that person B is more likely to have several consecutive scores above
or below his/her equilibrium, while person A’s affect is quicker to recover towards
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Figure 3.1: Hypothetical negative affect scores for persons A, B and C, and corresponding

state-space plots depicting the underlying autoregression. All three persons have the same
equilibrium (15). Persons A and B are described by AR models with inertias (φ) of 0.1
and 0.7, respectively. Therefore, person A is quicker to recover towards his equilibrium, and
person B is characterized by more carry-over affect from one moment to the next, indicating
regulatory weakness. Person C is described by a TAR model with φ = 0.7 during episodes
of increased negative affect (> 15), and φ = 0.1 during decreased negative affect (< 15).
Thus, person C has weaker affect regulation during episodes of increased negative affect.

Another way of looking at these data is by plotting each observation against
the previous observation, as depicted in the state-space plots on the right side of
Figure 3.1, where the diagonal line depicts the autoregressive relation (based on the
φ parameter) underlying the scores. It can be seen that the regression line, regressing
the current affect score on the previous one, has a steeper slope for person B than
for person A, and this is because the autoregressive coefficient φ is higher for person
B.
The AR model underlying the data for persons A and B is yt = α + φyt−1 + t ,
where α is the intercept, and t is the residual (also referred to as random shock or
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innovation) at time t, with t ∼ N (0, 4). Now, the equilibrium in the AR model is
also equal to the mean of the time series, similar to how the resting position of a
pendulum is both the equilibrium and mean of the pendulum’s positions over time.
Therefore, we can center the data by subtracting the equilibrium µ (which is 15 for
both persons), and this makes the intercept zero while the φ parameter is unchanged.
We then obtain
yt − µ = φ(yt−1 − µ) + t .
(3.1)
It follows that the intercept term α in the uncentered model is not equal to the
equilibrium µ of the person (which can be written on the right side of the equation
as an intercept), but rather α = (1 − φ)µ. Since the intercept term α has no intuitive
interpretation, we prefer the centered model notation of Equation 3.1, which includes
µ, rather than α.
The autoregressive coefficient φ should lie between -1 and 1 to obtain a stationary
time series with constant variance (e.g., Hamilton, 1994). From the equations above
it can be seen that a φ value close to 0 implies that there is little to no carry-over
from one moment to the next; therefore, even after an extreme score, the person
will quickly recover to their equilibrium. In contrast, a positive φ value closer to 1
implies more carry-over from one moment to the next, reflecting regulatory weakness.
Negative values of φ have a different interpretation, because they imply reflexive backand-forth shifting between scores above and below the equilibrium. Since this does
not seem plausible in the context of affect regulation, we focus on positive φ values
here (but see Rovine and Walls (2006) for an example of a process with a negative φ
value).

3.3.2 The multilevel AR model
When time series for multiple persons are available, we can create a multilevel AR
model by specifying that the inertia parameters and equilibria of the persons can
take different values, but that they come from a common distribution. Extending
Equation 3.1 with subject-indices and a normal density for the inertias and equilibria,
the following multilevel model is obtained:
Yt,i − µi
t,i
φi
µi


uφ,i
uµ,i

=
∼
=
=
∼

φi (Yt−1,i − µi ) + t,i ,
N (0, σ2 ),
γφ + uφ,i ,
γµ + uµ,i ,
   2

σφ
0
N
,
,
0
σφµ σµ2

(3.2)

where γφ represents the average inertia, and γµ represents the average equilibrium.
This multilevel AR model enables researchers to estimate the average inertia
in the population and to use observed person-level variables as predictors for the
inertias, to see which person characteristics are related to regulatory weakness. This
is the approach that was taken by Suls et al. (1998) and Kuppens et al. (2010), who
showed that regulatory weakness is indeed related to person characteristics such as
depression and neuroticism.
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3.3.3

The TAR model for a single person

While the inertia parameter φ in the AR(1) model has been interpreted as a measure
of a person’s regulatory weakness, the experimental study by Koval and Kuppens
(2011) shows that it may not be appropriate to treat emotional inertia as a fixed
trait of an individual. We expect that in reality, inertia varies with the intensity of
affect experienced at a given time. Furthermore, it makes sense to distinguish between
inertia for increased and decreased affect, for reasons of interpretation: While high
inertia during intense negative affect can be considered maladaptive, high inertia
during an episode of (relative) absence of negative affect may actually be considered
adaptive, since it characterizes a person who experiences more prolonged periods
of little negative affect. For this reason, we argue that is is important to consider
the inertias for decreased and increased affect separately, especially when studying
relationships with psychological disorders or personality traits.
Our hypothesis of state-dependent affect regulation can be represented nicely by
a TAR(2,1,1) model (Tong & Lim, 1980), which is based on two AR(1) processes; at
each occasion, one of these processes generates the data. The notation TAR(2,1,1)
indicates that there are 2 alternating AR processes, and that both of them have autoregression only at lag 1; hereafter, we will simply refer to this specific model as the
TAR model. Technically, the model that we propose distinguishes between episodes
of increased and decreased affect by using a different φ coefficient depending on the
value of the previous observation: If this value is smaller than the threshold value τ ,
then the model uses the first φ coefficient, but if the previous observation is larger
than τ , the other φ coefficient applies. Throughout this article we will refer to these
two states of the model as the ‘lower state’ and ‘upper state’, respectively. In this
model, the threshold τ can be thought of as the equilibrium, the value of negative
affect that separates the states of decreased and increased negative affect. Just like the
AR model, the TAR model predicts that when a person’s negative affect is changed
by some external event, it will, eventually, return to the equilibrium. However, in
the TAR model the recovery from increased and decreased negative affect will not
necessarily happen equally quickly. Going back to the pendulum analogy, the TAR
process could be compared to a pendulum that swings further or more often to one
side than to the other, despite having the same resting position. As a result, the
equilibrium in the TAR model does not equal the mean of the time series, as it did
in the AR model.
To see what kind of pattern the TAR model may generate, consider the negative
affect scores of the hypothetical person C, which are depicted in the bottom panel
of Figure 3.1. These scores were simulated under a TAR model with φ = 0.1 in the
lower state and φ = 0.7 in the upper state. The equilibrium of C is τ = 15 and is
depicted by the horizontal line. Although it may not be immediately obvious, closer
inspection of the time series reveals the asymmetry around the equilibrium: When
person C’s negative affect is less intense (< 15), recovery to the equilibrium occurs
quickly due to the lower inertia in this state, but when his/her negative affect is more
intense (> 15), it takes longer to recover as a result of the higher inertia. Because
of this asymmetry, the mean observed score of person C is 16, which is somewhat
higher than the equilibrium of 15. The state-space plot for person C (the lower right
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panel of Figure 3.1) shows that the autoregressive relationship is stronger for affect
scores above the equilibrium, illustrating that person C is characterized by weaker
affect regulation for increased negative affect. This kind of affect regulation could be
considered rather maladaptive.
The TAR model equation underlying person C’s affect scores is given by


φ1 (yt−1 − τ ) + t | yt−1 < τ
yt − τ =
,
(3.3)
φ2 (yt−1 − τ ) + t | yt−1 ≥ τ
with parameter values τ = 15, φ1 = 0.1, φ2 = 0.7, and t ∼ N (0, 4). As in the AR
model, the φ coefficients should have values smaller than 1 to obtain a stationary
process. Note that we have immediately written the model for equilibrium-centered
data, similar to Equation 3.1 for the AR model. In that model, we centered the
scores around the equilibrium, and because the equilibrium equaled the mean, the
intercept (α) automatically became zero. However, in the current TAR model, the
equilibrium τ does not equal the mean, so that when we center the data around the
equilibrium, it is not automatically implied that the intercepts must be zero. There
is another reason here why we remove the intercepts from the equation: We want
the two regression lines in the TAR model to connect at the threshold, as they do
in the state-space plot for person C in Figure 3.1. Centering the scores around the
threshold and then forcing the intercepts to be zero ensures that this is the case.
This model restriction serves to make the model substantively appropriate, because
it ensures that a person’s affect is always predicted to return to their equilibrium
level of affect. In contrast, if the regression lines did not connect, this discontinuity
in the model would have a highly unrealistic implication, namely a sudden shift in
the predicted affect away from the equilibrium whenever the previous observation
happened to be close to it (Madhyastha, Hamaker, & Gottman, 2011). Note that
the residual innovation  always allows random shifts in the actual observed scores.

3.3.4 The multilevel TAR model
In this study, we propose to extend the TAR model of Equation 3.3 so that data
from multiple individuals can be analyzed at once, treating τ , φ1 and φ2 as random
effects. Thus, each person can have a different threshold value τ , representing their
equilibrium that separates the two states. In addition, the inertias during episodes
of decreased and increased affect can vary between persons. The thresholds and the
inertias can be modeled by a multivariate normal distribution at the between-persons
level, giving us this model:
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Yt,i − τi =
t,i
φ1,i
φ2,i
τi

∼
=
=
=



uφ1 ,i
uφ2 ,i  ∼
uτ,i

φ1,i (Yt−1,i − τi ) + t,i
φ2,i (Yt−1,i − τi ) + t,i
N (0, σ2 ),
γφ1 + uφ1 ,i ,
γφ2 + uφ2 ,i ,
γτ + uτ,i ,
   2
σφ1
0
N 0 , σφ2 φ1
0
στ φ 1

| Yt−1,i < τi
| Yt−1,i ≥ τi


,

(3.4)

σφ2 2
στ φ 2

 ,
στ2

where the fixed effects γ represent the average inertias and threshold over persons,
and the random effects can be correlated.
Like the multilevel AR model, this multilevel TAR model takes into account interpersonal differences in regulatory weakness. However, unlike the AR model, this
model also takes into account that regulatory weakness varies with the intensity of affect. Since the model lets each person have their own threshold parameter, the lower
and upper state are always relative to the person’s own equilibrium. Importantly, by
using the multilevel TAR model, researchers can use person-level variables as predictors both for the inertias, representing the state-dependent regulatory weakness,
and for the threshold representing a person’s equilibrium. This particular advantage
of the model will be illustrated later on, in the empirical applications.

3.4

Simulations

We performed simulations to investigate how well we can distinguish between TAR
and AR processes in terms of power and Type I error. We generated data under both
models using R (R Development Core Team, 2012) and estimated the TAR model of
Equation 3.4 in OpenBUGS, an open-source program for Bayesian model estimation
(Lunn, Spiegelhalter, Thomas & Best, 2009). In this framework, all the parameters
of the multilevel TAR model can be estimated simultaneously, and the specification
of the model is straightforward.
Bayesian estimation is used here because classical approaches are problematic for
the multilevel TAR model. In standard multilevel software, it is not even possible
to specify the multilevel TAR model unless plugin values are used for the unknown
thresholds. We did some preliminary analyses substituting the individual means for
the thresholds, and estimating the models using the lme package in R (Bates, Maechler, & Bolker, 2011; R Development Core Team, 2012), but the method performed so
poorly2 that we did not consider it a viable approach. Other possibilities within the
frequentist framework would be to use estimation procedures based on the first-order
Taylor expansion method or adaptive Guassian quadrature: Wang and McArdle
(2008) used these for estimating the closely related (Chen, 1998; Hamaker, 2009)
multilevel changepoint model. However, their results indicated that the estimates
were highly dependent on the specified starting values, which makes these estimation
2 Results
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methods unattractive. In contrast, Bayesian estimation was shown to lead to good
results (Wang & McArdle, 2008), and we decided to take this approach, which has
the additional advantage that the thresholds can be modeled and predicted from
other variables.

3.4.1 Data generation
We simulated negative affect data from three multilevel TAR models and one multilevel AR model. From each of these four models we drew random samples of varying
sizes. The number of persons (N) ranged from 50 to 150 (in steps of 25), and the
number of observations (or time points, T) per person was either 50, 100, 150 or 200.
Combining these two factors resulted in twenty conditions. For each condition, one
hundred samples were simulated.3
In the AR model, the inertia φi was normally distributed over persons with γφ =
0.4 and σφ = 0.1. In the TAR models, the fixed effects [γφ1 , γφ2 ] were [0.2, 0.3],
[0.2, 0.4], or [0.2, 0.5]. The standard deviations σφ1 and σφ2 were always 0.1. The
threshold τ in all three TAR models was distributed normally with γτ = 15 and
στ = 2. In the TAR models, the correlation between the inertias, ρφ1 φ2 , was set to
0.5, because we expect that people who have weaker affect regulation during episodes
of increased negative affect will also tend to have somewhat weaker regulation during
episodes of decreased negative affect, and vice versa. The level-1 innovation variance
σ2 was set to 4 in both the TAR and AR models.
If we consider the effect sizes of the mean inertia differences implied by the three
TAR settings, they correspond to Cohen’s d values of 1, 2, and 3, respectively. These
are very large effect sizes, but the choices for the means and standard deviations
of the inertia parameters were based on substantive considerations, i.e., on which
parameter values seem realistic for affect regulation. Smaller effect sizes could be
obtained by setting a higher value for σφ or specifying a smaller difference between
γφ1 and γφ2 . However, setting a larger standard deviation would imply that many
persons have negative φ1 values, which we consider unrealistic for reasons described
above, while smaller differences between the average inertias than 0.1 (the smallest
difference we chose) do not seem clinically relevant to us. Therefore, we decided
on these parameter values by considering the unique interpretation and scale of the
inertia parameters in the TAR model, rather than focusing on measures of effect size.

3.4.2 Estimation
We estimated the model from Equation 3.4, noting that this particular model formulation (i.e., using zero intercepts and centering the data around the estimated
threshold) not only ensures that the model has connecting regression lines, but in
addition, it helps to identify the threshold parameter for each person in the sample,
even if their estimated inertias happen to be equal for increased and decreased affect (normally a problematic situation, confer Hansen, 1996, and Andrews & Cheng,
3 Although

one hundred replications is a relatively small number in simulation research, the estimation in OpenBUGS was rather time-consuming and since the pattern of results was clear enough,
we saw no need for increasing the number of replications.
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2012). The BUGS input files for the multilevel AR and TAR models are given in
Appendix 3.A.
We wanted vague prior parameter densities because we aimed for data-driven
model estimates. The multivariate normal prior density of the level-2 parameters had
a mean vector of zeros and a precision matrix (the inverse of the covariance matrix)
with diagonal elements equal to 1.0E-6 and off-diagonal elements equal to 0. For
the inverse of the covariance matrix for the inertias and thresholds, the prior density
was a Wishart distribution using an identity matrix. For the inverse of the level-1
residual variance, we specified a gamma density with the shape and scale parameters
0.001 and 0.001. It must be noted that the inverse gamma and Wishart priors for
variance parameters have been criticized because they may actually bias (co)variance
estimates (Gelman, 2006), but they are oft-used and recommended proper priors in
OpenBUGS for which a better alternative is not yet available to our knowledge. If
the results of our simulations are satisfactory using these suboptimal (co)variance
priors, the analytical results in future applications with better priors should only be
even more reliable.
To speed up the convergence of the MCMC sampling algorithm, we specified
starting values of a realistic magnitude (see Appendix 3.A). A burn-in period of 1000
iterations was used, and 2000 iterations were used for inference. Convergence can be
assessed in OpenBUGS by running two chains, and inspecting the trace and history
plots, autocorrelations, and Brooks-Gelman-Rubin diagnostics for all parameters (at
level 1 and 2). Using this approach to inspect the convergence for a random subset
of the fitted models, we concluded that this number of burn-in iterations was enough
for the models to reach convergence.

3.4.3

Results

In keeping with our purpose of determining how well we can distinguish between
TAR and AR processes, we formulated a decision criterion for choosing between the
AR and TAR models for each sample. This was followed by calculation of the power
to detect the TAR process, and of the Type I error rates (i.e., the proportion of AR
samples where we erroneously selected the TAR model). In addition, we inspected
the width and actual coverage rate of the 95% credible intervals of the level-2 parameters γφ1 , γφ2 , and γτ . Bayesian credible intervals have a different interpretation than
classical confidence intervals because they are not defined in terms of frequentist coverage, but in terms of the researcher’s (possibly subjective) posterior certainty about
the parameter. For this reason, Bayesian credible intervals can be constructed for
functions or combinations of parameters that are difficult to handle in the frequentist
setting, but it also means that the frequentist coverage of a 95% Bayesian credible
interval does not always have to be equal to .95 (this depends on the specified priors,
among other things). When the coverage approximates this value, however, we can
interpret the credible interval and use it as a decision criterion without necessarily
adopting a fully Bayesian perspective.
As a criterion for model selection, we first considered the Deviance Information
Criterion (DIC; Spiegelhalter, Best, Carlin, & Van Der Linde, 2002), which is easily
obtained in OpenBUGS. However, the DIC is known to be problematic for mixture50
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type models (cf. Celeux, Forbes, Robert, & Titterington, 2006, and Spiegelhalter
et al., 2002) and our analyses showed that the power to detect the TAR process
with the largest effect size (i.e., when [γφ1 , γφ2 ] = [0.2, 0.5]), was almost zero when
using the DIC. Model comparison using the Bayes Factor would be more involved,
and is sensitive to the choice of prior distributions (Song & Lee, 2012). Therefore,
we decided upon a different, intuitive model selection criterion directly involving
the average difference in inertia between the two states. We included the quantity
(γφ2 − γφ1 ) in our TAR model syntax, so that, in each iteration of the MCMC
sampler, OpenBUGS calculated this quantity based on the current draws of γφ1 and
γφ2 . Thus, a posterior distribution was obtained for this difference, and the 95%
credible interval of this difference was then used as a decision criterion: When 0 was
included in the credible interval, there was no evidence that there are two different
mean inertias, so we selected the multilevel AR model; when 0 was not included in
the credible interval of the mean difference, this was taken as evidence that there are
two distinct states with different mean inertias, so we selected the multilevel TAR
model.
Type I error and power Using the decision criterion described above, the Type I
error rate for each sample size was well below the conventional level of .05 for classical
hypothesis tests, as can be seen in Table 3.1. When the TAR model had actually
generated the data, our interest was in the detection rates (i.e., power) and these
are given in Table 3.2. The multilevel TAR model with the smallest effect size (i.e.,
when [γφ1 , γφ2 ] = [0.2, 0.3]) could be detected with adequate power (> .80) in some of
the larger sample sizes under consideration. The multilevel TAR models with larger
effect sizes could be detected with high power (≥ .90) even in the smallest sample
sizes that were used (i.e., N = 50 and T = 50).
Table 3.1: Type I error rates for each set of 100 AR samples, using the 95% credible interval
decision criterion. A Type I error was made when the 95% credible interval of (γφ2 − γφ1 )
did not include zero, so that we selected the TAR model, incorrectly. Acceptable Type I
error rates (<.05) are bold-faced.
N T: 50 100 150 200
50
75
100
125
150

.02
.01
.02
.01
.01

.01
.00
.00
.01
.02

.00
.01
.00
.00
.01

.01
.00
.00
.00
.00

Accuracy of the level-2 estimates As point estimates of the level-2 parameters
we used the means of their posterior distributions. Table 3.3 gives the absolute bias of
these estimates (i.e., estimate - true value), as well as the width and actual coverage
of their 95% credible intervals. It can be seen that the mean threshold and the
mean inertias are estimated accurately, with (approximately) adequate 95% credible
interval coverage for all sample sizes. The only exception is the 95% credible interval
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Table 3.2: Power rates for each set of 100 samples using the 95% credible interval decision

criterion. The multilevel TAR model was selected, correctly, when the 95% credible interval
of (γφ2 − γφ1 ) did not include zero. Adequate power values (>.80) are bold-faced.
γφ = [0.2, 0.3]
N T: 50 100 150 200
50
75
100
125
150

.08
.19
.30
.41
.49

.17
.37
.55
.79
.82

.27
.58
.81
.90
.97

.36
.67
.90
.99
.98

γφ = [0.2, 0.4]

γφ = [0.2, 0.5]

50 100 150 200

50 100 150 200

.58 .94 .95
.84 1 .99
.94 .99 1
.98 1
1
.99 1
1

.90
1
1
1
1

1
1
1
1
1

1
1
1
1
1

1
1
1
1
1

1
1
1
1
1

of γφ2 , which tends to have insufficient coverage when the sample includes many
persons (decreasing the width of the interval) and few measurements per person.
With regard to the width of the 95% credible intervals, we note that the intervals shrink considerably when the number of persons is increased, but they are less
affected when the number of time points is increased. We can understand these differential influences if we consider that these 95% credible interval are for the level-2
parameters, so they represent the uncertainty about the average inertia or threshold
in the population. When more persons are included in the study, we logically gain
more certainty about this average parameter so that the width of the interval decreases. In contrast, while increasing the number of time points does help to get more
accurate estimates and smaller 95% credible intervals for the level-1 parameters (i.e.,
for the individual inertias and thresholds), it does not add that much information
with regard to the certainty about the population mean. These considerations can
be used to weigh the costs and benefits of increasing the sample size at level 1 or
at level 2, depending on the researcher’s primary goals: If the interest is mostly in
the average parameters, increasing the number of persons is more useful, but if the
focus is more on the individual estimates it becomes more important to use a large
number of measurements.

3.4.4

Conclusion

Based on the results of our simulations, we can conclude that Bayesian estimation of
the multilevel TAR model is feasible for the sample sizes under consideration, and
yields accurate estimates of the average inertias and threshold. When we want to
distinguish between an AR process and a TAR process, a decision criterion based
on the 95% credible interval of the difference in mean inertias (µφ2 − µφ1 ) gives us
adequate power and minimal Type I error. Model selection using the DIC proved to
be much less powerful and is not recommended for this purpose.4

4 Results
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3.4. Simulations

Table 3.3: Bias of the point estimates (i.e., the posterior means) for the

average inertias and threshold, and coverage and width of their 95%
credible intervals, based on 100 fitted models per sample size. Negative
values indicate underestimation. Absolute values below .005 are rounded
to .00.
Bias
T: 50

Coverage

Width

γφ = [0.2, 0.3]

N

100 150 200

50

100 150 200

50

100 150 200

γ φ1

50
75
100
125
150

−.03
−.02
−.01
−.02
−.01

−.02
−.02
−.01
−.02
−.01

−.01
−.01
−.01
−.01
−.01

−.01
−.01
−.01
−.01
−.01

98
99
97
93
99

100
98
98
96
93

98
97
96
96
97

99
98
97
98
95

.23
.18
.15
.14
.12

.18
.14
.12
.10
.09

.16
.12
.10
.09
.08

.15
.11
.09
.08
.07

γ φ2

50
75
100
125
150

−.04
−.03
−.03
−.02
−.02

−.02
−.02
−.02
−.01
−.02

−.02
−.01
−.01
−.01
−.01

−.02
−.01
−.01
−.01
−.01

96
98
91
96
91

98
97
96
98
93

99
97
96
97
98

98
97
97
98
96

.22
.17
.14
.12
.11

.17
.13
.11
.09
.08

.15
.11
.09
.08
.07

.14
.10
.09
.07
.07

γτ

50
75
100
125
150

.00
.03
.03
.01
.02

.01
.03
−.01
.02
.02

.01
.00
.01
.01
.02

.00
.03
.03
.04
.01

95
96
95
97
95

94
94
95
97
93

91
97
95
94
95

93
92
94
95
97

1.19
.97
.83
.74
.68

1.17
.94
.81
.73
.66

1.15
.93
.80
.72
.65

1.14
.92
.80
.72
.65

γφ = [0.2, 0.4]

N

100 150 200

50

100 150 200

50

100 150 200

γ φ1

50
75
100
125
150

−.03
−.02
−.01
−.02
−.02

−.02
−.01
−.01
−.02
−.01

−.01
−.01
−.01
−.01
−.01

−.01
−.01
−.01
−.01
−.01

99
96
99
90
94

98
96
99
97
93

100
99
97
98
97

99
96
98
95
96

.24
.18
.15
.14
.12

.19
.14
.12
.11
.09

.16
.12
.10
.09
.08

.15
.12
.10
.08
.07

γ φ2

50
75
100
125
150

−.03
−.03
−.03
−.02
−.03

−.01
−.02
−.02
−.02
−.02

−.01
−.01
−.01
−.01
−.01

−.01
−.01
−.01
−.01
−.01

95
94
90
92
86

99
97
96
95
94

100
99
95
94
96

100
99
97
97
99

.20
.15
.13
.11
.10

.16
.12
.10
.09
.08

.14
.11
.09
.08
.07

.13
.10
.08
.07
.06

γτ

50
75
100
125
150

.02
.05
.05
−.01
.02

.01
.00
.00
−.02
.03

.07
.03
.02
.03
.00

.04
−.02
.03
−.01
.01

93
94
94
95
94

96
98
96
96
88

91
95
95
96
95

92
1.20 1.16 1.15 1.14
95
.96 .95 .93 .93
99
.82 .82 .81 .79
97
.75 .73 .72 .72
93
.69 .66 .66 .65
Continued on next page

T: 50
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Table 3.3: (continued)
Bias

γφ = [0.2, 0.5]

N

γ φ1

50
75
100
125
150

T: 50

Coverage

Width

100 150 200

50

100 150 200

50

100 150 200

−.04
−.02
−.01
−.01
−.02

−.02
−.01
−.01
−.01
−.01

−.01
−.01
−.00
−.01
−.01

−.01
−.01
−.01
−.01
−.01

97
97
100
98
98

96
99
97
99
96

100
99
99
95
94

99
100
99
96
98

.26
.20
.17
.15
.13

.20
.15
.12
.11
.10

.17
.13
.11
.09
.08

.16
.12
.10
.09
.08

γ φ2

50
75
100
125
150

−.03
−.04
−.03
−.03
−.03

−.03
−.02
−.02
−.02
−.01

−.02
−.02
−.01
−.01
−.01

−.01
−.02
−.01
−.01
−.01

96
93
88
80
83

98
98
97
93
92

100
97
99
96
92

100
98
98
98
96

.19
.15
.12
.11
.09

.15
.11
.09
.08
.07

.14
.10
.08
.07
.06

.13
.09
.08
.07
.06

γτ

50
75
100
125
150

.07
.03
.05
.04
.01

.03
−.01
.04
.03
.02

.00
.01
.02
.01
.01

.00
.00
.03
.00
.00

95
95
93
95
96

95
98
93
97
94

96
92
97
97
98

98
90
97
95
94

1.21
.99
.85
.76
.69

1.16
.95
.83
.73
.67

1.14
.93
.80
.73
.66

1.15
.92
.81
.72
.65

3.5
3.5.1

Empirical applications
Application 1: Moment-to-moment affective behavior of
spouses

After concluding that Bayesian estimation of the multilevel TAR model works well,
we applied this modeling approach to an empirical data set concerning the affective
behavior of 129 newlywed couples during a 15-minute conflict discussion (Gottman,
Swanson, & Murray, 1999; see also Gottman, Murray, & Swanson, 2005). Each
spouse’s affective behavior (including nonverbal behavior) was coded per second by
two independent observers using the Specific Affect Coding System (SPAFF; Gottman
& Krokoff, 1989). The scores were then averaged over 6-second intervals and across
both coders, resulting in T = 150 observations for each spouse. In this data set,
negative scores and scores between 0 and 0.1 indicated negative behavior (e.g., anger
or contempt), and positive scores greater than 0.1 indicated friendly or constructive
behavior (e.g., humor or validation). The score 0.1 corresponded to neutral behavior,
or to positive and negative behavior canceling out within the 6-second interval. In
Figure 3.2, the data of some of the couples are portrayed in a time series plot. Since
we detected no gross violations of stationarity (i.e., time trend) we used the raw data
of the persons without applying differencing or detrending techniques (e.g., Hamilton,
1994).
Madhyastha, Hamaker, and Gottman (2011) analyzed these data using singleperson TAR and AR models for each spouse, rather than a multilevel model. In
their approach the focus was on the way spouses influenced each other (and whether
or not this influence was state-dependent), while inertia was always modeled as a fixed
trait of the person. Here, we use the multilevel TAR model to investigate whether
inertia was actually state-dependent, while also taking into account interpersonal
differences in the regulation of affective behavior.
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Figure 3.2: Plotted scores for the affective behavior of two example couples during the con-

flict discussion task. The solid line connects the wife’s scores, the dotted line the husband’s
scores.
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Hypotheses
When fitting a multilevel autoregressive model to these behavioral scores, the inertia
parameter of a spouse reflects how they regulated their affective behavior during the
conversation. The multilevel TAR model allows the inertia parameter to be statedependent, such that the strength of regulation could differ between (more) positive
and (more) negative behavior. As in our simulations, the 95% credible interval of
the level-2 inertia difference was used to decide whether the regulation of affective
behavior was, on average, state-dependent.
To take into account the dyadic structure in this data set, we could have specified
two related TAR models, one for the husbands and one for the wives. However,
since the spouses were observed while interacting, it makes more substantive sense
to extend our multilevel TAR model to a bivariate version, wherein the husband and
wife are seen as a bivariate system with mutual influence and correlated inertias and
thresholds. This model can be thought of as a multilevel threshold-vector autoregressive (VAR) model, because it extends the multilevel VAR model by letting the
autoregressive coefficients depend on the threshold variables. In this model, each
dyad had 4 inertia parameters, namely two for each spouse, and a different threshold
parameter for each spouse, as well as 2 influence parameters representing the lagged
effect of the husband’s behavior in the previous interval on the wife’s behavior in the
current interval, and vice-versa.
We also included the correlation at the dyad level between husbands’ and wives’
inertias and thresholds in the model, to take into account possible similarity between
spouses in their regulation of affective behavior. Furthermore, the model allowed
us to address an additional research question, namely, whether there is a gender
difference in the regulation of affective behavior. This question could be investigated
by subtracting the mean inertias and threshold of the men from those of the women
and obtaining 95% credible intervals for each of the differences. If zero is not included
in such a difference interval, it can be taken as evidence of a gender difference with
regard to that parameter.
Writing Ht,i for the score of the husband of couple i at time point t, the model
for the husband is given by:

Ht,i − τH,i =
H,t,i
φ1,H,,i
φ2,H,i
τH,i
βH,i

∼
=
=
=
=

φ1,H,i (Ht−1,i − τH,i ) + βH,i (Wt−1,i − τW,i ) + H,t,i
φ2,H,i (Ht−1,i − τH,i ) + βH,i (Wt−1,i − τW,i ) + H,t,i

|
|

Ht−1,i < τH,i
Ht−1,i ≥ τH,i


,

N (0, σ2H ),
γφ1,H + uφ1,H ,i ,
γφ2,H + uφ2,H ,i ,
γτH + uτH ,i ,
γβH + uβH,i ,

and similarly for the wife. The eight random effects (four inertias, two thresholds,
two influence parameters β) are multivariate normally distributed with mean vector
and covariance matrix to be estimated. The BUGS syntax for estimating this model
is given in Appendix 3.B.
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Table 3.4: Point estimates (posterior means) and 95% credible intervals for selected pa-

rameters of the bivariate TAR model in application 1. Based on the credible intervals we
conclude that inertia was, on average, state-dependent for both the men and women. There
were no gender differences in affect regulation, but some correlation between the model
parameters for spouses.
Mean

95% CCI

γφ1,H

0.61

[0.57, 0.65]

γφ2,H

0.29

[0.24, 0.34]

(γφ2,H − γφ1,H )

-0.32

[-0.39, -0.25]

γτH

0.07

[0.006, 0.139]

γβH

0.007

[-0.020, 0.035]

γφ1,W

0.60

[0.56, 0.64]

γφ2,W

0.26

[0.20, 0.31]

(γφ2,W − γφ1,W )

-0.35

[-0.42, -0.27]

γτW

0.08

[0.01, 0.15]

γβW

0.018

[-0.007, 0.044]

γφ1,W − γφ1,H

-0.007

[-0.056, 0.043]

γφ2,W − γφ2,H

-0.03

[-0.11, 0.04]

γτW − γτH

0.007

[-0.059, 0.071]

r φ1

0.25

[0.05, 0.45]

r φ2

0.09

[-0.15, 0.33]

rτ

0.60

[0.46, 0.73]

Husbands

Wives

Gender comparisons

Spousal correlations
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Results
We ran the model with 2 parallel MCMC chains using different starting values. We
used 20 000 burnin iterations, after which the convergence was adequate and 50 000
samples (per chain) were used for inference. With this number of iterations, the
analysis took 3 hours and 6 minutes on a system with 16 GB RAM, running on a
single core with 3.40 GHz processing speed.
Table 3.4 summarizes the results of the model parameters of interest. The credible interval of (γφ2 − γφ1 ) in the TAR model was [−0.39, −0.25] for the husbands
and [−0.42, −0.27] for the wives. Since neither of these intervals included zero, we
concluded that, on average, the inertia of both the husbands and the wives was statedependent. The point estimate (posterior mean) of the mean inertia in the lower state
(i.e., for more negative affective behavior) was 0.61 for husbands and 0.60 for wives,
while the mean inertia in the upper state (i.e., for more positive affective behavior)
was 0.29 for husbands and 0.26 for wives. The mean thresholds were γτH = 0.07
and γτW = 0.08, so that for both husbands and wives the two states (almost) coincided with the negative and positive ranges of the SPAFF behavior coding system
(since 0.1 represents the neutral score). These results indicated that, on average,
the regulation of negative affective behavior was weaker than the regulation of positive affective behavior. Figure 3.3 depicts the level-1 estimates for all persons in
the sample, plotting the inertia in the more positive state (φ2 ) against the inertia in
the more negative state (φ1 ). From this plot we can see that our conclusion, based
on the level-2 estimates, holds for most of the individuals: They had higher inertia
during more negative affective behavior (i.e., φ1 > φ2 ). Using the estimates of the
(co-)variances of the inertia coefficients over persons we can also calculate the effect
size (just as we did for our simulated data) and we obtain Cohen’s d = 3.9 for the
men and d = 20 for the women.
To investigate gender differences in the regulation of affective behavior, we inspected the 95% credible intervals of the gender differences in the two mean inertias
and in the mean threshold. Since all three intervals included zero, there was no
indication of any gender difference. We also found no evidence of (linear) momentto-moment influence between the spouses, since the 95% credible intervals for the
average (level-2) influence in both directions included zero. To check whether this
was caused by some couples having an opposite influence pattern of other couples,
we also inspected the 95% credible intervals for the individual couples, and these
included zero for 89.9% of the husband-to-wife influence parameters, and 93.8% of
the wife-to-husband influence parameters. Thus, we concluded that there was little
evidence of linear influence between the spouses at this time lag. Note that this
result is in line with the previous findings of Madhyastha, Hamaker, and Gottman
(2011), who analyzed the data of each couple separately using single-case TAR and
AR models with diverse influence functions.
Lastly, to investigate whether couples resembled each other in their regulation of
affective behavior, we inspected the correlations between the inertias and threshold
for the husbands, and those for the wives. The individual estimates for the husbands
and wives are depicted in the scatterplots in Figure 3.4 together with the correlations.
The estimated correlation between husbands’ and wives’ inertia in the lower state was
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1.0
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Figure 3.3: Scatterplot of the estimated level-1 inertias in the more negative state (φ1 ) and

the more positive state (φ2 ). Each square represents a husband and each triangle represents
a wife. Since most of them fall below the diagonal (equality) line, we can conclude that
the majority of the spouses was characterized by weaker regulation during episodes of more
negative affective behavior.

rφ1 = .25, with a 95% credible interval of [0.05, 0.45], indicating that spouses tended
to resemble each other in their regulation of negative affective behavior. However,
the estimated correlation between husbands’ and wives’ inertia in the upper state
rφ2 was only .09, with a 95% credible interval of [−0.15, 0.33], so that we could
not conclude that there was similarity between spouses in their regulation of positive
affective behavior. Lastly, the estimated correlation between the husbands’ and wives’
threshold was rτ = .60, with a 95% credible interval of [0.46, 0.73], indicating quite
high similarity between the spouses in their equilibrium of affective behavior.
In summary, we established that the majority of both the husbands and the wives
had state-dependent regulation of affective behavior, and that negative behavior was
more persistent than positive behavior. Furthermore, the results indicated that husbands and wives were more similar to each other than to others in the sample, when
considering their regulation of negative affective behavior, but no such relationship
was found with respect to the regulation of their positive affective behavior. They
were however very much alike with respect to their affective equilibrium. Note further
that we did not find any evidence for gender differences in the regulation of affective
behavior. In conclusion, these findings illustrate the usefulness of the new multilevel TAR model, as well as the importance of considering the dependence between
spouses’ characteristics in dyadic research.
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Figure 3.4: Scatterplot of the estimated level-1 inertias and thresholds, comparing husbands

with their wives. Each point represents a couple. Points on the diagonal (equality) line
represent couples where the husband and wife had the same inertia/threshold, and r is
the model estimate for the correlation between the parameters of husbands and wives (*
indicates that zero was not contained in the 95% credible interval of the correlation).

3.5.2

Application 2: Daily fluctuations in negative affect

For an additional empirical illustration, we sought a data set including a person-level
predictor variable, so that we could model the inertias and threshold. We analyzed
a data set including a measure of trait neuroticism in addition to daily self-report
measures of negative affect. These data were obtained from the older cohort (ages
50 and higher, N = 304) of the Notre Dame Study of Health & Well-Being. Specifically, we considered the Negative Affect subscale of the PANAS (Watson, Clark, &
Tellegen, 1988), which the participants filled out on 56 consecutive days. These daily
scores ranged from 1 (very little or no negative affect) to 5 (very intense negative
affect) in 0.1 increments, but as noted before by Wang, Hamaker and Bergeman
(2012), the negative affect scores of many individuals showed little variation over the
course of the study. Some persons’ scores showed a floor effect because they repeatedly reported experiencing no negative affect whatsoever (score 1). Although skewed
data can be generated by a TAR process with a large inertia difference, the lack of
variation in scores violates the model’s assumption of normally distributed residuals
(innovation). Thus, we chose to apply the multilevel TAR model only to those individuals whose negative affect scores had a standard deviation of 0.1 or higher. This
criterion excluded the most stable score patterns, while avoiding overly subjective
decisions on which participants to include. Figure 3.5 portrays the affect scores of
four of the included individuals.
As an additional criterion, we only included the persons who were also measured
on trait neuroticism (using the NEO PI-R; Costa & McCrae, 1992), so that we could
investigate the relationship between neuroticism and affect regulation. Of the 224
persons who were measured on neuroticism, 161 persons (71.9%) met our criterion
of sufficient variance in the negative affect scores and were used in the analysis.
Note that, although 96 of these persons (59.6%) had between one and six missing
observations on the negative affect variable (in total, 2.5% of the observations were
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missing), this poses no problem for the analysis, since OpenBUGS automatically
implements Bayesian multiple imputation for dependent variables.
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Figure 3.5: Negative affect scores of four example participants over the course of the 56
study days.

Hypotheses
We investigated whether or not the daily regulation of negative affect was, on average,
state-dependent, by estimating the multilevel TAR model and inspecting the 95%
credible interval of the mean difference in inertia between the two states of more
intense and less intense negative affect. We also investigated how neuroticism related
to the dynamics of affect regulation. As mentioned before, Suls et al. (1998) found
a positive relationship between neuroticism and the general inertia parameter φ of
the AR model, but now we hypothesized an underlying pattern where more neurotic
individuals have weaker affect regulation only or especially for increased negative
affect. In other words, we proposed that the TAR model may be more appropriate
than the AR model and we expected to see a more positive difference φ2 − φ1 for
more neurotic individuals, compared to less neurotic individuals. To address this
hypothesis most directly, we made use of a model parameterization with φ1 and
δ, where δ equals the difference φ2 − φ1 , so that φ2 was implicitly defined. We
also expected that neurotic individuals have a higher equilibrium (i.e., threshold) of
negative affect than less neurotic individuals. In order to test both hypotheses, we
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included neuroticism as a (centered) level-2 predictor of the random inertia, inertia
difference, and threshold.
Writing xi for person i’s centered neuroticism score, the model equations are:


φ1,i (Y(t−1),i − τi ) + t,i | Y(t−1),i < τi
Yt,i − τi =
,
φ2,i (Y(t−1),i − τi ) + t,i | Y(t−1),i ≥ τi
t,i
φ1,i
φ2,i
δi
τi
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   2
σφ1 σφ1 φ2
0




0
σφ2 2
∼ N
, .
0
.
.
∼
=
=
=
=


σφ1 τ
σφ2 τ  ,
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where the fixed effects γφ1 and γτ represent the predicted lower state inertia and
threshold for a person with average neuroticism. The predicted upper state inertia
for a person with average neuroticism is indirectly given by γφ1 + γδ . The BUGS
syntax used for estimating this model is included in Appendix 3.C.
Results
We ran the model with 2 parallel MCMC chains using different starting values. We
used 10 000 burnin iterations, after which the convergence was adequate and 50 000
samples (per chain) were used for inference. This analysis took 79 minutes on a
system with 16 GB RAM, running on a single core with 3.40 GHz processing speed.
Based on the estimates for the level-2 inertia difference (γδ = −0.33, with a 95% CI
of [−.43, −.22]) we conclude that the regulation of negative affect depended on affect
intensity. The estimates for the mean inertias (γφ1 = .49, γφ2 = .16) indicate that
the average person had a lower inertia during episodes of more intense negative affect
(with effect size Cohen’s d = 2.4). The inertia estimates for the individual persons are
depicted in Figure 3.6. Considering the threshold (γτ = 1.33), these results together
reflect the fact that, even in the subsample that we selected for analysis, many of the
persons reported experiencing very little negative affect on most days. When they
did experience more intense negative affect, they recovered quickly. We see that even
though these data do not perfectly meet all the assumptions of the TAR model, the
estimated model parameters do provide meaningful information. The relatively high
mean inertia parameter for the lower state reflects the stability by which the average
person could maintain an absence of negative affect for prolonged periods, while the
low inertia parameter for the upper state indicates that the average person was very
quick to recover from an episode of increased negative affect.
The effect of neuroticism on the equilibrium (i.e., on the threshold τ ) was β3 =
0.02, with a 95% credible interval of [0.01, 0.03], lending support to our hypothesis
that more neurotic individuals have an equilibrium that reflects higher levels of negative affect. The coefficient indicates that a 10-point increase in trait neuroticism
predicts a 0.2-point increase in the equilibrium of negative affect (measured on a
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Estimated values for inertia
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Figure 3.6: Scatterplot of the estimated level-1 inertias for less intense negative affect (φ1 )

and more intense negative affect (φ2 ). Since most of the points fall above the diagonal line,
we can conclude that the majority of the persons was characterized by stronger regulation
during episodes of more intense negative affective behavior. The implication is that they
experienced prolonged episodes with only little negative affect, and when they did experience
more intense negative affect, they recovered quickly.

5-point scale). Since the neuroticism scores in this sample varied between 14 and 43,
with a standard deviation of 5.4, this can be considered a small effect. Contrary to
our expectation, we did not find a distinguishable effect (based on the 95% CI) of
neuroticism on the inertia difference δ, nor was there any distinguishable relationship
between neuroticism and the inertia for episodes of less intense negative affect. A
possible explanation for these null findings may be that the variability in inertia and
in inertia difference in a multilevel TAR model may be smaller than the variability in
inertia in a multilevel AR model. Also, since there are fewer data points per inertia
parameter, the power to detect relationships between the inertias and other variables
may be lower than in an AR model.
In conclusion, we found no evidence for a relationship between trait neuroticism
and the regulation of negative affect, for the persons in our subsample. Our analysis
did indicate that more neurotic individuals tended to experience slightly more intense
negative affect. We refrain from generalizations to a broad population, since we
analyzed only a subset of the data, and many of the elderly persons in this sample
reported constant low levels of negative affect throughout the study. Since there
are indications that elderly people experience less negative affect (Carstensen, Fung,
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& Charles, 2003; Charles, Reynolds, & Gatz, 2001), we expect that studies with
younger participants will find more fluctuations in negative affect. It may also be
of special interest to study clinical subpopulations known to have different affective
experiences than the average population. In conclusion, we note that the TAR model
was clearly preferable to an AR model for these data, since affect regulation was statedependent for most of the individuals in the sample and a multilevel AR model would
misrepresent the underlying regulatory process. This illustrates the importance of
differentiating between low-intensity and high-intensity affect when studying inertia.

3.5.3

Conclusions

The results of the two empirical applications only partly matched our specific substantive expectations. However, in both data sets we did find evidence that the
strength of regulation varies considerably within persons, depending on the intensity
of their affect, and this underlines the relevance of the proposed modeling approach.
The two applications illustrate that the basic multilevel TAR model can be modified or extended to address different research questions. Importantly, these examples
also demonstrate that the application of the modeling approach is not limited to a
specific research design, since the two empirical data sets were different in multiple
regards. The first application was based on observational data obtained from dyads
to study their moment-to-moment behavior on an affective dimension running from
negative affect to positive affect. In contrast, the second application concerned daily
fluctuations in the intensity of experienced negative affect, based on daily self-reports
by individuals.

3.6

General discussion

We presented a multilevel TAR model for studying within-persons and betweenpersons differences in regulatory strength, and applied this model to the study of
affect regulation. Previous studies have concluded that weak affect regulation, as a
general trait, is related to neuroticism, depression and low self-esteem (Kuppens et
al., 2010; Suls et al., 1998; Wang et al., 2012). The multilevel TAR model makes
it possible to investigate whether these relationships hold for affect regulation in
general, or only/especially for affect regulation during episodes that are, for instance,
characterized by intense negative affect. The two empirical applications in this paper
demonstrate the potential of the proposed modeling approach.
Based on the results of our simulations, we conclude that Bayesian estimation
of the multilevel TAR model is feasible and that it leads to appropriate inferences
regarding the fixed effects. These good results were obtained despite using the suboptimal inverse Wishart prior for covariance matrices, so we may expect even better
performance when more uninformative priors are developed. Furthermore, we demonstrated an effective approach for distinguishing between a multilevel AR model and a
multilevel TAR model. With regard to the sample size required for valid application
of this modeling approach, we are hesitant to speak of sufficient sample sizes, since
a large number of observations with little score variation over time (as in our second
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empirical application) does not necessarily provide richer information than a smaller
sample with more fluctuations. Given the complexity of the model, which includes
autoregression coefficients for two AR processes for of each person, researchers should
aim to obtain at least 50 measurements per person even when the expected effect
sizes are large.
The modeling approach that we presented is intended as a basic framework, that
can be used whenever researchers expect to find a regulatory mechanism operating
over time, and want to investigate whether this regulation is dependent on a threshold variable. While the current study focused on affect regulation, the model may
also be useful for studying cognitive, behavioral or physiological processes. Besides
self-report measurements and observational data, the model can also be applied to
experimental data or physiological measurements, both of which frequently involve
many observations per person.
In addition to the model extensions presented in the empirical applications, here
we list some further options for adapting the basic multilevel TAR model to various research questions. One option is to allow the effect of time-varying (level-1)
predictors to be state-dependent as well. For example, an affect researcher could
investigate whether the impact of an emotionally charged event depends on the state
the person is currently in. Alternatively, the impact of such an event can be allowed
to depend on observed level-2 variables such as personality traits, in line with the
findings of Wichers, Jacobs, Myin-Germeys, Jacobs, Peeters, Kenis, Derom, Vlietinck, Delespaul and Van Os (2007). In a different vein, if the data set is sufficiently
large, one can also consider multilevel TAR models with more than two states, reflecting different regulatory mechanisms. Finally, we note that it is also possible to
use a different time-varying threshold variable, as long as this threshold variable is
observed.
Application of the modeling approach presented here presumes that the interest
is in discrete states, based on an observed threshold variable, that underlie the regulatory process. Researchers interested in models where regulation depends on an
observed continuous process may consider as an alternative the multilevel smooth
transition autoregressive (STAR) model (Fok, Van Dijk & Franses, 2005). If it is
assumed that there are discrete states underlying the data, but there is no available
threshold variable, one can consider Markov switching models such as the Markov
switching AR model (Hamilton, 1989; Frühwirth-Schnatter, 2006).
The multilevel TAR model has some caveats that are important to mention at
this point. First, the residuals (innovations) in the model are assumed to be normally distributed, which calls for continuous data with a sufficient level of withinperson variation. Further simulations are needed to determine the robustness of the
model estimates when this assumption is violated, for example, when the data are
distributed more like in our second empirical application. A second caveat of the
model is that the observed scores for each person are treated as a stationary process,
meaning that there should be no time trend in their data. Lastly, an important
assumption underlying the AR and TAR models is that the intervals between consecutive measurements are (approximately) equal. This last assumption clearly does
not hold for data collected with the experience sampling method (ESM), involving
measurements at varying intervals. Such data may be analyzed using the hierarchical
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Ornstein-Uhlenbeck (OU) model proposed by Oravecz, Tuerlinckx, and Vandekerckhove (2009), which is the continuous time extension of the multilevel AR model.
However, there is no continuous time multilevel TAR model available yet. When
the multilevel TAR model presented in this paper is applied to data with varying
time intervals, theoretically, this will add noise to the inertia estimates and decrease
the power of the analysis. That said, it is not clear whether this is problematic in
practice: The multilevel AR model is based on the same assumption but it has been
applied succesfully to ESM data to uncover affect regulation dynamics (e.g., Koval
& Kuppens, 2011).
In sum, given the results from our simulation study and the empirical applications, we conclude that the multilevel TAR model is a valuable addition to the
available techniques for analyzing intensive longitudinal data. Although there are
some caveats, this modeling approach opens up new possibilities for in-depth study
of regulatory processes operating at diverse time scales.
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Appendix
3.A

BUGS-syntax for the basic multilevel AR and TAR
models

The syntax files below are used to fit the multilevel AR model from Equation 3.2 and the
multilevel TAR model from Equation 3.4. Sometimes the notation diverges from these
equations, because in BUGS we write out the distribution for the random effects directly,
as in φi ∼ N (γφ , 1/σφ2 ), rather than using the deviation terms such as uφ,i . Note that the
normal density in BUGS has a mean and inverse variance.
The data input should be a matrix Y , with rows for observations, and columns for
persons, containing uncentered (or only grand-centered) scores and NA for missing values.
Missing scores on the first measurement occasion are not allowed, but see Appendix 3.C for
a solution. Our syntax specifies vague priors for all model parameters, but different, more
informative priors can also be used if desired.

3.A.1

AR model

model{ for (i in 1:N) { for (t in 2:T) {
Y[t, i] ~ dnorm(Y.hat[i, t], inv.var)
Y.hat[i,t] <- mu[i] + phi[i] * (Y[(t-1),i] - mu[i]) }
phi[i] <- b[i,1] mu[i] <- b[i,2]
b[i,1:2] ~ dmnorm(b.means[1:2], b.prec[1:2,1:2]) } # end person loop
# Fixed effects
for (par in 1:2) { b.means[par] ~ dnorm(0, 0.000001) }
sigma <- 1/sqrt(inv.var) inv.var ~ dgamma(0.001, 0.001)
# Random effects covariance matrix
Sigma[1:2, 1:2] <- inverse(b.prec[1:2, 1:2])
b.prec[1:2, 1:2] ~ dwish(Omega[1:2, 1:2], 2)
Omega[1, 1] <- 1 Omega[2, 2] <- 1 Omega[1, 2] <- 0 Omega[2,1] <- 0
# Calculate correlation between the random effects
for (k in 1:2) { sigmab[k] <- sqrt(Sigma[k, k]) }
phi.mu.corr <- Sigma[1, 2] / (sigmab[1] * sigmab[2]) } # end model file
list(N= 150, T= 200) # input file with sample size specifications
list(inv.var= 0.9, b.means=c(0.8, 6), b.prec=structure(
.Data=c(10, 0, 0, 10), .Dim=c(2,2))) # starting values

3.A.2

TAR model

model{ for (i in 1:N) { for (t in 2:T) {
Y[t, i] ~ dnorm(Y.hat[i, t], inv.var)
Y.hat[i,t] <- tau[i] +
phi1[i] * (Y[(t-1),i] - tau[i]) * (step(tau[i] - Y[(t-1), i])) +
phi2[i]*(Y[(t-1),i] -tau[i])*(1 -(step(tau[i] -Y[(t-1),i]))) }
phi1[i] <- b[i,1] phi2[i] <- b[i,2] tau[i] <- b[i,3]
b[i,1:3] ~ dmnorm(b.means[1:3], b.prec[1:3,1:3]) }# end person loop
# Fixed effects
for (par in 1:3) { b.means[par] ~ dnorm(0, 0.000001) }
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b.meandiff <- b.means[2] - b.means[1]
sigma <- 1/sqrt(inv.var) inv.var ~ dgamma(0.001, 0.001)
# Random effects covariance matrix
Sigma[1:3, 1:3] <- inverse(b.prec[1:3, 1:3])
b.prec[1:3 , 1:3] ~ dwish(Omega[1:3, 1:3], 3)
Omega[3, 3] <- 1 for (s in 1:2){ Omega[s, s] <- 1
for (z in (s+1):3){ Omega[s, z] <- 0 Omega[z, s] <- 0 } }
# Calculate correlations between the random effects
for (k in 1:3) { sigmab[k] <- sqrt(Sigma[k, k]) }
phi12.corr <- Sigma[1, 2]/(sigmab[1] * sigmab[2])
phi1t.corr <- Sigma[1, 3]/(sigmab[1] * sigmab[3])
phi2t.corr <- Sigma[2, 3]/(sigmab[2] * sigmab[3]) }# end model file
list(N = 150, T = 200) # input file with sample size specifications
list(inv.var = 0.9, b.means = c(0.8, -0.3, 6), b.prec = structure(
.Data=c(10, 0, 0, 0, 10, 0, 0, 0, 10), .Dim=c(3,3)))# starting values

3.B BUGS-syntax for the bivariate TAR model with mutual
linear influence at lag 1
The data input are two matrices named H and W , each having rows for observations, and
columns for persons, containing the uncentered (or only grand-centered) scores and NA for
missing values. Missing scores on the first measurement occasion are not allowed, but see
Appendix 3.C for a solution.
model{ for (i in 1:ncouples) { for (t in 2:T) {
H[t, i] ~ dnorm(H.hat[i, t], inv.var.H)
W[t, i] ~ dnorm(W.hat[i, t], inv.var.W)
H.hat[i, t] <- H.tau[i] + w.to.h[i]*(W[(t-1),i] -W.tau[i]) +
H.phi1[i]*(H[(t-1),i] -H.tau[i])*(step(H.tau[i] -H[(t-1),i])) +
H.phi2[i]*(H[(t-1),i] -H.tau[i])*(1 -(step(H.tau[i] -H[(t-1),i])))
W.hat[i, t] <- W.tau[i] + h.to.w[i]*(H[(t-1),i] -H.tau[i]) +
W.phi1[i]*(W[(t-1),i] -W.tau[i])*(step(W.tau[i] -W[(t-1),i])) +
W.phi2[i]*(W[(t-1),i] -W.tau[i])*(1 -(step(W.tau[i] -W[(t-1),i]))) }
H.phi1[i] <- b[i, 1] H.phi2[i] <- b[i, 2] H.tau[i] <- b[i, 3]
W.phi1[i] <- b[i, 4] W.phi2[i] <- b[i, 5] W.tau[i] <- b[i, 6]
w.to.h[i] <- b[i, 7] h.to.w[i] <- b[i, 8]
b[i,1:8] ~ dmnorm(b.means[1:8], b.prec[1:8, 1:8]) }# end person loop
# Fixed effects
for (par in 1:8) { b.means[par] ~ dnorm(0, 0.000001) }
H.b.meandiff <- b.means[2] - b.means[1]
W.b.meandiff <- b.means[5] - b.means[4]
genderdiffphi1 <- b.means[4] - b.means[1]
genderdiffphi2 <- b.means[5] - b.means[2]
genderdiffthr <- b.means[6] - b.means[3]
sigmaH <- 1/sqrt(inv.var.H) sigmaW <- 1/sqrt(inv.var.W)
inv.var.H ~ dgamma(0.001, 0.001) inv.var.W ~ dgamma(0.001, 0.001)
# Random effects covariance matrix
Sigma[1:8, 1:8] <- inverse(b.prec[1:8, 1:8])
b.prec[1:8, 1:8] ~ dwish(Omega[1:8, 1:8], 8)
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Omega[8, 8] <- 1 for (s in 1:7){ Omega[s, s] <- 1
for (z in (s+1):8){ Omega[s, z] <- 0 Omega[z, s] <- 0 } }
# Calculate correlations between the random effects
for (k in 1:8) { sigmab[k] <- sqrt(Sigma[k, k]) }
Hphiscor <- Sigma[1,2]/(sigmab[1]*sigmab[2])
Wphiscor <- Sigma[4,5]/(sigmab[4]*sigmab[5])
couplephi1cor <- Sigma[1,4]/(sigmab[4]*sigmab[1])
couplephi2cor <- Sigma[2,5]/(sigmab[5]*sigmab[2])
coupletaucor <- Sigma[3,6]/(sigmab[6]*sigmab[3]) }# end model file
list( ncouples = 129, T = 150 ) # end input file
list( b.means = c(0.2, 0.4, -0.5, 0.2, 0.4, -0.5, 0.3, 0.3),
b.prec = structure(.Data= c(10, 0, 0, 0, 0, 0, 0, 0,
0, 10, 0, 0, 0, 0, 0, 0,
0, 0, 10, 0, 0, 0, 0, 0,
0, 0, 0, 10, 0, 0, 0, 0,
0, 0, 0, 0, 10, 0, 0, 0,
0, 0, 0, 0, 0, 10, 0, 0,
0, 0, 0, 0, 0, 0, 10, 0,
0, 0, 0, 0, 0, 0, 0, 10), .Dim=c(8,8)),
inv.var.H = 0.7, inv.var.W = 0.7 ) # end of input file

3.C

BUGS-syntax for the TAR model with a level-2
predictor

The data input is a matrix named Y , with rows for observations, and columns for persons,
containing the uncentered scores and NA for missing values. In addition, a vector x with the
scores on the (person-level) predictor neuroticism is provided. These scores don’t have to be
centered, for BUGS will center them as part of the model estimation. Another vector firstT
gives the first time point at which each person was observed, to accommodate missingness
on the first measurement.
model{ for (i in 1:N) { for (t in (firstT[i]+1):T) {
Y[t, i] ~ dnorm(Y.hat[i, t], inv.var)
Y.hat[i, t] <- tau[i] +
phi1[i] * (Y[(t-1), i] - tau[i]) *
(step(tau[i] - Y[(t-1), i])) +
phi2[i] * (Y[(t-1), i] - tau[i]) *
(1 - (step(tau[i] - Y[(t-1), i]))) } # end time loop
phi1[i] <- b[i, 1] + beta1 * (x[i] - mean(x[]))
phi2[i] <- phi1[i] + delta[i]
delta[i] <- b[i, 2] + beta2 * (x[i] - mean(x[]))
tau[i] <- b[i, 3] + beta3 * (x[i] - mean(x[]))
b[i,1:3] ~ dmnorm(b.means[1:3], b.prec[1:3,1:3]) } # end person loop
# Fixed effects
phi2.mean <- b.means[1] + b.means[2]
b.means[1] ~ dnorm(0, 0.000001)
b.means[2] ~ dnorm(0, 0.000001)
b.means[3] ~ dnorm(0, 0.000001)
beta1 ~ dnorm(0, 0.000001)
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beta2 ~ dnorm(0, 0.000001)
beta3 ~ dnorm(0, 0.000001)
sigma <- 1/sqrt(inv.var)
inv.var ~ dgamma(0.001, 0.001)
# Random effects covariance matrix
Sigma[1:3, 1:3] <- inverse(b.prec[1:3, 1:3])
b.prec[1:3, 1:3] ~ dwish(Omega[1:3, 1:3], 3)
Omega[3, 3] <- 1 # Identity matrix for the Wishart prior
for (s in 1:2){ Omega[s, s] <- 1
for (z in (s+1):3){
Omega[s, z] <- 0
Omega[z, s] <- 0 } }
# Calculate correlations between the random effects
for (k in 1:3) { sigmab[k] <- sqrt(Sigma[k, k]) }
phi1delta.corr <- Sigma[1,2]/(sigmab[1]*sigmab[2])
phi1tau.corr <- Sigma[1,3]/(sigmab[1]*sigmab[3])
deltatau.corr <- Sigma[2,3]/(sigmab[2]*sigmab[3]) }# end model file
list( N = 161, T = 56, firstT = c(1, 1, 1, 3, 1, 2, 1, 3, ... ),
x = c(33, 26, 28, 23, 22, 26, ... ) ) # end input file
list( b.means = c(0.1, 0.2, 1.6), # input file for starting values
b.prec = structure(.Data= c(10, 0, 0,
0, 10, 0,
0, 0, 10), .Dim=c(3,3)),
beta1=0.1, beta2=-0.2, beta3=0.2, inv.var=0.7) # end input file
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Chapter 4
What’s in a Day? A Guide to
Decomposing the Variance in Intensive
Longitudinal Data1
4.1

Introduction

In psychological research it is increasingly common to study the dynamics of withinperson processes by collecting intensive longitudinal data (ILD; cf. Walls & Schafer,
2006), that is, many repeated measurements for multiple persons. Examples of
ILD research designs include diary reports, observational methods, and experience
sampling methods (ESM, also referred to as ambulatory assessment; cf. Trull &
Ebner-Priemer, 2013) which have become highly feasible and efficient thanks to the
widespread use of devices like tablets and smartphones. With the resulting ILD, researchers can analyze each person’s time series separately, or use a multilevel model
to account for the nesting of measurements in persons and to study interpersonal
variation in dynamics.
In ESM and related ILD designs there are often multiple measurements per day,
and multiple days per participant. While many researchers have implemented twolevel modeling approaches to account for the nesting of measurements within persons
and to study interpersonal differences, we can ask whether the day should be treated
as an intermediate level, so that measurements in the model are nested within days,
and days are nested within persons. Indeed, some researchers have used three-level
models to account explicitly for this structure of the data (e.g., Doane & Adam,
2010; Moberly & Watkins, 2008; Mor et al., 2010; Nisenbaum, Links, Eynan &
Heisel, 2010; Peeters, Berkhof, Delespaul, Rottenberg & Nicolson, 2006; Van Eck,
Nicolson & Berkhof, 1998). In this paper we argue that it is crucial to consider the
number of levels in ILD to avoid spurious findings or misleading estimates.
The question whether a day level should be included in the model, i.e., whether
there is variation over days, may seem relatively straightforward to answer: By comparing an empty model that consists of two levels (measurements nested within persons) to a three-level empty model (beeps nested in days nested in persons), we
should be able to tackle this issue. However, as we will show in this paper, the
issue is more complicated when there is autocorrelation in the data. The presence
of autocorrelation is to be expected in ILD, and it can lead to the appearance of
1 This

chapter has been published as de Haan-Rietdijk, S., Kuppens, P., & Hamaker, E. L. (2016).
What’s in a Day? A Guide to Decomposing the Variance in Intensive Longitudinal Data. Frontiers
in Psychology, 7, 891. Author contributions: ELH designed the study (with SHR) and provided
feedback on the research and the manuscript; SHR performed the research and wrote the paper;
PK provided the empirical data and gave feedback on the analyses and the manuscript.
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substantial variance at the day level, which results in overfitting if this variance is
taken as an indication that three levels are needed. Underfitting, where the day level
is omitted from the model even though there is substantial variance at this level,
can also be problematic, resulting in inflated or spurious autocorrelation. In both
scenarios, researchers run the risk of drawing misleading conclusions based on their
estimated models. Therefore, it is important for researchers working with nested
longitudinal measurements to explicitly consider how many levels are appropriate
before interpreting a specific model. This advice applies also if researchers consider
the autocorrelation itself to be of little substantive interest.
The purpose of this article is twofold. First, we wanted to investigate the issue of
the day level and the question of how to choose the number of levels when modeling
nested ILD. We propose a novel three-level model that can be used to investigate new
hypotheses about within-person dynamics. Second, this paper provides a tutorial for
multilevel autoregressive (AR) modeling of ILD using R, in which we demonstrate
how one can specify meaningful two-level and three-level AR(1) models,2 and how
one can determine whether two-level or three-level modeling is more appropriate. The
implementation of multilevel AR(1) models requires close attention to details, such
as how to create the lagged predictor(s), how to center them, how to deal correctly
with missing values and with the interruptions caused by the nighttime, and how to
make a valid comparison between different models, given that they necessarily have
different numbers of usable observations. For this reason, throughout the paper we
present instructions and R code for the implementation of the proposed techniques.
This paper is structured as follows. First, we discuss the two-level and three-level
AR(1) models and illustrate their implementation in R, using empirical emotion data
from two independent samples. The empirical analyses serve a dual function, as they
address substantive research questions about the regulation of affect, in addition to
illustrating the application of the models. Then, in the section after that, we explore
why the significance test of the day-level variance should not be used to choose the
number of levels, and why underfitting and overfitting can both occur and lead to
problems. In the fourth section we use simulations to evaluate model selection as
an alternative approach for deciding on the number of levels. Then, in the fifth
section we revisit the empirical data, and lastly we end the paper by summarizing
our findings and discussing opportunities for further research.

4.2

The models

In this section we will show how we can specify meaningful two-level and three-level
AR(1) models for ILD and how we can implement them in R. First, we provide
some background regarding AR(1) modeling of ILD, and regarding the substantive
questions that are addressed by our empirical applications. Then we introduce the
empirical data, and discuss the software and some necessary preparations required
for the analysis, after which we are ready to present and apply the various models.
2 The

notation AR(1) indicates a first-order autoregressive model, i.e., a model where each observation is predicted from the one immediately preceding it. Here we do not consider higher-order
autoregressive models.
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4.2.1 Background
AR(1) models have previously been applied to ILD to study the regulation of affect and the between-person differences in affect dynamics. In this context, the
autoregressive parameter of the AR(1) model is interpreted as the inertia of affect,
indicating how much carry-over there is from one measurement to the next. This
parameter takes an absolute value of one or smaller, with larger values indicating
more carry-over, considered to be indicative of weaker affect regulation. Previous
research has linked inertia with other person characteristics such as trait neuroticism, depression, and low self-esteem (Suls, Green, & Hillis, 1998; Kuppens, Allen, &
Sheeber, 2010). Inertia research has been done with observational data (e.g., Kuppens, Sheeber, Yap, Whittle, Simmons, & Allen, 2012), daily diary data (e.g., Wang,
Hamaker, & Bergeman, 2012; Brose, Schmiedek, Koval, & Kuppens, 2015), and ESM
data (e.g., Suls et al., 1998; Koval & Kuppens, 2011). The recently developed network approach to psychopathology also involves (vector) autoregressive modeling of
ESM data (Borsboom & Cramer, 2013; Bringmann et al., 2013).
In inertia research using diary data, each measurement represents a different day,
so it is the carry-over of affect from day to day that is studied. In contrast, in designs
with multiple measurements per day, the measurements reflect different moments
nested within days, so that the focus is on the carry-over of affect from moment to
moment within a day. This raises the question whether the different studies were
investigating one and the same regulation mechanism, or actually distinct regulation
mechanisms that operate at different time scales. And if the latter is true, then the
next question is how the mechanisms are related: Do people who have more carryover of affect from day to day also, on average, have more carry-over from moment
to moment? To be able to address these questions, we will propose a three-level
AR(1) model, combining day-to-day and moment-to-moment autoregression in one
model.

4.2.2 Introducing the data
In this article we use empirical affect data from two ESM studies, each giving us two
outcome variables. The participants in both studies were students at the University
of Leuven. The first data set (from Koval, Pe, Meers, and Kuppens, 2013) contains
negative affect (Neg) and positive affect (Pos) scores for 95 persons, over the course
of 7 days (although 3 participants provided data for an 8th day), with a maximum
of 10 measurements on each day. The second data set (from Pe and Kuppens, 2012)
contains negative and positive affect scores for 79 persons, over the course of 6 to
21 days, with 14 days being the average length. As in the first data set, there were
at most 10 measurements per day. In both studies, the participants rated several
specific positive and negative emotions on a slider scale running from 1-100, and
the Neg and Pos scores were obtained by averaging over the specific negative and
positive emotions, respectively. By using both data sets, we have an opportunity
to compare findings for different samples. Since the second study included more
days (on average), it can be expected that an analysis using this data set has more
statistical power.
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4.2.3

Preparations

We implement our analyses with the open-source statistical software R (version 3.1.2;
R Core Team, 2014), together with the packages lme4 (version 1.1-7; Bates, Maechler, Bolker, & Walker, 2014), lmerTest (version 2.0-11; Kuznetsova, Bruun Brockhoff,
& Haubo Bojesen Christensen, 2013), and DataCombine (Gandrud, 2014). Although
it should be possible to fit the models in other multilevel software like HLM (Raudenbush, Bryk, & Congdon, 2004), we use R because it is highly flexible, freely
available, and it can be used for all steps of the analysis from preparing the data to
summarizing the model results.
For our analyses the data need to have the right format within R. We start out
with a dataframe in the R workspace called “ESM”, which contains the data set
(for one sample) in long format, that is, with a different row for each measurement
occasion. Each column in the data frame represents a different variable, and we have
the numeric affect variables “Neg” and “Pos’, in addition to the integer variables
“Person”, “Day” and “Beep”, which together indicate the person (1 to Np) and the
occasion for each affect score. For use in our analysis, we create factor variables for
person and day (within person), by specifying:
ESM$PersonF <- factor(x=ESM$Person)
ESM$DayF <- factor(x=ESM$Day)
ESM$DayF <- ESM$DayF:ESM$PersonF
Note that it would be no problem if different persons had different numbers of rows
in the dataframe, for example, if in a given study some persons had more days or
more measurements on some days than other persons. If there are missing values in
between observations, they need to be coded with the value NA in R. Importantly,
the rows of the dataframe should have a consistent ordering, with the beeps sorted
in ascending order within the days, and the days sorted in ascending order within
the persons. For instance, if person 1 is measured 10 times a day for 7 days, as in
our empirical data, the first 70 rows in the data set should contain the data for this
person, with the first 10 rows representing that person’s first day of measurement,
etcetera.

4.2.4

Two-level models

We start by looking at the two-level modeling approach. First we consider the most
basic, empty (or intercepts-only) two-level model, which accounts for the fact that
we have measurements within persons, but which does not include an autoregressive
parameter. This empty model partitions the variance into variance at the person level
and variance at the measurement level, and as we will show, the estimates of this
model provide us with the lagged centered predictor that we need for the two-level
AR(1) model, which is presented next.
Empty two-level model
The empty two-level model provides insight into the relative magnitude of betweenperson variability and within-person variability over time. Let ybi be the affect score
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of person i at measurement (beep) b. The model is given by
Level 1:

ybi = µi + ebi

(4.1)

Level 2:

µi = γ00 + u0i ,

(4.2)

where µi represents the mean or trait level of person i, ebi their deviation from this
trait level at beep b, γ00 the grand mean (or average trait level) in the population, and
u0i the deviation of person i’s trait level from this grand mean. The three parameters
that need to be estimated are the average trait level γ00 , the person-level variance
σu2 0 , and the beep-level variance σe2 .
We use the lmer() function (after loading the packages lme4 and lmerTest) to
estimate the model, by specifying the model equation, the name of the dataframe, and
selecting regular Maximum Likelihood or Restricted Maximum Likelihood estimation
(we choose the former):
twolevel.empty <- lmer(Neg ∼ 1 + (1 | PersonF), data=ESM, REML=FALSE)
To extract a summary of the model results from the stored object “twolevel.empty”
we specify
summary(twolevel.empty)
Similar code was used for the Neg variable in the other data set, and for the Pos
variables in both samples. The estimated parameters for all four outcome variables
are given in the top part of Table 4.1. We report the standard deviations, rather
than the variances, because we find the standard deviations easier to interpret and
compare. As can be seen in the table, there is substantial variation over persons
in the trait levels of negative and positive affect, but the variation in people’s state
levels over time is a bit larger.
Table 4.1: The estimated parameters from the two-level empty model and AR(1) model,
for negative affect (Neg) and positive affect (Pos) in the two samples. The standard errors
for the fixed effects are given between parenthesis.
Two-level empty model

Notation

Avg. trait level
SD at person level
SD at beep level

γ00
σu0
σe

Two-level AR model

Notation

Avg. trait level
Avg. inertia beep
SD at person level
SD of inertia beep
Residual SD at beep level
Corr. trait level & inertia beep

γ00
γ10
σu0
σu1
σe
r(u0 , u1 )

Neg1

Neg2

15.65 (1.10) 11.21 (0.90)
10.60
7.95
10.99
10.37
Neg1

Neg2

15.54 (1.08) 11.19 (0.90)
0.33 (0.02) 0.33 (0.02)
10.45
7.92
0.18
0.14
9.72
9.38
.52
.53

Pos1

Pos2

57.26 (1.34) 58.69 (1.40)
12.91
12.39
17.91
15.64
Pos1

Pos2

57.48 (1.35) 59.01 (1.42)
0.35 (0.02) 0.39 (0.02)
12.94
12.49
0.15
0.14
16.52
14.11
-.38
-.50

Two-level AR(1) model
Now we turn to the two-level AR(1) model, in which each affect score is regressed
on the immediately preceding affect score of that person. We call the autoregressive
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coefficient in this model inertia, and it reflects the extent to which the person’s affect
carries over from one moment to the next.
The two-level AR(1) model can be formulated as
Level 1:

ybi = µi + φi (yb−1,i − µi ) + ebi

(4.3)

Level 2:

µi = γ00 + u0i

(4.4)

φi = γ10 + u1i ,

(4.5)

or as a single equation
ybi = γ00 + γ10 (yb−1,i − µi ) + u0i + u1i (yb−1,i − µi ) + ebi ,

(4.6)

where µi again represents the trait level of individual i, and ebi now is the part of the
person’s deviation from his/her trait level at measurement occasion b that cannot
be explained by the autoregression. The lagged predictor (yb−1,i − µi ) is centered
around the person’s trait level, and the parameter φi represents the emotional inertia
of person i. Values of φi closer to one indicate higher inertia, which implies strong
carry-over of affect, whereas φi values close to zero indicate weak carry-over. Values
between zero and minus one are possible, but not expected when studying affective
inertia (Hamaker & Grasman, 2014), and values larger than one would imply that
the process is not stationary.
The reason that we center the lagged predictor as we do, is that we want to
estimate each person’s trait level µi , as well as the population average γ00 . If the
AR(1) model were specified with an uncentered lagged predictor, then it would have
a different intercept at the beep level, namely ai = µi (1 − φi ), which would not
represent the person’s average. The intercept at the second level would also have a
different interpretation, not representing the population average trait level of affect.
We prefer the centered model notation as it allows us to put a normal distribution on
the person’s trait level of affect, and, optionally, to predict this trait level using other
person-level variables. This makes substantive sense, whereas the uncentered model
formulation would put the normal distribution on the substantively uninteresting
intercept ai , which seems rather arbitrary and which has the undesirable implication
that the trait level itself is assumed to be non-normally distributed in the population
(Hamaker & Grasman, 2014). For these reasons, the centered model notation is
preferable, but it has the downsides that we need to have an estimate of each person’s
mean µi beforehand, and that the estimate of the average (fixed) inertia will have a
negative bias, as demonstrated by Hamaker and Grasman (2014).
For this model a total of five parameters need to be estimated: The average trait
level γ00 , the average moment-to-moment inertia γ10 , the variance at the person level
σu2 0 , the variance of the inertia σu2 1 , and lastly the residual variance at the beep-level
σe2 . If we add the correlation between the trait level and the inertia we end up with
six parameters. But before we can estimate the model, we need to create a new
variable in the dataframe containing the lagged, centered predictor. This involves
using some estimate for each person’s trait level µi around which their predictor is
centered. One option is to use the sample mean (i.e., the observed mean of each
person’s time series) but here we use the empirical Bayes estimate, which results in
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slightly less bias and higher coverage rates for the fixed inertia parameter (Hamaker
& Grasman, 2014).
The empirical Bayes estimates of the trait levels of the persons can be obtained
from the empty two-level model. In fact, we can directly obtain the centered predictor
values, by using the function resid() to extract the residuals (ebi ) from “twolevel.empty”,
and storing these as a new variable “e.bi”. Since there were some missing values on
the outcome variable, it is important to use subsetting to skip those rows, so that
each extracted residual ends up next to the corresponding datapoint in the ESM
dataframe:
ESM$e.bi[!is.na(ESM$na)] <- resid(twolevel.empty)
Now we have the residual stored next to the corresponding affect score, but for our
model we need to lag the predictor. With the code below, we make a new variable
which, for each row in the data set, equals the previous beep’s residual, or NA if the
previous beep was missing or was on the previous day. This code uses the slide()
function from the package DataCombine (Gandrud, 2014). For the first beep of each
day, the lagged predictor is assigned a missing value, because we apply the lagging
operation only within the same day, as specified through “GroupVar = DayF”. The
reason is that it would make no sense to regress the first observation of a day on
the previous day’s last observation as if they were just two consecutive beeps on the
same day. The night represents a significant interruption of the affective process
that should be taken into account. Note that for this procedure it is crucial that the
data are still ordered as we explained at the beginning of Section 2. After making
the lagged predictor, we save “ESM” as a regular dataframe again, which is needed
because the slide() function has the side effect of changing some of the properties of
the object.
ESM2 <- slide(ESM, Var = "e.bi", GroupVar = "DayF", NewVar =
"lev1pred", slideBy = -1)
ESM <- as.data.frame(ESM2)
The resulting lagged predictor, stored as ESM$lev1pred has a missing value for
the first beep of each day, as well as for those beeps where the person did not provide
data on the preceding measurement occasion. Since missing values on predictors
are not allowed, when we estimate the AR(1) model the lmer() function will apply
listwise deletion to remove all cases with missing predictors from the analysis. It is
important to realize that for this reason, the sample size for the AR(1) model will
always be smaller than that for the empty model, with a difference of Np∗Nd if there
are no missing values, and a larger difference if there are.
We can now fit the two-level AR(1) model of Equations 3-5 by specifying a model
equation that has “lev1pred” as a predictor with a random effect over persons:
twolevel.AR <- lmer(Neg ∼ 1 + lev1pred + (1 + lev1pred | PersonF),
data = ESM, REML = FALSE)
The model results are given in the bottom part of Table 4.1 (recall that the outcomes
for the first empirical sample are referred to as Neg1 and Pos1, and those for the second sample as Neg2 and Pos2). We see that the average moment-to-moment inertia
is between 0.33 and 0.39 for all four outcome variables, with very small standard
errors (rounded to 0.02). Since we activated the lmerTest package before running
our analysis, the output includes p-values (based on the Satterthwaite approximation
77

4. A Guide to Decomposing the Variance in Intensive Longitudinal Data

also used in SAS Proc Mixed, cf. Kuznetsova, Christensen, Bavay, & Brockhoff, 2015)
for the t-tests of the fixed effects in the model.3 The fixed inertia was significant for
each outcome, with t(98.78) = 13.2, p < .001 for Neg1, t(80.75) = 15.57, p < .001
for Neg2, t(95.58) = 16.13, p < .001 for Pos1, and t(75.41) = 19.87, p < .001 for
Pos2. The estimated standard deviation of the inertia over persons was also similar
across the variables, ranging between 0.14 and 0.18. To obtain a significance test for
this random effect, we can use the rand() function from the lmerTest package on the
stored model object, which provides us with a likelihood ratio test:
rand(twolevel.AR)
The inertia variance is significant for each outcome, with χ2 (2) = 155, p < .001
for Neg1, χ2 (2) = 147, p < .001 for Neg2, χ2 (2) = 54, p < .001 for Pos1 and
χ2 (2) = 95.5, p < .001 for Pos2. This indicates that there are significant betweenperson differences in the extent of carry-over of negative affect, as well as that of
positive affect.
Interestingly, for negative affect we see that the trait level and inertia are positively correlated in both samples, while for positive affect, the trait level and inertia
are negatively correlated in both samples. To test the significance of a correlation between random effects, we cannot use the rand() function, but we can fit a constrained
model where the correlation is fixed at zero, which is achieved by explicitly separating
the random intercept and the random predictor in the lmer() model equation. Then
we can use anova() for a likelihood ratio test:
twolevel.AR.nocor <- lmer(Neg ∼ 1 + lev1pred + (1 | PersonF) + (0 +
lev1pred | PersonF), data = ESM, REML = F)
anova(twolevel.AR, twolevel.AR.nocor)
The correlation turns out to be significant for each of the variables, with χ2 (1) = 17.4,
p < .001 for Neg1, χ2 (1) = 15.2, p < .001 for Neg2, χ2 (1) = 6.6, p = .01 for Pos1, and
χ2 (1) = 12.3, p < .001 for Pos2. We can conclude that for negative affect, a higher
trait level is associated with more carry-over, while for positive affect, the opposite
holds.

4.2.5

Three-level models

We now propose an alternative, three-level modeling approach. As before, we first
consider an empty (intercepts-only) model, which accounts for the fact that the beeps
are nested within persons, but in this case also accounts explicitly for the multi-day
structure of the data by allowing for variation at the day level. Next, we discuss the
three-level AR(1) model, which enables us to investigate affective carry-over from
day to day and from beep to beep.
Empty three-level model
By using an empty three-level model, we can partition the variance in the affect
scores into variance at the person level (level 3), variance at the day level (level 2),
3 Other

options for significance testing for mixed models fitted with the lme4 package include the use
of bootstrapped or profile likelihood confidence intervals, which can be obtained using the confint()
function.
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and variance at the beep level (level 1). Let ybdi be the affect score of person i on
the bth beep of day d. The model is then given by:
Level 1:

ybdi = µdi + ebdi

(4.7)

Level 2:

µdi = µi + r0di

(4.8)

Level 3:

µi = γ000 + u00i

(4.9)

where µdi represents the mean of individual i on day d, such that ebdi is that person’s
deviation at beep b from his or her day mean; µi represents the person’s trait level,
such that r0di is the deviation of the current day mean from this trait level; and
finally, γ000 represents the grand mean of the population, such that u00i is person i’s
deviation from the average. The four parameters that need to be estimated for this
model are the grand mean γ000 , the person-level variance σu2 00 , the day-level variance
σr20 , and the beep-level variance σe2 . Again, we can obtain a model expression more
similar to the R code that we will use below, by writing out the model as a single
equation for the predicted value ŷbdi :
ŷbdi = γ000 + r0di + u00i

(4.10)

The model is specified in lme4 by:
threelevel.empty <- lmer(Neg ∼ 1 + (1 | PersonF/DayF),
data = ESM, REML = FALSE)
and, as before, we obtain the model results using the summary() function. The
parameter estimates for the four outcome variables are shown in the top part of
Table 4.2. There appears to be substantial variance at the day level for each outcome,
although it is clearly smaller than the amount of variance at the person and beep
levels. Using rand(), we find that the day-level variance is significant for all outcomes,
with χ2 (1) = 744, p < .001 for Neg1, χ2 (1) = 1148, p < .001 for Neg2, χ2 (1) = 395,
p < .001 for Pos1, and χ2 (1) = 1054, p < .001 for Pos2. Thus, it appears in each
case that a three-level model should be preferred, because a two-level model fails to
account for substantial fluctuations in the daily means of affect.
Three-level AR(1) model
To investigate affect regulation in more depth, and in a way that takes into account
the three-level structure of the data, we propose using a three-level AR(1) model, in
which there are distinct inertia parameters for the carry-over from day to day and
from moment to moment. Such a model can be specified as follows:
Level 1:

ybdi = µdi + ζi (yb−1,di − µdi ) + ebdi

(4.11)

Level 2:

µdi = µi + βi (µd−1,i − µi ) + r0di

(4.12)

Level 3:

µi = γ000 + u00i

(4.13)

βi = γ010 + u01i

(4.14)

ζi = γ100 + u10i ,

(4.15)
79

4. A Guide to Decomposing the Variance in Intensive Longitudinal Data

or in the single equation

ybdi = γ000 + γ010 (µd−1,i − µi ) + γ100 (yb−1,di − µdi )+
r0di + u00i + u01i (µd−1,i − µi ) + u10i (yb−1,di − µdi ) + ebdi

(4.16)

where µdi again represents the mean of individual i on day d, and ebdi now is that
part of the person’s deviation from this day mean at beep b that cannot be predicted
from their previous centered affect score. Likewise, r0di represents the part of the day
mean’s deviation from the person’s stable trait level that cannot be explained by the
autoregressive relationship, that is, by the regression on the previous day’s centered
mean. The eight parameters that need to be estimated for the three-level AR(1)
model are the grand mean γ000 , the average day-level inertia γ010 , the average beeplevel inertia γ100 , the variance across persons of the trait level σu2 00 , of the day-level
inertia σu2 01 , and of the beep-level inertia σu2 10 , and the residual variances at the day
level σr20 and on the beep level σe2 . Allowing for all possible parameter correlations
gives us a total of eleven model parameters, as there are three parameters that vary
across persons (the trait level, the day-level inertia, and the beep-level inertia).
It is important to note that the lagged predictor at the beep level is not the same
here as in the two-level AR(1) model of Equations 3-6: Here the predictor is centered
around the person’s mean for a given day (µdi ), whereas in the two-level model it is
centered around the person’s trait level (µi ). The reason for centering the predictor
around the day mean is that this allows us to estimate the day mean in Equation 11,
instead of an intercept, which in turn allows us to predict this day mean using the
autoregressive equation in Equation 12, so that we can look at day to day inertia.
The three-level AR(1) model requires us to create two lagged variables, that is, a
within-day centered lagged predictor at the beep level, and a within-person centered
lagged predictor at the day level. To start with the first, we can obtain (yb−1,di − µdi )
by extracting and then lagging the estimated values of ebdi from the empty three-level
model:
ESM$e.bdi[!is.na(ESM$Neg)] <- resid(threelevel.empty)
ESM2 <- slide(ESM, Var = "e.bdi", GroupVar = "DayF",
NewVar = "lev1predfor3l", slideBy = -1)
ESM < − as.data.frame(ESM2)
For the second lagged predictor (µd−1,i − µi ) we first need to extract the values of
the day-level residuals r0di from the empty three-level model. The “ESM” dataframe
has one line per measurement, and the day-level residual should, by definition, be
the same for all measurements on the same day, meaning that it is the same for
multiple lines in the dataframe. We can use the ranef() function to extract the
day-level residuals from the model object “threelevel.empty” by using the subsetting
“$DayF”, but the problem is that missing cases were removed during estimation, so
there are fewer residual values than there are lines in our dataframe. To ensure that
the residuals are stored alongside the correct datapoints in the dataframe, we first
make a vector that contains one entry for each unique “DayF” value. Then we use
a for-loop to go through the different day labels, each time extracting the day-level
residual for that day (by taking the first of the residuals for that day, which equals
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all other values in the vector) and assigning it to all the corresponding rows in the
dataframe:
di.labels <- unique(ESM$DayF)
for (di in di.labels) {
ESM$r.0di[ESM$DayF==di] <- ranef(threelevel.empty)$DayF[di,1] }
Having done this, we still need to lag the variable (i.e., shift it by one day) to obtain
our lagged predictor. The resulting predictor variable should have missing values
(NA) for each person’s first day, and the days from different persons in the study
should never be mixed up. Therefore, we use the code below to do the lagging
operation manually, and for each person separately. The first for-loop ensures that
we consider each person one by one, and the nested for-loop is used to go through
that person’s days one by one, with the exception of their first day. The predictor is
set to NA for each person’s first day; for all their later days, the predictor is set to
equal the stored residual r0di of the previous day.
i.labels <- unique(ESM$PersonF)
for (i in i.labels) {
d.labels <- unique(ESM$Day[ESM$PersonF == i])
ESM$lev2pred[(ESM$PersonF == i) & (ESM$Day == 1)] <- NA
for (d in d.labels[-1]) {
ESM$lev2pred[(ESM$PersonF == i) & (ESM$Day == d)] <ESM$r.0di[(ESM$PersonF == i) & (ESM$Day == (d-1))][1] } }
Having obtained the necessary lagged predictors, we can proceed by estimating
the three-level AR(1) model, allowing for correlations between the random effects:
threelevel.AR <- lmer(Neg ∼ 1 + lev2pred + lev1predfor3l +
(1 | PersonF/DayF) + (1 + lev2pred + lev1predfor3l | PersonF),
data = ESM, REML = FALSE)
Note that this model will use fewer observations than the empty three-level model,
because listwise deletion is applied to remove all cases with missing values on any
predictors. Furthermore, since this model has two predictors, and cases are removed
whenever at least one predictor is missing, there are also necessarily fewer cases
available than for the two-level AR(1) model, which had only one predictor. The
reason is that the lagged day-level predictor is, by definition, missing for the first day
of each person (as well as in the possible case where a person has missing scores on
the measurements for the entire previous day of the study).
As before, the summary() function is used to obtain the model results, which are
shown in the lower part of Table 4.2. For Neg1, the fixed day-level inertia was not
significant (γ010 = 0.10, t(50.7) = 1.7, p = .09), and the random effect for this inertia
was not significant either (σ(u01i ) = 0.15, χ2 (3) = 4.6, p = .2). However, after we
removed the non-significant random effect from the model, the fixed effect estimate
became larger and significant (γ010 = 0.20, t(449) = 3.6, p < .001). The fixed beeplevel inertia and its random effect changed very little between the models and were
significant in either case (results from the full model: γ100 = 0.14, t(90.4) = 5.8,
p < .001; σ(u10i ) = 0.15, χ2 (2) = 38.4, p < .001). The estimates for Neg2 are quite
similar to those for Neg1, but one difference is that for Neg2 the fixed and random
effect for the day-to-day inertia were both significant ( γ010 = 0.18, t(64.0) = 3.3,
p = .002; σ(u01i ) = 0.25, χ2 (3) = 16.3, p = .001). As in the other sample, the
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fixed and random effect for the beep-level inertia were both significant (γ100 = 0.09,
t(68.1) = 5.0, p < .001; σ(u10i ) = 0.11, χ2 (3) = 38.9, p < .001).
For positive affect, the fixed day-level inertia was significant in both samples
(γ010 = 0.25, t(83.9) = 3.5, p < .001 for Pos1, γ010 = 0.28, t(70.8) = 5.5, p < .001 for
Pos2). Similar to our findings for negative affect, the individual differences in daylevel inertia were not significant for the first sample (σ(u01i ) = 0.22, χ2 (3) = 2.3,
p = .5), but they were significant for the second (σ(u01i ) = 0.23, χ2 (3) = 10.7,
p = .01). Note that the size of the variance estimate is almost equal in the two
samples, but the number of days was larger in the second sample, which is likely
to have led to a higher power for the significance test of this parameter. The fixed
beep-level inertia was significant in both samples (γ100 = 0.18, t(88.6) = 7.9, p < .001
for Pos1; γ100 = 0.15, t(67.9) = 8.1, p < .001 for Pos2), and so was the random effect
of beep-level inertia (σ(u10i ) = 0.15, χ2 (2) = 29.3, p < .001 for Pos1; σ(u10i ) = 0.11,
χ2 (3) = 30.7, p < .001 for Pos2).
Given that we found no significant variance in the day-level inertia for Neg1
and Pos1, it makes no sense to use these outcomes to address the research question
whether the regulation mechanisms at the different time scales are correlated. However, we did find significant variance in the day-level inertia parameter for Neg2 and
Pos2, so these two outcome variables can be used for this purpose. We can compare
the model that we have already estimated to a new model that excludes the random
effect correlations, so as to conduct a significance test. The following code fits a
three-level AR(1) model without random parameter correlations:
threelevel.AR.nocor <- lmer(Neg ∼ 1 +lev2pred +lev1predfor3l +
(1 | PersonF/DayF) + (1 | PersonF) + (0 + lev2pred | PersonF)+
(0 + lev1predfor3l | PersonF), data = ESM, REML = F)

Table 4.2: The estimated parameters from the three-level empty model and AR(1) model,
for negative affect (Neg) and positive affect (Pos) in the two samples. The estimated
standard errors for the fixed effects are given below the corresponding point estimates.
Neg1

Neg2

Three-level empty model

Notation

Avg. trait level
SD at person level
SD at day level
SD at beep level

γ000
σu00
σr0
σe

Three-level AR model

Notation

Avg. trait level
Avg. inertia day
Avg. inertia beep
SD at person level
SD of inertia day
SD of inertia beep
Residual SD at day level
Residual SD at beep level
Corr. trait level & inertia day
Corr. trait level & inertia beep
Corr. inertia day & beep

γ000
15.52 (1.11) 11.19 (0.91)
γ010
0.10 (0.06) 0.18 (0.06)
γ100
0.14 (0.02) 0.09 (0.02)
σu00
10.50
7.95
σu01
0.15
0.25
σu10
0.14
0.11
σr0
5.11
4.69
σe
9.22
8.67
r(u00 , u01 )
.54
.24
r(u00 , u10 )
.42
.43
r(u01 , u10 )
.51
-.06
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15.71 (1.09) 11.26 (0.90)
10.36
7.87
5.88
5.36
9.57
9.01
Neg1

Neg2

Pos1

Pos2

57.41 (1.34) 58.72 (1.40)
12.52
12.18
7.87
7.89
16.37
13.69
Pos1

Pos2

56.84 (1.39) 58.72 (1.43)
0.25 (0.07) 0.28 (0.05)
0.18 (0.02) 0.15 (0.02)
13.06
12.50
0.22
0.23
0.15
0.11
6.88
7.09
15.81
13.14
-.38
-.52
-.29
-.44
.04
.40
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The results of the LR test (using the anova() function again) show that the correlations did not improve the model significantly in the case of Neg2, with χ2 (3) = 7.7,
p = .05, and we note that the estimated correlation between the two inertias for this
outcome was only -.06, so it appears that these parameters represent distinct regulatory mechanisms. In the case of Pos2, the model was significantly improved by the
inclusion of the (three) correlations, with χ2 (3) = 10.7, p = .01. For this outcome, the
inertia parameters were both negatively correlated with the trait level (r(u00 , u01 ) =
−.52, r(u00 , u10 ) = −.44), indicating that persons who experience more intense positive affect, on average, tend to have less carry-over from beep to beep and from day
to day than persons with a lower trait level. The moderate positive correlation between the two inertia parameters (r(u01 , u10 ) = .44) indicates that higher carry-over
between days is associated with higher carry-over from moment to moment.
When comparing the three-level AR(1) model to the two-level AR(1) model, what
stands out for each of the four variables is that the average beep-level inertia in the
three-level AR(1) model is estimated as substantially smaller (at between 0.09 and
0.18) than the average beep-level inertia from the corresponding two-level AR(1)
model (where it ranged from 0.33 to 0.39). Apparently, separating out the day-level
variation, as we do in the three-level model by centering the beep-level predictor
around the day means, results in a smaller inertia at the beep level. Thus, it appears
that there is substantial variation at the day level, and we may be tempted to conclude
that the three-level model is more realistic than the two-level model which fails to
account for this variation. Furthermore, our results seem to indicate that some of
the carry-over of affect actually takes place from day to day (i.e., there is also daylevel inertia). However, we cannot decide on this basis that the three-level model is
the better model. As we will show in the next section, there is a risk of analytical
artifacts or false positives, and distinguishing between two- and three-level processes
is less straightforward than it seems.

4.3

Analytical artifacts: confusing day-level variance and
beep-level inertia

In the previous section we saw that for each of four empirical outcomes, there was
significant variance at the day level and carry-over of affect from day to day. Thus,
if we go with the three-level model, based on the variance test, we would conclude
that the carry-over of affect from moment to moment may be somewhat smaller than
suggested by previous studies using two-level models, because a part of the carry-over
of affect should properly be understood as taking place from day to day, rather than
from moment to moment. However, as we will demonstrate below, distinguishing
between a two-level and a three-level model is tricky, because beep-level inertia and
day-level fluctuations are hard to distinguish. In this section, we will show that the
appearance of significant variance at the day level, and even of significant day-level
inertia, does not justify the conclusion that the three-level model is more appropriate
than the two-level model: The significant day-level variance and day-level inertia
can be artifacts caused by the presence of beep-level inertia in the actual two-level
model underlying a data set. And in the opposite case, when the three-level model
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is the actual data-generating model but a two-level AR(1) model is estimated, we
run the risk of overestimating the size and significance of the beep-level inertia as a
consequence of ignoring the day-level variance.
To demonstrate these problems, we explore the two scenarios by means of fictitious
examples. First, we generate data from the empty three-level model of Equations
7-9, which means that there is no inertia at any level, but there is variance at each
of the three levels. Second, we generate data from the two-level AR(1) model from
Equations 3-5, but with measurements spread out over multiple days, as was the case
in our empirical examples.

4.3.1

Overestimating moment-to-moment inertia: Fitting a
2-level model to 3-level data

To show that variation at the day level may be mistaken for moment-to-moment
carry-over in a two-level AR(1) model, we first simulate a data set (A) of 90 persons,
21 days, and 10 beeps per day, generated by the empty three-level model given in
Equations 7-9. As parameters we used approximately the average over the parameter
estimates from the empty three-level model for the two empirical variables Pos1 and
Pos2, given in Table 4.2 (more specifically, we used γ000 = 58, σu00 = 12.3, σr0 = 7.9,
and σe = 15).
When we fit the two-level AR(1) model from Equations 3-5 to this data (A), we
find a significant fixed effect for beep-level inertia, with γ10 = 0.21, t(95.8) = 22.2,
and p < .001. Note, however, that the data were generated without any inertia
parameters. The random variance of the inertia is significant too, with σ(u1i ) = 0.05,
χ2 (2) = 12.4, and p = .002. In comparison, when we fit a three-level AR(1) model,
the random effects for the two inertias are nearly zero and are not significant (σu01 =
0.03, χ2 (3) = 0.60, p = .9; σu10 = 0.01, χ2 (3) = 0.95, p = .8). We remove these
non-significant random effects from the model before interpreting the fixed effects.
The fixed day-level inertia estimate is not significant (γ010 = −0.05, t(1687) = −1.5,
p = .13), but the fixed beep-level inertia estimate is significant with γ100 = −0.09,
t(14660) = −10.5, p < .001. This small but statistically significant negative inertia
indicates negative carry-over of affect from moment to moment, which is theoretically
not very plausible. A possible explanation is that, as we mentioned above, inertia
estimates are negatively biased in a centered AR model (Hamaker & Grasman, 2014).
In any case, the estimate is at least closer to the true value (zero) than the estimate
from the two-level AR(1) model. Note that the residual variances at the three levels
are estimated quite accurately with this model.
Repeating the procedure with another simulated data set, B, that has a fixed
beep-level inertia of 0.15 (without random variance), we find that this parameter is
estimated as 0.31 in the two-level AR(1) model, so again the estimates misrepresent
the process underlying the data. Moreover, when we create a data set C with the
same beep-level inertia but with a larger day-level variance (15, which is equal to
the beep-level variance, instead of 7.9 as above), the inflation is even more dramatic,
with the beep-level inertia now being estimated as 0.55. The size of the population
variance at the day level is directly related to how strongly the beep-level inertia
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estimate in the two-level AR(1) model misrepresents (inflates) the actual moment to
moment carry-over of affect.
To explain why the presence of day-level variance can be mistaken for evidence
of (larger than actual) beep-level inertia, we use the time series plot in Figure 4.1.
This is the data for one “person” from another data set, D, which was generated
by an empty three-level model with the day-level variance and beep-level variance
both set at 15 to magnify the effect. The top part of the figure represents the true
model, depicting the affect scores together with the person’s stable trait level (the
dashed line) and the true means for each day (the solid lines). Although we should
emphasize that inertia often cannot be detected visually, especially when the inertia
parameter is small, our point here is that when the affect scores are evaluated against
the means of each day, we see very little indication of carry-over, so our best guess
would be that there is little or no beep-level inertia and in this particular case, that
would be correct. In contrast, the bottom part of Figure 4.1 illustrates what happens
when we fit a two-level AR(1) model, which means that we ignore the variance at
the day level completely and only evaluate the affect scores against the empirical
estimate of the person’s trait level (the solid line). When we do that, the similarity
between affect scores on the same day, which is plain to see, makes it appear as if
there must be a lot of carry-over, so it makes sense that the two-level AR(1) model
results in a significant beep-level inertia. To put it differently, some of the day-level
variance ends up being confused for positive moment-to-moment carry-over.
To summarize, when there is day-level variance in the population and we use
an autoregressive model that fails to take this into account, the beep-level inertia
becomes inflated, so that we misrepresent the actual process by overestimating the
moment-to-moment carry-over of affect. This inflation can even result in finding significant inertia, and significant interpersonal variation in this inertia, when there is
zero inertia in the data generating model. So with regard to the empirical applications, at this point the reader may be inclined to put more stock in the lower inertia
estimates obtained from our three-level model, and to think that the estimates from
the conventional two-level model give a wrong impression of the regulatory process
at work in the data. However, as we will see next, we cannot simply conclude that
the three-level AR(1) model provides a better indication of the moment-to-moment
carry over, since a three-level model can result in finding spuriously significant daylevel variance and an underestimation of the moment-to-moment carry-over when it
is applied to data generated by a two-level model.

4.3.2 Underestimating moment-to-moment inertia: Fitting a
3-level model to 2-level data
To illustrate what can happen in the opposite case, that is, when we fit a three-level
model to data originating from a two-level model, we simulate a data set E (again
with N p = 90, N d = 21, and N b = 10 per day) from the two-level AR(1) model
given in Equations 3-5, using as parameters approximately the averages over the
estimates for the two outcomes Pos1 and Pos2, given in Table 4.1 (more precisely, we
use γ00 = 58.25, γ10 = 0.37, σu0 = 12.75, σu1 = 0.1, σe = 15.25, r(u0 , u1 ) = −.44).
Since we assume that the night interrupts the affective process, we do not generate
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Figure 4.1: Example data for one person, generated by a three-level empty model, with
randomly varying day means and randomly varying affect scores within days. The top part
shows that relative to the day means (solid lines) there is no visual indication of large carryover from moment to moment. While inertia is often hard to detect by looking at the data,
lack of any visible carry-over does indicate that the inertia, if present, is relatively small,
whereas visible carry-over in the data would imply a large inertia. In the bottom part of
the figure, where the affect scores are only evaluated against the estimated trait level in
the two-level AR(1) model, it appears like there is much carry-over, because entire days are
characterized by above-average or below-average scores. Thus, it is no surprise that this
model results in a significant estimated beep-level inertia.

the data for a person as a single long time series stretching out over the days, which
would imply that the first measurement of a day is just as strongly related to the
last measurement of the previous day as any two other consecutive measurements are
related; instead, to incorporate a more realistic view of the nighttime, we generate
the time series within each day separately. In other words, the time series for each
day has the same person-specific trait level µi and beep-level inertia φi , but due to
the long interruption of the night, the person’s affect in the morning is not predicted
by how they felt the night before.4
When we fit the correct, two-level AR(1) model to this data, the mean and variance of the beep-level inertia are both recovered well, each only differing from the
true population value in the second or third decimal. When we estimate the empty
three-level model from Equations 7-9, we get significant variance at the day level,
with σr0 = 6.15, χ2 (1) = 943, p < .001, which would seem to indicate that we
should use a three-level AR(1) model to account for the day-level variance, rather
4 If

we assume that the affective process continues in exactly the same way during the night as it
does during the day, only unobserved, the autoregressive coefficient for predicting the morning
measurement from the previous night’s last measurement is still effectively zero, because it is given
by φ raised to a high power.
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than using a two-level AR(1) model. Thus, we continue by fitting the three-level
AR(1) model. We find that the variance of the day-level inertia is not significant
(σ(u01i ) = 0.11, χ2 (1) = 0.7, p = .40), so we report the other parameters from the
re-estimated model after omitting this random effect. The mean beep-level inertia is
significant (γ100 = 0.25, t(93.4) = 18.9, and p < .001), but gives the impression that
the moment-to-moment carry-over is smaller than we would conclude based on the
two-level AR(1) model, where it is estimated as 0.37. In the three-level model, we
find significant day-level inertia (γ010 = −0.09, t(1640.9) = −2.4, p = .01), while we
know that the data was generated in such a way that there is no carry-over from day
mean to day mean, and any appearance of daily fluctuations in the data is caused by
the beep-level inertia. Since the estimate is negative and there is a small sample size
at the day level with which to estimate this inertia, the spurious negative inertia can
likely be attributed to the negative bias of inertia parameters in a centered model
notation (Hamaker & Grasman, 2014).
In summary, due to the nature of autoregressive processes, it is possible for the
three-level empty and AR(1) models to show “spurious” significant day-level variance
and even day-level inertia when the data actually reflect a two-level AR(1) process
that has only beep-level inertia and variance. This means that we cannot reliably
use the estimate or the significance test of the day-level variance in the empty threelevel model to decide whether a three-level modeling approach should be preferred
over a two-level modeling approach. Furthermore, if we use the three-level AR(1)
model for inference in the case where the data reflect a two-level process, we end
up underestimating the amount of carry-over from moment to moment, but as we
have seen in the previous subsection, the opposite can also occur when we apply the
two-level model to three-level data. Therefore, we need a better way of deciding how
many levels to include in our model.

4.3.3 Model comparison of the AR models
As we have seen, the two-level and three-level AR(1) models can both lead to misleading conclusions about the amount of carry-over when the number of levels in the
data does not match the model’s assumption. Furthermore, given that the beep-level
inertia in a two-level AR(1) process can cause the appearance of significant day-level
variance when three-level models are fitted, testing this variance is not a good method
of choosing between the two- and three-level approaches, and neither is comparing
empty two- and three-level models. A model selection procedure including the AR(1)
models seems like a better alternative, because such an approach immediately takes
into account the carry-over in the data that could otherwise be mistaken for day-level
variance.
A Likelihood Ratio Test (LRT) cannot be used to directly compare the two- and
three-level AR(1) model, because these models are not nested; as we noted in the section on the three-level AR(1) model, the beep-level predictor is centered differently.
However, the Akaike Information Criterion (AIC; Akaike, 1974) and Bayesian Information Criterion (BIC; Schwarz, 1978) can be used to compare non-nested models,
as long as the same cases are used to estimate each model (a requirement that would
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also apply to a LRT). We will now use the AIC and BIC to choose models for the
simulated data sets A to E from above.
The inclusion of the lagged day-level predictor in the three-level AR(1) model
causes (more) cases to be removed from the analysis (all cases for which the lagged
predictor is missing), so the sample sizes of the two AR(1) models necessarily differ.
Therefore, for the purpose of model selection we re-estimate the empty models and
the two-level AR(1) model using the smallest subset of the data, that is, those cases
that can be used in the three-level AR(1) model. For the purpose of centering the
predictors in the AR(1) models we can still use the residuals obtained from the empty
models that were fitted to all cases. In this way, we use all the available information
to obtain the best possible estimate of each person’s trait level and of the day means,
around which the predictors are centered in the AR(1) models.
Table 4.3: Model selection criteria obtained for the simulated data sets A to E. The models
are estimated on the smallest suitable subset of the data to ensure equal sample sizes. The
AR(1) models include the trait level and inertia(s) as random effects, but do not include
their correlations.
Fit information

A

B

C

D

E

AIC

2-l.
2-l.
3-l.
3-l.

empty 138151.1
AR(1) 137420.7
empty 136401.0
AR(1) 136299.0

137962.6
136357.8
136182.0
136138.1

145156.6
139026.2
137790.1
137784.7

145250.2
140601.8
138077.5
137935.9

137364.1
134641.3
136480.8
135445.3

BIC

2-l.
2-l.
3-l.
3-l.

empty 138174.2 137985.7
AR(1) 137459.2 136396.2
empty 136431.8 136212.8
AR(1) 136360.5 136199.6

145179.7
139064.6
137820.9
137846.2

145273.3
140640.2
138108.3
137997.4

137387.2
134679.8
136511.5
135506.8

Table 4.3 contains the AICs and BICs for the simulated three-level data sets A
to D and the two-level data set E. In the AR(1) model specifications, we did not
include correlations between the random effects, as these were not of interest to us
here and would cause a larger difference in complexity between the two-level AR(1)
model, in which there can be only one such correlation, and the three-level AR(1)
model, in which there can be three. As can be seen in Table 4.3, for all three outcome
variables the AIC and BIC lead us to select a model with the appropriate number of
levels. We do not always end up precisely with the model that generated the data;
outcomes A and D were generated by an empty model, but the AIC and BIC both
favor the AR(1) model. Conversely, outcome C was generated by an AR(1) model,
but based on the BIC we would select the empty model. However, our purpose here
was determining the number of levels, and for this purpose the AIC and BIC both
performed flawlessly. Note that it is crucial to include the AR(1) models in the
comparison: Comparing only the empty models would lead us to select a three-level
model in all cases, including for data set E, which was generated by a two-level
model. Selecting between the AR(1) models, however, yields the correct number of
levels for each of these data sets.
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4.3.4 Preliminary conclusion
As we showed above, distinguishing between two-level and three-level time series data
is tricky because beep-level inertia and day-level variance can easily be confounded.
Therefore, a significance test on the day-level variance is not a suitable method of
determining whether the model should include this day level in addition to the person
and beep levels. Comparing the empty models is similarly problematic because such
a procedure does not take into account the effect of possible beep-level carry-over in
the data, appearing as spurious day-level variance. Based on our illustration data,
using the AIC and/or BIC to select between the AR models seems to be a feasible
alternative. Since these results only provided a tentative conclusion, we perform a
small simulation study to see whether this approach performs well enough on average
to recommend it.

4.4

Simulations

We use simulated data to investigate how well we can distinguish between two-level
and three-level AR(1) processes by selecting models based on the AIC or BIC. Given
that a three-level data structure is more complex, having day-level variance that is
absent in the two-level model, the problem can be formulated in terms of the power
to detect a three-level structure, on the one hand, and the risk of false positives
(that is, of overfitting) on the other. We investigate the power of the model selection
procedure, defined as the proportion of cases where a three-level model is chosen for
three-level data, and the Type I error (i.e., overfitting) rate, given by the proportion
of cases where a three-level model is selected for two-level data.

4.4.1 Data generation
In generating the data, we used various combinations of sample sizes at each level to
investigate how the power of the procedure depends on the design of the study. The
number of persons was 30, 60 or 90; the number of days per person was 5, 7, 10 or 14;
and the number of beeps per day was 5, 7, 9 or 11. Some of these values are small, but
they reflect sample sizes that are realistic in practice, so it is relevant to know whether
the procedure would be feasible in these cases. Combining the three factors gave us
48 sample size conditions, and 1,000 samples for each condition were generated from
a two-level AR(1) model and a three-level AR(1) model. In generating the time series
for each person, each day’s first measurement was assumed to be independent from
the previous day’s last, just as in the illustration data in the previous section. All
data sets were created without any missing values.
The parameter values for the models were roughly based on the empirical estimates that we obtained for positive affect in the two data sets. More specifically,
for the two-level AR(1) data we used γ00 = 58, γ10 = 0.37, σu0 = 12, σu1 = 0.14,
σe = 15 and r(u0 , u1 ) = −.44. For the three-level AR(1) data the parameter values
were γ000 = 58, γ010 = 0.27, γ100 = 0.16, σu00 = 13, σu01 = 0.22, σu10 = 0.13, σr = 7,
σe = 15, r(u00 , u01 ) = −.45, r(u00 , u10 ) = −.365, and r(u01 , u10 ) = .22. In the rare
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case that a sampled individual inertia parameter (φi , ζi or βi ) was 1 or larger, it was
changed to 0.99 because an inertia of 1 or larger violates the stationarity assumption
of an AR(1) model.

4.4.2

Analysis

The first step of the analysis was fitting the empty models to each complete sample
to obtain the best possible estimates of all persons’ trait levels and centered day
means. The residuals from these models were stored to be used as the predictors in
the AR(1) models.
Next, for each sample we estimated the two-level AR(1) model from Equations 3-5,
omitting random parameter correlations. This model was fitted to the smallest usable
subset of the data, that is, to those cases that can also be used to fit the full threelevel AR(1) model. Using those same cases, we then fitted several variations on the
three-level AR(1) model from Equations 11-15, always omitting random parameter
correlations. In the first model variation, a simplification was made by omitting
entirely the day-level inertia, in other words, setting the fixed and random effect
of day inertia in Equation 14 equal to zero. This means that when we compare
it to a two-level AR(1) model, the only difference between the two models is that
the three-level model includes day-level variance and has the beep-level predictor
centered around the day means instead of around the person’s trait level. The second
model had a fixed effect for day-level inertia, and the third model added to this a
random effect. We compared the AICs and BICs for all the estimated models to
see whether the lowest value was obtained for the two-level model or for a threelevel model. This way, we focused on the power and the Type I error rate of the
decision procedure to choose between two-level and three-level modeling, without
making a priori assumptions about specific parameters in the three-level model. Since
comparison of the empty models is sensitive to the same overfitting problem as the
direct test of the day-level variance, these models were not included in the selection
procedure.

4.4.3

Results

The results of the model selection procedure for our simulated samples are presented
in Tables 4.4 and 4.5. From the power values in Table 4.4 we can conclude that
adequate power was obtained in all cases when there were eleven measurements per
day, and in many cases when there were nine measurements per day. It seems clear
from our results that the ability to detect day-level variance depends crucially on
having at least nine or preferably ten measurements per day, regardless of the sample
size at the other levels, that is, regardless of the number of participants or days in the
study. When the number of beeps per day was lower than this, the power to detect
the three-level structure was almost always inadequate given the parameter values
used here, and increasing the sample size at the day level then only worsened the
problem. This latter result may seem surprising, but makes sense when we consider
that the day means are estimated poorly when so few measurements per day are
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available. It is clear that the number of beeps per day cannot be traded against, or
compensated by, the number of days or persons in the study; it is crucial to always
have sufficient measurements per day. Another finding is that model selection based
on the AIC always provided us with higher power to detect a three-level structure
than model selection based on the BIC. This power did not come at the cost of
unacceptably higher Type I error rates, because the error rates were always well
below .05 for both the AIC and BIC, as can be seen in Table 4.5.
Table 4.4: Power to detect the three-level structure for each sample size. The power was

defined as the proportion of three-level datasets for which one of the three-level models was
selected.
AIC
Nd Nb:
5
7
10
14

Np = 30

5
7
10
14

N = 90

5

7

9

11

5

7

9

11

5

7

9

11

.586
.390
.249
.164

.585
.526
.440
.327

.700
.638
.632
.632

.830
.821
.856
.898

.642
.387
.198
.086

.685
.530
.336
.273

.811
.738
.713
.702

.921
.918
.934
.967

.700
.375
.154
.046

.756
.530
.385
.244

.881
.778
.768
.758

.954
.964
.981
.986

BIC
Nd Nb:

Np = 60

Np = 30

Np = 60

N = 90

5

7

9

11

5

7

9

11

5

7

9

11

.377
.252
.171
.107

.394
.391
.350
.231

.529
.525
.540
.545

.711
.746
.793
.846

.452
.261
.131
.056

.522
.421
.268
.216

.674
.663
.640
.619

.851
.883
.910
.952

.527
.263
.115
.027

.594
.443
.299
.185

.777
.710
.695
.696

.910
.935
.962
.972

Table 4.5: Type I error rates for the different sample sizes. The Type I Error rate was

defined as the proportion of two-level data sets for which one of the three-level models was
selected.
AIC
Nd Nb:
5
7
10
14

Np = 30

5
7
10
14

N = 90

7

9

11

5

7

9

11

5

7

9

11

.048
.004
.000
.000

.008
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000

.008
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000

.005
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000

BIC
Nd Nb:

Np = 60

5

Np = 30

Np = 60

N = 90

5

7

9

11

5

7

9

11

5

7

9

11

.007
.000
.000
.000

.001
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000

.002
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000

.000
.000
.000
.000
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4.4.4

Conclusion

Based on our simulations we can conclude that model comparison of the AR models,
using the AIC or BIC, is a suitable method of deciding whether to specify two or
three levels. The AIC is to be preferred over the BIC, as it results in a higher power
while the Type I error risk remains low. Overall, it was clear that the number of
measurements per day should be around ten or higher, regardless of the sample size at
the other levels, for adequate power. This is not really surprising given that even the
most stripped-down version of the three-level model involves estimating a mean for
each separate day. When our simulated data had a sufficient number of measurements
per day, the power was adequate even for the smallest numbers of persons and days
and varied only little depending on these sample sizes. We used empirically derived
parameter values for the simulated data, with some inertia present both at the beep
level and at the day level. Although we did not investigate with simulations the
exact performance of this model selection procedure when different parameter values
apply, our results indicate that model comparison of the AR models using the AIC is
a viable approach to deciding on the number of levels, whereas inspecting or testing
the day-level variance in the empty models are not viable approaches in this context.
Figure 4.2 summarizes our conclusion by contrasting two procedures for deciding
on the number of levels. The intuitive procedure, based on common practice in
multilevel modeling, would be to test the day-level variance first (either directly, or
by a comparison of the empty models) before continuing with the specification of AR
models, but in the context of time series data, this approach clearly breaks apart due
to the possibility that carry-over is mistaken for day-level variance. The alternative
approach that we recommend here is to start by specifying the AR models and then
select between these models, using the AIC, to determine the number of levels needed.

4.5

Empirical cases revisited

Having established that the AIC can be used to decide whether to include a day level
in the AR model, we revisit our analyses of negative and positive affect in the two
empirical samples. In the same way as we did before, the empty models were fitted to
the complete data in order to make use of all the available information for centering
the lagged predictors around the persons’ trait levels and day means. But for the
purpose of comparing the AIC of the AR(1) models, the two-level AR(1) models were
refitted to the smallest subset of the data, that is, to those cases that could also be
used in the three-level AR(1) model with day-level inertia.
The AICs for all fitted AR(1) models are given in Table 4.6. For each of the four
empirical outcomes, the two-level AR(1) model has the lowest AIC. Although there
were some missing values in these empirical outcomes, unlike in our simulated data,
the sample sizes at all levels were quite large, so that there is no compelling reason to
think that the choice of a two-level model must have been caused by a lack of power
to detect day-level variance. The differences in the AICs were very large and clearly
indicate that the two-level AR(1) model is more appropriate for these data than the
three-level AR(1) model, so we can conclude that our analysis does not lend support
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Figure 4.2: Flowcharts contrasting the intuitive and the recommended approach for de-

termining the number of levels in the context of time series modeling of ESM data. The
intuitive approach would be to inspect or test the variance at the day level first, using empty
models. However, such an approach breaks down when there is carry-over in the data. The
recommended alternative is to start by fitting AR models that account for this carry-over,
and to use the AIC to then select between these models.

to the notion that there are daily fluctuations in affect that need to be taken into
account.
Note that the empirical analyses in the current study focused on the issue of
how many levels should be specified in the context of the commonly used AR(1)
model for affect. We did not conduct exploratory analysis (e.g., inspection of the
partial autocorrelation function or the power spectrum for each person’s data) or
comparisons with alternative or more complex modeling approaches (e.g., higherorder AR models, or models with linear or cyclic trends). As such, our analysis
provided an empirical illustration of the relevance of the day-level question for ESM
data, but it should not be taken as the definitive analysis of these particular data sets,
or as evidence that a 2-level AR(1) model is the best analysis method as a general
matter. In the discussion we will consider the broader context of affect dynamics
research, as well as some limitations of the AR modeling approach studied here.
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Table 4.6: AICs obtained for the four empirical variables, using the same cases as outcomes

in each model. In these AR(1) models, correlations between random parameters were not
included.
AIC values
2-level AR(1)
3-level AR(1) without beta
3-level AR(1) with fixed beta
3-level AR(1) with random beta

4.6

Neg1

Neg2

Pos1

Pos2

31771.9
31973.5
31962.4
31962.1

50941.2
51207.2
51183.3
51170.6

36163.5
36332.8
36317.8
36318.8

56649.1
56953.3
56904.3
56900.0

Discussion

The present study was inspired by the observation that two-level AR(1) models have
been used in affective research to study inertia at the day-to-day level, e.g. using
diary data, as well as inertia at a moment-to-moment level, using ESM data with
multiple measurements within a day. Given the findings from both types of research,
it seems clear that there is carry-over of affect both within and between days. While
ILD frequently contains multiple days and multiple measurements within days, the
commonly used two-level modeling approach does not account for daily fluctuations
in affect, or for carry-over from one day to the next. In this paper, we proposed a
three-level AR(1) model that allows us to investigate the variability and the inertia
(carry-over) of affect within and between days simultaneously, and we illustrated how
two- and three-level AR models can be implemented correctly for ESM data using
R.
Surprisingly, our empirical findings, based on positive and negative affect data
from two ESM studies, did not lend support to the idea of carry-over of affect from
day to day. In fact, our findings would suggest that there is no relevant variance
at the day level, that is, there is no variability in the daily means of affect, except
as an artefact caused by the variability from moment to moment. This raises some
questions about how to interpret and combine the findings from different studies.
Do the measures from diary studies, where people report their affect once a day,
reflect something different than an average of their affect throughout the day? How
should we interpret the variability and inertia that is found in those data sets with
daily measurements? It is known that retrospective reporting can suffer from various
types of bias (for examples, see e.g. Fredrickson & Kahneman, 1993; Trull & EbnerPriemer, 2009), so perhaps once-daily measurements do not always represent the
average affect levels of the day accurately. On another note, it may be that an
accurate estimation of day means requires more measurements per day than we had
in our empirical data.
Apart from these substantive questions, in this paper we have argued that it is
a matter of general importance for researchers working with nested ILD to consider
the number of levels in their data carefully, and to decide whether or not the day
should be included as a level in their model. When autocorrelation in this type of
data is not accounted for, researchers may end up using models with more levels
than appropriate. At the same time, when there is variance at the day level that
94

4.6. Discussion

is not accounted for, researchers who investigate autocorrelation may end up with
misleading results. Thus, our advice is that researchers carefully investigate whether
or not they need to include a day level, before interpreting the results of a specific
model. We demonstrated why a common approach that makes sense in other contexts
– evaluating the variance components in intercept-only (empty) models – is not viable
in this context. Based on our simulations we recommend using the AIC to compare
AR models with and without a day level, since this approach seems to minimize
the risk of overfitting while offering a reasonable power to detect day-level variance.
For this procedure to work adequately, it is important to have at least nine, but
preferably more measurements per day.
The current study focused on one particular approach in affect dynamics research,
namely AR(1) modeling to investigate carry-over or inertia. A well-known limitation of this modeling framework is that it assumes equally spaced measurements,
an assumption that is clearly violated in ESM data collection, where the intervals
between measurements are deliberately varied. It is not clear how much of a problem
this is in practice, since AR models for ESM data have yielded valuable insights into
affect dynamics (e.g., Suls et al., 1998; Koval & Kuppens, 2011), and the variability
of intervals in an ESM design is modest. While continuous-time extensions of AR
(and other) models can be implemented in software like the ctsem package for R
(Driver, Oud, & Voelkle, in press), it is not yet possible to estimate random inertia parameters in that framework. Thus, avoiding the assumption of equally spaced
measurements would come at the cost of making a different, more problematic assumption, namely, that there are no individual differences in the carry-over of affect
from moment to moment, or alternatively, having to fit a separate model to each
person’s time series.
To summarize, we hope that researchers who analyze ILD, and especially those
who are interested in inertia, will be aware of the potential issues resulting from
having measurements nested not only within persons, but within multiple days per
person. To gain a better understanding of how inertia within days and between
days is related, further research is needed that addresses potential complicating factors such as time trends (Wang & Maxwell, 2015) and the role of recall or other
biases in self-reported affect measures (Fredrickson & Kahneman, 1993; Trull &
Ebner-Priemer, 2009). Furthermore, it is worth noting that AR modeling is but
one among many approaches to investigating affect (cf. Hamaker, Ceulemans, Grasman, & Tuerlinckx, 2015; also see Houben, Van Den Noortgate, & Kuppens, 2015),
and it is still an open question what type of analysis can best capture the complex
dynamics of affect in daily life, which may well involve linear or cyclic trends (e.g.,
Ram et al., 2005), longer-range serial dependence (Wagenmakers, Farrell, & Ratcliff,
2004), state-switching (Hamaker & Grasman, 2011), or chaotic elements (e.g., Heiby,
Pagano, Blaine, Nelson, & Heath, 2003). Integrating the findings from different modeling paradigms as well as from studies measuring affect at different time scales is a
major challenge in the quest for a comprehensive understanding of affect dynamics
and between-person differences therein.
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Chapter 5
Discrete- vs. Continuous-Time Modeling of
Unequally Spaced Experience Sampling
Method Data1
5.1

Introduction

Intensive longitudinal research is a popular way of investigating intra-individual processes in psychology, such as the dynamics of emotion, behavior and thought processes
from moment to moment. One particular approach that is gaining territory is the
experience sampling method (ESM; Hektner, Schmidt, & Csikszentmihalyi, 2007),
in which aspects of people’s experiences are measured as they go about their normal lives, using, for instance, smartphone mobile apps. This method results in high
ecological validity and opens up the possibility of uncovering fluctuations that occur
over short time periods, rather than only slow or long term developments.
The current study focuses on an unresolved question concerning optimal analysis approaches for the type of intensive data resulting from such research, which is
important to address given the growing interest in this research methodology.
A search in Google Scholar for “experience sampling method” in journal articles
published since 2015 illustrates the method’s growing popularity, yielding experience
sampling studies into widely varying topics, such as the social experiences of children with Asperger syndrome (Cordier, Brown, Chen, Wilkes-Gillan, & Falkmer,
2016); tourists’ experiences (Quinlan Cutler, Doherty, & Carmicheal, 2016); involuntary musical imagery (Floridou & Müllensiefen, 2015); emotion regulation (Catterson, Eldesouky, & John, 2016); body satisfaction and self-esteem in adolescents
(Fuller-Tyszkiewicz et al., 2015); and chronic fatigue symptom fluctuations (Band,
Barrowclough, Emsley, Machin, & Wearden, 2015).
By using the ESM, researchers can study lagged relationships between different
variables, or the correlation of a variable with itself over time, addressing questions
about processes, development or dynamics. An important issue in this kind of analysis, which to our knowledge has not yet been addressed in the literature, is the
question whether it is justifiable to use discrete-time (DT) modeling approaches for
unequally spaced ESM data. In the broader literature on longitudinal data analysis,
it has been pointed out that continuous-time (CT) modeling has several important
1 This

chapter has been published as de Haan-Rietdijk, S., Voelkle, M. C., Keijsers, L., & Hamaker,
E. L. (2017). Discrete- vs. Continuous-Time Modeling of Unequally Spaced Experience Sampling
Method Data. Frontiers in Psychology, 8, 1849. Author contributions: ELH conceived of the
study; MCV and SHR contributed to the study design; SHR performed the research and wrote the
paper; LK had previously collected the empirical data; and ELH, MCV and LK provided feedback
on the analyses and the manuscript.
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advantages over DT modeling, both for theoretical and practical reasons (see, e.g.,
Voelkle, Oud, Davidov, & Schmidt, 2012; Oud & Delsing, 2010; and Deboeck &
Preacher, 2016). A specific limitation of DT models, which is particularly relevant
for ESM research, is these models’ inbuilt assumption that the time intervals between consecutive measurements are all equal. In studies using the ESM, however,
the measurement intervals are typically varied, with the result that the data clearly
violate the equal spacing assumption of DT models. Still, DT models continue to be
widely used even in these situations.
In the current study, we evaluate the practical relevance of the choice between
DT and CT modeling in the specific context of (vector) autoregressive modeling of
unequally spaced ESM data. We focus on the N = 1 case where a model is fit to
one person’s data, using simulations as well as an empirical illustration to address
the question of whether substantial bias in the model parameters of interest may
result from using DT (vector) autoregressive models. This is an important question
because autoregressive (AR) models and extensions such as the vector autoregressive
(VAR) model are frequently used in ESM research in areas such as affect dynamics
(e.g., Suls, Green & Hillis, 1998; Koval & Kuppens, 2012; van Roekel, Bennik, Bastiaansen, Verhagen, Ormel, Engels, & Oldehinkel, 2016; de Haan-Rietdijk, Kuppens, &
Hamaker, 2016) and the emerging network approach to psychopathology (Borsboom
& Cramer, 2013; Bringmann, et al., 2013; Wichers, 2014). Thus, questions about
the validity of DT model results for unequally spaced data bear directly on findings
reported in these fields and on recommendations for follow-up studies, in addition to
general questions about optimal design and data analysis for these types of studies.
We approach the comparison of different methods from a pragmatic point of view.
Our goal is not only to identify the best method for analyzing unequally spaced ESM
data, but also to evaluate the robustness of common approaches under conditions
that are typical for current practice.
This paper is organized as follows. We start by providing the reader with essential
background information through a brief introduction of the ESM as well as the (V)AR
modeling approach, highlighting the problem that can occur when unequally spaed
ESM data are analyzed with (V)AR models. Then we discuss CT alternatives to the
(V)AR models which would solve this problem, looking also at other considerations
regarding the choice between CT and DT modeling for ESM data. After that, we use
simulations to investigate the bias that may result when data from a typical ESM
design with unequal measurement intervals are analyzed using AR(1) or VAR(1)
model implementations. To address the practical significance of this issue, we present
an empirical illustration using positive affect ESM data from three adolescents. We
conclude with a discussion of the findings and limitations of the current study and
recommendations for researchers interested in using the ESM.

5.2

Background: ESM data and (V)AR modeling

In this section we briefly introduce the ESM, and we discuss the discrete-time (V)AR
models which have been used to study lagged relationships in such data, as well as a
limitation of these models that is relevant for unequally spaced ESM data.
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5.2.1 The experience sampling method
The ESM (Hektner, Schmidt, & Csikszentmihalyi, 2007) is a type of ambulatory
assessment (Trull & Ebner-Priemer, 2013) and aims to tap into the day to day experiences of people as they go about their lives. Rather than relying on retrospective
reporting, which can be subject to various types of cognitive bias (Schwarz & Sudman,
2012), the ESM involves prompting participants at random moments throughout the
day to report on their experiences right then and there. An advantage of this methodology is that it yields data with high ecological validity, because the measurements
are taken in real-life situations and reflect the lived experiences of the participants.
The ESM is a popular approach in the study of affect, because it can be used to
investigate emotions in daily life, allowing researchers to gain a more in-depth or
fine-grained understanding of affect dynamics at the individual level. Examples of
studies that employed the ESM to investigate affect include Suls, Green and Hillis
(1998) and Koval and Kuppens (2012); an overview of different research approaches to
affect dynamics is given by Hamaker, Ceulemans, Grasman, and Tuerlinckx (2015).
An important aspect of an ESM study design, and what interests us most here,
is the signaling or measurement schedule, that determines when and how often measurements are taken. Hektner, Schmidt and Csikszentmihalyi (2007) distinguished
between three general classes of measurement schedules in ESM studies: Eventcontingent sampling, interval-contingent sampling, and signal-contingent sampling.
The choice for one or the other measurement schedule in a particular study is theorydriven and can have important implications for the validity of the findings. In this
paper, we focus on the data analytic implications of choosing a signal-contingent
sampling schedule. This appears to be the most widely used of the three, and as a
result, this type of measurement schedule has come to be seen by many researchers as
a characteristic feature of ESM research. In this approach, measurements occur after
random beeps that are delivered by a signaling device; usually the same device that
is used for recording the self-reports. An important advantage is that predictability
of the measurements is avoided, increasing ecological validity. The person’s waking
hours (or the hours of the day that are of interest) are divided into blocks of time,
usually around 90 to 120 minutes, and then the exact beep time within each block
is determined by a random sampling procedure. Typically, the beep time within a
block is sampled from a uniform distribution, so that in principle, the beep is equally
likely to occur at any moment. However, researchers can impose restrictions on the
random sampling, for instance, prohibiting beeps within the first 10 or 20 minutes
after the last one.
It is important to see how the intervals between measurements in a signal-contingent
sampling scheme will vary. If the probability distribution for the beep time within
each block is uniform, this implies that the time difference or interval between two
measurements follows a triangular probability distribution with a lower bound of
a = 0, an upper bound b of two times the length of a block, and a mode c equal to
the length of one block. For instance, suppose that each block is lb = 90 minutes long,
and that we start counting at 0; suppose, further, that we ignore any practical limitations on infinitely short intervals. Then the first beep can occur anywhere between
0 and 90 minutes with equal probability, and the second beep can occur anywhere
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between 90 and 180 minutes with equal probability. The triangular distribution for
the interval between two consecutive beeps in this example is depicted in Figure 5.1.
Its mean or expected value is defined as (a+b+c)
, which gives us (0+2l3b +lb ) = lb or
3
2
2
2
−ab−ac−bc
90 minutes. The variance of a triangular distribution is given by a +b +c 18
,
3l2

which can be simplified in our case to 18b , yielding 1350 minutes. This distribution
is symmetrical and its mode is equal to the mean, but this only applies when even
the shortest intervals are possible and allowed. If short intervals are excluded, the
distribution becomes truncated and asymmetrical; the mean will be larger than the
mode; and the variance will be reduced.

0.006
0.004
0.000

0.002

Density

0.008

0.010

Distribution of the time interval

0
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60

90
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150
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Minutes between two beeps

Figure 5.1: Distribution of the time intervals between consecutive measurements in an
ESM study when beeps are uniformly randomly distributed within blocks (here, a block is
90 minutes). In practice, it may be desirable to impose a minimum, effectively truncating
the distribution.

5.2.2

VAR(1) models for ESM data

Data obtained using the ESM can be analyzed in various ways (for instance, the
time series data can be aggregated to obtain statistics at the person level), but
here we focus on (vector) autoregressive (AR or VAR) modeling, because this is
commonly used in research areas like emotion dynamics and psychopathology. In
some applications in the literature, researchers used multilevel models, in which the
fixed parameters represent population averages and the random effects account for
individual differences (e.g., Bringmann et al., 2013; Kuppens, Allen, & Sheeber,
2010). In the current article, however, we focus on the N = 1 case for simplicity.
The (V)AR model is used to model the dependency between consecutive observations in a (multivariate) time series. For instance, participants in an ESM study
may have rated the intensity of their affect at each measurement, or they may have
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reported on multiple specific emotions, behaviors, or thought processes. The term
“spill-over” is used to reflect the extent to which the current state (e.g., a person’s
current emotion) influences the state at a later time. We can estimate the spillover within a single variable, and in the multivariate case also the spill-over between
variables, which is captured in cross-lagged coefficients. The first-order VAR model,
denoted as a VAR(1) model (Hamilton, 1994), is given by

y i = c + Φy i−1 + i ,

(5.1)

where yi is the vector of K outcome variables observed at measurement i, and Φ is a
K × K matrix of regression coefficients. The 1 in the name of the model refers to the
assumption that there is no correlation between y i and any of y i−2 , y i−3 , y i−4 , . . .
after conditioning on y i−1 . The diagonal elements of Φ, denoted as φ11 , φ22 , …φKK ,
are the autoregressive parameters of the different variables, and the off-diagonal
elements represent the cross-lagged effects between variables, such that φ12 is the
regression coefficient for predicting y1i from y2(i−1) . The vectors c and i are the
intercepts and the innovations for observation i, respectively, and the innovations are
assumed to follow a multivariate normal distribution with a zero mean vector and
covariance matrix Σ . This covariance matrix is related to the stationary covariance
matrix of the process (Σy ) by
Σ = Σy − ΦΣy Φ0 ,

(5.2)

where Φ0 is the matrix transpose of Φ.
In the special case of a univariate process, the VAR(1) model reduces to what is
known as the AR(1) model.
For a VAR(1) process to be stationary, there are restrictions on the parameter Φ
(Hamilton, 1994), which in the univariate case (that is, in the AR(1) model) simply
c
amount to −1 < φ < +1. The stationary mean of an AR(1) process is µy = 1−φ
,
from which it can be seen that if the intercept (c) is zero, so is the mean.
The parameter φ in the AR(1) model has been referred to as emotional inertia
in affect research applications (Suls et al., 1998). As a descriptive measure of a
person’s affect dynamics in daily life, inertia appears to be related to personality
traits and psychological well-being (cf. Houben, Van Den Noortgate, & Kuppens,
2015; Hamaker, Ceulemans, Grasman, & Tuerlinckx, 2015).
In a different vein, (V)AR modeling of ESM data plays an important role in
the recently developed network approach to psychopathology (Borsboom & Cramer,
2013; Bringmann et al., 2013), where the estimated regression coefficients for different symptoms can be used to construct a dynamic network that provides insight
into a person’s proneness to, for instance, clinical depression, and the progression of
symptoms over time. Two other, recent examples of VAR model applications using
ESM data are the empirical illustrations in the methodological studies by Schuurman, Grasman and Hamaker (2016) and Schuurman, Ferrer, de Boer-Sonnenschein
and Hamaker (2016).
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5.2.3

ESM data typically violate a (V)AR model assumption

The (V)AR model is a discrete-time (DT) model, because it assumes that time
proceeds in equal discrete steps between each pair of observations. We can see in
Equation 5.1 that one unit of time is assumed to have passed between each two
observations, because y at measurement i is always predicted from y at measurement
i − 1 without specifying the amount of time that passed between the measurements.
This is quite a restrictive assumption, and it is typically violated by the sampling
schemes of ESM studies, and therefore in ESM data, even if there are no missing
observations.
In most studies using the ESM, measurements are taken over a period of multiple days, resulting in several short time series separated by stretches of nighttime.
To analyze such data as if they constituted a single long time series with equal intervals would be inappropriate, as it would ignore that the time interval between
the morning’s first measurement and the previous night’s last measurement is much
longer than the time intervals between measurements on the same day (in addition
to possible interval length variation within a day). Thus, in the specification of an
AR or VAR model for such ESM data, at the very least we would want to prevent
the first measurement of one day from being regressed on the last measurement of
the previous day. To achieve this, we could set the values of the predictor y i−1 to
missing values for those outcomes y i which are the first measurements of a day.
A trickier problem for AR and VAR modeling is the within-day timing of measurements in signal-contingent sampling schemes, where measurements are taken at
irregular times to capture momentary real-life experiences untainted by anticipation
of the next measurement. Even if the day in such a sampling schedule has been
divided up into blocks of equal length, as is common practice, the exact timing of
each beep is varied randomly so that all the interval lengths will differ. Obviously,
then, data collected under a sampling scheme like this will violate the assumption of
equal spacing inherent in AR, VAR and other DT models. It remains to be seen how
robust the parameter estimates of interest might be to the violation of this assumption. Since many studies in the literature have relied on DT modeling of unequally
spaced ESM data, this is an important question. If the violation of this assumption
causes serious bias in the parameters of interest, not only would we have to conclude
that DT models are unsuitable for unequally spaced ESM data and that continuoustime (CT) models should be used instead, but this would also call into question prior
scientific findings based on (V)AR modeling of such data.
Since the distribution of the time intervals obtained by random beeps within
blocks is symmetric or nearly symmetric, at first glance we may think that there
should only be a problem with noise, and not with bias, as it may appear that
shorter and longer time intervals will “cancel out” in estimating the Φ which applies to the interval length of one block. However, as illustrated in Figure 5.2, the
relationship between the interval length and the true autoregressive coefficient(s) is
non-linear, so that shorter and longer time intervals are not associated with symmetric increases and decreases in the true autocorrelations. This becomes clear if we
iteratively fill in the predicted (determined) part of Equation 5.1, to make explicit
the assumed relationship between observations that do not directly follow each other
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in the measurement sequence. Under the AR(1) model,
yi = c + φyi−1 + i ,
and
yi−1 = c + φyi−2 + i−1
Therefore, it follows implicitly that
yi = c + φ(c + φyi−2 + i−1 ) + i
= (c + φc) + φ2 yi−2 + (φi−1 + i ),
where the last part (between parentheses) represent the accumulation of unexplained
(innovation) residuals, and where we can see that the expected correlation between
yi and yi−2 is φ2 . Thus, estimating a lagged relationship between consecutive observations, as we do in AR modeling, always implies a nonlinearly decaying relationship
between observations at longer lags. For any two measurements separated by ∆ times
the measurement interval, the predicted correlation between yi and yi−∆ is φ∆ , and
this also holds in the hypothetical case of observations separated by decimal lags.
Therefore, if the true model underlying our data is an AR model, and the measurement intervals are irregular, we should expect that the true correlation between some
consecutive measurements is much higher than that between others, and that they
are not equally close to the true correlation for the average time interval.
Consider the plotted line for a “low” autocorrelation, by which we mean a true φ
coefficient of .1 at an interval length of one block, or 90 minutes. If the data we are
using to estimate this parameter has some intervals of 45 minutes (0.5 block) and
some of 135 minutes (1.5 block), the true autocorrelation for the shorter interval will
be .10.5 = .32, whereas for the longer interval it will be .11.5 = .03. Thus, while the
average of these two interval lengths is one block, the average of the autocorrelation
coefficients associated with them is .18 instead of the .10 which we know is the autocorrelation φ for a one-block interval. This illustrates that when the autocorrelation
φ for a one-block interval is low, shorter intervals in the data set can be expected to
exert more influence on the estimation than longer intervals, positively biasing the
estimate of φ. In contrast, as Figure 5.2 shows, when the true autocorrelation for a
one-block interval is .4 or higher, the relationship between the autocorrelation and
the time interval is much more linear within the range of interval lengths obtained
in a sampling scheme with random beeps within fixed blocks. Therefore, if the true
autocorrelation for a one-block interval is expected to be this high, there is little
reason to worry about bias as a result of the random beeps in this particular study
design.
In the literature, there are many studies involving DT modeling of unequally
spaced data where this shortcoming is not addressed. Examples of ways that some
researchers did address the issue are adding the length of the time interval as a
predictor (e.g., Moberly & Watkins, 2008) or as a moderator (Selig, Preacher, &
Little, 2012), but in the case of a (V)AR model this cannot correct for the potential
bias in Φ. Another strategy that is useful in some cases is the phantom variable
103

5. Discrete- vs. Continuous-Time Modeling of Unequally Spaced ESM Data

1.0

Autocorrelation as a function of the interval

0.6
0.4
0.0

0.2

Autocorrelation

0.8

high
medium
low

0.0

0.5

1.0

1.5

2.0

Interval length (expressed as ratio)

Figure 5.2: The relationship of the autocorrelation to the (proportionate) interval length

∆, given by φ raised to the power of ∆, is illustrated here for cases where the autocorrelation
for a one-block interval is 0.1, 0.4, or 0.7, labeled as low, medium and high φ parameters,
respectively. The interval length is expressed as a ratio of the block length chosen in the
study design, such that an interval of 0.5 is half a block and 2.0 is two blocks; and the
depicted relationship holds regardless of what amount of time (e.g. 60 minutes, or 120
minutes) is considered to be “one block”. When the autocorrelation for a one-block interval
is low to medium, shorter and longer time intervals in an empirical data set cannot be
expected to cancel each other out exactly in the estimation of φ.

approach, which treats the unequal intervals as a missing data problem (cf. Oud &
Voelkle, 2014). However, in ESM research this may not be feasible, since one would
need many “missing” observations in between each pair of measurements to account
for all the (subtly) different interval lengths that occur in this kind of study design.
While it seems feasible to use this approach to at least reduce the random variation in
interval lengths, and thus to reduce the potential bias, a more elegant way to handle
unequally spaced data is to use CT modeling, which explicitly accounts for the exact
time intervals between consecutive measurements.

5.3

The continuous-time (CT) alternative

Where DT models assume equally spaced data, CT models are more flexible and
therefore, more appropriate for unequally spaced ESM data. In a CT model, the actual time intervals are used in the model equations to account for the varying intervals
between consecutive measurements. In this section we present the CT analogue to
the (V)AR(1) model, denoted as the CAR(1) or CVAR(1) model, and we briefly
discuss other considerations from the literature surrounding the choice between DT
and CT models.
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5.3.1 The CVAR(1) model
The VAR(1) model (and its univariate special case, the AR(1) model) that we presented in Section 1 has a CT analogue, where a stochastic differential equation is
used to model the continuous change (both explained and unexplained) in the process. Using the more general notation for a multivariate case (i.e., for a CVAR(1)
model), this equation has the form
dy(t)
dW (t)
= a + By(t) + G
,
dt
dt

(5.3)

where a is an intercept vector, B is the drift matrix, G is the Cholesky triangle of the
innovation covariance (also called diffusion) matrix, and W (t) is the continuous-time
error (Wiener) process (also called Brownian motion). If we assume that the process
has a mean of zero (or is analyzed in deviation form, i.e. after mean-centering) we
can drop the intercept vector a to simplify Equation 5.3. For more details on the
differential equation and the steps involved in solving it, we refer the reader to Oud
and Delsing (2010), Voelkle and colleagues (2012), and Oravecz, Tuerlinckx, and
Vandekerckhove (2009). Here we focus on its solution, which gives us the CVAR(1)
model, or the CAR(1) model in the univariate case. Note that the CAR(1) model is
also known as the Ornstein-Uhlenbeck process or model (cf. Oravecz, Tuerlinckx, &
Vandekerckhove, 2009).
The CVAR(1) model, which is the solution to Equation 5.3, effectively predicts
the i-th observation, which is taken at time t and is denoted by y ti , from the previous
observation (denoted by y ti−1 ) and the time interval ∆i = ti − ti−1 between the two
observations. Assuming (for ease of presentation) that all variables are in deviation
form, so that the intercepts are all zero, we can write the CVAR(1) model equation
as
(5.4)

y ti = eB∆i y ti−1 + ∆i ,

where B is the drift matrix and is multiplied by the interval length ∆i , and ∆i is
the vector of innovations, with
(5.5)

∆i ∼ N (0, Σ∆i ).

The innovation covariance matrix Σ∆i for an interval of length ∆i is derived by
Σ∆i = Σy − (eB∆i Σy eB

0

∆i

).

(5.6)

In these Equations, eB∆i and eB ∆i are matrix exponentials, and it can be seen
that the covariance matrix for the innovations reduces asymptotically to the stationary covariance matrix Σy as the prediction interval ∆i increases (since eB∆i then
reduces to zero). In the case of a univariate process, B is a single value and the
matrix exponentials reduce to ordinary exponentials. Conceptually we can see the
DT (V)AR(1) model as a special case of the C(V)AR(1) model, where time is not
explicitly included in the model, but is assumed to only increase in equal, discrete
0
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steps, by fixing ∆i in the C(V)AR(1) model to 1 for all i.2 Note that C(V)AR(1)
model parameters can always be transformed into corresponding (V)AR(1) parameters for any given interval; the DT autoregressive parameter for a time interval of
∆ units on the CT model’s time scale is given by φ = eB∆ . In contrast, (V)AR(1)
parameter estimates can only validly be transformed into corresponding C(V)AR(1)
parameters when the data set, to which the (V)AR(1) model was fitted, was truly
equally spaced.

5.3.2

Considerations in choosing between DT and CT modeling

We now discuss four points of consideration when it comes to the choice between DT
and CT models. The first three point to CT modeling as the preferred approach, but
the fourth is pragmatic and may (in part) explain the predominance of DT models
even for ESM data.
First, an advantage of CT modeling, especially if it becomes widely known and
used, is that it allows researchers flexibility in choosing their data collection schemes.
Bolger, Davis and Rafaeli (2003) warned against the danger of making study design
choices solely on the basis of data analytic concerns, and this can be applied to
situations where DT modeling would call for the collection of equally spaced data.
The ecological validity of ESM data is improved by using unpredictable measurements
(Hektner, Schmidt, & Csikszentmihalyi, 2007), and in some cases unequally spaced
measurements are (also) more efficient in terms of gathering information about the
underlying process (Voelkle & Oud, 2014).
Second, it has been argued that CT modeling fits more naturally with our theories
and hypotheses about how processes are continually evolving, and that the discrete
time intervals which become the focus in DT modeling are an artifact of measurement rather than a thereotically meaningful construct (Oud, 2002; Oud & Delsing,
2010). Any ESM researcher who takes measurements at irregular intervals has assumed from the outset that the process continues to exist and evolve in between the
measurements, so a CT model is a natural choice.
A third consideration in favor of CT modeling is that DT model parameters cannot easily be generalized or compared between studies that use different (average)
time lags between measurements, which poses a serious problem for meta-analysis
and for theory formation more generally (Oud, 2002; Voelkle et al., 2012; Deboeck
& Preacher, 2016). As Deboeck and Preacher show, even the interpretation of parameters within a single DT VAR model easily leads to confusion. In contrast, CT
model parameters can always be compared or transformed into corresponding DT
parameters for any given time interval of interest.
The fourth point of comparison between DT and CT models is pragmatic: while
AR and VAR models (including multilevel extensions) can be implemented in many
major statistical software packages, this is not the case for their CT analogues. Recent
2 An

additional difference between the DT and CT models is that the DT AR(1) / VAR(1) models
allow for negative autocorrelations, resulting in a process that tends to oscillate around its mean
after each discrete unit of time; such a process cannot be obtained from a CAR(1) / CVAR(1)
model. There are, however, other CT models that can represent various sorts of oscillating processes
which have no corresponding DT model representation.
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advances have been made, though, with the publication of the R package ctsem for
CT structural equation modeling (Driver, Oud & Voelkle, 2017), which can be used
to fit the CAR(1) and CVAR(1) models as well as many other and more complicated
models for time series and panel data.

5.4

A simulation study to assess bias in (V)AR(1) modeling
of ESM data

Given that (V)AR(1) models are frequently used for studying lagged relationships
in unequally spaced ESM data, it is important to determine whether any bias that
may result is substantial enough to lead to problems in practice, or whether (in some
situations) results and substantive conclusions are robust against the violation of the
assumption of equal spacing. In this section, we present a simulation study that
addressed this question specifically for the context of N = 1 AR(1) and VAR(1)
modeling of ESM data.
In this simulation study we compared the performance, in terms of accurate estimation of Φ, of (V)AR(1) and C(V)AR(1) models, under different specifications.
We simulated data under the CAR(1) and CVAR(1) models, thus examining both a
univariate and a bivariate case. The data were generated using a signal-contingent
sampling scheme where the waking hours (15 hours) of each day are divided into ten
back-to-back 90-minute blocks during which a beep can randomly occur. In a first
round of simulations it was assumed that any interval length, including very small
intervals > 0, could occur (although very short intervals have a low probability); in
a second round of simulations, we put a restriction on the intervals such that they
must be at least 15 minutes long, which is more realistic. By comparing the results,
we could get an impression of the bias that may occur in the theoretical “worst case”
scenario as well as in a more realistic research scenario, that is, a scenario where very
short measurement intervals do not occur. We expected that prohibiting the shortest
possible intervals attenuates the bias caused by ignoring the unequal spacing, since
the shortest intervals are associated with the largest true autocorrelation, as was
illustrated in Figure 5.2.

5.4.1 Data generation
The simulated data were generated using R (R Core Team, 2016) and the R packages
MASS (Venables & Ripley, 2002), matrixcalc (Novomestky, 2012), and expm (Goulet
et al., 2015). The general procedure was as follows: First we generated the exact
beep times according to a signal-contingent sampling scheme for the specified number
of days, measurements per day, and block length in the simulation. Time was scaled
in such a way that a ∆ value of 1 corresponded to one block of 90 minutes, and
the restriction on the minimum interval length was either ∆i > 0 or ∆i > 16 , with
the latter restriction corresponding to a minimum interval of 15 minutes between
measurements, used in the second round of simulations. In all simulations we assumed
that there are ten measurements per day, and that the process continues unobserved
throughout the night; each day’s first observation was only (very) weakly correlated
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to the previous day’s last observation. The exact time intervals ∆i for all pairs of
consecutive measurements y ti , y ti−1 were calculated by subtracting their exact times
ti and ti−1 .
The first observation was randomly drawn from the stationary distribution, that
is, from a (multivariate) normal distribution with a zero mean (vector) and (co)variance (matrix) Σy . The means of the time series were always fixed at 0, and the
variances at 1, giving us standardized variables. For each consecutive observation
starting at i = 2, we used the obtained values of ∆i and y ti−1 together with the
specified B to derive the predicted value(s) of y ti according to Equation 5.4 (which
holds for mean-centered variables). To obtain the actual y ti , we added to this prediction the random innovation term(s) ∆i , which were distributed as in Equation
5.5, with Σ∆i derived from ∆i and the parameters B and Σy , using Equation 5.6.
Univariate
In the univariate simulations, we used nine different values for the autoregressive
parameter φ for an interval length of ∆ = 1, ranging from .1 to .9 in increments of
.1. Although the largest of these φ values are less likely in practice, using both small
and large values provided us with a complete picture that enabled us to see how the
bias depends on the true autocorrelation. Note that, due to the differing scales of φ
and B, a true φ of exactly 0 would correspond to an infinitely negative B, whereas
a φ close to its upper bound of 1 would correspond to a B close to its upper bound
of 0. The values 0.1 to 0.9 for φ thus corresponded to values −2.30 to −0.11 for B
in the CAR(1) model. For each condition we simulated one very long time series
with 1,000 days (giving us 10,000 observations) to study the asymptotic performance
of the models. In addition, we generated 1,000 shorter time series with 10 days
each (giving us 100 observations per time series), to investigate the (variability in)
performance for a more realistic sample size.
Bivariate
To ensure that Φ and Σ in the bivariate simulation had realistic magnitudes for ESM
research, we based our choice for these parameters on the fixed-effects estimates reported in Schuurman, Grasman and Hamaker (2016), who estimated a multilevel
bivariate VAR(1) model for empirical data on Positive Affect and Worrying. We
generated standardized variables by first transforming the reported parameter estimates from their study, setting the mean to zero for both variables, and obtaining


1
−0.5155
Σy =
−0.5155
1
for the covariance matrix. The standardized matrix Φ (for ∆ = 1) was


0.3540 −0.0482
Φ=
,
−0.0679 0.2770
which corresponds (approximately) to the drift matrix


−1.0541 −0.1554
B=
.
−0.2188 −1.3021
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Using these CVAR(1) parameters, we simulated one very long time series (with 1,000
days) and 1,000 shorter ones (with 10 days each), just as we did in the univariate
simulation.

5.4.2 Analysis
All analyses were implemented using the ctsem package in R (Driver, Oud, & Voelkle,
2017), because it provides us with a straightforward way of implementing not only
the C(V)AR(1) model, but also DT models like the AR(1) and VAR(1) model. Empirical researchers applying the AR(1) or VAR(1) model have many options for the
implementation, but in our simulations we wanted to use the same software for all
four model specifications. This ensures the comparability of the results across the
models, both in terms of parameterization and estimation procedures. Since an analysis in ctsem involves specifying the time intervals in the data, we can choose to
specify the time intervals in such a way that, for practical purposes, a DT (V)AR(1)
model is obtained (by setting all time intervals to the same value). We can also
specify the time intervals in such a way that a “compromise” between a DT and CT
model is obtained, as will be discussed in more detail below. This allows us to implement models that resemble two common data adjustment strategies in DT modeling
of ESM data: removing the nighttime interval from the model, and inserting missing values in the data to reduce the differences in interval lengths. Any differences
in performance between our model implementations can then be attributed to how
they account for the time intervals, as there are no confounding factors like differing
estimation algorithms or parameter restrictions.
Each of the simulated data sets was analyzed with four different model specifications, which are illustrated in Table 5.1; the first three are different DT model
implementations, and the fourth is a true CT model. Model implementation (MI)
1 represents the standard (V)AR(1) model approach, where all information about
the interval lengths is ignored, and the data are analyzed as if all time intervals are
exactly equal, including the nighttime interval. Of course, this is a crude modeling
approach which we would not recommend to any researcher. MI 2 is better in that it
takes the longer nighttime interval into account, but it still relies on assuming that all
the measurements within days are equally spaced. This approach is quite similar to
a common analysis approach for ESM data, where researchers fit (V)AR(1) models
after setting the lagged predictor to a missing value for those cases where the first
measurement of a day is predicted; that way, they prevent a day’s first measurement
from being regressed on the previous day’s last one. Our third MI goes one step further, by using an approximation of the true interval lengths up to a certain precision
of, in our case, 15 minutes (or 16 th of a block). This MI is interesting because, as
discussed in a previous section, one proposed method of dealing with unequal time
intervals is to use phantom variables (deliberately added “missing” data points) to
at least partly account for timing in a DT model. As a result, differences in interval
lengths are accounted for up to a certain extent, and this is what we have in our
MI 3. Finally, our fourth MI is the true CT model which uses the exact interval
lengths between the measurements, and which we expect gives us the least biased
estimates of Φ. The main question of interest to us is whether MI 3 or even MI 2
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approximates this closely enough that we can conclude that a DT (V)AR(1) model
with appropriate cautionary measures – removing the nighttime interval from the
analysis, and possibly also inserting missing data – is an acceptable substitute for
the C(V)AR(1) model in practice.
Table 5.1: Illustration of the difference between the true time intervals, which are used in

the CT model (MI4 ∆i ) and are given in the right-most column, and the assumed time
intervals in the other model implementations (MI 1 to MI 3, in worst to best order). Note
that the blocks are 90 minutes each, and the beep time is expressed in blocks, so that a time
ti of 9 corresponds to 13.5 hours after the start of the study, and a ∆i of 0.5 to a 45-minute
interval. The interval between evening and morning is appr. 7 blocks, corresponding to 9
hours.
Block
Day
Day
Day
Day
Day
Day
Day
Day
Day
Day

1,
1,
1,
1,
1,
1,
1,
1,
1,
1,

Beep ti
1
2
3
4
5
6
7
8
9
10

Day 2, 1
Day 2, 2
Day 2, 3
..
.

MI 1 ∆i

MI 2 ∆i

MI 3 ∆i

MI 4 ∆i

0.069
1.818
2.943
3.269
4.169
5.034
6.179
7.642
8.023
9.008

1
1
1
1
1
1
1
1
1

1
1
1
1
1
1
1
1
1

1.67
1.17
0.33
1.00
0.83
1.17
1.33
0.50
1.00

1.75
1.12
0.33
0.90
0.86
1.14
1.46
0.38
0.99

16.393
17.814
18.376
..
.

1
1
1
..
.

7
1
1
..
.

7.33
1.33
0.67
..
.

7.38
1.42
0.56
..
.

We discuss bias in terms of Φ rather than B, because B has a less straightforward
scale, which makes it harder to evaluate the relevance of a given amount of bias.3
Another reason to focus on Φ is that these DT parameters are commonly reported in
the literature, and our interest is whether and how much they may be biased because
of the timing issue. Thus, we derive the implied Φ for an interval length of one block
(i.e., 90 minutes or ∆ = 1) from the B obtained in ctsem, and then we compare them
with the true Φ for that interval.

5.4.3

Results for the univariate data

For one very long time series
First we consider the results of the simulations allowing all theoretically possible
interval lengths, that is, allowing very short interval lengths, representing a “worst
3 Consider,

for instance, that B in a CAR(1) model can range from −∞ to 0, and that the difference
between −1 and −0.1 is more meaningful than that between −100 and −99.1 or that between −100
and −10.
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case” scenario where the most potential bias in the DT model is expected. The
upper pane of Figure 5.3 illustrates the absolute bias (estimate - true value) in the
autoregressive parameter φ (for an interval length of ∆ = 1) for each of the four
model implementations and for each true φ; the lower pane illustrates the relative
bias, defined as the absolute bias divided by the true parameter size. It can be seen
that for 8 out of the 9 parameter values, the CAR(1) model (MI 4) performed better
than MI 1 and 2, which resemble two common AR(1) modeling approaches. An
important finding is that MI 3 is barely distinguishable from the CAR(1) model, so
it appears that adding this amount of “missing” data (allowing interval lengths to
differ by increments of one sixth) is sufficient to counter most of the bias resulting
from inappropriate handling of interval lengths. Only when the true autocorrelation
for an interval of one block is as low as .1 does it appear that MI 3 is still slightly
affected by bias due to timing misspecification, as it overestimates the autocorrelation
by .009, while the CAR(1) model (MI 4) is off by only .002.
To get an overall impression of how the four model implementations perform, we
can also average the absolute or relative bias over the nine different true φ values,
obtaining the results shown in Figure 5.4. Whether we look at the absolute or
relative bias does not change the conclusion that the CAR(1) model and its closest
approximation, MI 3, clearly outperform MI 1 and 2, indicating that inappropriately
assuming equal time intervals causes positive bias in the autocorrelation estimate,
as we expected. Note that the comparison between MI 1 and 2 reverses depending
on whether we look at the absolute or the relative bias. In Figure 5.3 it can be
seen that MI 2 suffers from a positive bias for all the true φ values of .6 and under,
congruent with our expectations, but MI 1 suffers less from this positive bias, and
is even strongly negatively biased for true φ values of .5 and higher. To understand
why this is, consider first that MI 1 and MI 2 have a source of positive bias in
common, namely that they both inappropriately treat measurements within a day as
equally spaced. But on top of that, MI 1 adds a second faulty assumption, namely
that the nighttime interval is also equally long as all other intervals. This causes an
additional bias, which is downwards: Observations which, in reality, are at best very
weakly correlated (by φ7 ) are treated in this model as if they must be correlated by
φ, and in our sampling scheme, this applies to 10% of the observations. This negative
bias can attenuate or overcompensate for the positive bias that MI 1 has in common
with MI 2, and it becomes more pronounced as the true φ parameter becomes larger.
For one thousand shorter time series
To investigate a more realistic scenario, we also simulated 1,000 shorter time series
for each true value of φ, with each time series consisting of 10 days (100 observations). Each model implementation was applied to these datasets, and the findings
are illustrated in Figure 5.5. We calculated the deviation between the estimated and
true φ for each fitted model and then took the median over the 1,000 values as a
summary of estimation error or bias. The same was done for the deviation divided
by the (absolute) true parameter value, to get an indication of relative rather than
absolute bias. We used the median because the distribution of the deviations tends
to be skewed when the true parameter φ is near its lower (0) or upper (1) bound,
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making the mean an inappropriate summary statistic.
Comparing the median bias values in Figure 5.5 with the bias values for the
very long time series in Figure 5.3, we see that the patterns are largely similar.
One difference to note is that the median estimation error over one thousand short
time series is always negative, regardless of the true parameter value, for the true CT
model (MI 4) and for its close approximation MI 3. This is consistent with the known
negative bias in the estimated autoregression for shorter time series demonstrated in
the literature on both CAR(1) and AR(1) models (cf. Hurwicz, 1950; Marriott
& Pope, 1954; Yu, 2012). This also explains why, as the true φ increases, MI 1
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Figure 5.3: Absolute and relative bias for each model implementation and each true φ in

the univariate simulation with one very long time series (of 1,000 days) and no minimum
interval length. Each line represents a model implementation, and on the X-axis we have
the nine different true values of φ.
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Figure 5.4: A comparison of the average size of the absolute and relative bias (ignoring

its sign) of each model implementation over all true φ (from .1 to .9), in the univariate
simulation with one very long time series (of 1,000 days) and no minimum interval length.

and especially MI 2 become negatively biased more quickly than they did in the
asymptotic case. Judging by the median estimation error, it would appear that MI
2 gives the most accurate estimate of the four implementations whenever the true φ
is greater than .5. This can be explained by the fact that the positive bias particular
to MI 2, and the negative bias common to all implementations, cancel each other out
to some extent. Given this explanation, the model can hardly be considered a good
alternative to the true model MI 4 or its close approximation MI 3; and we can see in
Figure 5.5 that the latter two have the least relative median estimation error overall,
that is, if we consider the whole range of true φ values from .1 to .9.

5.4.4 Results for the bivariate data
For one very long time series
Our findings for a very long time bivariate time series are illustrated in Figure 5.6.
There it can be seen that MI 1 and 2 suffer from a positive bias for each element in
the Φ matrix, whereas MI 3 and MI 4 have a negatively biased estimate of one of the
off-diagonal elements. The total size of each bar gives an indication of the amount of
total bias in the Φ matrix, and it is clear that the data-generating, true CT model
MI 4 is the least biased overall. MI 2 has the most bias overall, and the reason is
that it most strongly overestimates both of the diagonal elements of Φ, that is, both
the autoregressive coefficients. The fact that MI 1 outperforms MI 2 in this regard
can likely be explained by the fact that MI 1 involves several competing sources of
bias which can cancel each other out, as discussed above. The bottom pane of the
Figure shows the relative bias, which means that the absolute bias in each element of
Φ is divided by the (absolute value of the) true coefficient to get a better impression
of the relevance of the bias. Here it can be seen that MI 1 and 2 differ much less in
the total amount of relative bias, and that MI 1 comes out worse, because MI 1 has a
larger absolute bias in the off-diagonal elements of Φ, which have smaller true values,
so that in a relative sense this bias is worse than the bias of MI 2 in the diagonal
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Figure 5.5: Median absolute and relative estimation error, for each model implementation

and true φ, over 1,000 shorter univariate time series (of 10 days each), with no minimum
interval length. Each line represents a model implementation, and on the X-axis we have
the nine different true values of φ.
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elements. MI 4 comes out as the least biased model, overall, whether we look at the
absolute or relative bias.
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Figure 5.6: Absolute and relative bias in Φ for each model implementation in the bivariate

simulation with one very long time series (one thousand days) and no minimum interval
length. In this graph, each stacked bar represents a model implementation and each color
represents a different element of the matrix Φ, with the autocorrelations in blue and the
cross-coefficients in green. It can be seen that MI 1 and 2 have a greater total amount of
bias (longer bars) than MI 3 and 4, and that only the latter two model implementations
have any negative bias (namely, for φ21 ). MI 2 stands out particularly because of its large
positive bias in both of the autocorrelations.
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For one thousand shorter time series
Turning again to the more realistic case where we have shorter time series, and where
we look at the median of the estimation error over one thousand such time series, consider the results for the bivariate data illustrated in Figure 5.7. Here we see that only
for MI 2 the pattern of results is very similar to the asymptotic case, with a positive
bias in all four elements of Φ, which is the largest for the diagonal (autoregressive)
coefficients. For the other three model implementations, however, we note that the
results for shorter time series are quite different from those for the asymptotic case.
The median estimation error in both of the diagonal elements of Φ is now negative
for MI 1, 3 and 4, and the positive bias for φ12 has virtually disappeared for MI 3
and 4. Their negative bias in φ21 is similarly diminished, but both implementations
show a large negative estimation error for the diagonal elements, which were actually
overestimated in the asymptotic case. We note that this pattern of results is consistent with what we found in the univariate case, since a negative bias in estimated
autoregressive coefficients is to be expected in both DT and CT models for shorter
time series. The size of the underestimation in φ11 and φ22 for MI 3 and 4 in the
short time series is also consistent with our findings for the univariate simulation
with short time series, where a median estimation error roughly between -.01 and
-.02 was found for true Φ values between .4 and .3 (recall that the values of φ11 and
φ22 in the bivariate simulation are .354 and .277, respectively). Furthermore, in both
of the simulations we see that MI 2 is the only implementation that does not show
this well-known negative bias in estimated autoregressive coefficients in shorter time
series, but as we discussed above, this does not justify the conclusion that it is to be
preferred. What is consistent between the asymptotic simulation and the one with
shorter time series is that MI 4 and MI 3 clearly have less total estimation error in
Φ than MI 1 and 2, and that MI 4 has the least estimation error overall (although
the difference between MI 3 and 4 is very small).

5.4.5

The effect of prohibiting intervals shorter than 1/6th of a
block (or 15 minutes)

As we mentioned above, ESM research in practice may involve constraints on the
minimum time interval between consecutive measurements. Since we stated that the
shortest possible time intervals can be expected to exert the most influence on the
estimation of the autoregressive coefficients, it is important to see to what extent the
above findings hold in the case where such short intervals do not occur in the data.
Therefore, all the above simulations were repeated while prohibiting measurement
intervals shorter than 15 minutes (one sixth of a block). To save space, the bias results
under this restriction are provided in the Appendix; and here we only summarize the
most noteworthy results and our conclusion.
In the univariate case, the positive bias in the autoregressive parameter in MI 1
and 2 is somewhat ameliorated by prohibiting the shortest measurement intervals,
as we expected; however, this effect is only seen for the smallest true φ (of .1). This
finding was the same for the asymptotic case as for shorter time series. No such
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Figure 5.7: Median absolute and relative estimation error in Φ for each model implemen-

tation, over one thousand shorter (ten-day) bivariate time series, with no minimum interval
length. In this graph, each stacked bar represents a model implementation and each color
represents a different element of Φ. In terms of the total amount of absolute estimation
error, MI 2 and MI 4 are hard to distinguish and only MI 1 is clearly more biased than the
rest; but when we consider the relative estimation error, it is clear (from the length of the
stacked bars) that MI 3 and MI 4 outperform the other two MIs. MI 2 stands out because
it is the only MI that overestimates the autocorrelations.
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benefit of prohibiting short time intervals was consistently observed for larger true φ
values in the univariate simulations.
In the bivariate simulations, we find that the total amount of bias in Φ for MI
1 and MI 2 is highly similar to what we found while allowing short intervals, so
that there is no clear advantage to prohibiting short intervals. A surprising result is
that in MI 3 and MI 4 the cross-coefficient φ12 is more strongly (positively) biased
when short intervals are prohibited, and in the specific case where we have shorter
time series, φ21 is also biased more heavily (albeit negatively) when short intervals
are prohibited. Thus it seems that, especially in the realistic case of shorter time
series, bivariate VAR(1) model estimates do not necessarily become less biased when
short time intervals are prohibited, and CVAR(1) model estimates may even become
more biased because of it. An explanation may be that short intervals can be highly
informative for estimation, depending on the true parameter size(s). Under these
simulation conditions, MI 3 and MI 4 no longer even seem preferable to MI 1 and
MI 2 in terms of the total amount of (absolute or relative) median estimation error,
but this is not because MI 1 and MI 2 have become less biased, as we would have
expected; it is only because MI 3 and MI 4 have become more biased.
In summary, it is not clear that prohibiting intervals shorter than 1/6th of a block
is an effective way of reducing the bias in the DT models, except in the specific case
of a univariate process where it is expected that the true autocorrelation at a lag of
1 is very small (φ ≤ .1).

5.4.6

Conclusion

To summarize our findings, we can state that our simulations showed that the specific
bias caused by misspecification of the timing of the measurements depends to a large
degree on the true parameters of the process, in such a way that it appears to
be most relevant when the true effects for an interval of one block are small. As
discussed in the literature, both the AR(1) and CAR(1) model suffer from a negative
bias in the autoregressive parameter when short time series are analyzed (Hurwicz,
1950; Marriott & Pope, 1954; Yu, 2012), but this bias tends to be small relative
to the true parameter size. In our simulations we found that the cruder model
implementations MI 1 and MI 2, which correspond to common DT applications of
AR(1) models in the literature, can result in much more severe bias. Especially
when a true autocorrelation is small, MI 2 overestimates it strongly while MI 4 and
MI 3 do not, and this is consistent with our expectations. As we saw, there are
multiple competing sources of bias at work in MI 2 and even more in MI 1, which
can sometimes cancel each other out so that in specific instances, MI 1 may appear
to be “better” than MI 2, even though we know that MI 2 is the more appropriate
choice. Since small autocorrelation values (< .3) are commonly reported in the
psychological literature, it is especially relevant that MI 2, the most sensible DT
modeling approach, can result in a bias as large as 60% of the true parameter size.
The fact that MI 1 and MI 2 are differentially biased for different true values of Φ
also seems problematic given that in practice, researchers often aim to compare the
Φ coefficients for different persons’ time series (or to predict them from person-level
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covariates). MI 3 and MI 4 appear to be more consistent in both the direction and
the absolute size of the bias.
The true model, MI 4, and its close approximation MI 3 typically outperformed
the others in terms of overall absolute or relative bias in the Φ parameters. This
indicates that, in addition to theoretical considerations in favor of CT modeling
approaches, they are advantageous in terms of reducing bias in Φ when analyzing
unequally spaced ESM data. However, since the results for MI 3 and MI 4 were
barely distinguishable in our simulations, it seems that, for practical purposes, an
approximation of a CT model may be as good as the real thing, under the conditions
considered in the present study. Note that in our simulations the specification of MI
3 was such that an interval of one block in the original data is divided into six blocks
in the analysis. Based on our results it cannot be said how well this approach would
perform if the blocks were divided into fewer parts, or in other words, if the true
interval lengths were approximated less closely.

5.5

Empirical illustration

We now analyze empirical data concerning the positive affect of three adolescents,
to investigate how DT versus CT modeling of unequally spaced ESM data can play
out in practice.
AR(1) models are often used for the analysis of affect data, to investigate differences between individuals in their autocorrelation, which is an indicator of affect
regulation (and is often called inertia in this context). Therefore, this analysis investigates how the substantive findings in this line of research might differ when CT
modeling is used instead of DT modeling, to gauge the practical relevance of the
choice between these approaches.

5.5.1 The data
The data that we will analyze resulted from the first wave of ESM data collection in
a larger study that was designed to detect at-risk mood profiles related to depression
in adolescents. As part of this study, ESM questionnaires were filled out by 244
adolescents (aged 12 to 16) from a high school in the southern part of the Netherlands,
after both the adolescents and their parents had given active informed consent. The
study was approved by the ethics committee of the Faculty of Social Sciences at
Utrecht University.
The participants filled out the ESM questionnaires throughout the day, including
during school hours, as the school had agreed that they were allowed to fill out the
questionnaire during lessons, if necessary. The questionnaires were delivered on the
adolescents’ own smartphones, using the mobile app Mypanel. The first wave of
ESM measurement lasted for seven consecutive days, and on each day a maximum of
eight measurements were taken between 8 AM and 10 PM. A morning measurement
occurred between 8 and 10 AM, an evening measurement between 8 and 10 PM, and
in between these there were six measurements between 10 AM and 8 PM. A signalcontingent sampling scheme was used, and each beep was programmed to occur
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randomly within each block, without imposing a minimum interval length. The
participants were instructed to respond to a beep as quickly as possible, but they
could respond later, if necessary (in which case, they should report their affect at the
time of responding, not their affect at the beep time). The six questionnaires during
the day had to be filled out within 1.5 hours after the beep; the morning questionnaire
within 2 hours; and the evening questionnaire within 4 hours. The purpose behind
this flexibility was to enable all participants to fill out all questionnaires even if
they had busy schedules and activities that they could not interrupt. Filling out a
questionnaire took approximately 1-2 minutes.
A scale score for the adolescent’s positive affect (PA) was obtained by averaging
over six specific items, namely feeling relaxed, satisfied, confident, cheerful, energetic,
and enthusiastic. Each item was measured using a 7-point scale, where 1 indicated
that the respondent did not feel that, 4 indicated that they moderately felt that, and
7 indicated they definitely felt that. The reliability for the PA scale in the first ESM
wave of the study was high with a Cronbach’s alpha of .928 based on 6213 available
data points. For our illustration, we analyze the PA scores of three adolescents
who were selected as follows: First, we selected the (nine) participants who had
completed at least 50 ESM measurements, and then we visually inspected the time
series of PA for these nine participants to determine whether they were suitable for
(C)AR(1) modeling, given its assumptions. Six of these time series were affected
by skewness, ceiling effects, or apparent parameter changes over time, but the other
three looked free of trend, skewness or outliers. By selecting the three time series
without (gross) violations of other model assumptions, we could focus on the effect
of ignoring the violation of the assumption of equal spacing in the AR(1) model,
rather than conflating multiple issues. The time series for the selected adolescents
are shown in Figure 5.8, where the measurement time is expressed in units of 105
minutes since the start of measurement for that person. Note that the time variable
reflects the time at which the respondents completed a questionnaire, not the time
that a beep was delivered; and if the person did not initially hear the beep or was not
able to respond immediately, they might respond a bit later than the beep time. The
stored data thus reflect both the time and the affect at the moment of responding. As
a consequence, short intervals between observations occur more frequently in these
data (namely, when participants had not yet responded to a beep until it was almost
time for the next one) than they did in our simulations. The average measurement
interval was approximately 105 minutes.

5.5.2

Analysis

The PA data for each adolescent was analyzed in four ways. Using ctsem, we fit a
CAR(1) model, and for the purpose of comparison we also fitted MI 3 and 2 in the
same way as we did in our simulations. In addition, we used the lm() function in R
(R Core Team, 2016) to implement an AR(1) model under the same principles as MI
2. The analysis in lm() is a more likely choice for researchers using DT models in
practice: researchers would not use ctsem unless they wanted to fit CT models. The
CAR(1) model, by definition, uses the exact recorded times of all responses, while
the AR(1) model using lm() and MI 2 in ctsem only account for the nighttime, not
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Figure 5.8: Positive affect data for the three adolescents in our empirical analysis. The dots

indicate the observations and reveal that they were spaced irregularly, sometimes following
each other quickly. Note that the software recorded the times that the questionnaires were
filled out (thus matching the affect that the respondent reported), not the times of the
beeps. The dotted line represents the person’s mean of PA.

for the random differences in interval lengths between measurements on the same
day; and MI 3 accounts for the measurement times up to a precision of 1/6th block
(1/6th of 105 minutes), just as in our simulations.
Each person’s data were mean-centered in advance, to aid model convergence (as
recommended in Driver, Oud, & Voelkle, 2017). For the AR(1) model in lm(), we
created a lagged predictor with the slide() function from the DataCombine R package
(Gandrud, 2016),
ensuring that the lagged predictor was assigned the value NA for each first observation of a day. In this way, we prevent treating the nighttime interval als comparable
to within-day intervals, because we do not regress one day’s first observation on the
previous day’s last one.
For the ctsem CAR(1) model (MI 4), time was scaled in such a way that ∆t = 1
corresponded to a 105-minute (or 1.75 hour) interval, which was the intended average
length of the blocks in the measurement schedule in the study. Because time was
scaled in this same way for all three persons, the results for the parameter φ at a
lag of 1 for the CAR(1) model have the same meaning for all three persons. This
is not the case, however, for the AR(1) model estimates obtained using lm(): those
reflect the φ for a specific person under the assumption that ∆t = 1 reflects the
time interval between their measurements (within a given day), ignoring potential
differences between the three persons in their actual average time intervals, as well
as variation in the individual intervals for a given person. The AR(1) model (MI
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2) estimated with ctsem is comparable to the AR(1) model estimated with lm() in
that it assumes that the measurements within a day are equally spaced for all three
persons.
We compare the estimated DT-parameter φ for all three models and persons, and
use the 95% confidence interval (CI) as an indication of the significance of the autocorrelation. For the AR(1) model estimated with lm(), the 95% CI is automatically
obtained as part of the output; for the models estimated with ctsem, we can obtain
a 95% CI for the autocorrelation for any lag (interval length) that occurred in the
input data. That means that for MI 2 and 3 in ctsem, we can obtain a 95% CI for φ
at a lag of exactly 1.75 hours, similar to what we get for the AR(1) model in lm(),
since a lag of 1.75 hours or ∆ = 1 occurs in the input data: In MI 2 it is assumed
to be the lag between all consecutive measurements within a day, and in MI 3 this
value occurs frequently because the true ∆ values are rounded to a precision of 1/6.
For the CAR(1) model (MI 4) we can only obtain approximate 95% CIs for the φ at
a lag of ∆ = 1 or 1.75 hours, because the true interval lengths closest to 1.75 hour
that actually occurred in the data for the three persons were 1.742, 1.749, and 1.727
hours, respectively.

5.5.3

Results

The model estimates for the PA of each of the three adolescents are given in Table 5.2,
together with some data descriptives that are relevant for interpreting the models.
As can be seen in the Table, both the median and the mean of the interval length
between consecutive measurements on the same day were not exactly equal for the
three adolescents. Person 2 has somewhat longer measurement intervals, on average,
than was to be expected under the beep schedule; but as we noted, participants were
able to respond some time after the beep if necessary (e.g., if they had not heard
it or if they were unable to respond immediately), which increases the variability
of the observation intervals. For the estimates obtained under the CAR(1) model,
this poses no problem whatsoever, since the exact measurement times are used in
the model and we can estimate the φ that applies to an interval of 1.75 hour for all
three adolescents. For the AR(1) model, however, differences between persons in the
average interval length may mean that a comparison of their estimated φ coefficients
is less than perfectly valid, as the autocorrelation does not necessarily apply to the
same average lag in each case.
The results from the CAR(1) model, shown in Table 5.2, indicate that only person
2 had substantial autocorrelation at a lag of 1.75 hours, with an estimated φ of .39
and an approximate 95% CI that lies far away from zero. It is important to note that
in a CAR(1) process, negative autocorrelations are impossible, which means that the
95% CI of φ can never include negative values and can only approach 0 more and
more closely. In the case of person 2 it is far enough removed from the zero bound
to conclude that the autocorrelation is significant, but for persons 1 and 3 the 95%
CI was very close to zero, in addition to the point estimates of φ being much smaller
(.05 and 0, respectively). For person 3 we reported exact zeros because the software
returned them, indicating that the values are too minute for the numerical precision.
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Thus, even the upper bound of the 95% CI for person 3 was so close to zero that it
could not be represented numerically, indicating clearly a lack of autocorrelation.
Comparing the results of the CAR(1) model with those of its approximation MI 3,
the only noteworthy change we see is that the estimated φ for person 1 becomes larger
(.10 instead of .05) when the interval lengths used in the model are less precise; the
lower bound of the 95% CI, however, remains close to zero. Switching to the AR(1)
model implementation in ctsem (MI 2), the first thing to note is that the overall
conclusions remain the same: persons 1 and 3 do not have significant autocorrelation,
but person 2 does, and the estimated φ of .35 for person 2 is quite close to the
estimate of .39 from the CAR(1) model. The point estimates of φ for persons 1 and
3, especially the former, are larger than under the CAR(1) model or its approximation
MI 3, and the upper bounds of the 95% CIs have shifted upwards quite a bit, but

Table 5.2: Data characteristics and parameter estimates under four model implementations
for the PA of the three adolescents in our empirical example. Note that exact zeros reported
in the table represent values too small for the numerical precision of the software. The 95%
CIs for the CAR(1) model are approximations, based on observed lags as close to 1.75 hour
as possible.
Person 1

Person 2

Person 3

Data characteristics
Median within-day interval (hrs)
Mean within-day interval (hrs)
Number of observations

1.495
1.773
53

1.811
1.906
50

1.483
1.709
51

CAR(1) model (MI 4) in ctsem
Autocorr φ for ∆ = 1.75 hr
± 95% CI of φ
Stat. var. σy2

.05
[±0, .36]
0.98

.39
[.12, .64]
1.41

0
[0, 0]
0.61

Approximation (MI 3)
of the CAR(1) model, in ctsem
Autocorr φ for ∆ = 1.75 hr
95% CI of φ
Stat. var. σy2

.10
[±0, .42]
0.97

.39
[.11, .64]
1.42

0
[0, 0]
0.61

AR(1) model (MI 2) in ctsem,
accounting for nighttime intervals
Autocorrelation φ
95% CI of φ
Stat. var. σy2

.19
[±0, .50]
0.94

.35
[.07, .61]
1.36

.05
[±0, .33]
0.61

AR(1) model with lm(),
removing nighttime intervals
Autocorrelation φ
95% CI of φ
Stat. var. σy2

.19
[-.13, .52]
0.99

.37
[.06, .67]
1.54

.06
[-.24, .35]
0.66
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the lower bounds of the 95% CIs are still so close to zero that the autocorrelation
should be interpreted as nonsignificant. The only way that substantive differences
in our conclusions from the different models might arise, then, is if we were to use
or interpret the point estimates of φ without considering their (non-)significance; for
instance, if we were to use covariates to predict differences in φ, as is common in
multilevel analysis.
When we switch to a true DT AR(1) model in lm(), the conclusions again remain
unaffected, and the point estimates of φ are highly similar between the AR(1) model
and MI 2 in ctsem. One point of difference is that the lower bounds of the 95%
CIs for the nonsignificant autocorrelations are negative values in the AR(1) model,
because a true (DT) AR(1) model does not restrict φ to be positive in the way that
the CAR(1) model (and thus any ctsem model implementation, including MI 2 and
3), does. Although a 95% CI for φ that can include negative values might be seen as
advantageous for the purpose of significance testing, the possibility of a negative φ
is inconsistent with the assumption that the process unfolds continuously over time.
One could argue that if researchers decide to measure at irregular intervals, they
have committed themselves to that assumption from the outset.
Overall, it is reassuring to see that the significance of the parameters comes out
the same between the AR(1) and CAR(1) models, so that substantive conclusions
about these three adolescents would likely not differ depending on which modeling
approach was used. However, a point of concern is the change in the point estimate
of φ for person 1, which was .05 in the CAR(1) model, .10 in the approximation of
the CAR(1) model (MI 3) and .19 in both of the AR(1) model implementations. Here
we cannot simply assume that the CAR(1) model estimate must be right, because
in our simulations we found that even the true model can be biased, and indeed,
in some cases it can be biased more severely than cruder models which compensate
one source of bias with another, depending on the true parameter size. Based on
our simulation findings and on the literature regarding bias in AR(1) and CAR(1)
models (Hurwicz, 1950; Marriott & Pope, 1954; Yu, 2012), it may be expected that
the CAR(1) model estimate of .05 suffers from some negative bias due to the small
number of observations: In our simulations we noted a consistent negative bias for
time series of one hundred observations, and here we have only 53 observations, so a
more severe bias may be expected. This bias should also affect the AR(1) model, but
there it may be ameliorated by a positive bias due to ignoring the true length of the
measurement intervals. We found that this positive bias is mostly applicable to true
parameters of .1 (or smaller), so it seems especially relevant for this empirical case,
but we can only guess to what extent this bias occurred in this specific empirical
application. Since our simulations indicated that, overall, the bias for the CAR(1)
model (as well as for its approximation MI 3) is smaller than that for the AR(1) model
(whether MI 1 or MI 2 as used here) and less dependent on the true parameter value,
it seems reasonable to put more stock in the CAR(1) model and assume that the
estimate of .05 under the CAR(1) model is closer to the truth than the estimate of
.19 under the AR(1) model.
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5.6

Discussion

In this article we set out to investigate the practical relevance of a known but seemingly ignored theoretical issue, namely that unequally spaced ESM data violates an
assumption of DT models like the AR(1) and VAR(1) model. We discussed why
bias in the parameters of interest is to be expected when measurement timing is not
taken into account properly, and why CT approaches like the CAR(1) and CVAR(1)
models can handle unequally spaced ESM data without any such issues. While we
noted that there are several reasons to favor CT models over DT models in general,
many previous research findings are based on DT models. Furthermore, AR(1) and
VAR(1) will likely continue to be used for ESM data, because they are easy to implement in many statistical software packages (even in the case of multilevel model
extensions). Indeed, AR(1) or VAR(1) models are a popular approach to investigating individual differences in autoregressive parameters, e.g., in the context of research
into emotional inertia or dynamic network approaches to psychopathology.
Our simulations with univariate time series confirmed that AR(1) modeling of
unequally spaced ESM data may lead to overestimation when the true autocorrelation
is (very) small; it also confirmed that ignoring the nighttime interval in a multiday study is even more dramatic than “merely” ignoring the variation in interval
lengths within a day. While the absolute size of the bias was small in many cases
in our simulation, and it may seem negligible, the bias can be large relative to the
true parameter size, so that it should not be ignored. The CAR(1) model was less
biased, overall, and more consistent in the size and direction of its bias, than the two
AR(1) model implementations that we considered. In the bivariate case, a CVAR(1)
model also had less total bias than a VAR(1) model. Furthermore, we found that a
close approximation of a CAR(1) or CVAR(1) model, such as could be obtained by
inserting “missing values” to reduce the measurement intervals to a finer scale, can
be an adequate substitute for the true CAR(1) or CVAR(1) model in terms of its
accuracy, at least in all the circumstances we studied: The models were often barely
distinguishable in terms of their bias.
We note that all of the models had some estimation error, especially in the case
of shorter time series (realistic in the ESM context), where they are affected by a
negative bias which is known from the literature (cf. Hurwicz, 1950; Marriott &
Pope, 1954; Yu, 2012). Paradoxical situations can occur when this negative bias
cancels out with the positive bias in a DT model for unequally spaced data, so that
it can appear to be a better model, when actually it is compounding multiple sources
of bias with unpredictable and highly variable results. In practical applications of
AR(1) or CAR(1) models we can expect that there is probably always some bias,
but a serious issue with the DT models for unequally spaced data is that both the
size and the direction of the bias tend to depend strongly on the true parameter,
in addition to more general factors like the length of the time series. And when
the interest is in comparing estimated parameters for different persons, as is often
the case in ESM research, a differential bias in their estimates poses a threat to the
validity of the analysis. Therefore, we recommend that researchers use CT models
or at least approximate them by inserting missing values.
Prohibiting intervals shorter than 1/6th of the intended average interval length
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(or block) in the measurement schedule did not consistently improve the estimation
accuracy of all the models or reduce the bias in the DT models, except in the case
of a univariate process with a very small autocorrelation parameter (.1) at a lag of
one block. In the bivariate case, different elements of the drift matrix were affected
differently by prohibiting these very short intervals, and we did not find an overall
advantage compared with the situation where all theoretically possible intervals were
allowed.4 A likely explanation is that having very short intervals in the data can be
both an advantage or a disadvantage depending on two things: First, whether we
are using a CT model or a DT model, with the latter inappropriately treating all
intervals as equal; and second, whether the true effects are small or large, since this
determines how informative short intervals are for our estimation compared to longer
intervals. A very small (and short-lived) effect is best observed when little time has
passed, i.e., before it has faded away; while a larger (and more persisting) effect can
still be observed over longer time lags. In multivariate processes the best observation
interval for one effect is dependent on all the other effects, so that we cannot give a
general recommendation for or against prohibiting very short measurement intervals.
In practice, other considerations having to do with software limitations, respondent
burden or ecological validity should factor into this decision.
We recommend that researchers working with unequally spaced ESM data make
use of CT models whenever possible, since these models have several important advantages over DT models both from a theoretical and practical perspective. CT
models provide a natural match with the assumptions and hypotheses involved in
observing a process at irregular intervals throughout the day, and they allow researchers more freedom to interpret, compare and generalize their findings, both
within or across studies, because of how their estimated parameters can be transformed to DT parameters for any time interval of interest. In addition, the risk
of bias arising from unequal measurement intervals in the data is wholly avoided
when CT models are used. We consider this to be particularly relevant for studies
involving multiple persons, because in this case it is crucial that the ordering of the
persons’ estimated parameters not be affected by differential bias. While DT model
implementations that approximate CT models (by adding missing values) can be an
acceptable substitute in terms of avoiding bias, they are less appropriate when there
are differences in the average measurement intervals of participants; and designing a
study to prevent such differences may not always be feasible.
In this paper we focused on N = 1 (vector) autoregressive models, but multilevel
extensions of these models are in demand as an approach to studying interpersonal
differences in dynamics. Multilevel DT AR(1) and VAR(1) models have seen multiple
applications, but up until recently there were no ready made solutions in statistical
software for implementing multilevel CAR(1) or CVAR(1) models. This has changed
now that version 2.3.1 of the ctsem R package incorporates a Bayesian routine for
estimating CT models with random effects in all parameters (Driver & Voelkle, 2017).
In addition, version 8 of Mplus includes Bayesian estimation for various (multilevel)
time series models, and it can be used to approach CT modeling by inserting missing
4 Note

that very short intervals, as well as intervals approaching a length of two blocks, are always
less likely to occur than intermediate intervals under the measurement schedule considered in this
study.
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values (Asparouhov, Hamaker, & Muthén, 2017). In conclusion, then, the door is
open for a transition towards new default approaches in dynamic modeling of ESM
data, where the measurement schedule is carefully taken into account and the data
is used to its full advantage.
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Appendix
5.A

Simulation results when intervals shorter than 1/6th of
a block were prohibited
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Figure 5.9: Absolute and relative bias for each model implementation and each true φ in
the univariate simulation with one very long time series and a minimum interval length of
15 minutes (1/6th of a block). Each line represents a model implementation, and on the
X-axis we have the true values of φ.
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Figure 5.10: Median absolute and relative estimation error for each model implementation
over one thousand shorter univariate time series with a minimum interval length of 15
minutes (1/6th of a block). Each line represents a model implementation, and on the
X-axis we have the nine different true values of φ.
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Figure 5.11: Median absolute and relative estimation error for each model implementation
in the bivariate simulation with one very long time series and a minimum interval length
of 15 minutes (1/6th of a block). In this graph, each stacked bar represents a model
implementation and each color represents a different element of Φ. It can be seen that MI
1 and especially MI 2 have a greater total amount of bias (longer bars) than MI 3 and 4,
especially when considering the relative bias. MI 2 stands out particularly because of its
large positive bias in both of the autocorrelations.

130

5.A. Simulation results when intervals shorter than 1/6th of a block were prohibited

Median absolute estimation error
in the elements of Φ for each MI

0.05
0.04
0.03
0.02
0.01
0.00
-0.01
-0.02
-0.03
-0.04
-0.05

Φ21

MI1

MI2

MI3

MI4

0.002

-0.006

-0.012

-0.010

Φ12

0.015

0.011

0.009

0.011

Φ22

-0.010

0.017

-0.020

-0.020

Φ11

-0.024

0.016

-0.010

-0.010

Median relative estimation error
in the elements of Φ for each MI

0.40
0.30
0.20
0.10
0.00
-0.10
-0.20
-0.30
-0.40

MI1

MI2

MI3

MI4

0.028

-0.088

-0.179

-0.149

Φ12

0.321

0.238

0.186

0.234

Φ22

-0.036

0.060

-0.074

-0.071

Φ11

-0.068

0.044

-0.027

-0.027

Φ21

Figure 5.12: Median absolute and relative estimation error for each model implementation

over one thousand shorter bivariate time series with a minimum interval length of 15 minutes ( 16 th of a block). Under these conditions, none of the model implementations clearly
outperforms the others in terms of the total amount of (absolute or relative) estimation
error in Φ. However, MI 2 again stands out because it is the only MI which overestimates
the autocorrelations.
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Summary
The increasing popularity of intensive longitudinal research designs in psychology,
such as the experience sampling method (ESM), calls for methodological research
into optimal ways of analyzing the resulting data to address a variety of possible
research questions. Due to the high number of repeated measurements for each
person in this type of study, it is possible to look beyond the traditional toolbox
of statistical techniques in psychology and to choose time series analysis approaches
that can make good use of the rich information contained in intensive longitudinal
data (ILD). Time series models can be used to uncover the dynamics of a process as
it unfolds over time, and when multilevel models are used, they enable researchers
to investigate how individual people may differ in these process dynamics. The goal
of this dissertation was to broaden our understanding of the possibilities as well as
the challenges for applying time series techniques to ILD in psychology.
The first chapter presented an exploratory study, which considered the usefulness and the implementation of mixed (i.e., multilevel) Markov models for the ILD
context, and which aimed to demonstrate the potential of this modeling approach
for the study of state-switching processes. The chapter brought together information and examples concerning Markov modeling found in literature scattered across
various fields of science, while focusing on those aspects most relevant to modeling ILD in psychology. It was argued that Bayesian estimation is more suitable for
mixed Markov modeling than classical estimation, not only because it is generally
more robust to model complexity, but also because it has unique advantages when
dealing with small samples and missing data, two problems that are common in psychological research. Several unresolved difficulties in implementing Bayesian Markov
models were also discussed, such as the issue of how to choose the number of latent
states empirically, and how to deal with the label switching that can sometimes invalidate Bayesian estimation for latent Markov models (or other mixture models).
Two empirical analyses of quite different kinds of ILD – affect reports from a daily
diary study and observed behavior from a family interaction task – demonstrated
that, despite these imperfections, mixed Markov modeling can be used fruitfully to
address unique research hypotheses and to complement other analysis approaches.
The use of posterior predictive checks to evaluate model fit in the absence of more
formal procedures for model selection or evaluation was also illustrated for these two
empirical analyses.
Chapters 3 to 5 focused on a different class of time series models, which has already
gained popularity with psychological researchers and which is often applied to ILD,
namely the class of autoregressive models. Thus, unlike Chapter 2, these studies
did not so much constitute broad explorations or introductions of a modeling class,
but rather extensions or critical evaluations of particular techniques that are already
commonly used in the field. Autoregressive (AR) modeling and vector autoregressive
(VAR) modeling are popular statistical tools in the study of affect dynamics, and
are often applied in combination with the experience sampling method (ESM) for
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research design. While Chapter 3 considered a novel model extension that is of
interest for the way that it can accommodate different and more complex hypotheses
concerning affect regulation, Chapters 4 and 5 investigated particular methodological
issues with the use of AR (or VAR) models for ESM data.
In Chapter 3, a multilevel threshold-autoregressive (TAR) model for affect regulation was developed, building on existing applications of multilevel AR(1) models
and the TAR model for a single time series. It was argued that the TAR model
is more flexible and that it can accommodate a more realistic perspective on affect
regulation, namely, that regulatory strength or inertia is state-dependent and not
a fixed characteristic of a person. Simulations showed that a Bayesian implementation of the multilevel TAR model is feasible for sample sizes that can realistically be
obtained in intensive longitudinal research in psychology. To determine whether an
empirical data set provides evidence for the hypothesis of state-dependent regulation,
a decision criterion using Baysian 95% credible intervals can be used, which results
in adequate power and a low Type I error rate, as demonstrated in the simulations.
Two empirical applications served to illustrate how the proposed multilevel TAR
model can be extended to include covariates for explaining individual differences, or
to accommodate bivariate data. Although the substantive focus of the chapter is
on affect dynamics, the modeling approach can be seen as a basic framework that
could be applied to any psychological process involving (potentially) state-dependent
inertia or autocorrelation.
Chapters 4 and 5 investigated two somewhat related issues in the analysis of ESM
data with time series techniques such as autoregressive modeling. Both have to do
with the typical design of ESM studies and how this affects the resulting data: Typically, measurements are taken at semi-random times throughout the day and over
multiple days. The individual data points are nested within person, but can also
be considered to be nested within days, which in turn are nested within persons.
In Chapter 4, a novel three-level AR(1) model was proposed which is interesting
from a substantive point of view, because it enables us to study the inertia of affect
from day to day as well as from moment to moment within a day. Moreover, it was
demonstrated that the question of the number of levels in ESM data deserves careful
consideration, because misspecification of the number of levels can distort the conclusions based on AR(1) modeling. Intuitive or conventional approaches for deciding
on the number of levels fall short in this particular context due to the autocorrelation
in the data, but a viable solution is found in comparing the AICs of the two-level
and three-level AR(1) model. A further recommendation for ESM research based on
the simulations in this Chapter is that having a sufficient number of measurements
per day (preferably to 10 or more) may be more important than including a large
number of people or measuring over many days, at least when it comes to being able
to distinguish within-day fluctuation from between-day fluctuation.
Chapter 5 focused on an issue caused by the varying measurement intervals in
many ESM studies, namely, that they result in unequally spaced data that violate an
assumption of the AR(1) model and of other discrete-time (DT) modeling approaches.
AR(1) and VAR(1) models have been commonly and fruitfully applied to ESM data,
and the issue of unequal spacing has largely been ignored, perhaps because equivalent
continuous-time (CT) models are not yet as widely known and as easy to implement.
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In this chapter it was explained why bias in the parameters of interest is to be
expected under these circumstances, and simulations were used to investigate the
practical relevance (i.e., the size) of this bias, by comparing the estimates of DT
AR(1) and VAR(1) models with those of their CT equivalents. The results indicated
that the bias depends heavily on the true parameter and that it can sometimes be
quite severe. Although CT modeling is recommended for various theoretical and
practical reasons, it is concluded that there is one possible implementation of DT
AR(1) and VAR(1) models which can minimize the bias and approximate the CT
model quite closely: When a sufficient number of missing values are inserted to
change the analysis to a finer-grained time scale and to reduce the random differences
in interval lengths, the bias virtually disappears.
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Nederlandse samenvatting
De toenemende populariteit van intensieve longitudinale onderzoeksmethoden in de
psychologie vraagt om methodologisch onderzoek naar de beste manieren om de
data, die uit zulke onderzoeksmethoden voortkomt, te analyseren om allerlei verschillende mogelijke onderzoeksvragen te kunnen beantwoorden. Omdat er bij dit
type onderzoek vele metingen per persoon zijn, wordt het mogelijk om verder te
kijken dan de traditionele toolbox van statistische technieken in de psychologie, en
kunnen tijdreeksanalyses worden toegepast, die de schat aan informatie in intensieve
longitudinale data (ILD) goed benutten. Met behulp van tijdreeksmodellen kunnen
we inzicht verkrijgen in de dynamiek van een proces dat zich afspeelt over de tijd, en
als we multilevel modellen gebruiken kunnen we ook onderzoeken in hoeverre individuele personen verschillen in hun procesdynamiek. Het doel van dit proefschrift was
om meer inzicht te verschaffen in de mogelijkheden, alsmede de uitdagingen, van het
toepassen van tijdreeksanalyse-technieken op ILD in de psychologie.
Het eerste hoofdstuk betrof een verkennend onderzoek naar de toepasbaarheid en
de implementatie van mixed (ofwel: multilevel) Markov-modellen in de context van
ILD, met als doel om te laten zien wat de toegevoegde waarde van dergelijke modellen kan zijn in het onderzoek naar processen waarbij iemand schakelt tussen verschillende toestanden (state-switching processen). In dit hoofdstuk werden informatie en
voorbeelden omtrent Markov-modellen bij elkaar gebracht, afkomstig uit de wetenschappelijke literatuur uit verschillende vakgebieden, maar de focus lag daarbij op die
aspecten die het meest relevant zijn voor het analyseren van ILD in de psychologie.
Er werd betoogd dat Bayesiaanse schatting voor mixed Markov-modellen geschikter
lijkt dan klassieke schattingsmethoden, niet alleen omdat Bayesiaanse schatting in het
algemeen beter om kan gaan met complexe modellen, maar ook omdat het unieke
voordelen biedt als er sprake is van kleine steekproeven of onvolledige data, twee
problemen die zich vaak voordoen in psychologisch onderzoek. Er werden echter ook
een aantal complicaties besproken in het implementeren van Bayesiaanse Markovmodellen: de vraag hoe men empirisch kan bepalen hoeveel latente toestanden er
gemodelleerd moeten worden, of hoe om te gaan met het mogelijke wisselen van parameterlabels tijdens de schatting (label-switching), wat tot gevolg kan hebben dat
de Bayesiaanse schatters voor een latent Markov-model (of elk ander mixture-model)
ongeldig zijn. Twee empirische analyses van verschillende typen ILD – de emoties
van individuen zoals gemeten in een dagboekstudie, en geobserveerd gedrag van families tijdens een interactietaak – lieten zien dat mixed Markov-modellen, ondanks
deze complicaties, op een inzichtelijke manier kunnen worden toegepast om unieke
hypothesen te onderzoeken en om andere analysemethoden te complementeren. Ook
werd aan de hand van deze twee toepassingen geïllustreerd hoe posterior predictive
checks gebruikt kunnen worden voor het evalueren van de passing van een model
als er geen formelere procedures voor modelselectie of -evaluatie gebruikt (kunnen)
worden.
De hoofdstukken 3 tot en met 5 gingen over een andere klasse van tijdreeksmodel137

len, die al redelijk populair is geworden in de psychologie en die vaak wordt toegepast
op ILD, namelijk de klasse van autoregressieve modellen. Waar hoofdstuk 2 een verkenning vormde en een introductie bood tot een bepaalde klasse van modellen, gaan
deze hoofdstukken over uitbreidingen of kritiekpunten van specifieke technieken die
al veel gebruikt worden door onderzoekers in dit veld. Autoregressieve (AR) en
vector-autoregressieve (VAR) modellen zijn populaire statistische methoden in het
onderzoek naar de dynamieken van emotie, en ze worden vaak gebruikt in combinatie met een onderzoeksontwerp volgens de experience sampling methode (ESM).
In hoofdstuk 3 werd een nieuwe uitbreiding van een bestaand model voorgesteld,
die de mogelijkheid biedt om andere en complexere hypothesen over de regulatie van
emoties te modelleren. De hoofdstukken 4 en 5 gaan daarentegen in op specifieke methodologische kwesties die komen kijken bij het gebruik van AR (of VAR) modellen
voor ESM data.
In hoofdstuk 3 werd een multilevel threshold-autoregressief (TAR) model voor
emotieregulatie ontwikkeld door voort te bouwen op bestaande toepassingen van
multilevel AR(1) modellen en op het TAR model voor een enkele tijdreeks. Zoals betoogd is dit TAR model flexibeler en kan het een realistischer kijk op emotieregulatie
weergeven, namelijk dat de mate van regulatie of omgekeerd, de mate van inertia,
toestandsafhankelijk is en niet beschouwd kan worden als een stabiele eigenschap
van een persoon. Simulaties lieten zien dat een Bayesiaanse implementatie van het
multilevel TAR model werkbaar is met steekproefgroottes zoals die in de praktijk
in intensief longitudinaal onderzoek in de psychologie voorkomen. Om na te gaan
of een bepaalde empirische dataset onderbouwing biedt voor de hypothese dat de
regulatie toestandsafhankelijk is, kan een beslisregel gehanteerd worden die gebruik
maakt van Bayesiaanse 95% credible intervallen; en de simulaties lieten zien dat deze
beslisregel resulteert in een voldoende power en een kleine kans op Type I fouten.
Twee empirische toepassingen in het hoofdstuk lieten zien hoe het voorgestelde multilevel TAR model verder kan worden uitgebreid door het opnemen van covariaten
om individuele verschillen te verklaren, of door het model aan te passen aan bivariate
data. Hoewel de inhoudelijke focus van het hoofdstuk op emotiedynamieken ligt, kan
men deze wijze van modelleren zien als een (begin van een) raamwerk dat toegepast
zou kunnen worden op willekeurig welk psychologisch process waarbij sprake is van
(mogelijk) toestandsafhankelijke inertia of autocorrelatie.
In de hoofdstukken 4 en 5 werden twee aanverwante problemen onderzocht, die
zich voordoen als ESM data wordt geanalyseerd met tijdreeksmethoden, waaronder
autoregressieve modellen. Beide problemen ontstaan door de kenmerkende opzet van
een ESM-onderzoek en het gevolg wat deze opzet heeft voor de resulterende data: De
metingen worden meestal meermaals per dag op semi-willekeurige momenten verricht,
en dit meerdere dagen lang. De individuele datapunten zijn genest in de personen,
maar eigenlijk ook in de dagen, die op hun beurt genest zijn in de personen. In
hoofdstuk 4 werd een nieuw, drie-level AR(1) model voorgesteld, dat om inhoudelijke
redenen interessant is omdat het ons in staat stelt om tegelijkertijd onderzoek te
doen naar de emotionele inertia van dag tot dag, en die van moment tot moment
op een bepaalde dag. Bovendien werd duidelijk gemaakt dat de kwestie van het
aantal niveaus (levels) in ESM data om een zorgvuldige benadering vraagt, omdat
het verkeerd specificeren van het aantal niveaus de conclusies kan vertekenen die op
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basis van AR(1) modellen worden getrokken. Intuïtieve of gebruikelijke methoden
voor het bepalen van het aantal niveaus schieten tekort in deze specifieke context,
waar er autocorrelatie in de data aanwezig is, maar het vergelijken van de AICs van
het twee-level en drie-level AR(1) model is een adequate oplossing. Een ander advies
dat ook volgde uit de simulaties in dit hoofstuk is dat het in een ESM-onderzoek
nuttiger is om meer metingen per dag te verrichten (het liefst 10 of meer) dan om
grote aantallen deelnemers te vragen of vele dagen door te gaan met meten, tenminste
als het van belang is om onderscheid te kunnen maken tussen binnen-dag en tussendag fluctuatie in het onderzochte proces.
Hoofdstuk 5 ging in op het probleem dat de wisselende meetintervallen in veel
ESM-onderzoeken resulteren in ongelijk verdeelde data die een onderliggende assumptie van het AR(1) model en van andere discrete-tijd (DT) modellen schendt.
AR(1) en VAR(1) modellen zijn regelmatig toegepast op ESM data, met nuttige
resultaten, maar de kwestie van de ongelijke verdeling van zulke data is voor het
grootste deel genegeerd, wellicht omdat de equivalente continue-tijd (CT) modellen
veel minder bekend zijn en niet zo makkelijk zijn om te implementeren. In dit hoofdstuk werd uitgelegd waarom men onder deze omstandigheden mag verwachten dat er
vertekening optreedt in de schatting van die modelparameters waar het nu juist om
te doen is. In een simulatie-onderzoek is nagegaan hoe relevant (namelijk, hoe groot)
deze vertekening kan zijn, door de schattingen uit DT AR(1) en VAR(1) modellen te
vergelijken met die uit de equivalente CT modellen. De resultaten lieten zien dat de
vertekening sterk afhangt van de ware parameter, en in sommige gevallen vrij ernstig
kan zijn. Op grond van zowel theoretische en praktische overwegingen wordt dan
ook het gebruik van CT modellen aanbevolen, maar er is één mogelijke implementatie van DT AR(1) en VAR(1) modellen waarbij de vertekening verwaarloosbaar klein
bleek te zijn omdat deze implementatie vrij nauwkeurig een CT model benadert: als
er een voldoende aantal missende waarden aan de data worden toegevoegd om de
analyse aan te passen naar een fijnmaziger tijdsschaal en om de willekeurige variatie
in de lengte van de meetintervallen sterk te reduceren, dan treedt er vrijwel geen
vertekening meer op.
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