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Samenvatting

Alles wat er aan het aardoppervlak gebeurt, is een gevolg van wat zich in het binnenste
van de aarde afspeelt. Het feit dat we een atmosfeer hebben, is een gevolg van vulka-
nisme, de verdeling tussen land en oceaan een gevolg van plaattektoniek, enzovoorts.
Ook het bestaan van het leven is hier innig mee verweven.

Al deze processen zijn uiteindelijk een gevolg van het feit dat de aarde ooit een gloei-
ende bol gesmolten oergesteente was, die in de loop van miljarden jaren langzaam af-
koelt. Inmiddels – ongeveer 4,5 miljard jaar verder – is de aarde gedifferentieerd in
verschillende schillen: aan de buitenkant de aardkorst, daaronder de mantel en in het
binnenste de metalen kern (zie Figuur 1). Alleen de buitenkern is nog vloeibaar – de
aardkost en aardmantel bestaan uit vast gesteente, en ook de binnenkern is vast. Ech-
ter, door de enorme krachten die op de mantel inwerken, kan zelfs het vaste gesteente
vervormen. Doordat het binnenin heet is, en buiten koud, vindt er continue beweging
plaats: mantelconvectie. Die werkt als een pot sudderende soep: onderaan, bij de kern-
mantelgrens, wordt het gesteente verwarmd en zet het uit. Doordat het lichter wordt,
stijgt het op, en komt het uiteindelijk aan het oppervlak waar het weer afkoelt. Daar-
door krimpt het, wordt het zwaarder en zakt het op een gegeven moment weer naar de
diepte. Zo “stroomt” het vaste gesteente net als het ijs van een gletsjer, alleen nog vele
malen langzamer: in de orde van centimeters per jaar.

Deze grootschalige convectie komt aan het oppervlak tot uiting in de vorm van plaat-
tektoniek (zie Figuur 2). Wanneer het hete gesteente aan het oppervlak komt, wordt
hieruit nieuwe aardkorst gevormd. Door de afkoeling wordt het gesteente harder en
groeit er een stukmantelgesteente onder tegen de korst aan. Samen vormen de korst en
dit bovenste stuk mantel de lithosfeer. Die is opgebroken in relatief harde “schollen”
– de tektonische platen – die langs het aardoppervlak bewegen en voornamelijk aan de
randen vervormen. Hierbij moet een tweedeling gemaakt worden tussen oceanische en
continentale platen. De oceanische platen zijn een kernonderdeel van de plaattektoni-
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Samenvatting
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Figuur 1: De structuur van het binnenste de aarde. De korst en mantel zijn beide vast gesteente, waarbij
de korst is ontstaan doordat een klein deel van de mantel ging smelten. Continentale korst is lichter dan
oceanische korst.Het lithosferische gedeelte van de mantel is aan de korst “vastgegroeid” omdat de korst
relatief koud is. Samen vormen korst en lithosferischemantel de lithosfeer. Ondanks het feit dat demantel
vast is, vervormt die op geologische tijdschalen, met snelheden in de orde van centimeters per jaar. Deze
mantelconvectie wordt aangedreven doordat de kern van de aarde heet is. De kern is vanmetaal, waarbij de
buitenkern vloeibaar is en de binnenkern vast. Deze figuur is aangepast op basis van https://commons.
wikimedia.org/w/index.php?curid=2584710 – CC BY-SA 3.0.

sche cyclus: ze ontstaan bij midoceanische ruggen, worden dikker en zwaarder al naar
gelang ze zich langer aan het oppervlak bevinden, en zakken uiteindelijk bij subductie-
zones integraal weer terug in de mantel. Continentale korst is lichter dan oceanische
korst, doordat het meerdere cycli van smelten en stollen is doorgegaan, waarbij elke
keer het lichtere materiaal in de korst terecht kwam. Hierdoor kunnen de continenten
(bijna) niet subduceren. Er zijn dan ook stukken continentale kost die bijna zo oud
zijn als de aarde zelf, terwijl de oudste oceanische korst waarschijnlijk minder dan 300
miljoen jaar oud is – meer dan tien keer zo jong.

Alhoewel plaattektoniek ten grondslag ligt aan alles wat er aan het aardoppervlak
gebeurt, is het nog altijd niet gelukt om alle processen in een consistent systeem na te
bootsen. Het is met name niet duidelijk hoe plaattektoniek en mantelconvectie op el-
kaar inwerken, enwat de dominante processen hierin zijn. Onze atmosfeer is een gevolg
van vulkanisme, dat voornamelijk ontstaat bij subductiezones. Het is echter niet precies
duidelijk hoedeze interactie aangedrevenwordt (zie bijvoorbeeldDavies andStevenson,
1992; England et al., 2004; England and Katz, 2010; Rees Jones et al., 2018). Evenmin
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Figuur 2: Een voorstelling van plaattektoniek zoals het tegenwoordig onderwezenwordt. De belangrijkste
kenmerken zijn hier, van links naar rechts: een eilandboogmet oceanische subductie (bijvoorbeeldTonga),
een hotspotvulkaan (Hawai’i), een midoceanische rug (de Midatlantische Rug), continentale subductie
(de Stille Oceaan onder de Andes) en een riftsysteem (deOost-Afrikaanse Rift in Ethiopië). Hieroverheen
zijn enkele kenmerken getekendwaarvan gedacht wordt dat ze een plaattektoniek aandrijven of anderszins
beïnvloeden. Deze elementen zijn: (a) een mantelpluim, (b) stijgend materiaal onder een midoceanische
rug, (c) zogeheten “ridge push”, waarbij een drukgradiënt resulteert in eennetto uitwaarts duwende kracht
op een tektonische plaat, (d) “slab pull”, het zinken van subducerende platen, en (e) koppeling tussen de
lithosfeer en onderliggende mantel, die, al naar gelang het viscositeitscontrast en de stroming een mee-
werkende, tegenwerkende of niet-significante rol kan hebben. Deze figuur is aangepast op basis van wat
waarschijnlijk demeest beroemde figuur van plaattektoniek aller tijden is: eenmuurplaat geschilderd door
José Vigil voor de U.S. Geological Survey, het Smithsonian instituut en het U.S. Naval Research Labora-
tory – zie https://geomaps.wr.usgs.gov/parks/pltec/vigilim.html.

is er uitsluitsel over waarom oceanische subductiezones hun typische kromme vorm
hebben (kijk naar het Caraïbisch gebied of de Aleoeten – zie ook Carey, 1955; Schel-
lart et al., 2007), of hoe nieuwe platen gevormd worden en subductie op gang komt
(Stern, 2004; Gurnis et al., 2004; Stern et al., 2012; Arculus et al., 2015;Maffione et al.,
2015). Van de in Figuur 2 genoemde krachten wordt gedacht dat de slab pull de be-
langrijkste aandrijving van plaattektoniek is (Elsasser, 1969; Forsyth and Uyeda, 1975;
Chapple and Tullis, 1977), maar de balans tussen alle genoemde aspecten is verre van
uitgewerkt (zie bijvoorbeeld Lithgow-Bertelloni and Silver, 1998; Lithgow-Bertelloni
and Richards, 1998; Warners-Ruckstuhl et al., 2012; van Summeren et al., 2012).

Het binnenste vande aarde is niet te bereiken: het diepst geboorde gat terwereld is 12
kilometer diep, nog geen 1% van de afstand tot aan het binnenste van de aarde (zie Koz-
lovsky, 1984). Met behulp van seismische tomografie kunnen echter beelden gemaakt
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Samenvatting

worden van de diepe aarde, door de trillingen als gevolg van aardbevingen te analyseren.
Dit werkt op dezelfde manier als medische tomografie, waarbij het binnenste van een
mens onderzocht kan worden zonder de mens open te hoeven snijden. Door te ana-
lyseren of een bepaald signaal vroeger of later dan verwacht aankomt bij de ontvanger
wordt in kaart gebracht wat de seismische snelheid in het gesteente voor de twee typen
seismische golven (P- en S-golven) is. De ontwikkeling van deze methode in de zeventi-
ger jaren (Aki et al., 1977) bracht een ware revolutie in de aardwetenschappen teweeg –
zo kon voor het eerst het lot van subducerende platen direct in beeld gebracht worden
(bijvoorbeeld Spakman et al., 1993; Fukao andObayashi, 2013). De eveneens zo verkre-
gen beelden van enorme gebieden met lage S-golfsnelheid tegen de kern-mantelgrens
aan (“large low shear velocity provinces” of LLSVPs – Woodhouse and Dziewoński,
1984; Ritsema et al., 1999; Thorne et al., 2004; Ritsema et al., 2011) zorgden voor een
verschuiving in de ideeën over de heterogeniteit van de diepe mantel, en de interactie
met het oppervlak. De samenstelling, dynamiek en levensduur van deze grote gebieden
wordt nog volop bediscussieerd (bijvoorbeeld Ishii and Tromp, 1999; Trampert et al.,
2004;McNamara andZhong, 2005; Labrosse et al., 2007; Conrad et al., 2013; Garnero
et al., 2016)maar hun directe invloed lijkt tot aan het aardoppervlak te reiken (Davaille,
1999; Torsvik et al., 2010; Weis et al., 2011).

Dichtheid

Dichtheid speelt een cruciale rol in de dynamica van de aarde – het zijn namelijk de
variaties in dichtheid die het massatransport in het binnenste van de aarde aandrijven
(Forsyth and Uyeda, 1975; Chapple and Tullis, 1977; Lithgow-Bertelloni and Silver,
1998; Bunge et al., 2003; Liu andGurnis, 2008; Turcotte and Schubert, 2014). Boven-
dien zou kennis van dichtheid in seismische studies kunnen helpen een onderscheid te
maken tussen verschillende samenstellingen – nodig om de heterogeniteit van de LLS-
VPs en andere gebieden te kunnen begrijpen (zie bijvoorbeeld Ishii and Tromp, 1999;
Trampert et al., 2004; Koelemeijer et al., 2017).

Gezien de belangrijke rol van dichtheidsvariaties is het wenselijk daarover informatie
te hebben, maar het is nog niet gelukt daarover veel zekerheid te verkrijgen. Dat heeft te
makenmet het feit dat we alleen aan het oppervlak observaties kunnen doen, en dat die
observaties voor dichtheid veelal niet toereikend zijn, gegeven de beperkte computerre-
kenkracht die we tot onze beschikking hebben. Traditionele seismische methoden die
worden gebruikt voor het analyseren van golven die door het binnenste van de aarde
lopen, maken gebruik van stralentheorie. Het signaal dat van een aardbeving naar een
seismometer loopt, wordt hierbij voorgesteld als een oneindig dunne straal die buigt,
breekt en reflecteert al naar gelang de seismische snelheid in het tussenliggendemedium
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Dichtheid

varieert. Het golfkarakter van het signaal wordt hierbij wegvereenvoudigd. Dat bete-
kent dat de interferentie- en diffractie-effecten die vooral op lagere frequentie een rol
spelen niet gemodelleerd kunnen worden, en deze methode alleen geldig is voor hoog-
frequent signaal. Dit beperkt de typen gegevens die we kunnen analyseren. Hiernaast
zorgt demanierwaarop stralentheorie is afgeleid uit de golfvergelijking ervoor dat dicht-
heid uit de vergelijkingen wegvalt (Cerveny, 2001).

Bij de analyse van golven die langs het aardoppervlak lopen, wordt vanouds wel reke-
ning gehoudenmet het golfkarakter, omdat de gebruikte golfperiode (typisch zo tussen
de 10 en 200 s) veel langer is. Ook hier is de gevoeligheid voor dichtheid echter onre-
gelmatig (Takeuchi and Saito, 1972) en wordt deze dus vaak genegeerd. Alleen op de
laagste signaalfrequenties (periodes vanminuten tot uren) is de gevoeligheid voor dicht-
heid van de eigenfrequentie van de aarde echt gebruikt omdichtheid te analyseren (Ishii
and Tromp, 1999; Koelemeijer et al., 2017), maar Akbarashrafi et al. (2018) toonden
recent aan dat het maar zeer de vraag is of zulke metingen überhaupt robuust kunnen
zijn met de aannamen die in eerdere studies gemaakt zijn. Het enige waar een zekere
mate van zekerheid over bestaat, is hoe dichtheid gemiddeld met diepte varieert – zie
bijvoorbeeld Dziewoński and Anderson (1981).

Binnen de geofysica zijn er andere meetmethoden die gebruikt kunnen worden om
onderzoek tedoennaar dichtheid. Zwaartekrachtsmetingen zijnhiervande voornaamste.
Die worden met name gebruikt in de ondiepere delen van de aardkorst (zoals vulka-
nen, bijvoorbeeld door Barnoud et al., 2016), maar soms ook tot op globale schaal.
Het nadeel dat aan zwaartekrachtsmetingen kleeft, is dat het inherent onmogelijk is
om eenduidig de dichtheidsstructuur uit het zwaartekrachtssignaal af te leiden. Dit
wordt “niet-uniekheid” genoemd – zie Figuur 2.1. Er moeten daarom extra randvoor-
waarden worden ingezet om het aantal mogelijke modellen te beperken (bijvoorbeeld
Kaban et al., 2004; Chaves and Ussami, 2013; Fadel et al., 2015; Herceg et al., 2016;
Root et al., 2016).

Gedurende mijn promotietraject heb ik onderzocht of zogeten golfvormtomografie
gebruikt kan worden om dichtheid in de aarde in kaart te brengen. Dit is een techniek
die de afgelopen vijftien jaar sterk in opkomst is gekomen als gevolg van een ware ex-
plosie in computerrekenkracht en beschikbare seismische data. In plaats van het aard-
bevingssignaal te vereenvoudigen tot oneindig dunne stralen, wordt het hele golfveld
als gevolg van een aardbeving gesimuleerd, zoals zich dat door een specifiek aardmo-
del voortplant. De resulterende synthetische seismogrammen (simpelweg het golfveld
dat volgens dat model zou worden gemeten aan het aardoppervlak) worden dan verge-
leken met de echte seismogrammen, en op basis van het verschil hiertussen wordt het
aardmodel aangepast (Tarantola, 1984, 1986, 1988; Tromp et al., 2005; Fichtner et al.,
2006).
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Samenvatting

Metingen op basis van deze simulaties hebben van nature gevoeligheid voor dicht-
heid vanwege de veel volledigere weergave van de daadwerkelijke fysica die ten grond-
slag ligt aan seismische golfvoortplanting. Dit kan gebruikt worden om dichtheid in
kaart te brengen als onafhankelijke parameter – iets wat tot nu toe niet gebeurd is. Ge-
durende dit promotietraject zijn door diverse auteurs de eerste stappen in deze richting
gezet (Płonka et al., 2016; Blom et al., 2017; Beller et al., 2017a,b), en in dit proefschrift
doe ik verslag van het door ons verrichte werk.

Dit proefschrift

Het doel van mijn onderzoek is om te analyseren wat het potentieel is van golfvormto-
mografie om dichtheid in kaart te brengen. Hiertoe heb ik mijzelf de volgende vragen
gesteld, die ik in de verschillende hoofdstukken probeer te beantwoorden.

1. Hoe beïnvloedt dichtheid het seismische golfveld?
2. Vertonen specifieke delen vanhet seismogrambij uitstek gevoeligheid voor dicht-

heid?
3. Is het mogelijk om golfvormtomografie te gebruiken om dichtheidsstructuren

onafhankelijk in kaart te brengen?
4. Kunnen seismische en zwaartekrachtsmetingen op een zinnige manier gecombi-

neerd worden om informatie over dichtheid in kaart te brengen?
5. Als dichtheid in synthetische voorbeelden in kaart gebracht kan worden, hoe

vertaalt zich dit dan naar een situatie met echte data?

Hoofdstukken 2 en 3 beschrijven de theorie die ten grondslag ligt aan de in dit on-
derzoek gebruikte methoden en technieken. Dit zijn inversietheorie – de wiskunde die
steekt achter het bepalen van een aardmodel aan de hand van (gebrekkige) metingen
aan het aardoppervlak – en seismische tomografie – de manier waarop seismische me-
tingen in het bijzonder worden ingezet in het kader van inversie. Bij inversietheorie
(Hoofdstuk 2) is het belangrijkste punt dat er in alle relevante geofysische gevallen niet
slechts éénmodel is dat de observaties die we doen verklaart. Het “uiteindelijke model”
dat we bespreken is dus altijd een gevolg van een subjectieve keuze. Dit is een essen-
tieel concept in de geofysica dat nog al te vaak vergeten wordt. In Hoofdstuk 3 ga ik
zowel in op de klassieke stralentheorie als op de voortplanting van seismische golven en
golfvorminversie. Op dit laatste steunt het grootste deel van de rest van dit proefschrift.

In Hoofdstuk 4 probeer ik antwoord te geven op de vragen 1 en in mindere mate
2. Ik analyseer het effect van dichtheidsanomalieën op seismische golfvoortplanting in
het binnenste van de aarde en langs het oppervlak – zowel in 2-D als 3-D. Dit verge-
lijk ik met het effect van variaties in seismische snelheid – de klassieke parameter die
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Dit proefschrift

met behulp van seismologie bestudeerd wordt. Het blijkt dat het effect van dichtheid
zich voornamelijk uit als verstrooiing bij contrasten in dichtheid, waarbij de verstrooi-
ing plaatsvindt in alle richtingen. Afhankelijk van de verhouding tussen grootte van de
anomalie en golflengte van het signaal variëren hierbij de kenmerken van het effect van
dichtheid en dit varieert ook weer voor de verschillende typen golven.

In Hoofdstuk 5 kijk ik naar vraag 3. Ik kijk of dichtheidsstructuren opgespoord
kunnen wordenmet behulp van golfvormtomografie, voor een vereenvoudigde opstel-
ling in 2-D.Dit doe ikmet eenprogrammavoor het berekenen van golfvoortplanting en
inversie dat ik speciaal voor dit doel met behulp van collega’s ontwikkeld heb. Uit mijn
tests komt naar voren dat dichtheid inderdaad in kaart gebracht kanworden, zelfs wan-
neer er ruis op de data aanwezig is. Bovendien toon ik aan dat dichtheid bij golfvorm-
methoden niet op dezelfde manier genegeerd moet worden zoals dat bij de klassiekere
methoden vaak gebeurt. Hiernaast doe ik onderzoek naar vraag 4: kunnen seismische
en zwaartekrachtsmetingen op een zinvolle manier gecombineerd worden? Onze tests
wijzen uit dat dit niet noodzakelijkerwijs tot een gunstig resultaat leidt, vanwege de eer-
der genoemde niet-uniekheid van het zwaartekrachtsveld.
Hoofdstuk 6houdt zich bezigmet vraag 2 en is een korte verkenning vanhet gebruik

van zogeheten “Optimale Observaties” om dichtheid in kaart te brengen. Hier probe-
ren we om voor een enkel seismogram een lineaire combinatie te vinden van metingen
waarbij de gevoeligheid voor dichtheid gemaximaliseerd wordt, en die voor de andere
parameters geminimaliseerd. Dit is een dubbel doel (enerzijds het maximaliseren, an-
derzijds het minimaliseren) – wat betekent dat er altijd een keuze gemaakt moet wor-
den waar de nadruk op komt te liggen. Voor verschillende wegingen blijkt inderdaad
dat de resulterende “optimale” observaties ofwel een grote gevoeligheid voor dichtheid
hebben maar tegelijkertijd ook voor de andere parameters, ofwel een geminimaliseerde
gevoeligheid voor de andere parameters, maar ook zeer kleine gevoeligheid voor dicht-
heid. Het is zeer subjectief op welke manier een balans wordt gekozen tussen deze twee
gelijktijdige doelen. 1 Wel is duidelijk dat verschillende delen van seismogrammen zeer
verschillende patronen vertonen in hun gevoeligheid voor de verschillende parameters
– zowel in sterkte, als ook in hoe de gevoeligheid door het model heen varieert.

In Hoofdstuk 7 worden de bevindingen van de voorgaande hoofdstukken toege-
past op seismischemetingen van deOostelijkeMiddellandse Zee, waarmee ik een begin
maak met de beantwoording van vraag 5. In de golfvormtomografie die ik hier uit-

1 Dit laat in de praktijk goed zien waarom ook de “exacte” wetenschap onlosmakelijk verbonden is
met subjectiviteit. Voor de keuze in deze balans kan een kwantitatief criterium worden opgesteld, maar
ook dat is weer een subjectieve keuze. Hoewel het verhaal hiermee wel erg wetenschapfilosofisch wordt,
is deze onvermijdelijke subjectiviteit iets om in het achterhoofd te houden. Voor meer informatie, zie het
boek “What is this thing called Science?” (vert. “Wat heet wetenschap?”) van Alan Chalmers (Chalmers,
2013, 1999).
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Samenvatting

voer, probeer ik zowel de snelheidsstructuur als de dichtheidsstructuur in dit geologisch
complexe gebied in kaart te brengen. Dit is werk in uitvoering, en dit hoofdstuk vormt
slechts een gedeeltelijke analyse van de in kaart gebrachte structuren. Onder de Helle-
nische Boog is een gekromde structuur te herkennen met verhoogde S-golfsnelheid –
waarschijnlijk de gesubduceerde Egeïsche plaat (zie Figuur 7.12a, en voor een duidelij-
ker beeld van de driedimensionale structuur ook https://vimeo.com/263241210).

De verwachting is dat een gesubduceerde plaat een verhoogde dichtheid heeft, omdat
hij lang aan het aardoppervlak heeft gelegen. Onze metingen wijzen er echter op dat
delen van deze Egeïsche plaat een verlaagde dichtheid hebben (zie Figuur 7.12b). Het
onderzoek naar de oorzaak van deze beelden vormt een onderdeel van het al genoemde
werk in uitvoering. Omdat dichtheid hier nog niet eerder direct in beeld is gebracht,
kan het zijn dat er daadwerkelijk lage dichtheden zijn in dit deel van de mantel. Zo’n
resultaat is echter moeilijk te verenigen met dynamische overwegingen met betrekking
tot plaattektoniek, wat doet vermoeden dat zichmethodologische artefacten voordoen
in onze resultaten. Het zijn voornamelijk de contrasten in dichtheid die zorgen voor
een effect op de golfvormen, dus een van de verklaringen is dat er sprake is van een soort
van “overcompensatie” aan de rand van een dichtheidsstructuur, zoals die ook zichtbaar
is in bijvoorbeeld de Figuren 5.3d en 5.4. Zulke artefacten zijn uiteindelijk een gevolg
van de eindigheid van de rekenkracht die we tot onze beschikking hebben, waardoor
we niet de volledigheid aan modellen kunnen onderzoeken die allemaal even goed bij
de data zouden passen. Vergelijkbare effecten doen zich voor in de buurt van de grens
tussen korst en mantel (Figuur 7.13).

Conclusie

In dit proefschrift beschrijf ik mijn onderzoek naar de mogelijkheden om met behulp
van golfvormtomografie dichtheid als onafhankelijke parameter in kaart te brengen. Ik
heb kunnen vaststellen dat variaties in dichtheid binnenin de aarde een karakteristiek
effect hebben op de voortplanting van seismische golven, dat zich onderscheidt van het
effect van variaties in seismische snelheid. Dit effect is klein, maar in principe meet-
baar – zeker bij een goede dekkingsgraad van seismische stations en een laag ruisniveau.
Synthetische experimenten laten daarbij zien dat dichtheidsstructuur ook inderdaad in
kaart te brengen is.

Dichtheidstomografie blijkt weerbarstiger in de echte wereld. Hoewel de gevoelig-
heid voor dichtheid van onzemetingen duidelijk is, is het in kaart gebrachte dichtheids-
model moeilijk te interpreteren. Deze resultaten doen vermoeden dat zich methodolo-
gische artefacten voordoen–waarschijnlijk een gevolg van een combinatie van factoren,
waar ik mij in toekomstig werk op zal richten.

xvi
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1
Introduction

In1970, at theheight of theColdWar, theUSSRundertook themost ambitiousdrilling
project to date: the Kola Superdeep Borehole experiment. The plan was to drill 15 km
deep into the Earth’s crust to learn about the compositional and thermal state of con-
tinental crust at depth, and the deep transition of upper to lower crust (e.g. Kozlovsky,
1984). 1 They chose a particularly oldpart of theEarth, thenorthernBaltic Shield, hop-
ing that even at greater depths, the rock had cooled enough so that the drill bit wouldn’t
melt. Their objective was never reached: due to excessive temperatures, 2 the project

1 That is, this was the official plan. One might also speculate that a significant component of the
decision-making simply boiled down to showing the Americans that theirs was the biggest – Kozlovsky
(see e.g. 1984, Figure 4 – “Wells and mineshafts”).

2 Around 3000 m depth, the temperature gradient started deviating from the expected 10 °C per
km to values up to around 25 °C per km (Popov et al., 1999), and at 10 km depth, temperatures already
exceeded 180 °C (Kozlovsky, 1987).

1
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Figure 1.1: The Kola Superdeep borehole, or what is left of it today. Photo by Rakot13 (24 August 2012),
obtained via Wikimedia Commons through https://en.wikipedia.org/wiki/Kola_Superdeep_
Borehole

was abandoned in 1992 at a depth of 12 262m– but to date it remains the deepest hole
ever dug in the planet (Figure 1.1).

The extreme effort that went into this drilling experiment highlights the difficulty
that comes with doing research of the Earth’s interior. Deep as Kola may sound, if we
compare the Earth to an apple, it hasn’t even succeeded in piercing the apple’s skin. It
is therefore not surprising that some of the fundamentals of the inner workings of the
Earth to this day remain unclear. Even the theory of plate tectonics – so fundamental to
our understanding of the Earth – was not fully accepted until the 1960s, although the
first ideas of continental drift had been developed in the early 20th century (Wegener,
1912).

2
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1.1. The Earth’s interior

1.1 The Earth’s interior

Everything we know of the Earth’s interior and dynamics is derived from painstaking
geological observations at its surface and from indirect methods such as seismic tomog-
raphy – the central theme of this thesis. The Earth consists of roughly three layers: the
crust on the outside, the rocky mantle beneath it, and in the centre the metallic core
which has a fluid outer and a solid inner part. These main features were discovered us-
ing seismology in the first decades of the 20th century. Mohorovičić (1910) discovered
the interface between crust and mantle by looking at the arrival times of seismic waves
from anOctober 1909 earthquake as a function of distance, the corewas found in 1912
(Gutenberg, 1913), and by 1936, Inge Lehmann had inferred the existence of a separate
inner core (Lehmann, 1936). 3

Despite this rather sharp division into layers, the Earth is a dynamic planet, albeit
on geological timescales. Heat from the interior is transported outwards by means of
convection in the mantle: material at the base heats up, expands and becomes lighter,
rises to the surface, cools down, contracts and becomes heavier again and sinks –much
akin to a simmering pot of soup. This does not mean that the mantle is molten: it
flows in its crystalline state much like a glacier moves, but at speeds of centimetres per
year. Such convection cells were first described by Bénard (1900, 1901) and convection
was proposed for the Earth’s mantle as early as the 1930s (e.g. Pekeris, 1935), but the
acceptance of these processes within the Earth took several more decades.

The surface expression ofmantle convection is the cold and rigid lithosphere, formed
of the buoyant crust and the upper part of the mantle that has ‘grown’ onto the crust
through cooling. It is broken up into separate shells or tectonic plates that move hori-
zontally across the Earth’s surface and interactwith each other and the underlyingman-
tle. Two types of lithosphere can be distinguished: onewith oceanic crust and the other
with continental crust. Their roles and behaviour within the Earth’s dynamic system
are fundamentally different. Oceanic crust is intimately linked with the convective na-
ture of the deep Earth: it is formed at mid-oceanic ridges where rising mantle material
partially melts and then crystallises, and is consumed at subduction zones, where the
lithosphere sinks to be recycled into the deeper mantle. In between, the mantle part
of the lithosphere cools along with the crust, thickens as a result of this and becomes
more dense. This effect makes the oceanic lithosphere as a whole sufficiently dense to
become gravitationally unstable, thus facilitating subduction. Continental crust, on
the other hand, is compositionally much more evolved, thicker and lighter. Due to its
high buoyancy, it cannot be subducted easily and so contains parts that are almost as
old as the Earth itself.

3 See Brush (1980) for a nice account of the work leading up to the discovery of the Earth’s core.
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.

Image: USGS / This Dynamic Earth

c.

b.

a.

e. e. d.

Figure 1.2: A cartoon of plate tectonics, the way we understand it today. The main features span from
an island arc in the left, via a hotspot volcano, a mid-oceanic ridge and a continental subduction zone to
a rift system in the right. Overlain on the map are some of the main features that are thought to drive or
otherwise influence the plate dynamics system, from left to right: (a) a rising mantle plume; (b) material
rising to the surface at amid-oceanic ridge; (c) ridgepush; (d) the sinkingof subducting slabs; (e) basal drag,
which can either enhance or inhibit plate motion. This figure was adapted from one of the most famous
images of plate tectonics, a wall map painted by José Vigil for the U.S. Geological Survey, the Smithsonian
and theU.S.NavalResearch Laboratory. https://geomaps.wr.usgs.gov/parks/pltec/vigilim.
html

Themotion of lithospheric plates and their formation and consumption at the edges
is referred to as plate tectonics, the main features of which are summarised in Figure
1.2. These include an island arc overlaying oceanic subduction, a hotspot volcano, a di-
vergingmid-oceanic ridge, a continental subduction zone and a continental rift system.
Overlain on the map are some of the main features that are thought to drive or other-
wise influence the Earth’s plate tectonics: rising material at the ridge and at isolated
hotspots, basal drag, ridge push, and slab pull.

All the surface topography, the division of land and oceans, the shape and location
of mountain belts, and even the existence of a breathable atmosphere are due to the
dynamic behaviour of the Earth’s interior. But plate tectonics is a kinematic theory,
and surprising as it may sound, we still do not fully understand how all aspects of it
– the motion and interaction of plates, their formation and destruction – fit together
with the large scale dynamics of the Earth into a coherent and self-consistent system. 4

Part of this has to do with the fact that the system involves physics on length scales
4 The website “I.F.L. Science” even named plate tectonics as one of the top-ten unsolvedmysteries of

science – http://www.iflscience.com/physics/top-10-unsolved-mysteries-science/ (last

4
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over several orders of magnitude. The behaviour of plate tectonics depends on a com-
plicated interplay between the (large scale) effects of buoyancy, mechanical strength,
and viscous, elastic and brittle behaviour, which in turn rely on the small-scale effects
of grain interaction, composition and the presence of different phases (both solid and
fluid). And so the debates have not finished on why subduction zones often have the
arc shapes that we observe (see Carey, 1955; Schellart et al., 2007), what the role is of
coupling between the lithosphere and asthenosphere (see e.g. Lithgow-Bertelloni and
Richards, 1998;Warners-Ruckstuhl et al., 2012) or hownewplates are formed and sub-
duction is initiated (e.g. Stern, 2004;Gurnis et al., 2004; Stern et al., 2012;Arculus et al.,
2015; Maffione et al., 2015). Volcanism has brought us the atmosphere and continen-
tal crust, but it is not fully understood how it is linked to subduction zones (e.g. Davies
and Stevenson, 1992; England et al., 2004; England and Katz, 2010; Rees Jones et al.,
2018). And while slab pull is thought to be the main driving force of plate tectonics
(Elsasser, 1969; Forsyth and Uyeda, 1975; Chapple and Tullis, 1977; Condie, 1993),
the different roles that the forces displayed in Figure 1.2 play in different locations are
still not fully determined (e.g. Lithgow-Bertelloni and Silver, 1998; Lithgow-Bertelloni
and Richards, 1998; Warners-Ruckstuhl et al., 2012; van Summeren et al., 2012).

Since its development in the 1970s (Aki et al., 1977), the field of seismic tomogra-
phy has taken an enormous flight, which has helped to shape our understanding of
the structure of the deep Earth and resolve long-standing questions on the nature of
mantle convection. Whole-mantle style convection became accepted more broadly as
high-velocity anomalies were imaged that could be recognised as subducting slabs (e.g.
Spakman et al., 1988; Fukao andObayashi, 2013) and the locations of oceanic hot spots
seemed to coincide with the edges of large low shear velocity provinces (LLSVPs) in
the deep mantle (e.g. Woodhouse and Dziewoński, 1984; Ritsema et al., 1999; Thorne
et al., 2004; Ritsema et al., 2011). The dynamic implications of these are still widely
discussed (e.g. McNamara and Zhong, 2005; Garnero and McNamara, 2008; Torsvik
et al., 2010; Lassak et al., 2010; Conrad et al., 2013; Davies et al., 2015; Garnero et al.,
2016).

Similarly, the heterogeneity of the mantle, both structurally and compositionally, is
an outstanding debate. The variety of geochemical signatures in volcanism of different
types and in different locations seems to require the existence of distinct reservoirs (e.g.
Tatsumoto, 1978; Zindler and Hart, 1986; White, 1985; Sun andMcDonough, 1989;
Hofmann, 2003;White, 2010;Weis et al., 2011). This could implyLLSVPsof a distinct
(and potentially highly heterogeneous) composition (e.g. Davaille, 1999; Garnero and
McNamara, 2008; Weis et al., 2011; Garnero et al., 2016). However, both the seismic
signature of such heterogeneity and its causingmechanism remain unclear and debated

accessed 15 November 2017).
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(e.g. Ishii and Tromp, 1999; Trampert et al., 2004; Labrosse et al., 2007; Garnero et al.,
2016; Koelemeijer et al., 2017)

1.2 Density

Density plays a central role in all of these dynamics. Ultimately, lateral density varia-
tions drive mass transport on all scales from plate tectonics to whole-mantle convec-
tion (e.g. Forsyth and Uyeda, 1975; Chapple and Tullis, 1977; Lithgow-Bertelloni and
Silver, 1998; Bunge et al., 2003; Liu and Gurnis, 2008; Turcotte and Schubert, 2014).
In addition to giving potential constraints on plate tectonics, knowledge of density is
also required to distinguish between thermal and compositional heterogeneities (e.g.
Trampert et al., 2004; Mosca et al., 2012; Koelemeijer et al., 2017) within the Earth.

Despite its importance, variations of density inside the Earth remain poorly con-
strained. This is a result of the observables that are typically used to probe the Earth’s
interior, in combination with the limitations of computational resources. Below, I will
briefly discuss the suitability for imaging density of some of the commonly used types
of geophysical observables.

Seismic observables

Traditionally, the majority of seismic studies can broadly be categorised into methods
using arrival times of body waves, methods making use of the dispersion of surface
waves andmethods using the long period normalmodes of the Earth. While some of of
these methods have sensitivity to density, different types of issues exist for all of them.

In studies relyingonpicked arrival times of specific seismicphases, infinite-frequency
ray theory predicts that arrival times of body waves are insensitive to density (see e.g.
Cerveny, 2001). At finite frequencies, the scattering properties of density anomalies
also indicate weak sensitivity of arrival times to density: while the scattered wave of
a pure velocity anomaly travels forward with the seismic wave, the scattered signal of a
puredensity anomaly (velocities remaining constant) travels in thebackwards direction,
which means that the forward traveling wave remains unperturbed (e.g. Wu and Aki,
1985; Tarantola, 1986; Fichtner and Trampert, 2011).

The amplitudes of reflected and transmitted waves depend directly on density con-
trasts (Aki and Richards, 2002). There are, however, large trade-offs with velocity,
because the impedance contrasts causing the partitioning of energy into reflected and
transmitted signals are also a function of seismic velocity. In addition, amplitudes are
notoriously difficult to measure reliably due to issues pertaining to instrument setup
such as coupling between the ground and the instrument, amplitude response andmis-
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alignmentof the instrument (e.g.Kanamori, 1993;EkströmandBusby, 2008;Berbellini
et al., 2016). In the exploration industry, the study of the strength of reflection and
transmission across interfaces (e.g.Muskat andMeres, 1940; Koefoed, 1962; Castagna,
1993) is much more common, owing to the large focus on reflection data. This is fa-
cilitated by much larger quantities of data over a smaller volume of Earth, and direct
control over the source.

The frequency-dependent arrival times ofRayleighwaves are sensitive to density, but
this sensitivity is oscillatory with depth (Takeuchi and Saito, 1972). This means that a
positive density anomaly may interact with both the positive and negative parts of the
sensitivity kernel, thus strongly reducing the net effect. Normalmodes display sensitiv-
ity to density due to the gravitational restoring force. However, this effect is strongest
for the gravest normal modes and these are only sensitive to the longest-wavelength
structure in the Earth (e.g. Dahlen and Tromp, 1998; Woodhouse and Deuss, 2007).

Other geophysical observables

Othermethods exist to probe the Earth’s interior. Gravity data are sensitive tomass dis-
tribution only, and as such are most directly related to density. However, because they
are potential-field measurements, solutions to the gravitational inverse problem are in-
herently non-unique (see e.g. Blakely, 1995). This means that even in the case of full
surface coverage and error-free data, an infinity of solutions remains – this in contrast
to for example ray tomography, where the central-slice theorem dictates that a perfect
reconstruction would be obtained in that case (Iyer and Hirahara, 1993). Gravity on
its own can thus provide only weak constraints on density structure, and as a result,
strong prior information needs to be incorporated into the inverse problem (Blakely,
1995; Tarantola, 2005). Two emerging observables with sensitivity to density are pre-
cise measurements of the solid Earth’s tides, which could be used to study the Earth’s
longwavelength density structure (Latychev et al., 2009), and cosmic raymuon tomog-
raphy (Nagamine et al., 1995), an emerging field whichmakes use of cosmic raymuons
that attenuate as a function of mass density.

1.3 Previous work

Despite the above considerations, density structure within the Earth, both on the large
and small scale, has been studied to some extent over the past decades. Below, I will
discuss some previous work investigating density within the Earth.

On the very largest scale, laterally averaged 1-Ddensitymodels (e.g.Dziewoński et al.,
1975;Dziewoński andAnderson, 1981) are based onmeasurements of the Earth’s total
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mass and moment of inertia and on frequencies of the gravest normal modes. Because
of the persistent non-uniqueness of the resulting inverse problem, these models have
to be supplemented with a priori assumptions about possible adiabaticity in different
portions of the Earth, as well as about the density jumps at discontinuities. This may
make it difficult to assess the validity of such models, especially near discontinuities
(Kennett, 1998; deWit andTrampert, 2015). Information about thedensity contrast at
such discontinuities can be obtained from the amplitudes of reflected and transmitted
waves, but these suffer from trade-offs with velocity structure (Shearer and Flanagan,
1999; Kato and Kawakatsu, 2001).

The sensitivity of normal modes, sometimes combined with gravity data, has also
been used to study the long-wavelength 3-D density structure in the lowermantle (Ishii
and Tromp, 1999, 2001, 2004). However, the robustness of these results has been
questioned by various authors (Resovsky andRitzwoller, 1999;Kuo andRomanowicz,
2002; Resovsky and Trampert, 2002; Koelemeijer et al., 2017). Most importantly, Ak-
barashrafi et al. (2018) find that the commonly used method of normal mode splitting
functions generally has much larger uncertainties than previously assumed, so that re-
sults of current studies based on this technique are unlikely to yield robust information
on density structure. Instead of using splitting functions, they propose to invert nor-
mal mode spectra directly. As this is computationally more challenging than classical
methods, this is still under development.

For long-period surface waves (100–500 s), density may be resolvable in the upper
150–200 km (Tanimoto, 1991). At these depths, an anticorrelation of density and S
velocity is found in some regions, where continents appear light, but with high vS. The
ratio of horizontal and vertical components (H/V ratios) of higher-frequency surface
waves can be used tomap density as well (e.g. Lin et al., 2012). However, H/V sensitiv-
ity displays strong trade-offs with other parameters, and can only be used with signifi-
cant regularisation, or with the inclusion of a priori scaling relations.

On exploration scales, density is generally incorporated into studies by way of (con-
trasts in) impedance (e.g. Mora, 1987) although some recent work has been done to
study density separately (e.g. Jeong et al., 2012; Köhn et al., 2012; Prieux et al., 2013;
Bai and Yingst, 2014).

Gravity data

Apart from seismic data, gravity measurements have been used to study the density
distribution within the Earth – usually in the shallower crust (notably volcanoes, e.g.
Barnoud et al., 2016) and asthenosphere but sometimes on the global scale as well.
Such gravity studies are often augmented with additional information to reduce non-
uniqueness. Additional information can consist of basic assumptions about or con-
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straints on the density anomalies – their shape, extent, maximum amplitude or the
contrasts between them, or a minimum volume constraint – or can come from other
data sources. Seismic models are used to provide a starting density model (e.g. Chaves
and Ussami, 2013) or to isolate the contribution of specific layers (e.g. Kaban et al.,
2004;Herceg et al., 2016; Root et al., 2016). Both approachesmay rely on a predefined
density model or scaling between density and velocity, which precludes the discovery
of those interesting cases where the scaling is different or may result in artefacts of the
same size as the structure of interest (Herceg et al., 2016). Alternatively, the shapes of
anomalies can be extracted from seismic velocity models, the density of which is then
adjusted in order to fit the gravity data (e.g. Fadel et al., 2015). In this case, the assump-
tion is made that the shapes of anomalies in seismic velocity coincide with the shapes
of density anomalies. Finally, the contribution of modelled density anomalies can be
analysed and compared tomaps of the geoid, gravity field or gravity gradients (e.g. Panet
et al., 2014).

Earth tides

With the expanding availability of satellite-derived geodetic measurements, the poten-
tial for using the tidal motions of the solid earth has been explored in recent years (e.g.
Latychev et al., 2009; Lau et al., 2015). As tidal deformations are sensitive to long-
wavelength deep mantle structure, this information can be used to independently as-
sess thedensity contrasts in thehighly debatedLargeLowShearVelocityProvinces (Lau
et al., 2017).

Muon tomography

A relatively new field of study in the Earth Sciences is muon tomography, which uses
muons that are produced by cosmic rays passing through the Earth’s atmosphere to
scan or image structures. The attenuation of the signal is influenced by the amount of
matter that the rays pass through, which means that this method is almost exclusively
sensitive to density. Famously, this method was used to search for cavities within the
Khufu Pyramid (Great Pyramid) of Giza (Alvarez et al., 1970), a method that recently
led to the discovery of a previously unknown chamber (Morishima et al., 2017). Recent
developments include attempts to image volcanoes (Tanaka et al., 2007;Rosas-Carbajal
et al., 2017)As thismethod is still in its infancy, development is continuously ongoing–
notably on the instrumental front (e.g. Jourde et al., 2013; Rosas-Carbajal et al., 2017),
but also in terms of theoretical considerations concerning the treatment of the data and
backgroundnoise (e.g. Lesparre et al., 2010; Jourde et al., 2013;Nishiyama et al., 2016).
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Scaling relations and joint inversions

A commonly used method to incorporate density into seismic velocity tomography is
to introduce scaling relations between the parameters. In general, themagnitude of rel-
ative density anomalies is often scaled to that of relative S-wave velocity, using scaling
factors dlnρ/dlnvS that typically range between 0.1 - 0.4 (e.g. Karato and Karki, 2001;
Simmons et al., 2009). In many parts of the Earth, this results in reasonable models:
for instance, high-velocity bodies are routinely interpreted as subducting slabs which
are colder than the surrounding material, and thus denser. However, these scaling rela-
tions preclude the detection of those interesting regions where they do not hold. Such
regionsmay be present in all parts of the globe from the crust to the deepmantle, and in
(some parts of) the shallow and deep mantle this may result to a negative scaling factor
(e.g. Tanimoto, 1991; Ishii andTromp, 1999; Resovsky andTrampert, 2003; Trampert
et al., 2004; Simmons et al., 2009). This could point, for example, to chemical hetero-
geneity or the presence of melt.

Another approach, aimed at exploiting the complementary information present in
different data sets, consists of combining multiple types of observables into a joint in-
version. These data can range from body and surface waves, to normal modes and geo-
dynamic data, including estimates of past platemotions and the location of subducting
slabs. Such joint inversions have been carried out with the aim of constraining velocity
and density structure in the whole mantle (e.g. Ricard et al., 1993; Nataf and Ricard,
1996; Simmons et al., 2010; Moulik and Ekström, 2016) but also at shallower, crustal
levels (e.g.Maceira andAmmon, 2009;Tondi et al., 2009;Chai et al., 2015). Despite the
additional data, however, in many cases such studies rely on imposed scaling relations
between velocity and density, or on subjective choices of damping in order to avoid
artefacts and reduce trade-offs, mostly to circumvent issues pertaining to the gravity
non-uniqueness problem.

1.4 Waveform tomography

The recent development ofwaveform tomography (frequently referred to as “full wave-
form inversion” 5 ) offers a different approach to imaging density. Instead of calculating
the arrival times of specific seismic phases, the full seismic wavefield emanating from an
earthquake (or indeed any other type of source) is modelled. From this, synthetic seis-
mograms can be obtained that honour the physics of wave propagation, which can be
used to invert for Earth structure (Tarantola, 1984, 1986, 1988; Tromp et al., 2005;
Fichtner et al., 2006).

5 See Chapter 3.5 for a note on nomenclature.
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While thismethod is computationallymoredemanding than ray-based imagingmeth-
ods, it holds distinct advantages. Firstly, geometrical ray theory assumes infinite fre-
quencies and infinitely narrow ray paths, while the data that can be used have finite
frequencies. This means that this theory is technically only valid if the scale length of
3-D heterogeneity is much greater than the seismic wavelength (see e.g. Nolet, 2008).

Another advantage of waveformmethods lies in their ability to incorporate in a con-
sistent manner all the information in seismograms – not just the arrivals of certain,
specified phases (Figure 1.3). As a result, body and multimode surface waves, source
effects, frequency-dependence, wavefront healing, anisotropy and attenuation are nat-
urally and coherently incorporated.

Recent advances in computational power (including the advent and incorporation
of GPU-accelerated computing into waveform tomography software) and an explo-
sion of data available to the seismological community 6 have opened the door for this
method to be fully incorporated into the seismological toolbox. Crucially, these devel-
opments have beenpairedwithmethodological advances such as the development of re-
liable numerical methods (e.g. spectral element methods, see for example Komatitsch,
1997) and of various types ofmeasurements that can bemade on seismograms (e.g. Luo
and Schuster, 1991; Fichtner et al., 2008; Bozdağ et al., 2011, see Section 3.5). This has
allowed us to image P- and S-wave velocity jointly for the crust and mantle on regional
to even global scales (e.g. Tape et al., 2009; Fichtner et al., 2009, 2013c; Zhu et al., 2012;
Lee et al., 2014; Chen et al., 2015; Simutė et al., 2016; Bozdağ et al., 2016), as well as
seismic wave attenuation (e.g. Prieux et al., 2013) and the locations of mantle disconti-
nuities (Koroni et al., 2017).

Crucially, waveform methods also makes it possible to put constraints on density
that ray based tomography cannot provide. The first steps towards imaging density
have thus been made (Płonka et al., 2016; Blom et al., 2017; Beller et al., 2017a,b), and
this thesis is an investigation into the potential of waveform methods to image density
independently.

1.5 This thesis

To summarise the above, density would help to give insight into the dynamics of plate
tectonics and the type of heterogeneity found within the Earth, but the most com-
monlyusedmethodsof imaging theEarth’s interior suffer fromfundamental ormethod-
ological problems that forbid or severely hamper the direct and independent inference

6 The Incorporated Research Institutions for Seismology publishes regularly updated charts of data
availability and usage, available on http://ds.iris.edu/data/distribution/ (last accessed on 14
November 2017).
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Chapter 1. Introduction
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Figure 1.3: Apart from the fact that the physics of the system are better honoured, waveform tomography
also gives us the possibility to exploit the information in the seismogram to a much larger extent. Com-
paring in this cartoon the single measurement of travel time difference with the waveform difference as a
function of time, it is easy to see thatmore information can be extracted from the latter. Most notably, the
amplitude difference between the two seismograms has no effect on the ray theoretical travel time differ-
ence. Note: a waveformdifference is just one example of a time-continuousmeasurement on seismograms
used in waveform tomography.

of density structure. This thesis is an attempt to use the relatively recent development
of waveform tomography to image density directly.

The objective of this work is to explore the potential of waveform tomography to im-
age density directly and as an independent parameter. To this end, I pose the following
questions:

1. How does density affect the seismic wavefield?
2. Are there specific parts of the seismogram that are especially sensitive to density

structure?
3. Is it possible to use waveform tomography to recover density structure as an in-

dependent parameter?
4. Can gravity and seismic measurements be combined in a meaningful and useful

way to infer information on density structure within the Earth?
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1.5. This thesis

5. If we can image density in synthetical examples, how does this translate to a real-
data tomography?

Structure of this thesis

The thesis is structured into a theoretical part, a part considering the specific problem
of density, an application to real data and a final synthesis.
Chapters 2 and 3 describe the basic foundations and general methodology used in

this work. Chapter 2 provides some necessary foundations on inverse theory. This the-
ory, describing in a very general way how we can infer properties of model parameters
based on (limited) observations, forms the backbone of this work. Chapter 3 goes into
seismic tomography itself, specifically discussing how the wave equation fits into the
framework of inverse theory. Both the classical ray based tomography and waveform
tomography are discussed, although stress is placed on the latter, which is the main
technique employed in this thesis. I will also briefly discuss the adjoint method, which
lies at the core of waveform tomography.
Chapter 4 deals with Questions 1 and 2: how does density affect the seismic wave-

field, and are there specific parts of the seismogram that are more sensitive to density?
We analyse the effect of density on seismicwavepropagation in general, andon recorded
seismograms in specific – both in 2-D and 3-D.This chapter is intended as a brief show-
case of the effect of density anomalies within the Earth on wave propagation and seis-
mograms, in order to give the reader a feeling for the wavefield effects that may be en-
countered – and used in an inverse approach.
Chapter 5 uses the wavefield effects of density discussed in Chapter 4 to answer

Question 3: can we recover density structure using waveform tomography? For this, a
2-D wave propagation and tomography code is used that was written for this purpose.
This chapter also discusses Question 4: can seismic and gravity measurements be com-
bined in a meaningful way? We carry out synthetic inversions to assess the potential to
image density under various circumstances, including the presence of data noise, the
use of gravity data and the inclusion of prescribed scaling relations betwen velocity and
density.

In Chapter 6, I use data from the Eastern Mediterranean (the same domain and
data as used in Chapter 7) to further investigate question 2: are specific parts of the
seismogram especially sensitive to density? We use themethod ofOptimal Observables
(Bernauer et al., 2014) to try to find combinations of observations that maximise sen-
sitivity to density whilst minimising sensitivity to the other parameters. A pilot study,
this chapter gives several real-data examples drawn from theEasternMediterraneandata
set, and uses a toy problem to illustrate the potential and some of the pitfalls of this
method.

13
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Chapter 7 applies the insights of Chapters 5 and 6 to a real-data inversion, thereby
dealing with question 5. In the study area of the Eastern Mediterranean, we carry out
waveform tomographywith the specific aimof constraining density structure alongside
the seismic velocities.

Finally, Chapter 8 provides a synthesis of all that is studied in this thesis, including
an outlook of the potential directions of further research.

14
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2
Inverse theory

Trying tofindoutwhat the interior of theEarth looks like, basedon (insufficient) obser-
vations made on the outside, is a problem that falls within the realm of inverse theory.
Very roughly speaking, inverse theory is the mathematical theory that lets us deal with
those situations in which we want to learn something about a state and/or temporal
development using measurements that are related to that. Indeed, this is a very broad
description of problems in general which can range from a doctor determining an ill-
ness (data: symptoms described by patient) to anyone trying to determine whether the
milk is still fit for consumption (data: smell, consistency). 1 Initially, I therefore delib-
erately make the description as generic as possible.

Symbolically, the relationbetweendata andmodel canbe expressedwith the so-called

1 One could argue that all of life consists of solving inverse problems.
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forward relationship

d =G(m). (2.1)

Here d represents the data, m is the model we wish to learn something about and G
is the physical theory linking the two. For seismic tomography, m is the (visco-)elastic
state of the Earth, the data d is (some property of) the seismogram and G is the wave
equation in some form. d and m are multi-dimensional in basically all geophysical in-
verse problems, so G is a function relating two high-dimensional spaces: model space
and data space. Either of those classes d and m can be continuous or discrete (although
data are always sampled in some sense, and in our solution methods, both will be dis-
cretised anyway).

Inverse theory deals with the opposite of the forward problem inEquation 2.2: given
the data d and our understanding of the relationship G , what can we learn about our
model? That is, we wish to find

m =G−1(d). (2.2)

In some cases, one can calculate the wanted model directly from the data using a di-
rect inversion method – that is: G−1 exists and we can compute it. In seismology, the
most famous example is theHerglotz-Wiechert formula for the inversion of travel times
(Herglotz, 1907; Wiechert, 1907). 2 In most cases, however, we cannot do so directly
– be it because of non-linearity of the forward problem, because of inconsistent mea-
surements, or other problems. The tomography that I will be discussing in this thesis
is such a case where an indirect approach must be taken.

Inverse problems bring a wealth of (sometimes rather fundamental) difficulties, col-
lectively gathered under the term ill-posedness. First, there might be several models that
will give the samedata. This is callednon-uniqueness. Sometimes this non-uniqueness is
a simple result of a lackof data (having fewermeasurements thanunknowns), but some-
times the theory linking data andmodel in itself brings a fundamental non-uniqueness.
Gravity is a famous example: even in the case of perfect coverage at the surface, there
is an infinite amount of subsurface models that will fit these data perfectly (see Figure
2.1).

Especially the former type of non-uniqueness is almost always the case in geophysics
– but also the latter is present more often than we would like.

2 In the case of the Herglotz-Wiechert formula, the forward problem and constraints have also been
massaged in order for the problem tobe directly invertible. This formula onlyworks under the assumption
that seismic velocity is a function of depth only, and that it increases monotonically with depth. This is
evidently not true in the actual Earth.
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Figure 2.1: A schematical representation of the fundamental non-uniqueness of the gravity inverse prob-
lem. The unspecified ‘gravity response’ in the graph can be explained by all shapes in the subsurface – and
infinitely many more.

A second issue is that there are errors, both in the data measurement and in the for-
ward theory. 3 As a result we have in reality d = G(m)+ e. One might make several
measurements of d, getting different values every time. Alternatively, one might make
measurements of different quantities, which, taken together, are inconsistent. 4 This
results in an (inconsistent) overdetermined system.

Another result of the presence of errors is their inevitable propagation into the in-
ferred model. This is especially problematic in non-linear problems such as seismic
tomography. If small changes in the data result in large variations in the final solution,
the problem is said to be ill-conditioned.

Because of these issues, we can only ever hope to obtain an estimation of the model,
m̃. One of the most fundamental problems of science is thus how to investigate the
relation of m̃ to the “true model” – whatever that means. 5 Especially in the case of
ill-conditioned problems, this is rather problematic, but all the more relevant.

2.1 A measure of misfit

Solving an inverse problem means defining an optimisation problem. We have an ob-
jective that we wish to achieve: for example, our model m should honour our mea-

3 …although one might argue that there is no such a thing as measurement error – only insufficient
theory.

4 An example would be m1 = 1, m2 = 2, m1 +m2 = 2. Clearly, these three “measurements” cannot
be true all at the same time – but there is no way of determining which (if any) is correct.

5 This is somewhat philosophical, but onemay certainly wonder what a “true model” actually means
– see for example Snieder and Trampert (1999).

17



2

Chapter 2. Inverse theory

surements dobserved as well as possible. That is, we want the difference between d and
dobserved to be as small as possible. To quantify the difference between the two, we de-
fine an objective ormisfit functional.

All indirect inversion methods involve, in a way, taking a certain “test model” mtest,
calculating dtest using the forward relation dtest =G(mtest) and then assessing the “fit”.
That is, we compare dtest with the actual data dobserved. We therefore need to define a
measure of misfit.

Such misfit functionals summarise in a single number the extent to which the test
data and real data differ. These are normally defined such that they are zero in the ideal
casewheredtest = dobserved, and larger than zero otherwise. For all sorts of reasons (noise
in the observations, imperfectness of the theory, etc) a zero misfit is not likely to be
reached. Moreover, the choice of misfit fundamentally influences the final result that
will be obtained, and that this is somewhat subjective. We can define amisfit functional
in which we try to minimise

min J (m) :=χ(d(m),dobserved), (2.3)

In the construction of a misfit functional, we have conflicting concerns. On one
hand, we want to fit the data as well as possible, but on the other hand, we do not wish
errors in the data to propagate into themodel: m̃ =G−1(d+e). That is, we don’t want
to be fitting noise (that is: the signal that our theory does not account for). The choice
of misfit functional therefore requires special attention and is rather problem-specific.
I will go into this in more detail in the context of waveform tomography in Chapter 3.

2.2 Inversion strategies

In the special case of a linear relationship between data andmodel, our system simplifies
to d = Gm where (given discretized data and model) this is just a linear system. Given
under- and/or overdetermination, different direct inversion solution strategies can be
used to directly infer the model m. A small number of geophysical problems are linear
in themselves, but during the past decades, a lot of effort has been made to put non-
linear problems in a linearised framework, in order tomake use of these well-developed
solution strategies (see e.g. Tarantola, 1984; Spakman and Nolet, 1988). With success:
most of what we have learned of the Earth during the past century is based on these
linearised approaches.

However, if we want to assess a problem that has a non-linear forward relationship,
we are by default forced to use a more indirect approach. Ideally, one would like to
explore the “misfit landscape” in its entirety – that is, we would like to learn in which
areas of model space misfit is low, if there is a single such minimum or if there are sev-
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eral, how wide or narrow these “misfit valleys” are, etcetera. A so-called probabilistic
approach aims to do this, but can quickly become prohibitively expensive if (1) the for-
ward problem is computationally expensive, or (2) the amount of model parameters is
large. Since in waveform tomography, we have to deal with both, I will not go into this
– but as computational power continuously increases, probabilistic approaches may
become feasible.

The other approach is to make use of the misfit landscape topography, in which
model updates are calculated from previous models in a consecutive manner. If we
know the misfit J in a certain point in model space, and also its gradient ∇J (m), then
we know in which direction the misfit decreases – and therefore in which direction we
could update our model. In fact, this type of iterative method is not only used for non-
linear, but often also for linear problems in which the amount of data and/or model
parameters is so large that thematrices are toomassive to handle. Such deterministic or
iterative methods are at the centre of seismic tomography.

2.3 Iterative inversion methods

The general approach for iterative methods is to go downhill the misfit slope for a dis-
tance, re-evaluate misfit and gradient, and go downhill again. In other words, if we
have amisfit functional that we try tominimise (i.e. Equation 2.3) and a startingmodel
m0, we are interested in calculating consecutive updates m1, m2, m3, ..., such that
J (mi+1) < J (mi ). For a given model mi , an updated model mi+1 that better explains
the data is calculated from a descent direction si , scaled by some step length γi > 0:

mi+1 = mi +γi si , (2.4)

This is done either until we reach the bottom (or get within a negligible distance from
it whichmay as well be the error level), or until our updates stagnate (or until our com-
puter time runs out...). The assumption here is that this is the actual, i.e. global mini-
mum – but this is indeed no more than an assumption.

Finding the descent direction

Often, methods of determining the descent direction involve the calculation of the gra-
dient ∇J (m). Ideally, we would also have access to the Hessian, i.e. the second deriva-
tive of the misfit functional with respect to the model parameters. This would provide
information on the curvature of themisfit functional with respect to themodel param-
eters (for quadratic problems, the Hessian would directly yield the minimum). The
computation of the full Hessian, however, remains prohibitively expensive in the to-
mography problems that I will deal with here.
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The descent direction si is determined by the negative gradient of the misfit of the
current model, preconditioned by an approximation of the inverse Hessian Bi :

si =−Bi ·∇J (mi ). (2.5)

(Nocedal and Wright, 2006). Different strategies are available for preconditioning the
gradient.

Steepest descent The “naïve”method for determining themodel update involves sim-
ply going into the direction of steepest descent – i.e. the direction of the negative
gradient. That is, Bi = I , and si =−∇J (mi ). The step length is most often se-
lected using a line search method taking two trial step lengths, calculating the
corresponding misfit, fitting a quadratic to them and selecting the minimum.
Intuitively, it may seem obvious to go down as steeply as possible, but the prob-
lem is that the updates get progressively smaller as one approaches theminimum.

Conjugate gradient The conjugate gradientmethod uses not only the gradient of the
current step, but also a recursive term based on the previous descent direction
(Fletcher and Reeves, 1964). For linear problems, this ensures that the current
descent direction is conjugate to all previous descent directions, and thus that the
method reaches the minimum in a number of steps that is at most the number
of model parameters. For non-linear problems, a step length γi is determined
by taking trial step lengths and fitting a quadratic to them. While the waveform
tomography problem that we deal with is not linear (and the number of model
parameters so large that this is not a feasible number of steps), this method nev-
ertheless tends to speed up the convergence towards the minimum compared
to steepest descent methods (e.g. Modrak and Tromp, 2016). The algorithm as
used in this study is given in Appendix A.2

L-BFGS Anothermethod thatuses previous gradients is theBroyden-Fletcher-Goldfarb-
Shanno algorithm, applying the “low-memory” variant (hence the “L-” prefix
in L-BFGS – see (Liu and Nocedal, 1989; Nocedal and Wright, 2006)). This
method uses the models and gradients of previous iterations to construct an ap-
proximation of Bi . As such, it is a quasi-Newtonmethod (“full” Newtonmeth-
ods being methods in which the complete Hessian is used). L-BFGS is matrix-
free and requires only vector-vector operations. Thus, the additional costs of
computing the search direction are negligible compared to conjugate gradient
methods. While this method is not guaranteed to converge towards the actual
Hessian, experience shows that it strongly speeds up convergence (e.g. Modrak
and Tromp, 2016; Blom et al., 2017; Krischer, 2017). Another advantage is that
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the search direction is automatically scaled using curvature information which
makes it possible to skip the computation of additional trial step lengths inmost
cases. This is especially relevant for waveform methods, which require a costly
forward simulation for every trial step computed.

The L-BFGS algorithm as used in this work is given in Appendix A.1.

A note on step length determination

For the line search method used to determine the step length as described above for
steepest descent and conjugate gradientmethds, it is important that the trial step lengths
are small to beginwith– the assumptionof quadraticness generally holds only in a small
region around the current position in the misfit landscape. Usually, physical intuition
will help in determining a reasonable step length: step lengths yielding an update of
at most a few per cent are mostly within the range within which the quadratic fit will
work.

A note on local versus global

It is important to realise that these gradient-based, iterative inversion methods are by
definition local – that is, they only go down into a misfit valley. If the misfit landscape
is very ‘hilly’, i.e. if there are multiple minima in the misfit functional, it is of vital
importance to start in the correct valley (i.e., the one that leads to the globalminimum).

This type of method therefore relies crucially on the starting model. If the starting
model is not within the ‘basin of attraction’ of the global minimum, it will descend
towards a local minimum and one may end up with a rather peculiar model. In seis-
mic tomography, the higher the frequency content of the signal is, the hillier the misfit
landscape becomes as the low spatial frequencies of themodel are overpowered by these
higher frequencies (Gauthier et al., 1986). It is therefore important to use a multi-scale
approach, where low frequencies are inverted for first (Bunks et al., 1995, who them-
selves refer to this as the ‘multi-grid’ method).

Another disadvantageof iterativemethods is that these only yield a single finalmodel,
while even within a single misfit valley, there may be many (significantly varying) mod-
els that explain the data approximately equally well – i.e. the bottom of themisfit valley
is very flat and wide. This effect is only exacerbated in the presence of noise. In that
case, the direction from which the valley is entered also plays an important role. This
depends on the starting model and the iterative method chosen.

The iterativemethods themselves donot give any insight into the variability ofmodel
validity, and thus additional tests need to be performed in order to check resolution
issues in the form of trade-offs, smearing and the null space. This is the largest strength
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of probabilistic approaches – these naturally comewith a probability description of the
model space. I will go into these issues in the specific context of waveform tomography,
which I will discuss in Chapter 3.

A note on subjectivity

In setting up and solving an inverse problem, subjectivity plays amajor role. The choice
of measurement is subjective, and so are the choice of starting model and of forward
model, i.e. themethodwith which d =G(m) calculated. The fact that theminimum is
never reached means that different descent algorithms yield different results. Because
of that, the chosen model parametrisation also plays a role in iterative methods, as I
will discuss in more detail in the context of seismic tomography in Chapter 3. Addi-
tional constraints based on a priori information and regularisation in general are an-
other source of subjectivity. All these points should be considered when comparing
the results of different methods – and these ultimately determine the usefulness of the
result.
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Given that digging is not usually an option, the most common (and by necessity in-
direct) method to investigate the Earth’s interior is seismic tomography. In this part, I
will briefly summarise some aspects of this field which are relevant in the context of this
dissertation.

3.1 The forward relationship

A very general formulation of the relationship between Earth structure and seismic
waves is given by the wave equation

ρ(x) ü(x, t )−∇·σ(x, t ) = f(x, t ), (3.1)

which relates the accelerationfield ü = ∂2
t u to themass densityρ, the stress tensorσ and

a forcing term f. This relationship ultimately follows from Newton’s Laws, with the
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note that in this formulation, the self-gravitational and rotational effects are assumed to
be too small to be of relevance. In description of the normal modes of the Earth, which
have frequencies in the order of milliHerz, this is incorrect, and a different formulation
must be used.

To form a complete set of equations, a constitutive (or rheological) relationship re-
lates stress to displacement. Within the seismic frequency band, the Earth behaves as a
viscoelastic solid. Depending on the application and the parameters that are thought to
be important in the problemwe wish to study, different choices for such a relationship
can be made with varying degrees of complexity. For an isotropic, elastic system, three
parameters suffice to describe the Earth (density ρ and the two elastic parametersλ and
µ), while a complete anisotropic description in which a linear visco-elastic rheology is
assumed requires up to 21 anelastic parameters, which each depend on current as well
as previous strain. This general stress-strain relationship is given by

σ(x, t ) =
∫ ∞

−∞
Ċ(x, t − t ′) : ∇u(x, t − t ′)dt ′, (3.2)

with Ċ shorthand for ∂t C and : denoting the tensor contraction between Ċ and∇u (i.e.
in index notation this is written out as Ċijkl∇ukl).

The combination of wave equation and constitutive equation forms the forward re-
lationship d = G(m) (Equation 2.2). Here, our data d is (some property of) the dis-
placement field u and our model the (visco)elastic state of the Earth. Ultimately, seis-
mograms are nothing more than point-wise measurements of the wavefield at the re-
ceiver locationsu(xreceiver) (this is, at least, whatwe like to believe –more on this below).
The different choices for rheology influence not only the complexity of the system of
equations to be solved, but also the number of unknowns in the inverse problem. Ac-
curately describing the physical system thus trades off with the well-posedeness of the
inverse problem.

3.2 Ray theory

One of the most obvious ways of using seismic data is to look at the arrival times of
certain well-known phases from a seismogram. Ray theory (Cerveny, 2001) is a way of
efficiently calculating such arrival times, building on the assumption that the signal is
of infinite frequency and the path that the signal travels between source and receiver
infinitely narrow. This transforms the problem of calculating travel times (our data d)
into one that is linear with respect to slowness (the inverse of velocity) along the ray
path. This path in itself is again dependent on the velocity structure, and the result-
ing inverse problem is still non-linear. Still, ray theory offers a clear advantage in the
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simplicity of the formulations, and it has been instrumental in discovering the internal
structure of the Earth (see Chapter 1).

The assumption of infinite frequency can in practice be relaxed somewhat to ‘high’
frequencies, provided that the structure is smooth and varies little over a wavelength.
This is important because the signal is not infinite to beginwith, and the effects of atten-
uation cause the high frequency content to be filtered out preferentially. On regional to
global scales, the maximum usable frequency is usually no higher than approximately
1 Hz for P-waves.

The lower the frequency, however, the more important the wave-like behaviour of
the signal becomes, and thus the more wave interference starts playing a role. This
means that the signal cannot be treated as following an infinitely narrow ray path –
instead, it is sensitive to a whole zone around this path. This zone is roughly ellip-
soidally shaped and becomes more complex with structural complexity. This has led
to the development of finite-frequency techniques which take into account the non-
local nature of sensitivity (e.g. Yomogida, 1992; Marquering et al., 1999; Dahlen et al.,
2000; Friederich, 2003; Yoshizawa and Kennett, 2005). 1

Moreover, effects such as diffraction and “wavefront healing” are not adequately
modeled with ray theory (Rickers et al., 2012). As waves encounter an object, there
will be interface waves traveling along the object’s boundary. These diffractions lead to
a phenomenon called wavefront healing. Because the diffracted waves “wrap around”
objects, the signal of the directly transmitted wave becomes less and less important in
comparison, the farther the signal travels from the object. Ultimately, this leads to a
smaller and smaller effect of especially low-velocity objects as the wave propagates far-
ther away from it (Malcolm and Trampert, 2011; Rickers et al., 2012). While the infor-
mation does not disappear from the signal, the first arrival (that which is measured and
modeled) is hardly sensitive.

Ray theory is also completely insensitive to density (Cerveny, 2001). While density
is an explicit part of the full wave equation (Equation 3.1), sensitivity to it is removed in
the derivation of ray theoretical travel times. In this work we are specifically interested
in learning how density variations influence the wavefield and how and to what extent
we can recover them using waveform tomography.

1 That the assumption of rays can be problematic is illustrated using the concept of the first Fresnel
zone, the (ellipsoidally shaped) volume around the ray path in which waves can travel with paths that
differ by up to half a wavelength, and thus interfere constructively. The width of the first Fresnel zone is
a measure of the region around the hypothetical ray to which the signal is sensitive. Indeed, while “1 Hz”
sounds high frequency, a 1 Hz inner-core traversing PKIKP wave still has a Fresnel zone width of around
200 km. In this light, it is remarkable that it is even possible to discern inner core structure over distances
of tens of km (Shearer, 1994; Waszek and Deuss, 2011; Blom et al., 2015) – the fact that this is possible
must have to do with subtle waveform effects and/or the simplified nature of the Fresnel zone concept.
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3.3 Modelling the seismic wavefield

The assumptions crucial to ray theory and finite frequency methods lose their validity
in the presence of strong small-scale heterogeneity (e.g. Cerveny, 2001; Panning et al.,
2009; Parisi et al., 2015). It is therefore not surprising that waveform modelling meth-
ods developed quickly in the past couple of decades. While computationally orders
of magnitude more expensive than ray-based imaging methods, the advantage of wave-
formmodelling lies in the possibility to incorporate in a consistentmanner all the infor-
mation in seismograms–not just the arrivals of certain, specifiedphases (see Figure 1.3).
As a result, body and multimode surface waves, source and crustal effects, frequency-
dependence, wavefront healing, anisotropy and attenuation are naturally and coher-
ently incorporated. This overcomes the need for many of the usual corrections applied
to travel time data (such as ellipticity, crustal, and topographical corrections, see e.g.
Bozdağ and Trampert, 2008; Ferreira et al., 2010), and thus the biases that may be in-
troduced through these.

In order to calculate the seismic wavefield and compute synthetic seismograms, the
wave equation is solved numerically. These calculations are computationally extremely
intensive: as the frequency content of the signal increases, the sampling needs to be-
come denser – both in space and in time, such that generally one can say that in 3-D,
the computational resources necessary increase proportionately to the fourth power of
the increase in highest frequency. With modern-day resources it is possible to simulate
wavefields with periods down to around ten seconds on regional (Fichtner et al., 2013c;
Rickers et al., 2013; Simutė et al., 2016) or even global scales (Bozdağ et al., 2016). This
means that the full seismogram, albeit at long periods, can be incorporated into seismic
inversion.

3.4 Strategies for modelling the seismic wavefield

The different types of issues that come with solving a partial differential equation nu-
merically have resulted in awealth of different strategies of computing the seismicwave-
field, which all have their strengths and weaknesses. The two desired properties are ac-
curacy on one hand, but a limitation of computational cost on the other. Needless to
say, these trade off. Two different forward solvers are used in this work, based on two
different methods.

Finite difference methods The traditional finite differencemethods (e.g.Virieux, 1984,
1986) are easy to implement but have the disadvantage that the grid is rather in-
flexible and implementation of the free surface is very problematic. Nevertheless,
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especially using the staggered grid approach of Virieux (1984, 1986) it is an effi-
cient scheme that is being used widely – especially in exploration context. The
first part of this work (Blom et al., 2017) uses a two-dimensional finite difference
code developed for this purpose (written using Matlab and available on github
– https://github.com/Phlos/fd2d-adjoint).

Spectral element methods The spectral elementmethod is currently themostwidespread
method for modelling the seismic wavefield in earthquake tomography. As it is
based on the weak formulation of the wave equation, the free-surface bound-
ary condition is implicitly accounted for, and compared to methods of simi-
lar accuracy, it is relatively efficient. In most spectral element codes, displace-
ment within each element is expressed in Lagrange polynomials (usually of de-
gree 4 or higher), collocated at Gauss-Lobatto-Legendre (GLL) points (e.g. Ko-
matitsch and Vilotte, 1998; Fichtner and Igel, 2008; The Salvus Development
Team, 2017). This results in a subdivision of elements or cells into a finer in-
ternal grid. The use of the GLL quadrature results in a diagonal mass matrix in
the numerical integration, which is one of the reasonswhy thismethod is consid-
ered attractive. The second part of this work, which deals with real data from the
EasternMediterranean, uses one such code that implements the spectral element
method (ses3d, developed by Fichtner and Igel (2008) and Gokhberg and Ficht-
ner (2016) and available through http://www.cos.ethz.ch/software).

3.5 Waveform inversion – the adjoint method

It is clear that with the computational cost of wavefield simulations as detailed above, it
will remain impossible for some time to use them with probabilistic inverse methods.
We therefore rely on iterative methods as described above, in which each consecutive
model is calculated from the previous one, with the requirement that it have a smaller
misfit than the previous one. Here, I will give a rather brief summary of how the gen-
eral inverse theory as described in Chapter 2 translates to the specific case of waveform
tomography.

Because we now take measurements on windows of seismograms, misfit functionals
for waveform tomography per force involve a time integral. A more specific waveform
implementation of Equation 2.3 thus becomes

min J (m) := ∑
s,r,c

∫
t
χ(us,r(m),us,r, observed)dt

subject to (some formulation of) Equation 3.1, (3.3)
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where the misfit is summed over all sources s, receivers r and components of the seis-
mogram c .

Whichever optimisation schemewe use, wewill need to calculate the gradient of this
misfit with respect to the inversion parameters (see Equations 2.4 and 2.5 in Chapter
2). The inversion parameters are closely related to the physical model parameters, but
don’t have to be exactly the same – more on this later. I will therefore first give the
gradient of the misfit with respect to the physical model parameters m. The misfit J
is related to the model parameters through its dependence on the wavefield u via the
chain rule:

δJ =
∫

t

[
∂χ(ur ,uobs.)

∂m
δm

]
dt

=
∫

t

[
∂χ(ur ,uobs.)

∂u

∂u(m, t ,xr )

∂m
δm

]
dt .

(3.4)

In the interest of legibility, I have here dropped the summation over s, r , and c from
the equations below, but it is implied.

This formulation, however, still involves the term ∂u
∂m , which would be prohibitively

expensive to calculate: a complete forward simulation would have to be performed for
perturbations in every single model parameter. The adjoint method circumvents this
by transforming the time integral in equations 3.4 into a volumetric integral. This is
done by expressing ∂u

∂m in terms of its first order approximation (the single scattering
Born approximation) and the so-called adjoint wavefield u†:

δJ =
∫

V

∫
t

u† · [δρü−∇·σ]
dt dx

=
∫

V
Kmδmdx

(3.5)

with ü shorthand for ∂2
t u and Km the partial derivative(s) or so-called sensitivity kernel

for m. In the interest of brevity, I will omit the full derivation here – details can be
found in for example Tarantola (1988); Tromp et al. (2005); Fichtner et al. (2006) or al-
ternatively Fichtner (2010), Chapters 8 and 9. Another useful reference in this context
is Tape et al. (2007). The adjoint wavefieldu† is obtained by the time-reversed propaga-
tion of adjoint source energy f† through the samemodel as the forward wavefield using
the same type of relationship:

ρü† −∇·σ† = f† (3.6)

The adjoint source f† is defined by the chosen measurement:

f† = ∂χ

∂u
δ(x−xr ) (3.7)
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The seismic receivers now function as adjoint sources (δ(x−xr )), which implies that
the adjointwavefield canbe propagated simultaneously for all receivers of an event. The
combination of forward and adjoint wavefield for each event then results in so-called
event kernels, the sum of which is the gradient of the complete misfit functional.

Through the symmetry of the forward and adjoint formulations, the adjoint wave-
field can conveniently be obtained using exactly the same wave propagation code.

Gradients with respect to physical parameters

The model m in its most generic case consists of density and the 21 independent com-
ponents of the viscoelastic tensor C, which means we would have to find 22 partial
derivatives Km1 · · ·Km22 . However, as said before, this may not be desirable from an
inverse theory perspective and the codes that we employ may not even allow for the
separate treatment of all parameters. I will here simply state the specific kernels for an
isotropic, linearly elastic rheology (i.e. with a stress-strain relationship σ(x) = λ(∇ ·
u)I+µ

(∇u+ (∇u)T
)
), which is also the rheology used in the synthetic experiments of

Chapter 5. In this case, m consists of three parameters only: density ρ and the elastic
parameters µ and λ. We then end up with

δJ =
∫

V

[
Kρδρ+Kµδµ+Kλδλ

]
dt

where the quantities Kρ , Kµ and Kλ are referred to as the Fréchet kernels or sensitivity
kernels, i.e. the derivative of themisfit functional with respect to themodel parameters
ρ, µ and λ. These are defined as

Kρ,event =−
∫

t
u̇† · u̇dt (3.8)

Kµ,event =
∫

t
(∇·u)(∇·u†)dt (3.9)

Kλ,event =
∫

t
2ϵ† : ϵdt (3.10)

These kernels depend on the forward (u) and adjoint (u†) wavefields, along with their
spatial gradients, strain fields and time derivatives (it depends somewhat on the forward
methodwhich of these fields are readily available, andwhich have to be computed from
the original fields).
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Kernels in any other parametrisation can be computed simply by applying the chain
rule. For example, sensitivity with respect to the alternative parametrisation of density,
P velocity and S velocity can be obtained by by realising that vS =

√
µ
ρ and vP =

√
λ+2µ
ρ

and calculating the partial derivatives with respect to each.

Kρ′,event =−
∫

t
u̇† · u̇dt + (v2

P −2v2
S )

∫
t
(∇·u)(∇·u†)dt + v2

S

∫
t

2ϵ† : ϵdt , (3.11)

KvS,event = 2ρvS

∫
t
(∇·u)(∇·u†)dt − 4ρvS

∫
t

2ϵ† : ϵdt , (3.12)

KvP,event = 2ρv2
P

∫
t

2ϵ† : ϵdt . (3.13)

Note that the sensitivity kernel for density changes completely with the parametrisa-
tion, although the parameter itself is still the same. This is one illustration why the
parametrisation plays such an important role in iterative inversion strategies.

Similarly, one could replace λ (which does not have a clear physical meaning) with
κ=λ+2µ/3, which is the bulk modulus, i.e. compressibility of a material.

A note on the difference between physical and inversion parameters

The model parameters as described above are generic physical parameters which as yet
are not even bound to a specific grid or specific basis functions. Gradients of the inver-
sion parameters can be obtained from Equations 3.8–3.10 or 3.11–3.13 by projecting
the kernel onto whatever grid is used in the inversion.

The kernels in Equations 3.8–3.10 or 3.11–3.13 often differ from the inversion gra-
dient in another respect. This has to do with the fact that the physical parameters cho-
sen to describe the system are not necessarily of the same order of magnitude. In fact,
in the ρ−µ−λ parametrisation of Equations 3.8–3.10, the elastic parameters µ and
λ are both in the order of 1010, whilst density is in the order of 103. In this inversion
parametrisation, the latter two will completely dominate the path that the inversion
takes. An approach that is often taken to mitigate this problem, is to reformulate the
inversion parameters as relative deviations of the physical parameters with respect to a
reference model, as in

ρ = ρref · (1+m1), µ=µref · (1+m2), λ=λref · (1+m3). (3.14)

This non-dimensionalisation improves the scaling of linesearch methods (see Section
2.3)where all parameters are updatedwith the same step length. Partial derivativeswith
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respect to the inversion parameters m1,m2,m3 can be computed easily using the sensi-
tiviy kernels defined inEquations 3.8–3.10 and applying the chain rule. On the kernels,
this has the effect of scaling them by the reference model. 2 I use this reparametrisation
approach in the synthetic experiments of Chapter 5. One can combine such an ap-
proach with reparametrising the inversion into, for instance, the principal components
of sensitivity (Sieminski et al., 2009).

Indeed, in an iterative approach, it is a prime concern to make the algorithm as effi-
cient as possible. Whilst the misfit value for a certain point in model space is invariant
to the parametrisation, the distance between points may vary considerably, and as a re-
sult, the shape of the “misfit landscape”. The path towards the (local) minimum may
therefore become more or less efficient, as a result of which, the model and misfit de-
velopment using different inversion parameters may differ substantially.

A final thing to notice is that the actual inversion parameters are often not defined
on the spatial grid of the wave propagation (which involves the unevenly-spaced GLL
points) but rather on some other basis, the choice of which is based on convenience
(which often involves a choice for legibility). The computed kernels thus need to be
projected from the wave propagation grid onto the inversion grid.

Misfit functionals

The power of waveform tomography is that there are almost unlimited possibilities as
to the type of measurement that can bemade on the seismograms. A simple travel time
misfit is conceptually similar to classical ray-based tomography, but similarly, frequency-
dependentmeasurements,measurements on amplitude, or rather amplitude-insensitive
measurements can be constructed (e.g Luo and Schuster, 1991; Fichtner et al., 2008;
Bozdağ et al., 2011) Through the choice of measurement, we can influence the (types
of) parameters that our measurements are sensitive to, and the way this sensitivity ex-
presses itself.

L2-norm misfit The simplest andmost intuitivemisfit functional is a directwaveform
difference L2-normmisfit:

JL2 (m) :=
∫

t

[
u(m, t )−uobs.(t )

]2dt . (3.15)

whereu is a single component of awavefieldu (such amisfitwill thus be summed
over windows, components, receivers and sources). The advantage of an L2-

2 Such an approach has obvious advantage in the ρ−µ−λ parametrisation, but can be used just as
well for ρ−vS−vP – or any other parametrisation, for that matter. It is probably advantageous in general
to adopt such a strategy.
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norm is that it automatically takes into account all the information in the seismo-
gram, meaning that theoretically, every single oscillation can be exploited. One
disadvantage is that because the measurement is the pure waveform difference,
it is naturally dominated by the largest amplitude signals. In addition, this met-
ric is known to enhance non-convexity (Gauthier et al., 1986; Luo and Schuster,
1991). On a global scale with mild heterogeneity, however, this does not pose
a very large problem, which is why this is the misfit functional used in the syn-
thetic, global-scale inversions of Chapter 5.

Cross-correlation travel time misfit Ameasurement that is intuitively close to tradi-
tional ray tomography measurements is the cross-correlation travel time misfit
(Luo and Schuster, 1991).

Jcross-corr.(m) :=1

2
∆τ(u(m),uobs)

2

=1

2

[
argmax

t

∫
t

u(m, t ′)uobs(t + t ′)dt ′
]2 (3.16)

where ∆τ is the travel time shift as computed by cross-correlation.
As long as the synthetic and real seismograms are similar (and not time-shifted
beyond a half-cycle), thismeasurement is rather stable. Kernels are usually calcu-
lated in a “data-free” manner, i.e. based only on the synthetics, and only scaled
by the travel time misfit computed from cross-correlation across the window.
The implicit assumption in this case is that the synthetic and real seismograms
are time-shifted versions of each other. The sensitivity kernel has, in three di-
mensions, the typical “banana-doughnut” shape of finite frequency kernels (e.g.
Marquering et al., 1999).

Time-frequency misfit The time-frequencymisfit, developedbyFichtner et al. (2008)
is a more general formulation, of which the cross-correlation misfit can be seen
as a special case. The synthetic and real signals are compared in time-frequency
space (calculated here via a Gabor transform), and both the amplitude and the
phase shift can be included into the calculation of the actual misfit. The phase
misfit, which is used in the study of the EasternMediterranean region (Chapter
7), is given by

JTF,p (m) :=
∫

t

∫
ω

W n
p (t ,ω)

[
ϕ(m, t ,ω)−ϕobs.(t ,ω)

]n dtdω (3.17)

(for the Ln -norm of the phase difference). Here, the phase difference between
observed and synthetic signals is given by (ϕ−ϕobs). Because very small per-
turbations in the wavefield can lead to very strong phase variations in areas with

32



3

3.5. Waveform inversion – the adjoint method

low amplitude, a weighting Wp is applied. The only formal requirement of the
weighting function is that the quantity ||W /ũ||2 be bounded by a finite con-
stant; in our applications, wewill however use a logarithmic time-frequencywin-
dowing function to determine the regions within that space that have sufficient
amplitude such thatmeaningfulmeasurements canbemade: Wp = log(1+|ũobs.|)

max(log(1+|ũobs.|)) ,
with ũ being the time-frequency representation of seismic signal u as calculated
via the Gabor transform. For further details on this and on the phase difference
calculation, see Fichtner et al. (2008).

The advantage of this type of functional is that it specifically includes varying
information across frequencies into themisfit. Moreover, the phasemisfit is par-
ticularly suitable for the inversion of small-amplitude phases: as long as no larger
amplitude signal is present within the same window, only the phase of the sig-
nal determines the misfit (this, by the way, also holds for the cross-correlation
timeshift misfit). A disadvantage of this type of misfit is that it is relatively sen-
sitive to the non-linearity of the forward problem and thus results in a very non-
convexmisfit functional. It is thus of prime importance that the data are selected
in such a manner that the signal contains no cycle skips.

The time-frequencyphasemisfit is used for the real-data inversions of theEastern
Mediterranean of Chapter 7.

A similar type of misfit functional is the instantaneous phase misfit, which also
specifically looks at phase differences Bozdağ et al. (2011)

In general, the major concerns in the choice of misfit functional are stability of the
measurement, (non-)convexity, and sensitivity or information content. To some extent,
however, these trade off.

On window picking

The concept of windows has been mentioned only briefly in the foregoing, but in fact
this has an influence on the inversion results which is just as profound as the choice of
measurement. The selection of windows primarily serves to avoid noisy or otherwise
‘faulty’ or ‘suspicious’ data and cycle skips.

By selecting windows that are predominantly of body wave nature, sensitivity will
be stronger in deeper regions than when surface wave windows are selected. The com-
monly heard remark that waveform tomography methods are mostly useful for sur-
face wave models is therefore partially also a result of the windows picked. This has to
do with the fact that surface waves have much larger amplitudes. At the low frequen-
cies, which is where waveform tomography is computationally feasible, body waves are
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sometimes not even clearly visible. In the case of an L2-norm waveform misfit, small-
amplitude signal drowns out anyway, but for the calculation of the cross-correlation
misfit and the time-frequency misfits, windows play an important role. We elaborate
more on this in Chapter 7, where we demonstrate the effect of window selection on
misfit and adjoint sources.

As an aside, I here use the terms “body waves” and “surface waves” in a rather ray
theoretical manner. Of course, the power of wavefield modelling is that we don’t have
to make these strict distinctions – especially at lower frequencies, these wave types in-
teract and interfere elaborately. Nevertheless, using such nomenclature helps to gain
insight into what one can expect from choosing certain parts of the data.

A note on the word “full”

Whatever the popular name “full waveform inversion” seems to imply, even with the
computational power that we have available nowadays, we have not gotten to the point
where we use anything remotely close to the “full” seismogram, or modelling the “full”
physics. I already mentioned the assumptions implicit in the wave equation itself and
in the choice of constitutive relation. I will list a few more reasons below.

Frequency range Firstly, we use a band-limited part of the signal. The seismometers
themselves are sensitive to a specific frequency range, althoughwithmodern-day
broadband seismometers, this range is admittedly rather large (typically with a
flat response of periods between 120–0.05 s). 3 More relevantly, however, our
computational resources limit the minimum period and wavelength of the sig-
nals we can use, because these scale with the fourth power of the highest fre-
quency.

Windows Secondly, as mentioned above, we can never simply use the complete seis-
mogram but have to select windows in which the the noise level is low enough
and the data and synthetics can be compared in a way that is meaningful in the
context of the chosen misfit functional. Depending on the frequency range,
longer or shorterwindows canbe selected, but in general, the totalwindow length
decreases strongly with increasing frequency – even if the model fit improves.

Windowselectiondependson the choice ofmisfit functional. For cross-correlation
time shift measurements or a phase-type misfit, data and synthetics must look
sufficiently alike such that no cycle skips occur that would cause the algorithm
to converge to an erroneous minimum.

3 See for example the Passcal website, https://www.passcal.nmt.edu/content/
instrumentation/sensors/broadband-sensors – last accessed on 15 December 2017.
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The “full” wave equation Thirdly, and perhapsmost relevantly, we are nowhere near
inverting the full viscoelastic wave equation. In the fairly generic rheology of
Equation 3.2, the anisotropic tensor C has 21 independent, dissipative parame-
ters.

In most cases, however, only a small subset of parameters is considered. This is
relevant from an inverse theoretical point of view: themore parameterswe invert
for, the more unknowns, and thus the more poorly posed a problem becomes.
Evenwith the amounts of data that we have nowadays, our problem remains un-
derdetermined. The common strategy is therefore to invert for those parameters
only that explain most of the variation in the data – see for example the excel-
lent paper by Sieminski et al. (2009) in which this is explored using principal
component analysis. The computationally cumbersome convolution in Equa-
tion 3.2 can be circumvented using memory variables (Fichtner, 2010, Chapter
5). This can give computational difficulties, too, as it involves the determination
and storage of memory variables.

This means that often, the forward solvers, too, incorporate a simplified version
of the wave equation. In the case of the 2-D finite difference code that we use in
Chapter 5, for example, isotropy and elasticity both are implicit in the forward
modelling. The solver SES3D (Fichtner and Igel, 2008; Gokhberg and Fichtner,
2016), used in the second part of this work, uses a fixed attenuationmodel while
anisotropy is limited to distinguishing between SHand SV velocities. As a result,
the four remaining free parameters are density, SH, SV and P velocity. 4

These considerations make the term “full waveform inversion” seem somewhat mis-
leading, and throughout this work I will rather use the simpler term “waveform tomog-
raphy”.

4 As an aside – I tacitly assume solving the wave equation in the time domain. In exploration seis-
mics, however, it is still common to convert to the frequency domain as, once the linear system has been
solved, any number of sources can be modeled at almost no additional cost. The frequency domain also
has the notable advantage that implementation of visco-elastic dissipation is trivial: the temporal convo-
lution in Equation 3.1 converts to a simple multiplication. However, in three dimensions, the memory
requirements become prohibitively large, such that these methods become inviable. For this reason, the
time domain is also becoming more popular in that context.
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4
The effect of density on seismic waves

In order to image density using seismic waveforms, the first question that needs to be
answered is: how does density affect the seismic wavefield? 1 In this brief chapter,
I will discuss the effect of the presence of a density anomaly on seismic waves to draw
some general conclusions that will be useful for the purpose of imaging density. To this
end, I will use numerical simulations of wave propagation, which offer the possibility
to study the full wavefield including all the waveform complexities – direct wave, single
and multiple scattering – arising from the presence of anomalies.

Two example caseswill be shown: wave propagation in 2-D in anunboudedmedium
(the effect of which is simulated using absorbing boundaries), and 3-D wave propaga-
tion beneath a free surface, in a more realistic Earth-like setup. While the 2-D example
will show the effect of density on body waves, the 3-D example highlights the impor-

1 Question 1 of the Introduction (Chapter 1)
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tance of surface waves.

4.1 The effect of density on wave propagation in 2-D

In Figure 4.1, we illustrate the effect of a moderate density heterogeneity on a propa-
gating wave, comparing it with the effect of a similar magnitude velocity anomaly in
Figure 4.2. For both figures, wave propagation was calculated in 2-D for a single source
in a medium with constant seismic velocities and a rectangular 10 % anomaly. In Fig-
ure 4.1, this is a density anomaly; in Figure 4.2, a vS anomaly. Such a setup is similar
to scattering experiments conducted for example by Frankel and Clayton (1986) and,
more recently, Prieux et al. (2013), and serves to visualise how structure affects the seis-
mic wavefield. The radiation pattern of the source is such that mainly S waves travel in
the horizontal direction. All boundaries are absorbing (Cerjan et al., 1985).

Density anomaly

As the Swave reaches the density anomaly in Figure 4.1, it interacts with it (Figure 4.1a-
c), causing perturbations in the wavefield travelling both in the forward and backward
directions (Figure 4.1d-f). These wavefield perturbations are generated at the edges of
the anomaly, where there is a contrast in density. With a density anomaly of 10 %, the
differential wavefield caused by the density anomaly has amplitudes of about 5 % of the
original wavefield (see seismograms in Figure 4.1g). This is not a very large signal, but
it is measurable with current state-of-the-art broadband sensors. A significant part of
the energy is scattered in directions other than the propagation direction of the primary
wave,most notably in thebackwards direction, i.e. as a reflection towards the source. As
a result, a separate arrival is visible at receiver 1 after the direct wave has passed through
(indicated by the dotted lines in Figure 4.1g). This constitutes the largest-amplitude
differential signal (Figure 4.1h).

The differential wavefield caused by the density anomaly travels with the same speed
as the original wavefield, which means that for the wave travelling directly from source
to receiver 2, it is mainly visible as an amplitude change. Nevertheless, the shape of the
waveform is altered (Figure 4.1g) and this expresses itself as a slight change in finite-
frequency travel time of about 0.5 s, which can be measured, for instance, by cross-
correlation (e.g. Luo and Schuster, 1991; Dahlen et al., 2000; Płonka et al., 2016). In
addition to these direct-wave effects, scattered waves emanating from the density het-
erogeneity can be measured as small-amplitude arrivals at receivers off the direct wave
path.
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Figure 4.1: Snapshots of an S wave propagating past a rectangular 10 % (+260 kg/m3) density anomaly.
The complete video of this wave propagation can be found in the on-line supplementary material. a-c:
velocity wavefield. d-f: differential wavefield caused by the density anomaly only – amplitudes here are
5 per cent of the amplitudes shown in a-c. g: seismograms recorded at receivers 1 and 2 for both cases,
with and without a density anomaly. At receiver 1, a clear separate arrival is visible caused by the reflection
at the first density interface. h: differential seismograms from receivers 1 and 2, obtained by subtracting
vdiff = vρ anomaly− vhomog.

S velocity anomaly

A velocity anomaly has a very different effect on the seismic wavefield (Figure 4.2).
While there is also scattered signal of a similarmagnitude as for the density anomaly, the
dominant signal is caused by the relative advance of the wavefront inside the anomaly.
This has a cumulative effect: the longer a wave travels through a velocity anomaly, the
more it is delayed or advanced and thus themore pronounced the differential wavefield
becomes (Figure 4.2d-f). 2 The difference between the reference seismogram (from a

2 The increase in strength of the differential wavefield is of course finite and depends on the extent
to which the original and differential wavefields are out of phase and overlap. In this context, analysing a
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Figure 4.2: Snapshots of an S wave propagating past a rectangular 10 % vS anomaly – compare to Figure
4.1. a-c: velocity wavefield. A clear deformation of the wavefront is visible as it progresses through the
anomaly. d-f: differential wavefield caused by the vS anomaly only – amplitudes here are 20 per cent of
the amplitudes shown in a-c. g: seismograms recorded at the receiver for both cases, with and without a
vS anomaly. Because of the velocity anomaly, the anomalous wave arrives earlier at the receiver, but with
smaller amplitude due to defocusing of thewavefield as a result of the largerwavespeedwithin the anomaly.

homogeneous model) and the perturbed seismogram is thus much larger for a veloc-
ity anomaly (Figure 4.2g). The defocusing effect of the positive velocity anomaly also
results in a smaller amplitude of the seismogram.

Figures 4.1 and 4.2 illustrate that density affects the seismicwavefield in a characteris-
tic way. Signal scatters off the heterogeneity in all directions, and the strongest sensitiv-
ity of seismicwaves to density lies in density contrasts or gradients. This illustrates once
again the close relationship of density with reflection and transmission coefficients on
one hand, and with surface wave sensitivity on the other.

4.2 The effect of density on wave propagation in 3-D

Surfacewaves are often themost prominent parts of thewavefield incorporated inwave-
form tomography on the regional to global scales. This is a simple consequence of geo-

differential wavefield can be somewhat misleading – see also Section 3.5.
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metrical spreading in combination with the presence of noise, but also of the compu-
tational cost involved in waveform modelling and the resulting necessity to band limit
the signal. Typical periods range between ∼20–200 s on regional scales (see Chapter
3.3), frequencies at which surface waves naturally dominate.

Here, we will give a few examples of the effect of density on seismic waveforms at in-
termediate frequencies in a 3-D setup with a free surface. This allows us to analyse the
effects of density heterogeneity on surface waves, as well as the three-dimensional (off-
path) waveform effects of heterogeneity. Wave propagation is calculated in a spherical
section of Earth that corresponds to the EasternMediterranean region – see Figure 4.3.
Themodel domain is about 3600 km in the approximate E-Wdirection, 2300 km in the
approximate N-S direction and 1000 km in the depth direction. 3 Wave propagation
is calculated using the software ses3d (Gokhberg and Fichtner, 2016). 4 Along the
boundaries of the model domain, a buffer zone is included in which absorbing bound-
aries are implemented. This is necessary to avoid artificial reflections from the sides and
bottom. The signal is band-pass filtered between 38–150 s.

For this model setup, a Gaussian 10 % density anomaly of 100 km in diameter (hor-
izontally and vertically) is added onto the reference model 5 at a depth of 70 km. This
means that the anomaly is of similar size as typival wavelengths of the data (around
100–200 km, given the period bandpass of 38–150 s). As a consequence of the anomaly
shape and size, thewavefield effects are expected to bemore diffuse than in the examples
given in Figures 4.1 and 4.2.

Figure 4.4 shows the effect of the presence of the density anomaly on several seismic
stations as a result of an earthquake in Central Italy (2016-10-30, MW = 6.9). 6 For
each station, the vertical component seismogram is shown for both the cases with and
without density anomaly, as well as the difference seismogram.

3 This is the same model domain as is used in Chapters 6 and 7. See Chapter 7 for a more elaborate
description of the modeling procedure.

4 This code is open source and downloadble from http://www.cos.ethz.ch/software/
production/ses3d.html

5 The reference model is the same as the starting model used for the inversions in Chapter 7, and
incorporates the models from Fichtner et al. (2013b,a) on a smoother background of S20RTS anomalies
(Ritsema et al., 1999) which are themselves with respect to PREM (Dziewoński and Anderson, 1981).

6 With a magnitude of MW = 6.6 (USGS), this earthquake from 30 October 2016 was the largest
earthquake recorded in Italy in 30 years. That there were so few casualties (fewer than 5 according to
official media) was a result of an earlier set of earthquakes that hit the area in August 2016. While
smaller in magnitude (MW = 6.2, USGS), the largest event on 24 August caused around 300 casual-
ties, making it one of the deadliest natural disasters in Europe in recent history. As a result of this
event, however, a large proportion of the population had been evacuated from the area, which meant
that theOctober events were less damaging. See https://en.wikipedia.org/wiki/October_2016_
Central_Italy_earthquakes and https://en.wikipedia.org/wiki/August_2016_Central_
Italy_earthquake for background (last accessed on 16May 2018).
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+
a. b

. 

Figure 4.3: Model setupwithdensity anomaly. a: Referencemodel at 100kmdepth. b: The10%Gaussian
density anomaly that is added on top of the reference model. The anomaly has a diameter (half width) of
100 km in all directions and is placed at a depth of 70 km.

For the station in front of the anomaly, hardly any effect is visible (Figure 4.4b). This
changes for a station right above the anomaly (Figure 4.4c), where the amplitude of the
differential wavefield reaches 4.5 % of the original wavefield. The amplitude of the dif-
ferential wavefield decreases again as itmoves away from the anomaly (Figure 4.4d), but
does not become as small as at equivalent distances in front of the anomaly. The differ-
ential wavefield arrives at the receiver simultaneously with the original wavefield, with
its largest amplitudes arriving with the largest amplitude surface waves. As the propa-
gation distance increases, the complexity of the differential wavefield also increases.

The pattern that is thus sketched is summarised in Figure 4.5. Here, we show an
overview of the effect of the density anomaly on the wavefield for all receivers within
the model domain. This is done for every component separately for the same MW =
6.6 event of 30 October 2016 in Central Italy (event A). For every station, we calculate
both the absolute and relative differential wavefield amplitudes as

dabs =max
(
|ur,anomaly−ur,ref|

)
,

drel =
max

(
|ur,anomaly−ur,ref|

)
max

(|ur,ref|
) ,

(4.1)

with ur being the wavefield recorded at the receiver, i.e. the seismogram. For all com-
ponents, stations near the anomaly record the strongest differential wavefield, with am-
plitudes of about 1 µm/s, or 5 % of the original wavefield (Figure 4.5). The differential
wavefield quickly becomes smaller away from the anomaly, but is stronger in the for-
ward direction (away from the source) than on the source side. This means that the
back-scattering component is negligible in this case.

The same results are shown in Figure 4.6 for the smaller event B (a 10 June 2013,
MW =6.1 event in theAegean). Here, the differential wavefield as a result of the density
anomaly is of smaller amplitude, even though the event also lies closer to it (Figure 4.6).
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(b)

b. 

a.

c. 

d. 
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(c) (d)

(e)

time since event [s]

Figure 4.4: The effect of the presence of the density anomaly shown in Figure 4.3 on seismograms. (a)
Map view of density anomaly and location of earthquake and stations. (b–e) Seismograms for stations
b–e. The top panel shows the seismogram for the model with and without density anomaly, the bottom
panel shows the difference between the two.
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Figure 4.5: Maps showing the effect of the density anomaly on the vertical, N-S and E-W components of
all stations for event A (MW = 6.6, Central Italy, 30 October 2016). Plotted on the right is the absolute
maximum amplitude of the differential wavefield drel, on the left is the relative maximum amplitude of
the differential wavefield drel (Equation 4.1).
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Figure 4.6: The same as in Figure 4.5, but for event B (MW = 6.1, Aegean, 16 June 2013).

The relative effect, however, exceeds 10% in those parts of the model domain where the
primary wavefield is small as a result of the source radiation pattern – see for example
Sicily on the vertical component Figure 4.6d).

4.3 Conclusion

This chapter is a brief demonstration of how density might affect wave propagation,
both in 2-D on body waves, and in 3-D in the presence of a free surface on the resulting
surface waves. It is not indended to be exhaustive, but rather illustrative. The results
presented here show that density has a visible effect on wave propagation, which is in-
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fluenced by a number of factors, including source location and radiation pattern with
respect to the anomaly (influencing the type of body and surface waves that arrive at
the anomaly).

Whether or not the density effect is above the expected noise level is a function of the
event magnitude, radiation pattern and distance between source and anomaly. Wave-
formcomplexity of thedifferentialwavefield increases as propagationdistance increases.
This means that while in principle density affects amplitudes of the waves, the shape of
the waveform is altered, and this is thus also visible in the total phase.
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5
Synthetic inversions for density

Abstract

Density variations drivemass transport in the Earth from plate tectonics to convec-
tion in the mantle and core. Nevertheless, density remains poorly known because
most geophysical measurements used to probe the Earth’s interior either have little
sensitivity to density, suffer from trade-offs or from nonuniqueness.

With the ongoing expansion of computational power, it has become possible to
accurately model complete seismic wavefields in a 3-D heterogeneous Earth, and
to develop waveform inversion techniques that account for complicated wavefield
effects. This may help to improve resolution of density.

In this chapter, we present a pilot study in which we explore the extent to which

0A condensed version of this chapter has been published as Blom et al. (2017)
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waveform inversion may be used to better recover density as a separate, indepen-
dent parameter. We perform numerical simulations in 2-D to investigate under
which conditions, and to what extent density anomalies may be recovered in the
Earth’s mantle.

We conclude thatdensity can indeedbe constrainedby seismicwaveforms,mainly
as a result of scattering effects at density contrasts. As a consequence, the low-frequency
part of the wavefield is the most important for constraining the actual extent of
anomalies. While the impact of density heterogeneities on the wavefield is small
compared to the effects of velocity variations, it is likely to be detectable in modern
regional to global scale measurements.

We also conclude that the use of gravity data as additional information does
not help to further improve the recovery of density anomalies unless strong a priori
constraints on the geometry of density variations are applied. This is a result of
the inherent physical non-uniqueness of potential-field inverse problems. Finally,
in the limited numerical setup that we employ, we find that the initially supplied
anomalies in S- and P-velocity models are of minor importance.

5.1 Introduction

As I discussed in Chapter 1, density variations drive mass transport within the Earth
on all scales, but is a parameter that is notoriously difficult to constrain. This is a result
of the fact that the measurements that we can make are either not sensitive to it, suffer
from issues of fundamental non-uniqueness, or display significant trade-offswith other
parameters.

Within the realm of seismic tomography, the advent of high-performance comput-
ing, the explosive increase in available data and the development of waveform tomog-
raphy have opened new perspectives. In this chapter, we therefore explore the extent to
which density can be recovered using waveform tomography.

Our approach

The above observations, complemented by the recent study by Płonka et al. (2016)
showing that Earth-like density variations on the crustal scale have measurable effects
on seismograms, leadus to speculate thatwaveform inversionmaybe a viablemethod to
study density in the Earth’s interior at regional scales. Waveform inversion studies have
existed for a long time (Woodhouse and Dziewoński, 1984; Gauthier et al., 1986) and
have the advantage that in principle, all information contained in the seismogram can
be used (e.g. Fichtner and Igel, 2008; Bozdağ et al., 2011; Rickers et al., 2012). In this
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paper, we will study to what extent waveform inversion can be used to recover density
as an independent parameter.

Our philosophy is to introduce as few constraints on density as possible. To study
the pure effect of density heterogeneity on wave propagation, we will not assume any
scaling relationship between seismic velocity and density structure. Moreover, we will
not assume anyprior informationon thedistributionof density heterogeneity through-
out our models. This is because we want to study to what extent it is possible to image
density completely independently from other parameters.

In this study, we will investigate the conditions that must be met in order to recon-
struct density on the regional to global scale, and the types of prior information and
inversion strategies that can be exploited. For the sake of simplicity, we assume an
isotropic, non-attenuating medium in which the source locations and signals are as-
sumed to be known. This is in order to focus on the effect of density on seismic wave
propagation. While some of these aspects are known to be important when studying
the real Earth, with this study we simply want to explore the kind of quality level that
must be reached in terms of data, a priori information, inversion scheme etc.

Firstly, we investigate to what extent it is possible to recover density from the seismic
signal at all. We will also assess how the inversion is affected if density is ignored or (er-
roneously) scaled to S velocity. Next, we will focus on prior information in the form of
startingmodels in S andP velocity, and the extent towhichwe can assume that these are
correct – and thus, invert for density only. We will study the effect of including gravity
information into our inversion, and investigate the effect of noise on the recovery of
density structure. Finally, we will check to what extent density can be recovered when
no strong impedance contrasts are present, contrary to the scenario in Figure ??where
they generated the most significant density signal. Additional tests were carried out on
the influence of parametrisation and anomaly amplitude.

5.2 Methods

In the following sections, we will elaborate on the numerical experiments that we carry
out in this study. To have a flexible workflow in which it is easy to test different types
of inversion schemes and model setups, and still remain within reasonable bounds of
computational time and effort, we use a 2-D Cartesian model setup in which we solve
the elastic isotropic wave equation.
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Figure 5.1: Targetmodel. Three columnsofpositive andnegative anomalies are present: density anomalies
on the left, S-velocity anomalies in the middle, and P-velocity anomalies on the right. All anomalies are 1
% of the background value (PREM, Dziewoński and Anderson (1981)).

Model

Our 2-D model is designed to mimic the Earth’s mantle. This choice is driven by our
interest in density on the regional to global scales, but it should be noted that in prin-
ciple, our experiments are scale-independent. The size of the domain is 2890 km ver-
tically (approximately the depth of the Earth’s mantle) by 6000 km horizontally. The
1-D background values for the seismic velocities and density are taken from PREM
(Dziewoński and Anderson, 1981). The top and bottom boundaries are reflecting,
mimicking in a simplistic but effective manner the Earth’s surface and the core-mantle
boundary (CMB). The side boundaries are absorbing using theGaussian tapermethod
ofCerjan et al. (1985) to avoid artificial illumination by reflectedwaves that do not exist
in the real Earth. Since waves propagating multiple times around the Earth are also not
modelled, the illumination in this setup can be considered conservative. The model is
divided into 430 × 207 blocks, resulting in a grid spacing of ∼14 km.

In the target model, separate perturbations of± 1 % strength in density, and S and P
velocity are superimposed onto the backgroundmodel PREM (Figure 5.1). These per-
turbations are completely uncorrelated to one another. This is done in order to make
sure that, for instance, an apparently resolved density structure is not just an artefact of
velocity structure leaking into density.
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Sources and receivers

There are four seismic source locations at 56 kmdepth, at each ofwhich two “events” in
the form of vector forces are excited. Their radiation patterns vary such that one event
radiates predominantly P waves in the vertical direction, and the other predominantly
S waves. Because of the absorbing boundaries, most of the energy propagating in the
horizontal direction is lost, although itwill serve to illuminate the uppermantle to some
extent. This results in a total of eight events. Our choices concerning the number of
sources and receivers are deliberately conservative, intended toprevent overly optimistic
results.

Near the surface of the domain, 16 seismic receivers are located which are spaced
∼350 km apart. This source-receiver configuration is computationally convenient and
proves sufficient for our purposes, although in the real Earth, a much denser coverage,
albeit more irregular can be expected. Because of themodel grid spacing, theminimum
source wavelength is limited to 100 km to ensure sufficiently accurate synthetics. This
is achieved by band-pass filtering the source-time function at periods longer than 30
s. As a result, the signals have frequencies from 0.0067–0.032 Hz (periods 30–150 s),
a frequency range for which broadband seismometers generally supply good-quality
data on the global scale. The seismic signal is recorded for 1200 s in order for both the
synthetic core reflections ‘PcP’ and ‘ScS’ to reach the receivers. At 20 km above the
surface, gravity is measured at 51 separate gravity sensors. This is done in a point-mass
approach: every grid point is assigned a mass, which contributes to the gravity field
measured at each sensor. In order to remove artefacts that might result from this, the
gravity sensors are not placed directly at the surface but 20 km above it.

Waveform inversion approach

Within the model domain, we solve the wave equation

ρ(x)∂2
t u(x, t )−∇· [C(x) : ∇u(x, t )] = f(x, t ), (5.1)

where u is the displacement field and f is the forcing term, ρ denotes density and C is
the elastic tensor. Because we use a linear elastic rheology, the elastic tensor is only de-
pendent on the two Lamé parameters λ and µ: Cijkl = λ(δijδkl)+µ(δikδjl +δikδjl).
We developed a 2D finite difference wave propagation code with a computationally ef-
ficient staggered grid (Virieux, 1984, 1986) in which we define x = (x, z) where x is
the horizontal and z the vertical direction. We only consider P-SVmotion, i.e. particle
motion that is in the same plane as the one in which the model is defined.

To recover our target model, we compare the seismograms of test models to those
of the target model. To this end, we construct an L2-norm misfit functional in which
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we compare the complete 1200 s of waveform data. To this end, we modify Equation
3.15 slightly by normalising by the initial misfit and summing over all components c ,
receivers r and sources s:

min J (m) :=
∑

s,r,c
∫

t [u(m, t )−utarget(t )]2dt∑
s,r,c

∫
t [u(m0, t )−utarget(t )]2dt

, subject to equation (5.1).

(5.2)

As in Chapter 3, we use m to denote the ensemble of all model parameters in order to
treat different parametrizations of thematerial properties in a unifiedway. The normal-
isation factor has no influence on themisfit development butmakes sure that the initial
value is 1. This does mean, however, that an initial model misfit has to be calculated for
every frequencyband separately –whichdoes add somewhat to the computational cost.

As already discussed in Chapter 3, the advantage of an L2 norm is that it automat-
ically takes into account all the information, meaning that theoretically, every single
oscillation can be exploited. The disadvantage is that because the pure waveform differ-
ence is themeasurement, it is naturally dominated by the largest-amplitude signals. It is
thus expected that S velocity is imaged best, while the subtle density effects as shown in
Figure ??have amuch less pronounced effect. While the least-squaresmisfit is known to
enhance issues with non-convexity (e.g. Gauthier et al., 1986; Luo and Schuster, 1991)
this is less of a problem using a multi-scale approach (more on this below) and for the
global scale considered here because heterogeneities are generally so small that the initial
model is always sufficiently close to the optimum.

Our inversion approach is an iterative scheme as described in Chapter 2 (Equations
2.4–2.5) where our approximation of the inverse Hessian Bi is built up using the L-
BFGS algorithm (see Chapter 2.3 and Appendix A.1)

Using the adjoint approach (e.g. Chapter 3.5 and Tarantola, 1988; Liu and Tromp,
2008; Fichtner et al., 2006), we calculate the gradients of the seismic datamisfit∇J (mi )
usingonly twowavepropagation simulations per event. The forwardwavefield is stored
at evenly spaced intervals (every 10 time steps, in our case). Gradients, or sensitivity
kernels, are then constructed on the fly during the time-reversed adjoint simulation by
combining information from the forward and adjoint wavefields.

Sensitivity kernels for density and the elastic parameters µ and λ are given by

Kρ,event =−
∫

t
u̇† · u̇dt (3.8 again)

Kµ,event =
∫

t
(∇·u)(∇·u†)dt (3.9 again)
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Kλ,event =
∫

t
2ϵ† : ϵdt . (3.10 again)

For a parametrisation of density, S velocity and P velocity, kernels are defined by

Kρ,event =−
∫

T
u̇† ·u̇dt + (v2

P−2v2
S )

∫
T

(∇·u)(∇·u†)dt + v2
S

∫
T

2ϵ† : ϵdt , (3.11 again)

KvS,event = 2ρvS

∫
T

(∇·u)(∇·u†)dt − 4ρvS

∫
T

2ϵ† : ϵdt , (3.12 again)

KvP,event = 2ρv2
P

∫
T

2ϵ† : ϵdt , (3.13 again)

with :denoting the element-wise scalar product of two tensors, ϵ the strain tensor corre-
sponding to the wavefieldu, u† the (time-reversed) adjoint wavefield and ϵ† the adjoint
strain tensor corresponding to it (e.g. Fichtner, 2010). For legibility, we omitted spa-
tial and temporal dependences. Note that while density is the same parameter in both
parametrisations, the partial derivatives are different.

The event kernels are summed to obtain the final kernels. Gradients are obtained
from Equations (3.11)–(3.13) using the Riesz representation, i.e., the projection of the
kernel onto the finite difference grid. Note that the definitions above are given for the
physical parameters, but the actual inversion parameters are defined as relative pertur-
bations with respect to a background model, i.e., we use

m = (m1 m2 m3)T (5.3)

and define

ρ = ρref · (1+m1), vS = vS,ref · (1+m2), vP = vP,ref · (1+m3). (5.4)

This non-dimensionalisation serves to circumvent issues with differences between the
magnitudes of the different parameters and improves the scaling of linesearchmethods
where all parameters are updated with the same step length. Partial derivatives with
respect to m can be computed easily using the sensitiviy kernels defined in Equations
(3.11)–(3.13) and applying the chain rule. On the kernels, this has the effect of scaling
them by the reference model.
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Table 5.1: Overview of used frequency ranges. All inversions start with the lowest frequency band and
after every 20 iterations, the scheme switches to the next band.

Frequency number Frequency band Period range
1 0.0067–0.0067 Hz 150–150 s
2 0.0067–0.0083 Hz 150–120 s
3 0.0067–0.0104 Hz 150–96 s
4 0.0067–0.0130 Hz 150–77 s
5 0.0067–0.0163 Hz 150–61 s
6 0.0067–0.0204 Hz 150–49 s
7 0.0067–0.0254 Hz 150–39 s
8 0.0067–0.0318 Hz 150–31 s

Optimisation algorithm

For the iterativemisfit reduction, we employ the L-BFGS scheme (Nocedal andWright,
2006; Byrd et al., 1995), which uses the models and gradients of previous iterations
to construct an approximation of the inverse Hessian, i.e. Bi in Equation 2.5. This
serves to include curvature information into the inversion. L-BFGS is matrix-free and
requires only vector-vector operations. Thus, the additional costs of computing the
search direction are negligible compared to conjugate-gradient methods. While this
method is not guaranteed to converge towards the actual Hessian, experience shows
that it strongly speeds up convergence. Another advantage is that the search direc-
tion is automatically scaled using curvature information which makes it possible to
skip the computation of additional trial step lengths in most cases. Hence, for most
updates, two simulations suffice: one forward and one adjoint. The L-BFGS minimi-
sation scheme (seeAppendixA.1) is implemented into ourmethodology via an interac-
tion between our finite difference wave propagation code and a separate custom-built
optimisation toolbox for seismic inversion. An L2-norm waveform misfit functional
may suffer from cycle-skipping, for which reason we use amulti-scale approach (Bunks
et al., 1995), starting the inversion with the longest periods (150 s, or 0.0067 Hz), and
adding higher frequency content in a stepwise manner across iterations, up to periods
of ∼30 s (0.032 Hz). The complete frequency progression is summarised in Table 5.1.
As amild form of regularisation, we applied a∼30 kmwideGaussian smoothing of the
sensitivity kernels to avoid the appearance of small-scale artefacts. We experimented
with the number of iterations per frequency, and found that 20 is sufficient to explain
the artificial data to such an extent that it prevents cycle skips when going to the next
higher frequency band. This results in a total of 160 iterations (8 frequency bands ×
20 iterations).
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5.3 Numerical Experiments

Wecarry out a number of tests assessing different inversion strategies. In this section, we
will briefly introduce these tests, the motivation for doing them and some information
on their construction. Their results will be discussed in Section 5.4, and for a number
of additional tests in the on-line supplementary material. Our experiments are similar
in setup to those of Köhn et al. (2012), but then for a global scale and with a more
conservative source-receiver configuration.

Reference case: inverting for density

As a very first experiment, we will assess to what extent density can be recovered as an
independent parameter. We do this in two different parametrisations: together with
the seismic velocities vS and vP, and with the elastic parameters µ and λ. We supply
no a priori information other than the background and initial model PREM. All three
parameters are free to vary. This experiment will provide a first indication of what part
of density structure is recoverable. Furthermore, we expect the effect of parametrisation
to be very strong in especially density: in the elastical parametrisation ρ–µ–λ, density
anomalies have a forward scattering component (Trampert and Fichtner, 2013). This
however also results in tradeoffs.

Neglecting density

In seismic tomography, it is often the case that only S and/or P velocity are inverted for.
While seismic travel times in the ray approximation are by construction insensitive to
density, this is not the case for complete seismic waveforms, which include the phases
and amplitudes of body, surface and scattered waves. In waveform inversion, therefore,
this sensitivity to density, if ignored, may lead to biases in the recovered velocity model.
In this test, we will compare the results of an inversion where only S and P velocity are
variable, in contrast to our reference case where all three parameters are inverted for.
One can keep density fixed by simply not updating it:

ρ = ρref (fixed) , vS = vS,ref · (1+m2) , vP = vP,ref · (1+m3) . (5.5)

In this test, too, the starting model is PREM. Because density is kept fixed, there are
only two thirds of the number of free parameters compared to the reference case of
Section 5.3.
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Scaling density to S velocity

Alternatively, it is common to scale density to S velocity as

Rρ/S = dlnρ/dlnvS. (5.6)

Here, we will investigate what the effect is of constraining an inversion to a predefined
scaling ratio between density and S velocity. Again, we will assess to which extent this
constraint causes errors in the recovery of parameters. For the actual inversion param-
eters, this means that again, there are only two thirds as many free parameters. Here,
however, density is also a function of m2:

ρ = ρref · (1+Rρ/S ·m2) , vS = vS,ref · (1+m2) , vP = vP,ref · (1+m3) (5.7)

with an imposed scaling ofRρ/S = 0.2. Note that the resulting sensitivity kernel form2

will now also include a term with Kρ .
Our targetmodel, however, has threedifferently scaled columnswithRρ/S = 0.4, 0.2, −0.2.

All of these liewithin the assumed range of validitywithin the Earth (see e.g. Karato and
Karki, 2001; Simmons et al., 2009). This means that the imposed scaling will only be
correct for one of the three columns, whereas it is incorrect for the other two.

Initial velocity models

While the previous tests assumed no initial information on any of the parameters, in
most regions of the Earth some information is present on the velocity structure. We
therefore also conduct a series of tests in which the target S and P velocity structure
is included in the starting model to progressively better degrees. Our approach is to
include a percentage of the magnitude of the target S and P velocity anomalies into
the starting models. The rationale behind this is that tomographic inversions often
recover the (long-wavelength) shape of anomalies reasonably well, but have problems
constraining their amplitude. In our starting models, S and P velocity anomalies are
50 %, 75 % and 100 % of their actual values, respectively. The more the starting model
resembles the truemodel, themore of the signal is due to density only and so the better
convergence should be.

Constraints on velocity structure

Because the effect of density heterogeneity on the seismic wavefield is small compared
to the effect of velocity variations, the recovery of density will also be relatively slow.
We therefore test here whether it is beneficial for the recovery of density to reduce the
number of free parameters by inverting for density only. Fixing the velocity model may
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be reasonable if one is certain that it is accurate for a given region, but the question
is what is “accurate” enough. The aim of this test is therefore twofold: on one hand,
to investigate whether the recovery of density is improved and/or sped up if it is the
only parameter inverted for, and on the other hand, to assess the extent to which errors
in the velocity starting model influence the recovery of density structure. Such errors
may consist of artefacts, smearing and a limited recovery in the amplitude of anoma-
lies. Starting models are the same as in Section 5.3, but now, only density is allowed to
vary. The percentages reflect the variation in recovered velocity anomaly strength that
is often found across different tomographic studies and seems reasonable in the light
of performed resolution analysis of waveform inversions (Fichtner and van Leeuwen,
2015; Simutė et al., 2016). We here invert for density only, with vS and vp fixed to the
initial values, only one parameter is inverted for, effectively reducing the model space:

ρ = ρref · (1+m1) , vS = vS,ref , vP = vP,ref . (5.8)

If the velocity model is correct, we expect the recovery of density to be both faster and
better. However, because density has a much smaller effect on wave propagation than
variations in seismic velocity (Figure ??), we also expect that even small deviations from
the correct velocity model will translate into significant errors in the density model.

Including gravity information

Because gravity has significant sensitivity to the distribution of mass that may be com-
plementary to seismic sensitivity, we also test towhat extent the inclusionof gravity data
into the inversion aids the recovery of density structure. There are many ways in which
gravity can be included into the inversion, depending on the chosen data types, con-
straints on the size and/or extent of anomalies, relationship of density to other param-
eters, artificial scaling of sensitivity, etc. Here, we take the simplest and most straight-
forward approach which does not make any explicit a priori assumptions on density
distribution or its correlation with velocity structure. We therefore add a gravity term
to the misfit functional in Equation 5.2:

Jseis+grav = Jseis+ Jgrav with Jgrav(g,ρ) :=
∑

r,c [g(ρ)−gtarget]2∑
r,c [g(ρ0)−gtarget]2 . (5.9)

This gravity misfit is constructed similarly to the seismic misfit, i.e. also normalised by
the initial model misfit. As a result, both are unitless and can be added up consistently.
The full gravity vector g is used in equation (5.9), but we also perform tests using the
gravity potential φ which is related to g through g = −∇φ and is usually expressed in
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terms of the geoid height. For the relations of g andφ to the distribution of density, we
have

g(ρ) =−G
∫

V

ρ(x)

r (x)3 r(x)dx, (5.10)

φ(ρ) =−G
∫

V

ρ(x)

r (x)
dx, (5.11)

where r is the vector between the receiver and x, r is its length, and G is the univer-
sal gravitational constant. Because gravity is unrelated to vS and vP, it only affects the
density part of the gradients. The total density kernel corresponding to the joint misfit
(5.9) is given by

Ktotal,ρ = Kseis,ρ+Kgrav,ρ . (5.12)

The additional gradient Kgrav,ρ now has to be calculated. The gradient for a single
gravity sensor and component for measurements of g and φ with respect to density
becomes:

Kg,ρ =−2G · [g−gtarget]∑
r,c [g(ρ0)−gtarget]2 · r

r 3 , (5.13)

Kφ,ρ =−2G · [φ−φtarget]∑
r,c [φ(ρ0)−φtarget]2 · 1

r
. (5.14)

These are summedover sensors and components in order to obtain the total gravity ker-
nels. Due to the r/r 3 and 1/r terms in equations (5.13) and (5.14), gravity sensitivity to
density is generally concentrated near the surface, closest to the receivers. The different
dependencies on r imply that geoid kernels will have larger sensitivity to deep structure
than gravity vector kernels evaluated at the same receiver location. This sensitivity is,
however, also much smoother and thus less detailed.

In Figure 5.2 we compare sensitivity to density for several measurements used in this
study. Sensitivity kernels are calculated for a blank PREM starting model compared to
data obtained from the standard target model (Figure 5.1). This means that these ker-
nels are effectively the contributions from each of these measurements to a first model
update in a steepest descent inversion algorithm. In Figure 5.2a-d, we compare the sen-
sitivity to density for both the gravity vector g and potentialφ for measurements done
at two different heights above the model. For the full gravity vector (Figure 5.2a-b,
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Figure 5.2: Density kernels for gravity and seismic data. The kernels depicted in panels a-d represent the
negative descent direction for the gravity term in themisfit functional of equation (5.9), meaning that in a
steepest descent inversion strategy, this is what the gravity contribution to the first-iterationmodel update
will be. Both using geoid instead of gravity vector data and evaluating the data at greater height have the
effect of a low-pass filter. In contrast, sensitivity of seismicmeasurments (panel e) showsmuchmore detail
and clearly highlights the true upper mantle anomalies. a) Full gravity vector kernel from data measured
at 20 km height above the top surface. b) Same, at 255 km height. c) Gravity potential kernel from data
measured at 20 km height. d) Same, but at 255 km height. e) Seismic sensitivity kernel for data filtered
at periods of 150 s. f) Target density model. The difference between gravity vectors for the starting and
target models g−gobs is plotted in green arrows.

1/r 2 dependence), sensitivity is concentrated near the surface, and “sees” the two up-
per mantle anomalies: one positive and one negative. For the gravity potential (Figure
5.2c-d, 1/r dependence), sensitivity is less concentrated near the top surface, and hence
“sees” the lower mantle more strongly. Only the signal of the upper (negative) density
anomaly in the lowermantle is visible in the kernels, as the lower (positive) one is deeper,
and thus has a weaker signal which is completely hidden by the upper anomaly. A sim-
ilar effect occurs when one applies upward continuation of the gravity data, which can
be seen when comparing the kernels for measurements at different heights (compare
Figure 5.2a,c to b,d).

Compared to gravity, the seismic kernel (Figure 5.2e) shows muchmore detail. Sen-
sitivity clearly focuses in the uppermantle anomalies, and even a hint of the edges of the
lower mantle anomalies is visible. At the same time, however, there are more artefacts,
a somewhat oscillatory pattern and some trade-off to S-velocity structure. Here, too,
there is sensitivity especially to the upper mantle anomalies.

The effect of noise

The outset of this study was to assess to what extent and under which conditions it is
possible to recover density variations inside the Earth from geophysical data. Because
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the density signal is relatively small in amplitude (Figure ??), it is important to assess
what noise levels are allowable for the recovery of these anomalies. In the next series
of tests, we will therefore study the effect of noise on the inversion results. We will in-
vestigate both uncorrelated noise (simulating instrumental noise) and correlated noise
(simulating ambient noise).

Generating uncorrelated noise

Uncorrelatednoise is generated as follows. Four each source-receiver pair and each com-
ponent, a noise trace is prepared by generating independent random noise traces for all
recordings, and filtering at the maximum frequency band of the data. The noise traces
are scaled to a prescribed signal-to-noise ratio and then band-pass filtered again at each
inversion frequency band individually (see Table 5.1). Because the low-pass filter does
not have a sharp cut-off, the noise at lower frequencies will be relatively strong com-
pared to that at higher frequencies. This is reminiscent of what is generally observed in
real data waveforms on the regional to global scale. Noise is then added to the traces.

Generating correlated noise

Correlatednoise is generatedbyperformingwavepropagation through the targetmodel
from noise sources at the surface. For each event random noise is emitted at each grid
point along the top surface of themodel domain,mimicking ambient noise generation.
The noise emitted at each point is prepared using a randomnumber generator, scaled to
a randommagnitude, and then band-pass filtered to remove frequencies which are too
high for the numerical grid. The noise sources all radiate their signal simultaneously,
for the whole duration of the wave propagation simulation (1200 s). This results in a
separate noise event for each actual event. These are scaled and then band-pass filtered
at each inversion frequency band individually (see Table 5.1). Similarly to the uncorre-
lated noise, this procedure results in a variable noise level for each frequency band.

The effect of impedance contrast

The effect of density on the seismic wavefield is most apparent at impedance contrasts
(Figure ??), with P and S impedance defined as

ZP = vP ·ρ , ZS = vS ·ρ . (5.15)

A lack of impedance contrast may thus be expected to cause a reduction in the recovery
of density. We therefore design a test inwhich a density contrast is offset by a contrast in
the seismic velocities, so that both P and S impedance variations are roughly zero. This
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means that if an increase in density across an interface is offset by a reduction in velocity
(and vice versa), the impedance remains constant. Our target model in this case only
features one column of anomalies, in which density, vS and vP overlap such that the
impedance effect of each density contrast is cancelled by a velocity contrast of opposite
sign (this therefore also results in a negative Rρ/S). The starting model is again PREM.
Situations in which density and velocity change with opposite sign across an interface
exist in nature; one such example is a transition from sandstone to salt, in which case
seismic velocity increases while density decreases.

The effect of anomaly strength

Finally, we test the effect of the strength of the anomalies. In all above tests, the anoma-
lies were 1 % of the background value. For the lower mantle, such estimates are not
unrealistic compared the results from global models, but for shallower depths, stronger
anomalies are normally observed and also expected (e.g.Ritsema et al., 1999; Becker and
Boschi, 2002; Auer et al., 2014; French and Romanowicz, 2014; Bozdağ et al., 2016;
Artemieva, 2009). Here we investigate the effect of the strength of anomalies on the
seismic inversion, using instead 10 % anomalies. Stronger anomalies cause a stronger
signal in the seismogram; it is therefore expected that stronger anomalies are easier to
recover.

5.4 Results

In this section, we will discuss the results of the experiments described above in section
5.3.

Reference case

In our initial reference experiment, we assess to what extent it is possible to recover
density alongside the seismic velocities using a starting model which contains no in-
formation on the target anomalies, and without including any additional information.
Results for the ρ–vS–vP parametrisation are shown in Figure 5.3d-f. All three param-
eters are indeed well recovered, especially in the upper mantle. While density is the
least recovered of the three, the target anomalies are still clearly visible. The shapes of
the anomalies are recovered almost perfectly and there is no mapping of any parameter
into one of the others.

Interestingly, the recovered densitymodel has noticeable “shadows” of opposite sign
around the recovered anomalies. This reflects the fact that it is contrasts in density that
alter thewaveformsmost significantly (see Figure ??). Similar “shadows” are not present
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Figure 5.3: Imaging density and seismic velocities using two different parametrisations. (a-c): Target
model. (d-f): Recovered models for the reference test (Section 5.4). All three parameters are recovered, al-
though density is fainter than the others. (g-i): Recoverd models for the same inversion, but parametrised
in ρ–µ–λ. Now, significant trade-offs are observed.

in the velocity models. The recovered S velocity anomalies are somewhat sharper than
theP anomalies – a result of the fact that Pwaves travel faster and (all other factors being
equal) thus have longer-wavelength signals at the same source frequency. The shadows
in density and the difference in sharpness of the recoveredmodels is illustrated in Figure
5.4. In general, the density model has the shortest spatial wavelengths, while these are
longest for the P velocity model.

For the ρ–µ–λ parametrisation, however, results look notably different. This is
demonstrated in Figure 5.3g-i. For all three model parameters, recovery is poorer. The
clearest effect is the strong trade-offs that are now visible between the three parameters
– an effect that is especiallymarked for density. While the density anomalies themselves
are imagedmore clearly, especially P-wave velocity structure is heavily imaged into den-
sity. Moreover, the model also contains much stronger artefacts in all parameters.

Neglecting density

In the second test, only seismic velocity structure is updated, and potentially present
density structure is ignored. Results for this test are shown in Figure 5.5. While the re-
covery of the seismic velocities is again very close to the target, there are now small-scale
artefacts all throughout the model domain with a concentration in the lower mantle.
In addition to that, circular artefacts appear at the locations of the edges of the actual
density anomalies. These are especially apparent at the lowest frequencies and become
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Figure 5.5: The effect of neglecting density. (a-c): Targetmodel. (d-f): Recoveredmodels for the reference
test (Section 5.4). (g-i): Recoverdmodels for the inversionwhere only S- and P-velocity are unconstrained
(Section 5.4). Density remains fixed at PREM values, despite the fact that there is density structure in the
target model. This density structure that is not accounted for results in small-scale artefacts in the other
parameters.

narrower as the frequency content of the inversion is increased, but they do remain
present (Figure 5.5h,i).

Scaling density to S velocity

In the third set of tests, we assess the effect of scaling density to S velocity in a fixedman-
ner (Equations 5.6, 5.7). Results are shown in Figure 5.6. This is compared to a case
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sponding S and P velocity models are shown in smaller panels to the right of these. (a) Target model in
density. Each column has a different actual scaling Rρ/S , that fall within the reported range of scalings be-
tween density and S velocity (see e.g. Karato andKarki, 2001; Simmons et al., 2009). The target anomalies
in S velocities are of the same size in each column (1% just like in the reference model), while there are no
target heterogeneities in P velocity. (b) Recovered density model if all parameters are allowed to update
freely. While numerous artefacts are present, the model is qualitatively similar to the target model. The
recovered S velocity model is very similar while there are some minor artefacts in the P velocity model. (c)
Recovered density model if it is scaled in a fixed manner to S velocity with Rρ/S = 0.2. Here, the target
density structure of the left and right columns is completely overruled. Artefacts in P velocity are now
somewhat stronger but the recovered S velocity model is similar to the previous test.

where all parameters are allowed to update freely such that density is independent from
S velocity. In this case, the three columns of differently scaled anomalies are all recov-
ered to some extent. There are significant artefacts throughout the model domain, but
the main shape, sign and relative strength of each of the three columns is visible. If on
the other hand density is kept at a fixed scaling of Rρ/S = 0.2, only the middle column
is ‘correct’. The target model’s negative scaling in the rightmost column is completely
overruled by the imposed Rρ/S , and the scaling of the leftmost column is not strong
enough compared to the target model. These violations of the actual model result in
artefacts in P velocity structure that are stronger than in the case where all parameters
are free.
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Figure 5.7: Recovered models for different starting models (Section 5.4, shown for vS and vP in the small
panels beneath each of the columns. The starting model for density is always PREM. The inclusion of
extra a priori information on vS and vP does not have a great influence on the final model after 160 itera-
tions.)

Initial velocity structure

The influence of prior information on P and S velocity structure on the recovery of
density is shown in Figure 5.7. The similarity between the final density models (Figure
5.7a,d,g) shows that for the recovery of density, it matters little what information on
S and P velocity is supplied. The most significant effect of including prior knowledge
is that short-wavelength artefacts are reduced. Unsurprisingly, recovery of S and P ve-
locity improves with the inclusion of prior information on these parameters, but in all
cases the overall shapes are correct.

Constraints on velocity structure

The next set of tests describes the effect of fixing velocities to invert for density only.
In contrast to the previous tests of section 5.4, the velocity model has an enormous
influence on the recovery of density if it is kept fixed. If the correct velocity model is
taken, the recovery of density is indeed significantly better and faster than in the cases
where all three parameters are allowed to vary (Figure 5.8a, compare to Figure 5.7g).
This is a result of the fact that the seismic velocities, whose sensitivities are generally
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Figure 5.8: Recovered density models for different fixed S- and P velocity models (Section 5.4). a: If vS
and vP are fixed at the actual values, the recovery of density is improved significantly compared to the
reference case where all three parameters are free (Figure 5.7g). (b-c): However, the more the S- and P
models deviate from the target model, the more artefacts are mapped into density, to the extent that these
completely overpower the density signal.

larger, are not allowed to vary.
This result, however, degrades quickly as soon as the velocity model does not have

the exact target values. When the velocity model has anomalies of 75 % of their ac-
tual strength (Figure 5.8b), numerous short-wavelength artefacts appear and missing S
velocity structure maps into the density model. At 50 % of the actual values, the recov-
ered density structure is completely overshadowed by the artefacts and mapped S- and
P velocity structure.

Including gravity information

Figure 5.9 shows the resulting final models for an inversion using only seismic informa-
tion (a-c), using seismic and gravity vector data (d-f), and using seismic and geoid data
(g-i). Surprisingly, the recovery of all three parameters decreases slightly when gravity
data is added to the inversion. This effect is, however, clearest for density. Despite the
difference in kernel shape (Figure 5.2), the density recovery of the full gravity vector
case and the gravity potential case does not differ by much, although it is slightly worse
using the smoother gravity potential information.

The effect of noise

As expected, the presence of data noise deteriorates the recovery of anomalies, as shown
in Figure 5.10. Noise levels are similar for correlated and uncorrelated noise, ranging
from a maximum of ∼ 10 % at the lowest frequencies to ∼ 0.5 % at the highest fre-
quencies (Figure 5.10j,k). These levels are intended to mimic real high-quality data
commonly used in full-waveform inversion in those frequency ranges (e.g. Colli et al.,
2013; Fichtner and Villaseñor, 2015; Simutė et al., 2016).
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Figure 5.9: The effect of including gravity data into the inversion (Section 5.4). (a-c): Reference test. (d-f):
Recovered model using seismic and gravity vector data. Artefacts seem slightly more pronounced than in
the reference case that used only seismic data. (g-i): Recovered model using seismic and gravity potential
data. Results are similar to those from the previous test with seismic and gravity vector data.

There is not a large difference between the uncorrelated and correlated noise tests
(Figure 5.10d,g). In both cases, the presence of data noise results in artefacts in the re-
covered models of all three parameters, but this effect is most pronounced for density.
Here, the recovered anomalies are also most strongly affected. The shape of the arte-
facts is still relatively large because the noise level is more severe at the lower frequencies
(Figure 5.10j,k). Recovery decreases as the noise level increases. Because of the low re-
ceiver density (one per ∼350 km), the effect of noise is relatively pronounced. When
using more receivers, the results will improve, especially in the case with uncorrelated
(random) noise. In this regard, our synthetic inversion results are somewhat conserva-
tive.

The effect of impedance

To test the effect of impedance, a slightly different target model is used, in which den-
sity, S- and P velocity anomalies lie on top of each other in such a manner that the
impedance contrast is zero at the edges. Results of this are shown in Figure 5.11. If
there is no impedance contrast, the recovery of density is reduced (compare for exam-
ple to Figure 5.3d-f), but not removed. The recovery of the seismic velocities, too, is
somewhat reduced.
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Figure 5.10: The effect of data noise on the recovery of model parameters (Section 5.4). (a-c): Reference
test. (d-f): Recovered model for a test with uncorrelated noise with frequency-dependent amplitudes of
about 0.5–10 % of the maximum data amplitudes (see panel j). The effect of noise is especially significant
for density, the imprint ofwhich on thewave propagationhas low amplitude itself. (g-i): Recoveredmodel
for a test with correlated noise (see Section 5.3) with amplitudes of about 0.5–10 % of the maximum data
amplitudes (see panel k). j: Variation of random noise levels across frequencies. k: Variation of correlated
noise levels across frequencies.

The effect of anomaly strength

The effect of including stronger anomalies is shown in Figure 5.12. Here, anomalies are
10%of thePREMbackground values, compared to 1% in the previous experiments. In
the case of stronger anomalies, the recovery is indeed slightly better than in the reference
case (Figure 5.3).

5.5 Discussion

In this study, we show that density heterogeneities can be recovered as an independent
parameter in 2-D synthetic seismic waveform tomography. Our experiments are exe-
cuted in a simple setup that does not take into account some factors that are known
to influence the seismic wavefield (e.g. attenuation and uncertainties in sources and
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Figure 5.11: Results from Section 5.4, where the target model has a zero impedance contrast. (a-c): Tar-
get model. In contrast to all previous tests, the anomalies in density, S velocity and P velocity lie in the
same locations and are chosen such that the impedance contrasts across the anomaly edges are zero. (d-f):
Recovered model. A lack of impedance contrast somewhat deteriorates the recovery of especially density
(compare Figure 5.3d-f). The starting model was PREM.
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Figure 5.12: Results from Section 5.4, investigating the effect of anomaly strength. (a-c): Target model –
the same as the standard target model (e.g. Figure 5.3), but with anomalies that are ten times as strong.
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receivers). Nevertheless, we believe that our results provide good indications that the
recovery of density may become possible in 3-D real-data inversions. This is relevant in
order tomore accurately quantify the forces driving plate tectonics andmantle convec-
tion and canhelp todistinguishbetween thermal and compositional heterogeneities. In
the following discussion, we address key issues of density tomography using waveform
inversion such as the effect of density anomalies on the wavefield, inversion strategies
and data types used.

The effect of density on the seismic wavefield

Density contrasts create a scattered wavefield that travels both along with the direct
wave and in other directions (Figure ??). The influence of density on the wavefield de-
rives largely from impedance contrasts created by density contrasts. As a result, it is
mainly the short-wavelength components of anomalies that are recovered in an inver-
sion approach (Figure 5.3). Inversion strategies aimed at recovering density thus rely
crucially on the availability of low-frequencydata. These shouldbeused in amulti-scale
approach where the lowest frequencies are inverted for first (e.g. Bunks et al., 1995).
This is in order to make sure that also the longer-wavelength components of anomalies
are recovered properly, and especially the density model does not get stuck in a local
minimum. While this is not a problem in regional- to global-scale seismology, this may
be more difficult in the case of active-source experiments, where low frequencies are
more difficult to obtain.

Frequencies should be chosen carefully so that no local minima are createdwhen the
inversion switches to a band containing higher frequencies. In the results presented
here, this was achieved by increasing the maximum frequency by a factor of no more
than 1.3 across frequency bands.

While it is the effect on impedance contrast of density that has the most significant
impact on the seismic wavefield, density can still be recovered even if the impedance
contrast is zero (as a result of opposite contrasts in P- and S velocity – see Figure 5.11).

Common strategies in seismic tomography are to either ignore density altogether, or
scale it to S velocity. In contrast to seismic travel times in the ray approximation, the
full seismic waveforms do have a dependence on density. As a result, both ignoring and
scaling density may lead to erroneous results. If ignored, the effect of density on the
seismic wavefield may lead to artefacts in the recovery of S- and P velocity (Figure 5.5).
The missing density structure, in particular the locations of density contrasts, is then
mapped into S- and P velocity, thus causing artefacts throughout the model domain.
Similar effects occur if an incorrect scaling between density and S velocity is imposed
(Figure 5.6). Most problematically, however, potentially interesting density structure
is completely overruled.
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In the experiments presented here, we use an L2-norm waveform misfit functional,
a metric that is most sensitive to the largest-amplitude signals. As a result, it is not sur-
prising that S velocity structure is in general recovered best, while the density structure,
whose effect on the wavefield is much more subtle, is recovered much more slowly.

Our measurements are sensitive to density partially because we include entire seis-
mograms in themisfit functional. Thismeans that also the scatteredwaves are included
that are caused by the density anomaly (e.g. the reflected wave indicated in Figure ??g).
These are not normally picked up when one specifically studies the (travel times of)
classical P, S and surface wave phases. Nevertheless, even if cross-correlation travel time
differences are used to determine misfit of such “classical” phases, measurable changes
in phase occur as well (Płonka et al., 2016). This is because the density signal travelling
with the direct wave alters the shape of the waveform. Similar results were obtained by
Yuan et al. (2015).

The density effect on the wavefield is relatively small. Because of this, the effect of
data noise is especially significant for the recovery of density (and stronger than on vS

and vP – see Figure 5.10). Nevertheless, evenwith a noise level of around 5% at the low-
est frequencies, the parameters are still recoverable to some extent. These are noise levels
which are realistic in regional- to global-scale inversion setups, although it requires care-
ful data selection and dense coverage. The noise results presented here can be viewed as
conservative for these synthetic results, as wemake use of only 16 receivers spread over a
distance of 6000 km, resulting in an inter-station distance of about 350 km. Moreover,
the target anomalies are rather weak. Some tests with stronger anomalies were carried
out without noise, indicating better recovery. In the case of noise, this will also have a
beneficial effect. In realistic applications, the receiver coverage, although irregular, will
be denser, and the anomalies will likely be stronger. Using more receivers will lead to
more efficient cancelling of at the least the uncorrelated noise.

A final note is the effect of parametrisation, which is very large on the recovery of
density (see also Köhn et al., 2012): using a ρ–vS–vP parametrisation results in strong
trade-offs. This is partially because in all our tests, the anomalies are expicitly in density
and seismic velocity. Nevertheless, the strength of the trade-offs seems to favour the
commonly used ρ–vS–vP parametrisation.

The influence of gravity data

When studying density in the Earth’s interior, gravity is a natural observable that is
often employed (e.g. Kaban et al., 2004; Chaves and Ussami, 2013; Panet et al., 2014;
Fadel et al., 2015). In our results, however, the inclusion of gravity measurements does
not improve the recovery of density compared to the seismicwaveform-only inversions.
This is despite the fact that gravity may have sensitivity to density that is additional and
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seismic misfit 
landscape

gravity misfit landscape

Figure 5.13: A cartoon highlighting the issue with the non-uniqueness of gravity, showing a hypothetical
set of “misfit landscapes” for both seismic (blue) and gravity (red) data. The seismic “valley” ends in a
rather well-confined region of minimummisfit (denoted by the blue hashed area). The gravity landscape,
however, is very steep, but extremely elongated. This is caused by the non-uniqueness – all points in the
bottom of this long, narrowmisfit valley are equally suited to explain the data (see also Figure 2.1). While
the seismic and gravity minimum misfit areas do ultimately overlap, gravity will keep pulling the misfit
‘sideways’ (red arrows) into its own steep, but poorly confined misfit valley as long as some misfit remains
unexplained.

complementary to seismic sensitivity, which is mainly caused by density contrasts.
This is a consequence of the fact that solutions to inverse problems from potential

fields such as gravity are physically non-unique and thus ill-posed: a given set of gravity
measurements has an infinite variety of mass distributions that all explain it perfectly
even when coverage is perfect and measurement errors are absent (Blakely, 1995). In
contrast, our inverse approach is deterministic, which means that a single direction of
update is chosen. In principle, the inclusion of additional data should increase the cur-
vature of themisfit functional near the optimum. Because of its non-uniqueness, how-
ever, the additionof gravity datamakes itmore difficult to actually reach thisminimum.
We illustrate this schematically in Figure 5.13. The gravity component of the direction
of update is one out of many, and thus unlikely to be in a direction that is favourable
to convergence.

The non-uniqueness of potential field inverse problems is physical, and would exist
even if the data were perfect and continuously measured along the surface. It is also
independent of the misfit functional that is chosen, and even in the perfect-data case,
the solutions resulting from the different misfit functionals are simply different points
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in an infinitely large space of models that fit the gravity data exactly equally well.
The misfit functionals used in this study have a 1/r 2 or 1/r dependence on distance

from the receivers (equation 5.9), which means that the gradients will also be strongest
in the vicinity of the receivers, i.e. at the surface (Figure 5.2). However, the strength
of the actual density anomalies we study does not have a 1/r n dependence, so a misfit
functional based on the gravity potential or gravity vector works to push the inversion
into the wrong direction. The same is true for measurements of the gravity gradient,
which would result in an even stronger concentration towards the surface. In general,
there is no reason to assume that a 1/r n density distribution is present in the actual
Earth.

Of course it is possible to precondition the gravity misfit such that the distance de-
pendence is removed, but this does not remove the ill-posedness of the problem: it
simply shifts the solution into a different direction in the infinite set of equally valid
solutions. Including gravity without additional constraints thus slows down the inver-
sion.

Several types of constraints can be included in order to reduce the non-uniqueness.
Themost generally taken approachwhencombiningobservables is to linkdensity anoma-
lies to seismic anomalies, for example through some sort of scaling relation between the
parameters (e.g.Maceira andAmmon, 2009; Tondi et al., 2009; Lin et al., 2012; Chaves
and Ussami, 2013). This however excludes the interesting cases where velocities and
density are not scaled – a decorrelation that might indicate the presence of chemical
heterogeneity. In another variant, the shapes of the presumed density anomalies are
chosen from a priori supplied (and often seismically obtained) models of the subsur-
face (e.g. Fadel et al., 2015). If this information is sufficiently reliable, this approach
can work to reduce the non-uniqueness, but does not necessarily remove it completely.
The problem with both these types of methods is that the use of a misfit based on any
type of gravity data tends to overstress the contribution of near-surface heterogeneities.
More problematically, these sorts of potentially incorrect prior knowledge may lead to
incorrect results.

Other constraints include setting a maximum density contrast (which limits the ex-
tent to which the anomalies can get focused at the surface but does not remove the
non-uniqueness) and a minimum-volume constraint. This latter constraint is, how-
ever, geologically not necessarily obvious: it is easy to think of geological situations in
which masses are not expected to be concentrated into the smallest possible volume.

Other factors influencing the recovery of density

The effect of prior information on S and P velocity on the recovery of density is mini-
mal. Even if these parameters are completely correct in the starting model, the recovery
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of density is not noticeably improved (see Figure 5.7). This changes if the seismic veloc-
ities are then kept fixed and only density is allowed to update. The recovery of density is
very good if the velocities are fixed to the true model (Figure 5.8) – significantly better
than with vS and vP free. However, if the velocity model is not entirely correct, results
deteriorate. This means that in practice, it will not be possible to keep velocities fixed,
unless observables can be found that are uniquely sensitive to density. Finding such ob-
servables, for instance using the optimal observable approach of Bernauer et al. (2014),
will be the focus of future work.

Our method uses a simplified 2-D setup with only isotropic parameters and no at-
tenuation, in order to study the first-order effects that density has on the seismic wave-
field and on inversions. Especially attenuation should, however, be taken into account
as well, as its effect on seismograms is in the same order of magnitude as that of den-
sity (Płonka et al., 2016). However, while attenuation only reduces the amplitudes of
already-present seismic phases, density causes significant scattering in all directions (Fig-
ure ??), thereby providing additional constraints. In our experiments we furthermore
assume that the sources are perfectly known, which will not be the case for real data in
regional and global seismology.

Another aspect of our approach that must be kept in mind is that the amplitude
information that we use in the L2-norm misfit may not be reliable for real data as it
is susceptible to e.g. instrument and site effects. Nevertheless, as Figure ??g shows,
amplitude changes caused by a density anomaly may have a measurable effect on the
phase and general waveform. Finally, additional arrivals caused by reflections can still
be picked up as separate signals unconnected to the main phase.

5.6 Conclusions

In this study, we show that density can be recovered using waveform inversion on the
global scale. Our study treats density as an independent parameter and does intention-
ally not introduce any prior constraints on its relation to seismic anomalies. This is
relevant in order to be able to quantify the forces driving plate tectonics and mantle
convection.

The effect of density on the seismic wavefield is small. This means that the presence
of data noise affects the recovery of density more strongly than of S and P velocity.
However, at noise levels to be expected on regional to global scales, density is still recov-
erable from the data. While the effect of density on the seismic wavefield lies mainly in
impedance contrasts, density is still recoverable even if the impedance contrast is negli-
gible.

We also show that the presence of density anomalies, if not accounted for, may nega-
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tively affect the recovery of other parameters. Furthermore, without strong additional
constraints, the inclusion of gravity measurements into the misfit functional deteri-
orates the recovery of density and the other parameters. Finally, we show that prior
information on the seismic velocities has little influence on the recovery of density, un-
less this prior model is fixed. However, the velocities can only be fixed if the velocity
model is completely accurate, a situation is unlikely to occur in real-data cases. If the
fixed velocity model is slightly wrong, errors therein severely map into density.
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6
A brief exploration of the potential for
designing optimal observables for density

In Chapter 5 (Blom et al., 2017), I showed that in principle, density can be recovered as
an independent and separate parameter alongside the seismic velocities. However, the
effect of density on wave propagation remains weak (Figure ??) and tradeoffs persist.
In this chapter, I explore the extent to which these issues can be overcome by using the
method of Optimal Observables as developed by Bernauer et al. (2014). Specifically,
I am interested in exploring the different sensitivities to density of various parts of the
seismogram across frequency bands of interest. The optimal observable method uses
the differing sensitivities of observables to find their linear combination thatmaximises
sensitivity to density whilst minimising sensitivity to the other parameters.

This chapter will give a brief overview of the Optimal Observable method, includ-
ing some toy examples, and will then explore the potential of applying this method to
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different windows of data selected in a single seismogram. I will also discuss further
potential of themethod, choices that can bemade, and possible difficulties and pitfalls.

6.1 Optimal observables

Bernauer et al. (2014) develop an optimal design technique that allows for the construc-
tion of so-called “OptimalObservables” – linear combinations of basic observables that
maximise sensitivity to one parameter class, whilst minimising sensitivity to the others.
We apply thismethod for the specific case ofmaximising sensitivity to density in awave-
form tomographic approach. In the following, we will briefly outline the theory and
the setup of the problem, following Bernauer et al. (2014) to a large extent.

Theory

SupposingwehaveM independentobservationso, andN independentparameter classes
p with which our system is parametrised, then we need to have a measure of sensitivity
of every observable to every parameter class. The term ‘parameter class’ is intentionally
very broad: it can mean a parameter (such as P velocity or density), but also any other
subset of the full model (for example a certain geographical are within the model do-
main). Denoting sensitivity with the letter K , we can write the sensitivity of observable
o to parameter class p as Ko,p . Given these (as yet unspecified) sensitivities K , we wish
to find outwhich linear combination of observables o will give usmaximised sensitivity
to one parameter class of interest.

In the context of waveform tomography, these sensitivities can be defined as adjoint
sensitivity kernels of the different parameter classes (see Chapter 3, specifically Equa-
tions 3.11–3.13). The parameter classes and their sensitivity kernels are spatially con-
tinuous, i.e. Ko,p (x). Basic observables could include travel time or amplitudemeasure-
ments or different types ofwaveformmisfits for specific timewindows of a seismogram,
but are not limited to these examples.

We first define what we will call the “combined sensitivity” Kp to each parameter as
the weighted sum of all sensitivities to that parameter:

Kp (x) =∑
o

woKo,p (x) (6.1)

where w = (w1, . . . , wM ) is the – as yet unknown – weighting vector for the basic ob-
servables. This weighting of the basic observables is the quantity wewant to determine.
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For w to be optimal, we maximise the sensitivity power P , defined by Bernauer et al.
(2014) and Sieminski et al. (2009) as

Pp =
∫

V
K 2

p (x)dx. (6.2)

Because we have a joint optimisation problem in which we simultaneously try to
maximise sensitivity to one parameter class and minimise sensitivity to the others, an
overall objective functional P is defined in which the separate parameter sensitivity
powers Pp are weighted. Our optimisation problem becomes:

max P :=∑
p

bp Pp (6.3)

Herewe introduce the vector of balancing coefficientsb = (b1, . . . ,bN ). If the parameter
of interest be given the index p = 1, thenwewill require b1 > 0 and bothers < 0. Solving
for b and w simultaneously is a non-linear problem. We will therefore follow the same
two-stage approach as Bernauer et al. (2014). Initially, we will assume a fixed balancing
vector b and assess the influence the choice of b has on our results. Later, b can be
optimised in a second step.

In order to fully constrain the problem, we require the size of w to be bounded:

∥w∥ = 1. (6.4)

Determining optimal observable weighting w for a fixed balancing vector b is a con-
strained optimisation problem which can be formulated in a Lagrange function. This
reduces the problem to an eigenvalue problem

Mw =λw (6.5)

where M is the matrix

Mij =
∑
p

bp

∫
V

Ki ,p K j ,pdx. (6.6)

Here, we will simply state that optimal weighting is achieved with the weight eigenvec-
torw corresponding to the largest eigenvalueλmax – for the full derivation, seeBernauer
et al. (2014). M is a square, symmetric matrix of size M , the number of basic observ-
ables. As M is typically small, solving this problem does not result in significant com-
putational cost. The computationally most demanding parts of this exercise are the
computation of the sensitivity kernels K (x) (for which the adjoint problem needs to be
solved separately for each basic observable – see Chapter 3) and the computation of the
products

∫
V Ki ,p K j ,pdx.
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Optimality criteria

One option is to manually choose different vectors b and assess their effect on the op-
timal observable weights. This is what we will do below. As mentioned, however, we
can optimise for b in a second step, by defining an optimality criterion. Bernauer et al.
(2014) use the criterion

max
P1∏N

p=2 Pp
(6.7)

drawing test vectors btest in a regular grid search to find the global maximum of Equa-
tion 6.7. As a side note, we also draw attention to two criteria and their properties.

•

max
P1∑N

p=2 Pp
(6.8)

Instead of using the product of the sensitivity powers of the other parameters
Pp>1, we here use their sum. Compared toEquation 6.7, this has as an advantage
that if sensitivity to one of the other parameters is small, but to the others large,
the overall ratio is not affected as strongly.

•

max
P1

max
(
Pp>1

) (6.9)

A criterion similar to the sum criterion of Equation 6.8, but with the nice prop-
erty that the value of this criterion is > 1 when P1 is larger than any of the other
ones.

These criteria can be used to investigate desirable properties of different weightings
and ‘tune’ the stress of the optimisation between a focus on maximising sensitivity to
density or minimising sensitivity to the other parameters – which, as we will see be-
low, has quite significant influence on the results. Because as soon as all the products∫

V Ki ,p K j ,pdx have been calculated and stored, solving Equation 6.5, it is easy to assess
the effect of these different optimality criteria.

A toy problem

We illustrate some key properties and considerations of the optimal observable tech-
nique with a toy problem that has four parameter classes p and two observables o (Fig-
ure 6.1). Foreshadowing the aim of this chapter, we use the parameters density ρ and
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the seismic velocities vSH, vSV, and vP, and attempt to maximise sensitivity to density.
Sensitivity of each observable to each parameter is simplified to a single number, andwe
will analyse two scenarios. In the first scenario (Figure 6.1a), observable 1 is exclusively
sensitive to density, and not at all to the other parameters, while observable 2 is equally
sensitive to vSH, vSV and vP, but not sensitive at all to ρ. In scenario 2, (Figure 6.1b),
sensitivity of the first observable is the same, but now observable 2 is also sensitive to
density.

For both scenarios, we analyse a number of different weightingsb, which range from
a strong focus on minimising sensitivity to the other parameters, to maximising sensi-
tivity to density.

• b1 = [1,−10,−10,−10]: a very strong focus onminimising sensitivity to all pa-
rameters not density

• b2 = [1,−1,−1,−1]: sensitivity to density is maximised as much as sensitivity to
the other parameters is minimised

• b3 = [1,−0.1,−0.1,−0.1]: a strong focus onmaximising sensitivity to density
• b4 = [1,−0.01,−0.01,−0.01]: the same, but even stronger so.

For scenario 1, all of these weighting vectors have the same result (Figure 6.1c). Be-
cause the observations are independent, both requirements (maximising sensitivity to
density and minimising senstivity to the other parameters) can be met by giving full
weight to the first observable and none to the second. Tradeoffs do exist, however, for
scenario 2. Because there are now two observables that are sensitive to density, total
sensitivity power for density has the potential to be much larger. Predominantly max-
imising sensitivity to density would result in equal weight for both parameters (b3 and
b4) and a large overall sensitivity to density, while a stronger focus on minimising sen-
sitivity to vSV, vSH and vP (b1) also results in reduced sensitivity to density.

This toy problem illustrates that the result of the optimisation is very much depen-
dent on (subjective) decisions. The choice of basic observables and their resulting sen-
sitivities determine the success of the optimisation: the more linearly independent the
sensitivities are, the more successful the method will be. As soon as there are tradeoffs,
the choice of the balancing vector b becomes important.

6.2 Optimal observables using windows of data

In the following sections, wewill apply the optimal observable techniques to sensitivity
kernels of seismic measurements. Specifically, we will address the role of different parts
of the seismogram, in which different phases arrive, and of different frequency bands.
As a study area, we choose the Eastern Mediterranean domain – the same area that is
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Figure 6.1: Toy problems illustrating the key properties of the optimal observable technique as applied
here. (a) Scenario 1. (b) Optimal sensitivity powers for different balancing vectors b for scenario 1. Be-
cause the observations in scenario 1 are linearly independent, any b will give the same optimal observable
weighting w. (c) Scenario 2. (d) Optimal sensitivity powers for different balancing vectors b for scenario
2. Here, both observables have sensitivity to density, which means that the parameter weighting b deter-
mines how much stress is placed on either maximising sensitivity to density, or minimising sensitivity to
other parameters.

used in thewaveform tomography ofChapter 7. This is a tectonically active regionwith
good data coverage, which makes it suitable for very careful data selection.

We use the time-frequency phase misfit of Fichtner et al. (2008) to construct sensi-
tivity kernels. This misfit is defined as

JTF,p (m) :=
∫

t

∫
ω

W 2
p (t ,ω)

[
ϕ(m, t ,ω)−ϕobs.(t ,ω)

]2dtdω (3.17 again)

and calculates the phase misfit between observed and synthetic data in time-frequency
space. A logarithmic time-frequencywindowing function determines the areas of suffi-
cient amplitude such thatmeaningfulmeasurements canbemade: Wp = log(1+|ũobs.|)

max(log(1+|ũobs.|)) ,
with ũ being the time-frequency representation of seismic signalu, calculated via a Ga-
bor transform.

An illustration of window sensitivity

Figure 6.2 illustrates the sensitivities of different windows to the different parameters
for a signal traveling froma2015Mw 5.5 strike-slip earthquakeby the Sinai Peninsula to
MedNet station MN.PDG. Synthetic seismograms are calculated for a smooth model
of the Eastern Mediterranean tomography similar to the one described in Chapter 7
using wave propagation code SES3D (Fichtner and Igel, 2008; Gokhberg and Fichtner,
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2016). The simulation duration is 1200 s. As before, we parameterise our system into
density ρ and the seismic velocities vSH, vSV and vP. For this example we bandpass filter
our data between periods of 50 and 150 s, and select two different windows on the
vertical component trace.

Thefirstwindowcontains predominantly bodywave signal, and the secondpredom-
inantly surface waves (Figure 6.2b). The body wave synthetics lag with respect to the
observed data, while for the surface waves, the synthetics arrive early. In both cases,
the shapes of the waveforms do not match, either. These differences already illustrate
the different sensitivities of both windows to different parts of the model domain, and,
potentially, to different parameters.

For both windows, we show slices through the sensitivity kernels for density (Fig-
ure 6.2d,e) and P velocity (Figure 6.2f,g), normalised by the reference models for the
respective parameters. The slices follow the source-receiver path indicated by the red
arrow on the map in Figure 6.2a. For window 1, we see that especially for vP, part of
the sensitivity follows a diving path. Window 2, which contains the surface wave por-
tion of the signal, has a sensitivity that is indeed much more limited to the surface. In
both cases, sensitivity to density is much stronger than to P velocity (note the differing
colour scales). Additionally, sensitivity to density appears more oscillatory with depth,
especially in the bodywavewindow. This is in linewith findings reported byBlom et al.
(2017); Bernauer et al. (2014); Takeuchi and Saito (1972).

Optimal observables in different frequency bands

In Figures 6.3 and 6.6, we illustrate the differing sensitivities of different windows in
two frequency bands: for signals bandpassed between 100–150 s, and for signals band-
passed between 65–100s. We use the same modelling setup as in Figure 6.2. In the
examples below, the kernels have been treated in a similar way to what is done in a stan-
dard tomographic approach (such as in Chapter 7). In an inverse approach, often the
actual inversion parameters are chosen as relative deviations of the physical parameters
with respect to a reference model (Tromp et al., 2005; Blom et al., 2017), for example
ρ = ρref · (1 + m1) (see also Chapter 5). Such non-dimensionalisation serves to cir-
cumvent issues with differences between the magnitudes of the different parameters
and improves the scaling of linesearch methods where all parameters are updated with
the same step length. Kernels with respect to the relative parameters are obtained by
applying the chain rule, which amounts to a normalisation with the reference model.
Further treatment of the kernels includes setting to zero the outer 3 degrees laterally,
and bottom 100 km, as these edge areasmay accumulate unphysical boundary artefacts
(a result from imperfect absorbing boundaries (e.g. Fichtner, 2010)), clipping of values
within the kernel above the 99th percentile and horizontal and vertical smoothing by
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averaging cells over their direct neighbours three times. This smoothing also results in
smooth edges where the boundary signal was set to zero. This regularisation of the ker-
nels is needed to stabilise the optimal observable calculations. Itensures that the results
are dominated by the larger-scale features that we are actually interested in.

Frequency band 100–150s

In the low frequency band, the signal stretches out to the full extent of the simulation
duration of 1200 s (Figure 6.3a). Two windows were selected. The first window is of
rather low amplitude and probably contains some noise (the emergent signal on the
trace of observed data could be indicative of this) in addition to the actual signal, which
is also viisble in the synthetic seismogram. The actual signal results frompredominantly
body waves. For illustrative purposes, we include this window despite its potentially
noisy character. The second window contains data of much larger amplitude, which,
given the fact that this is the vertical component, are mostly Rayleigh waves.

The twowindows havemarkedly different sensitivities. Window 1 has both stronger
and deeper diving sensitivity, even though, as in the previous example, sensitivity near
the surface is still quite strong. The kernels for window 2 are weaker for all parameters,
but with a more regular character. This is also clear from the sensitivity powers for the
basic parameters displayed in Figure 6.5a.

Because these are only two windows, the possibilities for combining them are lim-
ited. In Figure 6.4, the optimal kernels for two ‘end-member’ balancing vectors b =
(1,0,0,0) and b = (1,−10,−10,−10) are displayed.

b = (1,0,0,0) purely maximises sensitivity to density and is in fact equivalent to an
objective function of P= Pρ . Here, the optimal kernels are clearly dominated by win-
dow 1 (compare Figure 6.4b to Figure 6.3b), and are almost exactly the negative image
of the window 1 kernels. This is also reflected in the observable weights of Figure 6.5c.

Ifb = (1,−10,−10,−10), aweight of almost 1 is given towindow2 (Figure 6.5c), but
because this window has smaller overall amplitudes, the optimal kernels are still quite
different (Figure 6.4b). The most significant observation is that the sensitivity power
of all parameters decreases compared to thewindow kernels, except for vP. If we look at
the window kernels for vP in Figure 6.3b, these are indeed remarkably complementary,
and the resulting optimal vP kernel has very homogeneous coverage.

For both balancing vectors, it is impossible to achieve sensitivity which is larger for
density than for the other parameters. This is not surprising when looking at Figure
6.5a: for both windows, the sensitivity power of density is third out of four, while for
window 1, SH sensitivity power even strongly dominates the others. By focusing on
maximising sensitivity to density, per force sensitivity to the other parameters is max-
imised as well, and by focusing on minimising sensitivity to the other parameters, sen-
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Figure 6.3: Window sensitivities for the period range of 100–150 s. (a) Seismogramwith selectedwindows
(b) Vertical cross-sections through the sensitivity kernels of all four parameters, for both windows 1 and
2. The cross-sections are taken along the source-receiver great circle path indicated by the red arrow in (c).
(c) Locations of source and receiver within the EasternMediterranean domain.

sitivity to density also becomes much smaller.
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 b = (1, 0, 0, 0)  b = (1, -10, -10, -10)a. b.

Figure 6.4: Vertical cross-sections through the optimal sensitivity kernels in the period range of 100–150
s. (a) for the optimal weighting determined for a balancing vector b = (1,0,0,0), i.e. only sensitivity to
ρ is maximised. (b) for the optimal weighting for b = (1,−10,−10,−10), i.e. sensitivity to the other
parameters is minimised.

a. b. c.

Figure 6.5: (a) Sensitivity powers Po,p for both windows for the parameter fields density, SH velocity, SV
velocity and P velocity. (b) Sensitivity powers Pp for two samples of the balancing vector b. (c)Weighting
of the two windows for these two balancing vectors b.
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Frequency band 65–100s

In the frequency bandof 65–100s, threewindowswere selected in the seismogram (Fig-
ure 6.6a). At these frequencies, the signal is sufficiently narrow that a coherent later
arrival is visible after the main surface wave package, and this is selected as window 3
(windows 1 and 2 are similar in nature to the same windows in the previous lower fre-
quency band).

In all three windows, observed data and synthetics match to a very high degree. Nev-
ertheless, sensitivity powers vary considerably, with notably window 3 having much
larger sensitivity powers than the other two windows (Figure 6.8a). In all cases, sensi-
tivity to P velocity is lowest, and confined mostly to a narrow strip near the surface.

Because sensitivity power of window 3 is so much stronger than all the others, the
optimal kernels for b = (1,0,0,0) are almost exactly the same as for this fundamental
observable (Figure 6.7a) and the sensitivity powers and weights for this b vector as dis-
played in Figure 6.8 reflect this.

Similarly to the lower frequency band, strongly minimising sensitivity to the other
parameters (b = (1,−10,−10,−10)) results in a dominant weight on window 2, which
has lowest overall sensitivities. The patterns visible in Figure 6.7b, however, are very
different – just like in the previous lower frequency example. In this case, the optimal
sensitivities are significantly lower still than any of the windows (Figure 6.7b)

6.3 Discussion and conclusions

This chapter is intended as a brief exploration of the Optimal Observable method, and
by no means presumes to be complete. We have not yet applied the second stage of the
optimisation process as described by Bernauer et al. (2014), which involves searching
for an optimal balancing vector b, given some optimality criterion. We will discuss this
as well as the main points that can be drawn from the examples presented above. We
will also go into further potential of themethod, choices that can bemade, and possible
difficulties.

Given that we do not optimise separately for the balancing vector b, the selection of
test vectors btest has a very large influence on the resulting optimal observables. As is
illustrated in Figures 6.1–6.8, the question remains how important the maximisation
or minimisation of each parameter needs to be. In other words, do we rather want
to maximise sensitivity to density, or minimise sensitivity to the other parameters? In
the examples above, we discuss both these end-members, but intermediate balancing
vectors may have desirable properties as well. If b is optimised for as well, the choice of
a suitable b vector is replaced by the choice of a suitable optimality criterion (Section
6.1) – which is, ultimately, also a subjective act.
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Figure 6.6: Window sensitivities for the period range of 100–150 s. (a) Seismogramwith selectedwindows
(b) Vertical cross-sections through the sensitivity kernels of all four parameters, for both windows 1 and
2. The cross-sections are taken along the source-receiver great circle path indicated by the red arrow in (c).
(c) Locations of source and receiver within the EasternMediterranean domain.
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Figure 6.7: Vertical cross-sections through the optimal sensitivity kernels in the period range of 100–150
s. (a) for the optimal weighting determined for a balancing vector b = (1,0,0,0), i.e. only sensitivity to
ρ is maximised. (b) for the optimal weighting for b = (1,−10,−10,−10), i.e. sensitivity to the other
parameters is minimised.

a. b. c.

Figure 6.8: (a) Sensitivity powers Po,p for both windows for the parameter fields density, SH velocity, SV
velocity and P velocity. (b) Sensitivity powers Pp for two samples of the balancing vector b. (c)Weighting
of the two windows for these two balancing vectors b.
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The choice of basic observables plays an important role in the result of the optimisa-
tion problem. As is illustrated best in the toy problem of Figure 6.1, the more linearly
independent the basic observables are, the more ‘unanimous’ the solutions of different
b vectors become.

Our primary aimwas to assess to what extent weighting of different windowswithin
a single seismogram can enhance sensitivity to density. The examples presented in Fig-
ures 6.3–6.5 and 6.6–6.8 also demonstrate that the use of a small number of fundamen-
tal observables strongly limits the possibility to combine these in a meaningful way –
especially if their sensitivities are linearly dependent. In all cases explored here, onewin-
dow tended to dominate the optimalweighting. This is probably caused by the fact that
(a) the variability of sensitivities of different windows is not large enough, and (b) there
are strong correlations between the sensitivity kernels of different parameters within a
window. Additionally, the presence of one fundamental observable with very strong
or very weak sensitivity power can problematically bias the optimisation.

Finally, in all examples presentedhere, density is theparameterwith themost strongly
fluctuating sensitivity (Figures 6.2, 6.3 and 6.6). This is a fundamental issue with den-
sity rather than a coincidental observation, and a direct result of the fact that seismic
waves are sensitive to contrasts in density, and not to density itself (Blom et al., 2017,
and see Figure ??). From a tomographic point of view, this an undesirable property as it
increases the risk of the inversion running into a local minimum (Gauthier et al., 1986;
Bunks et al., 1995). The choice of sensitivity power as the quantity wewish to optimise
may in this light not play a favourable role: maximising sensitivity power may enhance
this oscillatory nature.

The points raised here illustrate that the result of the optimisation is very much de-
pendent on subjective choice and can (and should) be steered by physical intuition.

Future directions

A potential direction of further analysis is the combination of sensitivity of different
frequencies. As Bernauer et al. (2014) demonstrate, this can help to strengthen sensi-
tivity to at least the vertical density gradient. However, it must be noted that from a
tomography perspective, such an approach might not be the most useful, as waveform
tomography is usually set up in amultiscale approach (Bunks et al., 1995; Akçelik et al.,
2002; Tape et al., 2007; Virieux and Operto, 2009), where the lowest frequencies are
inverted first, and higher frequency content is added step-wise manner. In any case, if
kernels fromdifferent frequency bands are usedwith the phasemisfit used in this study,
care must be taken to combine the measurements in a suitable way. A high-frequency
wave sampling a heterogeneity will have a larger phase shift than a low-frequency wave
sampling the exact same structure, and thus misfits for the same model are higher at
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higher frequency. At the same time, a high-frequency kernel occupies less volume.
How this affects the sensitivity kernels is dependent on the misfit functional.

We have used a single misfit functional, the time-frequency phase misfit of Ficht-
ner et al. (2008), to compute our window sensitivities. Different measurements could
be used, and it is even conceivable that these be combined. Examples include a cross-
correlation time shiftmeasurement (LuoandSchuster, 1991),multitapermethods (Tape
et al., 2009) or the instantaneous phase misfit (Bozdağ et al., 2011). When combining
differentmisfits, it also remains to be determined how to comparemisfits and gradients
in a meaningful way, so misfit normalisation is an essential part of this. This is all the
more the case because different misfit definitionmay require different windows of data
to be selected.

If the aim of this study is to provide weightings that can be used in a general tomo-
graphic setup, an important open question is the extent to which the patterns in the
kernels for this single source-receiver combination are common to others. The source
mechanism, component on which the measurement are made and epicentral distance
all play a role in this, as does the Earth structure itself that the measurement is sensitive
to. A logical extension of the examples provided here is a larger sample of earthquakes
and stations.

A final issue issue to be addressed is the oscillatory nature of density kernels. It could
be explored to what extent a different objective quantity instead of sensitivity power
can be used – one that places stress on the continous nature of a kernel as well as its
magnitude.

92



7

7
Seismic waveform tomography in the
Eastern Mediterranean

TheMediterranean domain is a tectonically active and geologically complicated region.
This is a result of its complex tectonic and geodynamic evolution (Faccenna et al., 2014)
which is dominated by convergence between the African and Eurasian plates. Our un-
derstanding of it draws from surface geology, modeling and imaging of the subsurface.

Here, we present a seismic waveform tomography of the Eastern Mediterranean.
While computationally more expensive than ray-based imaging methods, the advan-
tage of waveform methods lies in their ability to incorporate in a consistent manner
all the information in seismograms – not just the arrivals of certain, specified phases.
As a result, body and multimode surface waves, source effects, frequency-dependence,
wavefront healing, anisotropy and attenuation are naturally and coherently incorpo-
rated. This not only allows us to image P- and S-wave velocity jointly for the crust
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and mantle, but also makes it possible to put constraints on density that ray tomogra-
phy cannot provide. This is of special interest because heterogeneities in density drive
geodynamics, and the combined knowledge of all parameters can help to distinguish
between thermal and compositional effect.

7.1 Introduction

Geological setting

Convergence betweenAfrica and Europe dominates the geological and tectonic setting
of theMediterranean domain (Wortel and Spakman, 2000; Faccenna et al., 2014). This
convergence is mainly accommodated in the Alpine arc, the Hellenic Arc and through
complicated interactions between the African, Anatolian and Eurasian plates. Addi-
tionally, significant tectonic activity takes place along the whole length of Italy, and
more to the north, in the Carpathians. The main regions of seismicity are the Italian
peninsula, the Hellenic Arc and Anatolia. More to the west, there is also considerable
activity in North Africa and under the Iberian peninsula.

Aims of this study

This study aims to present a waveform tomography of the Eastern Mediterranean re-
gion, in which we image density and the seismic velocities vP and vSH and vSV in a self-
consistent manner. We will highlight some key features of the resulting model and dis-
cuss uncertainties and caveats of the results.

7.2 Model domain and data

Choice of model domain

We selected a model domain which covers most of the Eastern Mediterranean, includ-
ing some interesting regions such as the Italian peninsula, theHellenic Arc and Anato-
lia, but also stretching towards the south to include the African coast.

Themodel domain thus obtained is a semirectangular box stretching about 3600 km
in the approximate E-W direction, about 2300 km in the approximate N-S direction
and 1000 km in the depth direction (Figure 7.1). The model is not fully rectangular
is because it is defined using (rotated) spherical coordinates and the edges are thus de-
fined by great and small circles and spherical shells. Along the boundaries of the model
domain, a buffer zone is included in which absorbing boundaries are implemented,
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81 events      7471 raypaths      941 stations

Figure 7.1: Model domain and earthquakes used in this study aswell as “ray density” in themodel domain,
based on all earthquakes and stations used in the first frequency band (100–150 s). The light grey line
indicates the buffer zone that is taken into account for the computation of synthetic seismograms, used to
absorb energy that would otherwise be reflected (unphysically) by the edges of the model domain. While
the concept of a ray is a bit of a simplification in the context of waveform tomography, the great circle
paths between each station and event still give an indication of the data coverage in the model domain –
at least in map view.

necessary to avoid artificial reflections from the sides that could result from computing
wave propagation within a box.

Data selection

Event selection takes place in a two-step process. Earthquakes in the area are initially
selected manually from the IRIS SPUD moment tensor catalog (http://ds.iris.
edu/spud/momenttensor), selecting events of magnitudes >5 while taking care to
obtain a roughly uniform coverage as much as possible. This approach is chosen as
a result of the geological setting, in which most of the tectonic activity is in the north-
ern part of the model domain. Additional events are obtained using automatic event
selection from the Large-scale Seismic Inversion Framework package (LASIF; Krischer
et al., 2015, http://lasif.net). The moment tensors thus obtained have been de-
terminedwith the global centroidmoment tensor algorithm (theGlobal CMTProject,
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Ekström et al., 2012; Dziewonski et al., 1981, http://www.globalcmt.org).
For each event, seismograms from stationswithin themodel domain are downloaded

automatically from the IRIS,ORFEUS,ETH,GFZ, andKOERIdata centres using the
LASIF package. Events that include too little data or that are too noisy are discarded.
Because this inversionmakes use of amulti-scale approach inwhich different frequency
bands are inverted consecutively (see below), event suitability is re-evaluated at eachnew
frequency band.

This approach results in around 80 events for each frequency band, corresponding
to about 17 000 event-station pairs or 50 000 single-component channels. As tectonic
activity is mainly on the European side of the model domain, data coverage is very het-
erogeneous: much denser in the north than in the south (Figure 7.1). We note that
this necessarily results in a somewhat heterogeneous model recovery, but that overall,
coverage is very good in this area.

7.3 Inversion setup

We perform regional waveform tomography by comparing the downloaded seismo-
grams to synthetic seismograms. Our inversion uses a deterministic, gradient-based
iterative approach in which consecutive model updates are calculated producing syn-
thetic seismograms that provide a progressively bettermatchwith the observed data. In
the following, we will use the words “waveforms” and “seismograms” somewhat inter-
changeably.

Seismic wave propagation

We compute synthetic seismograms by simulating seismic wave propagationwithin the
model domain. Here, we solve the wave equation

ρ(x) ü(x, t )−∇·σ(x, t ) = f(x, t ), (3.1 again)

where ρ denotes density, u is the displacement field (ü being its second time deriva-
tive the acceleration field), σ the stress field and f the forcing term. We use the SES3D
wave propagation code (Fichtner and Igel, 2008; Gokhberg and Fichtner, 2016) with a
rheology that includes radial anisotropy for S-wave velocity (SH and SV) and in which
anelasticity is implemented using memory variables. This relates stress σ to displace-
ment u.
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Misfit definition

In order to quantify the differences between observed and synthetic waveforms, we use
the time-frequency phase misfit functional of Fichtner et al. (2008)

JTF,p (m) :=
∫

t

∫
ω

W 2
p (t ,ω)

[
ϕ(m, t ,ω)−ϕobs.(t ,ω)

]2dtdω, (3.17 again)

which calculates the phase misfit (ϕ−ϕobs) between observed and synthetic data from
their time-frequency representations (calculated using the Gabor transform). A loga-
rithmic time-frequency windowing function determines the regions within that space
that have sufficient amplitude such thatmeaningfulmeasurements can bemade: Wp =

log(1+|ũobs.|)
max(log(1+|ũobs.|)) , with ũ being the time-frequency representation of seismic signal u as
calculated via the Gabor transform.

The advantage of this misfit definition is that it combines the sensitivity to phase
shifts from, for instance, a cross-correlation time shift misfit (Luo and Schuster, 1991;
Dahlen et al., 2000) and to the shape of waveforms from an L2-normmisfit (e.g. Taran-
tola, 1984, 1986). Compared to the latter, it suffers less from non-convexity issues as
the phase misfit is quasi-linearly related to Earth structure. At the same time, it does
not require the isolation of specific phases, and is therefore specifically suitable for in-
terfering phases.

Optimisation algorithm

Model updates are calculated iteratively in such a way that each successive model has
a lower total misfit than the previous one, and the consecutive models thus ‘descend’
into a ‘misfit valley’. For this, we use a conjugate gradient scheme (Nocedal andWright,
2006; Fletcher and Reeves, 1964, and see Chapter 2). This algorithmmakes use of the
gradient of the current iteration’s misfit with respect to the model parameters and a
recursive term based on the previous iteration’s descent direction.

Themisfit gradient is constructed from sensitivity kernels obtained using the adjoint
method (Chapter 3). The raw gradients to each model parameter are preprocessed be-
fore a descent direction is computed. First, they are clipped at the 99th percentile to
avoid too-strong localisation of updates. The outer edges are set to zero to remove
potential buildup of unphysical structure resulting from the model boundaries, and
some horizontal and vertical smoothing is applied. After this, the event gradients are
summed to produce the misfit gradient. The gradients to the different parameters are
scaled in order to bring all gradients in the order of magnitude of 1. The processed gra-
dients are used to compute a descent direction (see algorithm inAppendix A.2). A step
length is then determined using a quadratic interpolation between the current model
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and three test models made with steps of length 0.05, 0.07 and 0.1. The final model for
an iteration is obtained from the computed descent direction and the step length thus
obtained.

Choice of initial model

This optimisation method is local: updates are obtained by continuously going down
into the samemisfit valley. There is therefore no guarantee that it will descend towards
the global minimiser, i.e. the model that results in the lowest total misfit. This means
that the choice of initial model is important: the closer the initial model is to the global
minimiser, the more likely it is that it lies within the same misfit valley.

Fichtner et al. (2013b) constructed a model of the European crust and upper man-
tle (with an embedded higher resolution model of Anatolia (Fichtner et al., 2013a)).
These models were constructed using waveform tomography and already include con-
siderable detail. The starting model for the current study is retrieved from the initial
stages of theCollaborative SeismicEarthModel (Afanasiev et al., 2015), which incorpo-
rates the models from Fichtner et al. (2013b,a) on a smoother background of S20RTS
anomalies (Ritsema et al., 1999) where no futher information is available. The transi-
tion between these is smooth, owing to the efforts of Afanasiev et al. (2015) to combine
seismic tomography models into a coherent and consistent global model. This gives a
startingmodel with considerable detail in the northern parts of themodel domain, but
only very smooth structures in the southern parts (Figure 7.2).

Multi-scale approach

To further mitigate the risk of descending towards (insignificant) local minima, we use
a multi-scale approach (Bunks et al., 1995). The lowest frequencies are inverted first,
and as more of the data is explained by the model, higher frequencies are included in
a stepwise manner. As a result of this approach, the large-scale structure within the
model domain is obtained before small-scale details are filled in.

This approach, a standard in waveform tomography (e.g. Akçelik et al., 2002; Tape
et al., 2007; Virieux andOperto, 2009), has several advantages. Firstly, the risk of cycle-
skips is reduced, and thus of local minima that would result frommatching the wrong
maxima and minima in the observed and synthetic waveforms: even significant time
shifts from a poor initial model translate to only a small phase shift at low frequencies,
while at high frequencies this could result in a full cycle skip.

Moreover, sensitivity of low-frequency data extends over much larger volumes than
that of high-frequency data, where at infinite frequency, sensitivity ultimately collapses
into the ray-theoretical ray path: the volume of the first Fresnel zone is proportional to
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period. This means that there is sensitivity even in areas which are not covered well by
the ray-theoretical source-receiver paths of Figure 7.1 – such as the whole southern part
of the model domain.

As the parameter of specific interest in this work is density, low-frequency data play
an additional important role. Blom et al. (2017) (Chapter 5) showed that the effect of
density on seismic wave propagation is mainly through scattering and reflection effects,
which means that the low-frequency data is especially important for the recovery of
density structures and not just density contrasts. For this reason, we choose to start
with a rather low-frequency first frequency band of periods of 100 to 150 s.

Finally, inverting the lowest frequency content first spares computational resources.
The computational cost of simulating wave propagation scales with the fourth power
of the highest frequency included in the data (see Chapter 3.5), which means that only
including low frequency data can cause significant updates in the model at relatively
moderate computational cost.

The used frequency bands are specified in Table 7.1. Care is taken that the high-
est frequency at each new frequency band differs by a maximum factor of about 1.25
from the previous highest frequency, such that no cycle skips are introduced as higher
frequency content is included and the density structure is “filled up” as smoothly as
possible. Ten iterations are carried out in each frequency band – after this amount,
misfit decrease tended to flatten out.

At each frequency band, the events to be included are re-evaluated, mainly for the
benefit of reducing computational cost. At low frequencies, events with few stations
mayprovide valuable constraints onparts of themodel domain that are otherwisepoorly
covered – several such events are located in North Africa (Figure 7.1). These events
are mostly discarded at higher frequencies, where the benefit of including the event be-
comes unfavourable compared to the computational cost. New eventsmay be included
as they occur and data become available to the seismological community.

Waveform and window selection

Ideally, complete seismograms are used as data in the inversion. However, due to avail-
ability, geometry and noise, careful selection of the data needs to be performed. This is
even more so the case because we are specifically interested in density, whose effect on
the wavefield may, in terms of amplitudes, only be in the order of a few per cent of the
largest arrivals (Blom et al., 2017, Chapter 4, Figure ??). For the initial three frequency
bands (down to periods of 65 s), the first 1200 s of data after the event origin time were
evaluated. This relatively long timespan is necessary in order to allow the source signal
to cross the completemodel domain – especially at the low-frequency iterations, where
the duration of the signal ismuch longer (see Figure 7.3). At the fourth frequency band
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(55–150 s), simulation duration was reduced to 1000 seconds.
However, care must be taken that signal from outside the model domain does not

enter the inversion. The closer either the source or the receiver is to the boundary, the
more this may become an issue. During some initial experimentation, it was found
that the inclusion of late arrivals considerably contributed to the formation of bound-
ary artefacts – especially in the case of density, sensitivity to which is mainly expressed
through scattering and reflections (Blom et al., 2017, Chapter 5).

These considerations are taken into account in the selection of windows of data to
be included in the inversion. Other selection criteria are the noise level of the data, and
a minimum level of similarity between data and synthetics, necessary for meaningful
comparison. The initial window selection is carried out automatically using LASIF.
For the first three frequency bands, all windows are reviewed manually for all 50 000
seismograms; windows for later frequency bands are partially adapted manually based
on the importance of the event in the inversion.

Generally, windows are selected in such away that separate phases end up in separate
windows. This has several advantages. Firstly, it simply reduces the potential for cycle
skips in caseswhere one phase is delayedwhile another is advanced. Secondly, it helps to
specifically include small-amplitude signals such as body waves. The windowing func-
tion in the time-frequency phase (Equation 2.3) dampens small-amplitude variations
that could be noise, but also coherent low-amplitude arrivals. This is illustrated in Fig-
ure 7.4, where we illustrate the difference between selecting two windows or a single
window on the same trace.

By selecting separate small-amplitude windows, their phase signal is included more
prominently in the inversion. Thiswill help to also resolve deeper structure. Figure 7.4a
displays observed and synthetic seismograms in which two windows are selected – one
from a small-amplitude bodywave, one from a large-amplitude surfacewave. The time-
frequency phase difference and corresponding adjoint source for the first (body wave)
window are displayed in 7.4b and c, and in 7.4d and e for the second (surface wave)
window. Note that the adjoint source amplitudes are much smaller than for window
1: when forward and adjoint wavefields are combined to compute the sensitivity ker-
nels, this difference in amplitude compensates for the difference in regular wavefield
amplitudes.

Figure 7.4f shows the same trace, but with a single, combined window; Figure 7.4g
and h show the corresponding time-frequency phase difference and adjoint source.
Both the phase difference and the adjoint source are dominated by the large-amplitude
surface waves of the second window, which means that effectively the body wave signal
is hidden – even if it is included in the window.
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Figure 7.3: An illustration of the seismogram between an earthquake in the Sinai region to MedNet sta-
tion MN.AQU (see inset) band-pass filtered at different frequencies. Depending on the frequency band,
different parts of the data can be selected for inversion (shown as grey shaded areas). Inset: great circle
path between source and receiver.
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Figure 7.4: An illustration of the difference between selectingmultiple windows or a single window in the
presence of both small-amplitude and large-amplitude signal. (a) Observed and synthetic seismograms,
band-pass filtered betweenperiods of 46 and 150 s. (b)Time-frequency phase difference between observed
and synthetic seismograms for the firstwindow. (c)The corresponding adjoint source for the firstwindow.
(d,e) Phase difference and adjoint source for the second window. (f) The same traces as in (a), but now
with a single window spanning both the (small-amplitude) body waves and the (larger-amplitude) surface
wave arrivals. (g,h) Phase difference and adjoint source for the combined window. In this case, both the
phase shift and the adjoint source are completely dominated by the larger-amplitude second arrival. This
is a result the weighting function Wp (Equation 3.17) which is a function of amplitude.
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7.4. Results

Model treatment at each change in frequency

In addition to the smoothing of the kernels as described in Section 7.3, we found it was
necessary to apply additional processing to the totalmodel update after some of the fre-
quency bands. This is a result of the fact that two different model grids are used in the
inversion and in the wave propagation proper. Because of the projection between the
grids, structure may accumulate at the boundaries of the wave propagation elements,
which may lead to artificial reflectors. The main aim of the additional model process-
ing is to avoid this accumulation, and remove potential artifical reflectors at the edges
of the model domain that result from the imperfect wavefield damping of absorbing
boundaries (Cerjan et al., 1985).

7.4 Results

A total of 60 conjugate-gradient model updates were calculated, divided over six con-
secutive frequency bands going down to periods of 38 s. In this section, we will discuss
the resulting models and misfit development.

Misfit development

Figure 7.5 displays themisfit development for all the frequency bands used in this study.
Misfits arenormalisedby the initialmisfitwithin each frequencyband: after each change
in frequency, the misfit is redefined because of the differing frequency content and by
selecting different windows.

Themisfit reduction varies per frequency band but is in the order of 10–15%. This is
not a large change compared to other waveform tomography studies (e.g. Simutė et al.,
2016; Krischer, 2017) This has to do with two factors. Firstly, new frequency content
is added relatively slowly across the inversion bands (Table 7.1). This is computation-
ally inefficient, but a necessity born from our interest in density (Blom et al., 2017).
Secondly, our starting model, derived from Fichtner et al. (2013b,a) already contains
significant detail. Nevertheless, a steady decrease is observed across all frequency bands,
which tends to flatten out near the end.

The change inmisfit in the period band of 38–150 s is displayed in Figure 7.6, giving
an indication of the overall change in misfit from starting model to final model. As
Figure 7.6a shows, total misfit reduction over 60 iterations is in the order of 40% for
the period band of 38–150 s. For individual events, misfit reduction can be as much
as 70%. Figure 7.6b shows the absolute change in misfit per event, showing that only a
few events (indicated with green circles) dominate the total change in misfit.
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Figure 7.5: Misfit development across iterations, normalised by the initial misfit within each frequency
band. 10 conjugate-gradient updates are calculated within each frequency band (Table 7.1). In the period
bands of 55–150 s and higher, windows were re-evaluated after five iterations. This is for example visible
in the clear positive jump in misfit in the 46–150 s period band. Such a positive jump in misfit is a result
of the fact that more windows could be included as waveforms growmore similar.
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Figure 7.6: A comparison of misfits from the initial to the final model in the highest frequency band
(periods 38–150 s). (a) Normalised misfit development for models 0, 50, 55 and 60 for signal band-pass
filtered between 38 and 150 s (the highest frequency band, corresponding to the last set of iterations).
Both the total misfit change and the misfit change per event are shown, where the latter are shaded by
the initial misfit (the darker the line, the larger the initial misfit). (b) Absolute decrease in misfit for each
of the events. Misfit decreases for all events except for one, but the figure shows that a couple of events
dominate the misfit decrease. Green circles indicate the events whose change in misfit dominates the total
misfit development.
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7.5. Final model

Figure 7.7 shows the change inmisfit per station for a single eventwithmoderate (see
Figure 7.6b)misfit improvement. Formost of the stations, misfit decreases between the
initial and final models. The seismograms of a few highlighted stations are also shown,
comparing the fit of observed data to synthetics from the initial and final models.

Model development

After 60 iterations, themodel has beenupdated considerably for all parameters down to
depths of about 400 km. This is displayed in Figures 7.8–7.10. Here, we show vertical
south-to-north sections through the density, isotropic S velocity and P velocity models
across the frequency bands. The effective isotropic S velocity is calculated from the
anisotropic velocities vSH and vSV as theVoigt average using the approximate expression
vS = 1

3 (vSH + 2vSV) (e.g. Babuška and Cara, 1991). Of the three parameters, density
is updated most significantly, with maximum anomaly amplitudes exceeding 10 %. It
is also the parameter that shows the most variability across frequencies, and the most
detailed structure. P velocity, in contrast, is updated very little, with relative updates
more in the order of 2–5% down to depths of about 300 km.

7.5 Final model

The final model is presented in Figure 7.11. Significant new detail is present in the
final vS and density models, with especially the latter containing significant fine-scale
structure. As Blom et al. (2017) note, this is a result of the fact that wave propagation
is mainly sensitive to contrasts in density. As a result of this, the density kernels be-
come rather oscillatory (see Figure 5.2 and also Takeuchi and Saito, 1972), and thus,
the density updates as well. While new structure in vP is also visible, the updates are
large-scale to such an extent that very little interpretation can be made. As P-waves
travel with greater speed, their wavelength is close to twice as long as an S-wave of the
same frequency. Since we filter by frequency, P structure necessarily remains of longer
wavelength.

In the following, we will discuss some features of the final model.While a tomo-
graphic model becomes meaningful only in the context of the tectonic setting of the
studied area, a geological interpretation of our results is beyond the scope of this work.
This will be covered in a later study.

Aegean anomaly

Firstly, a large northward-dipping fast vS anomaly is imaged beneath Crete, extend-
ing from the surface down to at least 400 km, the maximum depth of interpretable
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Figure 7.7: Change in misfit for event 01 from the initial to the final model, for data band-pass filtered
between 38–150 s. (a) Map of station misfits. For each station, the change in total misfit summed over
all windows is displayed. For most of the stations, the misfit decreases. (b) Histogram corresponding to
the data in (a). (c–g) Examples of waveform fits for several (good-fitting) stations throughout the model
domain.
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a. b.

c. d.

e. f.

g.

Figure 7.8: Development of the density model across iterations. In every case, a south-north section is
plotted through the middle of the model domain. (a) starting model, derived from Fichtner et al. (2013b)
(b) themodel after 10 iterations (band 100–150 s) (c) themodel after 20 iterations (band 80–150 s) (d) the
model after 30 iterations (band 65–150 s) (e) the model after 40 iterations (band 55–150 s) (f) the model
after 50 iterations (band 46–150 s) (g) the model after 60 iterations (band 38–150 s)
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a. b.

c. d.

e. f.

g.

Figure 7.9: Development of the S velocity model across iterations. The isotropic S velocity model is cal-
culated from the anisotropic velocities vSH and vSV through vS = 1

3 (vSH+2vSV). In every case, a south-
north section is plotted through the middle of the model domain. (a) starting model, derived from Ficht-
ner et al. (2013b) (b) themodel after 10 iterations (band 100–150 s) (c) themodel after 20 iterations (band
80–150 s) (d) themodel after 30 iterations (band 65–150 s) (e) themodel after 40 iterations (band 55–150
s) (f) the model after 50 iterations (band 46–150 s) (g) the model after 60 iterations (band 38–150 s)
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a. b.

c. d.

e. f.

g.

Figure 7.10: Development of the P velocity model across iterations. In every case, a south-north section is
plotted through the middle of the model domain. (a) starting model, derived from Fichtner et al. (2013b)
(b) themodel after 10 iterations (band 100–150 s) (c) themodel after 20 iterations (band 80–150 s) (d) the
model after 30 iterations (band 65–150 s) (e) the model after 40 iterations (band 55–150 s) (f) the model
after 50 iterations (band 46–150 s) (g) the model after 60 iterations (band 38–150 s)
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7.6. Robustness tests

structure in this inversion (Figure 7.12b). This structure, visible inmanymodels (Spak-
man et al., 1988; Piromallo andMorelli, 1997; Amaru, 2007; Biryol et al., 2011, e.g.) is
widely interpreted as the African plate subducting beneath Eurasia (see e.g. Faccenna
et al., 2014, for an overview of the whole region). The model is cropped at the 50
km depth contour and at the vertical slice indicated by the blue arrow in Figure 7.12a.
A dotted line superimposed on Figure 7.12b traces the anomaly approximately. The
anomaly continues in three dimensions, following the arcuate shape of theAegean sub-
duction zone. 1

Figure 7.12c additionally shows the density model. As discussed before, the density
model shows a much more complex image than the other parameters. This makes it
also more difficult to interpret. Interestingly, however, some of the density structure
seems to coincide with the boundaries of the fast vS anomaly that is traced by the same
dotted line as in Figure 7.12b. Remarkably, the strongest vS anomaly coincides with a
strong gradient in density.

A similar fast anomaly, dipping towards the southwest, is visible beneath theAdriatic
sea, and beneath the Dinarides.

Density at 50 km depth

One of the most noteworthy features of the model presented here is the density model
at 50 km depth, which shows structure that aligns remarkably well with known and
inferred tectonic features. Especially the Aegean subduction zone stands out. This
is displayed in Figure 7.13 (the same as Figure 7.11a), with green lines indicating the
locations of the main plate boundaries as inferred byWortel and Spakman (2000).

The cause of this structure is unclear. The anomalies are very strong for these shallow
depths – the high densities imaged in the Adriatic sea, Anatolia, and the Aegean sea
are more appropriate for the lower mantle (see e.g. Dziewoński and Anderson, 1981;
Artemieva, 2009). Considering the cross-sections in Figures 7.8–7.10 and especially
the structure near the top, it seems likely that some overshooting and/or mapping of
crustal structure or the transition from crust tomantle into density is taking place. The
correspondence with the tectonic features, however, remains remarkable.

7.6 Robustness tests

To assess the robustness of the retrieved models, we here show the results of some pre-
liminary “spike” tests. We do this using the final model and the real data used for the

1 To better visualise this anomaly in three dimensions, we supply a video at https://vimeo.com/
263241210.
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direction of slice through model ( see (a) )

a.

b.  vS, Voigt 

c.  density

viewing direction

km
/s

g/
cm

3

Figure 7.12: A comparison between the vS and density models in a cross-section traversing Crete and the
Aegean subduction system. For both cases, the model is cropped at the 50 km depth contour and at the
vertical slice indicated by the blue arrow on the map in (a). (b) A clear high-velocity anomaly is visible in
the vS section, traced approximately by the dotted line. To better visualise this anomaly, which is curved
in three dimensions, we supply a video at https://vimeo.com/263241210. (c) The density model.
Interestingly, some similar features are visible as in the vS model.
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Figure 7.13: The density model at 50 km depth, compared with tectonic structure. Green lines indicate
the locations of the main plate boundaries as taken fromWortel and Spakman (2000).
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inversion. To this end, a Gaussian anomaly is added onto the final model. A new set
of iterations is then run, using the data and windows used to create the final model. If
the model is robust, updates will be constructed that remove the erroneous anomaly.
The extent to which this occurs and the extent to which structure is smeared and/or
mapped into the other parameters are an indication of the robustness of the model.

Figure 7.14 displays the result for a spike in density, located in the centre of themodel
domain at 50 km depth. Here, a ∼60 km wide density anomaly with a maximum am-
plitude of +34% of the background value is added on top of the final inversion model
(Figure 7.14a–c). Next, ten iterations are run using the same data and windows as used
for the construction of the final model (Figure 7.11). Figure 7.14d shows the resulting
cumulative updates for each of the four inversion parameters, and Figure 7.14e the fi-
nal density model. The update is strongest in density, focusing in the location of the
actual anomaly in Figure 7.14b, but it is still small compared to it. As a result, the fi-
nal model in 7.14e does not differ visually from 7.14c. Updates in vSH and vSV are of
the same (relative) magnitude as the background update in density (i.e. the update in
density outside of the anomaly region); the update in vP is much smaller. These results
indicate that there is hardly any smearing, and little trade-off of density structure to the
other parameters.

Similar tests were conducted with 10% anomalies in vSH, vSV and vP, where five it-
erations were run for an anomaly in each parameter separately. Results of these tests,
along with those for density, are shown in Figure 7.15. For all tests except for test 4
(vP anomaly), the update is concentrated in the location and parameter of the actual
anomaly. In test 4 (vP), hardly any update is visible at all. For each parameter, there
is some variation across the tests concentrated near the location of the anomaly – an
effect that seems to be strongest in density. Outside of the anomaly region, however,
the updates for each parameter hardly vary across the tests.

These results indicate that while some trade-offs do exist, these are of smaller ampli-
tude than the “correct” update, and localised in the location of the anomalous struc-
ture. Furthermore, sensitivity to P velocity in general seems to be minimal – at least
at this anomaly size. These results also indicate that erroneous structure in the model
is removed only very slowly. This highlights once more the importance of the starting
model, although it must be noted that such effects are scale-dependent.

Nevertheless, these are just preliminary sensitivity tests, with only a single spike in a
central, shallow part of the model domain. As for example Fichtner and van Leeuwen
(2015) and Rawlinson and Spakman (2016) already argue, such spike tests are never a
full indication of the robustness of the model. While these results give an indication of
the sensitivity of the misfit to the various parameters, and the potential trade-offs that
may result, a more complete resolution analysis (for example as proposed by Fichtner
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Figure 7.14: “Spike test” for density with a 34% anomaly in the centre of the model domain at 50 km
depth. For all figures, horizontal distance is in the approximate North-South direction. (a) A zoomed-
in cross-section of the final model of the inversion. (b) The density anomaly added onto (a), displayed
as a relative deviation from (a). (c) The density model after the addition of (b) to (a). (d) Cumulative
updates for 10 iterations for each of the four inversion parameters, shown as relative deviations from (a).
The update is strongest in density and very much localised in the position of the actual anomaly. (e) The
density model after 10 updates.

and van Leeuwen (2015)) remains to be executed.

The influence of density

We also separately test the influence of the density model on the overall misfit. To
this end, we compare misfits for the density model after 20 iterations with the start-
ing model. For all other parameters the model after 20 iterations is used. The result
for this is shown in Figure 7.16. By including the updated instead of the starting den-
sity model, misfit is reduced by 5%. This is a significant amount compared to the total
misfit reduction of 15% for this frequency band. This shows, similarly to what Płonka
et al. (2016); Blom et al. (2017) discuss, that the influence of density on misfit is non-
negligible.
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Figure 7.15: Results from four “spike tests” that were carried out – one test for an anomaly in each of the
parameters density (test 1), SH velocity (test 2), SV velocity (test 3), P velocity (test 4). For each test, we
show the relative updates for all parameters, similar to Figure 7.14d.

7.7 Discussion

This tomography is set up specifically to image density. We executedmany iterations in
frequency bands that change only very slowly. In addition, very careful (manual) data
and window selection was carried out. These are necessary precautions in view of our
interest in density, which, as argued by Blom et al. (2017), only has a small effect on the
waveforms that may be affected by noise and trade-offs with other parameters.

Density structure

Despite above precautions, the resulting density model displays a pattern and values
that make it not very probable. Density structure is both much stronger and much
more oscillatory than the seismic velocities, and even appears to be strongest near the
edges of vS structure. Additionally, the density structure at 50 km depth shows a re-
markable correspondence with the known locations of plate interfaces. In both cases,
however, the amplitudes of density anomalies are strong to such an extent that they
must be taken with a grain of salt: densities exceeding 4 g/cm3 are not normally ob-
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Figure 7.16: The influence of the density model on misfit. Here, twomodels are compared: the inversion
model after 20 iterations, and the same model, but with the initial model for density. By including the
updated densitymodel instead of the initial densitymodel,misfit is reduced by 5% (compare to 15%overall
over this frequency band).

served or expected at depths as shallow as 50 km.
Anumber of factorsmay play a role in the peculiar nature of the densitymodel. Data

noise is always present and may affect the results in a way that is difficult to quantify.
Because of the dense data coverage and careful data selection, and because the density
model does show significant consistency across the iterations, we expect this to play
a minor role. Additionally, the preliminary spike tests we conducted show that erro-
neous density structure is accurately localised in the gradients and removed – albeit
very slowly.

The same holds for earthquake mislocations and/or erroneous timings, as well as
instrument-side errors. Whilewenoticed that some events consistently showed features
that were not accurately modeled in the synthetic seismograms, the whole set of ∼80
earthquakes is unlikely to result in a bias towards highly oscillatory density structure.

Our inversion is parameterised into three components of seismic velocity, and den-
sity – a significant simplification ofmost realistic rheologies that could be implemented
inEquation3.1 (seeChapter 3). Effects of attenuation are incorporatedusing a constant-
Q model. The fact that attenuation (just like density) influences wave amplitude and
that itmay display considerable variation across the Earth’s scalesmightmean thatmap-
pingmay take place. However, because attenuation only dissipates energywhile density
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scatters it, we expect this to play a less important role, but this, too, is difficult to quan-
tify.

A factor thatmight play a role is the boundednature of themodel domain. Abound-
ary region is included next to the lateral and bottom edges, in which absorbing bound-
aries dissipate the signal (Figure 7.1). This dissipation is however never perfect, and
small-scale reflections off the model edges may influence the result. Especially density
may be influenced by such unphysical reflections, as was observed during initial experi-
mentation. The window selection procedure was adapted accordingly and the bound-
ary regions were removed during the model processing described in Section 7.3, but it
is possible that additional artefacts travel farther into the model domain.

We believe that an important role may be played by the very nature of sensitivity to
the different parameters. It is well known that a difference in wavespeed between P and
S waves results in different spatial wavelengths for a source signal of similar frequency.
This is visible in the difference in smoothness of the S and P velocity models of Figures
7.9 and 7.10, but similarly in the synthetic results of, for example, Figure 5.3. As dis-
cussed at length in the previous Chapters as well as the current one, density affects the
seismic wavefield through scattering at density contrasts. This essentially implies map-
ping the gradient of structure – which in turn implies that the sensitivity is dominated
by the short-scale parts of that structure.

For this reason, a multiscale approach is taken, where the lowest frequency signals
are inverted first. However, at any frequency, a given source signal will result a spatial
wavelength that is longer for P-waves than for S-waves, and has sensitivity to density
structure of even shorter spatial wavelength. This is illustrated in a cartoon-like fashion
in Figure 7.17. As tradeoffs between the seismic velocities and density do exist, thismay
mean that short-wavelength velocity structure could be mapped into density – at any
given point in the inversion the parameter with the shortest length scale sensitivity. We
hypothesise that the peculiar density structure visible at 50 km is related to a mapping
of variations in structure at or around the Mohorovičić discontinuity into density.

The observations of a correlation between imaged density and contrasts in velocity
are (as of yet) somewhat anecdotal, but are in accordancewith theprevious findings that
density is mainly imaged at contrasts (Blom et al., 2017). This may prove to be related
to, or a result of such preferential short-scale imaging. Fishwick (2006) suggests using
gradient maps as a tool to analyse seismic structure. The potential correlation between
density structure and contrasts in velocity structure could be analysed by calculating
the gradient of the velocity model, but as of yet, has not been carried out. This remains
work for the future.

120



7

7.8. Conclusions and outlook
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Figure 7.17: A cartoon illustrating the different spatial scales to which a single source frequency can be
sensitive. A source signal of a given frequency may give rise to a P-wave of long wavelength and an S-
wave of shorter wavelength, while its sensitivity to density is of much shorter dominant wavelength yet.
This may result in trade-offs between parameters and scales: short-wavelength velocity structure may be
mapped into density, as the only parameter with sensitivity at those given scale lengths.

Velocity structure

In contrast to density, the vS model has larger, smoother andmore coherent structures.
It shows anumberof features that can clearly be related to tectonics. Themain feature is
an arc-shaped, northward-dipping fast anomaly that has been imaged inmany previous
studies and can be related to the Hellenic subduction zone. Similar structures seem to
be present beneath the Italian peninsula and the Dinarides.

At the current level of detail, these shapes are large-scale and seem to merge into one
another. Increasing the frequency contentwill help tobringmoredetail into themodel.
As the limits of computational resources have not yet been reached, this is certainly a
future step. However, the currently observed oscillatory nature of the density structure
makes it seem prudent to first assess this problem.

7.8 Conclusions and outlook

In this study, we present the first results of a waveform tomography of the Eastern
Mediterranean area. With a specific interest in density, we computed sixty conjugate-
gradient model updates, divided over six frequency bands. The resulting model shows
considerable detail down to depths of 400 km. The amplitude and level of detail of the
updates vary strongly between the model parameters – both are generally strongest for
density and weakest for P velocity.

The model displays a clear fast anomaly beneath the Aegean sea, which corresponds
well to the inferred location of theAfrican plate subducting beneath the Eurasian plate.
Similar structures are visible beneath the Adriatic sea and the Dinarides.

Density structure, while strong in amplitude, presents a more complicated picture.
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At 50 km depth, a remarkable correspondence is observed between density structure
and known and inferred tectonic structure (Figure 7.13). The origin of this correspon-
dence is unclear, butmay have to dowith the transition from crustal tomantlematerial
and errors in the starting model related to that.

More in general, density structure seems to coincide somewhat with strong changes
in velocity. While anecdotal as an observation in our results, it is in accordance with
results presented in Blom et al. (2017). The density results as shown here indicate that
despite the careful transition between frequencies, it remains difficult tomap structure,
and not only contrasts in density.

At least in the central area of the Aegean, smearing does not play a major role, and
tradeoffs between parameters seem to remain limited to the smaller scales. This is in-
dicated by preliminary spike tests. However, erroneous structure is only removed very
slowly. This highlights the importance of the starting model.

Finally, our results show that the density model exerts a significant influence on a
waveformmisfit such as Equation (3.17). In contrast to ray theoretical studies, density
cannot be ignored in waveform tomography.

Outlook

These results provide a preliminary view of the potential of waveform tomography to
image seismic velocity anddensity simultaneously. As is clear from the results presented
thus far, more work remains to be done. In particular, the nature of the density model
needs to be addressed.

To counteract this, several strategies can be employed. Firstly, more iterations at low
frequency can be executed, in order to ensure a properly converged long-wavelength
density model. Alternatively, strategies such as the nullspace shuttle (Deal and Nolet,
1996) may be employed to project the model – specifically the density model – onto a
longer-wavelength equivalentwith similarmisfit. Additionally, we propose to include a
parameter-dependent “smoothing” operator into the inversion setup, in order to avoid
inter-parameter inter-scale tradeoffs. In the EasternMediterranean inversions, we used
a conjugate gradient sceme in which smoothing was applied to the gradients post hoc,
which means that this can be done separately for separate parameters. Furthermore,
one could envisage a scheme inwhich the gradients of all parameters are projected onto
some minimum-wavelength equivalent.

None of these strategies deal with the inherent physical trade-offs that exist, but they
may help guide the inversion towards a more reasonable model. Given the finite com-
putational resources available (a problem that is all the more pressing in waveform to-
mography), such approaches can offer significant advantages and should be employed
where suitable.
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We also aim to include gravity data into the analysis of our future density mod-
els. While at the current moment the density model bears little similarity with what
is known of the tectonic structure, future improvements may result in model whose
gravity signal can be compared with available gravity data. It was initially an aim of this
work to include gravity data into the inversion itself, but this seems, at least at present
and given our interest in an independent density model, incompatible with the non-
uniqueness gravity problem (see Chapter 5).
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8
Synthesis

This PhD thesis is an exploration into the potential of waveform tomography to im-
age density as a separate, independent parameter. The interior of the Earth cannot be
reached or investigated directly, so that our main sources of information remain geo-
logical observations on the surface, modeling studies, and indirect imaging of the sub-
surface.

Density is interesting as a parameter because lateral contrasts in it drive convection,
or, more generally speaking, all mass transport within the Earth. Additionally, inde-
pendent knowledge of density would help to provide constraints on compositional
heterogeneity within the Earth. The fact that density has not been imaged in great
detail yet has to do with the measurements traditionally used for probing the Earth’s
interior. These typically have no sensitivity to density (e.g. ray based tomography, Cer-
veny, 2001; Nolet, 2008), or suffer from strong, fundamental non-uniqueness (grav-
ity, Blakely, 1995). While density might to some extent be imaged with the longest-
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period surface waves (Tanimoto, 1991) or the lowest-frequency normal modes (Ishii
and Tromp, 1999) these results are not without controversy (Ishii and Tromp, 1999;
Resovsky and Ritzwoller, 1999; Kuo and Romanowicz, 2002; Resovsky and Tram-
pert, 2002; Koelemeijer et al., 2017) as theymay not even be robust (Akbarashrafi et al.,
2018). Moreover, these measurements will only give the very longest-wavelength struc-
ture. Emerging methods such as the analysis of the Earth’s solid tides on the deep
mantle scale (Lau et al., 2017) and muon tomography on crustal scales (Tanaka et al.,
2007; Rosas-Carbajal et al., 2017) may provide additional constraints, but are still un-
der development and do not (yet) provide extra constraints on the intermediate, upper-
mantle scale.

8.1 This work

The explosion in data and computational power of the past decades have opened the
door for waveform tomography as a new, independent tool to explore density imaging.
This is the core of this thesis. Two lines of thought were followed.

Waveform tomography

The first line of thought is seismic waveform tomography itself. While seismic travel
times from (infinite-frequency) ray theory are theoretically insensitive to density, actual
wave propagation is not. This is a result of the differential wavefield that is excited by
the presence of contrasts in density. As a result, the shape of the waveform changes in
the presence of density heterogeneity, an effect which can be measured using methods
that take these finite-frequency effects into account.

The effect of density on the seismic wavefield

As is demonstrated in Chapter 4, the effect of density onwave propagation is of second
order compared to the effect of seismic velocities. It is shown that it is predominantly
contrasts in density that affect the seismic wavefield, and that the effect of density is
comparatively small. This in contrast to anomalies in seismic velocity, which have a
cumulative effect: the longer a wave travels through a velocity anomaly, the more it is
delayed or advanced and thus the stronger the signal becomes (compare Figures ?? and
??). Density heterogeneity has a characteristic effect on the wavefield within a volume,
whereby contrasts in density scatter the signal in both the forward and the backwards
direction. A similar pattern is visible when looking at the effect of a small density het-
erogeneity in 3-D wave propagation beneath a free surface. The density effect is largest
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for the largest-amplitude surface waves, and strongest closest to the anomaly. In this
set-up, no significant backwards scattering takes place.

Imaging density

Because it is mostly contrasts in density that result in a measurable signal, the inclusion
of low frequency signal is important in order to also image the long-wavelength density
structures. Because the effect of density on the wavefield is so small, it is important to
use a high-quality and dense data set: this is to overcome potential issueswith noise. We
tested these findings in the synthetic inversions subsequently carried out in Chapter
5, and found that, in principle, density structure can be recovered from the seismic
wavefield (Figure 5.3).

Synthetic inversions always have the inherent drawback that they represent an ide-
alised situation which probably gives a too-positive view of what is feasible. While we
attempted to create a test setup which is not too optimistic, using only a small amount
of sources and receivers, the problem of the ‘inverse crime’ (using the same method to
create data and synthetics) remains present.

A realistic situation will always be more complex. We specifically did not study the
effect of the source (which is assumed known in all synthetic inversions), the effect of
the 1-D background model and the effect of attenuation. In real data cases, these will
most certainly have an influence, but the effect of those factors is difficult to quantify
in a general sense. While we did include some tests with noise, it must be kept in mind
that modelling coherent noise is impossible by the mere virtue of not knowning the
noise sources. In the real-data inversions that we subsequently carried out, these effects
probably play a role – more on this below.

The influence on density on velocity tomography

Common strategies of tomography upuntil nowhave scaled density to seismic velocity,
or have simply ignored it. In our synthetic inversions, we also assessed the effect of such
assumptions. Stemming from the insensitivity of ray theory to density, it is common
to either fix density to some prescribedmodel, or to scale it to seismic velocity and only
invert for the latter. These are valid approaches if all heterogeneity has a thermal origin
(Karato and Karki, 2001) and if the correct scaling is used, but can lead to biases in
the presence of compositional heterogeneity that does not affect seismic velocity and
density in the same way.

Indeed, we found that both erroneously scaling density to velocity and ignoring den-
sity lead to deteriorated results (Figures 5.5 and 5.6). If an incorrect scaling is assumed,
this – obviously – leads to an incorrect density model, but also introduces small bi-
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ases in the resulting velocity models. Fixing density to a prescribed model has the same
effect. Themost important conclusion to draw from this is that in waveform tomogra-
phy (but probably also in finite-frequency tomography), density should be taken into
account, along with the seismic velocities.

Optimal observables

To further analyse the effect of density on the seismic wavefield, we looked into the sen-
sitivity to density of different parts of the seismogram. For this, we used real data and
the time-frequency phase misfit of Fichtner et al. (2008) to calculate sensitivity kernels
of single windows. Specifically, we analysed to what extent combinations of obser-
vations – so-called “Optimal observables” can be created that maximise sensitivity to
density whilst minimising sensitivity to the other parameters. A pilot study, this chap-
ter mostly presents the potential and some of the pitfalls of this method, but already
demonstrates that different parts of the data have very different sensitivities to the var-
ious parameters – in terms of both magnitude and spatial pattern. Density kernels, for
example, are notoriously oscillatory (see Figure 5.2, but also Takeuchi and Saito, 1972).

Eastern Mediterranean

Considering the results above, we applied the developed ideas to the Eastern Mediter-
ranean region – awell-studied area with both significant tectonic activity and dense sta-
tion coverage. 1 Here, we set up an inversion with a very conservative approach, with
carefulmanual data assessment, a slow increase in frequency and overall a large number
of iterations. Going down to periods of 38 s, we observed fast velocity structures that
can be related to known tectonic features. Notably beneath the Aegean Sea, a north-
dipping, arcuate fast vS anomaly is visible, extending fromnear-surface depths to at least
400 km, the maximum depth of significant updates in the model (e.g. Figure 7.12, but
see also the video at https://vimeo.com/263241210). This structure is visible in
many models (e.g. Spakman et al., 1988; Piromallo and Morelli, 1997; Amaru, 2007;
Biryol et al., 2011) and is widely interpreted as the African plate subducting beneath
Eurasia (see e.g. Faccenna et al., 2014, for an overview of the whole region). Similar
structures can be observed beneath the Adriatic sea/Italian peninsula and Dinarides.

Despite the conservative inversion approach, the density structure shows surprising
features and must be approached with some degree of wariness. Structure in the fi-
nal density model is much more oscillatory and of larger amplitude than vS structue

1 The latter is, of course, a result of the former, plus the fact that this area is in a relatively wealthy part
of the world.
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(compare Figures 7.8 and 7.9). Themost striking feature is a clear band of lighter-than-
average material at 50 km depth that closely follows the tectonic features of the region
(Figure 7.13). This band is flanked by an area undeneath tha Aegean Sea that has densi-
ties of about 4 g/cm3 – values more appropriate for the lower mantle (e.g. Dziewoński
and Anderson, 1981; Artemieva, 2009).

It is expected for a subducting slab to have an increased density. In our results, we
instead see some parts of the “slab” (as defined by the contour in Figure 7.12a) with sig-
nificantly lower densities than the surrounding material. Investigations as to the cause
of these images is still work in progress. Because density has not been mapped as an
independent parameter in this area before, the possibility exists that low velocities truly
exist in this part of the mantle. Such a result is, however, difficult to reconcile with
geodynamical considerations, which lead us to believe that artefacts may play a role in
our results. In particular overshooting may play a role at contrasts in density (as docu-
mented in the synthetic inversions ofBlomet al. (2017),Chapter 5, inparticular Figures
5.3d and 5.4 – but see also Beller et al. (2017a,b)).

In general, the density model has a more oscillatory nature than the velocity mod-
els. Additionally, some of our preliminary observations appear to indicate that density
structure is of especially large amplitude near contrasts in velocity structure. This ob-
servation is as of yet anecdotal and based on a few cross-sections, but does fit with the
nature of density sensitivity (Chapter 5). Thismay be an indication of an “incomplete”
inversion. A strong discrepancy between the startingmodel and the real Earth, whether
in velocity or in density, may result in significant scattering, which is in turn mapped
into density. This can in particular be the case for structure of smaller scale than is re-
solvable in a transmission-type setting. We hypothesise that this is the main cause of
the remarkable density structure at 50 km depth. This effect may be exacerbated by the
fact that the sensitivities to density, S velocity and P velocity have such different typical
scale lengths at the same signal frequency (the difference between S waves and P waves
being a result of a differing wave speed).

Joint inversions

The second line of thought involves the combination of multiple observables into a
single inversion. Gravity in particular is an observable that has unique sensitivity to
mass density, and is simultaneously well-documented at high resolution and with high
precision.

While we spent considerable time and effort trying to combine seismic and gravity
data, our conclusionwas that this is very difficult to dowithout introducing very strong
constraints on the density structure, or on the relationshipbetween velocity anddensity
structure. Since this is exactly the type of scaling that wewish to avoid in this study, our
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joint inversion results using seismic and gravity data are not very positive. Without such
scaling or strong constraints, including gravity data proved detrimental to the recovery
of both velocity and density structure, compared to inverting seismic data alone (Blom
et al., 2017, and Chapter 5, Figure 5.13).

8.2 Outlook

Far from being complete, the present study is a preliminary investigation into the po-
tential of waveform tomography to image density. Some headway has been made: we
know that it is contrasts in density that provide the main sensitivity to it, and that in
theory, it can be imaged, given favourable circumstances and low noise levels. We have
also demonstrated that in waveform studies, it is unadvisable to ignore density, even
when the primary aim of the study is velocity structure. In general, we have also de-
veloped a better understanding of the behaviour of seismic waves in the presence of
density heterogeneity.

However, we have also found that using real data, the inversion for density struc-
ture proves more difficult than in the synthetic examples. The oscillatory nature of
the density model and the amplitudes of the density model seem to indicate that while
there is clear sensitivity to density structure, the currently taken approach is not (yet)
sufficient. Specifically, problems with tradeoffs from small-scale velocity structure into
density seem to exist. We aim to develop and testmethods pertaining to smoothing and
the use of the nullspace in order to reduce these effects.

Our synthetic inversions in Chapter 5 make use of an L-BFGS optimisation algo-
rithm and we suggest the use of this method in general. Synthetic tests (Modrak and
Tromp, 2016; Blom et al., 2017) and a real-data example (Krischer, 2017) highlight its
efficiency. Its advantages over, for example, a conjugate-gradient scheme are already vis-
ible from an algorithmic point of view: the updates are automatically scaled, meaning
that additional wavefield simulations to compute a step length can be avoided. Due to
computational issues, it was not possible to implement this into the used framework,
but this remains a step for the future. An additional advantage is that the algorithm
can easily be adapted to include, for instance, a Gaussian smoothing operator (see Ap-
pendix A.1).

We aim to undertakemore elaborate synthetic tests than the ones presented inChap-
ter 5, specifically aimed at addressing the concerns raised inChapter 7. This can be used
to test hypotheses on the importance of the starting model, source and receiver errors
and the inverse setup. In this context, we also consider synthetic inversions with amore
realistic subduction zone set-up. This can be done both in two dimensions using our
previously employed code, but also for the actual model domain considered here (a
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8.2. Outlook

modelled elastic model of the subsurface beneath the Mediterranean is available – A.
Glerum, personal communication).

The study of optimal observables as discussed in Chapter 6 is a pilot study. Both for
the synthetic inversions of Chapter 5 and the analysis of sensitivity kernels in Chapter
6, only a single misfit functional was taken into account. These choices were mainly
convenience-based. For the former, an L2-norm waveform misfit functional is both
easy to write down and easy to implement in an adjoint formulation; in the latter case,
we drew on results from real-data inversions that already use the time-frequency phase
misfit of Fichtner et al. (2008). As discussed in Chapter 6, an obvious extension of
the optimal observable approach is the comparison of different misfit functionals –
although, as stated as well, a direct comparison may be difficult.

Finally, we aim to more deeply investigate the potential of gravity data. First and
foremost it can be used as a check of the validity of the inverted density structure – this
can (and should) be done for both the current and future inversions. As discussed and
demonstrated in Chapter 5, the largest problem with gravity data is the fundamental
non-uniqueness of the inverse problem. Including gravity into an inversion for den-
sity in a manner that is beneficial is thus difficult without strong a priori constraints.
This might be different in a more probabilistic framework (e.g. Resovsky and Tram-
pert, 2003; de Wit and Trampert, 2015). Käufl et al. (2013) explore the potential of
probabilistic waveform tomography using tectonic regionalisation, but obtain unreal-
istic results for density. From this, they conclude that highly probable models may be
hidden in small sub-volumes of the model space. As gravity measurements are orders
of magnitude less costly to compute, it may be feasible to include such data in this ap-
proach. This is a future direction that we will definitely consider.
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A
Algorithms

A.1 L-BFGS

In Algorithm 1 follows a brief description of the L-BFGS algorithm as used in the in-
versions of Chapter 5.

In order to compute the L-BFGS update si in Equation (2.5), we require themodels
and gradients from the last k iterations to construct the approximation of the inverse
Hessian. Note that the matrix Bi is never constructed explicitly, but we onfly com-
pute its action on the negative gradient by using a two-loop recursion outlined in Al-
gorithm 1. The implementation mostly follows Algorithm 7.4 in Nocedal andWright
(2006). However, there are two important modifications to the classical textbook im-
plementation. First, the optimisation variables represent discretised continuous fields
(e.g. density) evaluated at the grid points of the numerical mesh. It is important to
use an inner product in a gradient-based descent algorithm that takes these spatial de-
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Appendix A. Algorithms

Algorithm 1 L-BFGS search direction
1: Input: models mi , . . . ,mi−k and gradients ∇J (mi ), . . . ,∇J (mi−k )
2: Output: search direction s to update the model
3: for j = i −k to i −1 do
4: s j ← m j+1 −m j

5: y j ←∇J (m j+1)−∇J (m j )
6: ρ j ← (y j

T D s j )−1

7: end for
8: q ←−∇J (mi )
9: for j = i −1 to i −k do
10: α j ← ρ j s j

T D q
11: q ← q−α j y j

12: end for
13: s ← (s j−1

T D y j−1)(y j−1
T D y j−1)−1 S q

14: for j = i −k to i −1 do
15: β← ρ j y j

T D s
16: s ← s+ (α j −β)sj

17: end for
18: return s

pendencies into account, because the choice of inner product can largely influence the
convergence behaviour (e.g. Collis et al., 2001). In particular, using the standard Eu-
clidean inner product often results in badly scaled gradient directions. Hence, we use
a diagonal mass matrix D that incorporates the spatial grid sizes dx and dz of the finite-
difference discretisation for all vector-vector multiplications. Second, any smoothing
or depth scaling should not be applied to the gradient itself, because this would result
in inconsistent search directions. Instead, we can either incorporate those operations
into the inner product as well or define a scaling and smoothingmatrix S that is used as
L-BFGS initialisation matrix, which is done in line 13 of Algorithm 1.

A.2 Conjugate Gradient

In Algorithm 2 follows a brief description of the conjugate gradient algorithm as used
in the inversions of Chapter 7.

The initial model update is calculated as a steepest descent update; all subsequent
updates include a recursive term based on the previous search direction.
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A.2. Conjugate Gradient

Algorithm 2 Conjugate gradient search direction
1: Input: gradients ∇J (mi ),∇J (mi−1) and previous search direction si−1 if it exists
2: Output: new search direction si to update the model
3: G ←∇J (mi )
4: P ←∇J (mi−1)
5: if i > 1 then
6: β← ||G||

||P ||
7: else
8: β← 0
9: end if
10: si ←−∇J (mi )+βsi−1

11: return si
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