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CHAPTER 1

Introduction

Variation and unity are seemingly antagonistic phenomena which join and com-
plement each other within evolutionary theory. Darwin emphasizes variation as
the substrate on which natural selection operates, but at the same his theory
explains "that fundamental agreement that we see in organic beings of the same
class, and which is quite independent of their habitats of life", as the result of
inheritance from ancestors [Darwin, 2003]. In evolution, unity of type, as this
fundamental agreement is classically known, is thus a historical notion: unity of
descent [Winther, 2008]. Phylogenies organize both variation and unity in a hier-
archical manner, representing the global history of descent and the branching of
extant lineages. Based on the phylogenetic organization we can investigate some
fundamental questions about the evolutionary process by establishing compar-
isons between organisms related at different taxonomic levels. One would like to
know, for example, what are the distinctive features of a lineage? or what are
the evolutionary transitions that separate them? An old but still active debate
revolves around the question of, to what extent are the extant similarities be-
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1 Introduction

tween the descendants of a lineage the result of adaptation or rather historical
contingencies [Gould & Lewontin, 1979, Koonin, 2009, Mckitrick, 1993, Stanley,
1975]? Before the upswing of genomic approaches, these kind of questions were
studied for many years based on phenotypic characters. Nowadays we can search
for answers at the level of gene content and genome organization.

Prokaryotic lineages and genomic coherence

Or, can we? Genomes are much more dynamic than previously thought. In re-
cent years, whole genome sequences have revealed the dramatic influence that
the dynamics of DNA exchange and loss can have on bacterial genomes. These
data shows that, in many cases, groups of organisms with almost identical ri-
bosomal sequences form no cohesive genomic cluster [Doolittle & Zhaxybayeva,
2009]. Gene content undergoes dramatic changes in fast ecological time-scales,
as exemplified in the case of natural bacterioplankton populations, where clonal
organisms show differences of up to 20% in genome size [Thompson et al., 2005].
Another dramatic example of the lack of gene content cohesiveness in close rel-
atives is found in of Streptococcus agalactiae, where every new strain brings on
average 33 new genes which are not seen any other of the sequenced strains [Tet-
telin et al., 2005]. If the boundaries between prokaryotic genomes are so leaky, is
then the prokaryotic species phylogeny representative of the evolutionary process
[Dagan & Martin, 2006]? In other words, what about unity of descent?

The same cross genome comparisons that have revealed so much variation in
ecological-time scales show that there are sets of genes which are shared by all
members of a species, the so called core genome [Lefebure & Stanhope, 2007,
Mulkidjanian et al., 2006]. Moreover, core and lineage specific sets of genes are
also found for high taxonomic partitions [Dutilh et al., 2008, Lapierre & Gogarten,
2009]. This explains why phylogenies consistent with those of ribosomal genes can
be obtained on the basis only of gene content comparisons [Snel et al., 1999]. Thus,
although phylogenetic groups may have leaky boundaries, gene distributions are
not random and lineages seem to reflect the main highways of gene flow. Common
ancestry is still the most likely hypothesis behind those phylogenetic signals.

So actually the question of unity and the nature of lineage identity are impor-
tant issues in prokaryotes: having seen how rampant the process of DNA exchange
and loss can be, one wonders how can gene content evolution be so conservative
at the macro-level such that consistent phylogenetic signals can be recovered at
all? Genetic barriers for inter-specific transfer of DNA, like DNA restriction, may
help keep gene flow constrained within related organisms. But, are there other
constraints to gene flow, perhaps created by the patterns of interaction between
genes? Sorek et al. [Sorek et al., 2007] have provided a powerful example. They
have shown that the reactability of transcription factor binding sites in foreign
cellular environments determines the success of a horizontal gene transfer event.
This means that the organization of the regulatory network, its specificity in
particular, could be an important constraint enforcing the coherence of the gene
content within a lineage.
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Cellular networks as genomic determinants of evolution

When one studies some feature of genome organization, like gene order, GC con-
tent or transcription network specificity, the question normally asked is what
evolutionary force has imprinted such features. In contrast, the idea that some
aspects of genome organization could influence the evolutionary process, for ex-
ample by determining, as we just saw, the barriers of DNA exchange, turns that
question around. To what extent patterns in the organization of metabolic, pro-
tein interaction or transcriptional networks could condition the evolution of the
genome remains an open question. In principle what we want to understand here
is what are the systemic constraints in the evolution of genome organization.

The study of cellular networks (transcriptional, metabolic or protein inter-
action) through the lens of complex systems theory, considering concepts such
as robustness, instability and emergence, has provided a new perspective on the
systemic constraints of genome evolution [Kauffman et al., 2004, Wagner, 2008].
These ideas suggest that we should look at the higher level of organization in
the genome to better understand the determinants of fitness. For instance, the
connectivity of metabolic networks seems to constrain the rate of evolution of
some genes, with highly connected genes being more conserved and less prone to
undergo horizontal transfer that those genes in the periphery [Pal et al., 2005,
Vitkup et al., 2006]. The complex genotype-phenotype mapping provided by reg-
ulatory networks could also lead to an increase in neutral genotypic variation and
evolvability of phenotypes [Ciliberti et al., 2007, Crombach & Hogeweg, 2008].
Another simple example is provided by the concept of modularity, which tells us
that cellular networks could be assemblies of semi-autonomous modules like path-
ways or protein complexes, potentially behaving as coherent evolutionary units
[Snel & Huynen, 2004]. These examples suggests that the patterns interaction
between genes could play a prominent role in determining evolutionary pathways.

How does the high-level organization emerges?

The neutral vs adaptive debate has a long history in biology [Kimura, 1991, Lynch,
2006, Nei, 2005, Wagner, 2008], and is not absent of the modern system biology
perspectives. The general conception is that those seemingly meaningful features
of genome organization, like hierarchy or modularity, have evolved either because
of their positive contribution to the fitness of organisms, or, to a certain extent at
least, by genetic drift when effective population sizes are small [Force et al., 2005].
If we think of high level genome organizations like cellular networks as complex
systems, the concept of emergence, i.e. the generation of unpredictable patterns
as byproducts, brings the old adaptive vs neutral debate into a new arena. In the
context of evolution, this idea implies that the mutational dynamics alone has the
propensity to generate patterns of organization. Mutations, then, do not explore
genotype space uniformly, but rather biased towards certain patterns, and the
forces of selection and drift act on top of that biased mutational space.

An illustrative example can be found in the power-law distributions observed
for different genomic properties, like the number of DNA-words of a certain length
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1 Introduction

in the genome, the sizes of gene family or the number interaction partners in pro-
tein networks [Huynen & Van Nimwegen, 1998, Koonin et al., 2002, Luscombe
et al., 2002]. There are by now many studies which point out that these type
of distributions are side effects of simple birth and death processes [Karev et al.,
2004, 2003], which are completely independent of fitness values. If a birth and
death process is a good representation of the mutational dynamics of genomes,
these studies show that features of genome organization like power law distribu-
tions do not need to originate because of an intrinsic fitness increment attached
to them. These features could be emergent properties of the mutational process
which have not been avoided, but perhaps even exploited, by selection.

Emergent properties can provide us with a hypothesis about the evolutionary
process which is often simpler than origin by adaptation, but they do not tell us
anything about the current fitness value of the features under study: Although
we may not need to invoke selection to explain the origin of hubs in cellular
networks, what protein is the most connected in a protein interaction or metabolic
network is most likely not random but selected. When one studies features of
genome organization as emergent properties, the question to ask is something
like: independently of the environment, what would be conserved if we would
play the tape again? This line of questioning could be helpful in understanding
the origin of those recurrent properties of the high level organization of genomes
that are observed in comparative studies.

1.0.1 Accumulation of variation

A recurrent question in this thesis is how the huge variation that has accumulated
along bacterial lineages influences the different aspects of genome organization.
This variation can be seen not only in genomic properties like genome size, fre-
quency of the different types of nucleotides, aminoacid composition, etc. but also
in life-styles and habitats. Many sequenced genomes correspond to organisms
with intracellular life-styles, which are dependent on their hosts to obtain essen-
tial metabolites. In contrast, some soil bacteria are ‘natural genetic engineers’
with broad metabolic repertoires and versatile life-styles [Wood et al., 2001]. One
dramatic example is found in the members of the Streptomyces genus, which
have such a fine-tuned warfare capacity, [Bentley et al., 2002] that we humans
have ‘borrowed’ it for the production of antibiotics.

The comparison between the endosymbiotic and the soil bacteria is illustrative
of the enormous differences in genome complexity that can be seen in the prokary-
otic kingdom. How biological complexity emerges and how biological entities of
different complexity organize, is one of the central questions in biology (indepen-
dently of how one defines complexity). With this idea in mind, in different parts
of this thesis we will focus on genome size dependent patterns of regulome and
genome organization. These questions will be posed in the context of prokaryotes,
for which there is abundant genomic data for different lineages and life-styles.
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Genome size as an adaptation

Some very general patterns of prokaryotic genome organization can be easily no-
ticed in the by now abundant complete genome sequences of prokaryotes. First,
prokaryotic genomes are relatively small and highly compact in comparison to
their eukaryotic counterparts. The relationship between the number of genes in
the genome and the total number of base pairs is almost linear in prokaryotes,
with an average percentage of 15% non coding DNA (see Figure 1.1). There are
two alternative explanations for this apparent streamlining of bacterial genomes.
One possibility is that genome compaction results from a mutational bias towards
deletions over insertions, which constantly prunes genomes from redundant DNA
[Andersson & Andersson, 1999, Mira et al., 2001, Ochman & Davalos, 2006]. An-
other idea, proposed by Lynch and Connery, is that because of the large effective
population sizes found in bacteria, the efficiency of selection is typically too great
to allow proliferation of slightly deleterious genes. This contrast with the case
of multicellular eukaryotes, which have much smaller population sizes and whose
genomes are crowded with introns and mobile elements [Lynch & Conery, 2004].

Another striking observation about prokaryotic genomes is that, although
small compared to eukaryotes, their sizes span a wide range, from 200 genes
in the organelle-like Carsonella rudii [Nakabachi et al., 2006], to almost 10000
genes in the soil-dwelling myxobacterium Sorangium cellulosum, which by itself
synthesizes more than half of the metabolites found in Myxobacteria [Schneiker
et al., 2007]. We also notice that genome size varies among different general
categories of life-styles. Figure 1.1 shows the differences in genome size for host-
associated, specialized (e.g. extremophiles), aquatic and terrestrial organisms, as
well as for species linked to multiple types of environment. We see that small
genomes tend to occur in organisms with parasitic or specialized life-styles and
that large genomes are found mostly in free-living organisms, like soil bacteria.
Within the prokaryotic kingdom, the common view is that the large differences in
genome size can be well explained by the different demands of the organism’s life-
style [Daubin & Moran, 2004, Ochman & Davalos, 2006]. That is, large genomes
are an adaptation to broaden the functional repertoire [Ochman & Davalos, 2006].
Recent reports have indeed measured a positive correlation between genome size
and the strength of purifying selection in bacteria [Novichkov et al., 2009]. Also
in agreement with this view, large genomes are enriched in functions like sec-
ondary metabolism, gene regulation or signaling, which could be more relevant
in organisms with more complex life-styles [Cases et al., 2003, Konstantinidis
& Tiedje, 2004, Van Nimwegen, 2003]. These size-dependent trends in functional
gene content feed back to our previous discussion about the constraints of genome
evolution at higher levels of organization. For example, gene regulation and sig-
naling genes are obviously essential components of cellular networks, and the fact
these types of functions are more prevalent in the more complex genomes suggests
that variations in genome size are intimately related to the organization of those
gene networks.
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1 Introduction

Figure 1.1: Genome sizes (millions of base pairs) for different life-styles

Figure 1.2: Packing of genes genes in the genome. A) Power law fit of the number of genes vs
the size of DNA molecule. The scaling exponent is 0.98, showing an almost linear relationship
between genome size and number of genes. B) The scaling of the number of intergenic bases in
the genome. The percentage of non-coding DNA in prokaryotic genomes remains close to 15%.
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Figure 1.3: GC content vs genome size. The Pearson correlation is r ∼0.6 (P < 0.001).

GC content

Genome size is not the only property of prokaryotic genome which can vary over
wide ranges. There seems to be a huge flexibility in the DNA composition prokary-
otic genomes. Guanine-cytosine (GC) content spans a range from ∼20% in small
endosymbionts to ∼75% in the large free-living bacteria. The average GC% in a
prokaryotic genome reflects mainly the GC content of coding regions, since, as we
have seen in Figure 1.2, they make about 85% of the DNA. It is known however
that when one looks at coding an non-coding regions separately, coding regions
tend to be more GC rich than non-coding regions.

GC content is correlated to the size of the genome as shown in Figure 1.3
[Musto et al., 2006]. The fact that there seems to be a mutational bias towards AT
bases in bacteria [Lind & Andersson, 2008] suggests that the high AT of reduced
genomes, like the small endosymbionts, may be due to the loss of DNA repair
systems and the lower efficiency of selection that comes with small population
sizes. However, the causes of the large variations in GC content observed for
facultative bacteria are poorly understood and still debated [Basak et al., 2005].
Moreover, the general trend shows that large genomes tend to have high incidence
of GC bases, but there are also some well known lineage specific patterns of base
pair composition bias which do not seem to correlate well with genome size. For
example, the Archaea have many GC rich genomes which do not even surpass the
2Mbp. Bacillales on the other hand, have many large species above the 5Mpb
which are GC-poor.

It is interestingly to realize that many of the molecular processes that in-
volve protein-DNA interactions, like nucleoid formation or transcription regula-
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1 Introduction

tion, have been studied mainly in Escherichia coli, which happens to have almost
equal frequency of all four bases (∼50% GC bases). This makes one wonder how
the enormous biases observed in GC% across prokaryotic species affect processes
like transcription regulation, diffusion of proteins on the chromosome, etc.

1.0.2 Complexity and structure of microbial genomes

The wealth of genomic data has also brought the need for new conceptual frame-
works with which to capture different aspects of the complexity of genomic sys-
tems. One of the simplest possible conceptualization used to study genome or-
ganization is the paradigm of a genome as a ‘bag-of-genes’ [Snel et al., 2002]. In
this framework, one considers gene content independently of structural aspects
like gene order or the interactions between proteins, transcripts and DNA. Al-
though it is the most basal description of genome organization, the bag-of-genes
paradigm allows us to ask important questions about the evolutionary dynamics
of genomes. This thesis builds up on this paradigm to study gene flow on the tree
of life.

Genes ‘interact’ in different ways. For example, enzymes are connected in
metabolic networks according to their interdependency in biochemical pathways.
In protein interaction networks the link between proteins could represent a phys-
ical interaction like complex formation. Transcriptional regulatory networks rep-
resent how some gene products affect the expression patterns of others via their
interaction with DNA, thereby controlling the phenotypic repertoire of the cell.
In the context of biological complexity, the regulatory network is usually a central
player. Its interconnectivity, the number of signals it can process and the num-
ber of reactions it can trigger, are usually conceived as measures of phenotypic
complexity. We will rely on the bag-of-genes paradigm to establish large scale
genomic comparisons of regulatory gene content (the regulome) and reveal some
of the trends in regulatory network evolution.

Operons and regulons

One of the most distinctive patterns of genome organization in prokaryotes is
the fact that related genes tend to be colocalized in the bacterial chromosome.
These genes are in fact coded in a single polycistronic unit called operon [Jacob
& Monod, 1961], which often codes genes which are connected in the metabolic
network. The operon is thus a basic ‘module’ of gene content organization. More-
over, regulatory proteins, controlling the operon’s transcription are often coded
contiguously in the genome which suggests that gene regulation is also organized
in a modular way [Rocha, 2008b]. The genes in an operon which are co-transcribed
and under regulation of a single regulatory protein form what is usually called
a regulon. There are a few alternative models that try to explain the origin of
operons. One of these models states that the compaction of genes in operons
offers coding advantages for gene regulation, since sharing a regulatory sequence
for co-transcribed genes reduces the mutational load associated with selecting

8



multiple binding sites while putting a single sequence under stronger selection
[Rocha, 2008b]. In contrast, the selfish-operon theory states that the cluster-
ing of functionally coupled genes results from their frequent transfer [Lawrence
& Roth, 1996]. According to this model, enzymes that are not colocalized with
their metabolic partners will not be able to percolate by horizontal gene trans-
fer, because they will not offer any positive fitness effect to the recipient genome.
Although some key predictions of this model are not satisfied [Rocha, 2008b],
the co-transfer of adjacent genes may still have important consequences for the
evolution of genetic modules, as exemplified by the frequent transfer of photo-
synthetic core reaction centers between Procholorococcus and their cyanophages
[Lindell et al., 2004].

Besides the apparent colocalization of regulatory proteins and target genes, the
high gene density of prokaryotic genomes leads to another interesting connection
between transcription regulation and gene order. Adjacent operons which are
transcribed in opposite orientations have overlapping upstream regions and could
thus potentially share regulatory sites. On the contrary, adjacent operons in
convergent orientations surround regions which may not code for binding sites.
It has been shown that from the three possible arrangements (divergent, parallel
and convergent), divergent regions are in average the longest and most AT rich of
the three, while convergent regions are short and less AT rich [Mitchison, 2005,
Molina & Van Nimwegen, 2008b]. The relationship between AT richness and
type of intergenic region was first reported by Mitchison [Mitchison, 2005] who
proposed that the differences in AT content were related to a intrinsic requirement
for DNA flexibility in transcription factor binding sites.

Gene families

A gene family is a rough term to classify a group of genes of known similarity.
While operational definitions based on sequence similarity can be very practical, a
number of factors often obscure their evolutionary interpretation. If one rules out
convergent evolution, the presence of a pair of similar proteins in different species
should in principle suggest that the pair of proteins have been inherited from the
most recent common ancestor of the species. However, even assuming that the
homology detection is accurate and not confused by factors like domain fusion
[Snel et al., 2000a], the large incidence of lateral DNA exchange in bacteria often
precludes that conclusion. When one finds a large gene family spread over a large
set of prokaryotic species, we know that the actual evolutionary history that has
lead to the presence of the gene on the species set could be anywhere from vertical
inheritance, as in the case of some ribosomal proteins, to an intricate history
of multiple hops between lineages. Although in principle these scenarios could
be distinguished by contrasting gene and species phylogenies, the uncertainty
surrounding gene trees as well as problems of species sampling often makes such
a fine scaled description impractical on a large scale. Gene families as defined by
the COG database, which clusters individual proteins from at least three lineages
based on bi-directional best hits [Tatusov et al., 1997], aim at grouping proteins
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1 Introduction

which are similar enough to support a hypothesis of common origin, without
making any further assumptions about evolutionary scenarios for the individual
genes. Clustering approaches like this, provide us with working definitions of
gene families. Thus defined families are considered then as atoms of gene content
evolution: the marbles inside the bag-of-genes [Snel, 2002].

1.0.3 Transcription networks

Adaptation can occur on different time-scales. “When environmental changes are
of low severity and occur on timescales longer than many generations, bacteria
are capable of adapting to changes via natural selection” [Davidson & Surette,
2008]. Bacterial populations can also adapt to environmental variations by in-
ducing stochastic variation within a population as a preemptive measure against
future environmental conditions [Veening et al., 2008]. When external changes
occur in time-scales similar to the life-time of an individual, regulation of gene
expression allows cells to quickly react to those changes in the environment. In
the case of transcriptional gene regulation, regulatory proteins bind an operator in
the upstream region of a gene, which either inhibits or promotes the activity of the
RNA-polymerase complex. These operators, or binding sites, are small sequence
motifs which are recognized by the regulatory protein, or transcription factor.
Regulatory proteins respond to an environmental signal by changing their func-
tional state when bound to a metabolic intermediate or undergoing phosphorila-
tion after a signaling cascade. When one puts together the whole set of regulatory
proteins and their regulated genes (which again, can be regulators), we get the
regulatory network, which describes the central system of gene expression control
in a cell. Other mechanisms of gene regulation, like the post-transcriptional con-
trol by small RNAs, could also play important roles in regulating gene expression
[Gottesman et al., 2006], although the extent of their impact in controlling cellular
states is largely unexplored. The regulatory network as defined by transcription
factors and their interaction with DNA is the standard paradigm of prokaryotic
gene regulation and will be a central subject of study in this thesis.

The structure of regulatory networks has been subject of ample study [Janga
& Collado-Vides, 2007, Lee et al., 2002]. They show some of the general sta-
tistical properties of complex networks, like a scale-free connectivity distribution
[Barabaśi & Albert, 1999], hierarchy [Ma et al., 2004], and high abundance of
recurrent small circuits called network motifs [Milo et al., 2002]. One interesting
question is, what is the role of adaptation in the evolution of these meaningful
structures? In this thesis we will study some of these patterns as possible emergent
properties of mechanisms of the genome mutational dynamics.

The regulatory network is in fact a useful simplification. To realize each of the
links in the network, regulatory proteins have to find the right spots to bind on
the DNA. It is believed that they do so mainly by a combination of linear diffusion
along the chromosome and large jumps through the cytosol [Berg et al., 1981].
A regulatory protein is thus potentially exposed to millions of sequences before
finding the right binding sites for which it has a high affinity. How transcription
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factors develop enough specificity for their target sites and whether the kinetics
of DNA search is a relevant constraint on genome evolution is an active subject
of research [Kolesov et al., 2007, Price et al., 2008].

Regulatory gene families

In prokaryotes, transcriptional regulatory families are distinguished by a DNA
binding domain and a sensor domain. The most prevalent DNA binding do-
main seen in transcription factors of all prokaryotic genomes and some eukaryotic
genomes is the helix-turn-helix (HTH) domain, which comprises of an open tri-
helical bundle, which typically binds DNA with the 3rd helix [Aravind et al.,
2005]. In prokaryotes, sensor domains are often able to recognize ligands of small
molecular weight, as in the case of the LysR family of regulators, one of the
most wide-spread families in the whole prokaryotic kingdom [Maddocks & Oys-
ton, 2008]. In LysR genes, the sensor domain belongs to the class of periplasmic
binding proteins [Tyrrell et al., 1997]. It is believed that genes in this family can
recognize a broad repertoire of ligands, which can potentially make them very
useful in complex environments [Madan Babu et al., 2007]. Another abundant
regulatory family in prokaryotes is the TetR family of repressors. Proteins of
this family are involved the transcriptional control of multidrug efflux pumps,
pathways for the biosynthesis of antibiotics, response to osmotic stress and toxic
chemicals, etc. [Ramos et al., 2005]. While these families of regulatory pro-
teins are abundant across prokaryotic taxa, their functional characterization and
identification of binding targets is restrained to those well-studied model organ-
isms like Escherichia coli and Bacillus subtilis. Consequently, the study of gene
regulation across prokaryotes is mostly based on the regulatory systems as a bag-
of-regulators.

1.1 Outlook

Microbial genome evolution is the result of the interaction of many dynamical
forces. In this introduction we have emphasized the importance of genome or-
ganization as a possible determinant of the outcomes of evolutionary process, in
particular at the level of macroevolution. This thesis aims to better understand
the evolution of microbial genome organization, with special emphasis on reg-
ulatory gene content as a description of that high-level of organization that is
the regulatory network. In order to do so, the next chapters will present some
investigations on the following questions:

• What is the role of the genome mutational dynamics in the evolution of
modularity, hierarchy and other characteristic patterns of the high-level or-
ganization of genomes?

• What defines a major lineage in prokaryotes and which aspects of the
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genome organization correlate to such partitions?

• What is the evolutionary role of large gene family expansions?

• How do the huge variations in GC content across prokaryotes affect the or-
ganization of the regulatory network?

• What is the role of horizontal gene transfer in the evolution of genome
complexity and regulatory networks in particular?

We will start in chapter 2 by studying how the patterns of interconnectivity
in regulatory networks could be possible side-effects of the mutational dynamics
of genomes. The perspective on genome mutational dynamics and its side ef-
fects extends to chapter 3, where we present a study of gene family coevolution
in prokaryotes. This chapter studies gene family coevolution by expansion and
contraction of gene families. We study here some of the properties of the coevo-
lutionary landscape and focus on the relationship between large lineage specific
expansions and functional relationships as described in metabolic pathways.

The study of gene family coevolution relies heavily on parsimony reconstruc-
tions of ancestral gene content. Parsimony reconstructions are in fact an essential
tool throughout this thesis. They will come back in chapter 4, where we study
the evolutionary histories of regulatory proteins along the tree of life. This chapter
presents a novel hypothesis about the role of gene regulation in the origin of major
prokaryotic lineages. Moreover, it shows that there are lineage specific trends in
prokaryotic network organization. This observation has become controversial, and
the discussion that follows this controversy is presented in chapter 5. There we
show that lineage specific trends in number of regulators coincide with biases in
the transcription orientation of adjacent genes. Chapter 6 studies GC content as
a genomic determinant of regulatory network organization. Here establish a novel
correlation between the orientation of adjacent gene pairs and GC content, which
feeds back on the results described in chapter 5. Finally, chapter 7 presents a
study of the incidence of long-distance horizontal transfer as a function of genome
size. This study elucidates the role that horizontal gene transfer from distant
sources may have on the evolution of genome complexity. Our results provide an
interesting perspective on the intimate relationship between environmental and
genomic complexity. Moreover, our results will show the important role played
by horizontal gene transfer in the evolution of regulatory gene content.
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CHAPTER 2

Feed forward loop circuits as a side effect of genome
evolution

Otto X. Cordero and Paulien Hogeweg
Molecular Biology and Evolution, 2006 23(10):1931-1936

Abstract

In this chapter we establish a connection between the mechanics of genome evo-
lution and the topology of gene regulation networks, focusing in particular on the
evolution of the Feed Forward Loop (FFL) circuits. For this we design a model
of stochastic duplications, deletions and mutations of binding sites and genes
and compare our results with yeast network data. We show that the mechanics
of genome evolution may provide a mechanism of FFL circuit generation. Our
simulations result in over-representation of FFL circuits as well as in their clus-
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2 Genome mutational dynamics and the regulatory network

Figure 2.1: Feed Forward Loop network motif. The small yeast subnetwork formed by
transcription factors Phd1 and Sok2 serves as an example to illustrate the structure of FFL
motifs. Phd1 is the master regulator and Sok2 is the secondary regulator. Both connect to the
same seven genes, creating seven FFL circuits.

tering around few regulator pairs, in concordance with data from transcription
networks. The mechanism here proposed and the analysis of the yeast data show
that regulator duplication could have played an important role in FFL evolution.

2.1 Introduction

Gene regulatory networks can be decomposed into several layers starting from
their genomic constituents [Babu et al., 2004, Dobrin et al., 2004]. At the most
basic level we see a collection of transcription factors, target genes and upstream
binding sites in the DNA. At the next level, regulators and targets interact in the
local circuitry. Circuits cluster into modules in which genes have similar expres-
sion patterns and are associated with common cell processes. Finally, modules
are connected to build up the entire network. One of the most prominent fea-
tures of the global structure of these networks is their scale-free architecture [See
[Guelzim et al., 2002, Lee et al., 2002, Teichmann & Babu, 2004] for analyses in
S. cerevisiae and E. coli]. In a scale-free network the probability of a node having
k connections follows a power law (N(k)∼ k−γ), with most of the nodes having few
connections and a few having many. Nodes in the tail of the power law distribu-
tion have an atypically high number of connections (degree) and can be regarded
as hubs. These are regulatory proteins, binding to many target genes. The cen-
tralized organization imposed by regulatory hubs may be significant for cellular
dynamics. For instance, relative to the cell cycle, condition-specific hubs may pro-
vide the capacity to facilitate shifts between different phases, while non-transient
hubs possibly define an interface between cell cycle progression and house-keeping
functions [Luscombe et al., 2004].

Milo et al. [Milo et al., 2002] have shown that at the local circuitry level, some
small subgraphs, called network motifs, are much more abundant than would be
expected by chance. The most well-known example is the Feed Forward Loop
(FFL) motif, which is thought to perform an important signaling role [Mangan &
Alon, 2003, Mangan et al., 2003] and whose overabundance has been attributed to
incremental acquisition of adaptive single interactions [Babu et al., 2004, Conant
& Wagner, 2003]. An example of FFL circuits in yeast is shown in Fig. 2.1.
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Modeling Mutational Dynamics 2.2

The statistical significance of the FFL circuit abundance was calculated by
comparing the number of FFLs in an observed network with the average number
of FFLs in an ensemble of random networks [Milo et al., 2004, 2002]. From this, a
Z score = Real−Mean

Std. > 2 was established to test for over-representation. Other stud-
ies have shown that some variants of the preferential attachment rule [Barabaśi
& Albert, 1999] may also produce networks with FFL over-representation [Artzy-
Randrup et al., 2004], which highlights the possible connection between the net-
work generation mechanism and the amount of FFL circuits.

In this article we set up a model of ‘neutral’ genome mutational dynamics to
study its effects on the topology of the gene regulation network. Such mutational
dynamics are defined by duplication, deletion and mutation of genes and binding
sites, but without any selection mechanism. The general question is whether the
abundance of FFL circuits can be explained as a signature of the evolutionary
mechanics. Furthermore, we use data of the yeast transcription network [Lee
et al., 2002] to establish differences and similarities with our model.

2.2 Modeling Mutational Dynamics

Van Noort et al. [Van Noort et al., 2004] showed that the global structure of the
yeast co-expression network can be explained by a discrete model based on genome
growth by duplication and deletion of genes and transcription factor binding sites
(BS). We extend this model by associating genes to proteins which may act as
transcription factors (TF) by recognizing binding sites. In this manner we are
able to establish directed connections on the basis of TF - BS matching. For
simplicity, both proteins and binding sites are defined in a linear discrete space,
separated by a mutational distance. However, our result are not affected by the
use of a more biologically relevant sequence space (e.g. hamming distances). The
genome is evolved at the level of genes and binding sites and the network can be
calculated from the genome content at any time step in the simulation.

As in [Van Noort et al., 2004], we initialize a genome G = {X1,X2, ...Xn} where
each gene Xi has a promoter region Ri = {bsi1,bsi2, ... bsim} which is composed of
randomly chosen sites which may or may not be functional (bound by a protein).
A protein Pi is also associated to each gene. The genome is evolved according to
the following events (Fig. 2.2A-F): i) Gene duplication: a gene Xi is duplicated
to X j, together with its respective promoter Ri and protein Pi; ii) Gene deletion:
Xi is removed from G; iii) Binding site duplication: a gene Xi acquires a new
binding site bs jk copied from another gene X j, so Ri = Ri∪{bs jk}; iv) Binding site
deletion: A transcription factor binding site is deleted from the set Ri. In addition,
two operations are related to divergence of promoter regions and proteins: v) A
binding site bsik mutates into bs′ik and vi) Protein Pi diverges into protein P′

i . Both
cases imply a mutation of distance 1 in a linear space, introducing the chance of
novel elements emerging in the genome. Finally, we simulate genome mutational
dynamics in a probabilistic manner: For each gene in the genome we decide
whether to operate at the level of the gene or its binding sites, with 50-50 chance.
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2 Genome mutational dynamics and the regulatory network

Figure 2.2: Mutational operations and network calculation. A. Binding site deletion
B. Binding site duplication. C. Binding site mutation and possible innovation. D. Gene dele-
tion. E. Whole gene duplication. F. Protein divergence and possible innovation. G. Generation
of a network by (fuzzy) matching of proteins and promoter sites.

In the former case, according to their corresponding probabilities one of i), ii) vi),
or else no event, is chosen. In the latter, for each binding site associated with the
gene one of iii), iv), v), or else no event, is chosen according to their probabilities.
The default rates are: gene dup-del, 1×10−3; BS dup-del, 8×10−3; TF mutation,
5×10−3, BS mutation, 8×10−4.

The network is calculated as follows. A protein becomes a TF (regulator)
when it matches a binding site of any other gene. Initially, the number of differ-
ent regulators in the network is determined by the number of different binding
sites which are randomly distributed among the genes. Binding occurs when the
protein falls within an interval of few (here 2) mutations away from a binding site.
The transcriptional regulatory network can be calculated (Fig. 2.2 G) by estab-
lishing a connection from gene Xi to gene X j if protein Pi matches any bs ∈ BS j,
that is to say, if Pi is a transcription factor binding to the promoter region of gene
X j. When a target gene becomes inactive through loss of its functional binding
sites, it is no longer considered in the network since its degree becomes zero. In
turn, a target gene with non-functional sites can be reintegrated into the network
by BS mutations. In our study we have initialized simulations with 1000 to 2500
genes, 5% to 10% regulators and 1 - 3 binding sites per gene.

The choice of parameters is based on the following considerations. Based on
the idea that single gene duplication is an ongoing process and that most recent
duplicates are lost in small mutations [Kellis et al., 2004], we assume equal gene
duplication-deletion rates for our simulations (e.g. 1 duplication-deletion every 1
or 2 generations). BS duplication and deletion rates are also assumed to be in
equilibrium, resulting in genomes with stable average size but constant changes
in internal organization. It was shown [Van Noort et al., 2004] that higher BS
duplication and deletion rates relative to those of genes were required to obtain
better approximations of yeast co-expression data. Previous studies have shown
the flexibility of upstream regions and highlighted their importance for fast adap-
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tation [Berg et al., 2004, Stone & Wray, 2001, Tanay et al., 2005] and divergence
of duplicate gene pairs [Evangelisti & Wagner, 2004, Maslov et al., 2004]. There-
fore, in a typical simulation run BS duplication and deletion rates are from 2-
to 8-fold higher than gene duplication and deletion rates. In turn, BS muta-
tion rates are typically no more than 2-fold higher than gene duplication-deletion
rates. This allows non-functional sites to become functional and vice versa, but
keeping duplications as the most dominant process in network evolution. On the
other hand, considering the small proportion of regulators in our simulations, the
rate of protein divergence is 2- to 5-fold higher than gene duplication and dele-
tion rates, which compensates for losses of regulator families and allows to keep
enough TF diversity within the genome. The resulting effective rate of innovation
is, in average, one novel TF appearing every 10 time steps and a non-functional
site turning into a functional binding site every 5 time steps. Within the ranges
we have mentioned, different parameter configurations were considered without
affecting our results and conclusions.

2.3 Results

2.3.1 Global network structure

Given the small proportion of regulators, our networks start with a high average
number of outgoing connections per TF, e.g a network with 2000 genes and 100
regulators needs at least an average of 20 BS per regulator. Mutations increase
the number of different BS types within the genome, but most of these new site
types are non-functional, i.e. with no protein bound, keeping the actual number
of different TF almost unchanged.

The initial setting produces a random graph. However, the mutational dy-
namics defined in our model transforms this network such that its distribution
of connections follows a power law (see Fig. 2.3). Intuitively, the consequence
of duplication of target genes and binding sites is that some regulators will gain
more connections, elongating the tail of the degree distribution, while most of the
genes keep a low (in-) degree. Fig. 2.4 shows the transformation of a toy network
with 100 genes as an effect of the mutational dynamics.

The exact value of the exponents depends on the proportion of different TFs
in the genome. With 2500 genes and 5% TFs, the exponent which minimizes the
sum of squares error is ∼ -2. This coincides well with the yeast data (p < 0.001)
[Lee et al., 2002], where the proportion of regulators is 4.3% and the exponent ∼
-2. For the extreme cases with 1% and 50% TFs the exponents are ∼ -1.5 and ∼
-2.5, respectively. We run our simulations with a proportion of regulators between
∼ 5% and ∼ 10% which keeps a scaling behavior consistent with the data. A more
detailed study of the model’s limiting distributions in the network and the effect
of the number of regulators is left for further research.
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2 Genome mutational dynamics and the regulatory network

Figure 2.3: Power law distribution of connections in yeast and simulations. The
graph shows the degree distribution for yeast (dots) and a simulation (pluses) with a 2500 genes
and 150 regulators, i.e. similar values as observed in the data.

Figure 2.4: The effects of mutational dynamics on network structure. A network
with 100 genes at 0 (A.), 1000 (B.) and 2000 (C.) steps is shown to illustrate the results of
mutational dynamics on network architecture. In C. the genes involved in FFL circuits are
depicted as empty circles.
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Figure 2.5: Avalanche of FFL network motifs. An initial period of duplication-deletion
creates highly connected duplicate regulators. An extra regulatory connection between them
leads to as many FFL circuits as the amount of co-regulated targets. The picture corresponds
to a simulation run performed with default parameters (see text for information on this rates).

2.3.2 Local network circuitry

We find a high abundance of FFL circuits in our simulated networks. We observe
that after a period of drift around a mean value, the network undergoes ‘FFL
motif avalanches’: sudden increases in the number of FFL circuits (Fig. 2.5).

An analysis of our simulated genomes reveals that after an avalanche, most
of the circuits (∼90%) are formed by a large target overlap between few inter-
connected regulatory hubs (e.g. regulators contributing with ≥ 5% of the total
number of connections). The mechanism behind this phenomenon is as follows:
before the avalanche of circuits, some regulators have undergone duplication, and
thus bind to an overlapping set of target genes (as shown in Fig. 2.5). A new
connection linking these two paralog regulators creates as many FFL circuits as
the number of co-regulated targets.

2.3.3 Local circuitry in yeast network

We investigated whether such a mechanism of co-regulation and crosstalk between
regulatory hubs is present in real regulatory networks and to what extent the
FFL circuits can be explained in the same manner as in the model. For this
we looked specifically at the S. cerevisiae network [Lee et al., 2002] as derived
from microarray experiments testing the binding affinity of 106 well-documented
regulators. An error model of binding in the data allows the assignment of a
p-value to the interactions. Our analysis is based on p < 0.001.

In accordance with our simulations, we find that a large number of FFL circuits
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Figure 2.6: Hub-hub crosstalk and target overlap in the yeast network. A. Pro-
portion of FFL motifs made by homolog pairs of regulators: more than 30% in total. Two pair
of regulators, Swi6 - Swi4 and Mbp1 - Swi6, are particularly prolific in the number of FFL
circuits.B. The pie chart shows the proportion of FFL motifs made by interactions between two
regulatory hubs (out-degree > 80), in total 55% percent from the 334 motifs.

can be associated with pairs of homolog regulators. Namely, more than 30% of the
FFL circuits in yeast are formed by 5 pairs of regulators with significant homology
at the protein level (Fig. 2.6A). From these pairs, those that contribute to the
most FFL circuits are the cell cycle regulators Swi6 - Swi4 (forming the SBF
complex [Horak et al., 2002, Kumar et al., 2000]) and Mbp1 - Swi4, both with
bidirectional PBLAST E < 1e-12 on the S. cerevisiae database. In concordance
with the definition of a FFL circuit presented in [Milo et al., 2002], we do not
include the homolog pair Cin5 - Yap6, connected with a bidirectional regulatory
interaction and generating 47 (symmetric) FFL circuits.

In general, most of the FFL circuits in the yeast network are linked to a list 16
regulatory hubs. These regulators bind each to more than 80 targets and together
they are involved in almost 50% of all the interactions in the network. In 55%
percent of the FFL circuits, both master and secondary regulators are in this list
of hubs (Fig. 2.6B) and in 90% of the circuits at least one regulator belongs to this
list. We also find that many of these regulatory hubs are part of a serial circuit of
eight cell cycle transcriptional regulators (Swi4, Swi6, Fkh2, Ace2, Swi5, Mbp1,
Mcm1, Ndd1) which regulate almost 30% of yeast genes [Simon et al., 2001]. In
addition to this serial regulatory subnetwork allowing cell cycle progression, there
is a large overlap between the targets of some of these regulators: 41% of 112 Mbp1
targets are also bound by Swi4, 28% of Ndd1 targets overlap with Swi4 and 27% of
Ace2 by Ndd1. These levels of overlap are at least 10 standard deviations higher
than the average value in an ensemble of 100 randomized networks with identical
degree distributions. In short, duplicate regulatory hubs, target overlap and hub
cross-talk are features of the FFL architecture that we find in both simulations
and yeast data.
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2.3.4 FFL significance, average in-degree of regulators and
evolution

When applying the significance test defined by [Milo et al., 2004] on the yeast
network (p < 0.001), we find 334 FFL circuits with a Z score of 6.73. This ran-
domization test uses an ensemble of random networks that preserves the number
of out-going and in-coming connections in each node. According to [Itzkovitz
et al., 2003], the expected number of FFL circuits in an ensemble of random
networks with arbitrary in-degree and out-degree sequence is given by

FFL = (K(K−1))(KR)(R(R−1))(NR)−3 (2.1)

where K and R stand for out-degree and in-degree, respectively. The averages
in the formula are taken over N, which is the total number of nodes. From the
KR term we see that the expected number of FFL circuits depends on the co-
occurrence of in-degree and out-degree, i.e. it depends on the average in-degree
of regulators.

In the yeast p < 0.001 network, the average in-degree of regulators is 0.915
while the average in-degree of the whole network is 1.79. This in-degree bi-
modality renders a low number of expected circuits (170 in comparison with the
observed 334), leading to the conclusion that FFL circuits are over-represented.
However, a network with the same number of genes, FFL circuits and out-degree
per regulator, but without the in-degree bi-modality, has no FFL circuit over-
representation since the expected number of circuits increases to ∼ 300.

In our simulations, both the presence of circuits and in-degree bi-modality
evolve together, resulting in networks with FFL circuit over-representation. Fig.
2.7 illustrates this. The bi-modality here occurs in the same way as in yeast, that
is to say, some regulators have zero in-degree (they are not regulated by any other
TF) but do have connections to some targets.

The process generating the FFL circuits, as described previously, may increase
the average connectivity through the duplication of highly connected regulatory
hubs. It is also an inherently unstable process in the sense that the circuits are
clustered around a few regulatory hubs and depend on a single cross-hub con-
nection. This means that after a certain level of network organization has been
reached, many FFL circuits can be gained or lost easily by targeted addition or
deletion of single connections, while for most random modifications the FFL sig-
nificance remains unchanged, e.g. 20% of the edges added or removed at random
has no effect on the significance; the same holding for yeast and E. coli networks
[Milo et al., 2002]. In spite of the sensitivity to targeted modifications, when
sampling 100 independent simulations at the same time step (e.g. 1200 or 1500
steps) we find FFL statistical significance in ∼30% of the cases, in contrast with
the 5% expected for random networks. We can understand this better by looking
back to Fig. 2.4, where we see that evolved networks such as that in Fig 2.4C
develop a hierarchical structure which is very different from a random network.
Finally, note that many other selection pressures other than maintaining network
motifs can conserve the hubs or the inter-connections producing the FFL circuits.
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2 Genome mutational dynamics and the regulatory network

Figure 2.7: In-degree bi-modality and FFL circuit over-representation. Time plots
for two different simulations. The upper panels show the behavior of the average in-degree
of the whole network (black, dark upper line) and the average in-degree of regulators (gray,
lower line). The dashed curve shows the in-degree of regulators averaged only over those with
in-degree > 0, showing that in-degree bi-modality is caused by some regulators with zero in-
degree. The lower panels show the number of FFL circuits (black) and the expected number of
circuits in a randomized ensemble with identical degree sequences (gray). Note that, although
over-representation is not an stable feature, it occurs much more often than expected by chance
(see text).

2.4 Discussion and Conclusions

We show that a genome evolution model, based on duplications, deletions and
innovations of genes and binding sites, provides possible explanations for the gen-
eration of FFL circuits and their over-representation. In our simulations circuits
are formed by interconnected hubs with overlapping sets of targets. This kind of
topology is a general result of the mutational dynamics and do not depend on
specific parameter values or simulation schemes.

Over-representation of FFL circuits occurs in many types of networks. Our
model specifically applies to transcription regulation networks. The circuits gen-
erated in our simulations cluster around a few master and secondary regulator
pairs with overlapping binding targets, as observed in transcription regulation
networks of E. coli and yeast [Dobrin et al., 2004], but interestingly, not in other
networks with over-representation of FFL, e.g. the C. elegans neural network
[Kashtan et al., 2004].

The fact that FFL circuits appear in ‘avalanches’ as a side-effect of the mu-
tational dynamics shows that selection on individual circuits [Babu et al., 2004,
Conant & Wagner, 2003] is not needed to explain their abundance. Previous tests
of whole-motif duplication [Conant & Wagner, 2003] or target gene duplication
[Babu et al., 2004] led to the conclusion that gene duplication was not responsible
for the abundance of circuits. In contrast, our results suggest that gene duplica-
tion does play a major role but in relation to regulators, rather than to target
genes or whole circuits. Indeed in yeast many FFL circuits are formed by a few
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pairs of highly connected homolog regulators.
Another new perspective on the structure of the transcription network is given

by the dependence of the statistical over-representation of FFL circuits on the low
average in-degree of regulators. We show in our simulations that the mechanics
of evolution leads to the generation of FFL circuits as well as a bi-modal in-
degree distribution and an increase in connectivity. The combined effect is that
FFL circuit over-representation often occurs. An important bottomline is that
evolution is very different from a randomization test, where all but one property
is fixed. Instead evolution changes many properties simultaneously.
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CHAPTER 3

Coevolution of gene families in prokaryotes

Otto X. Cordero, Berend Snel and Paulien Hogeweg
Genome Research, 2008 18:462-468

Abstract

We study gene family coevolution on a tree of life based on a large scale ancestral
gene content reconstruction which includes gene duplication and deletion events.
The insights obtained from this study are threefold: i) Global properties, such as
the distribution of coevolution partners and the formation of disconnected clusters
of coevolving families, can be an inevitable consequence of evolution along a tree
ii) concerted family expansion (gene duplication) and contraction (gene deletion)
reflect functional constraints, and therefore lead to better function prediction. iii)
’Long range’ coevolutionary relationships, caused mostly by large family expan-
sions or contractions, reveal the high level evolutionary organization of cellular
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3 Gene family coevolution

processes in prokaryotes.

3.1 Introduction

Coevolution can be seen as the interdependency between evolutionary histories.
In the context of genome evolution, when we consider gene families as evolutionary
units, we expect those families whose members take part in related cellular process
to show some non-zero correlation between their histories. Inferring coevolution-
ary relationships should help not only to predict new direct interactions, but also
to elucidate the concerted evolution of gene content as reflected by ’long range’
interdependencies between families occurring in different but related pathways or
processes.

To infer a map of coevolutionary relationships we compare the reconstructed
evolutionary histories of gene families along a tree of life. Similar approaches
have been applied in automated function prediction [Barker et al., 2007, Barker
& Pagel, 2005, Gabaldon & Huynen, 2005, Vert, 2002], showing that the results
obtained from correlating the process of losses and gains (de novo creation of
a gene or horizontal gene transfer) along a tree of life improve those of stan-
dard phylogenetic profiles, based on correlating presence-absence patterns across
species.

Our work is based on a full parsimony reconstruction, which in addition to
losses and gains of gene families, also includes deletions and duplications of their
genes. We thereby obtain a more complete description of a gene family’s evolu-
tionary history. Here we show that the inclusion of gene duplication and deletion
events improves the prediction of functional relationships. This means that pat-
terns of gene family expansion and contraction reflect functional dependencies,
just like gains and losses have been shown to do.

Previous studies of large scale evolution of gene families have shown that
only small fragments of cellular pathways are co-inherited in evolution [Glazko &
Mushegian, 2004]. Here we analyze the coevolution between pathways and the
global organization which emerges from those interactions.

3.2 Results

3.2.1 Making a coevolution map

We measure coevolution based on two alternative codings: A quantitative mea-
sure, in which the actual number of duplications and deletions are taken into
account, and a binary measure, in which only the sign of the change is used. In
both cases the scores are calculated for all pairs of gene families. Given the 4595
COGs with at least one representative in our 163 prokaryotic species we calculate
1.05×107 ((45952−4595)/2) scores.

26



Results 3.2

Figure 3.1: Distribution of correlations and global network properties. A. Distri-
butions of correlation values. We see that Pearson correlations are bimodally distributed, with
a peak at 0 and otherwise a bell-shape distribution centered at the right side of 0. The partial
correlation corrects this and centers the distribution around zero, showing that spurious correla-
tions occur as a result of genome expansions and contractions. The inset shows the distribution
in log scale. B. Clustering behavior for partial correlations (pcor) and sign score (sign) based
networks, where clusters are simply connected components of size ≥ 2. C. Degree distributions
for different thresholds. For the thresholds here shown the best fit is given by a power law with
exponential cutoff (see appendix)

For the quantitative coevolutionary score we calculate the correlation of changes
along the tree (see methods). As Fig 3.1A shows, the distribution of simple Pear-
son correlations looks unexpectedly bimodal, with a large peak at 0 and another
smaller peak close to 0.1. We correct this by calculating partial correlations rel-
ative to the vector of total changes in genome size per branch (see methods). As
can be seen in Fig 3.1A this corrects the shape of the distribution and centers it
around 0. This shows that the bimodality seen with simple Pearson correlations
is caused by the force of genome expansion and contraction, i.e: large genome
expansions or contractions produce concerted events which affect the observed
correlations. Notice partial correlation makes a difference specially for low corre-
lation values. This is also the case for the function prediction benchmark, which
will be discussed later in this article.

For the binary coevolutionary score we take into account only the sign of
the change in family size. The score equals the number of branches where both
family sizes increase (+,+) or decrease (-,-), minus those in which the change is
not concerted: (+,-), (-,+), (+,0), (0,+), (-,0), (0,-). This means that the score
is limited by the number of events in the history. This score is the same as used
previously for gain-loss reconstructions [Barker et al., 2007, Gabaldon & Huynen,
2005], but applied on data including duplications and deletions (see appendix for
an extensive discussion about the score and other alternatives).
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3.2.2 Coevolution map topology is an emergent property
of evolution

We studied the topological properties of the coevolution map, and tried to un-
derstand the observed features from an evolutionary point of view. Networks of
coevolving families are built by considering all pairs of families with a minimum
coevolutionary score. Fig 3.1B shows that the coevolution network is a discon-
nected graph formed by separate clusters. As this cutoff is decreased, new clusters
start to appear, reaching a maximum between partial correlation 0.6 and 0.725
(sign score 0 and 1). After this the cluster starts to percolate into a connected
component. As for the degree distribution, we find that it is best described by a
power law with exponential cutoff (see appendix).

We study the extent to which these global network properties can be explained
as side effects of the mutational dynamics of genomes. To this end, we make use
of null models based on a simulation of genome evolution (see methods). The
simulation is based on the fact that, given the reconstructed history, we can replay
evolution stochastically under different constraints. We use two different models:
In the first, more stringent model, we keep the same number of duplications and
deletions (including losses) per branch and reproduce gains exactly as they appear
on the reconstruction. That is to say, we only simulate the occurrence of each
duplication and deletion on a given branch by assuming that the chance an event
happens on a family is simply proportional to its size. Although the resulting
coevolution map conveys almost no functional information (at its best, only 4
links coincide with data from KEGG) the degree distribution reflects closely that
of the real coevolution map (Fig 3.2). On the other hand the clustering behavior
is at most ∼ 2/3 of the number of clusters seen in the data. This means that
functional constraints increases the clustering of coevolutionary interactions.

A second, less stringent null model, only maintains the total number of events
inferred by the reconstruction. In this model all families are present at the root
of the tree of life, so no gain occurs during the simulation. The number of events
is equally divided among all branches where duplications or deletions occur with
equal chance. Hence, resemblance with the real reconstructed process is only on
the fact that the same tree is used. Surprisingly, even for this extremely unreal-
istic assumptions we observe that the degree distribution of the coevolution map
with a similar number of edges (at a lower threshold) still resembles the class of
distribution found in the data (both for simulation and reconstruction of simu-
lation). Notice that the same process on a star tree produces a truly random
graph with a Poisson degree distribution, since the probability of finding a high
correlation between two vectors which share no common history decreases expo-
nentially. On the other extreme, without speciation (1 descendant per ancestor)
the degree distribution becomes degenerate as a result of fast family extinctions.
This shows that global connectivity properties can be explained by the dynamics
of the duplication-deletion process on a tree. The specific connections do however
bear functional significance.
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Figure 3.2: Global properties of the coevolution map. Panel A and B show that similar
degree distributions as seen in the data can be obtained for simulations of genome evolution,
even for the most relaxed conditions, when only the number of events and the tree structure
is maintained (low resemblance). In the high resemblance case the simulation shows similar
clustering behavior at a lower level (Panel C) while the low resemblance simulation has almost
no connections for high correlations and therefore no clustering. The compared networks were
selected for having similar number of edges.

3.2.3 Gene family expansions and contractions reflect func-
tional dependencies

In this section we wish to obtain a measure of ‘correctness’ for the predicted co-
evolutionary relationships, which allow us to compare the results from the the
gain-loss and full reconstructions as well as our two different scoring methods.
We do this by measuring the overlap between coevolution and known functional
interactions as contained in the KEGG database (see methods). If the inferred
coevolutionary link overlaps with one inferred from KEGG, the prediction is la-
beled as a ’true positive’ (TP). Otherwise, it represents an inter-pathway interac-
tion between COGs, i.e. a false positive (FP) according to the KEGG definition
of pathways.

We applied both our quantitative and sign based scores on the gain-loss re-
construction data and full reconstruction data. Fig 3.3A and 3.3B show that the
coevolution map built from the full reconstruction predicts known interactions
better than the gain-loss reconstruction. This holds for both the quantitative
and non-quantitative scores used in this paper. The prediction performance for
the full reconstruction improves mainly because of two reasons: i) Concerted
gene duplication and deletion allows to better discriminate TPs from FPs, which
means that family expansions and contractions do reflect functional constraints.
ii) presence-absence reconstructions or phylogenetic profiles fail when gene fam-
ilies have few losses or gains, since spurious scores are produced when only few

29
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events are shared. In contrast, completion of the evolutionary history by inclusion
of duplication and deletion events helps to distinguish these cases from long peri-
ods of simultaneous family size conservation which do reflect positive coevolution.

The sign score does better than the quantitative one, in particular because the
former reaches high percentage of true positives while the partial correlation re-
mains bounded at ca. 80%. Fig 3.3C shows a comparison of both scoring methods.
We see that there are many pairs of families for which there is a low correspon-
dence between the quantitative and the non-quantitative scores. We have found
that this discrepancies are caused mainly by the occurrence of large duplication
or deletion events: A high sign score can result in a low partial correlation when
a large family expansion or contraction in one family does not occur in the other.
Conversely, when the large expansion or contraction occurs in both families at
the same branch, a high partial correlation could be paired with a low sign score,
since the size of the event is invisible for the latter. This analysis allows us to
filter our different classes of coevolutionary relationships. In the sequel, we will
focus on those cases in which the quantitative data produces a new coevolutionary
prediction, that is to say, when fast family expansions or contractions co-occur.

3.2.4 Major cases of coevolution

We have manually surveyed our coevolution map in the regions where high partial
correlations (≥ 0.7) are paired with low sign scores. We find not only that these
discrepancies are caused by large family expansions and contractions but also that
‘false positives’ have in many cases a biological interpretation in terms of ‘long
range’ interactions.

Most of these cases are seen in the cluster of ATP-binding-cassette (ABC)
transporters, one of the largest and most ancient families of genes [Dawson &
Locher, 2006, Locher, 2004, Locher et al., 2002]. It is in fact the largest group of
paralogs in bacteria and Archaea [Tatusov et al., 1997]. The map of ABC trans-
porters reflects coevolution according to the type of transported substrate (Fig
3.4A). More specifically, at partial correlation ≥ 0.7 we observe six groups con-
taining inter-pathway links corresponding to different substrates. Moreover, some
of these links reflect coevolution between transporters and families involved in
metabolism of the transported substrates. For example, COG0687, a periplasmic
polyamine (spermidine/putrescine) transport component coevolves with COG0665
a deaminating oxidoreductase family. In E. coli, one of the members of the oxi-
doreductase family, PuuB, is involved in the putrescine utilization pathway [Kuri-
hara et al., 2005] while PotF, member of the periplasmic component family, binds
to putrescine to allow its import to the cell [Pistocchi et al., 1993]. See Fig 3.12
for a detailed representation of the evolution of ABC transporter families.

TonB-dependent outer membrane receptors, involved in transport of cobal-
amin iron siderophore complexes and colicins, have recently been found to scav-
enge sucrose in Xanthomonas campestris. This is proposed to play an important
role in the adaptation of phytopathogenic bacteria to host plants as well as in
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Figure 3.3: Function prediction with full and gain-loss reconstructions. A. The
accuracy vs coverage plot shows the number of TP that can be obtained in relationship to the
accuracy of the predictions, TP/(TP + FP). B. The ROC (Receiver Operating Characteristics)
curve shows the trade off between the false negative and false positive rates. The y axis can be
interpreted as sensitivity, or the ratio of TP to all links which should have been predicted. The
x axis is 1 - specificity, where specificity measures the ratio of true negatives (TN) in respect to
all links which are not present in KEGG. Both plots show that the full reconstruction method
with partial correlations is a better predictor. C. Relationship between scores as a smoothed
2D histogram of COG pairs. We see that the scores differ the most when one of the COGs in
the predicted link contains a large expansion or contraction.
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Figure 3.4: Coevolution of ABC transporter (A) and information processing (B) families.
Gray lines correspond to the KEGG based COG network constructed from genes, i.e. a link is
colored gray when both COGs have a gene in the same pathway. In the case of panel A the
large cluster correspond to the general KEGG group of ABC transporters, while the Ribosome
is shown in panel B. Links colored in red are TP, that is to say, links which are both in the
KEGG based COG network and in the coevolution map. Green links are false positives, links
which are only in our coevolution map.
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the uptake of plant derived polysaccharides in aquatic bacteria [Blanvillain et al.,
2007]. In accordance to this view, we observe coevolution of two TonB family re-
ceptor families, COG4206 and COG4771, with a number of other families involved
in metabolism of different types of saccharides. Moreover, these metabolic fam-
ilies coevolve as well with endopolygalacturonase (COG5434), a wall degrading
enzyme produced by plant pathogens [Collmer & Keen, 1986].

In all these cases coevolution is strongly determined by a few concerted massive
duplications or deletions, rather than by many small events. The same explana-
tion holds for true positives predicted by partial correlation but not predicted by
the sign score.

Another interesting case of coevolution is found between the different ‘sys-
tems’ involved in different stages of information processing, from DNA replication
and RNA polymerization to protein synthesis. Fig. 3.4B shows three indepen-
dently coevolving clusters of ribosomal proteins corresponding each to archaeal-
eukaryotic (AE), bacterial-eukaryotic (BE) and universal families (U). A group
of proteins, outside the protein synthesis pathway, coevolves with AE specific ri-
bosomal proteins. In these group we find subunits of AE DNA-directed RNA
polymerase as well as subunits of the AE specific DNA replication machinery. On
the other hand, the U and BE protein synthesis machinery is linked to a num-
ber of transcription initiation factors. Other families like prefoldins and RNA
binding proteins, which are involved at different stages of post-translational and
post-transcriptional control, are found in the part of the coevolution map which
contains COGs not present in KEGG pathways (not shown in Figure 3.4).

The evolution of information processing systems is marked by strong conserva-
tion, which means that the number of events from which we can infer coevolution
is minimum. However, given that our reconstruction allows for the complete de-
scription of the evolutionary history, the simultaneous conservation of family size
is in this case the information used to infer coevolution.

3.2.5 The structure of cellular organization as revealed by
coevolution

Most true positives are links between COGs which fall in the same functional
category. At ∼50% accuracy ( T P

T P+FP ), 80% of the TP are within category links
(> 90% for accuracies ≥ 70% ). This can be observed in the overrepresentation of
self-loops in Fig 3.5, which provides a more global view of the coevolutionary in-
teractions, depicting relationships between COG functional categories rather than
between COGs (see methods). On the other hand, false positives (at least 75%
inter-category links) reveal a distributed structure corresponding to the organiza-
tion of cell processes as revealed by the inter-category links in Fig 3.5. This shows
that false positives are not just missed true positives or prediction mistakes but
that they have a different structure corresponding to a higher level organization.

Fig 3.5 also shows that those false positives resulting from the match of a
few large expansions or contractions, as detected by the partial correlation score,
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Figure 3.5: Network of coevolutionary relationships between functional categories.
Links are p=0.05 significant coevolutionary relationships between COG functional categories.
Significance is calculated in relationship to an ensemble of 2500 randomized coevolutionary
maps (see methods). The colored lines correspond to links found only with partial correlation
and not with sign score. The rest of the links are found both by sign and partial correlation
scores. Dotted circles enclose information processing and carbohydrate metabolism modules.
Most of the underlying coevolutionary relationships relate to the cases shown in Fig 3.4 e.g.
antimicrobial peptides (defense mechanisms) and uncharacterized signal transduction families,
TonB outer membrane receptors (ion transport) and metabolism of sugars, etc.

help to create a more complete image of long range interactions between cellular
pathways, revealing an evolutionary module around carbohydrate metabolism and
pinning signal transduction families as central role players in evolution.

3.3 Discussion and Conclusions

We have seen that considering the full description of a gene family’s history in
terms of gain, deletion and duplication events, increases the extent to which co-
evolution reflects functional interactions in prokaryotes. This holds for both our
quantitative and non-quantitative scoring schemes. By comparing the predictions
made by these two methods, we have shown that large expansions and contrac-
tions reflect inter-pathway coevolution. Our results also show that the sign score,
and in particular our extended version which includes duplication and deletion
events, produces the best function prediction results.

We should keep in mind that only a small fraction of the families show high
scores: less than half of all the COGs show correlation ≥ 0.6. About ∼50% of these
high coevolutionary score values are predicted as well by String’s [Von Mering
et al., 2003] gene neighborhood score, which suggest that about half of the detected
coevolutionary relationships coincide with a physical linkage in the chromosome.

Global topology properties of the coevolution map arise neutrally (without
intervention of selection) as a result of the dynamics of family expansion and
contraction on a tree. Our simulated genome evolution results in distributions
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of coevolution partners which resembles the data closely, however, the coevolu-
tion interactions rendered by the simulation have no functional value. This is
in line with the idea that such global properties are more universal than func-
tional content [Wolf et al., 2002] and that they may come about as a result of
the evolutionary dynamics [Koonin et al., 2002], as seen in the cases of family
size distribution [Karev et al., 2002] and transcription and coexpression network
structure [Cordero & Hogeweg, 2006, Van Noort et al., 2004].

On the interaction scale, the study of coevolution via expansions and contrac-
tions along a tree of life allows us to look at functional interactions. In this article
we have paid special attention to well conserved groups of families which evolve
under large expansions and contractions. One such group is transcription regula-
tion. In recent work, we have pointed out that large expansions of contractions
of regulatory families occur at the onset of major prokaryotic lineages [Cordero
& Hogeweg, 2007]. It is however unknown what is the functional role of those
dramatic changes in regulome size. Our coevolution map reveals that expansions
of LysR and TetR families of regulators (the largest and second largest families
of transcription factors in prokaryotes) correlate with expansions of efflux sys-
tems such as the Threonine/LysE-like transporters, drug/metabolite transporter
(DMT) [Jack et al., 2001] and resistance-nodulation-division (RND) [Tseng et al.,
1999] multidrug efflux families. This suggest that large duplications of regulators
could be related to the sensing and subsequent export of metabolites and toxins.

More generally speaking, the coevolution map and the analysis of functional
categories show that FP are not only just missed interactions or prediction mis-
takes, but inter-pathway links which help us reveal the global structure of long
range interactions between cellular processes.

As the number of well sequenced eukaryotic species increases, the question of
to what extent gene duplication does reflect functional interaction in eukaryotes
as well could be addressed in more detail.

3.4 Methods

Maximum parsimony reconstruction

The reconstruction of ancestral gene content is performed per family with maxi-
mum parsimony, i.e. finding the evolutionary scenario which renders the least
number of (weighted) events. This is done by minimizing the cost function
S = δ + λd + γg, where δ is the number of deletions, d number of duplications,
λ duplication cost, g number of gains and γ gain cost (see [Mirkin et al., 2003]
for related methods). This is implemented as an extension of PAUP’s general-
ized parsimony algorithm [Mirkin et al., 2003, Swofford, 1998]. The algorithm
proceeds in two steps: a) Given a family species distribution, it calculates all
possible paths which connect the family sizes on the leaves (species) of the tree
down to the root (last common ancestor), passing through all intermediate ances-
tor sizes. b) Starting from the root, the path that minimize the cost function is
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Figure 3.6: Illustration of the reconstruction algorithm. A The mapping of a hypo-
thetical COG species distribution onto the leaves of a species tree. Our method adds an empty
ancestor before the root of the tree to include the cost of gene creation and duplication when a
family is present in LUCA (Last Universal Common Ancestor). B First step of the reconstruc-
tion. Starting from the leaves and going to the root, all possible paths are calculated. C Second
and final step. Starting from the root, the path that minimize the cost function is selected. The
process is repeated for all COGs.

selected. Our reports refer to λ = 2 and γ = 3. Figure 3.6 provides an illustration
of the steps in the algorithm.

As a definition of gene family we use the COG database [Tatusov et al., 2000]
as defined in String v6.3 [Von Mering et al., 2003] on 163 prokaryotic species,
which leaves 4595 non empty COGs to work with. As a tree of life we use a
recently published tree [Ciccarelli et al., 2006], rooted between archaea-eukarya
and eubacteria and pruned down to our 163 species. An outlier leaf which con-
tains 1 when the family is present in eukaryotes and a 0 otherwise was added to
distinguish kingdom specificity.

Calculating scores

For a given COG, its reconstructed history is represented as a vector where each
entry contains the signed difference in COG size between the descendant and
ancestor of a branch. Pearson correlations between reconstructed history vectors
of COGs X and Y are defined as ρXY = 1

N
∑(X−X)(Y−Y )

σX σY
,where X and Y are the

corresponding average values, σX and σY are the standard deviations and N is the
number of branches in the tree. Partial correlations are calculated with respect
to the vector of total changes in genome size, G. Each element, gi, of this vector
is calculated per branch, i, as the sum of all changes in COG size, ∆, i.e.: gi =
∑ j ∆(i, j), where j is an index that runs over all COGs. The partial correlation is
calculated then as ψXY |G = ρXY−ρXGρY G√

(1−ρXG)(1−ρY G)
.

To calculate the sign score we consider only branches in which Xi or Yi 6= 0.
The score equals the number of cases in which sign(Xi) = sign(Yi) minus the rest.

36



Methods 3.4

Benchmarking

To benchmark our results we constructed a network of COG interactions based
on the KEGG v41.1 database [Kanehisa & Goto, 2000]. To do this we use KO
[Kanehisa et al., 2004] entries in KEGG. The KEGG based COG network is
constructed by establishing a link between two COGs when their corresponding
KOs participate in the same pathway. Alternatively, one can build the COG
network directly from the cooccurrence of COG members in KEGG pathways,
which results in larger coverage of COGs by the addition of less ’significant’ links
(1933 COGs and 78874 links). To estimate false positives we refer only to the
subset of COGs and COG interactions which are contained in the network. That
is to say, links between COGs outside the KEGG based COG network are not
counted as false positives. The benchmarking results reported in Fig 3.3 refer to
the KO based network while, for its larger coverage, the gene based network is
used to color links in Fig 3.4. See the appendix for the benchmarking results on
the gene based network as well as for more details on the methods.

Genome evolution simulation

We simulate genome evolution by reproducing the reconstructed number of du-
plication and deletion events stochastically. We do this in the following way: on
each branch of the tree we reproduce N = δ+d events, where δ is the number of
deletions on the branch and d the number of duplications on the branch. Assume
the ancestor on a branch has G genes. For each event until reaching N, we chose
a random COG, of size x, with probability equal to x

G , and update the COG size
as x = x + 1 with probability d

N or as x = x− 1 otherwise. This is done starting
from the first ancestor until reaching the leaves.

For our null models we have implemented this in two ways: a stringent model
where gains and COG deletions are not simulated but added exactly as they are
found in the data; the number of per branch duplications, d, and deletions, δ, as
well as the COG sizes in the last common ancestor are taken directly from the
reconstruction. Another less stringent alternative is implemented by performing
the same number of events per branch with equal chance of a duplication or a
deletion and all families being present in the last common ancestor, so no gain
occurs. Using the simulation result or its reconstruction yields the same result in
our analysis, which shows that the global topological properties of the coevolution
map are not an artifact of parsimony.

Functional category network.

Given two functional categories, the statistical significance of inter-category co-
evolution is calculated by comparison with 2500 randomized coevolution maps,
keeping the degree per COG. The results shown in Fig 3.5 are obtained refer to a
p-value 0.05, that is to say, 125 out of the 2500 cases show equal or higher number
of links between the two categories.
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Figure 3.7: Comparison of different gain costs. The picture shows the prediction per-
formance for different gain penalties with the sign score.

3.5 Appendix

Different gain costs and their consequence for function prediction

We have checked the effect of the different gain costs on the function prediction.
While the partial correlation score seems to be insensitive to differences in gain
penalty, reconstructions with a higher gain cost give a somewhat better prediction
performance when using the sign score.

What happens when the cost of a gain is high enough is that creation events
gets pushed down to the last common ancestor, adding losses in the intermediate
branches to fill the ’gaps’ caused by this shift. Changes in gain costs affect only
the reconstruction of gain and loss events. Accordingly, a similar increment in
performance is observed in the sign score for the gain-loss reconstruction.

The better function prediction achieved with higher gain costs should not
be confused as a symptom of higher reconstruction accuracy. As seen in Table
1, reconstructions with higher cost increase the size of LUCA and decrease the

38



Appendix 3.5

Gain cost Size of LUCA Percentage of events with HGT
3 1900 5%
5 2400 2%
10 2934 0.0009%

Table 3.1: Relationship between gain costs, ancestral sizes and HGT

Table 3.2: Comparison of different gain costs. The percentage of events is calculated
relative to HGT, duplications and deletions. We see also that even with gain cost 3 the size of
LUCA is close to that of an average bacterium species. This suggests that our reconstructions
already underestimate the amount of transfer which may have happened at early stages of
cellular life.

number of horizontal transfer events (HGT) to extremely unrealistic levels. In
fact, the reconstruction with gain cost 10 wipes out almost all HGT event from
the reconstruction. Therefore, accepting such a reconstruction as more accurate
equals saying that HGT does not exist.

In fact there is a simpler explanation. The better prediction performance
shows that there is a better way to score the presence-absence information using
a tree. What the sign score with high gain penalty does is similar to measuring the
similarity between COG species distributions by finding maximum subtrees where
one or both COGs are absent. One can emulate the scores obtained with high
gain penalty by finding these maximum subtrees and performing the following
calculation (see Fig 3.8 for an illustration.):

score = - number of maxsubtrees with only 1 COG
foreach: maximum empty subtree

if: sibling subtree contains only 1 COG
score = score−1

else:
score = score+1

endfor

This is actually a way of measuring the structural similarity of the COG
species distribution. It identifies those parts of the tree that reveal coordinated
absence and those revealing independent absence. Notice that this is independent
of the ancestor reconstruction. It is a different way to interpret the information
contained on the COG-species distribution and the phylogenetic tree.

There are least two reasons why this is a better way to measure the similarity of
presence-absence patterns of characters related by a tree: a) two COGs occurring
only in the same two distant lineages may get a low sign score if their gains are not
exactly coupled. The score based on maximum subtrees, however, will get higher
as the distance between these two lineages increases, because intermediate clades
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Figure 3.8: Gain-loss scoring scheme based on maximum subtrees. if both COGs are
created in the same branch, the sign score with high gain penalty equals 1 + the score produced
by this algorithm. In this formalism a leave is also a maximum subtree.

will get positively scored for their lack of both families. b) The maximum subtree
based score will be proportional to the depth of the clade where the gain occurred,
which means that gains happening in peripheral clades, such as Enterobacteria,
are considered more significant than those occurring in, for example, the ancestor
of all bacteria.

An example that illustrates this is given by COGs COG2037 and COG3252.
Both COGs are exclusively archaeal, except for an HGT in Rhodopirellula baltica.
With gain cost 3, the sign score on the gain-loss reconstruction gives a score of 2
for these COGs. The maximum tree variant gives instead a score of 9, highlighting
the remarkable cooccurrence of these two families in two distant and deep lineages.

A number of possible variants to the above-mentioned scheme are possible.
However, a broader analysis of alternative scoring techniques is out of the scope
of this article and is left for future research.

Distinguishing gains from duplications

The sign score mentioned in the main text does not distinguish between gain-
gain coocurrence and gain-duplication coocurrence, since both represent an incre-
ment in family size. We have implemented a variant in which only gain-gain and
duplication-duplication events contribute positively to the score, finding that the
results are exactly the same to our sign score as presented in the main text. This
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Figure 3.9: Degree distribution of coevolution network. The left panel shows the
degree distribution for different thresholds for the sign score based coevolution network. The
right panel shows this for the partial correlation based coevolution networks.

is also the case even when gain-duplication occurrences decrease the score.

Degree distribution of coevolution networks

Fig 3.9 shows the degree distributions for coevolution networks built with partial
correlation and with sign score for different thresholds.

Best fit to degree distribution

We have fitted the cumulative degree distribution of the coevolution network to
an exponential, power law and power law with exponential cutoff distribution.
The power law fit was done as described in [Clauset et al., 2007]; the other two
where done by least square minimization using R’s function ‘nls’. As seen in Fig
3.10 the power law with exponential cutoff describes the data better than the rest.
This is confirmed by generating 100 distributions sampled from the derivative of
the fitted cumulative. We use the method described in [Clauset et al., 2007] to
generate random numbers from a power law with cutoff.

Alternative benchmarks

In our main text we use the KO based KEGG network to benchmark function
prediction. KO is an scheme of ortholog identification based on computational
analysis and manual curation which can be mapped to COGs. The mapping is
available at the KEGG database website. The KEGG based COG network is
constructed by establishing a link between two COGs when their corresponding
KOs participate in the same pathway. The resulting network contains 1137 COGs
and 20943 links. 72% of these COGs are mapped by a 1-1 mapping to a KO, and
16% by a 2-1 or 1-2 mapping. Alternatively, one can build the COG network di-
rectly from the cooccurrence of COG members in KEGG pathways, which results
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Figure 3.10: Best fits to coevolution network degree distribution. The left panel
shows the cumulative degree distribution (pcor threshold = 0.6) and the best fit for different
distributions. We see that a power law with exponential cutoff describes the data better than the
other alternatives. The right panel shows the cumulative degree distribution in comparison with
100 distributions obtained by random sampling from the best fit power law with exponential
cutoff. The smoothed 2D histogram shows the distribution of the synthetic data.

in larger coverage of COGs by the addition of less ’significant’ links (1933 COGs
and 78874 links). Fig 3.11 show that the results based on this latter benchmark
are consistent with those based on the KO KEGG network.

We see that for low percentage of true positives the sign score losses its high
performance, while the partial correlation keeps a high accuracy. This could be
caused by the inclusion of extra COGs where a filtering of large genome expansions
and contractions is needed.

Histories with large expansion and contraction events

Fig. 3.12 shows in detail the histories of COGs involved in the cluster of ABC
transporters.
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Figure 3.11: Prediction performance with alternative KEGG benchmark. Accuracy-
Coverage plot and ROC curve based on gene based KEGG network.
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Figure 3.12: Evolutionary history of ABC transport families. The heat map shows the
duplications and deletions per branch on the whole tree, normalized per row. We see that some
groups of families have similar histories of events and that the high correlation is not caused
by one concerted gain but by many gene duplication and deletion events. Groups without label
contain uncharacterized COGs. COG3839 is shared by sugars and peptides clusters. The colors
show the intensity of duplications (red) and deletions (green). In the heatmap, inner branches
are placed in between their daughter subtrees.
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CHAPTER 4

Large changes in regulome size herald the main
prokaryotic lineages

Otto X. Cordero and Paulien Hogeweg
Trends in Genetics, 2007, Vol. 23, Issue 10, 488-493

Abstract

Using a large-scale reconstruction of ancestral gene content, we show that radical
changes in regulome size occur at the origins of major prokaryotic lineages. Sub-
sequently, the duplication and deletion of regulators slows down in most lineages,
except proteobacteria, significantly reducing the scaling of regulators and keep-
ing their average proportion lineage-specific. Our results also suggest that major
transitions in prokaryotic evolution are related to changes in regulatory capacity
rather than proteome innovations.
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4 Regulome size and major transitions

4.1 Introduction

4.1.1 Genome size and the regulome

It remains a great challenge in biology to understand the evolution of gene regu-
latory networks in relationship to the gene repertoire and ecology of an organism.
How does gene regulation scale with genomic complexity and how does it re-
sponds to new environmental challenges? [Aravind et al., 2005] Larger genomes
seem to harbor a greater ratio of transcription factors (TFs) and signal transduc-
tion genes than smaller ones [Cases et al., 2003, Konstantinidis & Tiedje, 2004,
Van Nimwegen, 2003], suggesting a priori that under complex lifestyle conditions,
gene regulation and signal integration are strongly selected. Moreover, the number
of genes per functional category scales as a power law, from which we can infer a
constant scaling factor of ∼2 for transcription regulation and signal transduction,
unlike the case for most other categories [Van Nimwegen, 2003]. This means that,
on average, if the number of genes doubles, the number of regulators and signal
transduction genes quadruples. The explanation proposed by van Nimwegen [van
Nimwegen E., 2005, Van Nimwegen, 2003] is that the observed quadratic scaling
results from average duplication rates that are twice as great as for the rest of the
genome.

This has important implications in our understanding of the fundamental prin-
ciples of genome evolution. If more complex organisms, for example with greater
metabolic diversity, require a larger control machinery, there should be a theoret-
ical maximum for the expansion of genomes [Ranea et al., 2005]. If the regulome
actually expands faster, we need to determine how new regulators couple with
the existing machinery and whether certain kinds of regulation mechanisms are
favored or not by these expansions.

4.1.2 Ancestral gene content reconstruction

To compare the evolution of a group of gene families, e.g. regulators, against
changes in genome size, we performed a maximum parsimony reconstruction
[Mirkin et al., 2003, Swofford, 1998] of ancestral gene content along the prokary-
otic tree of life, establishing the number of duplications, deletions and ’gains‘ –
i.e. horizontal gene transfers (HGT) [Gogarten & Townsend, 2005] and de novo
gene inventions (see appendix for details) –. We use the COG (Cluster of Orthol-
ogous Groups) database [Tatusov et al., 2000] to determine putative number of
regulators and total gene content for each of the 163 prokaryotic genomes present
in the String v6.2 database [Snel et al., 2000b]. The ancestor reconstruction was
performed, per COG, on a recently published tree of life [Ciccarelli et al., 2006],
rooted between eubacteria and archaea and pruned down to our 163 prokaryotic
species.

Whole genome sizes were reconstructed based on 4873 COGs (containing
∼90% of the genes) and 15460 NOGs (Non supervised Orthologous Groups).
Our analysis is based on λ = 2, γ = 3, and validated with λ = 1,γ = 2, λ = 2,γ = 4
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and λ = 3,γ = 4. We consider patterns that are consistent among reconstructions
ranging from ∼2% to ∼12% of all events in COGs being HGT and the size of the
last universal common ancestor (LUCA) ranging from 725 up to 1740 genes.

4.2 Results

4.2.1 Scaling of regulators along evolutionary paths
Based on the ancestral genome reconstruction, we studied the evolutionary pro-
cess leading to the observed quadratic scaling of regulators. To do this, we
study the scaling on the branches of the tree. For each branch on the tree
going from an ancestor with RA regulators and genome size GA, to a descen-
dant with RD regulators and genome size GD, we calculated the scaling expo-
nent α = log(RD/RA)/log(GD/GA) and the change in proportion of regulators
β = (RD/RA)/(GD/GA) (see appendix). We could then compare the obtained dis-
tribution of α values to the expected distribution obtained from a process where
α = 2 has been enforced. The expected distribution is calculated from a sim-
ulation of genome evolution which replays the reconstructed history of events
stochastically (see appendix). Fig. 4.2.1A shows the comparison between the
observed and expected distributions. Surprisingly, we see that α ∼ 1 occurs in
the data more often than expected for a constant quadratic scaling, or for the
reconstruction of it. Looking at the changes in proportion along an evolutionary
path reveals an interesting pattern which is consistent with the α distribution:
large changes in proportion of regulators and signal transduction genes (categories
with quadratic scaling) are localized on few transitions, whereas the rest of the
evolutionary history is not so different than for other functional categories.

In the case of regulation, when we plot the extreme values of β on the species
phylogeny (Fig. 4.2.1), we see that many of the branches that precede the last
common ancestor (LCA) of a major lineage show a large change in the proportion
of regulators. Table 4.1 (appendix) shows that this is an exclusive property of
regulation, where the statistical significance of the cooccurrence is at least in the
order of 10−3 for all studied λ and γ combinations. In contrast, for signal trans-
duction the significance is never below ∼10%. The P value of the cooccurrence of
major lineage LCAs with large changes in genome size and large number of gains
is 0.47 and 0.1, respectively. Thus large changes in proportion of regulators are
better correlated with major lineage LCAs. This leads to the surprising conclu-
sion that at the origin of major lineages a large expansion or contraction of the
regulatory machinery occurs.

4.2.2 Scaling of regulators ‘slows down’ within most phyla
Fig. 4.3A shows that for most major lineages the fitted power law relationship R =
λGθ plotted in log-log scale results in lines with a slope which deviates significantly
from the quadratic trend. In fact, the chance of finding an equal or smaller slope
for each group is no higher than 5% for all groups except proteobacteria, for which
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Results 4.2

Figure 4.2: Localization of large changes in proportion of regulators within the
species tree. Branches marked with + and correspond to the 20% largest changes in proportion
measured as the 10% tails of the b and b1 distributions (see appendix). Points in red correspond
to major lineage LCAs as described in Table 4.1 and projected on the tree of life published in
[Ciccarelli et al., 2006]
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4 Regulome size and major transitions

Figure 4.3: Scaling of regulation and signal transduction for different lineages.
Cyanobacteria, mollicutes and chlamydiae were omitted because of the lack enough independent
data points for a meaningful regression. A. Scaling of regulators. The slopes are: Spirochetes +
Bacteroides: 1.13±0.21, Archaea: 0.96±0.24, Actinobacteria: 1.34±0.11, Bacilli: 1.06±0.11 and
Proteobacteria 2.18±0.08. B. Scaling of signal transduction genes. We see higher scaling factors
and lines at similar heights, in contrast to the case of regulators. The slopes are: Spirochetes
+ Bacteroides: 1.4±0.22, Archaea: 2.08±0.5, Actinobacteria: 1.38±0.10, Bacilli: 1.31±0.11 and
Proteobacteria 1.81±0.07. See appendix for further analysis.

the chance is 57% (see appendix). This is consistent with our previous observation
of many α = 1 cases and extreme β value localized mostly at the root of the lineage
subtrees. Moreover, the fact that the lines occur at different heights also supports
our observations and shows that the average ratio of regulators to genome size is
lineage specific. In contrast with the case of regulation, for signal transduction
(Fig. 4.4B), where the localization of nonlinearities on major lineage LCAs does
not hold, we see that the intralineage scalings keep elevated values and that their
lines overlap.

A prototype example of the ‘slow-down’ in the scalings is found in the group of
Bacilli, which after a large regulome expansion in their LCA keeps a fixed, large
ratio of regulators relative to genome size during their further evolution, in which
their genome sizes change considerably. In accordance with this, the fitted scaling
factor θ for Bacilli species is 1.06, that is, effectively linear. The major exception
to the decrease in scaling exponent within lineages are the proteobacteria group,
which has an exponent θ = 2.18, in fact similar to what we found when grouping
all bacteria together. This is not only because of the nonlinear transitions near
the LCA of the major proteobacterial subdivisions (which are grouped together in
Fig. 4.3); superlinear scaling is also seen within these major sublineages. More-
over, their lines occur at the same height, falling on top of the line of the whole
group (see appendix). Indeed, as seen in Fig. 4.2.1, proteobacterial subdivisions
contain many internal nonlinear transitions (e.g. split of Pasteurellaceae in the
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γ subdivision or Rickettsiales in the α subdivision). Accordingly, the scaling for
the major proteobacterial subdivisions is superlinear (∼2). In summary, the re-
sults shown in Fig 4.3 are consistent with the reconstruction results and with our
hypothesis that large changes in proportion of regulators occur at the onset of
major lineages.

Finally, by simulating genome evolution (see appendix) we can test to what
extent the different hypotheses predict the observed data. Fig 4.4 shows that a
model where the quadratic scaling has been enforced on the evolutionary process,
leads to underestimates of the number of regulators and does not show the ob-
served lineage scalings. By contrast, a model of inflationary evolution, with an
explosion of regulators at the last common ancestors of major lineages, followed
by an scaling of ∼ 2 for proteobacteria and ∼ 1 for all other lineages (an oversim-
plification of our the observations so far reported), corrects the intercepts of the
lines in double logarithmic scale without changing the quadratic scaling, leading
to results which approximates closer to the data, at the level of the whole data
set, at the level of the lineages and at the level of the alpha distribution.

4.3 Discussion and conclusions

Using comparative genome analysis, Babu et al. [Babu et al., 2006] showed that
transcription factors in prokaryotes change faster in evolution than their target
genes, and suggested that organisms might evolve new TFs to sense new signals in
the environment. Given our results, this suggests that the evolution of regulators
operates in large initial explosions followed by fast sequence divergence.

We have shown that large changes in the ratio of regulators and genome size
occurred at the origin of the major prokaryotic lineages. Except for the case of
proteobacteria, once established, this ratio is conserved within the lineages despite
large changes in genome size. Our results suggest that major transitions in the
evolution of prokaryotes are related to changes in regulatory capacity rather than
to innovations in the proteome.
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4 Regulome size and major transitions

Figure 4.4: The constant scaling model vs the inflation model. In A. the data is
compared against 100 simulations of an inflation model (α = 7 at major lineage LCA followed
by α = 1 everywhere except in proteobacteria) and in B. to 100 simulations with a constant
α = 2 scaling. In both pictures the red line correspond to the fitted power law relationship for
the simulation and the black line for the data. The blue background indicates a smoothed 2D
histogram of the simulated species data. We see that the inflation model (log10 error -0.008)
reflects the trend observed on the whole dataset much better than the α = 2 model (log10 error
0.3, p-value of such a large error in dataset < 0.01), which in fact underestimates the number of
regulators C. The α distribution of the inflation model matches the distribution seen in the data.
D. Example of how the models correspond to data of Bacilli. The picture depicts examples of
simulated lineage species getting closer to real data for different ’inflation’ sizes. Inflation sizes
are changed by imposing a large α only on the major lineage LCAs. Here, inflations of size α =
5, 7, and 10 are shown.

52



Appendix 4.5

4.5 Appendix

4.5.1 Simulating genome evolution

We simulate genome evolution by reproducing the reconstructed number of dupli-
cation and deletion events per branch and the initial COG sizes. For each branch
we know the number of deletions δ and duplications d, so we reproduce the process
by performing N = δ + d events on the branch. At each step one of these events
is performed choosing a gene at random and duplicating it with probability d

N , or
deleting it otherwise. After the event is performed the corresponding COG size
is updated and the process is repeated until performing all the N events. This is
done for all branches on the tree, starting from the first ancestor until reaching
the leaves. Innovations and COG deletions are not simulated but added exactly
as they are found in the data.
Given this scheme, we can enforce a scaling law on a functional category by chang-
ing the probability of an event happening on it relative to the rest of the genome.
For instance, a scaling α is enforced on regulators by selecting an event on regula-
tory COGs with probability p = αR

αR+G′ , where R is the total number of regulators
and G′ is the rest of the genome, at a certain time step. An event on G′ happens
with chance 1− p.

4.5.2 Evaluation of reconstruction results

Based on our simulation, we can evaluate how the reconstruction algorithm ap-
proximates the simulated values of the ancestors in the tree. For this we calculate
the average percentage error, based on 100 simulations and 100 corresponding
reconstructions with cost of duplication 2 and cost of innovation 3. The calcu-
lated percentage error is only 1.3%, which we think is a reasonable error margin.
As Fig 4.2.1 in the main text shows, the reconstruction does bias the results to-
wards α = 1, but this bias is not enough to explain the data if the process follows
the quadratic scaling law. Instead, the inflation model we propose fits almost
perfectly after reconstruction (Fig 4.4D in the main text). We have performed
a number of tests to evaluate the conclusions obtained from our reconstruction:
first, given the reconstructed number of events, we ask whether a process with
α = 2 suffices to detect large jumps in the last common ancestors of major lin-
eages, since such a constant process would create a strong correlation between
number of events and β. We see that in 100 simulations the average p-value as
calculated in Table S1 ∼ 0.2, in contrast to the 1x10−4 seen in the data. More-
over, we see that the reconstruction does not bias this, since the average p-value
remains the same in reconstructed simulations. Another important question is
how does the reconstruction gets affected by evolution under different scalings.
We find that the log-errors of the ancestors to the line fitted with the species is
exactly the same for a linear process and its reconstruction and for a quadratic
process and its reconstruction, which suggests that the reconstruction performs
well also under different rates of gene events.

53
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Figure 4.5: Correlation of β to changes in genome size and branch length. The
left panel shows the a scatterplot of |log(GD/GA)| vs β and the right panel branch length vs β.
Large empty points denote major lineage LCA where with a extreme β value. The extreme large
values of |log(Gd/Ga)| correspond to transitions to endosymbiotic life where most regulators are
lost. Therefore the low βs

Parsimony reconstructions can however be biased by many different sources
of error. For instance, one expects that as the number of events increases, the
estimation becomes less accurate. Fig. 4.5 shows however that our β estimates,
used to locate nonlinear transitions do not correlate well with changes in genome
size or branch length.

Our analysis is also affected by the quality of the COGs, and there are many
possible sources of error affecting the COG definition. One which is particularly
relevant is that regulators have fast rates of evolution, which could result in ’real’
COGs being broken apart in smaller COGs. One possibility is that this affects our
estimation of β as these smaller COGs would induce innovations which actually
belong to an ancestor closer to the root. Given the distribution of innovations,
the only ancestors for which this may be a problem are those of archaea and eu-
bacteria. Additionally, if the COGs are actually bigger, the parsimony estimation
tends actually reduce even less the number of jumps within the lineages. However,
it is difficult to make a prediction of how exactly having a different COGs would
affect our results. We therefore warn the reader of the fact that our reconstruction
relies on the quality of the COGs.

We have used different costs of innovation and duplication to validate our
results. The costs used in the reconstruction follow the logic that deletions could
be more favored than duplications, and that gene creation is less likely than
duplication. However, we must warn the reader that there is no known estimate
of the real average values.

Finally, we have performed a test to see whether the reconstruction is biased
to large β’s on the last common ancestors of the lineages or if this is a prop-
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erty of regulators. We created 100 ‘functional categories’, with same number of
COGs as transcription regulation (70) but made of randomly selected ones, to
observe whether these are correlated to last common ancestors as we observe for
regulation. If the reconstruction pushes large betas to the LCA, we would see
that the p-value of the collocation with these random groups would be deviated
from the 0.5 random expectation. We see however that the average p-value of
the collocation for this test is 0.5, that is to say, such a pattern is a property of
regulators and not of the reconstruction. We think this is very strong evidence
pointing that our results are not an artifact of the reconstruction. Additionally,
we see that when the species COG distribution is randomized over the whole tree
(shuffling species within each regulatory COG), only the ancestors of eubacteria,
mollicutes and chlamydiae are linked to a large β (p-value 0.69), i.e. those where
the actual number of regulation COGs makes an important difference.

4.5.3 Scaling and changes in proportion along the tree

Given a branch in the tree running from an ancestor with RA number of regulators
and genome size GA, to a descendant with RD number of regulators and genome
size GD, we define the relationship RD

RA
= [GD

GA
]α, where α is the scaling exponent.

To measure changes in proportion of regulators we establish a similar measure but
in linear scale: β = RD

RA
· [GD

GA
]
−1

. A value of β = 1 implies that the ratio between
the number of genes in the category and genome size is kept constant along the
branch. β > 1 implies faster expansions or slower contractions within the category
and β < 1 slower expansions or faster contractions. The relationship between α

and β can be easily computed as β = [GD
GA

]
α−1

, from which we can clearly see that
β = 1 implies α = 1, when excluding the degenerate case GD

GA
= 1 for which α is

undefined.
Since most transitions along the tree are small, one may ask whether the fact

that β values close to 1 are an effect of branches with small number of events.
However, we see that a β ∼ 1 is still the most common case even when removing
those branches with |GD−GA|< 500.

4.5.4 Finding nonlinear transitions on the branches

To search for patterns among those branches holding nonlinear transitions, we ob-
tain an averaged beta estimate based on reconstructions with acctran and deltran
parameters, which determine how to reconstruct an ancestor when two scenar-
ios have equal cost. When using acctran events occurring closer to the root are
favored, while deltran prefers events closer to the leaves. The estimated β is cal-
culated from Racc

D +Rdel
D

Racc
A +Rdel

A
= β

Gacc
D +Gdel

D
Gacc

A +Gdel
A

. Using the estimated β distribution, we locate

nonlinear transitions by taking the 10% tail of the β distribution for β > 1, and
the 10% tail of the β−1 distribution for β < 1.

Fig. 4.6 shows the distribution of nonlinearities on the species tree for signal
transduction. We see that less points are collocated with the major lineage LCAs
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Figure 4.6: Localization of the nonlinear changes in number of signal transduction
genes along the species tree. Branches marked with + and - correspond to the 20% largest
changes in proportion measured as the 10% tails of the β and β−1 distributions, with λ = 2,
γ = 3. Points in red correspond to major lineage LCAs (see Table S1). The probability for
such a number of nonlinear transitions occurring by chance on the major lineage LCAs is 10%.
Projected on the tree of life as published in [Ciccarelli et al., 2006].
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and that the nonlinear transitions are more uniformly distributed, in contrast
with the case of regulation, where most of those points that where not linked to
a major lineage LCA where concentrated within proteobacteria.

4.5.5 Statistical significance of the collocation of LCAs with
major transitions

To calculate the statistical significance of the occurrence of nonlinear transitions
on the major lineage LCAs, we count the number of times an equal or higher
number of collocations is observed on an ensemble of 10000 trees, where β values
are shuffled among the branches. The resulting p-value corresponds to the hyper-
geometric probability of finding at least the observed number of LCAs in the tails
(Table S1).

To calculate the cooccurrence of gains with major lineage LCAs we perform
a reconstruction based only on presence / absence of COGs. That is to say, if a
species has representatives in a given COG a value of 1 used in the reconstruction.
Based on this we can infer the total number of gains per branch. It is trivial to see
that the best correlation between major lineage LCAs and large gains is obtained
at high gain cost and preferring events occurring close to the root, since most
creation or HGT events are pushed closer to the root and consequently to the
major lineage LCAs. Therefore, γ = 4 and acctran produces the best p-value for
gains, 8×10−3. Using deltran and the same γ delivers a significance of 3×10−2.
All other scenarios produce values higher than 0.1. As mentioned in the text, in
the case of regulation, the statistical significance for all studied λ, γ combinations
is at least in the order of 10−3.

4.5.6 Estimation of scaling factors

Given a group of species, to estimate the scaling of regulatory genes in rela-
tionship to the total number of genes in the genome, we fitted the linear model
log(R) = θ log(G)+C, corresponding to the log-log transformation of the R = κGθ

relationship, where C = log(κ). We find that the fit in log-log scale provides a
more accurate model than the non-linear fit in linear scale because the amount
of variation in number of regulators is dependent on genome size (larger genomes
have more variation). Since the log-errors are approximately normally distributed,
the least squares fit in log-log scale is optimal also in maximum likelihood sense.
More precisely, given the log-errors εi = | loga(Ri)− loga(R̂i)|, where R̂ is the esti-
mate and a is an arbitrary base, we see that Ri = R̂iaεi holds and therefore the
linear errors will scale multiplicatively with respect to the estimates. The 95%
confidence interval given by the R∗

i = Ri ±Ri · 2
√

σ2(aε) limits not only contains
at least 95% percent of the data points in all our fits, but provides also a good
description of the variation of the number of regulators according to genome size.

Tropheryma whipp. and Nanoarchaea equit. are both extremely small genomes
when compared to the rest of their actinobacteria and archaea conspecifics, there-
fore, they were not included in the reported fits. Upon inclusion, the scaling factor
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Table 4.1: Changes in genome content at the origin of major prokaryotic lineages
The two leftmost columns show the occurrence of nonlinear changes in regulation and signal
transduction (ST), as defined in Fig. 1, on the LCA of the main lineages. We observe an
statistically significant collocation only in the case of regulation, where even the acctran and
deltran reconstructions alone result in p-values in the order of 10−3. Marks in parenthesis
indicate cases where the nonlinearity occurs in the branches that follow the LCA, rather than
in the preceding one. Our reported p-values correspond only to the collocation in the preceding
the LCA. The two rightmost columns show the occurrence of large | ∆G| and gains on the major
lineage LCAs. This is calculated by looking at the 20% largest | ∆G| on the full reconstruction
with λ = 2,γ = 3 and on the reconstruction based on absence / presence of COGs with γ = 3,
respectively.
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Figure 4.7: Scaling of proteobacterial subdivisions. Fitted lines for the α and γ sub-
divisions. In contrast with other prokaryotic lineages, in proteobacteria we see conservation of
the quadratic scaling and overlap of the subdivision lines.

for actinobacteria is ∼ 1.5 and for archaea ∼ 1.3.
One could argue that the observed super-linear scaling of the proteobacteria is

an averaging effect over a wide spread distribution of genome sizes, which includes
small endosymbionts with less than 650 Mbp (Buchnera aphidicola) as well as
free-living bacteria with more than 6 Mbp (Pseudomonas aeruginosa). To check
for this, we fitted the power law relationship on genomes with more than 2000
proteins (only middle-size and large-size free-living bacteria), finding an almost
identical scaling factor.

In accordance to the distribution of nonlinearities on the tree, the proteobac-
terial subdivisions show a quadratic scaling as well. Fig. 4.7 depicts the fitted
lines for α and γ proteobacteria. As mentioned in the main text, we see that their
lines fall on top of the line of the whole group.

4.5.7 Significance of the deviation from the quadratic law

We compared the slopes we calculated by the abovementioned method with slopes
calculated by van Nimwegen’s Bayesian fitting procedure as described in reference
[3]. This method assumes noise in both coordinates and therefore leads to higher
values of the fitted slopes.

Using these estimates we calculated the probability of obtaining such a slope
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Group COG data van Nimwegen’s Bayesian fitting
Bacilli 1.06 1.08 - 1.35
Proteobacteria 2.18 2.24 - 2.43
Spirochetes+Bacteroides 1.13 0.88 - 1.61
Actinobacteria 1.34 1.49 - 1.74
Archaea 0.96 1.07 - 1.76

Table 4.2: Slopes obtained with van Nimwegen’s Bayesian fitting.

in random groups with the same number of species and within the same range
of genome sizes. We find that even these, higher, estimates of the slopes are sig-
nificantly lower than expected from the whole data set. The p-values are: Spiro-
chetes+bacteroides: 0 (which means at most < 1−3), Archaea: 0 , Actinobacteria:
0.05, Bacilli: 0, Proteobacteria: 0.57.

The statistical significance of the estimated slopes (scaling factors) were in
all cases 2-5 order of magnitude higher than for the random groups. That is
to say, species within the same lineage vary in a more consistent manner than
inter-lineage groups.

4.5.8 Validation with alternative dataset
The number of putative regulators and the genome size obtained with the COG
classification was validated by using complete prokaryotic genomes, available in
EMBL-EBI, and their Interpro annotations. This is a delicate operation because
of problems with Interpro-GO mapping: Many Interpro entries have no mapped
GO category, some Interpro entries clearly associated to regulation are allocated
in the generic ’sequence specific DNA-binding’ category and most importantly,
genes may have more than 1 Interpro hit, such that when a gene has a hit which
according to GO correspond to regulators, it may also have another hit which
points to two component systems (a response regulator) or sigma factors.

To select regulators we have the following rule: it should have a hit in one: of
transcription factor activity GO:0003700, transcription regulator activity GO:0030528
or regulation of transcription DNA-dependent GO:0006355. It should not have a hit
in: two component systems GO:0000160, sigma factors GO:0016987, two component
sensor GO:0000155 or GO:0000156. Additionally, we noticed the following 3 Interpro
entries are not mapped to GO categories and needed to be manually added:
IPR010982: Lambda repressor like, DNA-binding. IPR010057: Transcriptional
activator Rgg/GadR/MutR IPR005149: Transcriptional regulator PadR.

The resulting slopes are consistent with COG estimates, as summarized in the
following table.
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Group COG data Interpro data
Bacilli 1.06 1.05
Proteobacteria 2.18 1.74
Spirochetes+Bacteroides 1.13 1.31
Actinobacteria 1.34 1.40
Archaea 0.96 1.16

Table 4.3: Validation with interpro hits

4.5.9 List of species abbreviations

Abbreviation Species Abbreviation Species
RhodBal Rhodopirellula baltica WiggBre Wigglesworthia brevipalpis
BorrBur Borrelia burgdorferi LeptInt Leptospira interrogans
TrepDen Treponema denticola AeroPer Aeropyrum pernix
TrepPal Treponema pallidum WolbSp. Wolbachia sp. wMel
CampJej Campylobacter jejuni HeliPyl Helicobacter pylori
PseuAer Pseudomonas aeruginosa BuchAph Buchnera aphidicola Bp
PseuPut Pseudomonas putida CoryEff Corynebacterium efficiens
BradJap Bradyrhizobium japonicum EschCol Escherichia coli
RhizLot Rhizobium loti CaulCre Caulobacter crescentus
PastMul Pasteurella multocida StapAur Staphylococcus aureus Mu50
RickCon Rickettsia conorii VibrVul Vibrio vulnificus
RickPro Rickettsia prowazekii BaciAnt Bacillus anthracis
DesuVul Desulfovibrio vulgaris BlocFlo Blochmannia floridanus
NitrEur Nitrosomonas europaea BifiLon Bifidobacterium longum
ChloTep Chlorobium tepidum BaciCer Bacillus cereus
LactLac Lactococcus lactis ListMon Listeria monocytogenes
BaciSub Bacillus subtilis WoliSuc Wolinella succinogenes
LactPla Lactobacillus plantarum BordBro Bordetella bronchiseptica
StreCoe Streptomyces coelicolor BordPer Bordetella pertussis
MethJan Methanococcus jannaschii CoxiBur Coxiella burnetii
MethAce Methanosarcina acetivorans HaemDuc Haemophilus ducreyi
ArchFul Archaeoglobus fulgidus HaemInf Haemophilus influenzae
MethKan Methanopyrus kandleri BrucSui Brucella suis
XyleFas Xylella fastidiosa ShewOne Shewanella oneidensis
PyroAer Pyrobaculum aerophilum SalmTyp Salmonella typhi
StreAve Streptomyces avermitilis RhodPal Rhodopseudomonas palustris
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CHAPTER 5

Regulome size in Prokaryotes: Universality and Lineage
specific variations

Otto X. Cordero and Paulien Hogeweg
Trends in Genetics, 2009. In press.

Molina and van Nimwegen [Molina & Van Nimwegen, 2009] recently reported
scaling exponents for different functional groups of genes and analysed the dis-
tribution of these scaling coefficients across clades and lifestyles. On the basis
of the overlap between the 99% confidence intervals of their fits, they conclude
that, for almost all functional groups, the exponents are equal ( universal ) for
all Prokaryotes. They place particular emphasis on transcription regulation and
conclude that the scaling exponent over all clades and lifestyles is ∼2. This differs
from our earlier study of regulome evolution across clades [Cordero & Hogeweg,
2007] (presented in Chapter 4), in which we found abrupt expansions and contrac-
tions of relative regulome size at the origin of major lineages and lower exponents
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within clades than in the whole dataset. Molina and van Nimwegen suggest that
this discrepancy is because of their larger dataset, improved annotation (i.e. GO
annotated domains rather than COG) and a better fitting procedure, and conclude
that the differences we reported can be explained by noise . Here, we question
their conclusions on technical and conceptual grounds and discuss the possible
mechanisms underlying the apparent constraints and variation of regulome size
in prokaryotes.

On a technical level, the main problem with Molina and van Nimwegen’s cross-
annotation comparison is that the transcription regulation category in the COG
database collects one-component systems (1CS), which combine substrate-binding
and DNA-binding domains in a single protein [Ulrich et al., 2005], rather than
two-component systems (2CS), which are present in the signal transduction cat-
egory. Therefore, by comparing the transcription regulation COG category with
their GO-PFAM annotation, which bundles 1CS and 2CS together, they compare
different biological systems. In chapter 4, we showed that, although 1CS and 2CS
have similar scaling exponents when fitting through all species, for the specific
case of 1CS, the scaling became near-linear in large clades such as Bacilli, a re-
sult confirmed by Molina and van Nimwegen (see their supplementary material
online). Figure 5.1A shows the results of combining 1CS and 2CS with COG an-
notation: as expected, the exponent of Bacilli is somewhat greater than for 1CS
only. The fitted trends are actually consistent with the results obtained when
we annotate proteins based on PFAM and not on GO-PFAM annotation (which
misses ∼20% of all proteins that do have PFAM domains) as Molina and van
Nimwegen do (see Figure 5.1 and appendix for details).

Molina and van Nimwegen see the lower spread in the GO-PFAM data as a
sign of better annotation. However, a reduction of the log-errors is a natural
consequence of having more proteins on the y-axis (i.e. 1CS + 2CS), simply
because what is on the y-axis is a subset of what is on the x-axis. (See appendix,
which also shows that this is independent of natural categories .) The category-
size-dependent trend can also be seen in Figure 1c-k of Molina and van Nimwegen’s
paper.

On a more conceptual level, Molina and van Nimwegen claim that their results
support the ‘simple’ hypothesis of a universal constant for evolution. Currently,
no biologically plausible hypothesis (simple or otherwise) is available either for
universal constants or for the causes of variation. The hypothesis proposed in
earlier work by van Nimwegen [Van Nimwegen, 2003] a faster duplication and
deletion rate seems unlikely because of the role that horizontal transfer has in
bacterial evolution and the substantial differences in the scaling exponents ob-
served within closely related groups (Figure 5.1C), contravening a mutational or
causal explanation. Evidently, not disproving a common distribution ( universal-
ity ) does not mean that the observed variation is biologically meaningless. Data
fitting alone cannot distinguish between measurement noise, neutral variation,
evolution contingencies or functional or adaptive variation.

In the absence of a hypothesis, a first step to identify possible mechanisms
for convergence or variation is to investigate the patterns of variation. Inter-
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Figure 5.1: Is there a universal constant behind the evolution of regulators? A-B)
These figures show the scaling of 1CS+2CS on species with at least 65% annotation in
COG (577 species) and PFAM (558 species) data. Both annotation systems converge
to sub-quadratic exponents (∼1.75 linear fit, ∼1.85 maximum likelihood (ML) fit) and
to low scaling exponents within Bacilli (COG: 1.27 linear fit, 1.36 ML fit. PFAM: 1.35
linear fit, 1.42 ML fit). To obtain a GO independent set of regulatory domains, we de-
tected those non-GO annotated PFAM domains occurring frequently in proteins whose
text annotation in the String7.1Von Mering et al. [2007] database indicates transcrip-
tion regulatory function. The predicted function of those non-GO annotated regulatory
domains was verified manually against Interpro annotation. C) No evidence of universal
quadratic law within short evolutionary time-scales. The figure shows all within-genera
fitted slopes with P < 0.02, using GO-PFAM ‘regulation of transcription’ against proteins
with PFAM domains. We see that well-sampled genera like Bacillus, Escherichia and
Salmonella do not comply with the hypothesis of quadratic universality. D) The number
of proteins in the genome versus percentage of divergent regions. The variation observed
for Bacilli and Archaea is consistent with the variation observed in Figures A-B) and
suggests that lineage specific patterns of network organization, and not annotation noise,
explain the differences in scaling.
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estingly, Molina and van Nimwegen state that variation among lifestyles is less
than that across lineages, suggesting that genome organization (possibly caused
by evolutionary contingency), rather than direct adaptation, underlies variation.
It would be particularly interesting to study if different features of the genome
organization vary in consort. The Molina and van Nimwegen data show that
Bacilli, which take an extreme position with respect to regulome scaling, do so in
several functional categories (including those for which the authors concede that
there is clade variation). Moreover, Figure 5.1D shows a lineage-specific pattern
of regulatory network organization which coincides with the observed variation
in exponents: the Bacilli, which have a low scaling exponent and high offset,
have also one of the lowest percentages of divergently transcribed regions in the
genome. At the other extreme, Archaea, which show a lower number of regulators
and high exponent, has a large percentage of such divergent regions. An analysis
of regulatory networks indicates that divergently transcribed gene pairs tend to
be co-regulated, possibly because of their overlapping upstream domains [Warren
& Ten Wolde, 2004]. Thus, scaling features seem to co-vary with incidence of
co-regulation, which might reflect a causal relationship. These observations give
initial suggestions about the links between the scaling properties as studied by
Molina and van Nimwegen and other properties of genome organization. Such
links might ultimately reveal mechanisms that constrain scaling factors, and/or
reveal interesting lineage specific differences, and should be studied further.

5.1 Appendix

5.1.1 Quality of the fit vs size of category

Molina and van Nimwegen (MvN) have claimed that the variation in fitted expo-
nents observed in the COG data is the result of ‘noise’. As we explained in the
main text, COG annotation via category ‘transcription regulation’ contains only
one component systems, and not two component systems. The analysis of MvN
combines one and two component systems. Here we show that we can expect less
variation around the fit simply as a result of the larger number of proteins on the
y axis.
If y are the observed number of genes in the category, and y∗ the fitted values,
the log error ε around y∗ is,

ε = log(y)− log(y∗)
ε = log(αy∗)− log(y∗)

ε = log(αy∗/y∗)
ε = log(α)

where α is the multiplicative error factor. Since the proteins in the functional
category are sampled from the total protein set of a genome, we can assume as
a null model that the size of the category is binomially distributed with mean
px, where x is the size of the proteome and p = y∗/x is the expected proportion
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covered by the category. The variance of the number of genes in the category is
thus,

∑(y−y∗)2

N = x∗ y∗
x (1− y∗

x )

where the right hand side is simply the variance of the binomial distribution.
Decomposing y in terms of alpha we can find an expression for the log error:

∑
N (αy∗−y∗)2

N = x∗ y∗
x (1− y∗

x )
∑

N (y∗)2

N (α−1)2 = y∗(1− y∗
x )

(y∗)2(α−1)2 = y∗(1− y∗
x )

y∗(α−1)2 = (1− y∗
x )

α = 1+
√

(1− y∗/x)/y∗

and so, the log error is:

ε = log(1+
√

(1− y∗/x)/y∗) (1)

this shows that as the estimate y∗ approaches x, that is to say, as the size of
the category increases, the expected spread around the fit approaches 0. From
this we expect to see little variations in the exponents within subgroups for large
functional categories.

Figure 5.2 shows the log errors as a function of p = y∗/x for real functional
groups. We see that, as predicted by equation (1), the log errors tend become
smaller as the coverage of the functional groups increases, irrespective of their
functional interpretation.

5.1.2 GO-PFAM annotation.
In contrast to van Nimwegen’s original analysis [Van Nimwegen, 2003] and to our
2007 paper [Cordero & Hogeweg, 2007], MvN introduce the use of protein domain
counts rather than proteins counts. Instead, in the main text we have focused on
protein counts as they are more biologically meaningful (notice that MvN claim
this does not affect their conclusions). MvN also introduce a normalization of the
x axis, including only proteins that contain annotation. The motivation behind
this is that some proteins without annotation may belong to the functional cate-
gory under study. The implicit assumption is that miss-annotation is uniformly
distributed across categories. Intuition suggests instead that well-characterized
or well-conserved functions such as DNA-binding, translation or transmembrane
spanning are less likely to be missed by annotation than other poor studied func-
tions. Moreover, in complete genomes, about 20% of all PFAM annotated proteins
lack GO annotated PFAM domains. Therefore, imperfect GO annotation and nor-
malization of the x axis by annotated domains can lead to over-estimation of the
exponents. With this in mind, we sought to validate MvN analysis by obtaining a
GO independent PFAM annotation of transcription regulatory functions. We did
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Figure 5.2: Relationship between size of category and log-errors. Each point in the
figure corresponds to a genome. The x coordinate is the proportion of the genome
covered by the category, as predicted by the the fitted line, while the y coordinate is the
log-error of the fit for the corresponding genome. Different colors correspond to different
groups of functions. The red line is the prediction from binomial sampling, as derived
in the text. We see that larger groups, meaningful or not, have less spread around the
fitted line and therefore should have less variation in exponents within subgroups.

this by extending the list of GO annotated domains directly involved in regula-
tion of transcription with 30 domains that consistently appear in proteins whose
text annotation in the String7.1 database [Von Mering et al., 2007] contained the
words ‘transcription(al) regulator’ or ‘response regulator’. This list of non-GO
annotated domains was manually checked against Interpro annotation. In Figure
5.1B we show the results obtained by estimating the number of regulatory pro-
teins based on the presence of at least one of the domains in this list. The results
are consistent with COG based estimates based on the ‘transcription regulation’
and ‘signal transduction’ categories against all proteins with COG functional an-
notation (this means excluding the ‘S’ category which corresponds to function
unknown).
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CHAPTER 6

The consequences of base pair composition biases for
regulatory network organization in prokaryotes

Otto X. Cordero and Paulien Hogeweg
Molecular Biology and Evolution, 2009. in Press.

Abstract

Given the dramatic variation in GC content observed in prokaryotes, from ∼20%
to ∼75% GC, one wonders if these extreme biases in base pair composition affect
the evolution of transcription factor binding sites. This letter shows that, along
the wide range of GC content variation in bacteria, bacterial binding sites keep
a high frequency of AT bases, roughly independently of the background base
pair composition of intergenic regions. As a result, the equilibrium base pair
frequencies of binding sites depart the most from those of background DNA in
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6 AT content and regulation

GC rich genomes. This not only implies a higher specificity, but also a higher
coding barrier for binding sites in GC rich genomes. In accordance, we observe
that the average percentage of divergently transcribed regions increases with the
GC content of the genome, suggesting the use of a more efficient coding strategy
.

One of the basic tenets in the paradigm of gene regulatory networks is that
transcription factors (TF) are able to interact with specific sites on the DNA, by
recognizing small sequence patterns in the DNA out of millions of other possi-
ble sites [Gerland et al., 2002]. Given the huge biases in nucleotide composition
observed across prokaryotes, from ∼20% GC in intracellular parasites to ∼75%
GC in large species with complex metabolisms such as Streptomyces coelicolor,
one wonders how the organization of the regulatory network copes with the po-
tential problems that may be posed by changes in the information content of the
DNA sequence. Intuitively, as nucleotide frequencies deviate from the maximum
entropy configuration, in which all nucleotides are equally frequent, some motifs
will appear more often and some will become more rare [Schneider et al., 1986].
A naive expectation would be that evolution exploits GC biases by selecting TF
recognition sites with an opposite GC content than the average of intergenic re-
gions. However, as noticed by Mitchison [Mitchison, 2005], intrinsic requirement
for higher DNA flexibility at places of TF binding [Protozanova et al., 2004], may
push binding sites (BS) to be AT richer than the intergenic background (BG).
One question we ask here is whether this constraint holds across bacteria with
large differences in GC content. Moreover, if there is a general bias for binding
sites to be AT rich, we would like to know if it is relative to the base pair com-
position of the BG, or if there is a background independent constraint on the AT
content of binding sites. Depending on the answers to these questions, regulatory
networks in GC rich and GC poor genomes may evolve under different evolution-
ary pressures. In this letter we will clarify these issues, discuss the evolutionary
implications of our findings and show evidence indicating that, as a consequence
of BS base pair composition biases, GC rich and AT rich genomes use different
strategies to code their regulatory interactions.

We use the RegTransBase database v4 [Kazakov et al., 2007], containing 141
alignments and position weight matrices (PWM) and including more than 1000
different binding sequences, to study the relationship between BG and BS base
pair biases on a large phylogenetic scale. The first step is to quantify the relation-
ship between the base pair frequencies of the genome and of the binding motifs.
Figure 6.1A shows that, over wide GC content range, the nucleotide frequencies of
motifs remain in average constrained to a high percentage of AT bases (see figure
legend). Moreover, because of the of relatively flat trend between the AT content
of the intergenic background and of binding sites, genomes with extreme base pair
frequency biases have different regimes of ‘specificity’: while in AT rich genomes
BS sequences are ‘typical’ with respect to the background (and in many cases
even have AT contents which are lower than for the average intergenic region)
in GC rich genomes BS base pair frequencies depart the most from background
DNA.
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Figure 6.1: The relationship between AT content and specificity. A. Average AT
content of motifs vs the average AT content of the genomes where they occur. The Pearson
correlation is 0.45 (P < 10−3). The average AT content of motifs is calculated by sampling 10000
sequences from the nucleotide frequency matrices. The area on the background corresponds to
the average AT content of intergenic regions ±2 standard deviations and the dashed line is AT
of the whole genome. B. Results obtained with unsupervised prediction of binding sequences.
The results are consistent with those of Fig A. C. Distribution of the density of PWM hits in
GC rich (>50%) and AT rich genomes. The inset shows that the shift in the distribution of
PWM hits is not caused by higher alignment entropies in AT rich genomes (r =−0.1, P = 0.18).

To account for possible human biases in the curation of binding sites, we
used the unsupervised binding site predictions contained in the SwissRegulon
database [Pachkov et al., 2007]. These predictions were produced (for a small set
the species) by a model of sequence evolution in orthologous intergenic regions,
which detects conservation and assigns a posterior probability of being a binding
site to sequences in these regions. Figure 6.1B shows that the results obtained
with this predictions match the flat trend obtained with curated binding sites in
Figure 6.1A, confirming the idea that binding sequences depart the most from the
background in GC rich genomes.

The trend observed between background and binding site base pair frequencies
implies that AT rich genomes should have a higher frequency of partial binding
site matches than GC rich genomes. This is not so trivial, as higher order correla-
tions between base pairs [Djordjevic et al., 2003] or different weights per position
match/mismatch ultimately determine the chance of finding a given sequence
pattern in a genome. To address this question, we use position weight matrices
(PWM) to calculate the density of PWM hits per DNA molecule (see supp. ma-
terial). With a cutoff of 60% of the average score of the corresponding binding
sites found in the genome, we counted PWM hits on both strands of the DNA
molecules where the corresponding BS are found. Figure 6.1C shows the distribu-
tion of the density of 60% PWM hits for GC rich (GC > 50%) and AT rich (GC
< 50%) genomes. In accordance with the trends in Figure 6.1A-B, we observe
that AT rich genomes have a higher density of sequences which partially match
the consensus recognition motif.

Although it has been shown that short eukaryotic binding sites (5-9bp) can
quickly evolve by point mutations [Stone & Wray, 2001], this is not necessarily
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the case for longer (15-20bp) prokaryotic binding sites. Our results show that
in GC rich genomes the distribution of hamming distances between background
and target binding sites is shifted towards larger values (see appendix), so we
can expect that the evolution of new binding sites requires a larger number of
mutations in these genomes. Moreover, because the BS fitness landscape is a
nonlinear function of the number of mismatches [Berg et al., 2004, Gerland &
Hwa, 2002], most mutations will not have a fitness effect unless the hamming
distance to the target BS is small enough, which can lead to long neutral waiting
times [Berg et al., 2004]. For the case of binding sites already present in the
genome, if there is an intrinsic pressure keeping a high frequency of GC bases,
these sites will require an specific and opposite selection pressure to remain AT
rich. All together, this implies that BS evolution faces a higher coding barrier in
GC rich genomes.

If high background GC content is indeed an obstacle for the evolution of bind-
ing sites, we can imagine evolution would find ways to ‘optimize’ the coding of
binding sites in genomes with high GC frequencies. One way to do this would
be to pack more binding sites per intergenic region, by coding adjacent genes
in divergent orientations. This strategy would allow to reuse regions which may
already have a high tolerance for AT sequences, or even to code overlapping bind-
ing sites. Figure 6.2 shows that according to this expectation, GC rich genomes
tend to use a larger percentage of divergent intergenic regions than AT richer
genomes. It is important to notice that, in spite of the correlation between GC
content and genome size [Musto et al., 2006], there is no strong correlation be-
tween genome size and density of divergent regions (% of divergent regions vs size
of DNA molecule in bp, r = 8.5× 10−4), which suggests that the trend in per-
centage of divergent regions is indeed explained by the AT content of the genome.
This suggests that base pair composition biases can pose limitations to the coding
of regulatory interactions, affecting the organization of the regulatory network.
The high percentage of divergently transcribed regions in GC rich genomes may
reflect the need for a more efficient coding strategy.

One aspect which has not been discussed in this paper is whether the apparent
convergence between BG and BS sequences in AT rich genomes has consequences
for the functional specificity of the network. One possibility is that transcription
factors in AT rich genomes spend more time bound to spurious sites than in their
GC rich counterparts, slowing down the kinetics of transcription [Kolesov et al.,
2007]. If this is the case, such scenario could be permissible in obligate parasites,
which have lower demand for regulation [Borenstein et al., 2008]. However, in
large and facultative AT rich gram positives such as Firmicutes, it is unclear
to what extent the convergence between BS and BG base pair frequencies may
represent a relevant physiological limitation.

Our results show that in GC rich genomes binding sites evolve under very
different constraints with respect to the background, while in AT rich genomes
binding sites are more ‘typical’. The general pattern of high AT frequencies in
binding sites gives us strong reason to believe that there are species independent
biophysical constrains, possibly related to DNA flexibility. Our results show that
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Figure 6.2: Density of divergently transcribed regions as a function of AT content.
In accordance to our predictions, there is an increasing trend in the density of divergent inter-
genic regions in GC rich genomes. The Pearson correlations between AT content and density
of divergent regions is -0.24 (P < 10−3). Leaving out points above 30% density of divergent
regions, the correlation is -0.45 (P < 10−3). Those outliers with extremely high density of diver-
gent regions are mostly archaeas, thermatogas and some cyanobacteria. To avoid inclusion of
interoperonic regions, the figure shows intergenic regions of length > 50bp.
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these constrains may have led to the evolution of different coding strategies in
GC rich and AT rich genomes. In particular, we have seen that GC rich genomes
tend to use a large percentage of divergently transcribed regions, which could
potentially allow for a more efficient coding of regulatory interactions. As has
been recently suggested in [Cordero & Hogeweg, 2009], these different strategies
may underlie some of the observed lineage specific trends between genome size
and proportion of regulatory proteins.
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6.1 Appendix

Binding site data collection and analysis

Binding site alignments and PWMs were downloaded from regtransbase.lbl.gov.
Alignments are mostly based on closely related species but in few cases they span
large phylogenetic distances, such as between Firmicutes and β-proteobacteria,
with very different GC contents. We have checked whether the trend in AT
content is affected by splitting these alignments into clade specific groups and
building new matrices for them. We find that this does not make a difference for
our results and that, with few exceptions, binding sites are AT rich, remaining
bound to 50% even in those genomes with almost 70% GC.

The trend between AT genome - AT motif as captured by binding site
alignments

Figure 6.1A in the main text shows the rather flat trend between the AT content of
genomes and binding sites. The figure plots the average AT content of the genomes
where the binding sites in the alignment occur, vs the average AT content of the
relevant frequency matrix. Figure 6.3A shows the same figure but with error bars
corresponding to the standard deviation of the estimated AT contents. On the
y axis, this is calculated by sampling 10000 sequences. Sequences are sampled
according to the normalized frequencies contained in each matrix entry.

Figure 6.3B shows how the trend between AT genome - AT binding sites re-
flects on the information content of the alignment. The information contained in
an alignment of motif sequences of length L is defined as I = ∑

L
i=1 ∑

4
b=1 fibln( fib/P(b)),

where the sums go over a matrix containing the observed nucleotide frequencies
( fib) for each position i and base b. P(b) defines the apriori probability of finding
the base in the background, which in the case of Figure 6.3B is simply the base
pair frequencies in the concatenation of all intergenic regions.
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Figure 6.3: A. Average AT content of motifs vs the average AT content of the genomes
where they occur. The error bars show the standard deviation around the average AT content
of the genomes (x coordinate) and the standard deviation around the average AT content of the
base pair frequency matrix (y coordinate). B. Information content of the base pair frequency
matrices, relative to each of the genomes where the aligned binding occur.

Figure 6.4: Distribution of hamming distances to consensus sequences of binding sites of
Burkholderiales (black lines) and Firmicutes (red lines). The horizontal lines correspond to 1 /
average genome size.
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Position Weight Matrices

PWMs can be used to score any sequence of appropriate length with respect
to the information contained in an sequence alignment. Each entry in the PWM
represents how strongly conserved a base pair is. The PWM score of a sequence is
simply the sum of the corresponding matrix entries. Using the PWMs downloaded
from RegTransBase, we scanned both strands of the DNA molecules where the
binding sites in the alignment are found, and counted sequences with scores at
least 60% that of the average binding site in the alignment. Dividing this count
by the number of base pairs in the DNA molecule gives us the the density of
PWM hits reported in Figure 6.1C of the main text.

Hamming distances

As a corollary, Figure 6.4 presents a comparison between the distribution of
the hamming distances between BG sequences and consensus BS sequences in
Burkholderia and Firmicutes. As expected, BG sequences in GC rich Burkholde-
ria have larger hamming distances to TF binding targets.
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CHAPTER 7

The impact of long-distance horizontal gene transfer on
prokaryotic genome size

Otto X. Cordero and Paulien Hogeweg
submitted manuscript

Abstract

Horizontal gene transfer is one of the most dominant forces in molding prokaryotic
gene repertoires. These repertoires can be as small as ∼200 genes in intracellular
organisms, or as large as ∼9000 genes in large free-living bacteria. In this pa-
per we ask what is the impact of horizontal gene transfer from phylogenetically
distant sources, relative to the size of the gene repertoire. Using different ap-
proaches for horizontal transfer detection and focusing on both cumulative and
recent evolutionary histories, we show a surprising pattern of nonlinear enrich-
ment of long-distance transfers in large genomes, which suggests that prokaryotic
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genomes grow by a gradual acquisition of polyphyletic gene families. Further-
more, we see that horizontal transfer is biased towards those functional groups
which are enriched in large genomes, showing that the trends in functional gene
content and DNA exchange are interdependent. Our results point at the intimate
relationship between the size-dependent organization of microbial genomes and
the acquisition of DNA from distant cellular sources.

7.1 Introduction

In sequenced species, the size of the prokaryotic gene repertoire spans over an or-
der of magnitude, from ∼200 genes in organisms with endosymbiotic life-styles to
more than 9000 genes in soil-dwelling bacteria. The common view is that these dif-
ferences reflect mainly the external demand for functional complexity which is im-
posed by the organism’s life-style and environment. Bentley et al. [2002], Daubin
& Moran [2004], Dobrindt & Hacker [2001], Konstantinidis & Tiedje [2004], Wood
et al. [2001]. Indeed, the trends between genome size and functional gene content
variation show that large genomes are enriched in functions like regulation, signal-
ing or secondary metabolism Konstantinidis & Tiedje [2004], Stover et al. [2000],
which could allow organisms to reach a higher degree of ecological diversification.

Along bacterial lineages, gene repertoire is shaped by the dynamics of hor-
izontal gene transfer, gene duplications, losses and vertically inheritance [Lerat
et al., 2005, Woese, 2000]. Gene transfer is one of the most important source of
gene content variation in prokaryotes, both on early ancestors and present-day
ecosystems [Beiko et al., 2005, Dagan et al., 2008, Gogarten et al., 2002], with
recent evidence showing it can lead to large variations in gene content and genome
size in ecological timescales [Tettelin et al., 2005, Thompson et al., 2005]. Along
prokaryotic lineages, changes in gene content could thus largely reflect the ex-
change of DNA between organisms and environment. Nevertheless, since most
transfers take place between closely related organisms [Wagner & De la Chaux,
2008] with compatible gene contents, it is unclear what is the contribution of those
genes coming from distant lineages to the different aspects of genome complexity.

This paper contributes to clarify this question. We study the relative incidence
of distant horizontal gene transfers (dHGT) as a function of genome size, or
equivalently, its contribution to the complexity of microbial genomes. We do so
by measuring, in a separate manner, the cumulative impact of polyphyletic gene
families along each lineage, as well as their recent history on the leaves of the tree
of life. Our results reveal a nonlinear enrichment of dHGT in large genomes, which
shows that for most prokaryotic genomes in our analysis, the growth of the gene
repertoire goes hand in hand with an increase in the proportion of phylogenetically
discordant genes. Moreover, we find that dHGT occurs preferentially in those
functional groups that are enriched in large genomes (e.g. gene regulation). This
suggests that trends in functional gene content could be associated to the more
general phenomenon of gene growth by horizontal transfers, possibly originating
from a large environmental pool Daubin et al. [2003], Hsiao et al. [2005].
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7.2 Results and Discussion

7.2.1 Cumulative impact of dHGT increases non-linearly in
large genomes

Our first approach to infer the contribution of dHGT to the size of bacterial gene
repertoires builds on the reconciliation of the presence-absence distributions of
gene families with the tree of life (TOL) Ragan & Charlebois [2002]. This method
can detect transfers along the whole history of descent, as long as they explain
patchy presence-absence distributions. On the other hand, transfers that do not
disrupt the phylogenetic distribution of the family will remain undetected. Our
method uses a maximum parsimony algorithm to reconstruct the evolutionary
history of each gene family on the species tree Boussau et al. [2004], Cordero
et al. [2008] (see methods). Once ancestral gene contents have been inferred, we
can measure the cumulative impact of dHGT on each genome by counting how
many of those families that contribute to the species’ gene content have been
‘created’ multiple times along the evolutionary history. Multiple ‘creations’ will
be inferred in those families which show phylogenetically discordant presence-
absence patterns. An illustration of what this means can be seen in Figure 7.1:
here the red dashed lines follow the line of descent of a family which is ‘created’
in two different lineages. This family will be thus added to the list of families
involved in dHGT in all the five descendant species which have kept the gene.
The parsimony reconstruction relies on a predefined cutoff parameter, γ, which
tells us how many independent deletions are we willing to accept before deciding
that the gene family distribution can be best explained by multiple gene origins.
In other words, γ is the minimum distance, in number of ancestors, at which
we detect transfer events. Although similar in spirit to a method recently used
in refDagan et al. [2008] to infer the cumulative impact of horizontal transfers,
our parsimony reconstruction infers horizontal transfers only for those presence-
absence patterns which are highly discordant with the species tree (up to a cutoff
γ). Therefore, our results concern only a subset of all horizontal transfers, what
we here call dHGT.

The estimation of dHGT based on presence absence patterns is greatly af-
fected by how stringent or inclusive the definition of a protein family is [Dagan
& Martin, 2007]. For this reason, we use two extreme alternative approaches to
define the protein families present in our set of 333 genomes annotated in the
String v7.1 database [Von Mering et al., 2007]. In the most stringent definition
of a protein family, we use a database of small protein clusters (SPC), that is
cliques of reciprocal best hits [Klimke et al., 2009], resulting in ∼140000 families
in our species set. In the most inclusive definition, we use clusters of orthologous
groups (COGs) [Tatusov et al., 1997] and non-supervised clusters of orthologous
groups (NOGs) as defined in String v7.1, which merge the SPCs into ∼39000
COG/NOGs (hereafter referred to simply as COGs).

Figures 7.2A-C summarize the results of the cumulative count of dHGT events
with respect to genome size and with SPC data. Because of the uneven species
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Figure 7.1: Illustration of the ancestral and recent dHGT events on a tree of life.
Our analysis focus on the cumulative effect of ancestral dHGT and the recent history of dHGT
in a separate manner. The dashed gray lines follow the line of descent of a gene which has been
transferred in an early ancestor, leaving a patchy presence-absence distribution as evidence of
this event. The black solid line shows a recent transfer event. The pairs of genes resulting from
this recent transfer are closest to each other, in spite of the large distance between the species
where they are found.

sampling, with the stringent SPC family definition some genomes have an under-
representation of families (many singletons), which is indicated in the figures 7.2A-
C by the size and grayscale intensity of the data points. We see that in those
species with a ‘healthy’ percentage of proteins in SPCs (e.g. above 65%, which
holds for ∼68% of the species) the number of dHGT families increases nonlinearly
with the total number of families. For those genomes, the relationship between
number of SPCs, and number of SPCs involved in dHGT can be described in log-
log scale by a straight line with slope α > 1. The greater α, the faster the increase
in proportion of dHGT with respect to genome size. The linear regression fit in
Figure 7.2C (for species with a ratio of at least 65% SPCs / number of genes), gives
an α ∼1.6. These estimates of dHGT in protein clusters were obtained with γ=5,
which traces 350 families back to the last prokaryotic common ancestor (LPCA).
Reconstructions with γ = 3 and γ = 8, which trace 152 and 605 families back to
LPCA, result in α ∼ 1.4 and α ∼ 2 respectively. The differences in α reflect the
fact that, the lower γ, the closer the number of dHGT families gets to saturation,
in which case the trend in dHGT is the 1:1 line. This observation agrees with
recent reports about the cumulative incidence of horizontal transfer in protein
families, suggesting that most families could have been involved at least once in
gene transfer Dagan et al. [2008]. On the other hand, the fact that an increase
in γ results in higher values of α indicates that larger genomes tend to harbor a
larger proportion of highly polyphyletic families, which require multiple deletions
to be reconciled with the species phylogeny.

The results described above for the case small protein clusters can be seen
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Figure 7.2: A. Number of dHGT small protein clusters vs total number of clusters in the
genome with γ = 5. One feature of the SPC approach is that species with few close relatives in
our phylogeny (e.g. Aquifex aeolicus) have an under-representation of clusters with respect to
number of genes. Figures A-C indicate the percentage of clusters in the genome with the size
and color intensity of the data points. This figure shows that for most, well covered species,
the there is a superlinear trend between the size of the gene repertoire and the contribution
of dHGT. The encircled species correspond to the Bacillus cereus/anthracis group. B. Same
data as in figure 1, but in log-log scale. The slope of the fitted line is ∼1.6. C. The number
of genes in dHGT clusters vs the total number of genes in the genome. The fitted trend has
exponent 1.62. D. The figure shows the scaling of the number of dHGT COGs with respect to
the total number families in the genome for different parameters of the reconstruction. These
results shows that larger genomes are enriched in transfers from distant phyla.
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even more clear with COGs. Because of the more inclusive nature of the COG
data, all our species are well covered by gene families, and the superlinear trend
between number of families and number of families with dHGT can be seen much
more clean in Figure 7.2D. The figure shows the results of reconstructions with
costs spanning from γ = 1 to γ = 3, which result in 728 to 2834 families in the
LPCA. Here we use smaller values of γ because larger families have their origins
closer to the root, biasing transfers towards nodes at higher taxonomic levels, that
is, between shorter distances. The addition of these ancestral transfers, shared
by more lineages, increases the cumulative count of dHGT and produces a more
compact trend. In summary, also in the more inclusive COG family definition we
see that the cumulative impact of phylogenetically incoherent families increases
disproportionately with genome size.

Paradoxically, it is the low incidence of long distance transfers in most families
(see supplementary Fig. S1) which helps explain our results. The fact that gene
families tend to occur within closely related species implies that there are sets of
core genes which percolate towards the leaves at different taxonomic levels. If a
genome grows along a branch of the tree, it must do so by acquiring genes which
are outside of this core, thus growing towards a set of potentially polyphyletic
families. Without a core set of genes being conservatively transmitted along
lineages, we would see that the number of dHGT families is at saturation (i.e.
a linear trend). In agreement, when we randomize the position of the leaves on
the species tree we see that, independently of genome size, in average >75% of
all SPCs in a genome have polyphyletic distributions at γ = 5, which results in a
linear trend at a high offset.

Interestingly, in the case of the Bacillus cereus / anthracis group (encircled
points in Figure 7.2A) we detect a much lower incidence of dHGT than in other
genomes of similar size. In fact, we find that with SPCs the general superlinear
trend between genome size and dHGT does not hold for the Bacilli group, which
fits α ∼ 1. Even in the COG data, which focuses on more ancient dHGT, the α

of Bacilli is ∼20% lower than in the whole species set. These observations are
important because it shows that the non-linear acquisition of polyphyletic families
is not a trivial result of the reconstruction and that our dHGT projections capture
lineage specific trends. It is also important to notice that a large percent of our
species are within the proteobacteria (∼45%), and that the trend described in
Figure 7.2 is therefore dominated by this large phylum (see supplementary Fig
S2).

In agreement with the view of prokaryotic genome size as an adaptation to
changing environments, there is a strong correlation between the projected genome
sizes of the ancestors involved in exchange of gene families. The Pearson correla-
tion between genome size and the average size of their dHGT partners is r = 0.48
and r = 0.59 (P < 0.001) for small clusters (γ = 5) and COGs (γ = 3), respectively.
Moreover, this correlation is lost in the control reconstructions with randomized
leaves. The apparent size assortativeness of the dHGT partners makes sense if we
think that genome size is determined by the complexity of the environment, be-
cause in such case, organisms within the same ecological boundaries should tend
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to fall within relatively similar size classes.

7.2.2 Superlinear dHGT trend confirmed with recent trans-
fers

In addition to the inference of cumulative dHGT, we followed a complementary
dHGT detection approach by finding proteins whose closest homologs occur in
distant species. Having studied the cumulative history of transfers with large and
small protein clusters, this is the next and highest level of detail at which we
can study phylogenetically incoherent protein distributions. We collected Smith-
Waterman bidirectional best-hits (SW BBH) between proteins present in species
separated by at least 8 ancestors in the TOL (see methods). Similarly as in the
previous section, when we detect a pair of closest homologs in distant species we
hypothesize that the gene has either diverged (or been lost) multiple times, or that
it has been horizontally transferred. In contrast to the presence-absence recon-
struction, this method detects preferentially recent transfers which have not yet
undergone vertical inheritance. Moreover, while the cumulative analysis focuses
on shared histories of transfers, our recent transfer predictions reflect patterns
of DNA exchange which are specific to the organism life-style and environment
Beiko et al. [2005]. Indeed, when we cluster organisms based on the number of
recent transfers between them, we recover groups of species with a clear ecological
signal, such as halophilic bacteria and archaea, or metabolically coupled species
such as the methanogenic archaea Methanosarcina barkeri, the acetogenic bacteria
Moorella thermoacetica –known to grow sustainedly on methanol only in coculture
with a hydrogen-consuming methanogens Jiang et al. [2009]– and the synthropic
bacteria Syntrophus aciditrophicus, which can produce twice more acetate from
benzoate in presence of methanogenic partners Elshahed & McInerney [2001].

Figure 7.3A shows the relationship between genome size and number of dHGT.
The large spread in the data in comparison to Figure 7.2 reflects a number of
factors: a smaller set of proteins in the y axis, the large biases in species sampling
and cases of strong ecologically association like those mentioned in the previous
paragraph. Still, the trend between genome size and proportion of dHGT is
consistent with the results from the cumulative dHGT count and shows that, in
average, larger genomes are composed of a larger proportion of recently transferred
genes. Furthermore, in accordance with the reconstruction results, we observe
that genome size is strongly correlated to the average genome size of their dHGT
partners, r = 0.50 (P < 0.001).

One of the signatures of recent transfers is an abnormal sequence composition
of transferred genes, since their DNA could still reflect the sequence of the genome
where they originate. Surrogate methods, which are independent of the tree
topology, are used to detect recent transfers based on abnormal sequence patterns
[Ragan et al., 2006]. Nakamura et al. [Nakamura et al., 2004] have performed an
analysis with one such method on 116 species. In clear agreement with our results,
their predictions show an increasing proportion of dHGT. We calculated α = 1.76
based on their data, with a good log-log fit (R2 = 0.87). This is an important
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Figure 7.3: A. Relationship between genome size, in number of proteins, and number of
proteins with bidirectional best hits in species at least γ = 8 ancestors apart. In spite of the
larger variation, the trend is consistent with the results shown in Figure 7.2. The slope of the
fit is α = 1.85. For cutoffs γ = 6 and γ = 4 the value of α is 1.909 and 1.921 respectively. B.
Extrapolation from HGT to gene families confirms superlinear relationship between genome
size and dHGT and shows that the superlinear scaling of gene family groups is related to the
dHGT enrichment. The log-log slope is α ∼ 1.7.

point, because these results are independent of the species tree and therefore not
affected by species sampling problems.

Based on the SW BBH identification of dHGT candidates, we tried to ex-
trapolate from horizontally transferred genes, back to gene families, by detecting
those COGs which are enriched in dHGT. The purpose of this exercise is two-
fold, on the one hand we wondered whether by extrapolating to gene families
we could obtain a less noisy estimate of the contribution of recent dHGT with
respect to genome size, and on the other hand, we ask whether the incidence of
dHGT on certain gene families implies their enrichment in larger genomes. We
found a set of 4250 COGs with significantly high incidence of dHGT (P < 0.01)
and plotted the number of genes in these COGs vs the total number of proteins
in Figure 7.3B. The figure shows that selecting a group COGs based only on their
over-representation in dHGT, gives us a group of genes whose abundance scales
superlinearly with genome size. In summary, the different approaches we have
taken to quantify HGT as a function of genome size converge to point out that
larger genomes have a larger percentage of polyphyletic families.

7.2.3 dHGT and the trends between genome size and func-
tional content

In recent years, it has been established that there are supra- and superlinear
trends between functional categories and genome size [Cases et al., 2003, Cordero
& Hogeweg, 2007, Molina & Van Nimwegen, 2008a, Van Nimwegen, 2003]. Supra-
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linear trends are observed in information processing functions like translation,
which make a low percentage of the gene content of larger genomes, compared
their smaller counterparts. Superlinear trends are seen in functions like gene regu-
lation, for which large genomes dedicate a large proportion of their gene content.
Having seen the superlinear relationship between genome size and dHGT, we
wondered whether these two observations are in fact connected, that is, whether
dHGT is biased to occur more often in those functional groups which make a
greater contribution to the gene content of large genomes.

To measure whether the incidence in dHGT correlates to the patterns of func-
tional enrichment, Figure 7.4A shows the relationship between the relative in-
cidence of recent dHGT in functional groups and the trend of these groups vs
genome size. The ranking by relative enrichment in dHGT (x axis) is obtained
by comparing the abundance of a functional group in the set of dHGT proteins
against the expected frequency if one would sample the same number of proteins
from each species (see methods). In this way we can measure the dHGT en-
richment of a functional group on top of their size dependent biases. In order
to get a more specific mapping between functional groups and dHGT, functional
groups are here defined based on PFAM Clans Finn et al. [2008]. The y axis in
Figure 7.4A shows how the number of genes in a PFAM clan scales with the total
number of genes. Values below and above 1 reflect supralinear and superlinear
trends, respectively, and are obtained by fitting a straight line in log-log scale, in
the same way we did when measuring the trends in dHGT. We observe a strong
correlation between the level of dHGT enrichment and the nonlinearity of the
functional trends (r = 0.56, P < 0.001), that is to say, recent dHGT often plays
a major role in the evolution of those functional categories which are enriched in
large genomes. The clans in the upper right corner of the figure are substrate
binding domains often seen in one-component transcriptional regulators (PBP),
generic membrane spanning transporters (DMT, MFS), DNA binding domains
(HTH) and catalytic domains often found in proteins involved in lipid and sec-
ondary metabolism (AB_hydrolase). Probably the most notable outliers are the
CheY-like two-component systems. The low incidence of long distance transfers in
these proteins is in fact consistent with reports of the evolution of two-component
systems in bacteria, pointing out that lineage specific expansions (possibly short-
distance transfers) are the main source of new signal transduction genes in most
signaling enriched genomes Alm et al. [2006]. The discrepancy between the po-
sition of the helix-turn-helix (HTH) and CheY clans on the x coordinate shows
that, although they scale in a similar way with respect to genome size, transcrip-
tion regulation via phosphorilation cascades and via direct substrate recognition
in one-component systems Ulrich et al. [2005] follow quite different evolutionary
histories (see Supporting Figure S3).

Figure 7.4B also provides a more global view of the functional bias of the
recent dHGT genes in terms of their COG annotation. Again, this ranking
takes into account that the abundance of some functional groups is dependent
on genome size. In this stringent test, only two categories are enriched in dHGT:
Defense mechanisms and transcription regulation. Within ‘Defense mechanisms’
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Figure 7.4: A. Relationship between dHGT depletion/enrichment and the scaling of the
abundance of PFAM clans with respect to genome size. To obtain the values in the y axis, we
count the number of proteins present in PFAM clans and fit a straight line vs the total number
of proteins in log-log scale. The figure shows the log-log fits for those clans present in at least
90% of the genomes (supplementary Fig. S2 shows the same picture for a cutoff of 70%). On
the x axis, values above and below 0 indicate enrichment or depletion in dHGT beyond the size
dependent expectation. The size of the points is scaled to the ‘goodness’ of the fit (R2). PBP
stands for periplasmic binding proteins. DMT and MFS stand for Drug/Metabolite Transporter
and Multiple Facilitator Superfamily, respectively, which appear often in aminoacid transporters.
The NADP_Rossmann and Methyltransferase clans domains are very general groups covering
many proteins, which could explain their log-log slope is close to 1. B. Depletion/Enrichment
of dHGT accros COG functional categories. For comparison with the results shown in A), to
the list of COG functional categories we have added ‘transcription regulation’, which is found
under ‘Pathways or functional system’, and is a subcategory of ‘transcription’.
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the high incidence of dHGT corresponds specifically to transporters normally in-
volved in extrusion of toxic compounds and to restriction-modification (R-M) sys-
tems, which play important roles in establishing the boundaries of DNA exchange
as well as in plasmid maintenance [Kulakauskas et al., 1995, Waldron & Lindsay,
2006]. The most dHGT enriched COG category, ‘transcription regulation’, con-
tains one-component systems, which are fusions of DNA binding and substrate
recognition domains, linking in this way environmental stimuli to regulatory re-
sponses in a single protein [Ulrich et al., 2005]. The dHGT enrichment beyond
the size dependent expectation, shows that the superlinear trend in categories like
one-component regulators coincides with their more active involvement in dHGT.
This suggests that those genes which play a more relevant role in large-genomed
organisms occur more frequently in the shared gene pool of their habitats.

7.2.4 How can we explain relationship between genome size
and dHGT

In recent years, the idea has grown that horizontal transfer is the dominant force
in expanding the gene repertoires of bacterial genomes [Kuo & Ochman, 2009].
In fact, an analysis of gene phylogenies in γ-proteobacteria suggests that only a
small percentage of the genes found in extant species descend from the most recent
common ancestor of this group [Lerat et al., 2005]. This implies that microbial
genomes are highly dynamic entities, constantly acquiring and losing genes [Kuo
& Ochman, 2009]. Thus, as shown in [Dagan et al., 2008], for most organisms, the
percentage of genes transferred at any point in the species’ history could be close
100%, independently of size. On the other hand, we have seen here that when
we focus on those polyphyletic genes, which are distributed in a patchy manner
among distant species, a superlinear trend with respect to the size of the genome
emerges. This trend shows that, while most genes may have originated from
transfers, large genomes tend to have a greater contribution of phylogenetically
discordant genes. Moreover, all our methods show a strong correlation between
the size of the genomes where those polyphyletic genes are found. We envision
two non-mutually exclusive explanations for these observations.

One type of explanation is that the intrinsic rate of illegitimate recombination
per gene increases in large genomes as a result of the larger number of transposons,
integrases or phage elements which may facilitate the integration of foreign DNA
[Danilevich et al., 1978, Rocha, 2008a, Salyers et al., 1995]. In addition, larger
genomes tend to be composed of multiple plasmids or megaplasmids, which sug-
gest a higher rate of transmembrane DNA translocation. Another factor which
may increase the intrinsic rate of HGT is the positive correlation observed between
genome size the modularity of the biochemical networks [Kreimer et al., 2008]. In
line with the complexity hypothesis [Jain et al., 1999], horizontal transfers could
be more successful in more modular genome architectures because of the lower,
potentially deleterious, pleotropic effects.

The second type of explanation for the higher effective rate of distant transfers
is that the extrinsic rate of dHGT, driven by environmental factors, increases in
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large genomes. A comparison between metagenomics of farm soil and Sargasso
sea samples shows that soil bacteria not only have larger genomes but also live
in communities with higher cell density and taxonomic diversity [Raes et al.,
2007, Tringe et al., 2005]. If indeed genome size is correlated to biodiversity and
cell-density, one can expect that, in average, the amount of DNA available for
uptake during the lifetime of a bacterium is larger in large genomes. An attractive
hypothesis is that the increase in phylogenetic diversity in the environment and
the broadening of gene repertoires in the genome could be a circular processes:
more complex ecological interactions in species-rich communities could increase
the demand for larger gene repertoires, which are expanded by accepting genes
from those phylogenetically distant organisms in the environment.

Horizontal transfer detection is an elusive problem, and often there is little
overlap between different approaches Ragan et al. [2006]. We therefore rely on
independent dHGT detection techniques, which focus on transfer events that oc-
cur on different evolutionary timescales. These methods converge in showing the
superlinear trend between genome size and dHGT. To better understand the re-
lationship between these trends and ecological factors, it would be important to
clarify to what extent the measured incidence of dHGT coincides with the size of
bacterial pangenomes. The fact that some of the largest known pangenomes are
seen in relatively small species like Prochlorococcus Kettler et al. [2007] or Strep-
tococcus agalactiae Tettelin et al. [2005], suggests that transfers between related
organisms, as opposed to dHGT, can play an important role in producing some
of the gene content variations in small genomes.

Along this paper we have relied on log-log fits to illustrate the superlinearity
of the trend between dHGT and genome size. We saw that in many cases, such as
in Figure 7.2D, the data can be very well described by a power law relationship
(straight line in log-log scale). Concepts like scale invariance and critical expo-
nents makes power laws an important kind of functions in physics. In our study,
however, we have use them simply as a compact representation of the detected
non-linear relationships and to emphasize the parallels to the known trends in
functional content Van Nimwegen [2003].

The functional bias of dHGT shows that functions like transcription regula-
tion, drug transport or secondary metabolism actively cross cellular boundaries,
specially in large genomes. A simple explanation for the high dHGT enrichment
of one-component systems, is that genes tend to be transferred together with their
regulators, as has been shown to be the case in E. coli Price et al. [2008]. In a
similar line, a recent model of metabolic network evolution suggests that, while
enzymes can be reused to evolve new pathways, regulators are constantly added
to the periphery of the network to control each new reaction Maslov et al. [2009].
Independently of the specific reasons, we have shown that superlinear trends in
functional gene content are often coupled to the frequent involvement in distant
horizontal transfers.
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We have also noticed that the superlinear trend does not necessarily hold for
all lineages. Moreover, since most of the sequenced species are members of the
proteobacteria, similarities or differences between lineages are hard to asses at this
point. A particularly interesting lineage specific case occurs within the Bacilli,
which shows a much lower α. Interestingly, in Bacilli, one-component regulatory
systems –which as we saw are often transferred– scale near-linearly with respect to
the whole protein set Cordero & Hogeweg [2007, 2009]. The agreement between
these lineage specific trends is a strong indication of the intimate relationship
between patterns of functional gene content and dHGT. An interesting idea is
that the proportion of functions like one-component systems or drug transporters
in the genome could be seen as markers of dHGT. Further studies should try to
elucidate the genomic determinants of lineage specific trends, as well as to clarify
the relationship between the incidence of polyphyly and the ecology of microbial
communities.

7.3 Materials and Methods

7.3.1 Inference of ancestral dHGT events
The inference of ancestral dHGT events is based on a gene content reconstruction
along a tree of life (TOL). As a reference TOL we use the species tree available
in the MicrobesOnline server (http:
www.microbesonline.org) [Alm et al., 2005], which is mainly based on concate-
nated alignments of ribosomal proteins. This tree was pruned down to the 333
prokaryotic species present in the String 7.1 database[Von Mering et al., 2007].
In accordance with methods detailed in [Mirkin et al., 2003] and [Cordero et al.,
2008] the reconstruction algorithm finds the evolutionary scenario which renders
the least number of (weighted) events. This is done by minimizing the cost func-
tion S = δ+ γg+λd, where δ is the number of deletions, g the number of gains or
innovations, d the number of duplications; γ and λ are the cost of de novo creation
(possibly dHGT) and duplication in units of δ. When multiple scenarios give iden-
tical costs, the algorithm chooses one of them randomly, without any preference
for events closer to the root or to the leaves. Duplications are estimated based on
the size of the families on the species, by finding the most parsimonious ancestral
sizes. They make a difference of less than 2% in the number of predicted dHGT
events because dHGTs are inferred basically by contrasting against scenarios with
multiple deletions. Our reconstruction method adds an empty ancestor before the
root of the tree to include the cost of gene gain when a family is present in the
last common ancestor. The reconstructions are based on 4873 COGs and 34111
NOGs (Non supervised orthologous groups) present in the String7.1 database
[Von Mering et al., 2007], as well as on ∼140000 protein clusters obtained from
the NCBI protein clusters database [Klimke et al., 2009]. Given a reconstruction
of ancestral gene content along the species tree, we can find families with dHGT
by detecting cases in which the most parsimonious reconstruction results in gene
creations on multiple ancestors. Although similar in spirit, this method has some
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fundamental differences to that recently used in [Dagan et al., 2008, Dagan &
Martin, 2007]. In our method transfers are inferred by parsimony, while in the
method used in [Dagan et al., 2008, Dagan & Martin, 2007], whenever possible
a fixed maximum number of transfers are assigned to the family, which makes
that only perfectly monophyletic families are exempt of them. These methods
focus then on different types of transfer events, with ours being more conserva-
tive and focused on long range transfers. Dagan et al. [Dagan & Martin, 2007]
also introduce the interesting idea of calibrating reconstructions by comparing the
size distributions of ancestors and leaves. Supplementary Figure S4 shows that
our method reconstruct ancestors with sizes that are quite comparable to those
observed on current species, specially in the case of small clusters.

7.3.2 Inference of recent dHGT events
Based on a all to all Smith-Waterman alignment of the proteins in our 333 species
in String7.1, we detected bidirectional best hits between proteins found in species
separated at least by 8 ancestors on the reference TOL. This long distance cutoff
ensures that we are looking at cases of strong phylogenetic incoherence. In this
way we sacrifice coverage (only 5% of all proteins involved in dHGT) to obtain high
quality dHGT predictions. We checked our predicted dHGT pairs by building tree
quartets in those cases where the second or third order Smith-Waterman best hits
fell on species within cutoff distance to both species where the bidirectional best
hits was observed, compromising in this way the dHGT hypothesis. Because of
the large cutoff distance used, only ∼ 5% of the predicted dHGT cases fell in this
category, and from those 80% had maximum likelihood quartet tree topologies
consistent with the dHGT scenario. We checked the results presented in Figure
7.3 with by taking SW bidirectional best-hits at distance 6 and 4 ancestors, finding
that the results are not greatly affected by this change in parameter (see Figure
7.3)

7.3.3 Mapping of functional categories
For a given functional group (COG or PFAM clan), we detected the enrichment in
dHGT based on SW BBH, by comparing the observed frequency of dHGT genes
in the category to the expected frequency if the same number of genes per species
were sampled. Because dHGT is biased towards large genomes, we detected as
over-represented those functional groups which are enriched in dHGT even more
than expected just based on their size dependent enrichment. We calculate the
z-score, Z = (observed−E(x))/σ(x), relative to the binomial expectation simply to
obtain a ranking of under and over-represented categories. The binomial expec-
tation was also used to detect COGs enriched in dHGT at P < 0.01 in Figure 7.3.
We prefer the SW BBH detected transfers to map to functional groups, and not
the parsimony reconstruction results, because for the latter the results can be con-
fused by the different family size distributions associated to functional categories
(Supp. Figure S1 shows dependency of transfer detection on family size).
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Supplementary Figures

Supplementary Figure S1

Figure 7.5: Incidence of dHGT and family frequency. The dHGT detection approach
based on patchy family distributions can only detect dHGT if the family is absent in a large set
of species. The figure shows the average number of dHGT detected on a family vs its frequency,
for families made by assigning genes randomly on the phylogeny, for COGs and for SPCs, at
γ = 5. We see that real families are much more conservative in number of dHGT than random
families. Small clusters are more monophyletic than COGs, meaning that the latter joins small
clusters at higher taxonomic levels, causing new dHGT events. The dHGT conservativeness of
real families is important because otherwise the detected number of families with dHGT in a
genome would be close to saturation.
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7 dHGT and genome size

Supplementary Figure S2

Figure 7.6: The dominance of Proteobacteria in SPCs results Proteobacteria is the
most well sampled set of prokaryotic organisms. Therefore, they are dominant in the SPCs
results. The figure shows the same results as in Figure 7.2 of the main text but with addi-
tion that proteobacterial species are colored in green. The green curve is the fitted trend for
proteobacteria, with α ∼ 1.65
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Supplementary Figure S3

Figure 7.7: PFAM clans: scaling vs enrichment in HGT. The figures shows the same
result as in Fig 7.3A in the main text, but including clans which are found in at least 70% of the
species (figure in main text uses a cutoff of 90%). The Pearson correlation is 0.50 (P < 0.001).
Close to the CheY clan, we see other clans of signaling domains which often co-occur with the
CheY. Some of these, like the Nucleot_cyclase are in fact over-represented in HGT. This shows
that the contribution of dHGT to the evolution of two-component is complex, and needs to be
studied further.
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7 dHGT and genome size

Supplementary Figure S4

Figure 7.8: Size distribution in ancestors and leaves. The figures shows the distribution
of reconstructed ancestor sizes with COG (γ = 2) in panel A) and SPC (γ = 5) in panel B). In
reconstructions with large clusters (COG) ancestors are somewhat biased towards larger sizes
than current species. Notice however that ancestral sizes depend as well on α, and since we
focus on long distance transfers we do expect to find somewhat larger ancestors.
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CHAPTER 8

Discussion & Outlook

The huge diversity of microbial life makes the study of its evolution a fascinat-
ing subject. Microbial genomes are highly dynamic entities, constantly being
reshaped according to ecological needs. Yet, distinctive patterns of organization
can be discovered across the prokaryotic kingdom. These patterns often encrypt
a story from which we can learn about the constraints and dynamics that in-
fluence the pathways of microbial genome evolution. Implicit in our study of
these patterns is the idea of an implicit feedback between genome organization
and its evolution: evolution shapes genome organization, which in turn plays an
important role in determining future evolutionary trajectories.

A common theme between the different parts of this thesis is the emphasis on
gene regulation. While modern studies of transcriptional regulation have taught
us a great deal about the mechanisms and principles that govern its dynamics
inside the cell, we still lack a perspective of its implications for ecological dif-
ferentiation and for the global patterns of biodiversity. Some of the chapters in
this thesis offer a couple of interesting directions to investigate the relationship
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8 Discussion and Outlook

between gene regulation, biodiversity and genome organization. Although the
work here presented treats different aspects of microbial genome evolution, we
found many of these diverse topics converge in many points. These connections
are highlighted in the following discussion, which summarizes our main findings
and present ideas for future work.

8.0.4 Patterns of genome organization as emergent proper-
ties of the mutational dynamics

We have seen that the mutational dynamics of genomes can generate some of the
characteristic structural features of transcription regulatory networks. Mutations
are usually conceived as random variation, and only selection is apriori expected
to be able to produce meaningful structures like hierarchy or modularity. In
contrast, our study, as well as those in [Bhan et al., 2002, Foster et al., 2006,
Wagner, 2003], shows that the random mutational process on the genome can
produce meaningful structure at the level of the regulatory network ‘for free’.
There are by now a number of studies proposing mutational mechanisms as simple
explanations for the origin of different aspects of genome organization, such as
the distribution of gene families sizes [Karev et al., 2004] or the connectivity
of coexpression networks [Van Noort et al., 2004]. The fact that such features
can be generated by simple models of stochastic dynamics does not imply that
they have no meaningful function. Experimental and theoretical investigations
on feed forward loop circuits have shown that the dynamical behavior of these
small networks could be relevant for the regulation of gene expression [Mangan
& Alon, 2003, Mangan et al., 2003]. Proof of functionality, however, does not
equate to proof of adaptive evolution. Results such as ours illustrate that some
aspects of genome organization could be recurrent consequences of the mutational
dynamics of evolution, and the fact that such structures have a clear functional
interpretation suggests to us that selection has exploited those recurrent features.

Lynch has studied the evolution of network motifs by means of population ge-
netics models [Lynch, 2007]. He has shown that in small populations, triangular
circuits like the feed forward loop could easily evolve by drift and without any
selection pressure for motifs. We should notice however that such an allele focused
analysis can not explain the global patterns of network structure. Although net-
work motifs are small circuits of three genes, they are linked to the global connec-
tivity patterns because they are over-represented relative to randomized network
ensembles with the same degree distribution. The mechanism proposed by Lynch
simply increases overall connectivity, which can not explain over-representation.
In contrast, our study shows that not only motif over-representation can evolve
as a side-effect of the mutational dynamics, but also the global properties which
are characteristic of regulatory networks. On the other hand, as Lynch notices,
studies such as ours give no attention to the evolutionary processes that necessar-
ily exist in the context of actual populations. However, as discussed in chapter 1,
emergent properties of the mutational dynamics concern the generation of struc-
ture without making any assumption about selection. Selection and drift operate
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on top of the possible structures that mutations are able to generate. Genome mu-
tational dynamics are studied as a stochastic process to establish their, otherwise
unpredictable, pattern generation ability.

The study of the side effects of genome mutational dynamics extended to chap-
ter 3, where we saw that some of the properties of the network of coevolutionary
associations between families can be explained as side-effects of the process of
gene family evolution on a phylogeny. We found that, while the strong modu-
larity of the coevolutionary landscape seems to reflect functional constraints, the
distributions of coevolution partners can be reproduced by a simple null model of
the dynamics of genome evolution. An interesting point is that a bifurcating tree
structure was the most critical input of the null model. That is to say, evolution
throughout a history of shared ancestry accounts for some of the properties of
the gene family coevolution landscape. This is in fact another indication that
the species phylogeny does convey a meaningful representation of the evolution-
ary history, in spite of the dominance of horizontal gene transfer in microbial
evolution.

8.0.5 Coevolution of gene families

By reconstructing ancestral gene contents on a tree of life, we have been able to
study the coevolution of gene families on a large scale. We showed that consid-
ering simultaneous expansions and contractions of gene families in the scoring of
coevolution, increases the overlap between metabolic links and detected coevolu-
tionary associations. Rather than making a case of improved function prediction,
we tried to pin down the differences between those strong coevolutionary asso-
ciations that coincide with metabolic pathways and those that do not overlap
with them. In particular, we asked whether these two types of links differ in a
biologically meaningful way. We established that large concerted expansions and
contractions of families lead to strong coevolutionary associations between (and
not within) pathways. The question of what is the exact functional nature of
these long-distance coevolutionary links remains open. We envision three possi-
bilities: the first one is that coevolution outside defined pathways corresponds to
biochemical interactions which are not covered by annotation. A second possibil-
ity is that coevolution of gene families is driven by common causes, rather than
by direct interaction. For example, some ecological niches may require the co-
expansion of different independent functions, such as quorum-sensing and defense
mechanisms, in environments with high cell densities. The third possibility is that
coevolutionary associations are spurious links inflated by the scoring methods. We
hypothesized that most of the coevolutionary associations between seemingly dis-
connected processes could be biologically meaningful (i.e. one of the first two just
mentioned possibilities), as exemplified by the case of co-expansions of catabolic
genes and periplasmic components.

Along that chapter, we focused on co-expansions of gene families without
discussing whether these were linked to the colocalization of genes in the chromo-
some, or whether they resulted from native duplications or horizontal transfers.
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Figure 8.1: Two independent evolutionary histories of three copies of an aromatic acid de-
carboxylase operon in Sinorhizobium meliloti. Each tree corresponds to one of the genes in the
operon. The figures in between the trees indicate which genes correspond to which operon. By
looking at the species with which each genes clusters, we see here that the phylogenies are more
consistent within operons (between trees) than within families (within trees).

One possibility is that many of the co-expansions we saw are in fact co-transfers
of operons, as proposed by the selfish operon theory [Lawrence & Roth, 1996].
Since co-expansions contain information which can be used to improve the pre-
diction of functional interactions, those transferred operons could be functionally
relevant modules. Figure 8.1 presents an illustrative case of co-expansion of two
families involved in aromatic acid metabolism in Sinorhizobium melilotti. Each
family contains three genes, which are found in three operons, with each operon
having one gene of each family. These operons are coded at distant loci in the
genome (in fact one of them is found in a different chromosome), which already
suggests tandem duplications are not the cause of the expansion. The phylogenies
of the gene families are depicted in Figure 8.1, including some the best hits in
other prokaryotic species. If the case was one of tandem operon duplication, we
would expect genes within the same family to cluster in the phylogeny. Instead,
each gene seems to have its own history, and more importantly, the histories of
those genes that co-occur in operons are compatible. This means that what could
have been interpreted as a double duplication of an operon, is in fact a double
co-transfer. This is a proof of principle, that suggests that genes families could
coevolve via modules with evolutionary histories orthogonal to that described by
the species phylogeny.

8.0.6 Gene regulation, evolutionary transitions and lineage
specific scalings

Although the number of regulatory proteins in bacteria seems to increase quadrat-
ically with respect to the total number of genes, there are clear and intriguing
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differences in number of regulators between organisms with similar genome sizes.
For example, species of the genus Pseudomonas seem to have almost three times
more regulators than some of the large cyanobacteria or bacteroidetes. Chapter
4 shows that some of these differences are in fact lineage specific. We found that
for one-component systems, large regulome expansions and contractions separate
the major prokaryotic lineages, after which the proportion of regulators is kept
relatively constant within most lineages. We interpreted this pattern as suggestive
that the organization of the regulatory network could be characteristic of major
prokaryotic lineage. Moreover, based on the observation that large changes in
regulome size were consistently detected near the ancestors of main lineages, we
hypothesized that changes in regulatory capacity could be associated to some of
the major evolutionary transitions. Although in this thesis we have not developed
these ideas, they define an interesting line of research which could be probed as
more genomic data from under-sampled phyla becomes available. In particular,
we need to find alternative tests to determine to what extent the regulatory or-
ganization of the genome is indeed distinctive for some lineages. This would be
in essence an question of pattern discovery in genomic data.

Our results showed that one component systems seem to have lower scaling
exponents within lineages in the whole set of species. This trend was specially
strong within the Bacilli, for which we also had enough data to obtain fits with
good confidence. These apparent lineage specific differences are in discrepancy
with the original hypothesis of the scaling laws representing universal constants
[Van Nimwegen, 2003]. This discrepancy triggered the controversy discussed in
chapter 5.

The average quadratic trend in regulome size gives us quite interesting hints
about the evolution of microbial genome complexity. Seen as a generalization,
there is not much controversy about it: when we combine one and two compo-
nent systems we see a trend which is probably consistent enough for a general
rule, and the fact that Bacilli does not comply with it does not hinder the general
perspective that large genomes are disproportionally enriched in regulators. The
controversy revolves around the strong claim that sees the power law fit as indica-
tive of a universal constant which is based either on physico-chemical constraints
or universal selective pressures, enforcing a scaling of 2 in number of regulators.
From this perspective, the lineage specific variations around the quadratic scaling
are not biologically meaningful, they are either measurement or mutational noise.
This is exactly the point made in [Molina & Van Nimwegen, 2009], and which we
criticized both on conceptual and technical grounds in chapter 5.

In the light of the results presented in chapter 7 there is an interesting point
which deserves further discussion. Molina and van Nimwegen introduced a nor-
malization of the x axis which takes only annotated proteins, which resulted in
an increase in the exponents. Considering the different coverages of the different
annotation systems, with GO annotation being the most restrictive, one wonders
what functions are better annotated and how is this dependent on the incidence
of horizontal gene transfer. It seems reasonable to suppose that those genes which
evolve in a more vertical fashion are better annotated than those with highly dis-
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cordant phylogenetic distributions, since the former contain groups of genes with
essential functions and widespread distributions of homologs in the phylogeny.
On the other hand, among those genes that undergo frequent transfer, regulators
are probably one of the best annotated groups. From the results presented in
chapter 7 we can infer that those well annotated genes evolving mainly by verti-
cal descent make a smaller proportion of large genomes, which would explain why
fitting against restrictive annotation coverages like GO increases the exponents.

Lineage specific properties

We have presented evidence which suggest that there are lineage specific trends
in the organization of regulatory networks. An important point is that within-
lineage scaling relationships fit better than the whole species set. This emphasizes
that there are lineage specific signals which are lost when grouping all species.
In addition to the coherence of major groups, in later chapters we learned that
lineage specific scalings in one-component systems may be linked to the incidence
of distant horizontal transfers. The agreement between the trends in regulatory
functions and number distant horizontal transfers is so remarkable that it is hard
not to think that their similarity is due to a common cause. Figure 8.2 in this
discussion compares these two trends. It is important to stress, though, that the
point we make by showing that there are lineage dependencies is deeper than
simply disproving the conjecture of universality. The possibility that regulatory
networks are organized in a lineage specific fashion is extremely interesting from
an evolutionary point of view: what is the nature of lineage specific patterns at
such a high taxonomic level? are these frozen accidents or is there a common
ecological cause?

As mentioned in chapter 5, by studying those properties that covary with lin-
eage specific scalings we can actually learn more about the biology behind the
scaling constraints. That chapter showed that the bias in scaling exponents co-
incides with the lineage specific trends in transcriptional organization of adjacent
genes. The incidence of different transcriptional configurations could be related to
the amount of coregulation in the network [Warren & Ten Wolde, 2004], which in
turn may coincide with the number of regulatory proteins needed in the genome,
suggesting a possible link between the two. Thus, different sources of evidence
point at lineage specific trends as biologically meaningful variation, rather than
annotation noise. In the following section, we discuss a possible cause for the
different strategies in number of divergently transcribed regions.

8.0.7 Information content as a genomic determinant of reg-
ulatory network organization

In chapter 6, we provided an explanation for the biases in incidence of divergently
transcribed regions, which as we saw previously covary with scaling properties.
We discovered a clear correlation between AT content and the incidence of diver-
gent regions along the whole set of more than 700 species. This trend is consistent
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Figure 8.2: Lineage specific trends in the cumulative history of horizontal transfers and the
regulatory gene content. Each dot corresponds to a genome, brown and orange correspond to
Bacilli and Archaea, respectively. The left panel (A) shows the same figure data presented in
figure 7.2D, with γ = 2. The scaling exponent for Bacilli is ∼1.4, for the whole set 1.75 and for
archaea ∼2.1. The right panel (B) presents the same data as in figure 5.1B.

with our hypothesis that variations in information content, caused by the consis-
tent bias of binding sites to keep a high frequency of AT bases, create coding
barriers for the evolution of regulatory sites in GC rich genomes. The packing
of adjacent genes in divergent orientations could be an adaptation to overcome
this barrier, by reusing intergenic regions or even by sharing binding sites. This
novel perspective on the organization of regulatory networks is almost completely
unexplored, and there may be many other side effects of the biases in information
content which need to be further studied. Linking to the discussion in chapter 5,
one possibility is that scaling factors are affected by the AT content of the genome.
Not many phyla with high AT content and large genomes are well sequenced. The
Bacilli is the exception. A group of interesting candidates for future exploration
of this possibility, and in general for studying the effect of GC biases on the orga-
nization of the regulatory network, are the genomes of the cyanobacterial order
oscillatoriales, like Trichodesmium erythraeum, which has one of the largest se-
quenced genomes, more than 7Mbp, and AT content > 65%. The percentage of
divergent regions in this species is less than 20%, quite according to the general
trend, and much lower than in most other cyanobacterias.

An important question to be asked is to what extent AT content could con-
straint or facilitate the integration of horizontally transferred genes. Sorek et al.
[Sorek et al., 2007] have shown that recognition of binding sites is an important
barrier for horizontal transfers. One could expect then that DNA from AT rich
genomes could be more easily recognized and that the opposite would be the case
for GC rich genomes. Whether differences in integrability would be deleterious or
beneficial, as well as their potential side effects on the organization of the genome,
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are questions that need to be further explored. Recent work in Escherichia coli
shows that regulatory genes are often transferred together with their targets [Price
et al., 2008]. It would be interesting to see whether there is a bias (in any direc-
tion) for divergent transcriptional orientations in these transferred regulons, and
if any, to establish how it depends on the GC content of the background.

8.0.8 Evolution of genome complexity by horizontal trans-
fer

In this thesis we also studied how horizontal transfer influences the evolution of
genome complexity and the trends in functional gene content. We found that
the percentage of genes with highly discordant phylogenetic distributions, most
likely involved in long-distance horizontal transfers, increase in large genomes. We
also saw that distant transfers are biased precisely towards those functions that
scale superlinearly with genome size, like transcription regulation. We concluded
that trends in functional content reflect a more global phenomenon of genome
growth towards a polyphyletic gene pool. We hypothesized that the increase in
genome size could be accompanied by an increase in the diversity of the gene pool
available in the environment. In this view, neither genome size nor gene pool
diversity nor the complexity of the environment can be considered as primary
causes, they are rather part of the same phenomenon. Consider for example a
hypothetical microbial community, with species from different lineages involved
in complex ecological interactions. In such a case, the diversity of the community
itself could be the environmental factor that demands a for richer repertoire of
signaling, regulatory or secondary metabolism functions, which in turn have a
higher chance of being successfully transferred. This idea highlights the intimate
relationship between microbial genomes and the communities they inhabit: the
bond between genome and environment is so particularly strong in prokaryotes
because of the relevance that horizontal DNA exchange has in microbial evolution,
both on short and long time-scales.

An important next step would be to clarify the relationship between polyphyly
and ecological dynamics. Communities with complex ecological interactions can
have unpredictable population dynamics affecting the patterns of DNA exchange.
A paradigmatic case was illustrated by Pagie and Hogeweg [Pagie & Hogeweg,
2000]. In that study, using an individual-based model of coevolving bacteria and
phages, it was shown that populations can switch drastically between two al-
ternative modes: individual-based diversity, i.e. a monomorphic population of
bacteria with a full repertoire of defense mechanisms, and population-based di-
versity, where the population is heterogeneous, with organisms carrying limited
but specific repertoires of defenses. This phenomenon illustrates how, depending
on ecological interactions, populations can exist in bistable modes. Thus, while
organisms with rich functional repertoires seem to be associated with complex
environments, complex ecological dynamics, such as those described in Pagie and
Hogeweg’s model, could also lead to a population-based diversity mode, where
ecological challenges are tackled in a distributed way by ‘simpler’ individuals. An
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example of this can be seen perhaps in synthropic bacteria which, as we have seen
in chapter 7, exchange many genes with their methanogenic partners. Still, these
type of bacteria only grow in co-culture, which suggests that the most ecologically
stable strategy in their case is a distributed one.

In many ways our study of the genome size dependency of horizontal transfer
provides a unifying framework for some of the observations made in the preced-
ing chapters. In particular the link between horizontal transfer, regulatory genes
and superlinear scaling provides us with new perspectives about the trends in
functional contents. Moreover, the agreement between the lineage specific scaling
trends observed in horizontal transfers and one-component systems, which as we
saw are actively involved in transfers, invites further research on the connections
between the incidence of distant transfers and the organization of the regulatory
system. For example, one possibility is that the high AT content of the Bacilli
leads to a lower specificity of the transcription factor - DNA interactions, increas-
ing the chance of possibly deleterious pleotropic effects in transferred regulators.
More in general, while on the one hand the rampant dynamics of horizontal trans-
fers on short evolutionary time-scales are well established, its connection to the
regulatory network organization is almost completely unexplored. Our work, and
other recent studies [Nakamura et al., 2004, Price et al., 2008], show that reg-
ulators are among the most frequently transferred genes, but clear cases that
demonstrate the specific impact of transcription regulation in short time-scale
adaptations are scarce ([Bessen et al., 2005] shows one of the few examples).
Hopefully the increasing focus on the study of microbial genomics on ecologically
delineated natural populations will offer us the opportunity to gain more insight
on this.

———– O ———–

Prokaryotes defy our ideas about evolution. We still debate, for example,
whether their evolutionary history can be represented by a tree. The fast turnover
of genes makes of microbial genomes entities in dynamic equilibrium, constantly
taking up and losing genes. Still, taxonomies based on phenotypic characters,
ribosomal genes or gene content seems to show some concordant phylogenetic
signals. One wonders then, what makes a lineage a lineage? The work presented
in this thesis suggests that gene regulation may be an important factor endowing
members of the same taxon with their specific characters.

On the other hand, we have shown that regulatory genes seem to be actively
involved in horizontal gene transfer. This suggests that regulatory networks are
shared between organisms. Many questions follow from this idea. For example,
does it make sense to talk about the regulatory network of an organism, or should
we extend this concept to the population level? Besides, aren’t there compatibility
issues when sharing your regulatory genes? If any, such issues could define the
barriers of gene sharing between major lineages in prokaryotes. In general, our
work raises questions about the coherence of regulatory networks in prokaryotes,
as a parallel to the already controversial genomic coherence.
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But we also saw that there is a strong dependency between the incidence
of distant horizontal transfers and the size of the genome, specially within the
proteobacteria. How organisms get more complex is one of the central issues in
biology. Our study shows that, to answer this question in prokaryotes, we need
to take into account the intimate connection between genome and environmental
complexity, that is between evolution and ecology. This link is so particularly
strong in microbes, because of their strong inclination to the exchange of DNA,
which brings ecological and evolutionary time-scales to the same table.

Implicit in our work is the idea that evolution not only shapes genome orga-
nization, but that genome organization, in particular the regulatory network, can
influence back the evolutionary pathways. Microbial genome evolution is a highly
dynamical and intriguing process. Yet, we can disentangle some of the complex
patterns that are painted on the canvas of genomic data, to get insights about the
determinants of genome evolution and to generate hypothesis about its dynamics.
The chapters of this thesis set our some basic groundmarks which will hopefully
allow further developments in our understanding of the nature of the genomic
variation and unity, which together define prokaryotic biodiversity.
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Nederlandse Samenvatting

Het genoom van een organisme bevat het genetisch materiaal dat voor het over-
grote deel de biologische eigenschappen van dat organisme bepaalt. Een van de
klassieke manieren om het genoom te conceptualiseren - en zo het onderzoek er-
naar te vergemakkelĳken - is simpelweg als een collectie van genen. Zo kunnen we
zeggen dat de genomen van een muskiet, van de bacterie die tuberculose veroor-
zaakt, of van een virus of een mens, gevormd worden door een unieke verzameling
van genen: A, B, C, D.... Deze conceptualisatie is nuttig, maar laat ook vele
aspecten van de complexe genetische organisatie van levende wezens achterwege.
Genen interacteren op verschillende manieren door de eiwitten die ze coderen: ze
werken samen om eiwitcomplexen te maken, ze zĳn afhankelĳk van elkaars func-
ties, ze signaleren veranderingen in de omgeving en bepalen de cellulaire reactie
daarop. De laatste decennia hebben wetenschappers om deze reden de organisatie
van genomen als een complex netwerk van interacties tussen genen en proteïnen
bestudeerd.

De tekortkomingen van het simpele model (het genoom als een collectie van
genen) worden relevanter naarmate de complexiteit van het organisme dat we
bestuderen toeneemt (onafhankelĳk van hoe men complexiteit precies definieert).
De algemeen aanvaarde gedachte is dat het repertoire van complexe biologische
functies niet alleen bepaald wordt door welke genen aanwezig zĳn, maar ook door
de interacties tussen hen. Prokaryotische micro-organismes, zoals bacteria, illu-
streren dit idee op een dramatische wĳze: uit vergelĳkende genoomanalyses blĳkt
dat in bacteria met grote genomen een groter deel van de genen een regulatoire
rol vervult. Dit in tegenstelling tot de kleine genomen. Dat wil zeggen dat het
controlesysteem van een cel, dat zorgt voor de juiste activering en inhibitie van
genen gegeven de omgevingsomstandigheden, relatief sneller groeit dan het totaal
aantal genen.

Deze laatste opmerking heeft te maken met één van de interessantste vragen
met betrekking tot de organisatie van levende wezens: de vraag hoe biologische
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complexiteit evolueert. Om dit te illustreren kunnen we het genoom en de com-
plexe interacties tussen de genen als een bedrĳf zien. In dit bedrĳf moeten ver-
schillende individuen hun activiteiten coördineren volgens de eisen van de markt.
De vraag is dan, hoe veranderen de verschillende stĳlen van organisatie afhanke-
lĳk van de grootte van het bedrĳf (een familie zaak of een multinational)? Wat
groeit sneller, de bureaucratie of de directe arbeidskracht? Bovendien, hoe zĳn
deze tendensen afhankelĳk van de karakteristieken van de organisatiestructuur?
Sommige organisaties zĳn bĳvoorbeeld gecentraliseerd of verticaal, terwĳl andere
horizontaal of modulair zĳn. Wat de genetische organisatie betreft, vragen we
ons af hoe de structuur van het geninteractie netwerk verandert in de verschillen-
de genomen, naar gelang hun grootte of hun evolutionaire afkomst. Met andere
woorden wĳ bestuderen niet alleen de algemene, maar ook de afkomst specifieke
tendensen.

Voordat we de karakteristieke aspecten van de organisatie van de genomen
in verschillende organismes of afstammingslĳnen gaan bespreken, richten we ons
eerst, in de eerste twee hoofdstukken van dit proefschrift, op het verduidelĳken
van de gemeenschappelĳke eigenschappen van de genetische organisatie. Omdat
alle levende wezens een manifestatie zĳn van hetzelfde proces - evolutie, het proces
van mutatie en selectie - verwachten we gemeenschappelĳke eigenschappen in alle
organismen. Wĳ bestuderen hoe de structuur in het netwerk van geninteracties
beïnvloed wordt door de dynamiek van simpele mutaties in het genoom. Hoofd-
stuk 2 bestudeert hoe de structuur van het genregulatie netwerk - het systeem
dat verantwoordelĳk is voor de controle van het cellulaire gedrag - gevormd wordt
als bĳwerking van de processen van genduplicatie, eliminatie en innovatie. Dit
hoofdstuk illustreert hoe "life-likeörganisaties simpelweg kunnen voortkomen uit
bĳwerkingen van de stochastische dynamiek van mutaties.

Hoofdstuk 3 presenteert een studie naar de organisatie van het genoom, ge-
baseerd op het idee dat de dynamiek van mutaties (duplicaties, eliminaties en
innovaties) synchroon moet optreden voor genen die functioneel gekoppeld zĳn.
Onze studies tonen aan dat groepen genen met verwante functies een overeenkom-
stige evolutionaire geschiedenis hebben. Vanuit een evolutionaire perspectief kan
de organisatie van genomen gezien worden als een collectie van modulen, waarin
groepen genen een coherente evolutionaire geschiedenis vertonen.

Verder hebben we in dit proefschrift onderzocht hoe bepaalde eigenschappen
van het DNA molekuul de verschillende stĳlen van organisatie in het genregulatie
netwerk kunnen beïnvloeden. Om de activiteiten van andere genen te reguleren,
binden regulerende proteïnen zich op specifieke plekken van het DNA. Sommige
eigenschappen van het DNA, zoals de frequentie van de verschillende nucleotiden
(die de vouwing van het DNA beïnvloeden), variëren enorm tussen verschillende
soorten bacteriën. We bestudeerden dus hoe zulke verschillen in de DNA code van
invloed kunnen zĳn op de interacties tussen regulerende eiwitten en hun voorkeur
voor bepaalde plekken op het DNA. De resultaten van ons onderzoek laten zien
dat in sommige gevallen de nucleotide samenstelling van het hele genoom en van
de interactieregio’s op het DNA sterk verschillen. In zulke gevallen, worden deze
interactieregio’s meestal gedeeld door meer dan één gen om het aantal van deze
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zeldzame sequenties te minimaliseren. Dus een onverwachte speler, de nucleoti-
de samenstelling van het DNA, kan een belangrĳk factor zĳn voor de stĳl van
organisatie van het regulatie netwerk.

In tegenstelling tot eukaryotische organismen (zoals planten, mensen of het
malaria parasiet), kunnen prokaryoten onderling grote delen van hun DNA uit-
wisselen. Hierdoor wordt genetische informatie niet alleen verticaal langs de af-
stammingslĳn overgedragen, maar ook horizontaal. Een belangrĳke studie in dit
proefschrift, hoofdstuk 7, richt zich op de vraag hoe genetische complexiteit be-
ïnvloed wordt door de horizontale overdracht van DNA tussen bacteriën. Onze
resultaten tonen aan dat, in het algemeen, des te groter het repertoire van genen
in een bacterie, des te groter is de relatieve bĳdrage van genen afkomstig van verre
afstammelingen. Dit laat zien dat grote bacteriële genomen zĳn gemaakt door een
combinatie van DNA van zeer verschillende herkomst. Een interessante mogelĳk-
heid is dat deze fylogenetische promiscuïteit een weerspiegeling kan zĳn van de
complexiteit van de omgevingen waarin een organisme leeft. Omgevingen zoals
de bodem bevatten een enorme biodiversiteit en hoge celdichtheden. Dit leidt
dus tot een grote bron van divers genetisch materiaal dat beschikbaar zou kun-
nen zĳn via horizontale overdracht. Een belangrĳke conclusie uit dit onderzoek
is dat de groep genen die het meest horizontaal wordt doorgegeven de reguleren-
de genen zĳn. Dit betekent dat er een samenhang bestaat tussen fylogenetische
promiscuïteit en organisatie van de genregulatie netwerken in grote genomen.

Een andere belangrĳke observatie in onze studie van horizontale genoverdracht
is de ontdekking van afstammingsspecifieke trends. De algemene trend is dat gro-
te bacteriën een groter deel van genen uit verre afstamming hebben. Daar staat
tegenover dat in sommige gevallen, zoals bĳ bacilli, het aandeel genen afkomstig
van horizontale overdracht constant blĳft, onafhankelĳk van de grootte van het
genoom. Het is opmerkelĳk dat dezelfde trend wordt waargenomen in het aantal
regulerende genen. We hebben deze idiosyncratische patronen in de genregulatie
netwerk in hoofdstuk 4 bestudeerd. Ons studie suggereert dat de manier waarop
het genregulatie netwerk georganiseerd is, een karakteristieke eigenschap van de
verschillende afstammingslĳnen zou kunnen zĳn. Uit deze studie blĳkt dat het
bacteriële regulome evolueert in grote stapen, met snelle uitbreidingen en con-
tracties in de fractie van regulerende genen in de genomen. Onze hypothese is
dat deze snelle uitbreidingen van de genetische diversiteit (een soort genetische
big-bangs) aan de basis kunnen liggen van diverse idiosyncratische patronen.

De evolutie van microbische genomen is een complex en interessant proces. In
dit proefschrift hebben we hiervan een aantal evolutionaire kenmerken ontrafeld.
We hebben ook een basis gelegd voor toekomstige ontwikkelingen die ons in staat
zullen stellen een helder perspectief te verkrĳgen op, enerzĳds, gemeenschappelĳke
patronen en, anderzĳds, idiosyncratische trends in de genetische organisatie van
microben.
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El genoma de un organismo contiene el material genético que define sus carac-
terísticas biológicas. Para facilitar su entendimiento y estudio, una de las formas
clásicas de conceptualizar el genoma es como colección abstracta de genes. De
esta forma uno puede decir que el genoma del mosquito, de la bacteria causante de
la tuberculosis, de un virus o de un ser humano, están definidos por un repertorio
único de genes: A, B, C, D ... Esta conceptualización, aunque útil, omite muchos
aspectos de la complejidad de la organización genética de los seres vivos. Los
genes interactúan de muchas formas a través de las proteínas que ellos codifican:
unen fuerzas para formar complejas megaproteínas, sus funciones son interdepen-
dientes en los diferentes procesos metabólicos, sensan el estado del ambiente y
determinan la respuesta celular regulando la actividad de otros genes. Por esta
razón, en la ultima década los científicos han prestado especial interés al estudio
de la organización genómica como una compleja red de interacciones entre genes
y proteínas.

Es interesante notar que la insuficiencia del modelo del genoma como una
simple colección de genes se vuelve especialmente relevante cuanto mayor es la
complejidad del organismo que estudiamos (independiéntemente de como defina-
mos complejidad). La idea comúnmente aceptada es que el repertorio de funciones
biólogicas no sólo está determinado por la batería de genes en si, si no por las in-
teracciones entre ellos. Microorganismos procariotas, como las bacterias, ilustran
esta idea de forma dramática: estudios de genómica comparativa demuestran que
bacterias con un mayor número de genes dedican una mayor proporción de su ge-
noma a funciones regulatorias. Es decir, el sistema de control de la célula, capaz
de activar o desactivar el repertorio de genes según las condiciones ambientales en
las que el organismo se encuentra, crece con mas rapidez que el total del repertorio
genético.

Esta ultima observación toca una cuerda central en nuestro interés por enteder
la organización de los seres vivos. La pregunta de cómo evoluciona la complejidad

123



Resumen en Español

biólogica. Imaginemonos el genoma y las complejas interacciones entre sus genes
como una empresa en la cual diferentes individuos deben coordinar sus actividades
en función de las demandas del mercado. ¿Cómo cambian los diferentes estilos de
organización en pequeñas empresas familiares, o en grandes multinacionales? Cre-
cerá mas rápido la burocracia administrativa o la mano de obra directa? Además,
cómo dependen estas tendencias de la idiosincracia de la organización, unas cen-
tralizadas o verticales, otras mas bien horizontales u organizadas en módulos. De
esta misma forma, con respecto a la organización genética, nos preguntamos como
cambia la estructura de la red de interacción entre genes en diferentes genomas,
según su tamaño o su lineage (su idiosincracia).

Pero antes de enfocarse en los aspectos distintivos de la organización genética
en diferentes organismos o lineajes, o en las tendencias en la evolución de la com-
plejidad genómica, los dos primeros capítulos de esta tesis se enfocan mas bien en
entender los comunes denominadores. Aquellas características de la organización
genética que emergen por el simple hecho de que todos los organismos vivos son
diferentes manifestaciones de un mismo proceso, la evolución, el proceso de mu-
tación y selección en el genoma. Nuestros estudios parten del modelo básico del
genoma como un colección de genes, para estudiar como la constante dinámica
mutacional afecta la estructura de la redes de interacción. A traves de muta-
ciones, porciones de ADN son frecuentemente duplicadas, perdidas o adquiridas
como innovaciones en el repertorio genético. El capítulo 2 estudia cómo ciertos
patrones en las redes de regulación genética -responsable por el control del com-
portamiento celular en respuesta a cambios ambientales- emergen como efectos
secundarios de el proceso de duplicación, pérdida e innovación de material gené-
tico. Este fenómeno ilustra como organizaciones similares a la que observamos en
sistemas vivos pueden emerger, de manera gratuita, como resultado de procesos
estocásticos.

El capítulo 3 presenta también un esfuerzo por entender la organización den-
tro de la colección abstracta que llamamos genoma. Este esfuerzo se basa en la
idea de que la dinámica mutacional (duplicaciones, pérdidas e innovaciones) no
actúa uniformemente sobre la colección de genes. Por el contrario, debería existir
cierta sincronía entre genes que estén acoplados en módulos funcionales. Nuestro
estudio demuestra que conjuntos de genes con funciones relacionadas tienen his-
torias evolutivas similares, en las que estos grupos son duplicados o eliminados
en conjunto. Desde una perspectiva evolutiva, la organización del genoma puede
por tanto ser comprendida en términos de una colección de módulos, en los que
grupos de genes conllevan historias evolutivas coherentes.

En esta tesis hemos estudiado también como ciertas propiedades de la mole-
cula de ADN pueden afectar los diferentes estilos de organización en la red de
regulación. Para ejercer su efecto regulador, las proteinas reguladoras se ligan a
la molecula de ADN en sitios de interacción específicos. Dado que la frequencia de
los diferentes nucleótidos que forman el ADN varía enormemente entre diferentes
tipos de bacteria, nosotros nos preguntamos cómo estas diferencias en el codigo
genético influyen en la interacción entre proteínas reguladores y los sitios de li-
gadura en el ADN. El resultado de nuestra investigación muestra que los sitios
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de interacción demandan cierta composición de nucleótidos que es relativamente
independiente de las tendencias en la composición total de la molecula de ADN.
Nuestro estudio demuestra que en aquellos genomas en los que la composición
de nucleótidos del genoma es opuesta a las demandas específicas de los sitios de
interacción, la red de regulación está organizada de tal forma que los sitios de
interacción pueden ser compartidos por más de un gen, permitiendo asi la codifi-
cación eficiente de las interacciones en la red de regulación. Esto indica que, un
jugador impensado, la frecuencia de nucleótidos en la molecula de ADN, es un
factor determinante del estilo de organización genética.

Algo que caracteriza la evolución de los organismos procariotas (bacterias)
con respecto a los eucariotas (seres humanos, hongos, el parásito de la malaria,
etc), es que los procariotas pueden intercambiar ADN con otras células en el
ambiente. Esto ocasiona que la información genética no sólo sea transmitida de
forma vertical, a través de las líneas de descendencia, sino también de forma ho-
rizontal, entre diferentes lineajes. Un estudio central en esta tesis, presentado en
el último capítulo, se enfoca en la pregunta de cómo evoluciona la complejidad
de los genomas microbianos a través de la adquisición de genes provenientes de
otras bacterias. Nuestros resultados muestran que, en terminos generales, mien-
tras mayor es el repertorio de genes de una bacteria, mayor es la contribución
relativa de genes provenientes de lineajes lejanos. Esto significa que los grandes
genomas bacterianos están mas cercanos a ser una quimera: una combinación de
genes de diferentes estirpes. Una posibilidad interesante es que esta promiscuidad
filogenética sea un reflejo de la complejidad del ambiente en el cual habitan los
microorganismos. Ambientes como el suelo, contienen una enorme biodiversidad
de bacterias y una alta densidad de células, lo que genera una amplia fuente de
material genético disponible a través de transferencias horizontales. Otro aspecto
importate que notamos en este estudio, es que los genes reguladores, los burocra-
cia controladora del estado celular, son el grupo de genes que con mayor frecuencia
es transferido horizontalmente. Aquí se unen entonces dos observaciones crucia-
les: promiscuidad filogenética y tamano del reguloma van juntos de la mano en
la evolución de la complejidad genómica de los microbios.

Otra resultado importante en nuestro estudio del impacto de las transferencias
horizontales en el tamano del genoma, es el descubrimiento de tendencias específi-
cas de los principales lineajes. Por ejemplo, en contraste con la tendencia general,
en el caso específico de los Bacilos, la proporción de transferencias horizontales se
mantiene constante, independiéntemente del tamano del genoma. Lo interesante
de esta observación es que la misma dependencia del lineaje es detectada en el
número de genes reguladores. Esto sugiere entonces, que las tendencias en la in-
cidencia de transferencias horizontales en microbios determinan en cierta medida
los patrones idiosincráticos de la red de regulación de genes. Estos patrones son
estudiados en el capítulo 4, y muestran que la organización de la red de regulación
puede ser una de las características distintivas de los grandes grupos en los que
se subdivide la biodiversidad bacteriana. Este capítulo también muestra que el
reguloma de las bacterias ha evolucionado de forma puntuada, con rápidas expan-
siones en el número de genes reguladores marcando la diferencia entre los grandes
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lineajes.
La evolución de los genomas microbianos es un proceso altamente dinámico e

intrigante. En esta tesis hemos desenredado algunos de sus patrones característi-
cos, sentando bases para futuros avances que nos permitan tener una perspectiva
mas lúcida tanto de los denominadores comunes y como de los patrones idiosin-
cráticos en la organización genética de la vida microbiana.
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