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Manuscripts based on the studies presented in this thesis

Chapter 2 Tanniou J, van der Tweel I, Teerenstra S and Roes KCB. Subgroup
analyses in confirmatory clinical trials: time to be specific about
their purposes. BMC Medical Research Methodology, 2016; 16:20

Chapter 3 Tanniou J, van der Tweel I, Teerenstra S and Roes KCB. Level of
evidence for promising subgroup findings in an overall
non-significant trial. Statistical Methods in Medical Research, 2016;
25(5): 2193-2213

Chapter 4 Tanniou J, Smid SC, van der Tweel I, Teerenstra S and Roes KCB.
Level of evidence for promising subgroup findings: the case of
trends and multiple subgroups. Submitted

Chapter 5 Tanniou J, van der Tweel I, Teerenstra S and Roes KCB. Estimates
of subgroup treatment effects in overall non-significant trials: to
what extent should we believe in them?. Pharmaceutical Statistics,
doi: 10.1002/pst.1810

Chapter 6 Tanniou J, Teerenstra S, Hassan S, Elferink A, van der Tweel I,
Gispen-de Wied C and Roes KCB. European regulatory use and
impact of subgroups evaluation in Marketing Authorisation
Applications. Submitted





Contents

Page

Chapter 1 General introduction 11

PART I Overview of methodological and statistical approaches dealing
with subgroup analyses

Chapter 2 Subgroup analyses in confirmatory clinical trials: time to be
specific about their purposes

21

PART II Subgroup findings in clinical trials for which the primary
outcome failed

Chapter 3 Level of evidence for promising subgroup findings in an overall
non-significant trial

47

Chapter 4 Level of evidence for promising subgroup findings: the case of
trends and multiple subgroups

73

Chapter 5 Estimates of subgroup treatment effects in overall non-significant
trials: to what extent should we believe in them?

99

PART III Practical use of subgroup analyses in the European regulatory
setting

Chapter 6 European regulatory use and impact of subgroups evaluation in
Marketing Authorisation Applications

125

Chapter 7 General discussion 139

Appendices Appendix A 147

Appendix B 151

Appendix C 159

Appendix D 173

Bibliography 179

Summary 191

Nederlandse samenvatting 197
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General introduction

Regardless of the area of expertise, knowledge of history helps to better understand the

contemporary and to conceive the world of tomorrow. Research and development of

medicinal products are no exception to this rule. The following is a modest and superficial

summary of the history of development of medicinal products which does not pretend to be

historically exhaustive but that aims at giving a comprehensible picture of where we come

from and where we are going to in medicinal product development.

Medicinal products have a long history and date back to the early days of human

civilisation. Since time immemorial, humans have sought to treat diseases, primarily based

on observations. According to archaeological excavations, medicinal plants were already used

to treat all kinds of diseases during the Palaeolithic era. The transmission of knowledge on

these (healing) attributes has only been oral for millennia. One of the first historic remnants

of written transmission of medicinal knowledge was found in ancient Egypt with the Ebers

Papyrus. This papyrus was written about 1500 B.C., but it is believed to have been copied

from earlier texts. It referred to around 800 different substances such as opium, liver extracts

and hemp. From Ebers Papyrus to the 16th century, we have been left with the use of mineral,

animal and especially plant species, fresh or dried, prescribed in decoctions, macerations,

herbal teas and fumigations [1].

Contrary to popular belief, clinical trials already played a role more than 400 years ago. The

study of the efficacy of poison drugs and their antidotes, involving poisoned test subjects,

has been investigated during the 16th century. For instance, a trial had been initiated by a

German prince, involving eight dogs using four different poisons. Four of the dogs received

the antidote and all survived while amongst the four other dogs, not receiving the antidote,

three died and one survived after the prince had pity on him and gave him half of the

antidote. This antidote had been further tested on a prisoner, who survived. Despite that

official licenses were not in place at that period, the prince and political leaders provided an

“official approval” for the antidote [2]. Despite the very basic design associated with clinical

trials performed at that time, it laid the groundwork for scientific investigations of ”modern”

treatments. In 1747, James Lind used a crude randomised controlled trial to determine

whether scurvy could be cured by acidic diets. He divided 12 sick sailors into six groups

of two. He kept them all on the same diet, and gave each group a different test remedy: a

quart of cider, 25 drops of elixir of vitriol, six spoons of vinegar, half a pint of seawater, two

oranges and a lemon, or a spicy paste plus a drink of barley. After six days, they observed

that one of the two sailors taking citrus fruits daily was cured and the other one had almost

recovered.
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Chapter 1

The beginning of the 19th century marks a major step in the history of medicinal products with

the development of chemistry and the extraction of active ingredients from natural substances.

As a result of major steps in chemistry progress, the first chemical syntheses became accessible.

It led, for instance, to the discovery of morphine from opium (1803), the quinine from cinchona

bark (1820) and the salicin from willow bark (1829). In 1853, Charles Frédéric Gerhardt

synthesised the acetylsalicylic acid; this white substance, officially commercialised in 1893,

was to become the most popular medicine of the world: Aspirin. A few decades later, the first

antibiotic (penicillium) was discovered by a Scottish scientist, Alexander Fleming, in 1928.

Despite enormous progress, unfortunate events illustrated the need for medicinal products

regulations. The triggering factor is the drama of the sulfanilamide elixir, where the active

ingredient was safe but the solvent was not. It was initially expected to treat a variety

of ailments such as sore throats, but took the lives of over 100 Americans who died of

poisoning in 1937. As a consequence, the Federal Food, Drug and Cosmetic Act including

the premarket notification requirement for new drugs was established in 1938, constituting

the milestone of a first strict regulatory control of novel medicines. From that period, a

plethora of discoveries and advances happened: synthetic antihistamines in 1942, coumarin

anticoagulants in 1947, cortisone in 1949, isoniazid and neuroleptics in 1952, monoamine

oxidase inhibitors, chlorothiazide and imipraminic antidepressants in 1957. From the 1960s

onwards, pharmacologists developed methods of preclinical molecular evaluation using a

screening method. This has allowed the development of new drugs from existing drug

models. The development of harmonisation also started at that period in the European

community, leading to the establishment of the European Medicines Agency (EMA) in 1993.

The two primary roles of the European regulatory authority are: (1) deciding whether or not

to allow a new treatment on the European market and (2) make sure optimal information for

prescribers and patients is provided.

The role of statistics in drug development is considerable because true (i.e. reproducible)

effects of drugs have to be separated from chance findings. The conduct of clinical trials

today is unthinkable without substantial statistical input. One of the first pioneers was

Sir Ronald A. Fisher who developed his Principles of experimental design, describing the

methodology to be used for stringently designed agricultural research [3]. He describes,

for instance, the importance of randomisation and replication, which led to the emergence

of the randomised controlled trial (RCT). The first modern RCTs were carried out by Sir

Austin Bradford Hill and his colleagues, between 1946 and 1947, with the objective to

cure pulmonary tuberculosis. From 1970, the FDA required that drug applicants submit
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General introduction

RCTs results with new medicinal product applications, heralding a new era for randomised

controlled trials to be the ”gold” standard [4]. More recently, the International Conference on

Harmonisation (ICH) was installed to harmonise drug development requirements between

the three global pharmaceutical markets: the EU, Japan and US. In 1998, the current version

of the ICH E9 guidance ”Statistical principles for clinical trials” was adopted by all major

regulatory authorities (FDA in the US, EMA in the EU and PMDA in Japan) [5]. Among all

statistical and methodological aspects this guidance refers to, it pinpoints the importance of

subgroups and explains that ”they should explore the uniformity of any treatment effects

found overall.” Most clinical trials are designed based on the underlying (strong) assumption

of homogeneous treatment response regarding the clinical trial population. As subgroups

may well be associated with different treatment effects within a clinical trial, even with strict

inclusion criteria, this assumption of homogeneous treatment effect should be challenged

on a regular basis. Moreover, given that treatment effects across subgroups are assumed

homogeneous, any observed heterogeneity in clinical trials regarding important subgroups

should therefore be taken seriously. If a potential new beneficial (or detrimental) treatment

effect exists, all efforts for its identification should be undertaken in the interest of patient and

societal alike. Subgroup analyses constitute a fundamental step in the assessment of evidence

from confirmatory (Phase III) clinical trials, particularly to identify those patients for which

conclusions on the benefit–risk ratio based on average effects over the whole study population

might not hold.

As observed in the past, subgroup analyses may be over-interpreted with a potential

detrimental impact on patients’ health as illustrated by the Canadian Aspirin Trial [6]. This

trial showed that aspirin was not of net benefit to stroke prevention in women contrary to

men, leading to thousands of women being deprived from this effective treatment. In order

to draw any definite conclusions about subgroups, the associated level of evidence from such

findings should be clearly evaluated and interpreted cautiously.

Objective

In this thesis the careful investigation and interpretation of subgroup findings in confirmatory

clinical trials is advocated. This is done by investigating scenarios relevant for practice as well

as identifying issues related to these scenarios. We suggest approaches to trial design that

make efficient use of available information to find the subgroup effects that are most likely

true and should hence be confirmed. Given the importance of drug regulatory authorities, we

determine how subgroup analyses influence their decisions.
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Thesis Outline

In PART I (Chapter 2), a literature review, dedicated to subgroup analyses, is presented

that evaluates the recent methodological and statistical developments against the potential

objectives of subgroup analyses: (1) Investigate the consistency of treatment effects across

subgroups of clinical importance, (2) Explore the treatment effect across different subgroups

within an overall non-significant trial, (3) Evaluate safety profiles limited to one or a

few subgroup(s), (4) Establish efficacy in the targeted subgroup(s) when included in a

confirmatory testing strategy of a single trial. This investigation aims at categorising the

existing methods for subgroup analyses in confirmatory (Phase III) clinical trials based on

their purpose, instead of considering subgroup analysis methods as a single entity as it

has almost exclusively been done so far. This allows categorising the recent developments

accordingly, and points out where we are and what areas need further research.

In PART II, we investigate the value of a subgroup finding within an overall non-significant

trial. In Chapter 3, we evaluate the statistical level of evidence for promising subgroup

findings with continuous outcomes and provide potential suitable replication strategies.

A pragmatic threshold is proposed to decide whether a new replication trial should be

undertaken, if not yet available. Chapter 4 translates the result from Chapter 3 to dichotomous

outcomes. Moreover, two extensions deemed relevant for practice are addressed. First, the

situation in which multiple subgroups are investigated within the same trial. Second, when a

covariate of interest is divided into ordered categorical subgroups, such as (different) levels of

a biomarker or different age classes, a trend might be observed across subgroups. Such a trend

might be seen as stronger evidence, potentially associated with a biological mechanism. In

Chapter 5, we quantify the statistical bias regarding the observed treatment effect associated

with potential subgroup findings and suggest an empirical Bayesian shrinkage method to

minimise the bias in question. The potential usefulness of the pragmatic threshold proposed

in Chapter 3 is assessed as regard to the estimation issue.

In PART III (Chapter 6), we investigate the impact of subgroups evaluations in recent

regulatory decision making. First, we assess whether subgroups evaluations differ between

approved and non-approved products; second, whether the extent to which subgroups

assessments led to the approved indication being different from the indication as proposed

by the applicant; and third, whether the impact of subgroups depends on the orphan status of

the medicinal product.

The thesis concludes with a general discussion (Chapter 7). Findings and fundamental issues
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concerning subgroup analyses in confirmatory clinical trials are addressed. The strengths

and limitations of the described work are considered and directions for further research are

suggested.
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Subgroup analyses in confirmatory clinical trials:

time to be specific about their purposes

Julien Tanniou

Ingeborg van der Tweel

Steven Teerenstra

Kit CB Roes

BMC Medical Research Methodology, 2016 Feb 16; 16:20.

21



Chapter 2

Abstract

It is well recognised that treatment effects may not be homogeneous across the study

population. Subgroup analyses constitute a fundamental step in the assessment of evidence

from confirmatory (Phase III) clinical trials, where conclusions for the overall study

population might not hold. Subgroup analyses can have different and distinct purposes,

requiring specific designs and analysis solutions. It is relevant to evaluate methodological

developments in subgroup analyses against these purposes to guide healthcare professionals

and regulators as well as to identify gaps in current methodology. We defined four purposes

for subgroup analyses: (1) Investigate the consistency of treatment effects across subgroups

of clinical importance, (2) Explore the treatment effect across different subgroups within an

overall non-significant trial, (3) Evaluate safety profiles limited to one or a few subgroup(s), (4)

Establish efficacy in the targeted subgroup when included in a confirmatory testing strategy

of a single trial. We reviewed the methodology in line with this ”purpose-based” framework.

The review covered papers published between 1 January 2005 and 30 April 2015 and aimed to

classify them in none, one or more of the aforementioned purposes. In total 1857 potentially

eligible papers were identified. Forty-eight (48) papers were selected and 20 additional

relevant papers were identified from their references, leading to 68 papers in total. Nineteen

(19) were dedicated to purpose 1, 16 to purpose 4, one (1) to purpose 2 and none to purpose

3. Seven (7) papers were dedicated to more than one purpose, the 25 remaining could not

be classified unambiguously. Purposes of the methods were often not specifically indicated,

methods for subgroup analysis for safety purposes were almost absent and a multitude of

diverse methods were developed for purpose 1. It is important that researchers developing

methodology for subgroup analysis explicitly clarify the objectives of their methods in terms

that can be understood from a patient’s, healthcare provider’s and/or regulator’s perspective.

A clear operational definition for consistency of treatment effects across subgroups is lacking,

but is needed to improve the usability of subgroup analyses in this setting. Finally, methods

to particularly explore benefit-risk systematically across subgroups need more research.
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2.1 Introduction

Confirmatory (Phase III) clinical trials aim to provide conclusive evidence on the efficacy and

safety of new drugs, usually as compared to standard treatments. The conclusions from such

studies are typically considered applicable to the whole study population. However, in light

of growing biological and pharmacological knowledge leading to more personalised medicine

and targeted therapies, it is well recognised that the treatment effect of a new drug might not

be homogeneous across the study population. Subgroup analyses are therefore essential to

interpret the results of clinical trials. If subgroups with a potential worse or better benefit-risk

balance exist, identification is fundamental in the interest of patients.

The methodology and reporting of subgroup analyses have been subject of research and

several literature reviews have been conducted. According to Pocock et al. [7], 70% (35/50)

of reported trials contained subgroup analyses, of which 60% (21/35) claimed subgroup

differences. The total number of reported subgroup analyses per published trial varied

from one to 24 with a median of four. In 20% (7/35) of the trials, subgroup analyses were

purely descriptive. Thirty-seven% (13/35) of trials reported p-values for treatment effect

within subgroups and 43% (15/35) used tests of interaction. Hernandez et al. [8] selected 63

cardiovascular clinical trials, of which almost two thirds (39/63) reported subgroup analyses.

A subgroup effect was claimed in over half of these (21/39) based on either interaction tests

(7/11) or subgroup-specific tests (14/28). Wang et al. [9] reviewed 59 clinical trials, of which

34 performed more than five subgroup analyses and five were unclear about the number

of subgroup analyses performed. They found that in the majority of papers it was not

specified whether subgroup analyses were pre-specified or performed post-hoc (40/59). In

Gabler et al. [10], the authors reviewed 319 studies from high-impact factor journals (BMJ,

JAMA, NEMJ, The Lancet, Annals of Internal Medicine). They found that 29% (92/319) of

the studies reported interaction analyses, 28% (88/319) reported subgroups analyses only

without formal statistical comparisons and 43% (139/319) did not report on the heterogeneity

of the treatment effect. Sun et al. [11, 12] investigated the impact of industry funding on

the reporting of subgroup analyses in randomised controlled trials. Their study included

469 randomised controlled trials published in 2007, of which 207 (44%) reported subgroup

analyses. Subgroup analyses were more frequent in high impact journals, non-surgical trials

and trials with larger sample size. When the primary outcome was not significant, industry

funded trials were more likely to report subgroup analyses than non-industry funded trials,

contrary to when there was a statistically significant primary outcome.

23
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Subgroup analyses are known to be prone to statistical and methodological issues such as

inflation of type I error due to multiple testing, low power, inappropriate statistical analyses

or lack of pre-specification. To deal with these issues, guidelines for the design, analysis,

interpretation and reporting of subgroup analyses have been proposed [13, 14, 15, 16, 17, 18].

They generally share the same main points: the number of subgroups to be tested should

be small, subgroups of interest should be pre-specified and based on a strong biological

reasoning or based on observed effects in the subgroup in previous studies, adjustment

for multiple testing should be considered, subgroup-treatment interaction tests should be

preferred to subgroup-specific tests, and all subgroups tested should be reported including

whether they are pre-planned or post-hoc.

Despite such guidance the assessment of subgroup analyses remains complex. For example,

the CAPRIE trial aimed to show superiority of clopidogrel to aspirin in the secondary

prevention of cardiovascular events in patients at risk of ischemic events. The primary

endpoint was the first occurrence of myocardial infarction (MI), ischemic stroke, or vascular

death in patients with atherothrombosis. The intent-to-treat analysis showed a relative

risk reduction (RRR) of 8.7% in favour of clopidogrel (p=0.043). In an additional analysis,

the CAPRIE investigators showed that heterogeneity was observed (p=0.042) depending on

the qualification of prior cardiovascular events, which was used as a stratification factor

at randomisation: prior MI: RRR=7.3%, prior stroke: RRR=-3.7%, symptomatic peripheral

arterial disease: RRR=23.8%. This observed heterogeneity led two regulatory agencies to

different assessments. The National Institute for Health and Care Excellence (NICE, English

and Welsh authority) concluded a clinical benefit for the overall population whereas the

Institut für Qualität und Wirtschaftlichkeit im Gesundheitswesen (IQWiG, German authority)

concluded efficacy only for the most beneficial subgroup of patients (symptomatic peripheral

arterial disease) [19, 20, 21]. The disparate conclusion by the two regulatory agencies

illustrates the diverging views or interpretations, and the lack of consensus and international

standards for the conduct and interpretation of subgroup analyses.

We observed that methodological papers on subgroup analyses sometimes lacked a clear

connection between the methodological solutions and specific purposes. Five different

purposes for subgroup analyses have been suggested by Grouin et al. [22], in the context

of market authorisation of new drugs: (i) to confirm that efficacy benefits observed in the

trial are consistently seen across subgroups, (ii) to identify subgroups with larger treatment

effect when the study reaches an overall statistically significant effect, (iii) to check specific

subgroups that a priori are suspected to show less or no treatment effect, (iv) to identify a
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statistically positive subgroup in case of a non-significant overall effect, and (v) to identify

safety problems limited to one or few subgroups. To gain systematic insight in the ”state of

the art” and areas of research needed, we reviewed the proposed methodological solutions

for this ”purpose-based” framework.

We first explain the search strategy as well as the ”purpose-based” framework. Next, we

present the main results of the study. We conclude with a critical discussion and suggestions

for further methodological development.

2.2 Methods

Search strategy
This review covers papers published between 1 January 2005 and 30 April 2015. The last

search was conducted on PubMed on 1 May 2015. The search was restricted to statistical

and methodological journals, i.e. Journal of Biopharmaceutical Statistics, Statistics in Medicine,

BMC Medical Research Methodology, Statistical Methods in Medical Research, Contemporary Clinical

Trials, Trials, Clinical Trials, Pharmaceutical Statistics, Drug Information Journal, Biostatistics,

Biometrical Journal, Biometrika, Statistical Methodology and Biometrics. Various keywords such

as ”subpopulation”, ”subset”, ”subgroup” or ”interaction” were considered. In addition

reference lists of identified papers were checked, without restriction to these journals. The

complete search strategy is provided in Appendix A.

Framework for selection and review
Potentially relevant papers were selected on their title and abstract. To structure our review

we adapted the five purposes proposed by Grouin et al. [22]. Purpose (i) and (iii), trying to

establish consistency either in positive or negative direction for either all clinically important

subgroups or a selected set of subgroups, were merged. Purposes (ii) and (iv), identifying

favourable subgroup(s) and aiming to exploit heterogeneity, were also merged. Purpose

(v), which concerns safety rather than efficacy, was maintained as proposed by Grouin et

al. Finally, we added a specific purpose dedicated to confirmatory subgroup strategies. To

summarise, four distinct purposes constitute the framework of this study:

1. Investigate the consistency of treatment effect across subgroups of clinical importance.

2. Explore the treatment effect across different subgroups within an overall non-significant

trial.
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Figure 2.1: Number of papers related to subgroup analyses published per year

3. Evaluate safety profiles limited to one or a few subgroup(s).

4. Establish efficacy in the targeted subgroup when included in a confirmatory testing

strategy of a single trial.

The methodological papers could fall in none, one or more of these categories. The

classification of a paper in a category is based either on an explicit statement on the purpose,

or was inferred by the first author from the full text.

2.3 Results

In total 1857 potentially eligible papers were identified. There is a clear increase in the

volume of research over time (Figure 2.1). This recent activity in the area of subgroup analysis

illustrates its importance in drug development.
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Figure 2.2: Study flowchart

Forty-eight (48) papers were selected based on the search strategy (Figure 2.2). Twenty (20)

additional relevant papers were identified from their references, leading to 68 papers in total.

The Venn diagram (Figure 2.3) shows the classification of papers across purposes. Thirty-six

(36) papers were dedicated to exactly one purpose: 19 to purpose 1, 16 to purpose 4 and one to

purpose 2. Seven papers were dedicated to more than one purpose. The remaining 25 papers

could not be classified to a specific purpose.

Thus, most papers addressed purpose 1, ”Investigate the consistency of treatment effect across

subgroups of clinical importance” (25/68) or purpose 4, ”Establish efficacy in the targeted subgroup

when included in a confirmatory testing strategy of a single trial” (21/68).

2.3.1 Investigate the consistency of treatment effect across subgroups of clinical

importance
Consistency of treatment effects across subgroups is of major importance. It impacts

the interpretation of study findings and in addition affects the prescription of treatment
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Figure 2.3: Venn diagram of the classification

by healthcare providers. Therefore, assessment of consistency is a crucial step in the

interpretation of a clinical trial. In total 25 papers covered this purpose. An example

illustrating consistency assessment is first described, followed by the review of the selected

papers.

In a randomised double-blind clinical trial (MERIT-HF), 3991 patients with chronic heart

failure (New York Heart Association (NYHA) functional class II–IV) and with ejection fraction

of 0.40 or less, stabilised with optimal standard therapy, were recruited [23]. These patients

were randomly assigned to either metoprolol CR/XL (n=1990) (starting dose of either 12.5 mg

or 25 mg once daily) or placebo (n=2001). The target dose was 200 mg once daily and doses

were up-titrated over 8 weeks. Dose regimen could be modified according to the judgement

of the investigator. The primary endpoint was all-cause mortality. An interim analysis after

a mean follow-up time of one year concluded early stopping of the trial due to established

efficacy. However, in post-hoc subgroup analyses, the ”all US patients” subgroup did not

show a reduction in total mortality. The American regulatory agency then performed a post-

hoc interaction analysis comparing ”US patients” vs. ”all other countries”. The hazard ratio

in the former was 1.05 (95%CI 0.71–1.56) whereas in the latter it was 0.55 (95%CI 0.43–0.70,
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test for interaction p=0.003). This situation invoked heated debate between the American

authorities and the Investigator (MERIT-HF study group). At present, metoprolol CR/XL

is indicated in the USA ”for the treatment of stable, symptomatic (NYHA class II or III)

heart failure of ischemic, hypertensive, or cardiomyopathic origin. It was studied in patients

already receiving ACE inhibitors, diuretics, and, in the majority of cases, digitalis. In this

population, metoprolol CR/XL decreased the rate of mortality plus hospitalisation, largely

through a reduction in cardiovascular mortality and hospitalisations for heart failure”. The

Clinical Pharmacology section of the label states that ”the combined endpoints of all-cause

mortality plus all-cause hospitalisation and of mortality plus heart failure hospitalisation

showed consistent effects in the overall study population and the subgroups, including

women and the US population. However, in the US subgroup (n=1,071) and women (n=898),

overall mortality and cardiovascular mortality appeared less affected. Analyses of female

and US patients were carried out because they each represented about 25% of the overall

population. Nonetheless, subgroup analyses can be difficult to interpret and it is not known

whether these represent true differences or chance effects”. This example clearly illustrates

the challenges to draw inferences from (post-hoc) subgroup analyses.

Whilst ”consistency” is a widely used term, there is no formal agreement about its

definition [24]. As a consequence a diversity of methodological approaches exists:

investigating subgroup-specific treatment effect based on the (within subgroup) statistical

significance, investigating the directional treatment effect estimate in each subgroup,

performing a test of interaction, or considering only qualitative interactions.

Statistically significant consistent subgroup-specific treatment effect
Li et al. [25] investigated the probability of observing at least one statistically significant

negative subgroup result conditional on a statistically significant overall positive result,

when the true treatment effect is positive and homogeneous across all subgroups. In the

scenario where 15 subgroups, defined by five baseline variables each defining three subgroups

with equal proportions, are tested, this probability is below 1%. Therefore, if a statistically

significant negative result is observed after concluding an overall positive treatment effect, it

is unlikely that this negative subgroup effect can be attributed to chance. The authors state that

further investigation, such as a similar observed trend in other studies or a strong biological

explanation, would be important to confirm this finding. More recently, Wang and Hung [26]

investigated the probability of observing statistically significant consistent vs. inconsistent

treatment effects across two mutually exclusive subgroups. Consistent is defined as both
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subgroups having a statistically similar results, and inconsistent as the two subgroups having

statistically different results. The authors show that the probability of observing statistically

significant consistent effects is at most 50%. The probability of observing a statistically

significant beneficial treatment effect in both subgroups ranges from 7% at extreme subgroup

proportions to approximately 25% at equal subgroup sample sizes. The probability that both

subgroup-specific treatment effects are not shown to be statistically significant ranges from

20% for extremely different subgroup sizes to approximately 25% for equal subgroup sizes.

Koch and Schwartz [27] proposed to apply a less stringent type I error, so that power for the

subgroup test is similar to that for the overall studied population. They suggest to consider

a type I error of 0.05 for subgroups with more than 70% of the patients, 0.15 for subgroups

that include about half of the patients, and 0.25 for small subgroups, e.g. ≤30%. According to

the authors, if a pre-specified subgroup fails to show any efficacy based on those criteria, the

consistency of the overall treatment effect can be brought into question.

Directionally consistent subgroup-specific treatment effect
Li et al. [25] also considered the probability of observing at least one directional negative

subgroup effect conditional on a statistically significant overall positive treatment effect.

Negative subgroup effect means here that the subgroup treatment effect estimate is

numerically negative, under the assumption that the true treatment effect is positive and

homogeneous across all subgroups. This probability is rather substantial. It is around 12% in

case 6 subgroups, defined by two baseline variables each defining three subgroups with equal

proportions, are tested. When 15 subgroups are tested, defined by five baseline variables

each defining three subgroups with equal proportions, the probability is around 27%.

Wang and Hung [26] also investigated the probability of observing directionally consistent

vs. inconsistent treatment effects: consistent if both subgroups have the same sign for the

treatment estimate, and inconsistent if both subgroups have opposite sign. The probability

of observing directionally consistent beneficial subgroup effects is at least 75%. Although a

homogeneous effect is expected in both subgroups, the probability of observing a numerically

harmful treatment effect in one subgroup increases as the proportion of subjects in this

subgroup decreases, reaching a maximum of about 25%. Recent papers have proposed that

the effect size in each subgroup must at least be either positive or some pre-defined percentage

of the overall effect [28]. Keene and Garrett [28] argued that this is not a useful approach

as it fails to take into account the variability around a point estimate. Moreover, this rule

might discriminate against drugs with large mean effects where large interactions are more

likely. Koch and Schwartz [27] also considered this approach more subjective regardless of
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the plausibility. Following Hemmings [24], interpreting subgroup analyses based on point

estimates alone can be misleading and provide an incomplete basis for decision making.

Test of interaction
To assess consistency of the treatment effect across subgroups, a statistical model including

interaction term(s) is commonly used. However, clinical trials are rarely powered to detect

statistically significant interactions; hence results of such tests might provide a false sense

of consistency [26, 28, 29]. Furthermore, the utility of the interaction test as guidance for

treatment decisions is limited, as discussed recently [27, 30]. While testing for interaction

is not sufficient on its own, the concept of interaction can serve as a starting point for

investigating the consistency of treatment effects across subgroups. Wang and Hung [26]

introduced the so-called interaction-to-overall effects ratio as the ratio of the treatment effect

difference between a subgroup and its complement, and the treatment effect in the overall

sample. This ratio permits the determination of the necessary sample size increase needed

to detect the interaction effect. For example, when this ratio equals 2, i.e. the interaction

effect is twice the overall effect, the sample size is generally large enough to detect the

interaction effect. Based on this ratio, the authors provided decision rules for scenarios with

two mutually exclusive subgroups. Royston and Sauerbrei [31, 32] estimated the significance

level as well as the power of 21 methods for investigating interactions between treatment

and a continuous covariate. Based on simulation studies the authors recommended the

use of the multivariable fractional polynomial interaction procedures when dealing with

continuous covariates. White and Elbourne [33] pointed out that the presence of interaction

for binary data depends on the effect measure chosen (relative risk, risk difference, odds ratio).

Theoretically, if a treatment effect truly exists, homogeneity in one measure, e.g. relative risk,

requires heterogeneity in at least one other, e.g. risk difference. Thus the measurement scale

of the interaction test, if performed, should be pre-specified and based on clinical knowledge.

Detecting qualitative interactions
Qualitative interactions occur when one treatment is superior for one subgroup of patients

and the alternative treatment is superior for the complementary subgroup [34]. True

qualitative interactions are obviously of interest when one assesses the consistency of the

treatment benefit across all subgroups. Several papers focus on the investigation of qualitative

interactions in clinical trials. The likelihood ratio test and the range test are frequently applied

in this situation. They are known to be biased and not very powerful [35, 36]. Li and Chan [37]
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proposed improvements to the range test. Their ”extended range test” considers all

observed treatment differences in a stepwise manner, instead of only taking into account the

maximum and the minimum value of standardised treatment differences. Gunter et al. [38]

investigated qualitative interaction, using a combination of bootstrap sampling followed by

the construction of a permutation threshold. To deal with testing a large number of variables

in a post-hoc manner, they proposed a variable selection technique based on the Lasso

method. Kitsche and Hothorn [39] proposed a method to detect qualitative interactions for

normally distributed outcome variables. They suggested using the ratio of treatment effects,

which allows for the distinction between quantitative and qualitative interactions via the sign

of the ratios. It allows detecting the existence of a qualitative interaction, but also estimates

the magnitude of the interaction, i.e. to assess its clinical relevance. More recently, Kitsche [40]

extended his method to binary outcomes using the ratio of risk differences. The author noted

that the major advantage of this method is the additional information on the source and the

amount of the qualitative interaction, rather than its gain in power.

Forest plots
Forest plots are a popular graphical approach for displaying the results of subgroup analyses.

As subgroup effect estimates from different baseline covariates, e.g. gender and age, may

not be independent, forest plots could provide an exaggerated impression of consistency

within a trial [24]. Varadhan and Wang [41] discussed a method, called standardisation or

inverse probability weighting, which is commonly used in epidemiology. The principle is

to remove confounding due to correlation between variables by using appropriate weights.

The distributions of the variables of interest become identical and therefore provide a proper

unconfounded comparison of treatment effects among strata of a baseline subgrouping

variable. This method can remove the bias in the estimation of subgroup-specific treatment

effects as well as in the estimation of the interaction effect between the variable of interest and

the treatment. However, the variance of the subgroup-specific treatment effects is increased.

The authors finally advised that RCTs should report standardised subgroup-specific treatment

effects with corresponding forest plots when the important baseline covariates are strongly

correlated.

Bayesian approaches
White et al. [42] stated that they were ”unaware of any previous trial in which expert

prior beliefs about interactions have been elicited prospectively and used to inform the
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interpretation of the trial”. They proposed a Bayesian approach where prior beliefs

(questionnaires sent to experts) were taken into account. The idea is to use non-informative

priors for the main effects, i.e. not using expert prior beliefs, and use expert beliefs only for

interaction effects; hence avoiding a false positive conclusion of the trial. Bayman et al. [43]

proposed a Bayesian method to detect qualitative interaction using the Bayes factor. The

subgroups should be exchangeable, meaning that in the absence of qualitative interaction

the treatment effect is similar across subgroups. Prior distributions for the mean and the

standard deviation of the subgroups are required. Finally, the null hypothesis of no qualitative

interaction is rejected when the Bayes factor is less than a pre-specified value. Jones et al. [44]

challenged the idea of hypothesis testing for exploratory subgroups. They considered testing

more appropriate for decision making, and proposed shrinkage estimation techniques for

exploratory post-hoc subgroup analyses. The authors applied seven different subgroup

models based on a literature review, all incorporating shrinkage estimation techniques.

These models are compared using the Deviance Information Criterion (DIC) and posterior

predictive p-values. Shrinkage methods have recently drawn researchers’ attention such

as Lipsky et al. [45]. Keene and Garett [28] defined shrinkage estimators as a promising

approach to modelling subgroup effects, as they balance the observed subgroup treatment

effects with the overall effect. Hemmings [24] also pointed this out as potentially interesting

and indicated the need for research to develop this technique further. A summary of

the Bayesian methodology from a more general perspective is also given by Alosh and

co-workers [46].

Other potential methods
Risk-stratification modelling may overcome some of the limitations of subgroup

analyses [47, 48, 49]. The study population is stratified via a multivariable risk prediction

model, taking into account multiple patient attributes (risk factors), instead of only one

in subgroup-specific analyses. Each subject is thus assigned its predicted treatment effect

providing a net benefit or harm. Kent et al. [49] provided two main recommendations: (1)

reporting the distribution of the baseline predicted risk (or risk score) in the study population

overall and by treatment arm, and if there is heterogeneity, risk stratified analysis should be

performed, and (2) reporting relative and absolute risk reduction in a risk-stratified analysis.

Kovalchik et al. [50] proposed a framework similar to risk-based assessment of treatment

effect heterogeneity. The heterogeneity is assessed through a proportional interactions model

when multiple variables influence treatment response. These covariates should be well-

chosen to benefit from the statistical advantages of this method. Additionally, they provided
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a method for covariate selection to address model misspecification. Alosh and Huque [51]

recommended the use of a pre-specified consistency criterion for a pre-specified subgroup.

This criterion could be based on clinical considerations, e.g. adverse events and/or toxicities

of the investigated treatment. Alosh and co-workers [52] also compared both methods with

a traditional test of interaction. The main focus is on the probability of wrongly prescribing

the new treatment to the subgroup that would benefit least from it. They concluded that the

method from Koch and Schwarz followed by the method from Alosh and Huque could be

applied to provide a flexible approach to assess safety and efficacy. Recently, Alosh et al. [46]

proposed a more general approach to guide determination of the population for treatment use

that takes into account the relative size of the subgroup as well as safety considerations.

2.3.2 Explore the treatment effect across different subgroups within an overall

non-significant trial
In case a trial for a new treatment demonstrates an overall non-significant result, treatment

effects might still not be homogeneously absent across the study population. Therefore,

exploring the treatment effect across different subgroups is of interest as a relevant

subpopulation might benefit from that treatment [53]. The overall type I error could be

substantially inflated. As a result additional confirmatory tests cannot be performed [22, 54].

Based on our search strategy, four papers were identified. The following example illustrates

the situation.

The Clomethiazole Acute Stroke Study (CLASS) [55] investigated the use of clomethiazole vs.

placebo in 1353 patients diagnosed with an acute hemispheric stroke. The primary endpoint

of the study was the relative functional independence (≥ 60 points on the Barthel Index,

a questionnaire about activities of daily live) at 90 days. The dichotomous outcome was:

functional independence or no functional independence. No significant difference was found

in the relative functional independence at 90 days between the clomethiazole and placebo

group (p=0.649). Although no overall significant result was found, a significant interaction

was observed between TACS (total anterior circulation syndrome present or not) and the

treatment (clomethiazole/placebo) (p=0.038). Following the interaction test, a subgroup test

was conducted. Within the subgroup of TACS patients a significant difference was found

between the clomethiazole and placebo group (p=0.008): 40.8% in the clomethiazole group

reached relative functional independence, compared with 29.8% in the placebo group. For the

non-TACS patients no significant difference (67.3% vs. 70.3%) was observed (p=0.358).
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Tanniou et al. [53] investigated the statistical level of evidence of a single pre-specified

subgroup finding in an overall statistically non-significant study with a continuous outcome.

In case of a single trial, the inflation of the overall type I error is substantial and can be up to

twice as large as the pre-specified value, especially in relatively small subgroups. Based on

their results they defined a threshold significance level (p-value≤ 0.004) for the subgroup test.

They proposed to use this threshold to decide on a new replication trial, if not yet available.

They also showed, unexpectedly, that testing a subgroup when there is a so-called ”tendency”

for effect in the overall population, defined as a one-sided p-value for the overall test between

0.025 and 0.05, is bad practice with substantial overall type I error inflation up to 0.23 (one-

sided). When promising subgroup findings arise in an overall non-significant trial, particular

attention should be given to plausibility and replication. When a result is replicated, it

often reassures decision makers [24]. In absence of other evidence, replication of promising

subgroup findings should be the standard approach if the trial is overall non-significant [54].

Tanniou et al. [53] extended their research to scenarios with replications. The level of evidence

is substantially improved when the subgroup finding is replicated in an independent trial.

The power of the replicated trials strongly depends on the chosen replication scenario. The

replication trial should preferably be planned with the same targeted effect size as in the

first trial, rather than with the observed subgroup effect. The observed subgroup effect is

likely to over-estimate the true subgroup effect resulting in an underpowered replication

trial even though the overall type I error is almost controlled. Tanniou et al. [53] as well

as Koch and Framke [54] pointed out that in case two non-significant trials reach the same

significant conclusion for one particular subgroup it may form a basis to confirm efficacy of the

new treatment in that subpopulation. In exceptional situations (no replication possible, urgent

medical need), a case-by-case decision might lead to a positive conclusion for a promising

subgroup in an overall non-significant trial. The underlying principles usually include: a

clear pharmacological rationale, external evidence, a small p-value in the subgroup, and no

imbalances regarding important prognostic factors present [54].

2.3.3 Evaluate safety profiles limited to one or few subgroups
The size of a trial is by design expected to provide sufficient power for confirmatory

comparative evidence on the primary efficacy endpoint. For safety this is often not the

case. For example, there might be insufficient follow-up time for long-term safety events or a

limited number of observable serious safety outcomes such as deaths. As safety issues cannot

be ignored, effort is needed to more effectively identify harmful effects associated with new

interventions. Subgroup analyses may help identify susceptible patient groups, for which
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benefit-risk might be negative. Concerning the safety purpose five papers were identified.

First, an example is provided.

Tysabri (natalizumab) is used to treat adults with relapsing remitting multiple sclerosis. Its

indication is restricted to highly active multiple sclerosis forms of disease due to safety

concerns. Hemmings [24] provided extracts from the European Public Assessment Report

(EPAR):

”Efficacy has convincingly been demonstrated at the pre-specified 2-year clinical endpoints,

including the clinically highly relevant impact on disability progression, which is the major

goal of treatment of relapsing remitting multiple sclerosis (MS). Treatment with 300mg

natalizumab every 4 weeks resulted in a highly statistically significant 42% decrease in the risk

of disability progression, as measured by sustained changes on Expanded Disability Status

Scale, when compared to placebo over a 2-year period, and a 68% decrease in the annualised

relapse rate vs. placebo over both 1 and 2 years [. . . ]. Reduced lymphocyte surveillance as

induced by alpha4-integrin antagonism by natalizumab might have been causative to the

occurrence of 2 cases of progressive multifocal leukencephalopathy in patients with MS, and

a further case in a patient with Crohn’s disease. Two of the cases were fatal. The current safety

database does not yet allow for a clear estimation of the risk of serious and/or fatal adverse

events, like progressive multifocal leukoencephalopathy or other serious infections. Since MS

is a disease of a typically young patient population with usually no reduced lifespan, and

since there are therapeutic alternatives with an established safety profile, Tysabri should be

clearly restricted to patients that are really in need of such a therapy. Expert view, also from

Patient Representatives, agreed to this principle.”

In this example, there is a suspicion that Tysabri might be negative for a subgroup. There is,

however, not enough data to identify the subgroup.

Koch and Framke [54] stated that if safety concerns arise, meticulous investigation should be

mandatory in the assessment of a clinical trial. On a more dedicated-to-safety viewpoint,

Grouin et al. [22] provided definitions and methodology about safety assessment. Subgroup

analyses assessing safety differ from those assessing efficacy in the sense that their definitions

are generally derived from a clinical consensus. They are usually defined by prognostic factors

for safety risks, such as older age. Moreover, in case the treatment under investigation is in

a market authorisation process, these subgroup analyses are often demanded by authorities;

hence their pre-specification is generally not necessary. The sample size for safety subgroup
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analyses is rather based on clinical than statistical reasons. Koch and Schwarz [27], for their

part, proposed to take into account any expected safety issues into the consistency assessment.

They considered the scenario where the effect size in each subgroup must at least be some

percentage of the overall effect, e.g. 50%. If any safety issue is expected, this threshold

could be more conservative, e.g. 70%, to assure a good balance between the efficacy and

the safety profiles of a new treatment. The same idea holds for confirmatory strategies where

a larger sample size and/or a more rigorous observed treatment effect in the complementary

subgroup might be necessary to take safety issues into account.

Michiels et al. [56] investigated quantitative treatment-by-biomarker interaction in

randomised controlled trials with a survival endpoint among multiple pre-defined candidate

biomarkers. The authors proposed five different permutation test statistics and argued that

these tests could also determine whether a subgroup of patients has a different safety profile.

Similarly the multivariate risk-stratified analyses discussed above can be applied [47, 48, 49].

The authors argued that multivariable risk-stratified analyses should be conducted routinely

whenever an adequate externally-developed and validated prediction tool is available. If not,

safety problems occurring in low-risk subjects could be missed.

The methods from Alosh et al. and Koch and Schwartz [27, 46, 51, 52] can take into account

safety issues to relax or restrict some pre-specified thresholds to ensure that any safety issue

is counter-balanced by the potential efficacy of the new treatment. A further reasonable

approach for assessing a safety signal for a subgroup is by pooling data from similar trials

through meta-analyses. Careful attention should then be paid to the similarity of the trials

and representation of the subgroups [46].

2.3.4 Establish efficacy in the targeted subgroup when included in a confirmatory

testing strategy of a single trial
In the development of personalised medicine and targeted therapies it is logical to include one

or more subgroups in the confirmatory testing strategy of a single trial. With the appropriate

testing strategy, a significant positive subgroup finding can be considered confirmatory.

Depending on the testing strategy, this can hold even if the overall test does not reach

statistical significance. In any case, it provides more targeted evidence about the treatment

under investigation. These study designs are to date almost exclusively applied to new

oncology drugs, where both a biomarker-positive and a biomarker-negative subgroup are

identified. Historically, these analyses are not common for Phase III clinical trials [24]. Our
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intention is not to thoroughly review these biomarker-defined subgroups and associated

designs, which face very specific issues. The list of papers we reviewed that address this topic

is thus certainly non-exhaustive. As the pre-planned subgroup is part of the trial confirmatory

testing strategy, the key methodological problem relates to the control of the type I error in

multiple testing. Fridlyand et al. [57] provided an industry perspective on these designs as

part of drug development and proposed decision criteria for the choice of a Phase III pivotal

trial based on a Phase II result. Based on the favourable or unfavourable outcomes in all

patients and/or the biomarker-based subgroup in proof-of-concept trials, different design

options apply for the pivotal Phase III trial: targeted (or enrichment) design, biomarker-

stratified design, traditional design, or stop the development of the new treatment. We

first describe the targeted designs, then different biomarker-stratified designs, i.e. sequential

subgroup-specific designs, marker sequential test designs and fallback designs, and finally

other confirmatory methods are presented.

Targeted designs
The new treatment is only evaluated in the subgroup of interest. Patients are first screened

by their biomarker status and then included in the trial; hence conclusions are restricted

to this subpopulation only. This design does not require any particular method to control

the type I error rate [27]. It can reduce the number of randomised patients needed relative

to a traditional trial design, because of the expected larger treatment effect and/or reduced

variability. As the complementary subgroup is not tested, prior evidence that the treatment

is very likely to work only for the subgroup of interest has to be compelling. Moreover, if the

treatment effect size in the complementary subgroup is under-estimated, the potential gain

associated with the targeted trial may be lost. In case of a biomarker defined subgroup, the

potential benefit is also dependent on the diagnostic procedure: the higher the specificity, the

better the gain in the number of randomised patients for this design [58, 59]. In some cases a

targeted design might also have to enrol patients from the complementary subgroup, possibly

because membership or not in the subgroup of interest requires a diagnostic procedure of

which the outcome might be unknown until after the start of the randomised treatment [27].

Moreover, a diagnostic procedure never has optimal sensitivity and specificity; hence it is

likely that also patients from the complementary subgroup could be included and receive a

treatment. Further research has been dedicated to this topic with a more decision-theoretic

approach [60].
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Biomarker-stratified designs
To investigate the effectiveness of a new treatment in a broader population, biomarker-

stratified designs enrol both the biomarker-positive and the biomarker-negative patients.

These designs may be used either to demonstrate the efficacy in the full population only or

to demonstrate the efficacy in the full population or in the subgroup of interest. Multiplicity

adjustments must therefore be considered to control the overall type I error rate. However,

different designs might be considered depending on the prior evidence on the biomarker.

Sequential subgroup-specific designs

In the sequential subgroup-specific design, the biomarker-positive subgroup is tested first,

using a threshold of significance, e.g. 5% (two-sided). Only if the test is statistically significant,

the biomarker-negative subgroup is tested at the same significance level of 5%. Its main

advantage is that it provides clear evidence of the treatment benefit in both biomarker

subgroups. However, its power is not optimal when the treatment effect is homogeneous

across both subgroups [61, 62].

Marker Sequential Test designs

An alternative design is the Marker Sequential Test (MaST) design. This design incorporates

testing of the biomarker-positive subgroup, biomarker-negative subgroup as well as the

overall studied sample. First, the biomarker-positive subgroup is tested at a reduced

significance level. If the result of this test is significant, the biomarker-negative subgroup

is then tested at the full significance level. If the result of the biomarker-positive subgroup is

not significant, the overall studied sample is tested at a reduced significance level. This design

also has the advantage to provide clear evidence about the treatment effect in both subgroups.

Contrary to the sequential subgroup-specific design, it has a good statistical power when the

treatment effect is homogeneous across both subgroups. However, it requires a marginally

larger sample size [63].

Fallback designs

When prior evidence on the biomarker is less convincing, a fallback design might be applied.

In this two-stage design, the first stage tests the overall sample at a reduced alpha level. If the

overall test is significant at that reduced level, then the trial stops and the treatment would

be recommended for all patients. Otherwise the subgroup test is performed in the second

stage. Wang et al. [64] indicated that the properties of this design could be improved by
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taking into account the correlation between the two test statistics. Spiessens and Debois [65]

tackled this aspect and took into account the correlation between both tests statistics to

calculate adjusted significance levels. Song and Chi [66] proposed a two-stage closed testing

procedure which can be seen as an extension of the fallback procedure. A degree of efficacy

consistency may be maintained by prohibiting subsequent subgroup testing if the overall test

does not show any marginal significance, e.g. 0.025 < p < 0.10 (one-sided). This degree

of consistency could be useful to avoid specific regulatory or ethical concerns. Other design

parameters can be included to consider efficacy consistency requirements, such as performing

the subgroup test only when there is no statistically significant quantitative interaction, or

when the result of the complementary subgroup is no worse than a pre-specified boundary.

Similarly, Alosh and Huque [67] proposed a method with a certain degree of consistency.

Others such as Zhao et al. [68] and Alosh et al. [51] proposed extended fallback procedures.

Fallback designs focus on two primary hypotheses of interest, namely the full sample (intent-

to-treat patient population) and a subgroup of interest. The clinical question whether the

treatment is effective in the complementary subgroup is not addressed. Even if both primary

hypothesis tests are statistically significant, the overall result might be driven by the subgroup

of interest, therefore the effectiveness of the treatment in the complementary subgroup cannot

be guaranteed [24, 51, 69]. Rothmann et al. [69] explored the probability of including the

complementary subgroup, given that it does not truly benefit from the new treatment. The

authors conclude that to extrapolate favourable efficacy to the complementary subgroup,

multiplicity is not the only issue to address, but also an adequate amount of data should

be provided to obtain a reliable treatment effect estimate in that group. Alosh and Huque [67]

recommended defining a threshold level of evidence on the response for the least benefited

(complementary) subgroup. For instance, this threshold value might be very conservative

if the treatment of interest is very toxic, or be very liberal if the treatment is very safe. The

authors provided extensions of three multiplicity procedures to account for the consistency

requirement on the complementary subgroup.

Interim analyses might identify a potential subpopulation of interest, if not identified

previously. Chen and Beckman [70] provided a method that controls the type I error rate by

optimally splitting the overall significance level.
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Other confirmatory methods
Michiels et al. [56] investigated quantitative treatment-by-biomarker interaction in

randomised controlled trials with a survival endpoint among multiple pre-defined candidate

biomarkers. The authors proposed five different permutation test statistics, namely composite

Wald, composite difference, Sum single-Wald, Max single-Wald and Fisher single-Wald. They

also pointed out that a significant treatment-modifying biomarker result will always have

to be replicated using data from other Phase III trials. Koch and Schwartz [27] considered a

modification of Hochberg’s method for controlling the multiplicity issue. A re-randomisation

method can improve its power as it allows increased significance levels for both the overall

and the subgroup tests based on the correlation between the subgroup test and the overall

test. They also argued that if the overall test is significant and the subgroup test is not, this

latter test can still be seen as consistent with a relaxed significance level. Millen et al. [30, 71]

proposed both a frequentist and a Bayesian method for assessing (1) the influence and (2)

the interaction conditions in order to improve the decision-making process. The purpose is

to use these conditions, along with an appropriate multiple testing procedure, to provide an

inferential foundation for multi-population tailoring trials. The influence condition addresses

the concern that the inference in the overall population may be unduly influenced by a

highly significant subgroup treatment effect. The interaction condition is only relevant when

the influence condition is met. It states that to enable an enhanced product label for the

pre-defined subpopulation, its treatment effect has to be meaningfully greater than for the

complementary subgroup. So the goal of this condition is to help guiding decisions for a

broad indication (overall population) vs. an enhanced labelling (overall population indication

with a specific subpopulation labelling). If both conditions are met it means that the treatment

effect in the complementary subgroup is large enough, with an even greater treatment effect

in the pre-specified subgroup. Sivaganesan et al. [72] investigated the use of Bayesian model

selection and a threshold on posterior model probabilities to identify the relevant subgroup(s)

among pre-planned subgroups. Separate classes of models are first defined for each covariate

of interest. The associated posterior probabilities are then calculated for each model and pre-

specified thresholds are used to determine whether a subgroup effect should be considered

or not. Eng [73] recently proposed a new method: the randomised reverse marker strategy

design. Contrary to biomarker-stratified designs, which randomise treatments stratified on

marker status, this design randomises patients to either the marker-based strategy or the

reverse marker strategy arm. Biomarker-positive patients receive treatment A in the marker-

based strategy arm and treatment B in the reverse marker strategy arm, and biomarker-

negative patients receive treatment B in the marker-based strategy arm and treatment A in
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the reverse marker strategy arm.

2.4 Discussion

Patients’ and healthcare providers’ perspectives are of main interest in drug development.

In that respect, subgroup analyses could improve healthcare quality and thus constitute a

fundamental step in the assessment of confirmatory clinical trials. Benefit-risk conclusions

may hold for the overall study population, but if benefit-risk is heterogeneous across relevant

subgroups this should impact the use of new drugs. The importance of subgroup analyses

is acknowledged, as illustrated by recent regulatory (draft) guidance documents [74, 75, 76].

Subgroup analyses come with well-known statistical and methodological issues. Some

researchers have provided general guidance to assess the credibility of subgroup findings

without necessarily considering the entire context in which these analyses are involved.

It is of crucial importance to distinguish different purposes for subgroup analyses. This will

help specific design or analyses choices, and this will optimise the decision-making process

based on the trial. Grouin et al. [22] proposed five different purposes for subgroup analyses in

the context of market authorisation, which was the starting point for this review. We adapted

this framework to four distinct purposes that could directly be related to design, analysis and

interpretation. To gain systematic insight in the ”state of the art” and areas of research needed,

we reviewed the literature in line with this ”purpose-based” framework.

Concerning Purpose 1 (Investigate the consistency of treatment effect across subgroups of clinical

importance), there is a clear consensus that it should always be investigated. Many methods

are available but some flexibility is necessary, taking into account the specific case-by-case

realities of each situation. The breadth and complexity of the potential questions regarding

consistency assessments leads us to the idea that a clear conceptual basis for deciding what is

a desirable level of consistency in a given trial or programme is of interest. This should lead

to clear operational definitions of consistency.

With regard to Purpose 2 (Explore the treatment effect across different subgroups within an

overall non-significant trial), subgroup analyses are exploratory as their level of evidence is

always too weak to reach any definite answers. The best available solution is therefore to

conduct a replication trial, or replicate the subgroup analysis in an already available trial.

Tanniou et al. [53] proposed a threshold p-value to be used to decide on a (new) replication

trial.
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Purpose 3 (Evaluate safety profiles limited to one or few subgroups) is often not addressed in the

literature, even if the safety issues are obviously a major concern. Few methods proposed

take the safety assessment into account. Therefore, more research is needed. Methods to

assess efficacy and safety in a multivariate way are of interest in this context.

Finally, Purpose 4 (Establish efficacy in the targeted subgroup when included in a confirmatory testing

strategy of a single trial) is well understood and extensively investigated. To date these methods

and designs are almost exclusively applied to new oncology drugs where a specific predictive

biomarker is investigated. Several solutions exist to solve the main statistical issue, i.e. to

control the type I error rate. On top of that a strategy for selecting the order of statistical tests

needs to be defined. This is not purely a statistical problem and comes down to where one

should place their bets, citing Hemmings [24]. A clear rationale – both statistical and clinical –

and interpretation should guide the confirmatory testing strategy.

The scientific (clinical) plausibility of subgroup results, along with consideration of the

statistical strength of evidence, will inform the appropriate design and analysis approach.

Thus, non-statistical considerations impact the level of evidence required for either excluding

a subgroup for a new treatment or restricting use of a treatment to a subgroup.

Our framework structured the review, but also left some new research areas out of scope.

Subgroup analyses, particularly those that aim to identify certain patterns or groups, are

generally similar to classification problems. Specifically, methods for recursive partitioning

that also address control of the inflation of the type I error rate are worth mentioning. These

methods include SIDES, SIDEScreen, Virtual Twins, Interaction Trees, Model-based recursive

partitioning or STIMA [77, 78, 79, 80, 81, 82, 83, 84, 85]. Dusseldorp and Van Michelen [86]

presented a non-recursive partitioning method (QUINT). More recently, Loh et al. [87]

also introduced three new regression trees to identify subgroups with potential different

treatment effects. Finally, Berger et al. [88] introduced a Bayesian approach to identify

subgroup effects based on defining treatment models and baseline models using tree-based

methods. We did not consider the role of randomisation in our framework. In general,

the consensus is that the validity of a subgroup finding is improved when stratified for at

randomisation [14, 15, 16, 22, 25, 26, 54, 66]. Kaiser [89], on the contrary, argued that even

when randomisation is not stratified for the subgroup of interest, the treatment group sample

sizes in a pre-specified subgroup on average attain the desired allocation fraction of the study

overall.
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A limitation of our study is that the assignment of papers to one or more of the four purposes

was subjective, and had to be inferred for some of the papers. This is largely due to the fact

that papers are not specific about the purpose of the methods they address.

2.5 Conclusions

To our knowledge, this is the first methodological and statistical literature review dedicated to

subgroup analyses as a methodological challenge. Many issues regarding subgroup analyses

are presented in the literature without explicit reference to specific purposes. We introduced

a clear framework to guide research and application of subgroup analysis. We noticed that a

clear operational definition of confirming consistency of treatment effects across subgroups is

lacking, but is needed to improve methods of subgroup analyses in this setting. Furthermore,

researchers developing methodology should explicitly clarify the objectives of methods in

terms that can be understood from a patient’s, healthcare provider’s and/or a regulator’s

perspective. Finally, methods to explore benefit-risk systematically across subgroups require

further research.
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Abstract

In drug development and drug licensing, it sometimes occurs that a new drug does not

demonstrate efficacy for the full study population, but it appears to benefit in a relevant

subgroup. This raises two questions: how strong the evidence from such a subgroup is, and

which confirmatory testing strategies are the most appropriate ones. Hence, we considered

the type I error and the power of a subgroup result in a trial with non-significant overall

results and suitable replication strategies. In the case of a single trial, the inflation of the

overall type I error is substantial and can be up to twice as large, especially in relatively small

subgroups. This also increases to the risk of starting a replication trial that should not be done,

if such a second trial is not already available. The overall type I error is almost controlled by

using an appropriate replication strategy. This confirms the required cautious interpretation

of promising subgroups, even in the case that overall trial results were perceived to be close

to significance.
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3.1 Introduction

Clinical trials are usually designed to meet a primary objective expressed as a difference

between randomised groups. The inference of one treatment being superior compared with

the other is then made with reference to the study subjects. Subsequently, results can in

principle be generalised to the target population. However, it is well recognised that treatment

effects may not be homogeneous across the study population (nor the target population) [7].

Therefore, exploring treatment effects across different subgroups within a trial is of substantial

interest. This exploration can serve several important objectives [22, 76]. First, this can serve

to demonstrate that treatment effects are sufficiently consistent across subgroups. Second, it

can identify potential safety issues that exist in certain subgroups (e.g. the elderly or those

patients with substantial co-morbidity), or in which the treatment effect is small or absent.

Third, it can conversely identify groups for which the effect is larger, as in targeted treatment.

For these reasons reports and publications of most randomised clinical trials include results

of (exploratory) subgroup analyses [9, 15]. Selected subgroups may be pre-defined in the

protocol (e.g. according to age or to a few known risk factors) but their number is usually

limited compared with the large number of subgroup analyses performed. Subgroup analyses

in general lack statistical power to detect differential effects due to the limited number of

patients. Combined with limited pre-specification, the risk of getting a false positive result

increases [7, 29]. It is well recognised that the significance of a treatment effect within a

subgroup can be influenced by chance and thus misleading.

The challenges of subgroup analyses deserve particular attention in development and

licensing of new drugs [90, 91, 92]. Definite and unambiguous decisions need to be made to

what extent a new drug can be licensed, in which population, and whether specific restrictions

will hold for subpopulations. As a general approach, the precautionary principle will hold:

when the underlying evidence is considered insufficiently confirmatory, decisions will be

as such to prevent harm inflicted by a new treatment. In this setting, the pre-specification

of subgroup analyses and an appropriately planned statistical analysis strategy are needed

to claim an effect in a specific subgroup [90]. The most controversial situation that can

occur is when a trial has a non-significant overall effect. Following strict principles [22],

straightforward logic is assumed to prohibit concluding any effect in the subgroup if the

overall effect is non-significant. If we do not reject the hypothesis of a zero difference, we

are forced to retain the null hypothesis of no effect. Consequently, the situation of zero

differences needs to hold for the whole study population, irrespective of subgroups. The
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situation that one would like to take into account, in the interest of patients, is that the effect

is not homogeneous across the study population, with part of the population showing benefit

and the other part with no benefit. Consequently, the overall effect is potentially diluted and

therefore not significant. If such subgroups with potential benefit exist, identification is in the

interest of patients as a relevant new treatment could be identified.

3.2 Example

The Dexamethasone for Cardiac Surgery trial [93] was a multicentre, randomised, double-

blind, placebo-controlled trial comparing high-dose intravenous Dexamethasone to placebo

treatment in patients undergoing cardiac surgery. The objective was to quantify the effect of

intraoperative high-dose Dexamethasone on the incidence of major adverse events in patients

undergoing cardiac surgery. The primary outcome was the composite of death, myocardial

infarction, stroke, renal failure, or prolonged postoperative mechanical ventilation, within 30

days after surgery. Different subgroup analyses were pre-planned: age (< 65, 65–75, 75–80,

and > 80 years), sex, diabetes, chronic pulmonary disease, high (≥ 5) vs. low (≤ 4) EuroScore

pre-operative risk estimate, and prolonged cardiopulmonary bypass (CPB) duration (defined

as CPB duration > 150 min). The primary outcome occurred in 157 of 2235 patients (7%)

randomised to Dexamethasone and in 191 of 2247 patients (8.5%) randomised to placebo. It

gave an overall relative risk (RR) of 0.83 (95% confidence interval (CI), 0.67–1.01). Hence, the

overall test (OT) was not significant. The subgroup analyses suggested an age-related effect

of Dexamethasone on the primary endpoint. The test for heterogeneity, based on logistic

regression, across the four age groups yielded a p-value of 0.08. In patients younger than

65 years of age, a protective effect of prophylactic Dexamethasone on the primary endpoint

appeared statistically significant with an RR of 0.65 (95% CI, 0.44–0.96). For patients between

65 and 75 years of age, the RR was 0.78 (95% CI, 0.56–1.09) and for patients between 75 and 80

years of age, the RR was 0.88 (95% CI, 0.59–1.33). However, in patients older than 80 years, the

direction of the effect reversed toward an increased risk with an RR of 1.69 (95% CI, 0.92–3.10).

In addition, the differential effect of Dexamethasone across the four age groups appeared to

be predominantly caused by the mortality component of the composite primary endpoint.

In patients younger than 65 years of age, the RR for mortality was 0.42 (95% CI, 0.13–1.34),

but it gradually increased to 3.87 (95% CI, 1.10–13.6) in patients older than 80 years of age.

The p-value for heterogeneity across the four age groups for mortality was 0.05. There was

no differential treatment effect in the subgroup analyses on sex, diabetes, chronic obstructive

pulmonary disease, or CPB time. Hence, even if the treatment effect was not significant for
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the overall population, this study in 4494 cardiac surgical patients suggests a trend toward a

beneficial effect in part of the population. How convincing are the results concerning patients

younger than 65 years? Does the evidence support a decision to apply Dexamethasone in the

young but not in the elderly?

Following current consensus principles [5, 22, 94] subgroup findings should be considered

only exploratory, initiating hypotheses for future studies. Replication of findings in a second,

well-controlled study is necessary in order to study the findings claimed and support initial

findings [95]. However, replication may not always be practically possible (e.g. in orphan

diseases), or desirable from a patient perspective if it postpones breakthrough treatments from

becoming approved for use. Hence, it is important to investigate the actual level of evidence,

in terms of type I error and power, which is achieved for a subgroup result in a trial with

non-significant overall results. Furthermore, we explore to what extent the evidence depends

on the relative size of the subgroup, the methods of assessing subgroup effects, the observed

level of significance of the OT result, and the possible scenarios for replication.

This paper principally focuses on the strategy of a subgroup analysis that is not included in a

confirmatory testing procedure for strict type I error control (i.e. no multiplicity correction).

An extensive simulation study is presented to address type I error effects for a single subgroup

in a single trial, effects in different replication scenarios and, where applicable, effects on

power. Then, we present the theory and design of the simulation study, followed by results

and discussion.

3.3 Theory and design of the simulation study

We consider a two-arm controlled trial with 1:1 randomisation. The objective is to demonstrate

superiority with a one-sided type I error rate set to 0.025. The primary outcome is assumed to

be continuous and normally distributed, and, without loss of generality, a standard deviation

of 1 is assumed. The primary comparison between treatment groups is performed in the full

study population G0; the subgroup of interest is denoted by G1, and its complement G2.

All testing used a Student’s t-test. Figure 3.1 displays the potential outcomes of the trial,

including evaluation of the treatment effect in G1. A significant result is denoted as ”+”; a

non-significant result as ”-”. Our main interest is in the situation where G0 results are non-

significant and G1 is evaluated.

To investigate the behaviour of the overall type I error and the power, simulation studies
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Figure 3.1: Design of a single trial

were performed for different strategies to evaluate and replicate the subgroup findings. Five

parameters were defined: the significance level (α = 0.025, one-sided), the power of the main

analysis (1 − β = 0.8), the trial design effect size ∆ (standardised effect size) (small: 0.2,

medium: 0.5, large: 0.8), the subgroup effect size δ1 in G1(under the null hypothesis: δ1 = 0,

under the alternative hypothesis: δ1 = 0.5∆,∆,1.5∆), and the proportion r (0.1, 0.2, 0.3, . . . ,

0.9) of the subgroup of interest in the whole analysed sample.

δ0, δ1 and δ2 are defined as the effects in G0, G1 and G2, respectively. Under the alternative

hypothesis, δ0 is determined by δ1 and r (to avoid negative effects and to simplify the context,

δ2 is set to 0):

δ0 = rδ1 + (1− r)δ2 = rδ1

For example, consider a confirmatory clinical trial which, at the planning stage, aimed to

have an overall effect ∆ of 0.2. Hence, the trial sample size would be 393 patients per group

(α = 0.025, 1 − β = 0.8). With a subgroup proportion r in the overall sample of 0.5 and an

effect δ1 in the pre-specified subgroupG1 equal to 0.2, the theoretical observed effect δ0 would

be 0.1 instead of the expected effect of 0.2.

The precision of the estimated type I error (denoted by s) was defined as half the width of

the 95% CI, which is 1.96
√
s(1− s)/k (estimated with 95% CI), where k is the number of

simulations. This number was set at 100,000 for a single trial (precision≈ 0.001) and 4,000,000
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for replicated trials (precision ≈ 0.0001). All simulations were done with R 2.15 software [96].

Two situations were considered: (1) a single randomised-controlled trial and (2) the replication

of a subgroup finding from a previous trial, that is, two trials: one for the finding and the

second one for the replication of this finding. This leads to the following set of scenarios. In

the figures, the scenario of interest is represented by a solid line, whereas the dashed lines

stand for the alternative scenarios, which are not of interest in this study.

• Single randomised-controlled trial

– Scenarios 1 and 2: overall test and subgroup test (Figure 3.2)

In both scenarios, the significance levels for the overall test (OT) and for the

subgroup test (ST) are 0.025 (one-sided). The scenarios differ in the range of

the non-significant p-values of interest for the OT (Table 3.1). Hence, scenario

2 captures the situation where overall significance is ”just missed”, which might

provide more confidence in the subgroup results.

– Scenarios 3, 4, and 5: OT, interaction test, and ST (Figure 3.3)

The difference is that an interaction test (IT) is added between the OT and the ST.

This strategy should give more certainty about any subgroup finding. The three

scenarios differ with respect to their significance levels (Table 3.2).

• Replication of a subgroup finding from a previous trial

– Scenario 6: two identical independent trials (Figure 3.4)

In this case the situation is so captured that a second trial is (or was) performed,

identical to the trial with the promising subgroup finding.

– Scenarios 7, 8, and 9: replication of a trial dedicated to the subgroup population

(Figure 3.5)

In contrast to scenario 6, it is assumed that a replication trial restricted to the

subgroup population is designed and performed. All tests are performed with a

significance level of 0.025 (one-sided). Scenarios 7 to 9 only differ in design effect

size of the replicated trial, and thus the sample size of the replicated trial (Table

3.3).
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Figure 3.2: Scenarios 1 and 2

Table 3.1: Non-significant p-values of interest for scenarios 1 and 2

Scenario Non-significant p-values of interest

1 0.025 < p < 1

2 0.025 < p < 0.05

Figure 3.3: Scenarios 3, 4, and 5

Table 3.2: Significance levels for scenarios 3, 4, and 5

Scenario Overall test (one-sided) Interaction test (two-sided) Subgroup test (one-sided)

3 0.025 0.05 0.025

4 0.025 0.1 0.025

5 0.05 0.05 0.025
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Figure 3.4: Scenario 6

Figure 3.5: Scenarios 7, 8, and 9

Table 3.3: Design effect sizes for scenarios 7, 8 and 9

Scenario Design effect size of the replicated trial

7 Design effect size of the first trial (∆)

8 Theoretical effect size in the subgroup of interest(δ1)

9 Observed effect size in the subgroup of interest

Single trial
After the analysis of the overall sample, two scenarios for the subgroup analysis are

considered: (1) a simple comparison of treatment with control for the subgroup and (2) an

interaction test (IT) on subgroup by treatment followed by an ST when the IT was significant.

Only cases where δ0 and δ1 ≥ 0 were considered; in this way, if δ0 = 0 it follows that δ1 = 0.

The overall null and alternative hypotheses are:

H00 : δ0 = 0

H01 : δ0 > 0
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Figure 3.6: Scenarios 1 and 2 under the null hypothesis

For H00, the first type I error α0 is:

α0 = Pδ0=0 (reject H00)

Simple testing (Scenarios 1 and 2)

Scenario 1 looks at the level of evidence of subgroup findings in an overall non-significant

trial, whatever the corresponding p-values. Scenario 2 is based on the idea of a trend by

looking at the overall type I error when the significance was not reached, but a small p-

value was observed (p-values for the OT between 0.025 and 0.05). The same design overall

strategy was used in both scenarios. Figure 3.6 gives an overview of this strategy under the

null hypothesis.

In Scenario 1, the subgroup of interest (G1) is tested conditional on the non-rejection of H00.

The null and alternative hypotheses are:

H10 : δ1 = 0

H11 : δ1 > 0

In this case, the conditional type I error α1 is:

α1 = Pδ0=δ1=0 (reject H10|H00 not rejected)

Thus, the overall type I error α∗ for this scenario is:
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α∗ = Pδ0=δ1=0 (reject H00 or reject H10)

= Pδ0=δ1=0 (reject H00) + Pδ0=δ1=0 (reject H10)

−Pδ0=δ1=0 (reject H00 and reject H10)

Pδ0=δ1=0 (reject H10) = Pδ0=δ1=0 (reject H10 and reject H00)

+Pδ0=δ1=0 (reject H10 and not reject H00)

Pδ0=δ1=0 (reject H10 and not reject H00) = Pδ0=δ1=0 (reject H10|H00 not rejected)

×Pδ0=δ1=0 (H00 not rejected)

Hence,

α∗ = α0 + α1Pδ0=δ1=0 (H00 not rejected)

= α0 + α1(1− α0)

The tests that assess the overall effect δ0 and the subgroup effect δ1 are not independent.

Because of this dependence, we expect a decrease in the overall type I error as a function of r.

The type I error α0 is known and set, but α1 depends on the relative size ofG0, the proportion

r, and the significance level applied to the ST. Consequently, α1 is the quantity to investigate.

The test for G0 is based on:

XT0 −XC0 > c

with T0, T1 and T2 as treatment arms in, respectively, the overall sample, the subgroup

of interest and the complementary of this subgroup, and C0 and C1 as control arms in,

respectively, the overall sample and the subgroup of interest. Hence,

α1 =
P0[XT0

−XC0
<c and XT1

−XC1
>d]

P0[XT0
−XC0

<c]

=
P0[XT0

−XC0
<c and XT1

−XC1
>d]

1−α0

where c and d are the critical values for the OT and the ST, respectively. Under the null

hypothesis, P0[XT0 −XC0 < c and XT1 −XC1 > d] can be derived from the joint distribution

of XT0 −XC0 and XT1 −XC1 , which is N(0,Σ). Hence, based on the variance of a difference

of two normally distributed independent variables:

σ2
XT0

−XC0
=
σ2
XT0

+ σ2
XC0

# per group
=

2

n
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And based on the same idea:

σ2
XT1

−XC1
=
σ2
XT1

+ σ2
XC1

# per group
=

2

rn

The covariance of the two estimates is given by

cov(XT0 −XC0 ;XT1 −XC1) = cov(XT0 ;XT1)− cov(XT0 ;XC1)

−cov(XC0 ;XT1) + cov(XC0 ;XC1)

where cov(XT0 ;XC1) = cov(XC0 ;XT1) = 0, because of the independence between T0 and

C1, and, C0 and T1.

Further, cov(XT0 ;XT1) = cov(XT1+T2 ;XT1) = rV ar(XT1) + cov(XT1 ; (1− r)XT2)

Hence, cov(XT0 ;XT1) = rV ar(XT1) = 1
n

, since T1 and T2 consist of independent subjects

and V ar(XT1) = 1
# in T1

Based on the same reasoning, cov(XC0 ;XC1) = rV ar(XC1) = 1
n

Hence, cov(XT0 −XC0 ;XT1 −XC1) = cov(XT0 ;XT1) + cov(XC0 ;XC1) = 2
n

Thus the variance-covariance matrix is:

Σ =

 2
n

2
n

2
n

2
rn



From this result, the correlation between XT0 − XC0 and XT1 − XC1 is
√
r. Therefore, it is

expected that a higher r will result in a smaller P0[XT0 −XC0 < c and XT1 −XC1 > d], and

hence a smaller α1. To check this theoretical expectation and based on the variance-covariance

matrix, we simulate a bivariate normal distribution with c and d as critical values, for resp.,

N(0, 2
n

) and N(0, 2
rn

), at a 0.025 one-sided level. Figure 3.7 shows the different theoretical

values for the overall type I error α∗ depending on the proportion of subjects in the subgroup.

For scenario 2, Figure 3.8 provides the different theoretical values for the overall type I errorα∗

58



Level of evidence for promising subgroup findings in an overall non-significant trial

0.0 0.2 0.4 0.6 0.8 1.0

Proportion of the subgroup

O
ve

ra
ll 

ty
pe

 I 
er

ro
r

0.020

0.025

0.030

0.040

0.050

Figure 3.7: Theoretical overall type I error as function of subgroup sizes (Scenario 1)
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Figure 3.8: Theoretical overall type I error with a strong ”tendency” (0.025 ≤ p ≤ 0.05) for the overall
test (scenario 2)

as function of the proportion of subjects in the subgroup. The power defined as the probability

of finding a significant subgroup effect under the alternative hypothesis, conditional on the

failure of finding an overall effect, was also investigated in the simulations.
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Figure 3.9: Scenarios 3, 4 and 5 under the null hypothesis

IT followed by simple testing (Scenarios 3, 4, and 5)

This strategy assumed that a significant IT was needed before testing the subgroup effect.

Figure 3.9 gives an overview of this strategy under the null hypothesis. The IT was performed

based on an analysis of variance, including treatment and subgroup as factors.

The first type I error α0 was the same as in the previous case but the second type I error αint1 ,

which is based on two different tests, was defined under the null hypothesis as

αint1 = Pδ0=δ1=0 (reject H10|H00 not rejected and Hint0 is rejected)

Hence, the overall type I error α∗int is

α∗int = α0 + αint1

In this case, the power is defined as the probability of finding a significant subgroup effect

under the alternative hypothesis, conditional on the failure to find an overall effect, but with

a significant IT.

Replication
Two different strategies were evaluated to assess the amount of certainty provided by

replication: replication of the same trial or replication of a trial dedicated to the population

of subgroup patients.
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Figure 3.10: Scenario 6 under the null hypothesis

Replication of the same trial (Scenario 6)

It is rare to accept a new drug based on only one pivotal study. When that happens,

some criteria are required [97], such as the internal and external validity, statistical evidence

considerably stronger than 0.05 (two-sided), the clinical relevance, and plausibility knowledge

about the mechanism of action of the drug. The first type of replication we investigated

was when two independent trials are available, in which subgroups could be evaluated. It

assumed that the proportion of the subgroup was the same in both trials. Other assumptions

were the same as before. The design strategy is depicted in Figure 3.10.

G′0 represents the replicated overall sample with a true effect δ′0, G′1 the replicated sample

of the subgroup with a true effect δ′1 and G′2 the replicated sample of the complementary

subgroup with a true effect δ′2. For the second trial the overall null and alternative hypotheses

are

H ′00 : δ′0 = 0

H ′01 : δ′0 > 0

and the null and alternative hypotheses for the ST are

H ′10 : δ′1 = 0

H ′11 : δ′1 > 0

The first and the second type I errors, α′0 and α′1 are

α′0 = Pδ′0=δ′1=0 (reject H ′00)

α′1 = Pδ′0=δ′1=0 (reject H ′10|H ′00 not rejected)
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Figure 3.11: Scenarios 7, 8 and 9 under the null hypothesis

with an overall type I error α′

α′ = α′0 + α′1(1− α′0)

Therefore, given that the two trials are independent, the overall type I error α∗rep of this

strategy is

α∗rep = α∗α′

and has to be compared with the reference significance level for two replicated trials

αref = (0.025)2 = 0.000625

Replication of a trial dedicated to the subgroup (scenarios 7, 8, and 9)

A logical recommendation after an explorative positive subgroup could be to replicate the

subgroup finding in a new trial restricted to the subgroup population. Figure 3.11 gives an

overview of this strategy.

For the second trial, the null and alternative hypotheses are

H ′′00 : δ′′0 = 0

H ′′01 : δ′′0 > 0

where δ′′0 is the treatment effect in the replicated subgroup sampleG′′0 . The second type I error

α′′ which could be made under the null hypothesis is

α′′ = Pδ′′0 =0 (reject H ′′00)

Three different cases were considered for the sample size calculation of the replicated trial:
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Table 3.4: Samples sizes of each scenario

Design effect size Sample size (per group)

Small (∆ = 0.2) N = 393

Medium (∆ = 0.5) N = 63

Large (∆ = 0.8) N = 25

• Scenario 7: keep the ∆ from the first trial. For example, if the first trial was designed

with ∆ equal to 0.2, the new replicated trial was also designed with an effect of 0.2.

• Scenario 8: use the effect δ1 of the positive subgroup of the first trial, derived from δ0

and the subgroup proportion r: δ1 = δ0
r

. Note that this scenario is only for reference. In

practice, it would be difficult to apply since the real effect in the overall population nor

the subgroup is known.

• Scenario 9: use the observed effect of the positive subgroup, instead of the theoretical

effect size, which is differs between simulated trials.

3.4 Results

Single trial
Irrespective of the scenario (∆ = 0.2, 0.5, or 0.8), the conditional power for the subgroup

finding was almost the same. Hence, only one curve is plotted for the different scenarios. For

a significance level of 0.025 (one-sided) and a power of 80%, the sample size of trial depends

on the design effect size as in Table 3.4.

Simple testing

• Scenario 1 (OT=0.025 (one-sided), ST=0.025 (one-sided))

As seen in Figure 3.12a, the overall type I error is inflated from 0.032 for large subgroups to

almost 0.05 for small subgroups. These results confirm the theory previously demonstrated

(Figure 3.7). In the case of ∆ = 0.8, the overall type I error first increased and then decreased.

This is due to the small subgroup sizes ofG1 (resp. 3 and 5). Small subgroups have low power

(Figure 3.12b). Thus, largest powers arise for subgroup proportion ranges between 0.4 and 0.8,

the maximum being 72% (δ1 = 1.5∆; r = 0.6). When the subgroup effect is smaller or equal

to the expected effect ∆ (i.e. 0.5∆ or ∆), the power is very low (<40% in all cases).
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Figure 3.12: Scenario 1: OT=0.025 (one-sided), ST=0.025 (one-sided)

Examining the different p-values for the ST (Figure 3.13), we observe that, under the null

hypothesis, the median p-value is between 0.012 and 0.018 (one-sided), irrespective of the

design effect size, depending on the proportion of the pre-planned subgroup in the overall

sample. Under the alternative, this median decreases depending on the effect in the subgroup

population and reaches a minimum level of 0.004 in the best case (δ1 = 1.5∆; r = 0.5). Hence,

even if the overall type I error is inflated, finding a subgroup effect with a p-value lower

than 0.004 helps to distinguish p-values that could typically occur when there is no treatment

effect in the subgroup from p-values that typically arise when there is a strong effect in the

subgroup.

• Scenario 2 (OT=one-sided p-values between 0.025 and 0.05 (non-significant), ST=0.025

(one-sided))

This scenario demonstrates an important inflation of the overall type I error from 0.07 for

small subgroups to 0.23 for large subgroups (Figure 3.14a) as derived theoretically (Figure

3.8). This scenario takes into account only cases where the first test is non-significant, with

p-values comprised between 0.025 and 0.05. This result could be intuitively understood as

follows: if (by chance) the p-value of the OT is close to statistical significance (due to the

positive correlation of the OT and ST), then also the ST is close to statistical significance and

it can more easily arise that the ST is indeed statistically significant. Small subgroups again
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Figure 3.13: Median p-values for the subgroup test

have very low power (Figure 3.14b). Largest powers arise for r between 0.4 and 0.7 with a

maximum of 84% (δ1 = 1.5∆; r = 0.6). When the subgroup effect is smaller than the expected

effect ∆ (i.e. 0.5∆), the power is low (<40% in all cases).

IT followed by simple testing

• Scenario 3 (OT=0.025 (one-sided), IT=0.05 (two-sided), ST=0.025 (one-sided))

The overall type I error ranges from values of 0.042 for small subgroups to almost 0.025 for

large subgroups (Figure 3.15a). Small and large subgroups have low power (Figure 3.15b).

Largest powers arise for subgroup proportions ranging between 0.4 and 0.6, the maximum

being 52% (δ1 = 1.5∆; r = 0.5).

• Scenario 4 (OT=0.025 (one-sided), IT=0.10 (two-sided), ST=0.025 (one-sided))

In Figure 3.16, the overall type I error rate varies from 0.047 for small subgroups to almost

0.025 for large subgroups. The power reaches a maximum around 60% (δ1 = 1.5∆; r = 0.5).

• Scenario 5 (OT=0.05 (one-sided), IT=0.05 (two-sided), ST=0.025 (one-sided))

Finally, scenario 5 (Figure 3.17) has an overall type I error ranging from 0.066 for small

subgroups to approximately 0.05 for large subgroups, which is a weak inflation of the type
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Figure 3.14: Scenario 2: OT=one-sided p-values between 0.025 and 0.05, ST=0.025 (one-sided)

I error of the OT (here 0.05). A maximum of around 50% was observed for the power

(δ1 = 1.5∆; r = 0.5). It should be noted that, as in the first two scenarios, when the subgroup

effect is equal to 0.5∆ or ∆, the power is very low (<20% in all cases).

Compared with the simple testing, the addition of an IT in the design of a trial tends to

decrease the inflation of the overall type I error. However, the power is reduced.

Replication
• Replication of the same trial

In scenario 6, the same trend was observed as earlier (Figure 3.18): the overall type I error

decreased as the subgroup proportion increased. In this case, results are more convincing

than in the case of a single trial, though the overall type I error is still inflated. The maximum

overall type I error is very small (less than 0.0012). Hence, replication of results of one trial in

a second, independent, trial considerably improved the credibility of the subgroup finding.

• Replication of a trial dedicated to the subgroup

A positive conclusion is only drawn when the second trial is also positive. Then, the

significance level is 0.025. Irrespective of the scenario chosen, that is, scenarios 7, 8, or 9,
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Figure 3.15: Scenario 3: OT=0.025 (one-sided), IT=0.05 (two-sided), ST=0.025 (one-sided)

the results for the overall type I error are approximately the same. The overall type I error was

very close to the significance level, with all values between 0.025 and 0.026, independent of the

choice of the design effect size. Although the overall type I error is not completely protected,

this finding is very relevant. With the replication of a subgroup finding, the reliability of the

result is considerably improved.

Regarding power, replicated trials in scenarios 7 and 8 are based on ∆ and/or r, hence they

are appropriately powered. Conversely, in scenario 9, the size of the replication trial varies

considerably depending on the observed subgroup effect in the first trial. The observed effect

tends to overestimate the true effect, leading to a very small sample size for the replication,

that is, an obviously underpowered trial. The observed effect is the effect after meeting a p-

value threshold for the subgroup. This selection leads to an overestimation compared with the

true subgroup effect. Figure 3.19 displays the true power of the replicated subgroup finding;

it is very difficult to reach an adequately powered replication trial except when the proportion

of the subgroup is relatively large. In addition, a large variability is observed for the sample

size of the replicated trial. Hence, basing the replication study on the subgroup finding in the

first trial might be very hazardous, even though the overall type I error is almost controlled.

67



Chapter 3

0.2 0.4 0.6 0.8

0.020

0.025

0.030

0.035

0.040

0.045

0.050

Proportion of the subgroup

O
ve

ra
ll 

ty
pe

 I 
er

ro
r

D = 0.2
D = 0.5
D = 0.8

(a) Overall type I error

0.2 0.4 0.6 0.8

0.0

0.2

0.4

0.6

0.8

1.0

Proportion of the subgroup
P

ow
er

d1 = 1.5D
d1 = D
d1 = 0.5D

(b) Power
Figure 3.16: Scenario 4: OT=0.025 (one-sided), IT=0.10 (two-sided), ST=0.025 (one-sided)

3.5 Discussion

In drug development and drug licensing, it sometimes occurs that a new drug does not

demonstrate effectiveness for the full study population, but there appears to be benefit in

a relevant subgroup. Certainly in orphan diseases or conditions where there are no, or few,

treatments available, a new drug could be licensed for a subpopulation. Unfortunately, the

interpretation of subgroup findings is not straightforward due to the inflated false-positive

and false-negative probabilities associated with subgroup analyses. Non-significant trials are

the most controversial situation because significance can be found in subgroups while the OT

is not significant. Assuming the study population is not homogeneous, subgroup analyses

might be beneficial when the OT is not significant.

To our knowledge, this is the first investigation of the overall type I error of a subgroup finding

in an overall non-significant trial. Previous research has addressed the opposite problem by

focusing on the probability of observing negative subgroup results when the treatment effect

was positive and homogeneous across all subgroups [25].

The result of the current simulations demonstrates that, for an overall non-significant trial,

the level of evidence for a pre-specified subgroup finding is not controlled. In fact, the overall

type I error ranges from 0.032 to almost 0.05 for a single trial, depending on the subgroup

proportion. When the proportion of a subgroup is high in the overall sample, the type I
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Figure 3.17: Scenario 5: OT=0.05 (one-sided), IT=0.05 (two-sided), ST=0.025 (one-sided)
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Figure 3.18: Overall type I error in the case of two independent replicated trials (scenario 6)

error under the null hypothesis of the first main analysis on the overall sample will be as

expected, but the type I error of the subgroup analysis will be smaller than anticipated. Since

the retested subgroup is a large part of the tested overall sample, small deviations are expected

in the corresponding p-values. The power for the subgroup finding reaches 70% at most.

Perhaps unexpectedly, it is shown that testing the subgroup when there is a ”tendency” (p-

value between 0.025 and 0.05 one-sided) for effect in the overall population is bad practice

with substantial type I error inflation. In that case, the inflation can go up to 0.23 (one-sided),
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(a) Sample size (∆ = 0.5) (b) Power (∆ = 0.5)

Figure 3.19: Sample size and true power of the replicated subgroup finding (scenario 9)

depending on the subgroup proportion. The level of evidence improves as expected when

subgroup findings are replicated in a new trial. In this situation, the overall type I error is very

close to the theoretical value, and almost guarantees its control. Generally, the replication trial

will be underpowered if the sample size is based on the observed effect in the subgroup in

the first trial. However, it will have sufficient power if based on the postulated effect for the

whole group in the first trial.

As seen in the motivating example, while the overall test was not significant (though close

to the significance level), it is questionable whether one can draw conclusions from the trend

for age, for example. Age was a stratification factor for randomisation and the proportions

were approximately: <65 (42%), 65–75 (36%), 75–80 (15%), and >80 years (7%). Based on the

simulation results, an inflation of the type I error is expected, depending on the proportion

of the subgroup of interest in the overall sample and being at most twice the nominal value,

that is, 0.05. Furthermore, the ST in the <65 group was significant with a p-value of 0.03

(two-sided). As observed in the current study, this finding does not seem to be convincing

enough. Hence, a replication of this subgroup finding should increase the certainty of this

result by having an overall type I error almost completely controlled with adequate power,

for a statistically significant replicated trial.

Although the results from this study are promising, some limitations need to be addressed.

An important assumption we made was no negative treatment effects (i.e. a positive effect in
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the subgroup and a null effect in the complementary subgroup). The case of positive treatment

effect in one subgroup and a negative treatment effect outside the subgroup would need to

be investigated separately. Moreover, this research focused on continuous outcomes. More

research is needed on categorical and time-to-event outcomes. It would also be interesting to

extend the number of subgroups, with different scenarios for the subgroup proportions and

the number of endpoints.

In the case of a single trial, the inflation of the overall type I error is substantial, especially

in relatively small subgroups. In such cases, a second trial, with the same design, could be

already available. This research further indicates that the overall type I error can be improved

and almost controlled by using an appropriate replication strategy. This strategy can also

result in enough power for a high level of evidence of the positive effect of a drug in the target

subpopulation. Even if a subgroup finding cannot directly lead to a marketing authorisation,

a key basic principle can help to reach this objective: identify the subgroup of interest in the

protocol. If the p-value for the subgroup of interest is very low (based on our result, below

0.004 one-sided), this is not consistent with the null hypothesis across a range of scenarios,

despite the type I error inflation. Such a threshold could be used to decide on a new replication

trial, if not yet available. Hence, the probability of non-chance finding is much improved and

the subgroup is a good candidate for replication. The replication trial should be preferably

planned with the same expected effect as in the first trial. This design strategy would lead to a

high level of evidence of the positive effect of the medicine in the target subgroup population.

This new approach underlines that overall non-significant trials can be useful and of great

interest in the perspective of future findings.
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Abstract

Subgroup analyses are an essential part of fully understanding the complete results from

confirmatory clinical trials. They come with substantial methodological challenges. In

case no significant overall treatment effect is found in a clinical trial, subgroup analyses

can be conducted to investigate whether a treatment might still be beneficial for particular

subgroups. The level of evidence associated with subgroup findings in such situations

is primordial as patients might potentially benefit from a new therapy. In a simulation

study reported in a companion paper, we considered the overall type I error and the power

associated with such findings for continuous outcomes, and suitable replication strategies.

The current study aimed at verifying whether the results are similar for the overall type I

error for dichotomous outcomes, and investigated the following two extensions important

for practice: (a) when multiple covariates, and thus multiple subgroups, are investigated at

the same time, and (b) when a covariate of interest is represented by quantitatively ordered

subgroups, e.g. in case of biomarkers, and thus a trend can be studied that may reflect

an underlying mechanism. In light of growing biological and pharmacological knowledge

leading to more personalised medicine and targeted therapies, the latter scenario is likely to

be more prominent in the near future. Simulation studies were performed to investigate these

scenarios. This paper (with its companion paper) provides a deeper understanding of the

plausibility of subgroup findings in overall non-significant trials and practical guidance on

their assessment.
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4.1 Introduction

Traditionally, confirmatory clinical trials target a population of patients in which the effect

of the treatment under investigation is expected to be sufficiently homogeneous in order to

permit precise estimation of the treatment effect and for the effect to be interpretable [5]. When

the overall treatment effect is significant, subgroup analyses are therefore typically performed

to investigate whether this effect is consistent across subgroups. On the contrary, if the overall

treatment effect cannot be shown conclusively, any subgroup analysis finding(s) can only be

seen as exploratory at best. This latter scenario is of particular interest as a potential new

relevant treatment may benefit a certain subpopulation [24, 53, 54]. Current practice in many

study protocols seems to be that a number of subgroup analyses is pre-specified, although

often without clear statement whether they were intended for consistency or because of a

prior expectation of differential effect, unless they were planned as part of a confirmatory

strategy protecting the overall type I error.

Recently, Tanniou et al. investigated the statistical level of evidence for promising subgroup

findings in overall non-significant trials with continuous outcomes [53]. They considered the

overall type I error and the power associated with such findings, and suitable replication

strategies. In case of a single trial, the inflation of the overall type I error is substantial,

especially in relatively small subgroups. They also showed, unexpectedly, that testing a

subgroup when there is a so-called “tendency” for effect in the overall population, defined

as a one-sided p-value for the overall test between 0.025 and 0.05, is bad practice with

substantial overall type I error inflation. Tanniou et al. extended their research to scenarios

with replications which substantially improve the level of evidence [53]. In absence of other

evidence, replication of promising subgroup findings should be the standard approach if the

trial is overall statistically non-significant.

This new study expands the results of the previous work in two important ways: first,

to repeat the scenarios investigated for the overall type I error in the study of Tanniou et

al. for dichotomous outcomes to check whether the results are similar; secondly, to study

the influence of the number of subgroups, and the number of covariates of interest. Two

extensions are addressed: (a) when multiple covariates, and thus multiple subgroups, are

investigated at the same time, and (b) when one covariate of interest is divided into three

quantitatively ordered categorical subgroups and thus a trend can be studied across subgroups

that may reflect an underlying mechanism. The extension to these scenarios is deemed

relevant for practice. In general, if a trend is observed across subgroups that result from
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Table 4.1: Results of the Clomethiazole Acute Stroke Study [55]

Functional Independence No Functional Independence Total

TACS
Clomethiazole 117(40.8%) 170(59.2%) 287

Placebo 77(29.8%) 181(70.2%) 258

Non-TACS
Clomethiazole 263(67.3%) 128(32.7%) 391

Placebo 293(70.3%) 124(29.7%) 417

Total 750 603 1353

an ordered categorical covariate (e.g. different age classes), the observed effect is usually

perceived as more convincing.

The remainder of this paper is organised as follows. In section 2, two empirical examples are

presented. Sections 3 and 4 depict, respectively, the design and the results of the simulation

study. Finally, the paper ends with a discussion in section 5.

4.2 Examples

Clomethiazole Acute Stroke Study (CLASS)
The Clomethiazole Acute Stroke Study (CLASS) was a randomised controlled trial (RCT)

comparing the use of Clomethiazole with placebo in patients diagnosed with an acute

hemispheric stroke [55]. The primary endpoint of the study was the relative functional

independence measured on the Barthel Index (a questionnaire about activities of daily

live) at 90 days. The two possible outcomes of this endpoint are functional independence

(≥ 60 points), or no functional independence (< 60 points). The results are shown in

Table 4.1. No significant difference between the Clomethiazole and placebo group was found

in relative functional independence at 90 days (p=0.649). Although no overall significant

result was found, a significant interaction was observed between TACS (Total Anterior

Circulation Syndrome) and non-TACS patients, and the treatment (p=0.038). Following the

significant interaction test, a subgroup test was conducted. Within the subgroup of TACS

patients, a significant difference was found between the Clomethiazole and placebo group

(p=0.008): 40.8% of the TACS patients in the Clomethiazole group reached relative functional

independence, compared with 29.8% of the TACS patients in the placebo group. For the non-

TACS patients no significant difference was observed (p=0.358). The researchers of CLASS

concluded that replication of the study was necessary in the subgroup.
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Figure 4.1: Results of the Dexamethasone for Cardiac Surgery trial [93]

Dexamethasone for Cardiac Surgery trial
This example has already been presented in the companion paper [53] but is deemed

relevant to be repeated as it is a good illustration of an observed trend across ordered

subgroups. The Dexamethasone for Cardiac Surgery trial was a multicentre, randomised,

double-blind, placebo-controlled trial comparing high-dose intravenous Dexamethasone to

placebo treatment in patients undergoing cardiac surgery [93]. The objective was to quantify

the effect of intraoperative high-dose Dexamethasone on the incidence of major adverse

events in patients undergoing cardiac surgery. The primary outcome was the composite of

death, myocardial infarction, stroke, renal failure, or prolonged postoperative mechanical

ventilation, within 30 days after surgery. Different subgroup analyses were pre-planned:

age with protocol defined categories (< 65, 65-74, 75-80, and > 80), sex, diabetes, chronic

pulmonary disease, high (≥5) vs. low (≤4) EuroScore pre-operative risk estimate (cut-off

also pre-defined), and prolonged cardiopulmonary bypass (CPB) duration (defined as CPB

duration >150 min). The results are provided in Figure 4.1.

The differential effect of Dexamethasone across the four age groups appeared to be

predominantly caused by the mortality component of the composite primary endpoint (data

not presented). In patients younger than 65 years of age, the RR for mortality was 0.42 (95%

CI, 0.13–1.34), but it gradually increased to 3.87 (95% CI, 1.10–13.6) in patients older than 80

years of age. The p-value for heterogeneity across the four age groups for mortality was 0.05.

There was no differential treatment effect in the subgroup analyses on sex, diabetes, chronic
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obstructive pulmonary disease, or CPB time. Hence, even if the treatment effect was not

significant for the overall population, this study in 4494 cardiac surgical patients suggests a

trend toward a beneficial effect in part of the population.

The question arises to what extent one can trust such subgroup findings, e.g. expressed as

the inflation of the type I error in these particular situations. This can be put into proper

perspective based on the results of simulation studies. We return to the examples at the end

of this manuscript.

4.3 Simulation design

A two-arm controlled trial (1:1 randomisation) with a dichotomous outcome is considered.

The primary comparison between treatment groups is performed in the full study population

G0, and refers to the overall test (OT). In case the primary comparison fails to show any

beneficial effect for the investigated treatment, researchers might be interested at investigating

whether a subgroupG1, assessed via the associated subgroup test (ST), might benefit from this

treatment. Of note, we assume that this subgroup was mentioned a priori in the protocol, but

for consistency purpose only (usually in case the overall test had been statistically significant).

More specifically, we assume that it was not part of a confirmatory testing strategy and can

therefore only be seen as exploratory.

Two different situations are further developed:

• The covariate(s) of interest is (are) divided into two unordered subgroups

– Only one covariate, hence one subgroup, is investigated.

– m covariates, hence m subgroups, are investigated.

• The covariate of interest is divided into three ordered subgroups

The purpose of our research is to investigate the overall type I error associated with a

subgroup finding in such cases. Simulation studies were performed for different strategies.

The population proportions (success rates) of the outcome are denoted by πC and πT for

the control and treatment arms, respectively. These rates, assumed at the design stage of an

RCT, are used for the sample size calculation [98]. Three different success rates for the control

and the treatment group were investigated. Based on an arcsine transformation, Cohen’s h

effect sizes can be computed [99]. According to Cohen’s h definition, a small h is about 0.2, a
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Table 4.2: Parameters used for the sample size calculations

Parameters Values

Significance level of the OT 0.05 (two-sided)

Power of the overall test 0.80

Success rates, effects sizes and sample size per arm

πC = 0.2
h = 0.12 N = 1091

πT = 0.25

πC = 0.5
h = 0.25 N = 244

πT = 0.625

πC = 0.2
h = 0.44 N = 79

πT = 0.4

medium h corresponds to a value of about 0.5 and a large h is about 0.8. It results in a number

N of patients per arm. The parameters are provided in Table 4.2 and correspond to very small,

small and medium h.

Note that the subgroups are assumed to have equal sizes within the treatment and control

groups. To assess the overall type I error, dichotomous data were simulated without an overall

effect and without a subgroup effect: the control and treatment group have equal probabilities

of success. Per proportion of the subgroup, the overall type I error of the subgroup testing

scenario is assessed by means of simulations, for the three combinations of success rates

mentioned above.

In order to fairly compare the different scenarios, the number of replications k, with

both a statistically non-significant overall result and a statistically significant subgroup,

has been fixed to 10,000. All simulations (data generation and analyses) were done with

R version 3.1.1 [96]. In order to make our results reproducible, we set a fixed seed.

Two subgroups

One covariate is investigated

As explained before, an overall test (OT) based on the full study population G0 is first

performed. When this test fails to reach a statistically significant result, a subgroup test (ST)

is performed in subgroup G1, either directly or conditional on the result of an interaction test

(IT). Both statistical tests (OT and ST) are performed with Pearson’s chi-square test (scenarios

1-4). The IT was performed via a logistic regression analysis (scenarios 3-4). Figure 2 illustrates

scenarios 1 and 2 while Figure 3 depicts scenarios 3 and 4. G2 refers to the complementary

subgroup. A significant result is denoted as “+”; a non-significant result as “-”. Solid lines
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Figure 4.2: Scenarios 1 and 2

Figure 4.3: Scenarios 3 and 4

relate to the situations of interest.

Different parameters were defined to run the simulations: the significance level α of the test

and the proportion r of the subgroupsG1 andG2 in the patient population (r = 0.1,0.2,. . . ,0.9).

Four different scenarios were considered, differing only in the level of significance allocated

to the different tests performed:

1. No significant effect for the OT (pOT ≥ 0.05) but a significant effect for the ST

(pST < 0.05) is observed.

2. No significant effect (but with a ”tendency”) for the OT (0.05 ≥ pOT < 0.1) but a

significant effect for the ST (pST < 0.05) is observed.

3. No significant effect for the OT (pOT ≥ 0.05) but a significant interaction (pIT < 0.05)
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and a significant effect for the ST (pST < 0.05) is observed. IT performed via a logistic

regression analysis.

4. No significant effect for the OT (pOT ≥ 0.05) but a significant interaction (pIT < 0.1)

and a significant effect for the ST (pST < 0.05) is observed. IT performed via a logistic

regression analysis.

In the first scenario all simulations with non-significant p-values of the OT are kept, while in

the second scenario only simulations with non-significant results are kept with a p-value of

the OT close to the significance level. These p-values suggest an “almost significant” result,

which could intuitively encourage researchers to look for any potential subgroup effects. The

difference between scenarios 3 and 4 is the significance level of the interaction test. In the third

scenario the IT has an α of 0.05, which could be considered rather conservative. Therefore, in

the fourth scenario, the significance level for the test of interaction is relaxed to 0.1, which is

commonly performed in practice. It is worth noting that the CLASS example provided above

corresponds to scenario 4.

In the following, we derive analytically scenarios 1 and 2. We first define πij as the probability

of successes in either the overall sample (i = 0) or the subgroup (i = 1) in the arm j (j = T

for Treatment, and j = C for Control). The overall null and alternative hypotheses are:

H00 : π0T − π0C = 0

H01 : π0T − π0C 6= 0

And the associated type I error α0 is:

α0 = Pπ0T−π0C=0 (reject H00)

Similarly, the subgroup null and alternative hypotheses are:

H10 : π1T − π1C = 0

H11 : π1T − π1C 6= 0

And the type I error α1 associated based on the non-rejection of the overall null hypothesis is:

α1 = Pπ1T−π1C=0 (reject H10|H00 not reject)
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For the sake of clarity, Pπ0T−π0C=π1T−π1C=0(), referring as a probability under the null

hypothesis, is noted P0() in the following. The overall type I error α∗ can be written as:

α∗ = P0 (reject H00 or reject H10)

= P0 (reject H00) + P0 (reject H10)− P0 (reject H00 and reject H10)

P0 (reject H10) = P0 (reject H10 and reject H00) + P0 (reject H10 and not reject H00)

P0 (reject H10 and not reject H00) = P0 (reject H10|not reject H00)P0 (not reject H00)

Hence,

α∗ = α0 + α1P0 (not reject H00)

= α0 + α1(1− α0)

Consequently and as α0 is known and set, α1, which corresponds to the inflation of the type I

error, is the quantity to investigate. Let’s now assume that a random variable Y is following a

Binomial distribution:

Y ∼ B [N,π]

Hence, an estimator for the unknown probability of success πij is

π̂ij =
Y

N

with

E(π̂ij) = πij and V ar(π̂ij) =
πij(1− πij)

N

Based on the Central Limit Theorem, we consider the Normal approximation to the Binomial

distribution. The accuracy of the approximation depends on the values ofN and πij . A simple

rule of thumb is that the approximation is good if both Nπij and N(1 − πij) are both greater

than 10. Based on this approximation, the distribution of the overall test can therefore be

defined as the following distribution:

π̂0T − π̂0C ∼ N
[
π0T − π0C ,

π0T (1− π0T ) + π0C(1− π0C)

N

]
Similarly, the distribution of the subgroup test is defined as

π̂1T − π̂1C ∼ N
[
π1T − π1C ,

π1T (1− π1T ) + π1C(1− π1C)

rN

]
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Under the null hypothesis, we have π0T = π0C = π1T = π1C = π. Hence, we obtain

π̂0T − π̂0C ∼ N
[
0,

2π(1− π)

N

]

π̂1T − π̂1C ∼ N
[
0,

2π(1− π)

rN

]
Under the null hypothesis, the joint distribution is therefore N(0,Σ) with

Σ =

 2π(1−π)
N

2π(1−π)
N

2π(1−π)
N

2π(1−π)
rN



The correlation is

ρ(π̂0T − π̂0C , π̂1T − π̂1C) =
cov(π̂0T − π̂0C , π̂1T − π̂1C)√

V ar(π̂0T − π̂0C)V ar(π̂1T − π̂1C)
=
√
r

Based on this and given that α1 = P0[−c<π0T−π0C<c and π1T−π1C>d]
P0[−c<π0T−π0C<c]

where c and d are the

critical values for the overall and the subgroup test respectively, we simulate a bivariate

normal distribution using the ”mvtnorm” R package. The analytical results are provided in

Figures 4.4 and 4.5.

m(m ≥ 2) covariates are investigated

In the previous subsection, the focus was on cases when one covariate was investigated. Even

though these are important and show interesting results, the number of covariates analysed in

practice can be large. This scenario (referred to as scenario 5) relates to the multiplicity problem

with dependent subgroups, i.e. taking into account the correlation that exists between the test

statistics of subgroup analyses, as all patients will usually appear in the subgroup analysis

for each covariate of interest. According to Pocock et al., 70% (35/50) of reported trials

contained multiple subgroup analyses [7]. The total number of reported subgroup analyses

per published trial varied from one to 24 with a median of four. Wang et al. reviewed 59

clinical trials, of which 20 provided between one to four subgroup analyses, 17 between five

and eight subgroup analyses, 17 more than eight subgroup analyses and five were unclear

about the number of subgroup analyses performed [9]. As all subgroup analyses are not

necessarily reported nor are protocol defined, we considered a scenario with the following

number of investigated covariates: 2, 3, 5, 10 and 20. Note that at present no clear guidance
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Figure 4.4: Analytical overall type I error as function of subgroup sizes (scenario 1)
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Figure 4.5: Analytical overall type I error in case of a strong ”tendency” (0.05 ≤ pOT < 0.1) for the
overall test (scenario 2)

or strategy exists to correct for the multiplicity involved. The simulations are also aimed to
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Figure 4.6: Scenario 5

provide suggestions. For simplicity, we only looked at cases where all m covariates have

the same proportion for the subgroup under investigation. Each covariate of interest was

resampled from the overall data. The subgroup of interest has therefore been resampled

from the overall data while the complementary subgroup is composed of the remaining of

the overall (non-resampled) data. Hence, even if all covariates have the same proportion for

the subgroup of interest, they have a different sample (from resampling) for this subgroup. If

at least one subgroup of interest reaches statistical significance under the null hypothesis of

no effect, i.e. at least one p(i)ST < 0.05(i = 1, . . . ,m;m ≥ 2), it is considered as a false-positive

finding, hence is taken into account for the estimation of the overall type I error. Figure 4.6

displays this scenario.

Three subgroups
In line with the previous subsection, an overall test (OT) based on the full study population

G0 is first performed. Assuming that this test fails to reach a statistically significant result,

the focus is on a potential treatment effect trend over subgroups. The covariate of interest is

divided into three ordered subgroups. For instance, biomarkers are usually measured on a

continuous scale but are typically grouped into, e.g. low/medium/high. Another example

could be any specific aging profiles, such as young, middle-aged, old patients, as illustrated

by the Dexamethasone example presented above in which a trend toward a beneficial effect

in part of the population is observed.

For dichotomous outcomes, different effect measures yield different interaction tests [33].

Logistic regression analysis is commonly performed when one is interested in odds ratios

(ORs), and a Poisson regression analysis is performed for risk ratios (RRs). In the latter case,
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a potential linear trend over the ordered subgroups follows from parameter estimates for the

log risk ratios comparing two subgroups (here Gi; i = 1, 2) to the reference subgroup (here

G3, hence β3 = 0). An offset should be added to the analysis to account for population sizes.

In the following, we consider the case where a trend is observed across the three subgroups

and subgroup G1 has the most beneficial treatment effect, hence the smaller risk ratio RR1.

To investigate the level of evidence of trends over subgroups findings, six different scenarios

were considered, all with a non-significant effect for OT (pOT ≥ 0.05):

6. A significant effect in G1 (pST1 < 0.05 with the chi-square test) is observed.

7. RR1 < RR2 < RR3 as observed in the data suggesting a trend across subgroups and a

significant effect in the subgroup G1 (pST1 < 0.05 with the chi-square test) is observed.

8. RR1 < RR2 < RR3 as observed in the data suggesting a trend across subgroups and

in addition a significant interaction (pIT < 0.05 with a Poisson regression analysis) and

a significant effect in G1 (pST1 < 0.05 with the chi-square test) is observed.

9. Based on a Poisson regression analysis, β1 > β2 > β3 suggesting a linear trend across

subgroups is observed, where βi is the regression coefficient for subgroup Gi.

10. Based on a Poisson regression analysis, β1 > β2 > β3 suggesting a linear trend

across subgroups is observed and the regression coefficient β1 of the subgroup G1 is

statistically significant (pβ1 < 0.05).

11. A significant interaction (pIT < 0.05 with a Poisson regression analysis) is observed.

As the data simulated are under the null hypothesis, scenario 6 is very close to scenario 1

(Figure 4.7). It is used as a reference to compare the other scenarios (7-11) to.

Scenarios 7 and 8 are based on the risk ratios observed in each subgroup. Scenario 8 is more

stringent than scenario 7 as a test of interaction, performed via a Poisson regression analysis,

is added. It is worth noting that the Dexamethasone example described above is pretty close

to scenario 8.

In scenario 9, a quantitative trend towards the treatment effect estimates, i.e. log risk ratios, of

each subgroup is required to consider a subgroup finding, while in scenario 10 the regression

coefficient of the subgroup of interest β1 should also be statistically significant in order to

reach the same conclusion, making scenario 10 more stringent than scenario 9. As for scenario

11, the potential linear trend is directly assessed via a test of interaction being part of a Poisson
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Figure 4.7: Scenario 6

regression analysis. All the figures corresponding to the design of scenarios 7-11 are provided

in Appendix B (Figures B1-B5).

For these six scenarios, four different values of rG1 , the proportion of the subgroup of interest,

were studied:

• rG1 = 0.1 (rG2 = rG2 = 0.45)

• rG1 = 0.33 (rG2 = rG2 = 0.33)

• rG1 = 0.5 (rG2 = rG2 = 0.25)

• rG1 = 0.9 (rG2 = rG2 = 0.05)

4.4 Results

Two subgroups

One covariate is investigated

Figures 4.8, 4.9, 4.10 and 4.11 depict the overall type I error for scenarios 1-4. In scenario 1,

an inflation from 0.058 for large subgroups to 0.081 for small subgroups is observed. This

result is roughly similar for the three different investigated designs. Scenario 2 demonstrates

an important inflation of the overall type I error from 0.06 for small subgroups to 0.15 for large

subgroups. The rather large inflation could be explained as follows: when the p-value of the

OT is (by chance) close to statistical significance, the risk of falsely concluding a statistically

significant subgroup treatment effect is increased due to the positive correlation between

both test statistics. Scenario 2 is also a confirmation of the analytical results provided in the

previous section. More generally, if we consider the scenario with a more stringent ”tendency”
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Figure 4.8: Overall type I error for scenario 1

for the overall test, e.g. 0.05 ≤ pOT < 0.06, the maximum inflation would be greater than

the one presented here, i.e. 0.32 (results not presented). On the contrary, if the definition of

a ”tendency” is relaxed at its maximum, i.e. 0.05 ≤ pOT < 1, we are back to scenario 1.

Scenario 3 benefits from a decrease of the overall type I error. As a test of interaction with

a rather conservative significance level is added between the OT and the ST, the probability

of wrongly concluding a statistically significant subgroup effect is lower than in scenario 1.

Scenario 4 is similar to scenario 3 with a less conservative significance level of 10% for the IT.

It results in overall type I errors between scenario 1 and scenario 3, but closer to scenario 3. It

should be noted that a difference is observed when the proportion of the subgroup of interest

is lowest, i.e. 0.1 and 0.2, for the design with the least patients due to the small sample sizes

associated with the subgroup of interest, namely 8 and 16 patients.

In order to better compare these four scenarios, Table 4.3 provides another way of presenting

the overall type I errors for scenarios 1-4 by using the following grey tints:

• Small inflation of the type I error: 0.05 ≤ p < 0.06

• Medium inflation of the type I error: 0.06 ≤ p < 0.07

• Large inflation of the type I error: 0.07 ≤ p < 0.08

• Very large inflation of the type I error: p ≥ 0.08

It is noted that the overall type I error is almost always slightly higher when πC = 0.5 and
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Figure 4.9: Overall type I error for scenario 2
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Figure 4.10: Overall type I error for scenario 3

πT = 0.625 (N = 244). This is not due to an increase of the inflation of the type I error but

to the initial type I error, i.e. for the overall test. These design parameters provide a marginal

increase of the type I error, i.e. approximately 0.052 instead of the nominal 0.05.

m(m ≥ 2) covariates are investigated

Irrespective of the investigated testing sequence, the results are roughly similar (Table 4.4).

They only differ when the subgroups of interest are very small, i.e. for r = 0.1. Practically,
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Figure 4.11: Overall type I error for scenario 4

Table 4.3: Overall type I errors for scenarios 1-4

Scen Sample size 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

1
N = 1091 0.071 0.071 0.070 0.068 0.066 0.065 0.063 0.060 0.057

N = 244 0.081 0.075 0.076 0.072 0.067 0.068 0.063 0.062 0.059

N = 79 0.062 0.073 0.072 0.069 0.068 0.066 0.063 0.060 0.058

2
N = 1091 0.085 0.096 0.108 0.118 0.126 0.137 0.146 0.150 0.150

N = 244 0.097 0.102 0.119 0.126 0.126 0.148 0.140 0.153 0.156

N = 79 0.070 0.098 0.108 0.117 0.127 0.138 0.147 0.144 0.157

3
N = 1091 0.066 0.065 0.062 0.060 0.058 0.056 0.055 0.053 0.052

N = 244 0.072 0.068 0.065 0.062 0.059 0.059 0.057 0.055 0.054

N = 79 0.052 0.056 0.060 0.060 0.058 0.057 0.055 0.053 0.051

4
N = 1091 0.072 0.070 0.067 0.064 0.062 0.059 0.057 0.055 0.053

N = 244 0.080 0.073 0.071 0.067 0.063 0.062 0.059 0.057 0.055

N = 79 0.053 0.061 0.065 0.064 0.063 0.061 0.058 0.055 0.052

the most encountered scenario is expected when r = 0.4, 0.5 or 0.6. When two covariates are

investigated, the overall type I error is around 0.08. When five covariates are investigated,

this number reaches 0.13. When the number of covariates is, resp. 10 or 20, the associated

overall type I errors are around 0.17 and 0.23.

These results directly relate to the multiple testing problem. Despite a substantial inflation

of the overall type I error across all scenarios, these results are however more conservative

than it would be with independent tests, as the positive correlation between the subgroups
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Table 4.4: Overall type I errors for scenario 5

Sample

Size

Nb

Cov.
0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

1091

2 0.093 0.090 0.087 0.085 0.082 0.078 0.074 0.069 0.063

3 0.113 0.109 0.105 0.102 0.096 0.090 0.084 0.077 0.068

5 0.154 0.146 0.136 0.131 0.120 0.111 0.100 0.090 0.076

10 0.239 0.226 0.205 0.188 0.171 0.149 0.132 0.112 0.089

20 0.383 0.337 0.300 0.272 0.234 0.201 0.172 0.138 0.102

244

2 0.109 0.096 0.097 0.090 0.081 0.083 0.073 0.070 0.065

3 0.136 0.117 0.118 0.106 0.095 0.096 0.082 0.077 0.070

5 0.186 0.155 0.154 0.137 0.117 0.118 0.097 0.088 0.078

10 0.298 0.237 0.231 0.202 0.162 0.160 0.127 0.109 0.090

20 0.455 0.360 0.338 0.283 0.230 0.214 0.160 0.134 0.104

79

2 0.074 0.094 0.092 0.086 0.083 0.080 0.076 0.069 0.065

3 0.085 0.113 0.112 0.103 0.098 0.093 0.087 0.075 0.069

5 0.107 0.151 0.145 0.132 0.123 0.114 0.104 0.088 0.077

10 0.159 0.235 0.219 0.189 0.173 0.154 0.135 0.108 0.089

20 0.245 0.359 0.322 0.272 0.241 0.206 0.174 0.134 0.104

test statistics is taken into account. For instance, when 10 subgroups are tested after an

overall statistically non-significant result, the overall type I error is approximately 0.17, i.e. an

inflation of 0.12 based on 10 subgroup tests. If these tests had been completely independent,

the inflation would have been 1 − (1 − 0.025)10 ≈ 0.22. Therefore, given the positive

correlation between the subgroup test statistics, it should be recognised that the inflation

for multiple testing is less dramatic than one would expect. Obviously, this observation

will never be a convincing argument to make firm conclusions about a subgroup finding.

In order to have more confidence in the subgroup finding(s), adjustment for multiplicity

should be undertaken. The step-down Holm-Bonferroni procedure could be a first option.

Let p(ST1) < p(ST2) < ... < p(STm) denote the ordered unadjusted subgroup p-values pSTi

(i = 1, . . . ,m;m ≥ 2) with associated null hypotheses H(10), ..., H(m0). H(i0) is rejected if

pSTi ≤ α/(m − i + 1). Adjusted p-values for the Holm procedure are given by q(STi) =

min{1,max[(m− i+ 1)pSTi , q(STi−1)}. Table 4.5 provides the corresponding adjusted overall

type I error.

The results of the Holm-Bonferroni correction are very good, irrespective of the number of

subgroups investigated. A significant subgroup finding after Holm-Bonferroni multiplicity

correction could be considered as promising and therefore be a good candidate for identifying

subgroups that could be considered for a replication study.
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Table 4.5: Adjusted overall type I errors from scenario 5 with a Holm-Bonferroni correction

Sample

Size

Nb

Cov.
0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

1091

2 0.064 0.062 0.061 0.059 0.058 0.058 0.055 0.053 0.051

3 0.065 0.064 0.062 0.060 0.059 0.057 0.055 0.052 0.051

5 0.067 0.066 0.063 0.062 0.059 0.056 0.054 0.051 0.050

10 0.067 0.066 0.065 0.060 0.058 0.056 0.052 0.051 0.050

20 0.067 0.065 0.063 0.058 0.057 0.054 0.051 0.050 0.050

244

2 0.067 0.067 0.065 0.063 0.062 0.059 0.056 0.055 0.053

3 0.071 0.065 0.064 0.062 0.061 0.059 0.056 0.055 0.052

5 0.068 0.066 0.065 0.063 0.060 0.057 0.056 0.053 0.052

10 0.074 0.067 0.065 0.064 0.058 0.057 0.054 0.053 0.052

20 0.073 0.067 0.065 0.060 0.060 0.057 0.054 0.052 0.052

79

2 0.055 0.066 0.062 0.061 0.058 0.057 0.054 0.054 0.052

3 0.056 0.057 0.062 0.062 0.060 0.058 0.055 0.053 0.051

5 0.057 0.062 0.061 0.061 0.058 0.056 0.055 0.052 0.050

10 0.053 0.056 0.064 0.059 0.057 0.054 0.053 0.051 0.051

20 0.053 0.056 0.061 0.056 0.055 0.054 0.052 0.051 0.051

In the companion paper, we stated that if the p-value for the subgroup of interest is very low

(below 0.004 one-sided), this is not consistent with the null hypothesis of no subgroup effect

across a range of scenarios, despite the type I error inflation. We were therefore interested

in studying the impact on the overall type I error by applying this very practical adjusted

criterion (Table 4.6).

By applying this strict threshold, the correction of the overall type I error is also promising and

could be applied to decide on whether a replication study should be undertaken or not. Both

presented multiplicity correction approaches have the advantage to provide good results, to

be straightforward to implement in practice and to be used post-hoc. They could also be

used when assessing a paper in which multiple subgroup analyses are presented. However,

more powerful methods taking into account the correlation between the test statistics could

apply, such as resampling-based approaches. For more details, refer to the work done by

Bretz et al. [100]. The principal drawback of these more advanced methods is their practical

implementation.
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Table 4.6: Overall type I errors from scenario 5 with a subgroup significance level of 0.004 (one-sided)

Sample

Size

Nb

Cov.
0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

1091

2 0.053 0.053 0.053 0.052 0.051 0.051 0.050 0.050 0.050

3 0.055 0.055 0.053 0.053 0.052 0.051 0.051 0.050 0.050

5 0.057 0.057 0.056 0.054 0.054 0.052 0.052 0.050 0.050

10 0.063 0.063 0.061 0.060 0.057 0.054 0.053 0.051 0.050

20 0.080 0.079 0.072 0.069 0.063 0.058 0.054 0.052 0.050

244

2 0.055 0.054 0.054 0.054 0.053 0.053 0.052 0.052 0.052

3 0.056 0.056 0.055 0.055 0.053 0.053 0.053 0.052 0.052

5 0.060 0.059 0.058 0.056 0.055 0.054 0.053 0.052 0.052

10 0.068 0.064 0.062 0.061 0.057 0.056 0.055 0.053 0.052

20 0.079 0.076 0.074 0.068 0.064 0.060 0.058 0.053 0.052

79

2 0.051 0.052 0.052 0.052 0.052 0.052 0.051 0.050 0.050

3 0.051 0.052 0.053 0.053 0.053 0.052 0.051 0.050 0.050

5 0.051 0.055 0.054 0.054 0.053 0.053 0.051 0.051 0.050

10 0.053 0.056 0.056 0.058 0.058 0.055 0.052 0.051 0.051

20 0.054 0.064 0.063 0.066 0.064 0.059 0.054 0.052 0.050

Three subgroups
Results of scenarios 6-11 are presented in Table 4.7. The grey tints are similar to the ones

presented in Table 4.3. All figures associated with these scenarios are provided in Appendix

B (Figures B6-B11).

It appears that scenario 8 (RR1 < RR2 < RR3; pIT < 0.05; pST1 < 0.05) and 10

(β1 > β2 > β3; pβ1 < 0.05) provide the best results with an overall type I error very close to the

significance level. On the contrary, scenario 9 shows a substantial inflation of the overall type

I error irrespective of the proportion of the subgroup of interest in the clinical trial. Scenarios

7 and 11 give a slight inflation of the overall type I error. It should be noted that scenario 11

has good results for πC = 0.5 and πT = 0.625 (N = 244).

4.5 Discussion

When no significant overall treatment effect is found in a clinical trial, subgroup analyses

can be conducted to investigate whether a treatment might be beneficial for particular

subgroups. Following strict (frequentist) principles, if the overall effect is non-significant,

drawing confirmatory conclusions from any significant subgroup findings is not possible as

the type I error is exhausted. An increased overall type I error is associated with conducting
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Table 4.7: Overall type I errors for scenarios 6-11

Scen Sample size 0.1 0.33 0.5 0.9

6
N = 1091 0.071 0.069 0.067 0.057

N = 244 0.081 0.072 0.067 0.060

N = 79 0.062 0.072 0.068 0.059

7
N = 1091 0.061 0.060 0.058 0.053

N = 244 0.066 0.062 0.059 0.056

N = 79 0.056 0.061 0.058 0.053

8
N = 1091 0.056 0.054 0.053 0.051

N = 244 0.059 0.056 0.054 0.053

N = 79 0.055 0.055 0.053 0.051

9
N = 1091 0.142 0.129 0.124 0.115

N = 244 0.142 0.131 0.122 0.113

N = 79 0.125 0.122 0.119 0.113

10
N = 1091 0.056 0.056 0.055 0.053

N = 244 0.053 0.054 0.052 0.054

N = 79 0.056 0.055 0.053 0.050

11
N = 1091 0.064 0.065 0.064 0.060

N = 244 0.055 0.055 0.054 0.055

N = 79 0.064 0.064 0.063 0.050

subgroup analyses, by design. Moreover, in case of no significant overall treatment effect

and the assumption of homogeneity, we are logically forced to retain the null hypothesis

of no effect for the whole study population, irrespective of subgroups. However, if the

treatment effect is heterogeneous across the study population, with part of the population

showing benefit and the other part not, a subgroup might benefit from the treatment under

investigation. Subgroup analyses can thus be in the interest of patients. This study expands

the results of the previous work done by Tanniou et al. [53] by quantifying the inflation of the

overall type I error for a range of new scenarios with dichotomous outcomes.

The current study shows that for an overall non-significant trial, the level of evidence

associated with a subgroup finding is not controlled. As expected, performing an interaction

test, ideally with a significance level of 0.05, before considering the subgroup test was shown

to be helpful and thus is good practice. This strategy (interaction test and subgroup test

statistically significant) provides the least inflation throughout the range of investigated

scenarios. Of note, the larger the subgroup proportion, the more confidence about the finding.

Additionally, testing a subgroup because the overall test is close to the significance level

appears to be bad practice, with a substantial increase of the overall type I error. All these
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results are comparable with the simulation study performed with continuous outcomes [53].

Therefore the conclusions are roughly similar, irrespective of the type of outcome.

The next focus was on the investigation of scenarios where the interest is not only in one

covariate, but in multiple subgroups, from 2 to 20, at the same time. This directly relates to

a multiple testing problem with dependent subgroups, i.e. taking into account the positive

correlation between the test statistics of the subgroup analyses, because all patients will

usually appear in the subgroup analysis for each covariate of interest. This strategy is close to

the performance of data-dredging when the overall test failed to show any potential effect for

the investigated sample. For simplicity, we only looked at cases with dichotomous covariates

where each subgroup of interest has the same proportion. The results considered a false-

positive finding when at least one subgroup test was significant under the null hypotheses.

As expected, the higher the number of covariates, the larger the inflation of the overall

type I error. Therefore, the significance of within-subgroup treatment effects should be

adjusted for multiplicity when multiple subgroup analyses are performed simultaneously.

We propose pragmatic solutions such as the Holm-Bonferroni adjustment method and an

adjusted criterion for a false-positive finding based on our results with continuous outcomes.

We also acknowledge that more efficient methods could be used, but these might encounter

some reluctance in practice as they cannot be easily implemented.

Finally, we were interested in scenarios when the covariate of interest is divided into three

ordered subgroups and where we might anticipate a potential treatment effect trend over

subgroups, such as subgroups with low, medium and high level of a biomarker. In light of

growing biological and pharmacological knowledge leading to more personalised medicine

and targeted therapies, such ordered biomarker subgroups with a treatment effect trend are

likely to be more prominent in the near future. Assuming again an overall non-significant

result, two preferable strategies were identified. The best option to conclude about a

significant subgroup finding in case of a non-significant overall result is to observe in a Poisson

regression analysis a quantitative trend in log risk ratios over subgroups, where the parameter

estimate of the subgroup of interest is statistically significant. The second best option is to

observe RR1 < RR2 < RR3 suggesting a trend across subgroups, and to obtain a significant

test of interaction based on a Poisson regression analysis and a significant subgroup test after

the overall non-significant test.

Based on the simulation findings, it is interesting to return to the two examples presented in

section 2. First, consider the Clomethiazole Acute Stroke Study (CLASS) [55]. No overall
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significant effect was observed. However, after an interaction test a significant subgroup

effect was found for the protocol-specified baseline Scandinavian Stroke Scale (SSS) score

covariate (TACS vs. non-TACS patients). The IT was performed via a logistic regression

analysis with α = 0.1. A chi-square test was conducted with α = 0.05 for the ST. The total

sample size was 1353 patients in CLASS (675 and 678 patients per arm).The subgroup of

interest, TACS patients, represented 40% of the total sample size. According to scenario 4, the

overall type I error may be assumed to lie between 0.065 and 0.07 (i.e. assuming no overall

and no subgroup effect). This should be seen as indicative, as other aspects are not taken

into account, such as the total number of subgroup analyses performed. It is acknowledged

that the credibility derived from non-statistical considerations should also impact the level

of statistical evidence required. A replication of this subgroup finding has been carried out

in this subpopulation, and in this new study the subgroup effect was investigated with a

total sample size of 1198 [101]. No significant effect was found within patients with TACS.

Another potential issue (not addressed here) is the power calculation related to the replicated

trial. If the treatment effect considered has been directly derived from the first (overall non-

significant) study, the replicated trial might have been underpowered. Subgroup findings in

an overall non-significant trial are prone to over-estimating the treatment effect [102].

Secondly, we consider the Dexamethasone for Cardiac Surgery trial [93]. No overall

significant effect was observed, but given the overall risk ratio 95% CI (0.67−1.01), the overall

test must have been very close to significance. A pre-planned test of interaction suggested

an age-related effect of Dexamethasone on the primary endpoint (pIT = 0.08). The IT was

performed via a logistic regression analysis with α = 0.1. Moreover, in patients younger than

65 years of age, a protective effect of prophylactic Dexamethasone on the primary endpoint

appeared statistically significant with an RR of 0.65 (95% CI, 0.44 − 0.96). Scenario 8 is close

to the design applied here. According to our results, scenario 8 suggests a quite good control

of the overall type I error, around 0.055. As mentioned in the previous example, other aspects

were not taken into account, such as the number of subgroup analyses performed and the

p-value of the overall test, which is close to the significance level. Also and because we are

dealing with ordered subgroups, the plausibility of this subgroup finding may be reinforced.

This study, together with its companion paper, provides a deep understanding of subgroup

findings in ”failed” studies. However, some limitations need to be addressed. The main one

relates to the multiple testing problem and how to evaluate the subgroup finding knowing

(or not) the number of subgroup analyses performed. Also, our model used to investigate

subgroups findings assumes that there is a positive effect in the subgroups (or not) and that
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the effect in the rest of the trial population is null, so the situation of an overall failed trial

due to a positive effect in some subgroups paired with a negative effects in the rest of the trial

population is not covered. Furthermore, it would be of interest to investigate how the analysis

of more than one (co-primary) endpoint would affect these results.

To conclude, the results for dichotomous outcomes are pretty similar to results for continuous

outcomes. Moreover, when an exploratory subgroup results appears to be promising,

multiplicity corrections should be undertaken. Even if these methods are simple, it would

help to better judge the evidence associated with the subgroup finding(s). When promising

subgroup findings arise in an overall non-significant trial, particular attention should be

given to plausibility and replication. When a result is replicated, it often reassures decision

makers. It is worth noting that the scientific (clinical) plausibility, i.e. based on non-statistical

considerations, of subgroup results impacts the decision whether the finding should be

considered as strong enough to be replicated. A treatment effect trend over ordered subgroups

may be one of these important non-statistical (as well as statistical) considerations. Ideally, the

subgroup effect trend should be observed via real trend model. Subgroup analyses in overall

non-significant trials are likely to cause statistical problems but should still be conducted as a

potential new relevant treatment may benefit a subpopulation. In absence of other evidence,

replication of promising subgroup findings should be the standard approach if the original

trial is overall non-significant.
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Abstract

In drug development it sometimes occurs that a new drug does not demonstrate effectiveness

for the full study population, but appears to be beneficial in a relevant subgroup. In case

the subgroup of interest was not part of a confirmatory testing strategy, the inflation of the

overall type I error is substantial, and therefore such a subgroup analysis finding can only

be seen as exploratory at best. In order to support such exploratory findings, an appropriate

replication of the subgroup finding should be undertaken in a new trial. We should, however,

be reasonably confident in the observed treatment effect size to be able to use this estimate in

a replication trial in the subpopulation of interest. We were therefore interested in evaluating

the bias of the estimate of the subgroup treatment effect, after selection based on significance

for the subgroup in an overall ”failed” trial. Different scenarios, involving continuous as

well as dichotomous outcomes, were investigated via simulation studies. It is shown that

the bias associated with subgroup findings in overall non-significant clinical trials is on

average large, and varies substantially across plausible scenarios. This renders the subgroup

treatment estimate from the original trial of limited value to design the replication trial. An

empirical Bayesian shrinkage method is suggested to minimise this over-estimation. The

proposed estimator appears to offer either a good or a conservative correction to the observed

subgroup treatment effect, hence provides a more reliable subgroup treatment effect estimate

for adequate planning of future studies.

100



Estimates of subgroup treatment effects: to what extent should we believe in them?

5.1 Introduction

Confirmatory clinical trials aim to provide the most objective evaluation of the efficacy and

safety of a new treatment, usually designed to be compared with a standard therapy (or a

placebo). In principle, the trial conclusion holds for the entire population from which the trial

sample is recruited, hence for all its subgroups. However, it is admitted that the treatment

effect might not be the same across the entire study population [7]. In that respect, subgroup

analyses constitute a fundamental aspect in the assessment of clinical trials as they might call

into question the final conclusions drawn from the studied population.

In general, subgroup analyses can serve different purposes [22, 24, 54, 76, 103]: (i) Investigate

the consistency of treatment effects across subgroups of clinical importance, (ii) Evaluate

safety profiles limited to one or a few subgroup(s), (iii) Assess subgroup effects when included

in a confirmatory testing strategy of a single trial, (iv) Explore the treatment effect across

different subgroups within an overall non-significant trial.

Some have argued that it is imperative to do subgroup analyses following any confirmatory

trial, whether the overall results are significant or not and that such analyses should be

interpreted carefully [24, 54, 104, 105]. However, the latter purpose (iv) is the most likely to

cause problems. Any subgroup analysis finding(s) can indeed only be seen as exploratory at

best, if the subgroup of interest is not part of a confirmatory testing strategy. Notwithstanding,

if such a subgroup with potential benefit exists, identification is in the patients’ best interest

as a relevant new treatment could be identified.

Recently, Tanniou et al. investigated the statistical level of evidence of a single pre-specified

subgroup finding in an overall statistically non-significant study with a continuous and

dichotomous outcome [53, 106]. They explored the overall type I error and the power

associated with various testing and suitable replication strategies. The testing strategies for

subgroup findings were based on a significant p-value for subgroup or interaction tests.

However, to consider a subgroup finding clinically relevant, we should also be reasonably

confident in the estimated treatment effect size to be able to use this estimate in a potential

replication trial in the subpopulation of interest. We were therefore interested in evaluating

the bias of a statistically significant subgroup treatment effect after a selection has been

performed.

The remainder of this paper is organised as follows: in Section 2 the design of the simulation

studies is discussed; in Section 3 the results of the simulation studies are presented. Section 4
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introduces an empirical Bayesian shrinkage method to minimise the potential over-estimation

in such cases. Section 5 provides a pragmatic approach of such cases. Finally, Section 6

presents the conclusions and a discussion.

5.2 Design of the simulation study

We consider a two-arm controlled trial with 1:1 randomisation. The objective is to establish

superiority of the investigated product over a control treatment with a pre-defined type I error

rate for the overall test. The primary comparison between treatment groups is performed in

the full study population and then a post-hoc subgroup of interest is tested. Our main interest

is in the situation where the overall comparison is not statistically significant but the subgroup

test is. Two situations were considered: (1) a continuous primary outcome was assumed to

be standard normally distributed and comparisons performed using Student’s t-test and (2) a

binomial distributed primary outcome was simulated using a Chi-square test for comparisons.

To investigate the potential bias involved in the subgroup treatment effect estimate, simulation

studies were performed with several design parameters: the one-sided significance levels for

the overall and the subgroup test (α0 = 0.025 and αS = 0.025, respectively), the power of the

overall analysis (1 − β = 0.80), and the proportion r (0.1, 0.2, 0.3,. . . , 0.9) of the subgroup of

interest in the full study population. The significance levels α0 and αS for the overall test and

the subgroup test, respectively, constitute the selection part of the subgroup finding, hence are

the source of any potential bias.

In order to report bias with a precision of two digits, the standard error of the mean of effect

estimates needs to be ≤ 0.005(1.96 × 0.005 ≈ 0.01). Therefore, the number of simulations k,

with both a statistically non-significant overall result and a statistically significant subgroup

result, should be

k =
1

(2× 0.005)2
= 10, 000

The total number of simulations is not fixed, but only the number of cases that are of interest

(statistically non-significant overall result and a statistically significant subgroup) is fixed to

10, 000. The total number of simulation runs therefore depends on the actual inflation of the

type I error: from few tens of thousands simulations for high inflation to few million for very

low inflation.

All simulations were performed with R version 3.1.1 [96]. In order to make our results
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Table 5.1: Scenarios investigated for a continuous primary outcome

Effect to design the trial Sample size (per arm) Scenario Subgroup treatment effects

∆ = 0.2 N = 393

1 δ1 = 0.1

2 δ1 = 0.2

3 δ1 = 0.3

∆ = 0.5 N = 63

4 δ1 = 0.25

5 δ1 = 0.5

6 δ1 = 0.75

∆ = 0.8 N = 25

7 δ1 = 0.4

8 δ1 = 0.8

9 δ1 = 1.2

reproducible, we set the seed to 41034.

Continuous primary outcome
We consider three standardised effect sizes (ES, based on Cohen’s definition [99]), to design

the trial (small ES: ∆ = 0.2, medium ES: ∆ = 0.5, large ES: ∆ = 0.8). The corresponding

clinical trial sample sizes are respectively 393, 63 and 25 patients per arm. Three treatment

effects for the subgroup of interest relative to the effect used to design the trial are then

explored. We set these treatment effects to 0.5∆, ∆, and 1.5∆. To simplify the context, the

treatment effect in the complementary subgroup is set to 0 as well as for the two subgroups of

the control arm. Furthermore, δ0, δ1 and δ2 are defined as the standardised treatment effects in

the overall sample, the subgroup of interest, and the complementary subgroup, respectively.

Thus, δ0 is a weighted average determined by δ1, δ2 and r:

δ0 = rδ1 + (1− r)δ2 = rδ1

In order to avoid any misunderstanding about the simulations performed, an example is

provided in Appendix C (Table C1). In total nine scenarios are examined (Table 5.1).

For each jth simulation, the estimate of the treatment effect δ1j is stored. By averaging these

values, the absolute as well as the relative bias can be computed. The absolute bias (AB) of

the treatment effect of the subgroup of interest is estimated as

ÂB = δ1 − δ1
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Table 5.2: Scenarios investigated for a dichotomous primary outcome

Effect to design the trial Sample size (per arm) Scenario Subgroup treatment effects

πC = 0.2

πT = 0.25
N = 1091

10 π1T = 0.225

11 π1T = 0.25

12 π1T = 0.275

πC = 0.5

πT = 0.625
N = 244

16 π1T = 0.5675

17 π1T = 0.625

18 π1T = 0.6875

πC = 0.2

πT = 0.4
N = 79

13 π1T = 0.3

14 π1T = 0.4

15 π1T = 0.5

The relative bias (RB) is defined as

R̂B =
δ1 − δ1
δ1

The estimator is said to be unbiased if both biases equal zero.

Dichotomous primary outcome
In order to perform a power calculation, one has to assume control and treatment success

rates at the design stage of an RCT [98]. These are referred to πC and πT for the control and

treatment arms, respectively. The population proportions in the two arms being compared for

the overall sample are denoted by π0C and π0T and refer respectively to the success rate in the

control and in the treatment group. Similarly, π1C , π1T , π2C , and π2T are the ”success” rates

in the control and in the treatment subgroup of interest and the ”success” rates in the control

and in the treatment complementary subgroup, respectively. To facilitate the interpretation of

the simulation results, we set π1C , π2C , and π2T to the value of πC . Therefore, three different

effects to design the trial are considered here with for each one three different values for π1T ,

like the case for continuous primary outcomes. π1T is set to πT − πT−πC
2

, πT , and πT + πT−πC
2

(Table 5.2).

As we only focused on the difference between proportions, the treatment effect in the

subgroup of interest is defined as

δ1 = π1T − π1C
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The absolute bias and the relative bias are defined in the same way as above for continuous

outcomes.

5.3 Simulation results

The relative bias of the estimate of the treatment effect of the subgroup finding was

qualitatively similar across values of the effect used to design the trial (∆ = 0.2, 0.5, or 0.8

for continuous outcomes, and (πC = 0.2, πT = 0.25), (πC = 0.2, πT = 0.4), (πC = 0.5,

πT = 0.625) for dichotomous outcomes). Hence, results are presented for the ”medium”

effect size, i.e. ∆ = 0.5 (scenarios 4-6) for continuous outcomes, and πC = 0.5, πT = 0.625

(scenarios 16-18) for dichotomous outcomes. The remaining scenario plots are presented in

the Appendix C.

Figures 5.1 and 5.2 show that the relative bias involved in scenarios 4, 5, 6 and 16, 17, 18

varies, with an overall tendency to over-estimation. When the true subgroup treatment

effect is half of the effect used to design the trial (solid lines), the true effect is always over-

estimated on average. This over-estimation increases as the proportion of the subgroup in

the overall sample becomes smaller. When the true subgroup treatment effect is equal to the

effect used to design the trial (dashed lines), the over-estimation is less pronounced with an

under-estimation when the proportion of the subgroup is at least 75% of the overall studied

population. Finally, when the true subgroup treatment effect is 1.5 times larger than the effect

used to design the trial (dotted lines), the true value is over-estimated for proportions of the

subgroup lower than 50% and under-estimated for higher proportions.

The relative scale is not linear, hence the distance from the X-axis does not have the same

magnitude whether the relative bias is positive or negative. To appreciate the results and

interpret the extent of bias, we also present these results on an absolute scale (Figures 5.3 and

5.4). The results of course match those for relative bias but provide a different view on the

assessment and relevance of the bias. The absolute bias for all others scenarios are provided

in the Appendix C.

5.4 Empirical Bayesian shrinkage method

As proven analytically by Vellaisamy [107], an unbiased estimator of a certain parameter

following selection does not exist. ”Selection” is, in this study, based on significant p-values. It

would be, however, of interest to obtain estimates with smaller bias. Therefore, we propose to
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Figure 5.1: Relative bias for continuous outcomes as a function of the proportion of the subgroup for
∆ = 0.5 (Scenarios 4-6)
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Figure 5.2: Relative bias for dichotomous outcomes as a function of the proportion of the subgroup with
πC = 0.5, πT = 0.625 (Scenarios 16-18)

apply an empirical Bayesian shrinkage estimator by borrowing information from the observed

overall effect, hence shrinking the observed subgroup treatment effect towards the observed

overall treatment effect. As we should have more confidence in the overall treatment effect

for which the trial was designed than in a subgroup treatment effect, this shrinkage should

provide more reliable subgroup treatment effect estimates.
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Figure 5.3: Absolute bias for continuous outcomes as a function of the proportion of the subgroup for
∆ = 0.5 (Scenarios 4-6)
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Figure 5.4: Absolute bias for dichotomous outcomes as a function of the proportion of the subgroup with
πC = 0.5, πT = 0.625 (Scenarios 16-18)

Continuous primary outcome
We first derive the shrinkage estimators for the continuous case based on the Normal

model. Let’s define T0, T1 and T2 as treatment arms in, respectively, the overall sample, the

subgroup of interest and the complementary subgroup, and C0, C1 and C2 as control arms in,

respectively, the overall sample, the subgroup of interest and the complementary subgroup.
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The joint distribution of δ̂0 = (XT0 −XC0) and δ̂1 = (XT1 −XC1) is

N

 δ0

δ1

,Σ


with

Σ =


σ2
XT0

+σ2
XC0

N

σ2
XT1

+σ2
XC1

N

σ2
XT1

+σ2
XC1

N

σ2
XT1

+σ2
XC1

rN


The covariance of the two estimates is given by

cov(XT0 −XC0 ;XT1 −XC1) = cov(XT0 ;XT1)− cov(XT0 ;XC1)

−cov(XC0 ;XT1) + cov(XC0 ;XC1)

where cov(XT0 ;XC1) = cov(XC0 ;XT1) = 0 because of the independence between

observations from T0 and C1, and, C0 and T1. Further,

cov(XT0 ;XT1) = cov(XT1+T2 ;XT1) =
σ2
XT1

N

since T1 and T2 consist of independent subjects.

Similarly, cov(XC0 ;XC1) =
σ2
XC1
N

Hence,

cov(XT0 −XC0 ;XT1 −XC1) = cov(XT0 ;XT1) + cov(XC0 ;XC1)

=
σ2
XT1

+ σ2
XC1

N

To simplify, we define σ2
0 = σ2

XT0
+ σ2

XC0
and σ2

1 = σ2
XT1

+ σ2
XC1

, hence the variance-

covariance matrix becomes

Σ =

 σ2
0
N

σ2
1
N

σ2
1
N

σ2
1

rN


Based on this joint distribution, our proposal is to assume an empirical prior distribution for

δ1 as the following

δ1 ∼ N
[
δ0,

σ2
0

N

]
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The likelihood is

y|δ1 ∼ N
[
δ1,

σ2
1

rN

]
Then the posterior distribution obeys

p(δ1|y) ∝ p(y|δ1)p(δ1)

∝ exp
[
− (y − δ1)2rN

2σ2
1

]
× exp

[
− (δ1 − δ0)2N

2σ2
0

]
∝ exp

[
−(y − δ1)2rN

2σ2
1

+
−(δ1 − δ0)2N

2σ2
0

]
This posterior can be re-expressed as a normal distribution, but the terms inside the

exponential term first have to be re-written

−1

2

[
(y − δ1)2rN

σ2
1

+
(δ1 − δ0)2N

σ2
0

]
=

−1

2

[
(y2 − 2yδ1 + δ21)rN

σ2
1

+
(δ21 − 2δ1δ0 + δ20)N

σ2
0

]
=

−1

2

[
y2rN − 2yδ1rN + δ21rN

σ2
1

+
δ21N − 2δ1δ0N + δ20N

σ2
0

]
=

−1

2

[
y2rNσ2

0 − 2yδ1rNσ
2
0 + δ21rNσ

2
0 + δ21Nσ

2
1 − 2δ1δ0Nσ

2
1 + δ20Nσ

2
1

σ2
0σ

2
1

]
=

Any term that does not include δ1 can be viewed as a proportionality constant, and can be

dropped. We therefore obtain

∝ −1

2

[
−2yδ1rNσ

2
0 + δ21rNσ

2
0 + δ21Nσ

2
1 − 2δ1δ0Nσ

2
1

σ2
0σ

2
1

]
=

−1

2

[
(rNσ2

0 +Nσ2
1)δ21 − 2(yrNσ2

0 + δ0Nσ
2
1)δ1

σ2
0σ

2
1

]
=

−1

2

δ21 − 2δ1
(yrNσ2

0+δ0Nσ
2
1)

rNσ2
0+Nσ

2
1

σ2
0σ

2
1

rNσ2
0+Nσ

2
1

 =

−1

2


(
δ1 − (yrNσ2

0+δ0Nσ
2
1)

rNσ2
0+Nσ

2
1

)2
σ2
0σ

2
1

rNσ2
0+Nσ

2
1

 =

Thus the estimated posterior is normally distributed with mean

yrσ2
0 + δ0σ

2
1

rσ2
0 + σ2

1
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and variance
σ2
0σ

2
1

rNσ2
0 +Nσ2

1

or

δ1|y ∼ N
[
yrσ2

0 + δ0σ
2
1

rσ2
0 + σ2

1

,
σ2
0σ

2
1

rNσ2
0 +Nσ2

1

]
Based on this, a 95% credibility interval can be built:

[
yrσ2

0 + δ0σ
2
1

rσ2
0 + σ2

1

− 1.96

√
σ2
0σ

2
1

rNσ2
0 +Nσ2

1

;
yrσ2

0 + δ0σ
2
1

rσ2
0 + σ2

1

+ 1.96

√
σ2
0σ

2
1

rNσ2
0 +Nσ2

1

]

Without loss of generality, we assumed a standard deviation of 1 for continuous outcomes, i.e.

σ2
0 = σ2

1 = 2, which gives us a simplified posterior distribution with a mean equal to

yr + δ0
r + 1

and variance equal to
2

N(r + 1)

and the 95% credibility interval[
yr + δ0
r + 1

− 1.96

√
2

N(r + 1)
;
yr + δ0
r + 1

+ 1.96

√
2

N(r + 1)

]

where y is the observed subgroup treatment effect and δ0 is the observed overall treatment

effect.

Dichotomous primary outcome
Concerning the dichotomous case, we define δij and πij being respectively the effect and the

probability of successes in either the overall sample (i = 0) or the subgroup of interest (i = 1)

in the arm j (j = T for treatment, and j = C for control). We first assume that Y follows a

Binomial distribution:

Y ∼ B [N,π]

Hence, an estimator for the unknown probability of success πij is

π̂ij =
Y

N

with

E(π̂ij) = πij and V ar(π̂ij) =
πij(1− πij)

N
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Considering a Normal approximation to the Binomial distribution, the likelihood function

of the difference between both arms in the subgroup of interest also follows a Normal

distribution:

y|δ1 ∼ N
[
π1T − π1C ,

π1T (1− π1T ) + π1C(1− π1C)

rN

]
In order to shrink the subgroup treatment effect towards the overall treatment effect, we

consider a Beta prior distribution for both arms:

δ0j ∼ Beta [α0j , β0j ]

where α0j represents the number of successes and β0j the number of failures in arm j. For

simplicity again, we consider Normal approximations to both Beta prior distributions, which

provides the following empirical prior distribution:

δ1 ∼ N
[
π0T − π0C ,

π0T (1− π0T ) + π0C(1− π0C)

N

]
Then the posterior distribution obeys:

p(δ1|y) ∝ p(y|δ1)p(δ1)

According to what we have already described for primary continuous outcomes, the posterior

distribution is

δ1|y ∼ N
[
yrσ2

0 + δ0σ
2
1

rσ2
0 + σ2

1

,
σ2
0σ

2
1

rNσ2
0 +Nσ2

1

]
with

δ0 = π0T − π0C

y = π1T − π1C

σ2
0 = π0T (1− π0T ) + π0C(1− π0C)

σ2
1 = π1T (1− π1T ) + π1C(1− π1C)

Irrespective of the type of primary outcome, this result indicates that the posterior mean is

a weighted average of the empirical prior mean (observed overall treatment effect) and the

parameter estimate (observed treatment effect in the subgroup). In other words, the subgroup

treatment effect is shrunk towards the overall treatment effect. It is worth noting that the larger

the proportion of the subgroup, the more weight to its treatment effect is given. The posterior

variance is based on an implicit sample size equivalent to the sum of the sample size of one
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arm (1:1 randomisation) and the sample size of the subgroup of interest. By combining them,

the precision is therefore increased compared to the likelihood precision, hence decreases the

uncertainty of the estimate. The proportion of the subgroup also improves the precision of the

estimate; the larger the subgroup, the better the precision.

Based on these results, simulation studies were conducted to assess the impact of this

shrinkage method. To compare these with the results from the previous section, we added

them to the existing plots. Moreover, in order to evaluate more accurately the method we

propose, the mean square error (MSE) was also presented. It is defined as follows

M̂SE = E
[
(δ̂1 − δ1)2

]
and equivalent to

M̂SE = V ar(δ̂1) +
(
AB(δ̂1)

)2
As in the previous section, only three scenarios for each type of outcomes are presented. All

the other plots are presented in the Appendix C.

Based on Figures 5.5, 5.6, 5.7 and 5.8, we observe that the shrinkage method (black points)

either corrects (very) well when the true subgroup treatment effect is half of the effect used

to design the trial, or is rather conservative when the true subgroup treatment effect is equal

to the effect used to design the trial. Of note, if the overall estimate is not significant but still

larger than the subgroup estimate, an increase of the bias will be the consequence of applying

this method. However, given the context under investigation, i.e. an overall not significant

treatment effect estimate and a significant subgroup estimate, this situation is not expected

and has not been observed in our simulations.

Concerning the MSE (Figures 5.9 and 5.10), there is a substantial improvement, mainly due

to its bias part, of the shrinkage corrected estimates vs. the uncorrected ones concerning

scenarios 4, 5, 16 and 17. The shrinkage method provides, however, more biased results than

no correction for scenarios 6 and 18 when the proportion of the subgroup is larger than 0.2.

It is important to note that this latter result is still of value as the increasing bias involved

in these scenarios is due to shrinkage providing conservative estimates for the subgroup

treatment effects. As the chance of observing a misleading subgroup finding, when the overall

treatment effect is non-significant, is high, a procedure that provides conservative estimates in

all scenarios, while improving bias in most considered scenarios should be seen as reassuring.
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Figure 5.5: Relative bias and shrinkage correction for continuous outcomes as a function of the proportion
of the subgroup for ∆ = 0.5 (Scenarios 4-6)
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Figure 5.6: Relative bias and shrinkage correction for dichotomous outcomes as a function of the
proportion of the subgroup with πC = 0.5, πT = 0.625 (Scenarios 16-18)

We finally investigated the coverage probabilities of the empirical Bayesian shrinkage method.

Based on the 95% credibility intervals detailed above, we obtained Table 5.3.

When the true subgroup treatment effect is half of the effect used to design the trial, the

coverage probability is always good. When the true subgroup treatment effect is equal to

the effect used to design the trial, the coverage probability is also good except for very small

subgroups. Finally, when the true subgroup treatment effect is 1.5 times the effect used to
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Figure 5.7: Absolute bias and shrinkage correction for continuous outcomes as a function of the
proportion of the subgroup for ∆ = 0.5 (Scenarios 4-6)
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Figure 5.8: Absolute bias and shrinkage correction for dichotomous outcomes as a function of the
proportion of the subgroup with πC = 0.5, πT = 0.625 (Scenarios 16-18)

design the trial, the coverage probability becomes very small depending on the size of the

subgroup and the size of the trial. It implies that the true subgroup effect would hardly be

detected with the proposed shrinkage method if it is at least 1.5 times larger than the effect

used to design the trial. However and as already mentioned, an unbiased estimator following

selection does not exist. This means that an appropriate coverage probability cannot be

achieved for all scenarios. We expect the scenario where the true subgroup effect is either half

114



Estimates of subgroup treatment effects: to what extent should we believe in them?

0.2 0.4 0.6 0.8

Proportion of the subgroup

M
ea

n 
M

S
E

0.0

0.2

0.4

0.6

0.8

1.0 Bias
Adjusted bias
d1 = 0.25
d1 = 0.5
d1 = 0.75

Figure 5.9: MSE for continuous outcomes as a function of the proportion of the subgroup for ∆ = 0.5
(Scenarios 4-6)
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Figure 5.10: MSE for dichotomous outcomes as a function of the proportion of the subgroup with
πC = 0.5, πT = 0.625 (Scenarios 16-18)

or equal to the effect used to design the trial to be more frequent in practice A true subgroup

effect of at least 1.5 times the effect used to design the original trial substantially exceeds

prior expectations of the treatment effect, and can therefore be misleading. Even more so,

because the signal of the subgroup is picked up by regular statistical testing when the type I

error has already been exhausted (i.e. type I error inflation is present anyway). A cautious and

conservative approach then seems justified and the shrinkage approach provides conservative
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Table 5.3: Coverage probability for each subgroup proportion and each scenario

Scenario 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

1 0.98 1 1 1 1 1 1 1 1

2 0.69 0.82 0.91 0.95 0.97 0.98 0.99 1 1

3 0.08 0.15 0.22 0.24 0.23 0.17 0.08 0.02 0

4 0.98 0.99 0.99 0.99 0.99 1 1 1 1

5 0.74 0.86 0.92 0.95 0.97 0.98 0.99 0.99 1

6 0.15 0.24 0.32 0.35 0.35 0.30 0.19 0.08 0.02

7 0.83 0.95 0.98 0.98 0.99 0.98 1 1 1

8 0.86 0.90 0.94 0.95 0.97 0.97 0.98 0.98 0.98

9 0.41 0.42 0.45 0.50 0.50 0.48 0.39 0.28 0.11

10 0.98 1 1 1 1 1 1 1 1

11 0.64 0.81 0.89 0.94 0.97 0.99 0.99 1 1

12 0.03 0.10 0.15 0.19 0.18 0.13 0.06 0.01 0

13 0.98 1 1 1 1 1 1 1 1

14 0.82 0.88 0.92 0.94 0.97 0.99 0.99 1 1

15 0.17 0.17 0.17 0.19 0.20 0.16 0.09 0.02 0

16 0.98 1 1 1 1 1 1 1 1

17 0.71 0.85 0.92 0.95 0.98 0.99 0.99 1 1

18 0.10 0.18 0.23 0.25 0.23 0.16 0.07 0.01 0

estimate for the subgroup effect. Therefore, we feel that this procedure that provides good

estimates for most probable scenarios and conservative estimates for more extreme scenarios

should be seen as reassuring. When comparing equal relative subgroup effects for different

total trial size, coverage probability is lower for larger trials. This can be understood because

if the trial is large, the credibility intervals are narrower.

5.5 Pragmatic approach

As observed in the previous section, the results for continuous and dichotomous outcomes

are very similar. We therefore only present results for continuous outcomes in this section.

In their recent publication, Tanniou et al. stated that if the p-value for the subgroup of

interest is very low (below 0.004 one-sided), this is not consistent with the null hypothesis

of no subgroup effect across a range of scenarios, despite the type I error inflation. Table 5.4

shows the probabilities of observing a p-value below 0.004 for the subgroup test amongst all

significant cases (subgroup test below 0.025), when the overall test is not significant under the

global null hypothesis, i.e. of no effect overall and no effect in the subgroup.
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Table 5.4: Probability of observing a significant subgroup test (αS = 0.004) under the null hypothesis

Proportion of the

subgroup
0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

Probability of

p < 0.004
0.157 0.146 0.136 0.118 0.102 0.087 0.057 0.033 0.006
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Figure 5.11: Theoretical overall type I error as a function of the subgroup proportion

Such a threshold could therefore be used to decide on a new replication trial, if not yet

available. Based on that threshold, we can derive the theoretical overall type I error (Figure

5.11).

The overall type I error is below 0.06 two-sided (instead of the nominal 0.05) and therefore

quite convincing, though it is still inflated. We were therefore interested in understanding

how the empirical Bayesian shrinkage method would perform in this setting. By applying

this threshold, we obtained the following results for the empirical Bayesian approach (Figures

5.12 and 5.13).

By using the significance level αS = 0.004, we observe that the bias as well as the adjusted

bias are shifted up compared with the results obtained for the significance level αS = 0.025.

Interestingly, Table 5.5 shows the new coverage probabilities by applying this threshold. The

coverage probabilities presented in Table 5.3 are substantially improved.

This pragmatic strategy could therefore be of real interest to judge whether a subgroup finding
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Figure 5.12: Relative bias and shrinkage correction for continuous outcomes with αS = 0.004 as a
function of the proportion of the subgroup for ∆ = 0.5 (Scenarios 4-6)
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Figure 5.13: Absolute bias and shrinkage correction for continuous outcomes with αS = 0.004 as a
function of the proportion of the subgroup for ∆ = 0.5 (Scenarios 4-6)

should be considered relevant, and hence be replicated.

5.6 Discussion

In drug development and drug licensing, it sometimes occurs that a new drug does not

demonstrate effectiveness for the full study population, but there appears to be benefit in

a relevant subgroup. Certainly in orphan diseases or conditions where there are no, or few,
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Table 5.5: Coverage probability with a significance level αS = 0.004 (one-sided)

Scenario 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

1 1 1 1 0.99 0.99 0.99 0.99 1 1

2 0.80 0.93 0.98 0.99 1 1 1 1 1

3 0.15 0.31 0.41 0.44 0.43 0.35 0.20 0.07 0

4 0.97 0.98 0.97 0.97 0.97 0.97 0.99 1 1

5 0.90 0.96 0.99 1 1 1 1 1 1

6 0.34 0.45 0.55 0.58 0.58 0.53 0.42 0.27 0.12

7 0.25 0.69 0.88 0.87 0.91 0.92 0.95 0.97 1

8 0.73 0.96 0.99 0.99 1 1 1 1 0.99

9 0.76 0.71 0.73 0.74 0.73 0.72 0.62 0.52 0.29

treatments available, a new drug could be licensed for a subpopulation. Unfortunately, the

interpretation of subgroup findings is not straightforward due to the inflated false-positive

and false-negative probabilities associated with subgroup analyses. Overall non-significant

trials with a (nominally) statistically significant subgroup are the most controversial situations

because the type I error is definitely increased. However, if the effects across the study

population are not homogeneous, subgroup analyses might still be beneficial despite the fact

that the overall test is not significant [104].

Our results demonstrate that, when a clinical trial fails to reach an overall statistically

significant result, the estimate of the treatment effect within a subgroup is overoptimistic

on average, when selected on statistical significance within the subgroup. This bias varies

considerably depending on the true value of the treatment effect in the subgroup, but also on

the relative size of the subgroup compared to the whole sample population. The subgroup

effect size is very likely to be over-estimated for very small subgroups, and less likely over-

estimated, or even under-estimated, for larger subgroups. As these subgroup findings are

part of an overall statistically non-significant trial without control for multiple testing, they

generally cannot be seen as confirmatory. Therefore, the best solution to improve the level of

evidence of such findings is to replicate them in a new (dedicated) trial [53, 106]. Replication

of the subgroup finding would be based, at least in part, on the expected treatment effect

for the subgroup. Our simulation study has shown that the observed subgroup treatment

effect should not be used in that respect as further investigation might be undertaken and

designed with potentially not clinically relevant effects. It also risks running an under-

powered replicated trial, and is hence prone to fail to show a significant treatment effect. We

consequently proposed an empirical Bayesian shrinkage method which provides a weighted
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average of the observed treatment effect in the overall sample and in the subgroup of interest.

As unbiased estimators do not exist [107], it could not be expected that this correction or

any other would completely remove bias. However, the proposed estimator appears to

offer either a good or a conservative correction to the observed treatment effect, and the

latter is what we would recommend for these potentially misleading situations. To help

distinguish a real subgroup effect from a falsely positive subgroup effect, we proposed a

pragmatic approach, by requiring a stricter significance level for the subgroup in question.

This procedure improves the statistical properties – bias and coverage – of the empirical

Bayesian method. We acknowledge that pragmatic decisions based on thresholds, such as

the classic ”p < 0.05”, are often more consensus-based than purely scientifically-based. In

the same spirit, we do not recommend to base a subgroup finding only on the pragmatic

boundary we propose in this study. This pragmatic threshold should rather be seen as one of

the many factors playing a role to come to a scientifically informed decision, which necessarily

needs to include the biological plausibility as well as other non-statistical considerations.

Subgroup analyses, particularly those aiming at identifying certain patterns or groups,

are similar to classification problems in general. Specifically, methods using resampling

techniques have been investigated by others, such as SIDES, SIDEScreen, Virtual Twins,

Interaction Trees, Model-based recursive partitioning or STIMA amongst others [77, 78, 79,

80, 81, 82, 83, 84, 85, 108, 109].

The results of this study confirm that subgroup estimation after a selection process is highly

prone to misleading conclusions. To our knowledge, this study is the first one extensively

quantifying the bias involved in this specific setting. While there are many situations in which

multiple subgroups are examined, for the purposes of this paper we laid a foundation for a

simpler scenario – one subgroup of interest – and allow to extend the proposed methods in

future research. It would also be of interest to extend the number of efficacy endpoints to

evaluate its impact on the bias in more complex situations.

In conclusion, in the case of an overall statistically non-significant trial with a statistically

significant relevant subgroup, two problems arise: hypothesis testing and estimation. We

hold the view that this study addressing estimation and the studies by Tanniou et al. [53, 106]

about the overall type I error provide a useful understanding. These three studies provide

insight in the question whether a potential replication trial should be undertaken and on how

to prospectively design it appropriately. Hence, this can contribute to an appropriate level of

evidence of the positive effect of a drug in the subpopulation. If an important subgroup might
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benefit from a new treatment, its identification is in the interest of patients. Through reliable

assessment and estimation of subgroup effects, overall non-significant trials can be useful for

adequate planning of future (replication) studies.
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Abstract

Marketing authorisation application dossiers relating to medicinal products containing new

active substances (NAS) and evaluated by the European Medicines Agency (EMA) in the

period 2012–2015 were compared. We aimed at identifying whether results of the evaluation

of subgroup effects differed between approved and non-approved products and whether

subgroup assessments led to the approved indication being different from the indication

as proposed by the applicant. Major Objections (MOs) and Other Concerns (OCs) relating

to efficacy and safety of the day 80 assessment reports were reviewed. Overall, approved

products have more subgroup concerns than non-approved which seem to be based on overall

pattern. Subgroup analyses are mainly assessed to have the insurance that any subgroups will

not be wrongly included in the approved treatment indication.
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6.1 Introduction

Before a medicine can be sold or prescribed to citizens across the European Union (EU), a

marketing authorisation must be obtained. The European regulation offers several options

for the authorisation of medicinal products: the centralised procedure, the mutual recognition

procedure, the decentralised procedure, and the national procedure. Today, the great

majority of new, innovative medicines passes through the centralised procedure in order to

be marketed in the EU, with the objective to ensure their efficacy, safety and quality.

Confirmatory (pivotal) clinical trials are usually performed to inform a benefit-risk decision,

the results of which will be the basis for a treatment recommendation (labelling). It

is well recognised that the balance of benefits and risks may vary across the patient

population [22, 24, 54, 110]. Therefore subgroup analyses constitute a fundamental step in the

assessment of a Marketing Authorisation Application (MAA) so as to make optimal decisions

at the population level and for each patient. As recently outlined by the draft guideline on the

investigation of subgroups in confirmatory clinical trials [76], the role of subgroup analyses

might differ depending on the overall results of the trial(s). If the presented clinical data

are overall convincing, this general trend should be confirmed across subgroups of clinical

importance. On the contrary, if the overall results are borderline (positive), it may be of interest

to identify a subgroup with persuasive results. These investigations have potential important

consequences for the medicinal product licensing, labelling, reimbursement, and treatment

decisions, when results from analyses of the overall (pooled) trial population might not hold

for important subpopulations. It is therefore of interest to investigate how the regulatory

evaluation of subgroups impacts MAAs.

Based on the considerations above, we addressed three defined research questions. First,

the question whether subgroups evaluations differ between approved and non-approved

products. Secondly, we investigated, within the approved applications, whether subgroups

assessment led to the approved indication being different from the indication as proposed

by the applicant. Thirdly, we also investigated whether the impact of subgroups depended

on the orphan status of the medicinal product, i.e. whether a orphan designation has been

granted or not. As the reliability of subgroup analyses is related to the total number of patients

enrolled in the clinical programme, an orphan status could be used as a surrogate to make a

distinction between ”small” and ”less small” clinical trials. Centralised procedures of New

Active Substances (NAS) were the focus of this study as all relevant subgroup issues were

most likely to be discussed when the drug is new, while for non-NAS it was thought that
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issues known for the original drug would no longer be (fully) discussed.

6.2 Material and methods

All MAAs of NASs evaluated by the EMA through the centralised procedure between 1

January 2012 and 31 December 2015 were included in the study. Concerning the authorised

medicinal products for human use, we used the Dutch Medicines Evaluation Board (MEB)

annual reports to retrieve the NAS status [111, 112, 113, 114]. With respect to the non-

approved products, the EMA website was consulted to obtain the list of ”refused” products.

Each European Public Assessment Report (EPAR) was examined to know whether the active

substance was originally considered as a NAS. As the number of non-approved products is

rather small, all applications withdrawn before final decision of the Committee for Medicinal

Products for Human Use (CHMP) on marketing authorisation were also taken into account.

The EPARs associated were also checked to determine the NAS status.

In the European assessment procedure, two member states are appointed to take the lead:

their CHMP members are then the so-called rapporteur and co-rapporteur. The procedure

has specific timelines and intermediate reports. The first preliminary assessment reports

from rapporteur and co-rapporteur are sent to the applicant at day 80, i.e. 80 days after

the official start of the procedure. In the day 80 reports, a specific section is dedicated

to a ”list of questions” with a subsection about ”clinical aspects” which contains distinct

efficacy and safety parts. Two different types of criticisms, Major Objections (MOs) and

Other Concerns (OCs), are reported. The MOs and OCs relating to efficacy and safety of

the day 80 reports constitute the raw data for our study. From these, we aimed to subtract

all MOs and OCs related to subgroup evaluations. We defined a broad automatic (text

mining) search strategy based on various keywords: sub(-)group(s) OR sub(-)population(s) OR

sub(-)set(s) OR mutation(s) OR marker(s). This search was performed by SH. On top of that and

as MOs are the most relevant criticisms, JT read all efficacy and safety MOs to be reassured

not to miss any important objections related to subgroup assessments. All selected MOs

and OCs were reviewed by JT and ST to decide which should be retained for the analysis.

Subgroup MOs/OCs related to either treatment regimen (doses, duration,...), subgroups

based on post-randomisation variables (e.g. the subgroup of responders), and subgroups

for which the concern was a lack of data (e.g. elderly) or was the possibility/validity of

extrapolation to that subgroup, were not retained as not related to subgroup analysis from

a statistical/methodological point of view. All retained MOs and OCs were further classified

by JT and ST to one of the three following categories: (1) consistency or heterogeneity of the
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subgroups’ results compared to the overall result, (2) a proposal to search for a subgroup with

better efficacy and/or better safety, or (3) a statement that the indication should be restricted

to a subgroup. JT and ST first performed this task independently, and then compared their

results. When JT and ST had a divergent opinion, they discussed to reach a final agreement.

Moreover, for each approved application, the proposed indication by the applicant as well as

the final approved indication were stored and compared to assess whether a change in the

indication had been observed. Both JT and AE independently made their own classification

to decide on whether the proposed indication and the approved indication were similar. They

also compared their results and when a divergent opinion arose, a final agreement was made

between JT and AE.

Finally, the results for the three research questions were presented as contingency tables

containing both absolute and relative numbers. The number of applications with at least one

efficacy MO, at least one efficacy OC, at least one safety MO, or at least one safety OC related

to the subgroup evaluation were counted for the following type of applications: authorised,

refused/withdrawn; authorised for orphan and non-orphan drugs, refused/withdrawn for

orphan and non-orphan drugs; authorised without change of indication, authorised with a

change of indication; authorised without change of indication for orphan and non-orphan

drugs, authorised with a change of indication for orphan and non-orphan drugs. On top

of that, we performed four multivariable logistic regression analyses to study the effect of

multiple independent variables on: (1) the outcome of the application (0: refused/withdrawn,

1: authorised) and, (2) the change of indication (0: no change of indication, 1: change of

indication). The independent variables were:

• The orphan status (0: no orphan status, 1: orphan status)

• Efficacy MO (0: no, 1: yes)

• Safety MO (0: no, 1: yes)

As the number of refused/withdrawn applications was low, the number of included

independent variables was limited and presence of MOs rather than OCs was kept as

independent variable, also because MOs constitute the most critical issues in the decision-

making process, i.e. for approval. It is important to note that these logistic regression analyses

are meant to be considered as exploratory only, given the limited amount of data available.

P-values should therefore be used as an indication and not as a confirmatory proof of any

finding.
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Figure 6.1: Authorised applications collection flowchart

6.3 Results

Data collection
According to the Dutch Medicines Evaluation Board annual reports, there were 43 authorised

medicinal products for human use with a NAS status in 2015, 35 in 2014, 47 in 2013 and 26 in

2012. A limited number of products had to be removed because they were not found in the

database, or were considered as known active substance according to their respective EPARs.

The dataset is therefore composed by 138 authorised applications (Figure 6.1).

In total, 15 applications were ”refused”. By looking at each EPAR individually, we found

that one product was a generic and four were considered as known active substances. These

five were therefore not retained in our dataset. Nine requested the active substance to be

considered as a NAS, but the CHMP was of the opinion that it was not appropriate to conclude

on the NAS status at that time, in light of the negative recommendation, and one was qualified

as a NAS by the CHMP. Following the applicant’s original request or CHMP qualification

regarding NAS, we decided to keep these 10 ”refused” applications.

As the number of ”refused” applications was limited, we added the applications that were

withdrawn by the applicant before final CHMP decision on marketing authorisation. Between

2012 and 2015, there were 39 applications of that type of which 23 were considered as known

active substances and were therefore not retained. Eleven applications were qualified as a
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Table 6.1: Subgroup MOs/OCs in authorised and refused/withdrawn applications

Authorised Applications

(N = 138)

Refused/Withdrawn Applications

(N = 24)

At least one efficacy MO 34 (25%) 3 (12%)

At least one efficacy OC 82 (59%) 8 (33%)

At least one safety MO 13 (9%) 5 (21%)

At least one safety OC 31 (22%) 3 (12%)

Any MO or OC 96 (70%) 14 (58%)

Table 6.2: Multivariable logistic regression (dependent variable: authorised vs. refused/withdrawn)

Estimate Std. Error z value Pr(> |z|)
(Intercept) 1.733 0.261 6.652 0.001

Efficacy MO 0.883 0.655 1.347 0.178

Safety MO −0.987 0.589 −1.674 0.094

NAS and three requested the active substance to be considered as a NAS but did not receive

an answer yet at the time of the withdrawal. These 14 applications were kept for analysis.

All retained applications (authorised, refused and withdrawn before final CHMP decision on

marketing authorisation) are listed in Appendix D.

Results of analyses
All results presented hereinafter are counts at the application level, i.e. the number of

applications with, for example, at least one efficacy MO related to subgroup evaluation. The

same holds for efficacy OCs, safety MOs and safety OCs.

According to Table 6.1, subgroup MOs/OCs are more prominent in authorised applications

than in refused/withdrawn applications (70% vs. 58%). Concerning efficacy MOs, efficacy

OCs and safety OCs, subgroups criticisms are around twice as frequent in authorised

applications as in refused/withdrawn applications. On the contrary, safety MOs are more

common in refused/withdrawn applications than in authorised applications (21% vs. 9%).

Based on the related logistic regression analysis, we observe that the trends as presented above

about MOs are supported, though not reaching usual statistical significance (Table 6.2).

Based on Table 6.3, one of the main observations is that the difference between authorised
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Table 6.3: Subgroups MOs/OCs in authorised and refused/withdrawn applications depending on the
orphan status

Authorised Applications

(N = 138)

Refused/Withdrawn Applications

(N = 24)

Orphan

(N = 33)

Non-orphan

(N = 105)

Orphan

(N = 7)

Non-orphan

(N = 17)

At least one efficacy MO 8 (24%) 26 (25%) 2 (29%) 1 (6%)

At least one efficacy OC 24 (73%) 58 (55%) 1 (14%) 7 (41%)

At least one safety MO 3 (9%) 10 (10%) 0 (0%) 5 (29%)

At least one safety OC 7 (21%) 24 (23%) 0 (0%) 3 (18%)

Any MO or OC 26 (79%) 70 (67%) 3 (43%) 11 (65%)

and refused/withdrawn applications for the efficacy MOs depends on the orphan status.

For efficacy MOs, when the orphan status is present, almost no difference is observed (24%

vs. 29%), whereas when the orphan status is absent, the difference between authorised and

refused/withdrawn applications is more pronounced (25% vs. 6%). When the orphan status is

present, authorised applications have more safety MOs than refused/withdrawn applications

(9% vs. 0%), but when the orphan status is absent, there is an opposite effect with more safety

MOs in refused/withdrawn applications (10% vs. 29%).

The associated logistic regression analysis reinforces the impact of efficacy and safety MOs on

the outcome of MAA. It also points out that an interaction might be present between efficacy

MOs, but not with safety MOs, and the orphan status. It is worth noting the extreme standard

error for the interaction between the orphan status and any safety MOs is due to an empty

cell as no safety MOs has been found in the refused/withdrawn applications with an orphan

status. Given the limited amount of information, it should be clear that the power to find

any statistically significant interactions is very low, reason why a significance level of 0.05 is

considered too conservative. As already explained, the p-values here should be seen as only

indicative of any potential trend (Table 6.4).

Moreover, among all the MOs and OCs related to subgroup evaluations, we observe that

they are principally dedicated to the assessment of consistency or heterogeneity of the overall

treatment effect. The related extensive table is provided in Appendix D (Table D1). For

instance, out of 34 authorised applications with at least one subgroup related efficacy MO,

27 were classified as consistency or heterogeneity of the overall result across subgroups, six as

proposal to search for a subgroup with better benefit-risk characteristics, and two as statement

that the indication should be restricted to a subgroup. Please note that as one application can
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Table 6.4: Multivariable logistic regression (dependent variable: authorised vs. refused/withdrawn)

Estimate Std. Error z value Pr(> |z|)
(Intercept) 1.849 0.315 5.87 0.001

Orphan −0.323 0.585 −0.552 0.581

Efficacy MO 1.805 1.076 1.678 0.093

Safety MO −1.512 0.655 −2.307 0.021

Orphan * Efficacy MO −2.079 1.429 −1.454 0.146

Orphan * Safety MO 16.648 1382.915 0.012 0.99

have several efficacy MOs, this application might be classified in more than one category.

In order to clarify our classification, we provide here few illustrative examples for each

category. To ensure confidentiality, some words/sentences have been removed and/or

replaced without substantially changing the content.

Consistency or heterogeneity of the subgroups’ results compared to the overall result

• The results were inconsistent across important subgroups such as gender (marginal effect in

female patients, who are generally more affected) [...]. The Applicant should comment on these

inconsistencies.

• Subgroup analyses of progression-free survival (PFS) in subjects with an early stage disease

at baseline did not show any benefit [...]. The clinical relevance of the treatment in this

subpopulation is therefore debatable. Please discuss.

• Efficacy in the elderly population is not sufficiently demonstrated for the different age groups

as well as during long-term treatment. The negative or decreased response in the US trials

is not fully understood yet. The Applicant should provide a credible explanation and perform

additional covariate analysis to help explain these results.

• The applicant should convincingly demonstrate that the treatment has a positive effect on

survival in patients with HER2 positive disease.

Proposal to search for a subgroup with better efficacy and/or better safety

• Although activity of treatment appears to be demonstrated, the magnitude of the effect observed

appears to be clearly inferior to other standard treatment options currently available [...].

The company should discuss and justify for which patients treatment could have a positive

benefit/risk.
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Table 6.5: Subgroups MOs/OCs in authorised applications with and without change of indication

Different indication

(N = 50)

Same indication

(N = 88)

At least one efficacy MO 17 (34%) 17 (19%)

At least one efficacy OC 30 (60%) 52 (59%)

At least one safety MO 3 (6%) 10 (11%)

At least one safety OC 17 (34%) 14 (16%)

Any MO or OC 37 (74%) 59 (67%)

• It is considered necessary to characterise the sub-group of patients that may benefit the most from

treatment in order to avoid the unnecessary exposure of a large percentage of the patients to the

toxic effects of the medicinal product with no or negligible control of the disease. It is expected

that the extensive biomarkers research, the results of which will be presented at day 120 of the

procedure, will allow to identify responder patients. In the absence of these data, the B/R of the

treatment in the sought indication is considered negative.

Statement that the indication should be restricted to a subgroup

• Treatment cannot be recommended to patients with moderate disease. Efficacy of treatment in

these patients is decreased with a higher frequency of adverse events. Therefore, in patients with

moderate disease, the benefit risk ratio is considered negative.

As we noted that subgroup MOs/OCs are more frequent in authorised applications than in

refused/withdrawn applications (Table 6.1), we therefore looked more in depth into these

authorised applications. We compared the subgroup MOs/OCs in authorised applications

with and without a difference between the original proposed indication and the final

approved indication (Table 6.5).

Among the 138 authorised applications, 88 were approved without any substantial changes

of indication, and 50 got an approval with a restriction of indication. Authorised applications

with a change of indication tend to have slightly more subgroup MOs/OCs (74% vs. 67%).

Looking at Table 6.5, there is no (large) difference for efficacy OCs (60% vs. 59%) and

safety MOs (6% vs 11%). Conversely, authorised applications with different initial and final

indications more often have efficacy MOs (34% vs. 19%) and more safety OCs (34% vs. 16%).

The logistic regression analysis investigating the impact of efficacy and safety MOs on the
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Table 6.6: Multivariable logistic regression (dependent variable: different indication vs. same indication)

Estimate Std. Error z value Pr(> |z|)
(Intercept) −0.711 0.215 −3.314 0.001

Efficacy MO 0.833 0.41 2.03 0.042

Safety MO −0.857 0.701 −1.222 0.222

Table 6.7: Subgroups MOs/OCs in authorised applications with and without change of indication
depending on the orphan status

Different indication

(N = 50)

Same indication

(N = 88)

Orphan

(N = 16)

Non-orphan

(N = 34)

Orphan

(N = 17)

Non-orphan

(N = 71)

At least one efficacy MO 4 (25%) 13 (38%) 4 (24%) 13 (18%)

At least one efficacy OC 11 (69%) 19 (56%) 13 (76%) 39 (55%)

At least one safety MO 1 (6%) 2 (6%) 2 (12%) 8 (11%)

At least one safety OC 3 (19%) 14 (41%) 4 (24%) 10 (14%)

Any MO or OC 12 (75%) 25 (74%) 14 (82%) 45 (63%)

final indication also suggests that efficacy MOs may play a role. According to this analysis,

efficacy MOs about subgroups tend to result in a change of indication (Table 6.6).

Depending on the orphan status, we clearly see a difference concerning efficacy MOs (Table

6.7). When the orphan status is present, almost no difference is observed (25% vs. 24%),

whereas when the orphan status is absent, the difference between authorised applications

with and without a change of indication is substantial (38% vs. 18%). The same holds for

safety OCs (orphan status: 19% vs. 24%, non-orphan status: 41% vs. 14%). As already

mentioned previously, most of the MOs/OCs are again related to consistency or heterogeneity.

The related table is provided in Appendix D (Table D2).

Finally, the results of the logistic regression analysis suggest that the orphan status and efficacy

MOs have an impact on the change of indication (Table 6.8). This result is in line with the

previous findings and observations.

6.4 Discussion

In line with the recent EMA draft guideline on the investigation of subgroups in confirmatory

clinical trials [76], it appears that subgroup analyses are an integral part of clinical trial
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Table 6.8: Multivariable logistic regression (dependent variable: different indication vs. same indication)

Estimate Std. Error z value Pr(> |z|)
(Intercept) −0.959 0.258 −3.711 0.001

Orphan 0.933 0.486 1.918 0.055

Efficacy MO 1.099 0.479 2.295 0.022

Safety MO −0.954 0.851 −1.121 0.262

Orphan * Efficacy MO −0.988 0.949 −1.041 0.298

Orphan * Safety MO 0.25 1.539 0.162 0.871

planning, analysis and inference during the assessment of a Marketing Authorisation

Application (MAA). They can either reinforce or contradict the overall results, hence having a

direct influence on the medicinal product licensing, labelling, reimbursement, and prescribing

decisions. Given the prominent role of subgroup analyses in MAAs, the investigation on how

subgroups were regulatory assessed in recent MAAs is of critical importance.

In this study, we first focused on whether the evaluation of subgroup analyses differs between

authorised and refused/withdrawn applications. We initially expected to observe (relatively)

more subgroup-related MOs and OCs in refused/withdrawn applications. Assuming that a

medicinal product holder may anticipate a rejection of its application, he would investigate

the heterogeneity of the treatment effect to then define a more targeted subgroup with a better

benefit-risk profile in order to obtain an MAA for that subpopulation. Based on the results

of this study, and contrary to our original thoughts, subgroup MOs/OCs are more common

on average in authorised applications compared to refused or withdrawn applications.

Interestingly, we observed that efficacy MOs are more frequent in authorised applications

while safety MOs are more common in refused/withdrawn applications. We could imagine

therefore, that in refused/withdrawn applications, the safety concerns dominate the decision.

On the contrary, in authorised applications, investigating the consistency of treatment

effect across subgroups of clinical importance is a fundamental step in the assessment

process. Refused/withdrawn applications face more important issues than the consistency

of treatment effect across subgroups, which are of less interest as long as main issues are not

solved. It should also be noted that subgroup MOs and/or OCs are present in about 70%

of the approved applications. This result emphasises the essential role of subgroups in the

assessment of an MAA. Interestingly, we noticed that the difference between authorised and

refused/withdrawn applications does not exist with orphan drugs, and is more pronounced

with non-orphan drugs. This may suggest that more subgroup analyses are requested when

data is not sparse. We also investigated whether subgroups impact the choice of a medicine
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final indication. According to this investigation, MAAs with a change of indication had

substantially more efficacy MOs than MAAs without a change of indication in situations when

the investigated drug is not designated as an orphan medicine. This distinction does not exist

for orphan medicines. Moreover, these efficacy MOs are mainly related to the consistency or

heterogeneity of the treatment effect. Subgroup analyses are therefore mainly assessed to have

the insurance that any subgroups will not be wrongly included in the final indication.

Even if this was not the purpose of this study, it is interesting to note that among the 162

applications, the United Kingdom, followed by Sweden, Germany and the Netherlands were

responsible for 186 (57%) out of the 324 (co-)rapporteur ships. The fact that these countries

do most of the centralised procedures of NAS applications reflects not so much the size

of the respective countries, but rather the strategy and priorities of the national regulatory

agencies. It is also worth mentioning that from a logistic regression analysis (not shown)

the (co-)rapporteur countries did not appear to have influenced the subgroup MO/OC or

indication changes, providing a reassuring consistent assessment about subgroups across

national competent authorities.

Despite the pivotal role of subgroup analyses in regulatory assessments, this study is, to our

knowledge, the first to investigate how European regulators deal with subgroups during the

procedure of obtaining a marketing authorisation. The main limitation of this study is the

low number of refused applications. Combining withdrawn before final CHMP decision on

marketing authorisation and refused applications might not be an ideal solution but this is the

best surrogate we could think of to minimise this limitation. It should therefore be realised

that estimated percentages are less precise, mainly for the refused/withdrawn applications.

This is also the reason why logistic regression analyses should not be seen as confirmatory but

rather as exploratory, supporting the observations in the crude numbers.

It is acknowledged that non-statistical considerations greatly impact the level of evidence

required for either excluding a subgroup for a new treatment, or restricting use of a treatment

to a subgroup. Subgroup analyses are however known to be prone to statistical and

methodological issues such as inflation of type I error due to multiple testing, low power,

inappropriate statistical analyses or lack of pre-specification [13, 14, 15, 16, 17, 18]. Given that

a close inspection of relevant subgroups is important and performed in practice, regulators

should clearly be aware of these issues as well as their potential respective solutions [103].
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Randomised controlled trials (RCTs) are considered the gold standard for the identification

and estimation of causal effects and thus for establishing causal conclusions. Their design

features help to prevent, at least some, substantial biases that would compromise the internal

validity of the conclusions. Most RCTs are designed based on the implicit assumption

that patients recruited to the trial will be homogeneous and will respond (relatively)

homogeneously to the intervention [24]. If a different treatment effect is anticipated for

(groups of) patients, specific trial designs, such as those developed for the investigation

of biomarkers, should be considered [62]. In absence of such a priori expectations, the

assumption of homogeneity should be challenged and verified once the data have become

available. To do so, subgroups should be investigated to validate the interpretation, hence

the internal consistency, of the overall treatment effect [22, 24]. However, investigation of

subgroups suffers from methodological, statistical and interpretational complications, reasons

why subgroup analyses constitute a major challenge in the assessment of results from clinical

trials.

Given the challenges associated with subgroup analyses, some researchers have provided

general guidance to assess the credibility of subgroup findings [13, 15, 17, 18]. This guidance

relies specifically on several criteria related to the design, the analysis and the context of

subgroup findings. For instance, whether the subgroup variable was a baseline characteristic,

whether it was a stratification factor, or whether the subgroup effect is consistent across related

outcomes is considered appropriate by these authors to assess the credibility of a subgroup

finding. However, we hold the view that for regulatory decision making these criteria are not

necessarily all relevant depending on the purpose of the subgroup investigation.

In this thesis, we proposed a new framework for regulatory decision making based on

four purposes for subgroup analyses: (1) Investigate the consistency of treatment effects

across subgroups of clinical importance, (2) Explore the treatment effect across different

subgroups within an overall non-significant trial, (3) Evaluate safety profiles limited to one

or a few subgroup(s), (4) Establish efficacy in the targeted subgroup(s) when included in a

confirmatory testing strategy of a single trial. These four categories, deemed relevant for

practice, share common aspects, but also require specific considerations to improve regulatory

decision making. From a regulatory viewpoint, a draft guideline on the investigation

of subgroups in confirmatory clinical trials has recently been released by the European

Medicines Agency (EMA) [76]. This guidance distinguished three different situations in

which exploratory investigation of subgroups may be undertaken. The first situation relates

to the consistency assessment of overall statistically convincing data across subgroups. The
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second and the third situation focus on a post-hoc identification of a subgroup where the

efficacy or the benefit/risk is unconvincing despite a statistically significant result, or where

the overall result is statistically not significant, respectively. The need to clearly distinguish

the main purposes for subgroup analyses has also been addressed in the past [22]. This thesis

emphasises that the context in which subgroup analyses are performed is of prime importance

to have an appropriate and thorough clinical trial results assessment.

In Part I (Chapter 2), a literature review was conducted to get insight into existing methods

as well as into which areas research is needed as regard to the proposed ”purpose-based”

framework. Many methodological investigations concerning subgroup analyses have been

performed, often related to multiplicity or ”fishing expeditions”, but they mostly were

not related to a specific purpose. It is therefore important that researchers developing

methodology explicitly clarify the objective(s) of their method in terms that can be understood

from a patient’s, healthcare provider’s and/or regulator’s perspective.

Exploring subgroups in trials for which the primary outcome showed no significant treatment

effect in the full population is very likely to cause problems as in principle no firm

confirmatory conclusions can be made regarding subgroups. If the treatment fails to show

any benefit overall and under the assumption of homogeneity, it would be incoherent to

reject the hypothesis of no treatment difference within a certain subgroup given that this

hypothesis has already not been rejected (implicitly) overall. Given that the assumption of

(complete) homogeneity is rarely credible, this contradictory situation reinforces the idea that

the homogeneity assumption should be challenged. If subgroups with potential benefit exist,

all attempts should be made to identify this new treatment as being relevant for the particular

subgroup(s). Not doing so and strictly following the assumption of homogeneity would

otherwise be considered as unethical.

Part II is dedicated to this controversial situation. Chapters 3 and 4 acknowledge that the

signals of efficacy observed in subgroups provide in principle weak evidence because the

probability of false-positive findings is increased. Based on this thesis, it is suggested that

if the p-value for the subgroup of interest is below a certain threshold, the likelihood of

attributing a chance finding to represent a true subgroup effect is substantially reduced across

a range of scenarios. Next to this, attention should be given to the scientific plausibility

of subgroup results. Clinical as well as biological considerations, such as a persuasive

explanation of the mechanism of action or a natural order of treatment effects across ordered

subgroups, would alleviate the weakened level of evidence. Our proposed threshold together
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with non-statistical considerations would certainly impact the level of evidence required to

decide on a new replication trial, if not yet available. If the subgroup is a good candidate for

replication, the replication trial should be carefully and objectively designed not to jeopardise

the chances of success. We should therefore be reasonably confident in the (exploratory)

observed treatment effect size to be able to use this estimate to appropriately power the

replication trial within the subpopulation of interest.

Chapter 5 aims at evaluating the bias of the estimate of the subgroup treatment effect, after

selection based on significance for the subgroup in an overall ”failed” trial. We showed

that this bias is on average large, and varies substantially across plausible scenarios. This

renders the subgroup treatment estimate from the original trial of limited value to design

the replication trial. We proposed an empirical Bayesian shrinkage method to temper the

optimism associated with observed size of the subgroup effect. The proposed estimator

provides a more reliable subgroup treatment effect estimate that can be used for adequate

planning of future studies.

Irrespective of the overall conclusions, the homogeneity of the overall treatment effect should

always be challenged. From a regulatory perspective, one should have the insurance that no

subgroups have been wrongly included or excluded from a treatment indication. The recent

draft guideline on the investigation of subgroups in confirmatory clinical trials is also along

the same lines [76]. Subgroup analyses play therefore an important role in regulatory decision

making.

Part III (chapter 6) aims at evaluating the impact of subgroups from a regulatory decision-

making perspective. In about two third of the Marketing Authorisation Applications (MAAs),

at least one subgroup concern is raised. It can be anticipated that the vast majority of the

remaining third of applications has investigated the consistency of the overall treatment effect

without having flagged a concern about subgroups. By assessing a) whether subgroups

evaluations differ between approved and non-approved products, b) whether subgroup

assessment led to the approved indication being different from the indication as proposed

by the applicant, and c) whether the impact of subgroups depended on an orphan status

of the medicine, it appears that subgroup analyses are an integral part of the analyses the

applicant presents and the analyses the regulators ask for during assessment of a MAA.

Therefore, subgroup analyses are essential in terms of influencing the medicine licensing,

labelling, reimbursement, and prescribing decisions.
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Like any research, this thesis benefits from strengths and suffers from limitations. We consider

that the proposed purpose-based framework is relevant for practice and is helpful to guide

further investigations in the near future. A deep understanding of a very specific and

challenging scenario, namely the case of ”failed” studies, has been provided. This work aims

at bridging methodological and statistical aspects with regulatory decision making. Despite

that fundamental issues have been identified, simplistic models have been considered. In

particular, we restricted to the situation of one (or more) subgroup(s) with positive effect with

the remainder of the trial population having a null but not negative effect. Furthermore, the

exploration of the situation with multiple subgroups was limited. These limitations should

serve as a basis for further investigations, e.g. with more sophisticated situations, together

with more data. If the uncertainty related to subgroup findings remains, it will perhaps lead

to more targeted trials with less heterogeneity within these trials.

Subgroup analyses within a clinical trial suffer from explicit and unsolvable issues such as

a lower sample size than the overall sample. The actual situation is the following: if a

subgroup with an increased treatment effect is identified at an early stage of development,

it will have to be confirmed in later trials. From an applicant decision-making viewpoint,

the confirmation part will greatly depend on the confidence about the early stage subgroup

finding, i.e. either prospectively planned or performed in a post-hoc manner. If the confidence

associated with the subgroup finding is considered sufficient, it could allow the integration

of subgroup identification and confirmation in a common framework. From a statistical

and methodological viewpoint, further research would be helpful to identify new statistical

approaches to define subgroups with more certainty before the confirmatory phase, i.e.

in Phase II or at the end of a Phase II development. This integration of the subgroup

identification and confirmation together would, of course, not be applicable if the potential

beneficial subgroup is identified at a late stage of development. This thesis points out the

limitations associated with this scenario, particularly when the treatment failed to show an

overall positive benefit-risk. In this case, the preferred option is to replicate the subgroup

finding, when feasible. Rather than focusing on the (arbitrary) strict control of the type I

error in the trial where the subgroup is tested or identified, replication might be a stronger

mechanism. When a replication trial is undertaken, it suggests that the a priori belief about

the subgroup finding is strong enough, implicitly meaning that the risk run by the investigator

is worth it.

Meta-analysis could theoretically be a good option to derive evidence for subgroups from

different studies, when available. However, to be able to obtain valid inferences from
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such meta-analyses, subgroup analyses should be systematically performed and adequately

reported within each clinical trial, or data from each trial should be available to enable an

individual patient data meta-analysis. It would require that each clinical trial should be

published or have its data available irrespective of the overall conclusion. This approach

would provide very reliable information about the subgroups’ treatment effects and could

potentially overcome limitations associated with isolated subgroup analyses in trials. Despite

the great potential associated with meta-analysis, the ideal situation, where all trials as well

as subgroup analyses have been properly reported or where all trials have their individual

patient data available, will be rarely plausible.

Nowadays, great hopes are given to the concept of stratified medicines. It aims at

using clinical biomarkers to define a specific patient (sub)population that benefits from the

medicine. Subgroups are therefore becoming more and more specific, on the scale from

subgroups to individuals. These biomarker-based subgroups come along with an additional

challenge related to the adequacy and the good performance associated with the companion

diagnostics. Although the concept of stratified medicine is not new, the recent progress made

in the pharmacogenomics area, and more specifically in the ability to understand the role

that human diversity plays in the effectiveness of the drugs that are developed, puts a real

emphasis on the potential public health gain based on these future developments. At present,

stratified therapies have a prominent role in the oncology therapeutic area. However, other

therapeutic areas did not yet show similar progress, where the pharmacology is not always as

well-understood as in oncology. There is hope to see in a near future a change in this trend.

Subgroups are therefore definitively one key element for the future of innovative treatments

and should be incorporated and considered accordingly across the whole product life cycle,

from the early development phases up to post-approval clinical research.
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Pubmed search strategy

(subpopulation[Title/Abstract] OR

subpopulations[Title/Abstract] OR

sub-population[Title/Abstract] OR

sub-populations[Title/Abstract] OR

subset[Title/Abstract] OR

subsets[Title/Abstract] OR

sub-set[Title/Abstract] OR

sub-sets[Title/Abstract] OR

subgroup[Title/Abstract] OR

subgroups[Title/Abstract] OR

sub-group[Title/Abstract] OR

sub-groups[Title/Abstract] OR

interaction[Title/Abstract] OR

interactions[Title/Abstract] OR

heterogeneity[Title/Abstract] OR

heterogeneous[Title/Abstract] OR

confounding[Title/Abstract] OR

confoundings[Title/Abstract] OR

forest[Title/Abstract])

AND

(Journal of biopharmaceutical statistics[Journal] OR

Statistics in medicine[Journal] OR

Contemporary clinical trials[Journal] OR

Trials[Journal] OR

Clinical trials[Journal] OR

Pharmaceutical statistics[Journal] OR

BMC Medical Research Methodology[Journal] OR

Drug information journal[Journal] OR

Statistical methods in medical research[Journal] OR

Biostatistics[Journal] OR

Biometrical Journal[Journal] OR

Biometrika[Journal] OR
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Statistical Methodology[Journal] OR

Biometrics[Journal])

AND

(”2005”[PDAT] : ”2015/05/01”[PDAT])
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Figure B1. Scenario 7

Figure B2. Scenario 8
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Figure B3. Scenario 9

Figure B4. Scenario 10
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Figure B5. Scenario 11
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Figure B6. Overall type I error for scenario 6
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Figure B7. Overall type I error for scenario 7
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Figure B8. Overall type I error for scenario 8
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Proportion of the subgroup
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Figure B9. Overall type I error for scenario 9
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Figure B10. Overall type I error for scenario 10
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Figure B11. Overall type I error for scenario 11
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Table C1: True (simulated) means for ∆ = 0.2,δ1 = 0.1

Control Treament Treatment difference
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Figure C1. Relative bias for continuous outcomes as a function of the proportion of the subgroup for
∆ = 0.2 (Scenarios 1-3)
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Figure C2. Relative bias for continuous outcomes as a function of the proportion of the subgroup for
∆ = 0.8 (Scenarios 7-9)
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Figure C3. Relative bias for dichotomous outcomes as a function of the proportion of the subgroup with
πC = 0.2, πT = 0.25 (Scenarios 10-12)
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Figure C4. Relative bias for dichotomous outcomes as a function of the proportion of the subgroup with
πC = 0.2, πT = 0.4 (Scenarios 13-15)
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Figure C5. Absolute bias for continuous outcomes as a function of the proportion of the subgroup for
∆ = 0.2 (Scenarios 1-3)
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Figure C6. Absolute bias for continuous outcomes as a function of the proportion of the subgroup for
∆ = 0.8 (Scenarios 7-9)
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Figure C7. Absolute bias for dichotomous outcomes as a function of the proportion of the subgroup with
πC = 0.2, πT = 0.25 (Scenarios 10-12)
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Figure C8. Absolute bias for dichotomous outcomes as a function of the proportion of the subgroup with
πC = 0.2, πT = 0.4 (Scenarios 13-15)
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Figure C9. Relative bias and shrinkage correction for continuous outcomes as a function of the proportion
of the subgroup for ∆ = 0.2 (Scenarios 1-3)
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Figure C10. Relative bias and shrinkage correction for continuous outcomes as a function of the
proportion of the subgroup for ∆ = 0.8 (Scenarios 7-9)
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Figure C11. Relative bias and shrinkage correction for dichotomous outcomes as a function of the
proportion of the subgroup with πC = 0.2, πT = 0.25 (Scenarios 10-12)
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Figure C12. Relative bias and shrinkage correction for dichotomous outcomes as a function of the
proportion of the subgroup with πC = 0.2, πT = 0.4 (Scenarios 13-15)
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Figure C13. Absolute bias and shrinkage correction for continuous outcomes as a function of the
proportion of the subgroup for ∆ = 0.2 (Scenarios 1-3)
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Figure C14. Absolute bias and shrinkage correction for continuous outcomes as a function of the
proportion of the subgroup for ∆ = 0.8 (Scenarios 7-9)
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Figure C15. Absolute bias and shrinkage correction for dichotomous outcomes as a function of the
proportion of the subgroup with πC = 0.2, πT = 0.25 (Scenarios 10-12)
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Figure C16. Absolute bias and shrinkage correction for dichotomous outcomes as a function of the
proportion of the subgroup with πC = 0.2, πT = 0.4 (Scenarios 13-15)
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Figure C17. MSE for continuous outcomes as a function of the proportion of the subgroup for ∆ = 0.2
(Scenarios 1-3)
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Figure C18. MSE for continuous outcomes as a function of the proportion of the subgroup for ∆ = 0.8
(Scenarios 7-9)

0.2 0.4 0.6 0.8

Proportion of the subgroup

M
ea

n 
M

S
E

0.000

0.002

0.004

0.006

0.008

0.010

0.012 Bias
Adjusted bias
d1 = 0.025
d1 = 0.05
d1 = 0.075

Figure C19. MSE for dichotomous outcomes as a function of the proportion of the subgroup with
πC = 0.2, πT = 0.25 (Scenarios 10-12)
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Figure C20. MSE for dichotomous outcomes as a function of the proportion of the subgroup with
πC = 0.2, πT = 0.4 (Scenarios 13-15)
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Authorised applications:

2015: Akynzeo, Blincyto, Cerdelga, Cosentyx, Cotellic, Cresemba, Elocta, Entresto, Exviera,

Farydak, Fexeric, Gardasil 9, Genvoya, Hetlioz, Holoclar, Kanuma, Kengrexal, Keytruda,

Kyprolis, Lenvima, Lixiana, Lumark, Nucala, Obizur, Odomzo, Ofev, Opdivo, Orbactiv,

Orkambi, Otezla, Praluent, Praxbind, Repatha, Senshio, Sivextro, Strensiq, Unituxin, Viekirax,

Xadago, Xydalba, Zerbaxa, Zontivity, Zykadia.

2014: Adempas, Anoro/Laventair, Cometriq, Cyramza, Daklinza, Deltyba, Entyvio, Eperzan,

Gazyvaro, Harvoni, Imbruvica, Incruse, Jardiance, Lymphoseek, Lynparza, Mekinist,

Moventig, Neuraceq, Nuwiq, Olysio, Plegridy, Scenesse, Sovaldi, Sylvant, Tecfidera, Tivicay,

Translarna, Trulicity, Vargatef, Velphoro, Vimizim, Vizamyl, Zydelig.

2013: Amyvid, Aubagio, BindRen, Bosulif, Brintellix, Erivedge, Fluenz Tetra, Giotrif, Iclusig,

Imnovid, Imvanex, Incresync, Invokana, Jetrea, Kadcyla, Krystexxa, Lojuxta, Lonquex,

Lyxumia, Maci, NovoEight, Opsumit, Perjeta, Provenge, Relvar Ellipta, Ryzodeg, Selincro,

Stivarga, Stribild, Tafinlar, Tresiba, Tybost, Vipdomet, Vipidia, Vitekta, Xofigo, Xtandi, Zaltrap.

2012: Adcetris, Betmiga, Bretaris Genuair/Eklira Genuair, Caprelsa, Constella, Cuprymina,

Dacogen, Eylea, Forxiga, Fycompa, Glybera, Inlyta, Jakavi, Kalydeco, NexoBrid, Nimenrix,

NovoThirteen, Picato, Pixuvri, Revestive, Signifor, Xalkori, Zelboraf, Zinforo.

Refused applications:

2014: Masican, Masiviera, Nerventra, Reasanz.

2013: Kynamro, Istodax, Qsiva, Xeljanz.

2012: Elelyso, Folotyn.

Withdrawn applications before final CHMP decision on marketing authorisation:

2014: Egranli, Faldaprevir, Folcepri, Imagify, Vynfinit.

2013: Belviq, Fanaptum, Hyalograft C autograft, IXinity, Omontys, OraNera

2012: Egrifta, Jenzyl, SecreFlo.
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Randomised controlled trials (RCTs) are considered the gold standard for the identification

and estimation of causal effects and thus for establishing causal conclusions. Most RCTs

are designed based on the implicit assumption that patients recruited to the trial will be

homogeneous and will respond (relatively) homogeneously to the intervention. As subgroups

may well be associated with different treatment effects within a clinical trial, even with strict

inclusion criteria, this assumption of homogeneous treatment effect should be challenged on

a regular basis. To do so, subgroups should be investigated to validate the interpretation,

hence the internal consistency, of the overall treatment effect. However, investigation of

subgroups suffers from methodological, statistical and interpretational complications, reasons

why subgroup analyses constitute a major challenge in the assessment of results from clinical

trials.

Given the challenges associated with subgroup analyses, some researchers have provided

general guidance to assess the credibility of subgroup findings. This guidance relies

specifically on several criteria related to the design, the analysis and the context of subgroup

findings. However, we hold the view that for regulatory decision making these criteria are

not necessarily all relevant depending on the purpose of the subgroup investigation.

In this thesis, we proposed a new framework for regulatory decision making based on

four purposes for subgroup analyses: (1) Investigate the consistency of treatment effects

across subgroups of clinical importance, (2) Explore the treatment effect across different

subgroups within an overall non-significant trial, (3) Evaluate safety profiles limited to one

or a few subgroup(s), (4) Establish efficacy in the targeted subgroup(s) when included in a

confirmatory testing strategy of a single trial. These four categories, deemed relevant for

practice, share common aspects but also require specific considerations to improve regulatory

decision making. This thesis emphasises that the context in which subgroup analyses are

performed is of prime importance to have an appropriate and thorough clinical trial results

assessment.

In Part I (Chapter 2), a literature review was conducted to get insight into existing methods

as well as into which areas research is needed as regard to the proposed ”purpose-based”

framework. Many methodological investigations concerning subgroup analyses have been

performed, often related to multiplicity or “fishing expeditions”, but they mostly were

not related to a specific purpose. It is therefore important that researchers developing

methodology explicitly clarify the objective(s) of their method in terms that can be understood

from a patient’s, healthcare provider’s and/or regulator’s perspective.
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Exploring subgroups in trials for which the primary outcome showed no significant treatment

effect in the full population is very likely to cause problems as in principle no firm

confirmatory conclusions can be made regarding subgroups. If the treatment fails to show

any benefit overall and under the assumption of homogeneity, it would be incoherent to

reject the hypothesis of no treatment difference within a certain subgroup given that this

hypothesis has already not been rejected (implicitly) overall. Given that the assumption of

(complete) homogeneity is rarely credible, this contradictory situation reinforces the idea that

the homogeneity assumption should be challenged. If subgroups with potential benefit exist,

all attempts should be made to identify this new treatment as being relevant for the particular

subgroup(s).

Part II is dedicated to this controversial situation. Chapters 3 and 4 confirm that the signals of

efficacy observed in subgroups provide in principle weak evidence because the probability

of false-positive findings is increased. Based on this thesis, it is suggested that if the p-

value for the subgroup of interest is below a certain threshold, the likelihood of attributing

a chance finding to represent a true subgroup effect is substantially reduced across a range

of scenarios. Next to this, attention should be given to the scientific plausibility of subgroup

results. Clinical as well as biological considerations, such as a persuasive explanation of the

mechanism of action or a natural order of treatment effects across ordered subgroups, would

alleviate the weakened level of evidence. Our proposed threshold together with non-statistical

considerations would certainly impact the level of evidence required to decide on a new

replication trial, if not yet available. If the subgroup is a good candidate for replication, the

replication trial should be carefully and objectively designed not to jeopardise the chances of

success. We should therefore be reasonably confident in the (exploratory) observed treatment

effect size to be able to use this estimate to appropriately power the replication trial within the

subpopulation of interest.

Chapter 5 aims at evaluating the bias of the estimate of the subgroup treatment effect, after

selection based on significance for the subgroup in an overall “failed” trial. We showed

that this bias is on average large, and varies substantially across plausible scenarios. This

renders the subgroup treatment estimate from the original trial of limited value to design

the replication trial. We proposed an empirical Bayesian shrinkage method to temper the

optimism associated with observed size of the subgroup effect. The proposed estimator

provides a more reliable subgroup treatment effect estimate that can be used for adequate

planning of future studies.

194



Summary

Part III (chapter 6) aims at evaluating the impact of subgroups from a regulatory decision-

making perspective. In about two third of the Marketing Authorisation Applications (MAAs),

at least one subgroup concern is raised. It can be anticipated that the vast majority of the

remaining third of applications has investigated the consistency of the overall treatment effect

without having flagged a concern about subgroups. We further assessed: assessing a) whether

subgroups evaluations differ between approved and non-approved products, b) whether

subgroup assessment led to the approved indication being different from the indication as

proposed by the applicant, and c) whether the impact of subgroups depended on an orphan

status of the medicine. It appears that subgroup analyses are an integral part of the analyses

the applicant presents and the analyses the regulators ask for during assessment of a MAA.

Therefore, subgroup analyses are essential in terms of influencing the medicine licensing,

labelling, reimbursement, and prescribing decisions.
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Gerandomiseerde klinische studies (Randomised Controlled Trials, afgekort met RCTs)

worden beschouwd als de gouden standaard voor de identificatie en schatting van causale

effecten en dus voor het trekken van causale conclusies. De meeste RCTs worden ontworpen

op basis van de impliciete veronderstelling dat patiënten die deelnemen aan de studie

homogeen zullen zijn en homogeen reageren op de interventie. Aangezien specifieke

subgroepen wel degelijk verschillende behandelingseffecten kunnen hebben binnen een RCT,

moet zelfs bij strenge inclusiecriteria de aanname van een homogeen behandelingseffect

kritisch worden bekeken. Daarom moeten behandelingseffecten binnen subgroepen worden

onderzocht om de interpretatie en consistentie van het totale behandelingseffect te valideren.

Bij dit bekijken van subgroep resultaten kunnen complicaties spelen qua interpretatie en

op methodologisch en statistisch vlak. Subgroepanalyses vormen daardoor een belangrijke

uitdaging bij de beoordeling van resultaten uit klinisch onderzoek, en specifiek de beoordeling

van nieuwe geneesmiddelen.

Gezien de uitdagingen bij subgroep analyses, hebben sommige onderzoekers algemene

richtlijnen aangegeven om de geloofwaardigheid van subgroep resultaten te beoordelen. Deze

richtlijnen behandelen diverse aspecten die bij het beoordelen van subgroepeffecten een rol

spelen, namelijk het studie ontwerp, de analyse en de context van de bevindingen van de

subgroep. Wij zijn echter van oordeel dat deze richtlijnen onvoldoende toegespitst zijn op de

diverse doelen die men kan onderscheiden bij subgroep onderzoek.

In dit proefschrift stellen we een nieuw kader voor subgroep analyses voor in de context van

de toelating van nieuwe geneesmiddelen op grond van vier doelstellingen: (1) Onderzoek

de consistentie van behandelingseffecten over subgroepen van klinisch belang, (2) Verken

het behandelingseffect binnen verschillende subgroepen in een studie waarvan het overall

resultaat niet significant is, (3) Evalueer de bijwerkingsprofielen van diverse relevante

subgroepen, (4) Bevestig de werkzaamheid in gerichte subgroepen als onderdeel van een

vooraf gedefinieerde toetsingstrategie voor de gehele studie. Deze vier categorieën, die

relevant zijn voor de praktijk, hebben gemeenschappelijke analytische aspecten maar ook

specifieke overwegingen om de besluitvorming te verbeteren. Dit proefschrift benadrukt dat

de context waarin subgroepanalyses worden uitgevoerd van essentieel belang is om tot een

geschikte en grondige beoordeling van de resultaten van een RCT te komen.

Deel I (hoofdstuk 2) beschrijft het literatuuroverzicht dat is uitgevoerd om inzicht te krijgen in

bestaande methoden en in welke gebieden verder onderzoek nodig is met betrekking tot het

door ons voorgestelde ’doelgerichte’ kader. Veel methodologisch onderzoek naar subgroep
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analyses is gerelateerd aan het probleem van multipliciteit of ”fishing expeditions”, maar

meestal zonder dit aan specifieke doelen te verbinden. Het is van belang dat onderzoekers

die methodologie ontwikkelen expliciet de doelstelling(en) van hun methode verduidelijken

in termen die vanuit het perspectief van een patiënt, zorgverlener en / of toezichthouder

kunnen worden begrepen.

Het vaststellen van subgroep effecten in RCTs waarvoor de primaire (overall) toets geen

significant behandelingseffect laat zien in de volledige populatie veroorzaakt problemen.

In principe kunnen dan geen bevestigende conclusies worden getrokken over subgroepen.

Onder de aanname van een homogeen behandelingseffect is het logisch gesproken

inconsistent om de hypothese van geen behandelingsverschil binnen een bepaalde subgroep

te verwerpen, omdat deze (nul) hypothese voor de gehele populatie niet kan worden

verworpen. Echter, de aanname van (volledige) homogeniteit is zelden geloofwaardig. Dit

benadrukt dat ook in deze ogenschijnlijk tegenstrijdige situatie, de aanname van homogeniteit

kritisch geëvalueerd moet worden. Het is in het belang van toekomstige patiënten, dat

subgroepen die potentieel voordeel van nieuwe behandelingen kunnen hebben, kunnen

worden geı̈dentificeerd. Deel II bediscussieert deze schijnbaar tegenstrijdige situatie. In de

hoofdstukken 3 en 4 wordt bevestigd dat de signalen van werkzaamheid waargenomen in

subgroepen in beginsel een zwakke bewijskracht leveren omdat de kans op vals-positieve

bevindingen verhoogd is. Op basis van dit proefschrift wordt voorgesteld dat als de p-

waarde voor het effect in de subgroep van belang lager is dan een bepaalde drempel, de

aannemelijkheid dat het waargenomen effect een echt subgroep effect vertegenwoordigt

duidelijk verhoogd is. Dit geldt voor een scala aan scenario’s voor subgroepen en overall

resultaten. Daarnaast is de wetenschappelijke (farmacologische, fysiologische, genetische)

plausibiliteit van de resultaten voor de subgroep van belang. Klinische en biologische

overwegingen, zoals een overtuigende verklaring van het werkingsmechanisme of van de

kwantitatieve relatie tussen geordende subgroepen (op leeftijd, of een biomarker bijv.) en

het gevonden resultaat, versterken de geloofwaardigheid van het subgroep effect. De

voorgestelde drempel, samen met niet-statistische overwegingen, helpt om te beslissen over

een mogelijke replicatie van het subgroep resultaat in een nieuwe RCT. Deze replicatie

RCT moet zorgvuldig en objectief worden opgezet, waarbij met name de keuze van de

effectgrootte voor het bepalen van de omvang van de studie aandacht verdient. Uitgaan

van de effectgrootte van de subgroep zoals gevonden in de eerdere studie wordt afgeraden.

Hoofdstuk 5 behandelt de onzuiverheid (‘bias’) in de schatting van het subgroepeffect, als

dit op basis van selectie op significantie voor de subgroep gebeurt, in een RCT waarvan

het overall resultaat niet-significant is (“failed trial”). We hebben aangetoond dat deze
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onzuiverheid gemiddeld groot is en aanzienlijk varieert tussen plausibele scenario’s. De

schatting van het subgroepeffect uit de oorspronkelijke RCT is daarmee van beperkt

belang voor het eventueel ontwerpen van een replicatiestudie. We hebben een empirische

Bayesiaanse methode (‘shrinkage’) voorgesteld om te corrigeren voor het optimisme in

de waargenomen grootte van het subgroep effect. De voorgestelde schatter geeft een

betrouwbaarder schatting van het subgroep effect en kan worden gebruikt voor de adequate

planning van toekomstige studies.

Deel III (hoofdstuk 6) bekijkt de beoordeling van subgroepeffecten vanuit het perspectief van

toelating van nieuwe geneesmiddelen. In ongeveer twee derde van de MAA’s (Marketing

Authorisation Applications), is er tenminste één bezwaar aangegeven voor een subgroep.

Er kan worden aangenomen dat in de overgrote meerderheid van de resterende derde

van de aanvragen de consistentie van het behandelingseffect wel is onderzocht, maar niet

geleid heeft tot bezwaren. In nader onderzoek hebben we gekeken: a) of de beoordeling

van subgroepen verschilt tussen goedgekeurde en niet-goedgekeurde producten, b) of de

beoordeling van een subgroep ertoe heeft geleid dat de goedgekeurde indicatie verschilt

van de door de aanvrager voorgestelde indicatie, en c) of de impact van de subgroep

beoordeling verschilt tussen geneesmiddelen met of zonder indicatie als weesgeneesmiddel.

Het blijkt dat subgroepanalyses een integraal onderdeel zijn van de analyses die de fabrikant

presenteert, en van de (additionele) analyses die de regelgevers vragen bij de beoordeling

van een MAA. Daarom zijn subgroep analyses essentieel bij het verlenen van licenties

voor geneesmiddelen, het vaststellen van de precieze indicatie, de productinformatie, de

vergoeding en het uiteindelijke voorschrijven.
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Un essai clinique a pour but d’évaluer le rapport bénéfice/risque d’un médicament et,

plus précisément, de définir le gain thérapeutique (bénéfice) tout en espérant qu’il soit

suffisamment important pour compenser les effets indésirables (risques) potentiels de ce

médicament.

A titre d’illustration, un laboratoire pharmaceutique souhaitant commercialiser un nouveau

traitement pourrait mettre en place un essai clinique enrôlant 400 patients. Le traitement

actuellement disponible sur le marché serait donné à 200 patients, tandis que les 200 patients

restants recevraient le nouveau traitement. Afin de minimiser les différents biais, l’essai

pourrait se dérouler en double aveugle, ce qui signifierait que ni les patients, ni les médecins,

ne sauraient quel traitement a été donné à tel ou tel patient. Le taux de mortalité serait

défini comme étant le principal critère d’évaluation de l’effet du traitement. A la fin d’un

essai clinique de cinq années, le laboratoire serait tenu de soumettre son analyse finale

à une autorité de régulation telle que l’Agence européenne du médicament afin d’obtenir

l’autorisation de mettre le médicament sur le marché. Quels que soient les résultats finaux,

une question pourrait se poser : le résultat observé (positif ou négatif) est-il concordant entre

les différents sous-groupes ?

Un sous-groupe est une subdivision de la population d’un essai clinique (le groupe

principal) en deux ou plusieurs sous-groupes, tel que le genre (homme/femme), l’âge

(20-29, 30-39 ans. . . ), une condition particulière (antécédents d’infarctus/pas d’antécédents,

diabétiques/non diabétiques), etc. L’analyse en sous-groupe consiste à étudier l’efficacité

d’un traitement dans chacun de ces sous-groupes. Il est aujourd’hui reconnu que les patients

potentiels que nous sommes ne réagissent pas nécessairement de la même façon aux différents

traitements proposés. Il est donc fondamental de s’assurer que si un traitement fonctionne,

son efficacité se confirme pour l’ensemble des sous-groupes investigués. A l’inverse, s’il

s’avère que le traitement ne fonctionne pas pour la moyenne des patients de l’analyse

principale, il se peut néanmoins qu’il soit efficace pour un sous-groupe spécifique qu’il

pourrait convenir d’identifier avec précision afin que des patients puissent bénéficier, à

l’avenir, du traitement.

Une revue de littérature des différentes méthodes statistiques (et méthodologiques) relatives

aux analyses en sous-groupe, publiées entre le 1er janvier 2005 et le 30 avril 2015, figure au

sein de cette thèse (chapitre 2). Au total, 68 publications ont été identifiées. Nous pensons que

les analyses en sous-groupe devraient être conduites et analysées différemment selon leurs

buts principaux, listés ci-dessous.

205
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1. S’assurer que l’effet d’un traitement est concordant entre les différents sous-groupes

lorsque le traitement semble être efficace globalement.

2. Essayer de déterminer si un traitement est efficace auprès d’un sous-groupe spécifique

lorsque le traitement ne semble pas l’être globalement.

3. Déterminer si un traitement provoque des effets indésirables supplémentaires, par

rapport à la moyenne des patients, auprès d’un ou plusieurs sous-groupes.

4. Etablir l’efficacité du traitement auprès d’un sous-groupe spécifiquement identifié en

amont de l’essai clinique mis en place de manière à vérifier une hypothèse définie a

priori.

Notre objectif a donc été de regrouper chaque publication dans un ou plusieurs de ces

quatre thèmes. Il convient de noter qu’il existe très peu de publications en lien avec

le but n◦3 et qu’il s’est avéré difficile, voire impossible, de classer avec certitude dans

l’une ou plusieurs des catégories la majorité des publications sélectionnées. Ces difficultés

révèlent que les chercheurs ayant publié des méthodes permettant de réduire les incertitudes

dans l’interprétation des résultats des analyses menées en sous-groupe ne rattachent pas

nécessairement l’essai clinique à l’atteinte de buts précis tels que définis plus haut. Toutefois,

le développement de méthodes en lien direct avec un seul de ces buts pourrait non seulement

permettre de préciser les résultats des essais cliniques, mais aussi, de faire en sorte que ces

méthodes soient mieux comprises des patients, des professionnels de santé et des régulateurs.

Les chapitres 3, 4 et 5 de cette thèse se concentrent sur le but n◦2, c’est-à-dire sur la

détermination de sous-groupes susceptibles de bénéficier d’un nouveau traitement alors

même que les résultats ne sont pas satisfaisants pour la moyenne des patients de l’analyse

principale. Les chapitres 3 et 4 sont plus précisément consacrés à la quantification statistique

de l’incertitude dans l’interprétation des résultats de ces essais. En effet, il convient de

s’interroger sur la fiabilité d’un résultat positif auprès d’un sous-groupe lorsque l’essai

clinique dont il découle est globalement négatif. Nos recherches montrent que les résultats

positifs de ces sous-groupes souffrent d’une incertitude trop importante d’un point de vue

régulatoire pour permettre l’autorisation d’un médicament sur le marché. Par conséquent,

il serait conseillé de confirmer le résultat issu d’un sous-groupe en réalisant un nouvel essai

clinique dédié uniquement à cette sous-population.

Le chapitre 5 s’intéresse à la situation où, bien que l’incertitude statistique du résultat

positif du sous-groupe demeure, le laboratoire pharmaceutique choisit de se fonder sur des
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arguments non statistiques (des explications biologiques, par exemple) afin de démontrer que

les résultats ne peuvent être hypothétiques. Dans ce cas précis, il est donc nécessaire d’estimer

correctement l’effet du traitement.

Afin d’illustrer ce cas, il convient de reprendre l’exemple exposé précédemment. Si à l’issue

des cinq années de tests, le taux de mortalité était identique pour les deux groupes (35%, par

exemple) c’est-à-dire pour celui ayant bénéficié du nouveau traitement et pour celui ayant

suivi le traitement disponible sur le marché, une analyse en sous-groupe pourrait néanmoins

préciser les résultats et faire apparaı̂tre des effets bénéfiques et encourageants auprès d’un

sous-groupe particulier : les femmes, par exemple. Cette caractéristique du sous-groupe

pourrait ainsi avoir un impact sur l’effet du traitement. Ainsi, si le taux de mortalité était

plus bas (30%, par exemple) chez les femmes qui suivaient le nouveau traitement que chez

les femmes bénéficiant du traitement disponible sur le marché (50%, par exemple), une mise

sur le marché de ce médicament pourrait donc être considérée pour cette sous-population

(femmes).

Toutefois, nos recherches démontrent que si un traitement apparaı̂t potentiellement bénéfique

pour un sous-groupe de patients, l’effet observé s’avère surestimé et correspondrait alors à

une perception trop optimiste de la réalité. Une méthode statistique est ainsi proposée pour

corriger l’erreur induite par cette situation et la juger plus objectivement.

Enfin, le chapitre 6 de cette thèse s’intéresse à la façon dont les autorités de régulation

perçoivent les analyses en sous-groupe. Toutes les procédures de demandes de mise sur le

marché de médicaments, soumises à l’Agence européenne du médicament entre le 1er janvier

2012 et le 31 décembre 2015, ont été examinées afin de définir le rôle des analyses en sous-

groupe dans les décisions relatives à la mise sur le marché d’un médicament.

Il est ressorti de nos observations que les demandes de mises sur le marché de traitements dont

les résultats des analyses en sous-groupe se sont avérés positifs mais pour lesquels les essais

cliniques ont été globalement négatifs auprès de la moyenne des patients sont, en général,

refusées. A l’inverse, lorsque les résultats globaux ont été positifs, les autorités de régulation

se basent sur les analyses en sous-groupe pour décider de la population qui bénéficiera du

nouveau traitement, comme indiqué sur les notices des boites de médicaments. En d’autres

termes, si l’essai clinique d’un médicament est globalement positif mais, qu’à l’occasion, un

sous-groupe montre des résultats moins encourageants, il revient à l’Agence européenne du

médicament d’évoquer ou non dans l’indication thérapeutique les effets indésirables ou la
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non efficacité du médicament auprès d’une sous-population spécifique.
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thèse. Je ne vais pas retracer l’historique de ma scolarité, ni toutes les blagues entendues à
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réalisation de ce travail, j’espère que vous trouverez l’aboutissement de vos efforts ainsi que

l’expression de ma plus affectueuse gratitude.
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