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Chapter 1

INTRODUCTION

1.1 Data Mining
The increasing usage of information technology to store, process and

exchange data the last decades, has resulted in the availability of huge
amounts of data. A key challenge for companies and organizations is
how additional knowledge can be extracted from these data sources. To
accomplish this researchers have merged methods and techniques from
machine learning, statistics and databases resulting in a relatively young
research field: data mining. The purpose of data mining algorithms is
to extract non-trivial, useful information from large collections of data.
In general, data mining can be categorized according to the following
tasks:

Descriptive data mining. The goal of descriptive data mining is to
characterize the properties of the data.

Predictive data mining. In predictive data mining, the goal is to
learn a model that predicts values for unseen data based on earlier
observed data.

In this thesis we mainly focus on the development of algorithms for
descriptive data mining tasks, although we commonly use predictive
models to verify claims about our results.

1.2 Tree Mining
Another commonly used categorization of data mining is based upon

the different types of data a mining algorithm can be applied to. In the
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classical setting, a dataset consists of a collection of n objects, where
each object has m properties. A straightforward representation of such
a dataset is in the form of an n × m matrix. The rows of the matrix
are often called records or individuals and the columns attributes or
features. In general, this type of data is referred to as unstructured
data or propositional data. Standard data mining algorithms can only
be applied to unstructured data. However, frequently data is encoun-
tered where an object consists of multiple parts that are connected with
each other. This type of data, called structured data, occurs for exam-
ple in the analysis of time series, molecules, proteins, social networks,
XML and multi-relational databases. A straightforward method to mine
structured data is to disregard all structure, and perform the data min-
ing task with a standard data mining algorithm. However, crucial infor-
mation may be lost when all structural information is ignored. Hence,
if we assume that part of the semantics is encoded in the structure of
the data, then it is essential that mining algorithms take the structure
into account. This type of mining algorithms is further referred to as
structured data mining algorithms. Recently, there has been a grow-
ing interest in the development of structured data mining algorithms.
In the frequent pattern mining domain, concepts and techniques used
for frequent itemset mining were deployed and extended to cope with
structured data, such as sequences, trees and graphs.

There is however still a wide variety of choice how to represent struc-
tured data. The choice of the representation of structured data, in gen-
eral, coincides with a ‘paradigm’ to handle and manipulate structured
data. For example, Inductive Logic Programming uses first order logic to
represent structured data and Prolog to infer patterns from it, whereas
multi-relational data mining uses a relational database as data source
and SQL as a tool to derive patterns.

The paradigm used in this thesis is that of graph mining: structured
data is represented as graphs and the patterns of interest are graphs as
well. Graphs are particularly well suited to model structured data due
to the flexibility that graphs offer. Moreover, there is a rich tradition of
research in mathematics as well as computer science concerning graphs.
However, a major drawback is that many problems concerning graphs
are hard to compute, e.g. subgraph isomorphism. This thesis is con-
cerned with a restricted type of graphs: trees. Compared with graphs,
trees posses nice computational properties: many problems concerning
trees can be solved by a polynomial time algorithm. Moreover, different
types of structured data such as XML, phylogenetic trees and so on, are
naturally represented as trees.
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1.3 Research objectives
One of the major data mining tasks is pattern discovery. Loosely

speaking patterns are objects that describe some local properties of the
data. One commonly used interest measure is how many times a pat-
tern occurs in the dataset. The assumption is that frequently occurring
patterns characterize the dataset well. For tree structured data mining,
frequent patten mining is also the dominant approach.

A major drawback of the frequent pattern mining approach is that
the number of frequent patterns can be overwhelming. In general, the
number of frequent patterns is a multiple of the size of the dataset.
Moreover, a substantial part of the derived frequent patterns contains
no additional useful information. Hence, after deriving all frequent pat-
terns a considerable amount of work has to be done, in order to select a
manageable number of useful patterns. This results in the paradoxical
situation that in order to get insights into the available massive datasets,
a huge number of patterns is created. In turn, these patterns must be
analyzed on their usefulness.

Another major point of concern is the efficiency of mining algorithms.
Since the datasets analyzed are in general extremely large, and because
the potential number of patterns is exponential in the size of the data,
it is for practical purposes crucial that mining algorithms derive the
interesting patterns efficiently. Most of the times, computational perfor-
mance can be gained by only deriving the patterns of interest. That is,
if a substantial number of patterns is beforehand known to be uninter-
esting it is beneficial to restrict the search space of the mining algorithm
to those patterns that are potentially interesting.

In this thesis, we investigate methods to restrict the number of ‘po-
tentially interesting patterns’ for tree structured data, while maintaining
the overall quality of the derived patterns. That is, can we develop meth-
ods that only derive a subset of all patterns, where the overall quality of
the reduced set of patterns is as good as the complete set of patterns?
To answer this question, we investigate under which circumstances one
can beforehand distinguish between uninteresting patterns and poten-
tially interesting patterns. The next step is to use this information to
adjust the mining algorithm, such that the search space of the mining
algorithm is restricted to the patterns that are potentially interesting.

In some approaches to restrict the number of patterns, the quality
measure is guaranteed by the specific approach. For example, in the con-
straint based mining approach, a user can beforehand specify in which
type of patterns he is interested in. From an end user perspective, this
constraint based data mining approach derives all potentially useful pat-
terns. However, often it is not apriori clear if the reduced pattern set has



4 STUDIES IN FREQUENT TREE MINING

the same quality as the complete pattern set. To measure the quality
of the different pattern sets, we compare the predictive performance of
a classifier constructed from the restricted set of patterns with the pre-
dictive performance of a classifier constructed from the complete set of
patterns. As such, the problem of comparing the quality of the derived
patterns is transferred to comparing the quality of the classifiers.

1.4 Thesis Outline
This thesis is divided into seven chapters. The topics of the remaining

chapters are:

Chapter 2 In the next Chapter we give an introduction to frequent pat-
tern mining and introduce notation and basic definitions. First, we
review frequent itemset mining. We describe two different frequent
itemset mining algorithms. Moreover, we discuss different approaches
to restrict the number of frequent itemsets generated by the mining
algorithms, without losing interesting patterns. Frequent itemsets
mining is the most simple example of a frequent pattern mining al-
gorithm, because the data to be analyzed does not contain structural
information. However, because concepts and techniques of frequent
itemsets are often generalized for more complex data it is a necessary
introduction for frequent tree mining. Next, we introduce frequent
tree mining. We discuss some commonly used tree inclusion relations,
and describe for each of the tree inclusion relations the corresponding
mining algorithm. Finally, we discuss the more general problem of
mining graph structured data.

Chapter 3 In the third Chapter we consider the problem of incorpo-
rating attribute-value pairs into frequent tree mining algorithms. We
define a class of patterns that is known beforehand to be uninterest-
ing, and develop mining algorithms that directly derive all potentially
interesting patterns. We experimentally and theoretically compare its
complexity with that of an algorithm which derives all frequent pat-
terns. Finally, we show the applicability of our approach by deriving
interesting rules from a multi-relational financial database, and by
constructing and evaluating a classifier for XML data. Chapter 3 is
based on earlier published work in [Knijf, 2007b; Knijf, 2007a].

Chapter 4 In this Chapter we experimentally compare the mining al-
gorithms for the different tree inclusion relations. Since the potential
number of frequent patterns derived from a dataset with n nodes,
can be reduced from 2n − 1 to n by using a different tree inclusion
relation, the question arises if both derived pattern sets are equally
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good. We experimentally investigate this question, by constructing
classifiers from the derived patterns and comparing their predictive
performance. Moreover, we also compare the different approaches
for the inclusion of attribute-value pairs in the mining process with
respect to predictive performance of the derived patterns. The exper-
iments are conducted on two real and two synthetic datasets. This
Chapter is based on earlier published work in [Knijf and Feelders,
2007; Knijf and Feelders, 2008].

Chapter 5 In the fifth Chapter we define a constraint specification lan-
guage that allows users to define constraints on nodes and trees. We
describe a mining algorithm, that directly computes all closed pat-
terns that satisfy the constraints. This approach is experimentally
verified on two datasets. Chapter 5 is based on earlier published work
in [Knijf, 2005].

Chapter 6 In this Chapter we develop a mining method for tree struc-
tured data based upon the smallest supertree of a collection of trees.
Obviously, the smallest supertree is the smallest description of the
complete dataset. However, the smallest supertree is hard to com-
pute. We describe an iterative algorithm to construct the almost
smallest supertree based upon applying tree alignment. We analyze
the convergence of the algorithm and discuss the runtime and com-
pression obtained on two real datasets. Finally, we investigate the
quality of the derived smallest supertrees by constructing a classifier
from it, and comparing them with classifiers constructed from fre-
quent patterns. Chapter 6 is based on earlier published work in [Knijf,
2008].

Chapter 7 In the final Chapter we draw conclusions and summarize
the main conclusions of this thesis.





Chapter 2

FREQUENT PATTERN MINING

This chapter is a brief introduction to frequent pattern mining. We
start by describing the frequent itemset problem and discuss some solu-
tions and problems related to it. Many methods and techniques devel-
oped for frequent itemsets are the basic ingredients for mining complex
data. Furthermore, since the huge amount of research done and the wide
variety of proposed solutions, it is also a source of inspiration to tackle
problems in the area of structured frequent pattern mining. Next, an
overview of existing methods to mine tree structured data is presented.
The rest of this thesis will frequently use concepts and methods explained
in this section. Finally, we discuss the more general problem of mining
graph structured data.

2.1 Frequent Itemset Mining

2.1.1 Introduction
Originally, frequent itemset mining was introduced in the setting of

a transaction database of a supermarket [Agrawal et al., 1993], the so
called market basket analysis. In this setting the items are the products
for sale in the supermarket. A transaction consists of items that were
bought together by a customer. The data mining task consists of de-
termining which products are often bought together. Hence, the name
frequent itemset mining. Let I = {i1, . . . , in} denote the set of possible
items. An itemset I is a subset of I. A transaction over I is a pair
(tid, I), where tid is a transaction identifier and I ⊆ I. A transaction
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Tid Itemset

1 {a}
2 {a, b}
3 {a, b, c, d}
4 {a, b, d}

Table 2.1. Example transaction database.

database D over I is a set of transactions, where each transaction iden-
tifier is unique. We omit I whenever it is clear from the context. The
set of occurrences of an itemset I

′
is defined as:

occ(I
′
, D) = {tid|(tid, I) ∈ D, I

′ ⊆ I}.

In the literature the notion of occurrences of an itemset is sometimes
referred to as the cover of a set. The support of an itemset I in a database
D, measures how many times the itemset occurs in the database and is
equivalent to the cardinality of the set of occurrences of I in D, i.e.

supp(I,D) = |occ(I,D)|.

The frequency of an itemset I is the support of I in D divided by the
total number of transactions in D:

fr(I,D) =
supp(I,D)
|D|

.

When it is clear from the context, the parameter D is omitted. In
the experiments and examples described in this thesis, we usually use
minimum support value expressed as a percentage.

Definition 2.1. Frequent Itemset.
Given a transaction database D over a set of items I and a minimum

support threshold σ. The set of frequent itemsets over a database D is
defined as:

F(σ,D) = {I|supp(I, D) ≥ σ}.

Problem 2.1. Frequent Itemset Mining.
Given a database D and minimum support threshold σ, compute

F(σ,D).

For example, consider the transaction database shown in Table 2.1.
With the minimum support value set to 50%, the frequent itemsets are:
{∅, {a}, {b}, {d}, {a, b}, {a, d}, {b, d}, {a, b, d}}. Since the empty set is
part of every answer set that satisfies the minmum support treshold, we
usualy omit it from the solution.
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2.1.1.1 Properties of Frequent Itemsets
For large numbers of items, it is infeasible to derive all frequent item-

sets by determining the frequency for every set in P(I). Obviously, this
is because |P(I)| = 2|I|. In order to derive all frequent itemsets, the
anti-monotonicity (or monotone decreasing) of the support with respect
to the set inclusion relation is crucial:

Property 2.1. Anti-Monotonicity of the Support.
Given a database D over I, and two itemsets I1, I2 ⊆ I then:

I1 ⊆ I2 ⇒ supp(I1, D) ≥ supp(I2, D).

The anti-monotonicity of the support, is sometimes also referred to as
the Apriori property. It follows directly from the Apriori property that:
every subset of a frequent itemset is also frequent, and conversely, every
superset of an infrequent itemset is also infrequent. These observations
are used in practically every frequent itemset mining algorithm to reduce
the search space. However, the amount of reduction obtained depends
on the database and the user supplied minimum support threshold.

2.1.2 Mining Algorithms
A wide variety of mining algorithms have been developed to derive all

frequent itemsets, see for example [Agrawal and Srikant, 1994; Mannila
et al., 1994; Agrawal et al., 1996; Zaki and Gouda, 2003; Han et al.,
2000]. Extensive practical comparison between the different algorithms
and issues concerning the implementation can be found in [Goethals and
Zaki, 2003; Bayardo et al., 2004]. In this thesis we describe two basic
algorithms: the Apriori algorithm [Agrawal and Srikant, 1994] and a
straightforward mining algorithm that uses a depth-first search trough
the enumeration lattice.

2.1.2.1 Apriori
Apriori is the most well known frequent itemset mining algorithm

and was independently proposed by [Agrawal and Srikant, 1994; Man-
nila et al., 1994]. The main idea of the Apriori algorithm is to use
Property 2.1 to its full extent.

Although in general elements of a set are unordered, we assume, with-
out loss of generality, that the items in each itemset are sorted in lexi-
cographic order. An itemset I containing k items, is called a k-itemset.
Suppose I = {i1, . . . , ik} then I[j] denotes the item ij and I[1 . . . j] de-
notes the prefix of I consisting of the items {i1, . . . , ij}.

The Apriori algorithm uses a breadth-first search (level wise search)
through the enumeration lattice, i.e. it iteratively generates k+1-itemsets
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Algorithm 1 Apriori
Input: D,σ
Output: F(σ,D)

1: C1 ← {{i}|i ∈ I}
2: k ← 1
3: while Ck 6= ∅ do
4: Fk ← {X|X ∈ Ck ∧ supp(X, D) ≥ σ}
5: Ck+1 ← ∅
6: for all X, Y ∈ Fk such that X[1 . . . k−1] = Y [1 . . . k−1]∧X[k] <

Y [k] do
7: if ∀Z ⊂ (X ∪ {Y [k]}), |Z| = k, Z ∈ Fk then
8: Ck+1 ← (X ∪ {Y [k]}) ∪ Ck+1

9: end if
10: end for
11: k ← k + 1
12: end while
13: return

⋃
i=1:k Fi

from the k-itemsets. More specifically, the only candidate itemsets con-
sidered of size k+1 is the union of two frequent k-itemsets. Moreover, the
candidate set is only generated if the two frequent k-itemsets share the
same prefix of size k−1, and all subsets of the candidate set are frequent.
The condition X[k] < Y [k] ensures that the candidate k + 1-itemset is
generated only once. This corresponds to line 7–8 in Algorithm 1. When
all candidates set of size k +1 are determined, the support of these can-
didates needs to be determined. To do this, we need to check for each
transaction if the candidate set occurs in the transaction, i.e. if the can-
didate set is a subset of the itemset in the transaction. This step is
the bottleneck of the Apriori algorithm. Furthermore, for a database
that does not fit into main memory expensive IO operations must be
performed to access the complete database. This must be done for each
k value used, that is, the size of the candidate itemsets.

Because of Property 2.1 every possible subset of a frequent k-itemset
is also frequent. Hence, for a frequent itemset of size k, with k > 1,
also the two subsets are frequent that are needed to create the frequent
k-itemset. Given that all frequent 1-itemsets are derived (line 1), Algo-
rithm 1 derives all frequent itemsets. Moreover, because of the candidate
generation procedure, each frequent itemset is enumerated exactly once.

Clearly, in the worst case the set of frequent itemsets = P(I). As
a result, the computational complexity of Algorithm 1 is O(2|I|). This
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worst-case complexity holds for all frequent itemset mining algorithms
discussed in this thesis.

2.1.2.2 Depth-First Itemset Mining Algorithm
To overcome the bottleneck that comes with support counting in the

Apriori algorithm, different solutions have been proposed. In the work
by [Zaki, 2000] the database is represented by single items and their
corresponding occurrences; this is also known as the vertical database
layout. The major advantage of this approach is that the support of an
itemset is determined by taking the intersection of the occurrence lists
of two subsets whose union equals the itemset. For example, for itemsets
A,B, C with A ∪ B = C the occurrence list of C can be determined by
the occurrence lists of the two subsets A and B, i.e. occ(C) = occ(A) ∩
occ(B). Consequently, supp(C) = |occ(A) ∩ occ(B)|.

Evidently, the vertical layout can also be used in combination with
a bread first search through the item lattice, as originally performed in
the work by [Zaki, 2000]. However, this could lead to severe memory
problems, because at each iteration all covers of the set must be stored
in main memory. The main idea behind the depth-first approach is
to restrict the search space to the transactions that cover the current
frequent itemset. More formally, a conditional database (denoted as
D|X) of an itemset X only consists of transactions {t = (tid, I)|X ⊆
I}. Moreover, all items contained in X are removed from D|X . So,
in case an item i is frequent in the conditional database of X, then
X ∪ {i} is frequent in the original database. By recursively dividing the
database, all frequent itemsets can be derived. The pseudocode is shown
in Algorithm 2. With the initialization of the algorithm, the parameters
I and F(σ,D) are both supposed to be the empty set. Moreover, in
each recursive call the database is further restricted such that it exactly
covers the current frequent itemset.

Algorithm 2 Depth-First Itemset Miner
Input: D,σ,I, F(σ,D)
Output: F(σ,D)

1: for all j ∈ ∪I′(tid, I ′) ∈ D such that supp({j}, D) ≥ σ do
2: I ← I ∪ {j}
3: F(σ,D)← F(σ,D) ∪ {I}
4: Depth-First Itemset Miner (D|I , σ, I,F(σ,D)) {recursive call}
5: end for
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The drawback of the depth-first mining algorithm is the number of
candidates that are generated, which is generally much more compared
to the number of candidates the Apriori algorithm generates. The reason
for this is that the depth-first mining algorithm does not fully use the
power of the Apriori property. For example, consider the toy database
shown in Table 2.1. With the minimum support value set to 50%, the
candidate sets additionally generated by the depth-first approach are
{a, c}, {a, b, c}, {b, c}. Clearly, these itemsets are not generated by the
Apriori algorithm because an itemset is only generated when all its sub-
sets are frequent. In this example the itemset {c} is not frequent.

The depth-first approach forms the basis of many algorithms, dE-
clat [Zaki and Gouda, 2003] and FP-growth [Han et al., 2000] are well
known examples of depth-first frequent itemset mining algorithms. The
former algorithm stores the difference of occurrences of an itemset and
its prefix; the latter stores the transactions of the database in a trie
based structure.

2.1.3 Condensed Representations

A major problem concerned with frequent pattern mining is the huge
number of potentially interesting patterns a mining algorithm produces.
This problem arises especially in the case of dense datasets. In order to
find interesting patterns, the minimum support value used is often rela-
tively low. This is one of the reasons for the explosion in the number of
frequent patterns. Moreover, the frequent patterns often contain redun-
dant information. To limit the number of patterns that should be inves-
tigated several condensed (sometimes referred to as concise) representa-
tions have been developed. Examples of algorithms for condensed rep-
resentations of frequent itemsets include [Bayardo, 1998; Burdick et al.,
2001; Gouda and Zaki, 2001; Boulicaut and Bykowski, 2000; Pasquier
et al., 1999; Wang et al., 2003; Zaki and Hsiao, 2002; Calders and
Goethals, 2002]. The idea underlying condensed representations is that
only a limited set of patterns must be computed from which all frequent
patterns can be derived. In this section we discuss closed and maximal
frequent itemsets. In Sections 2.2.7 and 2.3.4 we will discuss condensed
representations for trees an graphs respectively.

2.1.3.1 Maximal Frequent Itemsets

The whole collection of frequent itemsets can be derived from the set
of maximal frequent itemsets. An itemset is a maximal frequent itemset,
if none of its supersets is frequent. More formally:
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Definition 2.2. Maximal Frequent Itemset.
An itemset I is called a maximal frequent itemset in a transaction

database D, with the minimum support value set to σ if :

supp(I,D) ≥ σ

∀I ′ : I ⊂ I ′ ⇒ supp(I ′, D) < σ.

Algorithm 3 MAXMINER

Input: D,σ
Output: all maximal frequent itemsets

1: C1 ← ({i}|i ∈ I},
⋃
{j|j ∈ I ∧ j > i})

2: k ← 1
3: F(σ,D)← ∅
4: while Ck 6= ∅ do
5: Ck+1 ← ∅
6: for all Y ∈ Ck with Y = (X, I) do
7: if supp((X ∪ I), D) ≥ σ then
8: F(σ,D)← F(σ,D) ∪ {X ∪ I}
9: else

10: for all i ∈ I do
11: if supp(X ∪ {i}, D) < σ then
12: I ← I \ {i}
13: else
14: F(σ,D)← F(σ,D) ∪ {X ∪ {i}}
15: Ck+1 ← Ck+1 ∪ ((X ∪ {i}),

⋃
{j|j ∈ I ∧ j > i})

16: end if
17: end for
18: end if
19: end for
20: remove from F(σ,D) any itemset with a proper itemset in F(σ,D)
21: remove from Ck any pair Y = (X, I) such that X∪I has a superset

in F(σ,D)
22: k ← k + 1
23: end while
24: return F(σ,D)

Clearly, given that each frequent itemset is a subset of a maximal
frequent itemset, and according to the Apriori Property 2.1 that states
that every subset of a frequent itemset is also frequent, all frequent
itemsets can be inferred from the maximal frequent itemsets. However,
the exact support value of the frequent itemsets might be lost, only a
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lower bound can be deduced from the support of the maximal frequent
itemsets. For example, consider the database in Table 2.1. With the
minimum support value set to 50%, the set of maximal frequent itemsets
equals {{a, b, d}}. Because of the Apriori propperty, we can deduce that
{a} is also a frequent itemset. However, since we only know the support
of the maximal frequent itemset (namely 2), we only have a lower bound
for the support of {a} and not its actual support in the database.

A straightforward method to derive all maximal frequent itemsets is
to derive all frequent itemsets and throw away all non-maximal ones.
However, from a computational point of view it is desirable to mine
directly for the maximal frequent itemsets. To accomplish this, sev-
eral mining algorithms have been developed that use additional pruning
mechanisms on top of the standard itemset mining algorithms. The
Max-Miner algorithm described in [Bayardo, 1998] is an adaption of
the Apriori Algorithm 1; beside the subset infrequency pruning it also
performs superset frequency pruning.

This works as follows: first, all candidate k+1-itemsets are partitioned
according to their prefix of length k. Each part consists of two itemset,
the first itemset X represent the prefix of the current part. The second
part I, is the union of the items i not in X such that i and X jointly forms
a candidate itemset. If the union of these two itemsets is frequent, then
this combined itemset is added to the set of maximal frequent itemset.
Moreover, all subsets of the combined itemset can be pruned because
these itemsets can never be maximal frequent. The pseudocode of Max-
Miner is given in Algorithm 2.1.3.1.

2.1.3.2 Closed Frequent Itemsets
Another commonly used condensed representation for frequent item-

sets are the closed frequent itemsets. An itemset is closed if all its
supersets have a strictly lower support. More formally:

Definition 2.3. Closed Frequent Itemset.
An itemset I is called a closed frequent itemset in a transaction database

D, with the minimum support value set to σ if:

supp(I,D) ≥ σ

∀I ′ : I ⊂ I ′ ⇒ supp(I ′, D) < supp(I,D).

From the definition follows directly that every maximal frequent item-
set is also a closed frequent itemset. The major advantage of repre-
senting the frequent patterns in a database by means of the frequent
closed itemsets and their support is that the exact support value for
each frequent itemset can be determined. For the example database in
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Algorithm 4 A-Close
Input: D,σ
Output: all closed frequent itemsets

1: C1 ← {{i}|i ∈ I}
2: k ← 1
3: F(σ,D)← ∅
4: while Ck 6= ∅ do
5: for all X ∈ Ck do
6: if supp(Closure(X), D) ≥ σ ∧ Closure(X) /∈ F(σ,D) then
7: F(σ,D)← {Closure(X)} ∪ F(σ,D)
8: CCk ← CCk ∪ {X}
9: end if

10: Ck+1 ← ∅
11: for all X, Y ∈ CCk such that X[1 . . . k − 1] = Y [1 . . . k − 1] ∧

X[k] < Y [k] do
12: if ∀Z ⊂ (X ∪ {Y [k]}), |Z| = k, supp(Z,D) ≥ σ ∧ (X ∪

{Y [k]}) /∈ Closure(Z) then
13: Ck+1 ← (X ∪ {Y [k]}) ∪ Ck+1

14: end if
15: end for
16: CCk ← ∅
17: k ← k + 1
18: end for
19: end while
20: return F(σ,D)

Table 2.1 with the minimum support value set to 50% the closed sets
are: {{a}, {b}, {a, b}, {a, b, d}}. Since {a, b, d} is the smallest superset of
{a, d} and because the support of the former equals two, the support of
{a, d} also equals two.

For the enumeration of all closed frequent itemsets, additional prun-
ing mechanisms have been developed. The A-close algorithm described
in [Pasquier et al., 1999] uses the notion of closure of an itemset. The
closure of an itemset X is the intersection of all transactions that contain
X, i.e.

closure(X, D) =
⋂

(tid,I)∈D,X⊆I

I.

For example, consider the database in Table 2.1, the closure of the set
{a, d} equals {a, b, d}. The Apriori algorithm (Algorithm 1) can be
adapted to derive all frequent closed itemsets. The additional pruning
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boils down to removing any candidate k + 1-itemset if it has a subset
with the same support. Applying the closure operator to any derived
frequent itemset results in the set of all closed frequent itemsets. The
pseudocode of this algorithm is shown in Algorithm 4

2.1.4 Constraint based Frequent Itemset Mining

Complementary to the usage of condensed representations, another
approach to reduce the number of frequent patterns is to use user defined
constraints. The idea is that a user can specify properties to which
interesting patterns should comply. In general, the usage of constraints
is regarded useful when a user has prior knowledge to which patterns
he is interested in. This section is concerned with constraints that can
be used to further restrict the search space of the mining algorithm, as
opposed to constraints that are applied to filter the interesting patterns
from the whole frequent pattern set.

More formally, a constraint C on the possible set of items I is a func-
tion C : 2I → {true, false}. An itemset I satisfies a constraint C over
a database D if C(I,D) = true. The goal of constraint based frequent
itemset mining is, given a conjunction of constraints C = {C1∧, . . . ,∧Cn},
a database D, and a minimum support value σ, to retrieve⋃

{I|supp(I,D) ≥ σ ∧ C(I,D) = true}.

Strictly speaking, the minimum support value is also a constraint
over the itemsets and hence could be left out of the previous statement.
However, it is displayed to be consistent with other equations through
this thesis. For example, considering the database in Table 2.1. We could
be interested in all frequent itemset with the minimum support value set
to 50% and additionaly contains a least three items. Clearly, the solution
to this query equals the set {a, b, d}. Alternatively, the constraints of
interest could be that it must contain an item a and has a maximal
support of three, in which case the solution is the set {{a, d}, {a, b, d}}.

The major challenge involving constrained based data mining, is the
question of how the constraints can be used to restrict the search space
of the mining algorithm. For different type of constraints efficient min-
ing algorithms have been developed, see for example [Bayardo et al.,
2000; Ng et al., 1998; Pei and Han, 2000; Srikant et al., 1997; Bonchi
and Goethals, 2004; Bonchi et al., 2003; Pei et al., 2004]. The con-
straints used in frequent itemset mining can roughly be divided into four
different categories: anti-monotone, monotone, succinct and convertible
constraints. We discuss these in the next four subsections.
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2.1.4.1 Anti-Monotone Constraints
An anti-monotone constraint Cam over an itemset I has the following

property:
I ⊆ I ′ ∧ Cam(I ′)⇒ Cam(I).

As a result, every subset of a set that satisfies an anti-monotone con-
straint also satisfies the constraint, and reversely, every superset of
a set that falsifies an anti-monotone constraint, also falsifies it. The
most widely used anti-monotone constraint is the minimum support
constraint, of which we earlier stated that it was anti-monotone (Prop-
erty 2.1). Another example of an anti-monotone constraint is the restric-
tion that an itemset should contain less than n items. Both the Apriori
algorithm (Algorithm 1) and the depth-first itemset mining algorithm
(Algorithm 2) are able to incorporate anti-monotone constraint.

2.1.4.2 Succinct Constraints

Algorithm 5 AM-Succinct Constraint Miner
Input: D,σ,C
Output: all frequent itemsets that satisfies the constraint C

1: Cbase ← all minimal itemsets that satisfy the constraint
2: F(σ,D)← ∅
3: reorder the items of I such that the items that are in any itemset of

Cbase are lower in order than the rest of the items in I
4: for all X ∈ Cbase do
5: Depth-First Itemset miner (D|X , σ, X,F(σ,D)
6: end for
7: return F(σ,D)

A succinct constraint [Ng et al., 1998] Cs over an itemset I is such
that, whether I satisfies the constraint can be determined solely based on
the singletons of I. For example, the constraint to only derive frequent
itemsets that consist of at least one of the items A = {ij , . . . , ik} ⊆ I is
an anti-monotone succinct constraint. Constraints that are both anti-
monotone and succinct can reduce the search space of the mining al-
gorithm drastically, before it actually starts. With these types of con-
straints, the idea is to start from the minimal itemsets that satisfy the
constraint and start the enumeration of larger itemsets from the prese-
lected one. For example, to enumerate all frequent itemsets that contain
at least one of the items of A, the mining algorithm first reorders the
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items such that the items in A are lower in order than any other item
in the database. Next, the conditional database of each item in A is
constructed. Clearly, all frequent itemsets derived from this conditional
database contain at least on of the items from A. The pseudocode to
mine this type of constraints is given in Algorithm 5. The input param-
eters are besides the transaction database D and the minimum support
value σ, the anti-monotone succinct constraint C.

2.1.4.3 Monotone Constraints
A monotone constraint Cm over an itemset I has the following prop-

erty:
I ⊆ I ′ ∧ Cm(I)⇒ Cm(I ′).

As a result, every superset of a set that satisfies a monotone constraint
also satisfies the constraint, and reversely, every subset of set that falsi-
fies a monotone constraint, also falsifies it. Given a database D and a
maximum support threshold τ , the query to derive all patterns from the
database that has a lower support than the maximum support constraint
({I|supp(I,D) ≤ τ}) is an example of a monotone constraint.

Algorithm 6 Monotone Constraint Miner
Input: (D,σ,I, F(σ,D), C)
Output: all frequent itemsets that satisfies the constraint C

1: for all j ∈ ∪I′(tid, I ′) ∈ D such that supp({j}, D) ≥ σ do
2: I ← I ∪ {j}
3: if C(I) = true then
4: F(σ,D)← F(σ,D) ∪ {I}
5: end if
6: if C(I ∪ (

⋃
{i|i ∈ D ∧ i > j})) then

7: Monotone Constraint Miner (D|I , σ, I,F(σ,D), C){recursive
call}

8: end if
9: end for

Monotone constraints can be incorporated into the depth-first mining
algorithm as follows. In the conditional database over an itemset X, if
X satisfies the monotone constraints then all itemsets derived from the
conditional database over X also satisfy the constraints. Hence, these
itemsets are added to the output. In case X does not fulfill all the
monotone constraints, we can prune the current conditional database
if the union of X and all items in the conditional database does not
satisfy the constraints. The pseudocode to derive all frequent itemset
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that satisfies a monotone constraint C is given in Algorithm 6. With the
initialization of the algorithm, the parameters I and F(σ,D) are both
supposed to be the empty set.

2.1.4.4 Convertible Constraints
The last class of constraints described, are the so called convertible

constraints [Pei and Han, 2000; Pei et al., 2001; Pei et al., 2004]. A
constraint Cc is convertible anti-monotone (monotone) if it is neither
monotone nor anti-monotone, but there exists an order, such that if
the items are added according to that order, Cc becomes anti-monotone
(monotone). For example, consider a function that assigns a price to all
items in the set of items I. The requirement to mine all frequent item-
sets, for which the average value is greater then a predefined threshold
is a convertible anti-monotone constraint. When the items are ordered
on decreasing price, the constraint is anti-monotone. Next, Algorithm 1
or Algorithm 2 can be used to derive all the desired itemsets.

2.1.5 Generalization
In this section we summarized the definitions and algorithms needed

for frequent itemset mining. However, many of these can be generalized
to a general type of patterns P if there is suitable partial order (�) over
P. A more elaborate theoretical framework is described in [Mannila and
Toivonen, 1997].

Definition 2.4. Partial Order
A binary relation � is a partial order over a set P if ∀p, p′, p′′ ∈ P

the following holds:

Reflexivity: p � p.

Anti-symmetry: p � p′ ∧ p′ � p⇒ p = p′.

Transitivity: p � p′ ∧ p′ � p′′ ⇒ p � p′′.

We say a pattern p2 is a refinement (or specialization) of pattern p1

whenever p1 � p2, conversely p1 is called a generalization of p2. When-
ever p1 � p2 but p1 6= p2, we say that p2 is a proper refinement of p1

denoted as p1 ≺ p2. Given a database D where each record (transaction)
in the database consist of a pattern p ∈ P, we assume that each record
d ∈ D has a unique identifier: the transaction identifier (tid). Given this
notation, the notions of occurrences, support and frequency can be de-
fined analogically to the case of frequent itemsets. The key notion that
made it possible to efficiently derive all frequent itemsets from a database
was the so called anti-monotonicity of the support (Property 2.1). In
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this thesis we only consider refinement operators for patterns that ex-
tend the anti-monotonicity of the support. That is, given a pattern
collection P and a database D which records (transactions) consist of
patterns d ∈ P, we only consider refinement operators � for which holds
that:

p1 � p2 ⇒ supp(p1, D) ≥ supp(p2, D).

The fact that the Apriori property extends to more complex struc-
tures than itemsets, resulted in a multiple number of algorithms that
were developed for sequences [Agrawal and Srikant, 1995; Garofalakis
et al., 1999], trees [Asai et al., 2002; Zaki, 2002] and graphs [Yan and
Han, 2002; Inokuchi et al., 2000]. All mining algorithms for the different
patterns have in common that the search is started with the most gen-
eral pattern. This pattern is consecutively extended to more specialized
patterns, this extension is done by a refinement operator. For exam-
ple, in the itemset domain this is achieved by placing an order over the
items. For a refinement operator it is required that each pattern can be
generated, moreover from a computational point of view it is desirable
that each pattern is enumerated at most once. In this thesis we will
only consider frequent pattern mining algorithms where the refinement
operator satisfies these two properties.

2.2 Mining Tree Structured Data
2.2.1 Introduction

Data that can conceptually be viewed as tree structured data abounds
in domains such as bio-informatics, web log analysis and XML databases.
An important research question in the field of knowledge discovery and
data mining involves the construction of descriptive and predictive mod-
els for tree structured data. Obviously, the straightforward approach to
mine tree structured data is to ignore the structure and apply standard
data mining techniques. For example, ignoring the structure and all
labels occurring multiple times in a database of trees, frequent itemset
mining algorithms could be used to derive patterns from the database.
However, it is assumed that the structure of the data encodes parts of
its semantics. Therefore, data mining algorithms have been developed
that take the tree structure of the data into account.

The analysis and mining of tree structured data has the following
applications:

Web log mining: frequent access trees from a database of web logs,
where each record corresponds to the entire forward access of a user,
are explored in [Zaki, 2002]. These frequent access trees can be used
to improve the design of the web site.
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Classification and clustering: the work presented in [Zaki and Aggar-
wal, 2003] uses a frequent tree mining algorithm to extract frequent
substructures of XML data, the data is then classified according to
its structure. In [Aggarwal et al., 2007] frequent tree structures are
used to cluster XML documents.

Database indexing: In [Yang et al., 2003] a frequent tree mining
algorithm is used to extract frequent tree query patterns out of a
large collection of XML queries. The answers to the frequent tree
query patterns are then stored and indexed for faster retrieval.

Exploration of the data source: when confronted with a large un-
known data source, frequent tree mining can be used to help a user
understand the data, because frequently occurring structures give in-
sight in the dataset. This idea is used in the work of [Wang and Liu,
2000], on a subset of the Internet Movie Database (IMDB).

Mining multi-relational databases. Multi-relational datasets often
have a star-shaped or snowflake structure: OLAP-databases are well
known examples. When the data mining task consists of deriving
all frequent patterns from a multi-relational database, it can be an
computational advantage to use specialized frequent pattern mining
algorithms than the more general multi-relational data mining algo-
rithms. In Section 3.4.3 we mine frequent tree patterns from a finan-
cial database and present characteristic rules that describe different
parts of the database.

Machine translation. In [Gildea, 2003] parse-trees are used for auto-
matic translation. To accomplish this, a loose tree alignment algo-
rithm is proposed.

Document image classification. In the work by [Diligenti et al., 2003]
images of documents are transformed to tree structured data, which
are classified by a hidden Markov model suitable for trees.

Bio-informatics. In [Shasha et al., 2004] frequent tree patterns are
used to evaluate the quality of a consensus tree which is constructed
from different phylogenetic trees. Another application in this work is
the construction of distance measures for phylogenetic trees according
the frequent patterns found across the trees. In [Aoki et al., 2003]
secondary RNA structure is analyzed using tree alignment.
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2.2.2 Definitions

In this section we provide the basic concepts and notation used for
trees. However, to do so we need the notion of graphs.

Definition 2.5. Node Labeled Graph.
A node labeled graph is a quadruple G = (V,E, Σ, L) where:

V is the set of nodes,

E the set of edges,

Σ a set of labels, and

L : V → Σ a labeling function, that assigns labels from Σ to nodes in
V .

In this thesis we only consider node labeled graphs, to which we fur-
ther refer to simply as graphs.

A path in a graph G is a sequence of nodes v1, . . . , vk where each pair
of consecutive nodes is linked with an edge, i.e. ∀i : 1 ≤ i < k, (vi, vi+1) ∈
E. Moreover, every node is unique, i.e. ∀i, j : 1 ≤ i, j ≤ k : vi 6= vj .
A path v1, . . . , vk is a cycle if (vk, v1) ∈ E. When a graph does not
contain cycles, it is an acyclic graph. A graph is directed when each edge
consists of an ordered pair of nodes; undirected if each edge consists of
an unordered pair of nodes. Furthermore, an undirected graph is called
connected when there is path between each pair of nodes in V . A directed
graph is (weakly) connected, if dropping the direction of all edges results
in a connected undirected graph. An undirected acyclic connected graph
is henceforth called a free tree.

Definition 2.6. Labeled Rooted Unordered Tree.
A labeled rooted unordered tree (unordered tree) U = (V,E, Σ, L, vr)

is an acyclic undirected connected graph G = (V,E, L, Σ), with a special
node vr called the root of the tree such that:

There exists exactly one path between the root node and any other
node in V .

For a node v, any node w on the path from the root node to v is called
an ancestor of v, denoted by w ∈ {Π∗(v)}. If v is an ancestor of w then
w is called a descendant of v. If v is an ancestor of w and (v, w) ∈ E,
then v is called the parent of w and w is called a child of v, both notions
are denoted by v = Π(w). Nodes that have the same parent are called
siblings; nodes that have no children are called leafs, while non-leaf nodes
are called internal nodes. The size of a tree is defined as the number
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of nodes it contains. Similarly to itemsets we denote a tree of size k as
a k-tree. The height of a tree is defined as the longest path from the
root to a leaf node; the depth or level of a node v is the length of the
path from the root node to v. A forest is a set of trees, while an ordered
forest is an ordered sequence of trees.

Definition 2.7. Labeled Rooted Ordered Tree.
A labeled rooted ordered tree (ordered tree) T = (V,E, Σ, L, vr,≤) is

an unordered tree U = (V,E, Σ, L, vr) where between all the siblings an
order ≤ is defined. To every node in an ordered tree a preorder (pre(v))
number is assigned, according to the depth-first (or preorder) traversal
of the tree.

If a node v in an ordered tree T has k children, then the first child of
v is called the leftmost child while the last child is called the rightmost
child of v. Given two siblings v, w we have v ≤ w ⇔ pre(v) < pre(w).
The leaf node of a tree with the smallest preorder number is called the
leftmost node of the tree; correspondingly the rightmost node of a tree
is the leaf node with the highest preorder number. The path from the
root node to rightmost node is called the rightmost path of the tree.
For a rooted ordered tree T of size k, we refer to the nodes of T as
VT = {v1, . . . , vk}. Where the subscripts of v denotes the preorder of v
in T . Hence, the root node = v1 and the rightmost leaf of T = vk.

Definition 2.8. Equivalence between Trees.
Two unordered trees T1 and T2 are isomorphic/equivalent, denoted by

T1 ≡ T2 if there exists a bijective mapping Φ of VT2 into VT1 such that,
∀v1, v2 ∈ VT2 :

LT2(v1) = LT1(Φ(v1))

v1 = Π(v2)⇔ Φ(v1) = Π(Φ(v2))

vr
T1

= Φ(vr
T2

).

In case T1 and T2 are ordered trees, we say that they are equivalent/identical,
denoted by T1 ≡ T2 if besides the previous condition for the bijective
mapping, Φ additionally satisfies:

pre(v1) < pre(v2) ⇔ pre(Φ(v1)) < pre(Φ(v2)).

With T [v] we denote the subtree of T rooted at node v ∈ VT . Infor-
mally, the subtree of T rooted at v is obtained by removing the edge
between v and Π(v). The resulting tree with root v is T [v]. More for-
mally:
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Definition 2.9. T [v]:Subtree rooted at node v.
For an unordered tree T , a subtree rooted at v with v ∈ VT is a tree

T [v] = (VT [v], ET [v],Σ, L, vr
T [v]) for which hold that:

vr
T [v] = v

VT [v] =
⋃
{u|v ∈ {Π∗(u)}}

ET [v] =
⋃
{(u, w)|(u, w) ∈ ET ∧ u, w ∈ VT [v]}

∀w ∈ VT [v] : LT [v](w) = LT (w).

In case T is ordered we have that T [v] = (VT [v], ET [v],Σ, L, vr
T [v],≤) and

the additional property that:

u ≤T w ∧ u, w ∈ VT [v] ⇔ u ≤T [v] w.

Obviously, T [vr] ≡ T . Suppose that v has k children (v1 . . . vk),
F [v] denotes the forest of the subtrees, i.e. F [v] = {T [v1], . . . , T [vk]}.
Moreover, F [vi, vj ] with 1 ≤ i ≤ j ≤ k, denotes the (sub) forest
{T [vi], . . . , T [vj ]}. In case T is ordered F [v] and F [vi, vj ] are ordered
forests.

2.2.3 Tree Inclusion Relations
Given the definitions and notations concerning trees, we are now able

to define relation between trees, in particular the notion of tree inclusion,
i.e. when a tree T1 is a subtree of a tree T2. Many different notions of tree
inclusion exists, see for example [Kilpeläinen, 1992; Nijssen, 2006]. In
this thesis we use three notions for ordered trees and their corresponding
notions for unordered trees. We selected the tree inclusion relations that
are frequently encountered in the data mining literature.

Definition 2.10. Embedded Subtree.
Given two unordered trees T1 and T2 we call T2 an embedded subtree

of T1 and T1 an embedded supertree of T2, denoted by T2 �e T1, if there
exists an injective matching function Φ of VT2 into VT1, satisfying the
following conditions for any v1, v2 ∈ VT2:

Φ preserves the labels: LT2(v) = LT1(Φ(v)).

Φ preserves the ancestor-descendant relation: v1 ∈ {Π∗(v2)} ⇔ Φ(v1) ∈
{Π∗(Φ(v2))}.

In case T1 and T2 are ordered trees, Φ must additionally satisfy the
following condition:
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Φ preserves the left to right order between the nodes : pre(v1) <
pre(v2) ⇔ pre(Φ(v1)) < pre(Φ(v2)).

Definition 2.11. Induced Subtree.
Given two unordered trees T1 and T2 we call T2 an induced subtree

of T1 and T1 an induced supertree of T2, denoted by T2 �i T1, if there
exists an injective matching function Φ of VT2 into VT1 satisfying the
following conditions:

Φ preserves the labels: LT2(v) = LT1(Φ(v)).

Φ preserves the parent-child relation: v1 = Π(v2)⇔ Φ(v1) = Π(Φ(v2)).

In case T1 and T2 are ordered trees, Φ must additionally satisfy the
following condition:

Φ preserves the left to right order between the nodes : pre(v1) <
pre(v2) ⇔ pre(Φ(v1)) < pre(Φ(v2)).

Definition 2.12. Bottom-up Subtree.
Given two trees (either unordered or ordered) T1 and T2 we call T2 a

bottom-up subtree of T1 and T1 a bottom-up supertree of T2, denoted
by T2 �b T1, if there exists a node v ∈ VT1 such that :

T1[v] ≡ T2.

The complexity of all tree inclusion relations considered except for
the unordered embedded subtree relation are known to be solvable in
polynomial time, see [Kilpeläinen, 1992] for a detailed overview. In the
same work it is proven that the complexity of the embedded unordered
subtree relation is NP-Complete. In general, if a tree T1 is a subtree of
T2 we call T2 a data tree and T1 a pattern tree. Moreover, when it is
clear from the context or when the specific tree inclusion relation used is
irrelevant, we abbreviate the inclusion relation to �. When a tree T1 is
a proper subtree of a tree T2, i.e. T1 � T2 ∧ T1 6≡ T2, we write T1 ≺ T2.
The tree inclusion relations form a chain, in which each tree inclusion
relation is a generalization of the previous one: T1 �b T2 ⇒ T1 �i T2 ⇒
T1 �e T2. Loosely speaking, a subtree of T is a bottom-up subtree,
if is equal to a subtree rooted at a node of T . For example consider
Figure 2.1 , the subtree rooted at node e in d1 is equal to T1, hence T1 is
a bottom-up subtree of d1. In case we consider unordered trees, then we
also have that T4 is a bottom-up subtree of d1. The difference between
the induced and embedded subtree relation, is that the induced subtree
relation preservers the parent-child relation whereas embedded subtrees
only preserve the ancestor/descendant relation. For example, in T3 the
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Figure 2.1. Depending on whether the trees are ordered or unordered trees, with d1

as data tree the following tree inclusion relations hold for the ordered case: T1 �b d1,
T2 �i d1, T3 �e d1. Obviously, it follows directly from the definitions that also T1 �i

d1, T1 �e d1 and T2 �e d1. In case the trees are unordered, additionally these tree
inclusion relations hold: T4 �b d1, T4 �i d1, T4 �e d1, T5 �i d1, T5 �e d1, T6 �e d1.

node with label b is a child of the node with label a. However, in the
data tree the node with label b has no parent labeled a, it solely has an
ancestor labeled a. Therefore, T3 is not an induced subtree of d1, but an
embedded subtree only. Furthermore, since inclusion relations between
ordered trees are a restricted form of inclusion relations for unordered
trees, it follows that when two ordered trees satisfy the condition for a
certain relation, this relation also holds when these trees are considered
unordered. However, the converse does not hold in general.

2.2.4 Frequent Tree Mining

We assume the data to be analyzed is a database D = {d1, . . . , dn} of
tree structured data (either ordered or unordered), in which each record
has an unique id (tid). Suppose, a pattern tree T has k nodes, i.e.
VT = {v1, . . . , vk}. Because there can be multiple mappings Φ : VT → di

from a pattern tree T to the data tree di, the recording of just the tid of a
match is not sufficient in order to recover the mapping. The occurrences
of a pattern tree T in the database is defined as:
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Figure 2.2. The pattern tree T1 occurs multiple times in the data tree d1.

occ(T,D) =⋃
d∈D

{(tid(d), {Φ1
d(v1), . . . ,Φ1

d(vk)}, . . . , {Φl
d(v1), . . . ,Φl

d(vk)})|T � d}

In which Φ1
d, . . . Φ

l
d are the l different matching functions from T into d.

Notice, that in case unordered trees are considered the set of nodes in d
that are part of the ith mapping, can be equal to the set nodes in d from a
different mapping, i.e. {Φi

d(v1), . . . ,Φi
d(vk)} = {Φj

d(v1), . . . ,Φ
j
d(vk)} with

i 6= j. For example, this case occurs when two siblings in T have the
same label, say vi and vj . Then two mappings exists that solely differ
because they swap the nodes to which vi and vj maps. An example of a
pattern tree that has different matching functions into one data tree is
shown in Figure 2.2.

The most commonly used approach to define the support of pattern
tree T in a database D is the so called transaction based approach:

supp(T,D) = |occ(T,D)|.

That is, the number of data trees in which a pattern tree occurs one or
more times. And the frequency of the pattern tree T in the database D
is defined as:

fr(T,D) =
supp(T,D)
|D|

.

Other notions of supports are also used. For example, when the
database consists of one big tree the natural support definition would
be to count how many times the pattern tree matches the data tree.
However, we will not use this notion of support further on in this thesis.
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Definition 2.13. Frequent Tree.
Given a tree structured database D, a tree inclusion relation � and

minimum support threshold σ. The set of frequent trees over D is defined
as:

F(σ,D,�) =
⋃
{T |supp(T,D) ≥ σ}.

Problem 2.2. Frequent Tree Mining. Given a tree structured database
D, a tree inclusion relation � and minimum support threshold σ, com-
pute:

F(σ,D,�).

As in the case of frequent itemset mining algorithms, the key observa-
tion to solve the frequent tree mining problem is the anti-monotonicity
of the support with respect of the tree inclusion relations considered.

Lemma 2.1. Anti-monotonicity of the support for the embedded, in-
duced and bottom-up tree inclusion relation.

Given a tree structured database D, and two pattern trees T1, T2 then:

T1 � T2 ⇒ supp(T1, D) ≥ supp(T2, D).

Proof. Obviously, ∀d ∈ D : T2 � d ⇒ T1 � d. Suppose, T1 ≺ T2 and
di ≡ T1 then T1 � di ∧ T2 6� di. Hence, supp(T1, D) ≥ supp(T2, D).

2.2.5 Algorithms for Mining Ordered Trees

In this section we discuss three mining algorithms for rooted ordered
trees, with respectively the embedded, induced and bottom-up subtree
relation.

2.2.5.1 Mining Embedded Subtrees

In this section we review the treeminer algorithm developed by [Zaki,
2002], which is a tree mining algorithm that uses the embedded subtree
relation (see Definition 2.10). Later on in this thesis, we extend this
algorithm in order to mine attribute trees.

Definition 2.14. Prefix of a tree
Let T be a rooted ordered tree of size k with VT = {v1, . . . , vk}. A

rooted ordered tree T ′ is an i-prefix of T if VT ′ = {w1, . . . , wi} with
1 < i < k if ∀j : 1 ≤ j ≤ i holds that:

1 L(vj) = L(wj)

2 depth(vj) = depth(wj)
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3 pre(vj) = pre(wj)

The prefix of a tree is used in the candidate generating process: two
frequent k-trees, with k > 1, that share a prefix of size k − 1 are joined
to create a candidate k + 1 tree.

Lemma 2.2. T ′ is a k-prefix of T ⇒ T ′ �i T

Proof. Assume VT = {w1, . . . , wn}.
For k = 1, VT ′ = {v1}. Obviously, the mapping Φ : Φ(v1) = w1

satisfies the conditions of Definition 2.11.
Suppose, the results holds for a prefix of size k. That is, for VT ′ =

{v1, . . . , vk}, with 1 ≤ k < n, the mapping Φ with Φ(vk) = wk, for
1 ≤ k ≤ i, satisfies the conditions of Definition 2.11.

We will show that when T ′ is an k + 1-prefix of T , with k + 1 ≤ n;
VT ′ = {v1, . . . , vk, vk+1} and 1 ≤ l ≤ k + 1, the mapping Φ : Φ(vl) = wl

satisfies the conditions of Definition 2.11.
Because of Definition 2.14 it holds that L(vk+1) = L(wk+1) and

pre(vk+1) = pre(wk+1). Hence, with Φ(vk+1) = wk+1 if follows that
L(vk+1) = L(Φ(vk+1)). Moreover, ∀vl : pre(vl) < pre(vk+1) it fol-
lows that pre(Φ(vl) < pre(Φ(vk+1)). Suppose, vj = Π(vk+1). Then,
depth(vj) = depth(vk+1) − 1. By definition of preorder we have that
pre(vj) < pre(vk+1) and ∀vl : pre(vl) < pre(vk+1) ∧ pre(vl) > pre(vj)
it holds that vl 6∈ {Π∗(vk+1)} and vk+1 6∈ {Π∗(vl)}. Hence, because
of the induction hypothesis it holds that ∀wl : pre(wl) < pre(wk+1) ∧
pre(wl) > pre(wj) wl 6∈ {Π∗(wk+1)} and wk+1 6∈ {Π∗(wl)}. Hence, with
Φ(vk+1) = wk+1 it follows that Φ(vj) = Π(Φ(vk)).

Obviously, because every induced subtrees is also an embedded sub-
tree it holds that: T ′ is an i-prefix of T ⇒ T ′ �e T .

Definition 2.15. Join operator for trees. Let T1 and T2 be two k-trees,
with k ≥ 2 and VT1 = {v1, . . . , vk} and VT2 = {w1, . . . , wk}. If T1 and
T2 share a prefix of size k − 1, the join operator between T1 and T2,
⊗(T1, T2), results in zero, one or two k + 1-trees according to one of the
following three cases :

1 depth(vk) = depth(wk):
two k+1-trees T ′

1 and T ′′
1 are created which are constructed by adding

wk as new rightmost node of T1, once at depth(wk) and once at
depth(wk) + 1.

2 depth(vk) > depth(wk):
a k + 1-tree T ′

1 is created that is constructed by adding wk as new
rightmost node of T1 at depth(wk).
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3 depth(vk) < depth(wk):
in this case no k + 1-trees are generated.

For trees of size one, candidates are generated by making the node of
the second tree the child node of the root node of the first tree.

Lemma 2.3. T ∈ ⊗(T ′, T ′′)⇒ T ′ �e T ∧ T ′′ �e T

Proof. Because T is created by adding a new rightmost node to T ′, T ′

is a k-prefix of T . Hence, according to Lemma 2.2 T ′ �e T .
Let VT = {v1, . . . , vk, vk+1} and VT ′′ = {w1, . . . , wk}. Moreover, let

depth(vk) = n and depth(vk+1) = m. According to Definition 2.15, T ′′

and T share a prefix of size k − 1 and L(vk+1) = L(wk).
Hence, the mapping Φ : Φ(wi) = vi with 1 ≤ i < k satisfies the

condition of Definition 2.10. Moreover, it holds that pre(vk+1) > pre(vi)
for 1 ≤ i ≤ k and pre(wk) > pre(vi) for 1 ≤ i < k. If m ≤ n, then
T was constructed by adding the node wk as new rightmost node at
depth(wk). Hence, ∀wi : wi ∈ {Π∗(wk)} ⇒ Φ(wi) ∈ {Π∗(Φ(wk))}. In
case m = n + 1, then T was constructed by adding the node wk as
child node of vk. Since depth(vk) = n, ∀vi : vi ∈ {Π∗(vk)}vi = Φ(wi)
holds with Φ(wi) ∈ {Π∗(wk)}. Hence, ∀wi : wi ∈ {Π∗(wk)} ⇒ Φ(wi) ∈
{Π∗(Φ(wk))}. As a result T ′′ �e T .

By recursively extending the prefix according to the join operator
defined in Definition 2.15, all frequent embedded trees are enumerated.
The pseudocode is given in Algorithm 7.

At the initialization of the algorithm, it is expected that all frequent
1-trees are given as input parameter. These, however can easily be
determined by a scan through the database. Moreover, it is assumed that
the solution initially only contains these frequent patterns. A substantial
part of the work is done by the statement at line 5. The joining of
two trees is conducted as previously described. However, the practical
implementation uses a so called scope list. A scope list of pattern tree
T equals the occurrences of T in D extended with the scope of the
rightmost node of T . Formally the scopelist of T is defined as L(T,D) =⋃

d∈D

{(tid(d), {Φ1
d(v1), . . . ,Φ1

d(vk)} . . . , {Φl
d(v1), . . . ,Φl

d(vk)},

Scope(Φ1
d(vk))), . . . , Scope(Φl

d(vk)))|T �e d}.

With Φ1
d, . . . Φ

l
d the l different matching functions from T into d. The

scope of a node v equals the preorder number of v and the preorder
number of the rightmost node of T [v]. It is noted by [Chi et al., 2005a]
that the size of the scopelist can potentially be exponential in the size
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Algorithm 7 Embedded Treeminer
Input: D,σ,{T k

1 , . . . , T k
m},F(σ,D,�e)

Output: F(σ,D,�e)
1: for i← 1 to i = m do
2: F k+1

i ← ∅
3: for j ← 1 to j = m do
4: Ck+1

i,j ← ∅
5: Ck+1

i,j ← ⊗(T k
i , T k

j )
6: for all T k+1

i,j ∈ Ck+1
i,j such that supp(T k+1

i,j ) ≥ σ do
7: F k+1

i ← F k+1
i ∪ {T k+1

i,j }
8: end for
9: end for

10: F(σ,D,�e)← F(σ,D,�e) ∪ F k+1
i

11: Embedded Treeminer (D,σ, F k+1
i F(σ,D,�e)) {recursive call}

12: end for

of the data tree. In Section 3.4.1.2 we describe a dataset where the
memory requirements for this algorithm were unsolvable by the available
machine.

Theorem 2.4. Algorithm 7 derives all elements in F(σ,D,�e) exactly
once.

Proof. Clearly, all frequent trees of size one and two are derived precisely
once.

For k > 2, a k + 1-tree T with VT = {v1, . . . , vk−1, vk, vk+1} can
only be generated by ⊗(T ′, T ′′). With VT ′ = {w1, . . . , wk−1, wk} and
VT ′′ = {u1, . . . , uk−1, uk}. Moreover, according to Definition 2.15 it is the
case that T ′ is a k-prefix of T and that T ′′ is a k−1-prefix of T ′. In case
depth(vk) ≤ depth(vk+1) then according to Definition 2.15 depth(wk) =
depth(uk). As a result, T ′ and T ′′ are uniquely determined. In case
depth(vk) > depth(vk+1) then according to Definition 2.15 depth(uk) =
depth(vk+1). As a result, T ′ and T ′′ are uniquely determined. Because
the join operator is applied exactly once between each ordered pair of
k-trees, Algorithm 7 enumerate all frequent embedded subtrees at most
once.

Suppose all frequent k-trees are derived. If a k + 1-tree T is frequent,
then according to Lemma 2.1 all its subtrees needs to be frequent as
well. In particular, the two k-trees T ′ and T ′′, for which hold that
T ∈ ⊗(T ′, T ′′) are according to Lemma 2.3 frequent. Hence, if T is a
frequent k + 1-tree, it is generated by Algorithm 7.
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With n the number of nodes in a tree, in the worst case the number
of frequent embedded subtrees is 2n − 1. Hence, the complexity of Al-
gorithm 7 is O(2n). Also for all extensions of Algorithm 7 discussed in
later chapters, the complexity is O(2n).

2.2.5.2 Mining Induced Subtrees
In this paragraph we describe the FREQT algorithm, developed by [Asai

et al., 2002] for mining induced subtrees. In the rest of thesis, we will
frequently use and extend this algorithm. Enumeration of all frequent
induced subtrees is accomplished by using the rightmost extension tech-
nique: a k-tree is expanded to a (k + 1)-tree by adding a new node only
to a node on the rightmost branch of the k-tree. This principle is illus-
trated in Figure 2.3, where all patterns of the tree depicted in the lower
left corner are enumerated using the rightmost extension technique.

Note that for each k-tree its parent is uniquely defined by removing the
rightmost leaf (rml). This procedure of extending pattern trees ensures
that each pattern tree is counted exactly once.

The recursive algorithm starts by first computing the frequent 1-
patterns. Then each previously found pattern is extended until no
more frequent extensions are possible. The pseudocode is given in Algo-
rithm 8. Also in this case the algorithm is initialized with the frequent
1-patterns.

Algorithm 8 Induced Treeminer
Input: D,σ,{T k

1 , . . . , T k
m},F(σ,D,�i)

Output: F(σ,D,�i)
1: for i← 1 to i = m do
2: F k+1

i ← ∅
3: Ck+1

i ← ∅
4: Ck+1

i ← extend(T k
i , OCL(T k

i ))
5: for all T k+1

i ∈ Ck+1
i such that supp(T k+1

i ) ≥ σ do
6: F k+1

i ← F k+1
i ∪ {T k+1

i }
7: end for
8: F(σ,D,�i)← F(σ,D,�i) ∪ {F k+1

i }
9: Induced Treeminer (D,σ, F k+1

i ,F(σ,D,�i)) {recursive call}
10: end for

Algorithm 9 computes for each frequent k-tree (T ) all possible k + 1
candidate trees, by using the rightmost extension technique. That is,
all right siblings of the nodes (except the root node) on the rightmost
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Figure 2.3. The enumeration tree of the pattern displayed at the bottom left corner.

path in T are determined and the children of the rightmost leaf are
determined. Each possible extension of T is a candidate k + 1 tree.
Notice that, to derive the extensions it is not required that the entire
database is scanned. Instead, only a scan through the occurrence list of
T is needed. That is, since the occurrences of T consists of all mappings
from the nodes of T to the database, only the nodes in the database
that occur in the mapping need to be examined. To achieve this, the
implementation uses for each data tree in the database a list of pointers
to which the nodes of the pattern map. Additionally, memory usage
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reduction is obtained by storing only the occurrences of the rightmost
leaf of T , rather than the entire occurrence list of T . From these nodes
in the data tree all possible extensions on the rightmost path can be
determined.

Algorithm 9 extend
Input: T k

i , OCL(T k
i )

Output: a set of candidates trees
1: for all (tid(d), {Φ1

d(vk), . . . ,Φl
d(vk)}) ∈ OCL(T k

i ) do
2: for all Φ ∈ {Φ1

d(vk), . . . ,Φl
d(vk)} do

3: u← Φ(vk)
4: while depth(u) > 1 do
5: for all w such that w is a right sibling of u do
6: T ′ ← T k

i extended with w as rml
7: if T ′ ∈ Canset then
8: Update OCL(T ′) with (d, w)
9: else

10: Canset← Canset ∪ T ′

11: OCL(T ′)← (tid, {w})
12: end if
13: end for
14: u← Π(u)
15: end while
16: for all w such that w is a child of Φ(vk) do
17: T ′ ← T k

i extended with w as rml
18: if T ′ ∈ Canset then
19: Update OCL(T ′) with (d, w)
20: else
21: Canset← Canset ∪ T ′

22: OCL(T ′)← (tid, {w})
23: end if
24: end for
25: end for
26: end for
27: return Canset

Theorem 2.5. Algorithm 8 derives all elements in F(σ,D,�i) exactly
once.

Proof. Clearly, all frequent 1-patterns are generated exactly once.
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Suppose all frequent k-trees are derived. If a k + 1-tree T is frequent,
with VT = {v1, . . . , vk, vk+1} then according to Lemma 2.1 all its subtrees
needs to be frequent as well. In particular, the k-prefix T ′ is according
to Lemma 2.3 frequent. Obviously, vk+1 is the rightmost leaf of T .
Moreover, vk+1 is a right sibling of a node on the path from v1 to vk

(excluding v1), or vk+1 is a child of vk. Since Algorithm 9 extends T ′

with all possible nodes that occur on the rightmost path of the mapping
of T ′ in the data trees, T is derived at least once.

Suppose all frequent k-trees are generated at most once. Moreover,
suppose that T is obtained by extending a k-tree T ′ by attaching the
node vk+1 as rightmost leaf of T ′. Since the rightmost leaf of a tree is
uniquely defined, the only possibility to enumerate T is by extending T ′.
Hence all frequent patterns are generated at most once.

As in the case of mining embedded subtrees, in a worst case scenario
the number of frequent patterns is exponential with the number of nodes
in the forest. Hence, the complexity of Algorithm 8 and its derivatives
is O(2n).

2.2.5.3 Mining Bottom-up Subtrees

Unlike the cases of mining embedded and induced subtrees, the prob-
lem of deriving all bottom-up subtrees is not considered a challenging
one. This is because the number of bottom-up subtrees is limited by the
number of different labels in the database. Hence, a brute force approach
where the support of each subtree rooted at the nodes is determined, is
sufficient to derive all bottom-up subtrees.

To enumerate all bottom-up subtrees, we used a restricted version of
the enumeration method for induced subtrees. For the bottom-up min-
ing algorithm, we need to make a distinction between the case that a
pattern has infrequent extensions and the case that a pattern has no
extension. A (k − 1)-tree is expanded to a k-tree only by adding a new
node as the child node of the current rightmost leaf. In case there are
no more extensions possible, the algorithm proceeds by determining the
next sibling extension. Furthermore, the only candidate siblings are the
nodes that correspond to the node in the database that is next in pre-
order to the mapping of the current rightmost leaf of the pattern tree,
i.e. the right sibling of the node in the data tree. After a successful
sibling extension, the algorithm continues to perform child extensions.
The algorithm terminates successfully when the resulting pattern is fre-
quent and the next node to be extended would correspond with a sibling
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extension of the root node. The pseudocode is given in Algorithm 10.
The input parameters are: the tree structured database D, the mini-
mum support value σ, the set of frequent 1-patterns and the (initially
empty ) set of all frequent bottom-up subtrees. In case a pattern can
not be extended, a dummy node with label ε /∈ Σ is added to the pat-
tern. Depending on whether the algorithm performed a child or sibling
extension, the dummy node is added as child or sibling of the right most
node.

Algorithm 10 Bottom-up Treeminer
Input: D,σ,{T k

1 , . . . , T k
m},F(σ,D,�b)

Output: F(σ,D,�b)
1: for i← 1 to i = m do
2: Ck+1

i ← ∅
3: with vk, v1 ∈ VT k

i

4: if L(vk) = ε then
5: if Π(vk) 6= v1 then
6: Ck+1

i ← determine right sibling(Π(vk))
7: for all T k+1

i ∈ Ck+1
i such that supp(T k+1

i ) ≥ σ do
8: Bottom-up Treeminer (D,σ, {T k+1

i },F(σ,D,�b))
{recursive call}

9: end for
10: else
11: F(σ,D,�b)← F(σ,D,�b) ∪ T k

i
12: end if
13: else
14: Ck+1

i ← determine first child(vk)
15: for all T k+1

i ∈ Ck+1
i such that supp(T k+1

i ) ≥ σ do
16: Bottom-up Treeminer (D,σ, {T k+1

i },F(σ,D,�b)) {recursive
call}

17: end for
18: end if
19: end for

Theorem 2.6. Algorithm 10 derives all elements in F(σ,D,�b) exactly
once.

Proof. Clearly, Algorithm 10 performs for every frequent node a preorder
traversal. This preorder traversal starts from the respective frequent
nodes in the database, such that in case there is a frequent bottom-
up tree, the whole subtree rooted at this node is enumerated. Hence,
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all possible frequent bottom-up subtrees are enumerated. Obviously,
because the preorder traversal is uniquely defined all frequent bottom-
up subtrees are enumerated at most once.

For a tree with n nodes, in the worst case a preorder traversal is
started for each node. The maximum number of nodes that the preorder
traversal visits is equal to n. Hence, the complexity of Algorithm 10 is
bounded by O(n2) with n the number of nodes in the database.

2.2.6 Mining Unordered Trees
In this section we briefly review the problem of mining unordered

trees. In this thesis the primary focus is on mining ordered subtrees and,
therefore we only provide a general overview of the mining algorithms
for unordered trees. We will further not use or extend the algorithms to
mine unordered subtrees.

The key problem of mining unordered trees, is that there can be mul-
tiple representations of the same tree. Hence, from a computational
perspective it is inefficient to generate the same pattern multiple times.
In order to overcome this problem the general approach to mine un-
ordered trees, is to select one of the ordered trees as the canonical form
of the unordered tree. A frequent k-pattern tree is only extended to a
k + 1-pattern tree in canonical form. In case the induced or bottom-up
tree inclusion relation is used, a straightforward extension of the respec-
tive mining algorithms for ordered trees can be used. The extension
consists of determining a canonical form and inspecting if the performed
extension results in a tree in canonical form. In the work conducted
by [Chi et al., 2004a], different canonical forms are considered and a
combined depth-first/bread-first mining algorithm is proposed. The in-
duced ordered tree mining algorithm (Algorithm 8) is extended in the
work by [Asai et al., 2003; Nijssen and Kok, 2003]. Both algorithms ex-
tend the rightmost expansion technique and provide an algorithm that
determines in constant time whether or not an extension is in canonical
form.

Mining embedded unordered trees results in more difficulties, since
determining whether an unordered tree is an embedded subtree is an
NP-complete [Kilpeläinen, 1992] problem. The work described in [Zaki,
2005] presents a mining algorithm that is an extension of Algorithm 7.
The method uses a canonical form and, similar to the ordered case, trees
in canonical form are extended. However, to ensure that all patterns are
enumerated and because of the high computational cost of determining
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only canonical extensions, non-canonical extensions are allowed. This
might result in duplicate patterns in the answer set.

2.2.7 Mining Closed and Maximal Frequent Trees

Also for tree structured data, mining algorithms have been developed
that compute a condensed representation of the frequent patterns. In
this section we describe the CMTreeMiner algorithm, developed by [Chi
et al., 2004b; Chi et al., 2005b]. These algorithms were developed to
mine closed/maximal induced trees, both ordered and unordered. Later
on in this thesis, we extend the version of the algorithm to mine ordered
closed induced trees.

We need the following definitions, that are similar to Definitions 2.2
and 2.3 for frequent itemsets.

Definition 2.16. Maximal Frequent Tree.
Given a tree structured database D, a tree inclusion relation � and a

minimum support value σ. A tree T is a maximal frequent tree over D
if:

supp(T,D) ≥ σ

∀T ′ : T ≺ T ′ ⇒ supp(T ′, D) < σ.

Definition 2.17. Closed Frequent Tree.
Given a tree structured database D, a tree inclusion relation � and a

minimum support value σ. A tree T is a closed frequent tree over D if:

supp(T,D) ≥ σ

∀T ′ : T ≺ T ′ ⇒ supp(T ′, D) < supp(T,D).

The algorithm uses the candidate generation method as previously
described for the induced mining algorithm (Algorithm 9). However,
additional pruning of non-closed trees is possibly achieved. This is based
upon the following observation: If for every mapping of a pattern tree
T to the data trees, an extension of T (say T ′) exists such that the
additional node is not on the rightmost path of T , then T can be pruned.
This is because T ′ has the same support as T and hence T is not closed.
Moreover, no pattern that can be derived from T using the rightmost
extension technique can ever lead to a closed tree. This is because the
occurrence list of trees extended from T are a subset of the occurrence list
of T . Since the occurrence list of T is a proper subset of the occurrence
list of T ′, for every extension of T (say T ′′) there is an extension of
T ′ that is a supertree of T ′′ with equal support. For a more formal
description, we need the following definitions:
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Definition 2.18. BT : Blanket of a Frequent Tree.
For a frequent k-tree T with VT = {v1, . . . , vk} we define the blanket of

T , BT as the set of frequent k+1-supertrees of T . A pattern tree T ′ ∈ BT

consists of the nodes {v1, . . . , vk} of T . Furthermore, an additional node
vk+1 6∈ VT is part of VT ′. Moreover, T ′ \ T = {vk+1}.

For a frequent pattern tree T1 and one of its immediate supertrees
T2 ∈ BT1 , the additional node in T2 \ T1 can be at different positions.
We say that T2 is located in the right-blanket of T1, i.e. T2 ∈ Bright

T1
,

if T2 can be obtained from T1 by adding the additional node of T2, i.e.
v ∈ {T2\T1}, to T1 using the rightmost expansion technique. Otherwise,
T2 is located in the left-blanket of T1, i.e. T2 ∈ Bleft

T1
.

Definition 2.19. Transaction Matched.
Given a pattern tree T1 and a pattern tree T2, T1 and T2 are transac-

tion matched in a database D, denoted as T1 ' T2, if:⋃
{tid|(tid, {Φ1 . . .Φl}) ∈ occ(T1)} =

⋃
{tid|(tid, {Φ1 . . .Φl}) ∈ occ(T2)}.

Intuitively, two pattern trees are transaction matched if they occur in
exactly the same data trees.

Lemma 2.7. T is closed ⇔6 ∃T ′ : T ≺ T ′ ∧ T ′ ' T

Proof. Because of Definition 2.19 it holds that T ′ ' T ⇒ supp(T ) =
supp(T ′).

A more stringent notion is that of occurrences matched. Informally,
two pattern trees are occurrence matches if the mappings of the nodes
they have in common are identical for all data trees in the database.

Definition 2.20. Occurrence Matched.
Given pattern trees T1 and T2 with T2 6� T1 then T1 is occurrence

matched with T2 in a database D if:

∃T3 : T1 � T3 ∧ T2 � T3 ∧ occ(T1, D) ∪ occ(T2, D) = occ(T3, D).

If T1 and T2 are occurrence matched, we write T1
.= T2.

Our definitions are more general then strictly needed for the closed
treeminer. In the definition given in [Chi et al., 2004b], occurrence
matched and transaction matched were defined between a pattern tree
T1 and a pattern tree T2 ∈ BT1 . If T1 is occurrence matched with T2

then every mapping of T1 can be extended with a single node such that
it is equal to the mapping of T2. In our more general definition, T1 can
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be extended with a finite number of nodes such that it is a supertree of
T2. The more general definitions is required for the algorithms described
in Chapter 5. Notice that T1

.= T2 ⇒ T1 ' T2 holds.

Algorithm 11 Induced Closed Treeminer
Input: D,σ,{T k

1 , . . . , T k
m},F(σ,D,�i)

Output: all frequent closed induced subtrees
1: for i← 1 to i = m do
2: Ck+1

i ← ∅
3: Ck+1

i ← extend(T k
i , OCL(T k

i ))
4: for all T k+1

i ∈ Ck+1
i such that supp(T k+1

i ) ≥ σ do
5: if ∀Tk+2 ∈ Bleft

T k+1
i

∧ T k+1
i 6 .= Tk+2 then

6: if ∀Tk+2 ∈ BT k+1
i
∧ T k+1

i 6' Tk+2 then

7: F(σ,D,�)← F(σ,D,�) ∪ T k+1
i

8: end if
9: Induced Closed Treeminer (D,σ, T k+1

i ,F(σ,D,�)) {recursive
call}

10: else
11: delete (T k+1

i )
12: end if
13: end for
14: end for

The pseudocode of the induced closed tree mining algorithm is given
in Algorithm 11. The input parameters are a tree structured database
D, the minimum support value σ, the set of frequent one patterns and
the initially empty set of closed frequent trees. The transaction based
pruning (line 6) ensures that only closed trees are added to the output
(Lemma 2.7). Additional pruning of non-closed trees is obtained by
applying left blanket occurrence matched pruning (Lemma 2.8) at line
5. To derive only the maximal frequent subtrees, only trees are added
to the output that have an empty blanket. Clearly, this post processing
approach to compute all maximal frequent trees has no computational
advantage over the closed treemining algorithm. As in Algorithm 8,
occurrence lists are used for extending a pattern and determining the
support of a pattern. However, because for every frequent pattern the
blanket needs to be constructed, it is not sufficient to store only the
mappings from the rightmost node of the pattern tree. This is because
two siblings in the data tree can have the same label, in which case it can
not be reconstructed to which node in the data tree the (single) node of
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the pattern tree maps. Instead of using the different mappings from all
nodes in the pattern tree (as is needed in case embedded subtrees are
concerned) it is sufficient to store only the mappings from the leaf nodes
of the pattern tree. Since the parent of a node is uniquely defined, the
complete tree in the database can be reconstructed from the mapping of
the leaf nodes. As a result, for a pattern tree with k nodes, in a worst
case scenario we need to store the mappings from (k − 1) nodes; in a
best case scenario we only need to store the mappings of 1 node.

Lemma 2.8. T ′ ∈ Bleft
T ∧T

.= T ′ ⇒ T nor any extension of T obtained
by Algorithm 9 is closed.

Proof. Because of Definition 2.20 supp(T ) = supp(T ′) and because T �i

T ′, T is not closed. Suppose, T ′′ is obtained by extending T one or
more times according to Algorithm 9. Moreover, suppose T \ T ′′ =
{vl, . . . , vm}. Because T ′ can not be obtained from T by using Algo-
rithm 9, T ′ \ T 6⊆ {vl, . . . , vm}. Moreover, because T

.= T ′ holds, every
mapping of T into the database can be extended with the node v ∈ T ′\T .
Hence, for every mapping of T ′′ in the database, T ′′ can be extended
with v resulting in a tree T ′′′. Moreover, supp(T ′′′) = supp(T ′′) and
T ′′ �i T ′′′. As a result, T ′′ is not closed.

Theorem 2.9. Algorithm 11 derives all frequent closed induced subtrees
exactly once.

Proof. Algorithm 11 is an extension of Algorithm 8, with additional left
blanket pruning. Because of Theorem 2.5 and of Lemma 2.8 all fre-
quent induced closed subtrees are generated by Algorithm 11. Because
of Lemma 2.7 only frequent induced closed subtrees are derived. More-
over, according to Theorem 2.5 each frequent induced closed subtree is
derived at most once.

To mine unordered closed/maximal trees, the unordered induced tree
mining algorithm is used. In this case, the concepts of right and left
blanket also apply to the unordered tree in canonical form, so does the
pruning based upon occurrence and transaction matches.

2.3 Mining Graph Structured Data
In this section we briefly discuss the problem of mining graph struc-

tured data. The description given here is only for completeness, and
later on no graph mining algorithms will be used or discussed.



42 STUDIES IN FREQUENT TREE MINING

2.3.1 Introduction
One of the most general structures in mathematics are graphs. Graph

structured data occur in domains such as molecular science [Borgelt and
Berthold, 2002; Kramer et al., 2001; Dehaspe et al., 1998], social net-
works [Han and Kamber, 2006], web mining etc. Also, trees are con-
strained graphs, and itemsets can be easily modeled in terms of graphs.
Hence, one can argue that when efficient algorithms for graphs have been
developed, we do not need to consider specialized (or special purpose)
mining algorithms for a whole range of data. However, when applying
graph-miners to tree structured data, relevant information in the dataset
such as ancestor/descendant and/or sibling relations are disregarded.
Moreover, the problem of finding all frequently occurring subgraphs in
graph structured data, leads to severe computational problems:

The problem of deciding whether two graphs are isomorphic is not
known to be in either NP or P.

The subgraph isomorphism problem is known to be NP-Complete.

In order to overcome these problems several special purpose min-
ing algorithms are developed for classes of graphs for which efficient
subgraph and graph isomorphism algorithms exist, e.g. outer planer
graphs [Horváth et al., 2006], directed acyclic graphs [Termier et al.,
2007], undirected acyclic graphs (free trees) [Chi et al., 2003; Rückert
and Kramer, 2004] and paths in graphs [Nijssen and Kok, 2004]. An-
other commonly used approach is to perform a heuristic search instead
of a complete search, Subdue [Cook and Holder, 1994] is a well known
algorithm of this type of graph miners.

In this section, we will first give definitions and thereafter review some
graph mining algorithms that perform a complete search.

2.3.2 Definitions
In order to derive all frequent subgraphs from a graph structured

database, we first need the notion of when a graph is a subgraph of
another graph. Recall from definitions in Section 2.2.2 that all graphs
are assumed to be node labeled graphs.

Definition 2.21. Subgraph
Given two graphs G1 and G2, G1 is a subgraph of G2, denoted by

G1 �G G2, if there exists an injective mapping Φ of VG1 into VG2 satis-
fying the following conditions for all v1, v2 ∈ VG1:

L(v1) = L(Φ(v1))

if(v1, v2) ∈ EG1then(Φ(v1),Φ(v2)) ∈ EG2 .
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As in case of unordered trees, we need a notion of when two graphs
are isomorphic.

Definition 2.22. Graph Isomorphism
Given two graphs G1 and G2, G1 and G2 are isomorphic, denoted by

G1 ≡ G2, if there exists a bijective mapping Φ of VG1 into VG2 satisfying
the following conditions for all v1, v2 ∈ VG1:

L(v1) = L(Φ(v1))

(v1, v2) ∈ EG1 ⇔ (Φ(v1),Φ(v2)) ∈ EG2 .

Clearly, from the previous definitions it follows directly that:

G1 ≡ G2 ⇔ G1 �G G2 ∧G2 �G G1.

2.3.3 Frequent Graph Mining
Given a database D = {d1, . . . , dn} of graph structured data, in which

each record has an unique id (tid). The occurrence list of a graph G in
the database D is defined as:
occ(G, D) =⋃

d∈D

{(tid(d), {Φ1
d(v1), . . . ,Φ1

d(vk)}, . . . , {Φl
d(v1), . . . ,Φl

d(vk)})|G �G d}

In which Φ1
d, . . . Φ

l
d are the l different matching functions from G into d

and where {v1, . . . , vk} are the k different nodes of G. As with frequent
tree mining, different definitions of support are possible. However, we
will only use the transaction based support:

supp(G, D) = |occ(G, D)|.
And the frequency of a graph G in the database D is defined as:

fr(G, D) =
supp(G, D)
|D|

.

Definition 2.23. Frequent Graph.
Given a graph structured database D and minimum support threshold

σ. The set of frequent graphs over D is defined as:

F(σ,D) =
⋃
{G|supp(G, D) ≥ σ}.

Problem 2.3. Frequent Graph Mining.
Given a graph structured database D, and a minimum support thresh-

old σ, compute:
F(σ,D).
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Some minor variations on this problem are also in use. First, there is
the notion of node and edge labeled graphs. However, these graphs can
be transformed to node labeled graphs [Kuramochi and Karypis, 2001].
Second, there is a difference between connected and disconnected sub-
graphs. In this section we only discuss connected subgraphs, although
most mining algorithms can be extended such that also unconnected
subgraphs are derived.

2.3.4 Graph Mining Algorithms

The general approach to derive all frequent subgraphs, is to define
a canonical form over graphs and then extend a frequent k-graph to a
frequent k+1-graph in canonical form. The main difference between the
different graph miners lies in the canonical form they use and whether
the search space is traversed in a breadth-first search or in a depth-first
search. The AGM graph mining algorithm [Inokuchi et al., 2000] uses a
canonical form over adjacency matrices that represent the graphs. Two
frequent k-graphs are joined if in lexicographical order the canonical
form of the first graph is less than the canonical form of the second
graph. Moreover, the two graphs need to be identical except for the kth
row and the kth column. The support of the resulting k + 1-graph is
determined only if all of its k-subgraphs are known to be frequent. The
support is determined by scanning the database (in canonical form). The
AGM algorithm performs a level wise search. The FSG algorithm [Ku-
ramochi and Karypis, 2001] extends the AGM algorithm by using an
occurrence list (with only the tid) to efficiently determine the support.
Furthermore, some optimizations in the canonical form and the joining
of two graphs are applied. In the depth-first graph mining algorithm
gSpan [Yan and Han, 2002], a depth-first tree is constructed from a
graph. The depth-first tree consists of both forward edges and backward
edges, the lexicographical lowest depth-first tree is used as the canoni-
cal form of the graph. A candidate k + 1 graph is constructed from a
frequent k-graph by adding a new node only on the rightmost path, in
the canonical depth-first tree of the frequent k-graph. Furthermore, the
candidate k + 1-graph must be in canonical form. The support of the
candidate graph is determined by using the occurrence list approach.
Another algorithm that uses a depth-first search is the GASTON [Ni-
jssen and Kok, 2004] graph miner. GASTON exploit the assumption
that most patterns derived from graph data are free trees. The idea
is to first enumerate simple structures, i.e. structures for which polyno-
mial time algorithms for isomorphism and substructure isomorphism are
known. Thereafter these structures are extended to cyclic graphs. The
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algorithm starts by—in a depth-first manner—first enumerating paths.
When no more frequent path extensions are found these structures are
extended to free trees. Finally, when no more frequent extensions for free
trees are found, these are extended to frequent cyclic graphs. For each
of the structures considered a canonical form is defined, which can be
extended to a canonical form for a different structure in consideration.
To determine the support, occurrence lists are used.

As in the case of frequent itemset mining and frequent tree mining,
also for graph structured data, mining algorithms have been developed
to derive closed frequent subgraphs only. CloseGraph [Yan and Han,
2003] is an extension of gSpan, such that only frequent closed subgraphs
are derived. The algorithm uses notions of occurrence matched and
transaction matched similar to those defined for trees in definitions 2.19
and 2.20). The additional pruning performed by CloseGraph, is con-
ducted for a graph G1 if G1 is occurrence matched with G2 and G2 is
not in canonical form.

2.4 Summary and Further Reading
In this chapter we reviewed a number of frequent pattern mining al-

gorithms. Several concepts developed for frequent itemset mining were
extended to different structures. For example, the Apriori pruning prin-
ciple used for frequent itemset mining applies to trees and graphs as
well. Methods to enumerate all patterns had some similarities too, even
though they were far more complex for trees and in turn far more com-
plex for graphs. Although, not everything generalizes easily to more
complex structures, for example there is very little work done on con-
straints for tree structured frequent patterns. Other concepts such as
closed and maximal patterns are generalized to trees and graphs al-
though the algorithms become more complicated.

The overview given in this chapter is incomplete. Not all different
types of structures were considered, and even one of the most actively
used type of structures (sequences) is not described. But also not all
methods to mine a certain type of structure, or variations of it, were
described. However, the necessary methods and structures that will be
used in the rest of this thesis have been covered.

Recent trends in frequent itemset mining include the development of
privacy preserving data mining [Agrawal and Srikant, 2000] and algo-
rithms to summarize or describe the data with small set of patterns. See
for example, [Mielikäinen, 2005; Siebes et al., 2006; Heikinheimo et al.,
2007; Knobbe and Ho, 2006; Xin et al., 2007]. A broader overview of
frequent pattern mining is given in [Han and Kamber, 2006]. Finally, a
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detailed overview of tree and graph mining algorithms is given in [Ni-
jssen, 2006].



Chapter 3

MINING FREQUENT ATTRIBUTE TREES

Besides structural information such as nodes and edges, tree struc-
tured data also often contains attributes that represent properties of
nodes. Current algorithms for finding frequent patterns in structured
data do not take these attributes into account and hence, potentially
useful information is neglected. In this Chapter we consider the prob-
lem of frequent pattern discovery in tree structured data with attributes.
We argue that only a subclass of all possible patterns is potentially in-
teresting. Moreover, we describe FAT-miner, an algorithm to derive
only the potentially interesting patterns from tree structured data with
attributes. We present a theoretical and experimental comparison of
the complexity of FAT-miner and a straightforward manner to include
attributes into the mining process. To illustrate the applicability of FAT-
miner, we use it to explore the properties of good and bad loans in a
well-known multi-relational financial database. Moreover, we construct
a classification model that uses frequent attribute trees to classify tree
structured data that contains attributes. The resulting classifier is eval-
uated on an XML dataset. This Chapter is based on earlier published
work in [Knijf, 2007b; Knijf, 2007a].

3.1 Introduction
Without doubt the most commonly used tree structured datasets

are XML data, but many multi-relational datasets have a star-shaped
or snowflake structure too; OLAP-databases are well known examples.
When the data mining task consists of deriving all frequent patterns
from a multi-relational database, it can be a computational advantage
to use more specialized frequent pattern mining algorithms than the
more general multi-relational data mining algorithms. However, current
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tree mining algorithms either neglect the existence of attribute values or
treat them as regular nodes. When attributes are neglected, potentially
useful information is disregarded in XML data. Moreover, these mining
algorithms are not suited to mine multi-relational databases. We show
that, even when the attributes are handled as regular nodes in a tree,
the computational complexity of the tree mining algorithms explodes.
Moreover, we argue that only a small subset of the derived patterns is
potentially useful. An experimental investigation of the last claim is
postponed till Chapter 4.

In this Chapter we describe FAT-miner, an algorithm designed to mine
ordered trees with attributes associated to the nodes. FAT-miner disre-
gards the apriori uninteresting patterns in an early stage in the mining
process. In this Chapter we focus on ordered embedded and induced
subtrees. In Section 3.5 we stipulate how FAT-miner can be extended to
mine unordered attribute trees, and we discuss the problem of including
attribute value-pairs in the bottom-up subtree mining algorithm. This is
done because the observation made in this Chapter regarding the explo-
sion in the number of beforehand uninteresting patterns is not valid in
case the bottom-up tree inclusion relation is used. Moreover, as stated
in Section 2.2.5.3 the problem of deriving all bottom-up subtrees is not
considered a challenging one.

In this thesis we assume that the attributes describe properties of
the nodes, i.e. we assume that they refine the node label. Clearly, this
observation holds in a database. For example, consider the financial
database described in Section 3.4.1. From the database scheme, one can
derive that each account can have multiple transactions and that each
transaction is performed on one account. The attributes contained in
these tables state what sort of account it is and what kind of transaction
is performed. For XML data, the situation is different. One can not
generally state that attributes in XML data place restrictions on the
node labels. Whether or not attributes places restrictions on the nodes
in XML data depends on how the XML data is created.

In the multi-relational data mining field, different type of algorithms
are available to include attribute values into the mining process. The
paper by Ng et al. [Ng et al., 2002] describes an algorithm to mine as-
sociation rules from star-shaped databases. While this algorithm is lim-
ited to database schemes that are star-shaped, Safarii [Knobbe, 2004a]
and Warmr [Dehaspe and Raedt, 1997] are both able to mine graph-
structured data. However, Safarii uses a heuristic search to mine multi-
relational databases, in contrast to the complete search done by FAT-
miner. Like FAT-miner Warmr also performs a complete search, but
Warmr faces a high computational complexity due to equivalence check-
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ing under θ-subsumption. In addition, FAT-miner has the following
properties:

The ability to find embedded patterns: our algorithm is able to mine
for bottom-up, induced and embedded subtrees. Using the embedded
subtree relation makes a direct link between different parts of the
pattern unnecessary; an ancestor/descendant relation is sufficient.
This in contrast to multi-relational data mining algorithms.

Exclusive pattern matching: whenever two parts of a pattern are
present, it is assumed that these two parts are distinct. In multi-
relational mining, on the contrary, multiple parts of the pattern can
be mapped on the same part of the data. That is, as opposed to
FAT-miner, multi-relational data mining algorithms can not differ-
entiate between the following two example patterns: a node labeled
‘account’ that has two children labeled ‘disposition’ of type ‘user’
and a node labeled ‘account’ that has one child ‘disposition’ of type
‘user’. However, multi-relational data mining algorithms can achieve
this “exclusive pattern matching” with aggregate functions.

3.1.1 Preliminaries
In order to extend rooted ordered trees to attribute trees we have to

extend definition 2.7. To model the attributes associated to nodes, we
introduce a set of attribute-value pairs, denoted by At = {A1 . . . , An},
where Ai = (ai, v) is an attribute value-pair with ai the attribute name
and v an arbitrary value from the finite domain of ai. We further as-
sume that some (arbitrary) ordering has been specified on attribute-
value pairs. For an ordered tree T , to each node v in VT , a non-empty
subset of At is assigned; we call this set the attributes of v. More for-
mally:

Definition 3.1. Labeled Rooted Ordered Attribute Tree
Given a set of attribute-value pairs, At = {A1, . . . , An}. A labeled

rooted ordered attribute tree (attribute tree) T = {V,E, Σ, L, vr,≤,M}
is an ordered tree T , where for each v ∈ VT , M assigns a non-empty
subset of At to v, i.e.

M : VT → P(At) \ {∅}.

To derive all frequent attribute trees, we also need to extend the tree
inclusion relations given in Definitions 2.10 and 2.11, with the following
criterion:

∀v ∈ VT2 : M(v) ⊆M(Φ(v)) ∧M(v) 6= ∅.
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This states that a mapping from the nodes of a pattern tree onto
the nodes of a data tree T1 should preserve a non-empty subset of the
attribute sets.

3.1.2 Motivation

We have defined an attribute tree to be a labeled rooted ordered tree,
with a non-empty attribute set assigned to each node. The motivation
behind this “at least one attribute per node” constraint is twofold:

1) Informativeness: When considering tree structured data con-
taining attributes, a pattern that has some attributes attached to each
node is more informative than its counterpart without attributes, that
is, the attributes attached to the nodes reveal additional information
about this node. In fact, the “at least one attribute” constraint can be
viewed as insisting on more specialized patterns. Consequently, from
a frequent pattern attribute tree we can also derive all combinations
of this frequent pattern without attributes. However, the exact support
value of the non-attribute tree derived from the attribute tree is lost. As
an example of non-informative patterns without attributes, consider the
multi-relational dataset described in Section 3.4.1. From the database
scheme we apriori know that every loan has an account, therefore it
is uninteresting to ‘discover’ this type of patterns. However, allowing
nodes without attributes would result in a large number of this type of
patterns. In semi-structured data we usually do not know beforehand
if a node occurs in the tree. Although in such cases nodes without at-
tributes are not entirely uninformative, they are still less informative
than their counterparts with attributes. For example, when considering
the Wikipedia XML dataset as described in Section 3.4.1, almost ev-
ery XML document contains a couple of nodes of type Wikipedia link;
for finding discriminating patterns this information is not very helpful.
However, attributes assigned to this node describe to which document
the link points, and hence finding patterns with the attributes associated
to the collection link nodes results in very discriminative patterns. In
Chapter 4 we will empirically investigate this claim.

2) Complexity: As theoretically argued in Section 3.2 and experi-
mentally shown in Section 3.4.2, mining frequent tree patterns without
the constraint is infeasible from a computational point of view, even for
small datasets.

Although it make no senses to use FAT-miner for tree structured data
without attributes, the advantages stated above also apply when some
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of the nodes contain attributes and others do not; a typical example is
XML data. When mining semi-structured data with FAT-miner, a pre-
processing step is needed to transform these data trees into attribute
data trees. Practically, when the data is loaded a special (dummy) at-
tribute is assigned to the nodes in the data trees without any attributes,
in drawings we use the ε symbol to denote this special attribute.

3.2 The Naive Approach
A straightforward approach to mine trees that contain attributes is

to create a new node for every attribute-value pair of a node v and add
these newly created nodes as child nodes of v. Since there is an ordering
among the attribute-value pairs, these newly created nodes can be added
according to that order and by convention all these nodes get an order-
ing before (or after) the original children of v. We will henceforth refer
to this approach as the naive approach. Figure 3.1 shows the different
approaches to handle attributes into the mining process. For example,
d1 is an attribute data tree and T1 is an induced attribute subtree of d1,
because a non-empty subset of the attribute-value pairs has been pre-
served. The data tree with label dnaive1, is the naive representation of
d1. Moreover, T2 is an induced subtree of dnaive1. When the dummy at-
tributes in a attribute tree are disregarded, every subtree of an attribute
tree is also a subtree according to the naive approach.

The advantage of the naive encoding is that one needs to only slightly
modify the existing ordered tree mining algorithms discussed in Sec-
tion 2.2.5 to be able to mine attribute trees. The disadvantage is how-
ever that the algorithms may return trees containing nodes without any
attributes; as we have argued in Section 3.1.2 such trees are unlikely
to be interesting. A possible solution is to post-prune the output such
that all non-attribute trees (that is, trees having empty attribute sets)
are thrown away. A drawback of the naive approach with post-pruning
is that the algorithm spends effort in computing trees that will later
be removed. The question arises how many trees the naive algorithm
would produce that turn out not to be attribute trees. To answer this
question we compute both a lower and an upper-bound for the number
of non-attribute induced subtrees the naive approach could generate.

To compute the upper-bound, we give an analysis of the worst case
scenario of the naive mining algorithm. Suppose we have a tree T with
n nodes, and m attribute-value pairs assigned to each node. For our
analysis we require T to have the maximal number of induced subtrees
possible. This is the case when we have a root with n − 1 children at-
tached to it. Then the number of trees reported with the naive approach
can be derived as follows:
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Figure 3.1. A data tree that contains attributes (d1), a data tree with attributes
transformed to the naive approach (dnaive1). An attribute subtree (T1) and a naive
subtree (T2).

1 The number of trees of size one is n and since each tree has 2m dif-
ferent attribute sets, there are n× 2m different trees of size one.

2 The number of trees of size two equals
(

n− 1
1

)
= n− 1, that is, if

we pick the root node we still have to choose one node out of n− 1.
Since there are 2m attribute sets for each node in the tree, there are(

n− 1
1

)
× (2m)2 different trees of size two.

Generalizing this we get:



Mining Frequent Attribute Trees 53

N (naive) = n2m +
n−1∑
k=1

(
n− 1

k

)
(2m)(k+1) . (2.1)

The number of induced attribute subtrees N (ideal) can be derived in
the same way as the number of trees produced by the naive approach.
However, because a node without attributes is not considered a valid
attribute tree, the number of different attribute sets for a node is 2m−1.
Hence, N (ideal) equals:

N (ideal)=

c︷ ︸︸ ︷
n2m − n +

n−1∑
k=1

(
n− 1

k

)
(2m − 1)(k+1)

[x:=2m−1] = c− x + x

n−1∑
k=0

(
n− 1

k

)
(x)k 1(n−1)−k

= c− x + x (x + 1)(n−1)

[2m−1:=x] = n2m − n︸ ︷︷ ︸
c

+2mn − 2m(n−1) − 2m + 1. (2.2)

If we subtract equation 2.2 from equation 2.1, we get the number of
induced non-attribute subtrees the naive approach produces in the worst
case. We observe that:

N (naive)−N (ideal)� 2m(n−1).

That is, in equation 2.1 only consider the summand with k = n − 1.
Then the result stated above follows immediately.

To determine the lower-bound, we give an analysis of the (non-trivial)
best case scenario of the naive mining algorithm. Suppose T is a tree
with n nodes and to each node one attribute-value pair is assigned. For
the induced subtree relation, the best possible case is achieved when all
nodes of T are on a single path in T . Suppose T has a frequent pattern
of size k > 0, then the number of trees reported with the naive approach
is at least:

M(naive) =
k−1∑
i=0

(k − i)2(i+1). (2.3)

While the number of induced attribute subtrees equals:

M(ideal) =
k−1∑
i=0

(k − i). (2.4)
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Hence, if we subtract equation 2.4 from equation 2.3 we get the total
number of induced non-attribute subtrees the naive algorithm produces.
As a result,

M(naive)−M(ideal) ≥ 2k − 1.

Combining the lower and upper-bound previously determined, the
number of induced attribute subtrees #(ideal) compared with the num-
bers of trees generated by the induced naive algorithm #(naive) is
bounded by the following formula:

Lemma 3.1.

(2k − 1) + #(ideal) ≤ #(naive) ≤ 2m(n−1) + #(ideal)

where k denotes the size of the largest frequent attribute subtree,
m denotes the number of attribute-value pairs of each node and n the
number of nodes in the data tree.

We omit the worst and best case scenarios for the naive embedded
tree mining algorithm, but the analysis can be done similarly to the
analysis for induced subtrees. Since every embedded subtree is also an
induced subtree, the upper-bound is also a least upper-bound of the
naive embedded tree mining algorithm. Likewise, the lower-bound for
the non-trivial case is also the least lower-bound for the non-trivial case
of the naive embedded tree mining algorithm. In fact they both are of
the same order of magnitude.

Our conclusion from this analysis is as follows. Although, as the anal-
ysis shows, the complexity of the naive approach and the ideal approach
only differs by an additive term, this term increases at least exponentially
with the size of the largest frequent attribute subtree. Furthermore, as
the experiments in Section 3.4.2 show this difference is of considerable
practical importance. Hence it is worthwhile to develop a mining algo-
rithm that directly computes the desired trees, rather than to generate
trees with empty attribute sets that have to be post-pruned, as the naive
approach does.

3.3 FAT-Miner
In the previous Section we have argued that the naive approach is

quite wasteful because we may potentially have to throw away a lot of
patterns. In this Section we present an algorithm that only produces
frequent trees with non-empty attribute sets associated to each node.
The main idea for the ideal attribute tree mining algorithm is to split
the mining process in a global mining stage and a local one. Loosely
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speaking the global mining part consists of a slightly modified rooted tree
mining algorithm as described in Section 2.2.5. The local mining must
be done for every node of the subtrees. It boils down to the computation
of frequent attribute sets from all the attributes to which the node of
the subtree is mapped in the database. In this setting, the local mining
algorithm is slightly different from the work done on frequent itemset
mining, as discussed in Section 2.1. This difference is due to the fact that
the node labels can occur multiple times in a tree, and because instead
of itemsets, sets of attribute-value pairs are considered. However, the
required adjustments to the frequent itemset mining algorithm in order
to handle these cases are straightforward. The local and global mining
methods have to be combined: the idea is that whenever a candidate tree
T is generated, the local mining algorithm determines the first frequent
attribute set of the rightmost leaf of T (vk), say X = {Ai, . . . , Aj}. If
there is none, that is when X = ∅, then T must be pruned. Otherwise all
supertrees of T are computed, where the attributes of vk equal X. When
there are no more frequent extensions of T left, the next frequent itemset
of vk is computed and this frequent pattern is then further extended.
For both the global and local mining a depth-first search through the
enumeration lattice is used.

Consider a candidate (k + 1)-tree T ′, that is generated from the fre-
quent k-tree T . The local mining for node vk+1 then consists of deter-
mining all frequent attribute sets of the following transactions:

(tid = id(di), {M(Φk
di

(vk+1)), . . . ,M(Φl
di

(vk+1))})
...

(tid = id(dj), {M(Φk
dj

(vk+1)), . . . ,M(Φm
dj

(vk+1))})

where Φk
di

(vk+1), . . . ,Φl
di

(vk+1) are the (l − k) different mappings from
the rightmost node of the pattern tree into the data tree di.

So each d ∈ D for which both T � d and T can be extended in d
with a node vk+1 according to Algorithm 7 or 8—hence ignoring the
attributes of node vk+1 for the moment—is considered as a transaction
in the local mining setting. Since there can be multiple mappings from
the right most node to a data tree, each transaction can contain multiple
attribute sets. In this setting the support of an attribute set X is the
number of transactions in which X occurs, where X is said to occur in
a transaction (tid, {Y1, . . . , Yl}), with Yi ⊆ P(At) \ {∅} for 1 ≤ i ≤ l,
if X is a subset of at least one of the attribute sets in the transaction;
i.e. ∃Yi : Yi ∈ {Y1, . . . , Yl} ∧ X ⊆ Yi ∧ X 6= ∅. Since the local mining
is interleaved with the global mining, we don’t compute all frequent
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attribute sets at once when we start the local mining for the rightmost
node of the candidate (k + 1)-tree. The reason for this is that even
though computing all the frequent attribute sets at once leads to the
generation of fewer candidates, it is expensive in memory usage. The
local mining algorithm gets as input a frequent attribute set (which can
possibly be empty), computes the next one, and returns all nodes in the
transaction database that cover the newly computed attribute set.

Algorithm 12 LocMine
Input: occ(T ′), σ, X

1: X ← next frequent attribute set given X and σ
2: for all (tid(d), {Φ1, . . . ,Φl}) ∈ occ(T ′) do
3: for all different mappings Φj

d do
4: if X ⊆M(Φj

d(vk+1)) then
5: temp← Nocc ∪ {Φl

d}
6: end if
7: end for
8: if temp 6= ∅ then
9: Nocc← Nocc ∪ {tid(d), temp}

10: end if
11: end for
12: return (X, Nocc)

In Algorithm 12 the pseudocode for the local mining algorithm is
given. In the pseudocode the occurrence list of a pattern is used, however
the modification needed to handle scope lists is minimal and straightfor-
ward. The current frequent attribute set, the minimum support value
σ, and the occurrence list of the candidate k + 1 tree are given as input
parameters. Note that the occurrence list only cover those data trees,
whose attribute set of the rightmost node contains the attribute set X.
In the pseudocode (lines 2–9), this computation of the occurrences that
match the frequent attribute set is done naively; this is mainly done
for clarity and simplicity. In the implementation it is integrated with
the statement in line 1. To determine the next frequent attribute set,
Algorithm 2 can easily be adapted to perform this task.

The global mining algorithm for the embedded and induced subtree
relation, described in respectively Algorithm 13 and Algorithm 14 gets as
input the tree structured database D and the minimum support thresh-
old σ. We further assume that all frequent trees (without any attributes)
of size one are given as input. These patterns can easily be derived from
a single scan of the database. Moreover, the set of all frequent attribute
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trees is initially empty. For the candidate generation the attributes are
ignored, line 11 and 9 respectively for Algorithm 13 and Algorithm 14.
For each candidate pattern the local mining algorithm is called, line 3
and 17 for Algorithm 13 and line 4 and 13 for Algorithm 14 . If there
is a frequent attribute set, it is assigned to the right-most node of the
current tree, and the result is added to the solution. This is done in line
5 and 7 in Algorithm 13 and in line 6 and 8 in Algorithm 14. Moreover,
the scope/occurrence list is updated and this tree (line 6 of Algorithm 13
and line 7 of Algorithm 14), with the updated scope/occurrence list, is
further extended. If there is no frequent attribute set, the current tree
is pruned.

Algorithm 13 E-FAT-Miner
Input: D,σ,{T k

1 , . . . , T k
m},F(σ,D,�e)

Output: F(σ,D,�e)
1: for i← 1 to i = m do
2: A← ∅
3: (A,Nscope)← LocMine (scopelist(T k

i ), σ, A)
4: while A 6= ∅ do
5: M(vk)← A
6: scope(T k)← Nscope
7: F(σ,D,�e)← F(σ,D,�e) ∪ {T k}
8: F k+1

i ← ∅
9: for j ← 1 to j = m do

10: Ck+1
i,j ← ∅

11: Ck+1
i,j ← ⊗(T k

i , T k
j )

12: for all T k+1
i,j ∈ Ck+1

i,j such that supp(T k+1
i,j ) ≥ σ do

13: F k+1
i ← F k+1

i ∪ {T k+1
i,j }

14: end for
15: E-FAT-Miner (D,σ, F k+1

i F(σ,D,�e)) {recursive call}
16: end for
17: (A,Nocc)← LocMine (scopelist(T k+1

i ), σ, A)
18: end while
19: end for

Theorem 3.2. Algorithm 13 derives all frequent embedded attribute sub-
trees exactly once.

Proof. For each frequent 1-pattern, Algorithm 12 computes all frequent
attribute-value pairs, and the occurrences of the frequent 1-attribute
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Algorithm 14 I-FAT-Miner
Input: D,σ, {T k

1 , . . . , T k
m},F(σ,D,�i)

Output: F(σ,D,�i)
1: for i← 1 to i = m do
2: Ck+1

i ← ∅
3: A← ∅
4: (A,Nocc)← LocMine (occ(T k

i ), σ, A)
5: while A 6= ∅ do
6: M(vk)← A
7: occ(T k

i )← Nocc
8: F(σ,D,�i)← F(σ,D,�i) ∪ {T k

i }
9: Ck+1

i ← extend(T k
i )

10: for all T k+1
i ∈ Ck+1

i do
11: I-FAT-Miner (D,σ, {T k+1

i },F(σ,D,�i)) {recursive call}
12: end for
13: (A,Nocc)← LocMine (occ(T k+1

i ), σ, A)
14: end while
15: end for

tree. Moreover, Algorithm 13 assigns to every frequent 1-pattern all
possible frequent attribute-value pairs and the updated scope lists ex-
actly once. Hence, all frequent attribute trees of size one are derived
exactly once. Suppose all frequent attribute trees of size k are derived
exactly once. According to Theorem 2.4 all frequent k + 1-patterns are
derived exactly once. For each frequent k + 1-pattern Algorithm 12
computes all attribute-value pairs, and the occurrences of the frequent
k+1-attribute tree. Moreover, Algorithm 13 assigns all possible frequent
attribute-value pairs exactly once to the rightmost node of a pattern and
assigns the updated scopelist to the frequent k+1-attribute tree. Hence,
Algorithm 13 derives all frequent embedded attribute subtrees exactly
once.

Theorem 3.3. Algorithm 14 derives all frequent induced attribute sub-
trees exactly once.

Proof. With the usage of Theorem 2.5, identical to the proof of Theo-
rem 3.2.

The computational complexity of Algorithm 13 and Algorithm 14 is
O(2nm), with n the number of nodes in the database and m the maximal
number of attribute-value pairs that is assigned to one node.
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3.4 Experimental Results
In this Section we describe the experiments and their results con-

ducted with the FAT-miner algorithm. The goal of the experiments is
twofold: first to show the applicability of FAT-miner, and second to
compare the runtime behavior of FAT-miner and the naive approach.
To demonstrate the applicability of FAT-miner, we analyzed a multi-
relational financial dataset and found interesting discriminating pat-
terns. We describe these findings in Section 3.4.3. Moreover, we used
FAT-miner to derive discriminating patterns from an XML dataset in
order to use these patterns to build a classifier. This classifier is used
and analyzed in Section 3.4.4. The runtime experiments are described
in Section 3.4.2. These experiments support our theoretical observations
made in Section 3.2. First, we describe the datasets used and the data
cleaning done to conduct the experiments.

3.4.1 Datasets

3.4.1.1 Multi-Relational Financial Database

We applied FAT-miner to a financial multi-relational database, pro-
vided for the PKDD1999 and PKDD2000 discovery challenge [Berka,
2000]. The database contains data from a Czech bank, and describes
the operations of 5369 clients holding 4500 accounts. The data is dis-
tributed over eight tables, which are shown together with the database
scheme in Figure 3.2. This dataset will be used in two experiments, one
to describe properties of good and bad loans, and one to perform run-
time experiments. Although not all data cleaning performed was strictly
necessarily for the runtime experiments, we used the version suited for
the loan analysis to perform the runtime experiments.

The clients with a granted loan are divided into two subgroups: the
first with a good loan status; the second with a bad loan status. A good
loan is defined as one where the contract is finished and the loan plus
the interest charged has been paid back or the contract is still running
and there are no payment problems so far. A loan is defined as bad if
the contract is finished and the loan plus the interest charged has not
been paid back or the contract is still running and the client is in debt.

The database was restricted to the part relevant for the loan anal-
ysis (this was done by Krogel [Berka, 2000]): all accounts, clients and
transactions that have no associated loans were removed. Furthermore,
all transactions that occurred after a loan was granted were removed.
After the data selection, we aggregated the transaction relation. This
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Figure 3.2. The database scheme of the multi-relational financial database.

was done because of the huge number of transactions and because it is
questionable whether many individual transaction-patterns lead to in-
teresting results. The aggregation was done as follows: for each client
the number of transactions was counted and divided by the time period
(in days) in which these transactions took place. Furthermore, for ev-
ery nominal attribute (like mode of transaction, type of transaction and
characterization of the transaction) the values were counted per client
and divided by the time period. These extra attributes were added to
the dataset. Finally for the numeric attributes, the average values over
the time period were computed per client.

The resulting dataset consists of 682 records in the relations loan,
transaction and account, 827 records in the relation clients and dis-
position, 36 records in the relation credit card and 1513 records in the
relation permanent orders. The demograph table was not modified. The
next step was to discretize numeric attributes, this was done with the
ProSaffarii [Knobbe, 2004b] pre-processing toolkit. For each relation
the numeric attributes of this relation are divided into five consecu-
tively numbered intervals containing approximately the same number of
records. Each attribute is then changed into a nominal attribute where
the value equals the number of the interval.

Finally the database was transformed to a rooted ordered attribute
tree. Strictly speaking the financial database structure is not a tree:
there is a cycle connecting the tables account, demograph, disposition
and client. However, because demograph is a static background table,
this cycle can be removed without loss of information. Further we need
to choose a root node and define an order among the siblings. Because
the primary interest of the analysis is to describe properties of good
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Figure 3.3. The tree corresponding to the database scheme in Figure 3.2. Bold lines
indicate that there can be multiple occurrences of that node; the dotted line indicates
that the node labeled ‘CC’ can occur zero or more times. Note that the node labels
are abbreviations of the table names.

and bad loans, the loan table is chosen as the root of the tree. The
order among the siblings is chosen arbitrarily, because for the analysis
the particular order used is irrelevant. The resulting tree is shown in
Figure 3.3.

3.4.1.2 Wikipedia Dataset
The Wikipedia XML dataset [Denoyer and Gallinari, 2006] was pro-

vided for the document mining track at INEX 2006 [Denoyer and Galli-
nari, 2007]. The collection consists of 150, 094 XML documents with 60
different class labels. The collection was constructed by converting web
pages from the Wikipedia project to XML documents. The class labels
correspond to the Wikipedia portal categories of the web pages. For the
document mining track a subset of the total Wikipedia collection was
selected such that each document belonged to exactly one class. The
average size of a tree in the collection is 161.35. In our experiments
we only used the structure and the attributes of the XML documents.
The distribution of the documents over the different classes is shown in
Figure 3.4. A subset of the Wikipedia collection is used for runtime ex-
periments, and the whole collection is used to classify XML documents.
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Figure 3.4. Distribution of the XML documents over the different classes for the
Wikipedia collection; the classes are sorted according to the number of trees they
contain.

3.4.2 Runtime Experiments

In this subsection, both the runtime and the number of frequent trees
generated by FAT-miner and the naive approach are experimentally com-
pared. All algorithms were implemented in C++ and evaluated on a
2.8GHz PC with 500 MB of RAM. The comparison was done on the
two previously described datasets, but without the class labels. From
the Wikipedia dataset a random sample of approximately one sixth of
the original collection was taken. A sample was taken such that both
algorithms that use the induced subtree relation were able to run this
dataset on a desktop computer with 500MB of main memory. Besides
the memory constraint, the runtime for the naive algorithm already took
quite some time, which should have been worse for a larger collection.
Unfortunately, we were not able to conduct the runtime experiments on
the Wikipedia dataset for the algorithms that use the embedded subtree
relation. As mentioned in Section 2.2.5.1, the size of the scopelist can
be exponential with the size of the data tree. As a result, we could run
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neither FAT-miner nor the the naive approach on a server having 8GB
of main memory available.
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Figure 3.5. The running time (top) and the number of frequent trees reported (bot-
tom), for FAT-miner (dotted/dashed line) and the naive approach (solid line). These
experiments were conducted on the Wikipedia XML dataset with the induced subtree
relation. Note the log scale on the y-axis.
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Figure 3.6. The running time (top) and the number of frequent trees reported (bot-
tom), for FAT-miner (dotted/dashed line) and the naive approach (solid line). These
experiments were conducted on the financial multi-relational dataset with the induced
subtree relation. Note the log scale on the y-axis.
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Figure 3.7. The running time (top) and the number of frequent trees reported (bot-
tom), for FAT-miner (dotted/dashed line) and the naive approach (solid line). These
experiments were conducted on the financial multi-relational dataset with the embed-
ded subtree relation. Note the log scale on the y-axis.
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The XML sample consists of 25, 127 trees and 8, 310 distinct node la-
bels; of these nodes 389 contained attributes. When the data was loaded
into FAT-miner, each node in the database that had no attribute was
assigned a dummy attribute. The average number of nodes in the trees
equals 161, with each attribute counted as a single node, the average
size of the trees went up to 242. Both FAT-miner and the naive ap-
proach were run with several minimum support values; the runtime and
the number of frequent trees for the different support values are shown
in Figure 3.5. Due to the long execution time of the naive algorithm
at the lowest minimum support level, this run was terminated after two
weeks. Remarkable is that the difference between FAT-miner and the
naive approach for both the execution time and the number of frequent
trees with high support is relatively small, but is increasing drastically
at the lowest levels of support. This is likely to be caused by the fact
that only a relatively small part of the data contained attributes, and
hence the speedup of FAT-miner is only based on this small part. How-
ever, with lower minimum support the attributes that become frequent
are dominating both the runtime and the number of frequent trees, and
hence FAT-miner achieves a better reduction in the number of frequent
trees and consequently a better speedup.

The financial multi-relational dataset consist of 682 trees and 9 dis-
tinct node labels, each of these nodes contained attributes. The average
number of nodes in the trees equals 9, with each attribute counted as
a single node, the average size of the trees went up to 65. Comparing
the statistics of the financial and the XML dataset, reveals that the fi-
nancial dataset is small, but has a large number of attributes per tree
in the database. Also in these experiments, both FAT-miner and the
naive approach were run with several minimum support values and with
the two different subtree relations. The amount of main memory used
for both FAT-miner and the naive approach was 8MB for the runs with
the induced subtree relation and 31MB for the runs with the embedded
subtree relation. The results are shown in Figure 3.6 for the induced
subtree relation and in Figure 3.7 for the embedded subtrees. Note that
for the latter, the run of the naive algorithm with the lowest minimum
support was terminated after more than two weeks of execution time.
Both the number of additional trees and the additional runtime of the
naive approach over FAT-miner is large for the higher support values and
increase drastically as the minimum support value drops. However, the
difference is a slowly increasing factor for the higher minimum support
values, and increases drastically for the lower minimum support values.

To conclude, the experimental results show that when mining frequent
attribute trees, FAT-miner reduces the runtime drastically in comparison
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with a straightforward approach. Even for the relatively small financial
dataset the execution time is reduced from more than eleven days to
less than fifteen minutes. This conclusion is in accordance with the
theoretical comparison in Section 3.2.

3.4.3 Interesting rules in a financial database
In order to give characteristics of clients with good and bad loans

respectively, the goal is to find patterns that have a high support in
one class and a low support in the other class. This type of pattern
is generally referred to as a discriminating pattern or an emerging pat-
tern [Dong and Li, 1999]. The question arises how high the support
in one class must be and how low in the other class, in order to be a
discriminating pattern ?

3.4.3.1 Discriminating Patterns
First, we require that a discriminating pattern is frequent within its

class. Consider a dataset D = {d1, . . . , dm} consisting of m records,
where each record belongs to exactly one class and the class label is
assigned from the set of class labels C = {c1, . . . , ck}. With Dci we
denote the set of records in the database that has class label ci, likewise
with Dci the set of records in the database is denoted that has a class
label different from ci. The occurrences of a pattern tree T within a
class are then represented as:
occ(T |ci, D) =⋃
d∈Dci

{(tid(d), {Φ1
d(v1), . . . ,Φ1

d(vk)}, . . . , {Φl
d(v1), . . . ,Φl

d(vk)})|T � d}.

The support of T within class ci is defined as:

supp(T |ci, D) = |occ(T |ci, D)|.

Likewise, the frequency of T within a class ci is:

fr(T |ci, D) =
supp(T |ci, D)
|Dci |

.

Given a user defined minimum support threshold, a pattern tree T is
frequent in a class ci if:

supp(T |ci, D) ≥ σ.

Suppose a tree structured database consists of ten data trees, of which
five belong to class c0 and five to class c1. Moreover, assume that a
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pattern tree T is a subtree of each data tree in the database. Clearly,
for every possible minimum support value, T is frequent both in c0 and
in c1. However, T is not considered a discriminating pattern. That is,
knowing that T is the case does not lead to a higher or lower probability
that class c0 or c1 also holds.

We use two criteria to measure whether a pattern is a discriminating
one. The first measure is by what factor observing a pattern changes
the class probability, compared to the class prior probability, i.e.

P (class|T )/P (class)

also known as the lift of a rule T → class. Expressed in terms of support
of a pattern, we get the following formula:

Lift(T |class) =
supp(T |ci, D)
supp(T,Dci)

× Dci

Dci

.

Another measure used is given that a pattern occurs, what is the prob-
ability of a given class, i.e. the conditional probability P (class|T ). This
is also known as the confidence of a rule T → class. Expressed in terms
of support of a pattern, we get the following formula:

Con(T |class) =
supp(T |ci, D)
supp(T,Dci)

.

In order to derive all frequent discriminating patterns, we first have to
derive all frequent patterns within the different classes and select from
these patterns the ones that are discriminating.

3.4.3.2 Example Patterns
Given the classes of bad and good loans, we selected from the fre-

quent patterns within a class those with a lift value greater than one.
We conducted two experiments on the dataset. In the first experiment
the subtree inclusion relation in FAT-miner was set to induced subtrees,
in the second run we used the embedded subtree relation. In both ex-
periments the minimum relative-support for both good and bad loans
was set to 5%. The database proportion of good versus bad loans in
the database is 606 vs. 76, hence 11.1% of the records in the database
describe bad loans.

Some examples of discovered patterns for the induced subtree relation
are shown in Figure 3.8 and in Figure 3.9, for the class of good and
the class of bad loans respectively. In these figures, FG stands for the
relative support of the pattern within the class of good loans; FB for
the relative support within the class of bad loans. Moreover, the rule
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1 FG 21.45 %, FB 3.95%, LIFT(T → G)=1.10
Loan where monthly payments is in range (304–2051) while the over-
all range = (304–9910)
Account where frequency of issuance statements=‘monthly’
Permanent Order where characterization of the payment =‘loan
payment’.

2 FG 19.97%, FB 0% , LIFT(T → G)=1.13
Account where frequency of issuance statements=‘monthly’
Permanent Order where characterization of the payment =‘loan
payment’
Disposition where type of disposition=‘owner’
Disposition where type of disposition=‘user’.

3 FG 28.22%, FB 3.95% , LIFT(T → G)=1.11
Account where frequency of issuance statements=‘monthly’
Permanent Order where characterization of the payment =‘house-
hold payment’
Permanent Order where characterization of the payment =‘loan
payment’
Transaction where the average number of transactions a day of type
= ‘credit’ is in range (0.081–0.098), while the overall range = (0.022–
0.157)
Disposition where type =‘owner’.

Figure 3.8. Example patterns returned by FAT-miner for the class of good loans.
The minimum relative-support was set to 5% and the induced subtree relation was
used.

derived and the lift of the derived rule are given. The patterns with a
high relative support within the class of good loans (Figure 3.8), have
a relatively low lift. This is mainly because the prior probability of the
class of good loans equals 0.89. As a consequence of the prior probability,
the patterns with a high relative support within the class of bad loans
have a relatively high lift value. A crucial (and obvious) characteristic
for accounts with a bad loan status is the number of transactions of
type ‘interest credited’. Clients, which have a bad loan status tend to
have more of these type of transactions. Rules 1 and 3 in Figure 3.9
are examples patterns with this property. The example pattern 3 is a
refinement of the derived pattern 1; the additional conditions results in
a much higher lift value.
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1 FB 39.47%, FG 16%, LIFT(T → B)=2.12
Accountwhere frequency of issuance statements=‘monthly’
Permanent Order where characterization of the payment =‘loan
payment’
Transaction where the average number of transactions a day with
characterization =‘ interest credited’ is in range (0.033–0.1), while
the overall range = (0–0.1)
Disposition where type of disposition=‘owner’.

2 FB 18.42%, FG 4.78%, LIFT(T → B)=2.92
Account where frequency of issuance statements=‘monthly’
Permanent Order where characterization of the payment =‘loan
payment’ & debited amount is in range (6630–14882), while the
overall range = (2–14882)
Transaction where the average number of transactions a day of
type = ‘credit’ is in range (0.081–0.098), while the overall range =
(0.022–0.157)
Disposition where type of disposition=‘owner’
Client where sex =‘female’ .

3 FB 13.16% ,FG 1.48%, LIFT(T → B)=4.72
Account where frequency of issuance statements=‘monthly’
Permanent Order where characterization of the payment =‘loan
payment’
Transaction where the average number of transactions a day with
characterization =‘ interest credited’ is in range (0.033–0.1), while
the overall range = (0–0.1)
Disposition where type of disposition=‘owner’
Client where sex =‘Male’
District where number of municipalities with inhabitants 2000–9999
is in range (0–3), while the overall range = (0–20).

Figure 3.9. Example patterns returned by FAT-miner for the class of bad loans. The
minimum relative-support for the class was set to 5% and the induced subtree relation
was used.

For the embedded subtree relation some example-results are shown
in Figure 3.10 and Figure 3.11, for the class of good and bad loans
respectively. Note that we show here examples of patterns that are
embedded trees only. As in the case of the induced patterns, here also
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1 FG 31.19%, FB 5.26% , LIFT(T → G)=1.11
Account where frequency of issuance statements=‘monthly’
Permanent Order where characterization of the payment =‘house-
hold payment’
Transaction where the average number of transactions a day of type
= ‘credit’ is in range (0.081–0.098), while the overall range = (0.022–
0.157)
Client where sex =‘Male’.

2 FG 22%, FB 3.95% , LIFT(T → G)=1.10
Loan where the amount that is monthly payed is in range (304–2051),
while the overall range = (304–9910)
Permanent Order where characterization of the payment =‘loan
payment’
Transaction where the average number of transactions a day of type
=‘credit’ is in range (0.033–0.1), while the overall range = (0–0.1)
Disposition where type of disposition=‘owner’.

3 FG 19.14%, FB 2.63% , LIFT(T → G)=1.11
Loan where the amount of money borrowed is in range (4980–52788),
while the overall range = (4980–590820)
Permanent Order where characterization of the payment =‘loan
payment’
Transaction where the average number of transactions a day of type
=‘credit’ is in range (0.033–0.1), while the overall range = (0–0.1)
Disposition where type of disposition=‘owner’.

Figure 3.10. Example patterns returned by FAT-miner for the class of good loans.
The minimum relative-support was set to 5% and the embedded subtree relation was
used.

the lift of the rules varies a lot between the two classes. A typical
type of pattern found is best illustrated with an example. Consider
patterns 2 and 3 from Figure 3.10 and pattern 2 from Figure 3.11; these
patterns start with the node labeled ‘loan’ followed by children of the
node ‘account’. In these cases the pattern describes subgroups that have
the same values for the attributes of loan, and for the children of the
account node but, that may not have a common value for one of the
attributes of the intermediate relation account.
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1 FB 25%,FG 6.76%, LIFT(T → B)=3.41
Account where frequency of issuance statements=‘monthly’
Permanent Order where characterization of the payment =‘loan
payment’
Transaction where the average number of transactions a day with
characterization =‘ interest credited’ is in range (0.033–0.1), while
the overall range = (0–0.1)
Disposition where type of disposition=‘owner’
District where the number of municipalities with inhabitants > 1000
= 2, with the overall range = (0–5).

2 FB 19.74%,FG 8.74%, LIFT(T → B)=1.98
Loan where duration of the loan =‘24 months’
Permanent Order where characterization of the payment =‘loan
payment’
Transaction where the average number of transactions a day of type
=‘credit’ is in range (0.033–0.1), while the overall range = (0–0.1) &
where the average number of transactions a day with type = ‘with-
drawal’ is in range (0.075–0.101), while the overall range = (0–0.26)
Disposition where type of disposition=‘owner’.

3 FB 21.05%, FG 4.95%,LIFT(T → B)=3.12
Account where frequency of issuance statements=‘monthly’
Permanent Order where characterization of the payment =‘loan
payment’
Transaction where the average number of transactions a day with
characterization =‘ interest credited’ is in range (0.033–0.1), while
the overall range = (0–0.1)
Disposition where type of disposition=‘owner’
District where the number of committed crimes in 1995 are in range
(5179–85677), while the overall range = (818–85677) & the number
of committed crimes in 1996 are in range (4987–99107), while the
overall range = (888–99107).

Figure 3.11. Example patterns returned by FAT-miner for the class of bad loans.
The minimum relative-support was set to 5% and the embedded subtree relation was
used.
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3.4.4 FAT-CAT: Frequent Attribute Trees based
Classification

One of the most common data mining tasks is to predict the class
of objects based upon properties of these objects. In this Section we
describe experiments to classify the Wikipedia dataset, which was de-
scribed in Section 3.4.1.2. The experiments were performed in the set-
tings of the XML mining track [Denoyer and Gallinari, 2007], as part
of the initiative for the evaluation of XML retrieval. Because of this
setting, the approach was rather pragmatic. Moreover, the evaluation
measures used are more common in the field of information retrieval
than in the data mining community. Before we describe how the clas-
sifier was constructed, we first give an overview of the ways in which
frequent patterns are used in order to construct a classification model.

3.4.4.1 Using Frequent Patterns to build a Classifier

For a transactional database, where to each transaction a class label
is associated, Liu et al. [Liu et al., 1998] describe a classification model
based on discriminating frequent itemsets. These discriminating pat-
terns are ordered according to the discrimination measure used. If the
score of two itemsets is equal then they are further sorted according to
their support value and their size, respectively. The classification of a
transaction t works as follows: t is assigned to the class of the first pat-
tern (I) in the ordered pattern set where the itemset of t is a superset
of I. If none of the patterns is a subset of the itemset of t, the class
predicted for t is the default class; that is, the most frequent class in the
training set. A straightforward extension of this work is Xrules [Zaki
and Aggarwal, 2003], which instead of computing frequent discriminat-
ing itemsets, computes frequent discriminating trees. Although applied
to a different kind of data, the construction of the classification model
is identical.

Another approach to construct a classification model from frequent
patterns, is described in the work of [Deshpande et al., 2003]. In this
work, suited to classify graph structured data, first all frequent discrim-
inating subgraphs are derived. A graph in the database is represented
by a vector of the same length as the number of discriminating pat-
terns, where the ith entry of the vector is equal to the number of times
the i-the subgraphs occurs in the graph. These vectors are used as fea-
tures in support vector machines [Vapnik, 1998]. This approach is also
used in [Bringmann and Zimmermann, 2005], aimed at classifying tree
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structured data. In this work the top k most discriminating patterns,
according to the measures information gain or χ2 are mined. The dis-
criminating patterns are used as binary features in the construction of
a decision tree. Later, this work was extended to sequences, free trees
and graphs [Bringmann et al., 2006].

All these methods have in common that first the discriminating pat-
terns are derived and from these patterns the classifier is constructed.
An often encountered problem in constructing classification models from
discriminating patterns is that the number of patterns to consider can
be extremely large. To restrict the number of patterns to be consid-
ered several options are available: the minimum support threshold can
be raised, the discriminating measure used can be set more restrictive,
or one can simply take the k most discriminating patterns. However,
these parameter setting might influence the classification score consid-
erably, depending on the dataset used. Another approach to reduce the
number of discriminating patterns is to prune redundant discriminating
patterns. That is, whenever a pattern T ′ is a refinement of a pattern T
and the discriminating score of T ′ is lower than or equal to the discrim-
inating score of T , then T ′ is redundant. These redundant patterns can
be removed without harming the classification result. This redundancy
pruning is performed by all methods discussed.

3.4.4.2 Experimental Setup

To compute the frequent discriminating patterns we have to choose a
minimum support value. Because of the large size and the density of the
Wikipedia dataset, this must be done very precisely: when it is set too
high, only patterns that are already ‘common knowledge’ will be found.
On the other hand, if it is set too low we have to examine a massive
number of patterns to check if they are useful for the classification task.
Moreover, when dealing with multiple classes in frequent pattern mining,
the question arises whether a single support value is appropriate for
all different parts of the database. That is, given two parts Dci and
Dcj , it may be the case that the structural similarity in one part is
much higher then the structural similarity in the other part. Hence, in
the part with the higher structural similarity a higher support value is
preferred. Therefore we have chosen to use k different minimum support
values; one for each class label. To determine an appropriate minimum
support value for each class, we started with a high support value and
lowered it gradually until a sufficient number of high quality patterns was
produced: there should be at least ten different frequent discriminating
patterns T with a confidence score greater than 0.6. When this procedure
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Predicted Positive Predicted Negative

Positive Examples TP FN
Negative Example FP TN

Table 3.1. Confusion matrix for a two class classification problem.

for finding proper minimum support values was applied to the training
set, for 54 out of 60 classes we found a sufficient number of high quality
frequent patterns; these 54 classes roughly contained about 99% of all
XML documents in the dataset.

The next step is to determine when a frequent pattern is discriminat-
ing. The “high quality” patterns previously derived cover only 51% of
the trees in the training set. To resolve this problem we used as discrim-
inating measure the lift of a pattern, i.e. when a pattern had a lift value
greater than 1 it was regarded as a discriminating pattern. As a result,
the frequent discriminating patterns on the training set covered 99% of
the data trees in the training set.

The resulting discriminating patterns are used as binary features in
a standard classification algorithm. Each feature indicates the presence
or absence of a discriminating pattern in a record. We used decision
trees to learn a classification model, more specifically the implementation
provided by Borgelt [Borgelt, 1998]. This implementation uses a top
down divide and conquer technique to build the decision tree, similar to
C4.5 [Quinlan, 1993]. At each node in the decision tree, an attribute
is selected—in a greedy manner—that best discriminates between the
classes. As selection criterion, information gain was used. Additionally,
after construction of the decision tree we used confidence level pruning
to avoid overfitting. The parameter used for confidence level pruning
was set to 50%.

3.4.4.3 Results
For the document mining track, the Wikipedia dataset was divided

in a train and test set. Both sets contain 75, 047 XML documents.
A sample was taken such that the FAT-miner algorithm was able to
run this dataset on a desktop computer with 500MB of main memory.
Besides the memory constraint, the running time for FAT-miner with the
induced subtree relation already took quite some time (about a week).
The classifier was presented a dataset containing 4, 762 distinct binary
features of which 1966 were used in the resulting decision tree.

The document mining track evaluation measures are micro-average
F1 and macro-average F1. For a class k, the precision achieved for k is
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Micro-average F1 0.479802
Macro-average F1 0.527043

Table 3.2. Micro-average F1 and Macro-average F1 classification results on the test
set.

the number of documents from class k that are assigned to k divided by
the total number of documents assigned to the class. Recall is defined as
the number of documents from class k assigned to class k divided by the
total number of documents with class label k. In terms of the confusion
matrix shown in Table 3.1:

Precision =
TP

TP + FP
,

and
Recall =

TP

TP + FN
.

Furthermore, the F1 measure is the harmonic mean of precision and
recall:

F1 =
2× Precision× Recall

Precision + Recall
.

Notice that the F1 measure takes a value between zero and one, and is
undefined when both precision and recall is zero.

Macro-average F1 is the average F1 value over the k different classes.
Micro-average F1 is the weighted average F1 value over the k different
classes, where the average is weigthed by the number of documents a
class contains. Hence, the Micro-average F1 value is heavily influenced
by larger classes. More formally, given a database D with k classes, let
|Dci| denotes the number of documents in the test set with class label
ci. The Macro-average F1 is defined as:∑k

i=1 F1(ci)
k

.

Likewise, Micro-average F1 is defined as:∑k
i=1 F1(ci)× |Dci |

|D|
.

The results obtained on the test set are shown in Table 3.2. For
six classes we obtained a precision and recall of zero. Since the F1
measure is in these cases undefined, we used as F1 value of zero in order
to obtain the Macro and Micro-average results. Noticeable about the
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Figure 3.12. F1 scores per class. Classes are sorted according to their obtained score.

obtained results is that the Macro-average F1 score is higher than the
Micro-average F1 score. Closer investigations revealed that the classifier
achieved best results with classes of moderate size. This is likely because
we used the lift value as discriminating measure, which typically results
in higher values for patterns from smaller classes. The smallest classes in
the dataset contain too few documents however to derive any meaningful
frequent pattern.

In Figure 3.12 the F1 score achieved for the different classes is shown.
It is interesting to note the large difference in performance between
different classes. For example: the classifier for class 148035 (“Por-
tal:Art/Categories”) achieved an F1 score of 0.2853 where for class
2257163 (“Portal:Pornography/Categories”) an F1 score of 0.9345 was
achieved, while both classes are of moderate size. In order to accomplish
a higher performance for the first class, we experimented with lowering
the support value for this class. Unfortunately, the additional patterns
did not result in better performance. This suggests that in the current
framework, using only the structure of XML documents is insufficient
for classification for all classes. In Chapter 4 we will thoroughly com-
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pare the classification results for classifiers constructed with frequent
attribute trees, frequent trees without attribute, and frequent trees with
attributes according to the naive approach.

3.4.4.4 Conclusion and Discussion
In this Section we showed how frequent discriminating attribute trees

can be used to construct a classification model. Moreover, we applied it
to an XML dataset and analyzed the results. The main problem encoun-
tered when constructing the classifier for the Wikipedia dataset is the
enormous number of features that the algorithm produces. This large
number of features results in a longer time to construct the classification
model and in a higher risk of overfitting. Our solution for this problem
was to use the minimum support value to limit the number of features.
It would have be interesting to experiment with other methods to over-
come the problems associated with large numbers of features. First of all,
feature selection methods can reduce the number of features drastically.
Second, since not all classification models can handle large numbers of
features equally well, experimenting with different classification models,
such as support vector machines [Vapnik, 1998], is an interesting option.
Third, using a tree mining algorithm with a more restrictive tree inclu-
sion relation (e.g. bottom-up subtrees instead of induced subtrees) also
reduces the number of features.

3.5 Extensions

In this Section we discuss extensions to FAT-miner. We consider the
case of mining frequent closed attribute trees; mining frequent attribute
trees from a dataset of unordered trees; and deriving only the frequent
attribute trees according to the bottom-up subtree relation.

For the bottom-up subtree relation the naive approach is unlikely to
result in interesting patterns. The reason is that when attribute-value
pairs are added as child nodes of their corresponding nodes, a pattern
can only be frequent if the node and all of its children are frequent.
That is, the node must be frequent and all its attribute-value pairs need
to be frequent as well. This constraint appears to be to stringent for
practical applications. As a result, the number of naive bottom-up sub-
trees is far less than the number of attribute trees with the bottom-up
subtree relation, contrary to observations made in Section 3.2 for the
induced and embedded subtree relation. Furthermore, the computation
time required to derive all frequent attribute bottom-up subtrees is not
an issue. However, with Algorithm 10 as global mining algorithm and
with Algorithm 12 as the local mining algorithm, all frequent bottom-up
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attribute trees can easily be derived. Also in this case the global min-
ing algorithm generates a candidate tree of size k, and the local mining
algorithms computes the frequent attribute set for the rightmost node
of the candidate tree. When the resulting attribute tree is a bottom-up
subtree, it is added to the solution set. The pseudocode of FAT-miner
with the bottom-up subtree relation is given in Algorithm 15.

Theorem 3.4. Algorithm 15 derives all frequent bottom-up attribute
subtrees exactly once.

Proof. According to Theorem 2.6, all frequent bottom-up subtrees are
derived exactly once. Algorithm 12 computes for each frequent k-pattern
all frequent attribute-value pairs of the rightmost node. Moreover, Algo-
rithm 15 assigns all possible frequent attribute-value pairs exactly once
to the rightmost node of each frequent pattern. Hence, Algorithm 15
derives all frequent bottom-up attribute subtrees exactly once.

The computational complexity of Algorithm 15 is bounded byO(n22m),
with n the number of nodes in the database and m the maximal number
of attribute-value pairs that is assigned to a node.

Fat-miner can also be extended to mine unordered attribute trees.
As in the case for ordered trees, first the definition of unordered trees
(Definition 2.6) has to be extended in order to deal with attribute-value
pairs in unordered trees. In this case both the local mining algorithm
(Algorithm 12) and the global mining algorithm (Algorithm 14) can be
used. The only adjustment that needs to be made is in the extend state-
ment (line 3 in Algorithm 14), such that the candidate trees returned
are in canonical form.

Finally, the concept of mining frequent attribute trees can be extended
to mining frequent closed attribute trees as well. Clearly, the local min-
ing algorithm must now be adjusted such that only closed frequent at-
tribute sets are derived. The global mining algorithm must be extended,
such that occurrence and transaction based pruning (see Section 2.2.7)
can be conducted. Let T ′ be an attribute tree in the blanket of a fre-
quent attribute tree T , and T ′ \ T = vk. T can be pruned if T ′ ∈ BTleft

and there exists an attribute assignment to the nodes of T ′ such that
T �i T ′ and T

.= T ′. T is closed if ∀T ′ ∈ BTright
and for all possible at-

tribute assignments to the nodes of T ′, such that T � T ′, T 6' T ′ holds.
Notice that, in the worst case scenario all closed frequent attribute sets
of the node vk must be determined and checked whether the resulting
tree is occurrence/transaction matched with T . Moreover, for all nodes
in T ′ different from vk, all closed attribute sets that are a superset of
the current attribute set of this node must be determined and checked
whether the resulting attribute tree is occurrence/transaction matched
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Algorithm 15 B-FAT-Miner
Input: D,σ,{T k

1 , . . . , T k
m},F(σ,D,�b)

Output: F(σ,D,�b)
1: for i← 1 to i = m do
2: Ck+1

i ← ∅
3: with vk, v1 ∈ VT k

i

4: if L(vk) = ε then
5: if Π(vk) 6= v1 then
6: Ck+1

i ← determine right sibling(Π(vk))
7: for all T k+1

i ∈ Ck+1
i such that supp(T k+1

i ) ≥ σ do
8: A← ∅
9: (A,Nocc)← LocMine (occ(T k+1

i ), σ, A)
10: while A 6= ∅ do
11: M(vk+1)← A
12: occ(T k+1

i )← Nocc

13: B-FAT-Miner (D,σ, {T k+1
i },F(σ,D,�b)) {recursive

call}
14: end while
15: end for
16: else
17: F(σ,D,�b)← F(σ,D,�b) ∪ T k

i
18: end if
19: else
20: Ck+1

i ← determine first child(vk)
21: for all T k+1

i ∈ Ck+1
i such that supp(T k+1

i ) ≥ σ do
22: A← ∅
23: (A,Nocc)← LocMine (occ(T k+1

i ), σ, A)
24: while A 6= ∅ do
25: M(vk+1)← A
26: occ(T k+1

i )← Nocc

27: B-FAT-Miner (D,σ, {T k+1
i },F(σ,D,�b)) {recursive call}

28: end while
29: end for
30: end if
31: end for

with T . It is clear that the additional pruning techniques to compute
closed attribute trees result in a large computational overhead. There-
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fore it is questionable whether they result in a better runtime compared
to a post-processing approach.

3.6 Conclusion
In this Chapter we described FAT-miner, a frequent tree mining algo-

rithm that can be used to take attributes of tree structured data into ac-
count. As a result FAT-miner is able to mine multi-relational databases
with tree structured database schemes, as well as XML data. In Sec-
tion 3.1.2 we argued that the “at least one attribute per node constraint”
is useful, both from an informative and computational point of view. We
compared the complexity of FAT-miner for induced and embedded sub-
trees with a naive approach both theoretically as well as experimentally.
Both analysis revealed that the execution time is reduced drastically by
FAT-miner. Moreover, the usability of FAT-miner was shown on a well
known financial database. We also described how a classifier from fre-
quent discriminating attribute trees can be constructed, and we applied
it to a XML dataset.





Chapter 4

CHOOSING THE RIGHT TYPE OF PATTERNS

In this thesis we reviewed different mining algorithms to derive all
frequent subtrees from a collection of ordered trees. Moreover, we devel-
oped and described different approaches to incorporate attribute-value
pairs into the mining process. For these algorithms besides computa-
tional arguments only intuitive arguments are given to justify a certain
approach. In this chapter we experimentally compare the different min-
ing algorithms for ordered trees and the different approaches to mine tree
structured data that contain attributes on “usefulness” of the derived
patterns. As a criterion for usefulness we use a trade-off between com-
putational complexity and predictive performance. The experiments are
performed on two real datasets and two synthetic datasets. The results
show that significant improvement in both predictive performance and
computational efficiency can be gained by choosing the right tree mining
approach. This chapter is based on earlier published work in [Knijf and
Feelders, 2007; Knijf and Feelders, 2008].

4.1 Introduction
In Section 2.2.4 we gave an overview of different algorithms to mine

labeled ordered rooted trees. These algorithms share properties such
as enumeration strategies and pruning techniques. They differ how-
ever in the tree inclusion relation used. The question arises which of
these algorithms should be used. From a computational point of view,
the differences are clear and a thorough experimental comparison has
been conducted [Chi et al., 2005a]. However, which approach delivers
the “best” patterns? This question also arises for the two different ap-
proaches to mine tree structured data that contain attribute-value pairs
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as described in Chapter 3. Also in this case we investigated the com-
putational differences theoretically and experimentally. Moreover, we
gave an intuitive explanation why the FAT-miner approach results in
more informative patterns than the naive approach. However, can we
experimentally verify this claim ?

In this work we investigate the different approaches with respect to
“usefulness” of the derived patterns, in particular, the performance of
classifiers that use the derived patterns as features. In order to find a
good trade-off between expressiveness and runtime performance of the
different approaches, we also take the complexity of the different clas-
sifiers into account, as well as the runtime performance and memory
usage of the mining algorithms. In our view, these measures are of
equal importance when defining usefulness in terms of predictive perfor-
mance. That is, in order to gain predictive performance or to derive a
substantial smaller set of patterns that describe the difference, a com-
putationally more demanding algorithm might be justified. We have
chosen to measure the usability of derived patterns in terms of classifi-
cation performance. This makes sense because classification is one of the
most common data mining tasks. Still, other usability measures might
be of interest. In particular the method to select a set of frequent pat-
terns that best describes the database (in terms of minimum description
length) as proposed in [?] is an interesting perspective to compare the
usability of the different approaches. Another approach commonly used
in the field of information retrieval (IR), is to evaluate the effectiveness
of a retrieval system by letting users judge the relevance of the retrieved
documents given a query.

Although comparing different approaches in terms of usefulness and
runtime is crucial to evaluate algorithms, little work has been done on
this topic in the area of structured data mining. In [Bringmann et al.,
2006] a comparison between structures (sets, multisets ,sequences, free
trees, and graphs) is performed. This is achieved by mining for the k
most discriminating patterns according to the correlation measure χ2.
These discriminating patterns are used as binary features in several stan-
dard classification algorithms, such as decision trees and support vector
machines. The main difference with our work is that the comparison
is performed between different structures, and not between different in-
clusion relations. Moreover, since there are far more subgraphs than
subsequences of a given graph, it is questionable whether constructing
a classifier by selecting the k most discriminating patterns results in a
good comparison between the different structures.

In this thesis, we use the different approaches as non-overlapping
methods, i.e. either one or the other approach is used. The work con-
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ducted by Tan et al. [Tan et al., 2006] takes a different point of view.
They developed a tree mining algorithm where the level of embedding
is a user specified constraint. As such, their algorithm is able to mine
both induced only subtrees and embedded subtrees, depending on the
user specified maximum distance between ancestors and descendants.
Although it is an interesting approach to give the user more control
over the level of embedding, this philosophy is not extendible to the
other approaches discussed. Moreover, it can be very hard for a user to
determine the right level of embedding.

4.2 Research Question
We consider the three different tree inclusion relations for ordered

trees: embedded subtrees (Definition 2.10), induced subtrees (Defini-
tion 2.11), and bottom-up subtrees (Definition 2.12). Moreover, for the
dataset that contains attributes we distinguish three different ways to
handle attributes in the mining algorithms:

The attributes are considered irrelevant and are ignored in the mining
process.

No distinction is made between attributes and nodes; attribute-value
pairs are added as child nodes of the node to which they are associ-
ated.

Attributes are modeled as properties of nodes. If a node has at-
tributes associated to it in the database, then this node can only
occur in a frequent pattern if the combination of the node with at
least one of its attribute-value pairs is frequent.

In the remainder of this work, we will refer to these three approaches
as NOATR, NAIVE and ATR respectively. Recall from Section 3.5 that
the NAIVE approach with the bottom up subtree inclusion relation is
not considered a useful one.

The first question we consider is whether the predictive performance
of a classifier constructed from the patterns is better when attributes
are included in the mining process.

In Section 3.1.2 we claimed that the NAIVE approach produces lots
of uninformative patterns. In particular, if a node has attributes associ-
ated to it in the database, a frequent pattern in which this node occurs
without attributes is uninteresting. Furthermore, every pattern from
either the NOAT or the ATR approach is also a pattern of the NAIVE
approach. As such, one can expect that the predictive performance
achieved by the NAIVE approach is as least as good as the predictive
performance of the other two approaches. So the second question is
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whether or not the patterns excluded by the “at least one attribute per
node” constraint are valuable in terms of predictive performance.

The third question is, what is the added value of using a more com-
plex tree inclusion relation? Every pattern derived with the induced tree
inclusion relation is also part of the patterns derived with the embedded
tree inclusion relation. As such, in the ideal case the difference in per-
formance between the induced and the embedded approach is caused by
the patterns that are embedded patterns only. This same observation
holds for patterns which are derived with the bottom-up tree inclusion
relation: these patterns are also induced and embedded patterns. In this
case too, the question arises what is the added value of the induced and
the embedded subtree relation over the bottom-up approach ? Summa-
rizing, the questions are what effect it has on the different performance
measures whether we:

1 Include attribute-value pairs or not.

2 When including attribute-value pairs; use the NAIVE or the ATR
approach.

3 Use the embedded, induced or the bottom-up tree inclusion relation.

4.3 Experiments
In this section we describe the experiments that we performed to

answer the research questions stated in Section 4.2. To compare the dif-
ferent approaches, we constructed a classifier for each approach used on
the different datasets. This was done by first deriving all discriminating
patterns (described in Section 3.4.3.1), where a pattern was considered
discriminating if its confidence value was greater than 0.5. To reduce
the number of discriminating patterns, redundancy pruning was per-
formed (described in Section 3.4.4.1). The resulting patterns were then
used as binary features in the decision tree implementation provided
by Borgelt [Borgelt, 1998]. Note that in the experiments performed we
used a single support value for the different classes. The reason for this
is that the goal of the experiments is not to construct the best possible
classifier but to compare the different tree mining approaches by means
of predictive performance.

4.3.1 Evaluation Measures
For the four datasets considered, all minimum support thresholds

used and each mining algorithm, we computed the following measures:

Runtime in seconds: the time needed to compute all frequent trees.
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# of trees: the number of frequent trees.

# of features: the number of non-redundant discriminating patterns.

# of nodes in the decision tree: the number of nodes in the decision
tree; this is used as a measure for the complexity of the classification
model.

Accuracy: the accuracy obtained on the test set.

AUC : area under the ROC curve obtained on the test set.

Note that, the runtime of various algorithms can differ greatly because
of implementation issues. To minimize this effect, we implemented all
algorithms ourselves.

In the experiments we used two classification measures: accuracy and
area under the Receiver Operating Characteristic (ROC) curve. Accu-
racy is defined as the ratio of the number of correctly classified docu-
ments and the total number of documents in the test set. Intuitively,
area under the ROC curve is a measure that compares the classifica-
tion model with a classifier that has random performance [Provost and
Fawcett, 2001]. In order to optimize the accuracy measure, the expected
error loss is minimized. Hence, in case of two classes with equal miss-
classification costs, an object x is assigned to class zero if the estimated
probability that x belonging to class zero (p̂0(x)) is greater than 0.5. The
threshold used only depends on the missclassification costs for the two
classes. However, when missclassification costs can not be determined
this cut off threshold might be sub-optimal. The philosophy behind
the ROC analysis uses a different perspective: instead of comparing ob-
tained estimates on a certain threshold, the overall estimated probability
distributions are compared. The area under the ROC curve is a single
number summary of the observed difference.

In case two classes are considered denoted by zero and one, an AUC
estimate can be obtained in the following way [Hand and Till, 2001]. Let
fj be the estimated probability that the jth class 0 test point to belong
to class 0. Similarly, gj is the the estimated probability that the jth class
1 test point to belong to class 0. Let n0 denote the number of elements
that belong to class 0, similarly n1 denote the number of elements of
class 1. Sort both the combined set of values {f1, . . . fn0 , g1, . . . , gn1}
and the set of probability estimates for class 0 test points {f1, . . . , fn0}
in increasing order. Let i be the rank of a test point in the sorted set of
class 0 test points. Moreover, let ri be the rank in the sorted combined
set of the ith test class 0 test point. Then there are (ri − i) class 1 test
points with a lower estimated probability of belonging to class 0. Hence
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for two classes 0 and 1,

ÂUC(0, 1) =
∑n0

i=1(ri − i)
n0n1

.

This estimator for the AUC can also be extended to more than two
classes. In case k classes are considered, labeled 1 . . . k, with the order on
the class labels not reflecting an order over the classes. Then the overall
idea is to compute for any pair of classes j and l, with 1 < j < l ≤ k the
AUC. The overall AUC estimate is then the average value over all the
AUC estimates for two classes. More formally,

ÂUCM =
2

k(k − 1)

∑
j<l

ÂUC(j, l).

A more detailed derivation of the AUC estimates presented here and
properties of the AUC estimates are described in [Hand and Till, 2001].
All estimates for the different measures were obtained using ten-fold
cross-validation. In order to determine whether the differences in esti-
mated accuracy for the different approaches were significant, the stan-
dard error for this measure was computed.

4.3.2 Datasets
We performed the experiments on two real datasets and on two syn-

thetic datasets. The real datasets used were: the Weblog dataset cre-
ated and used by Zaki and Aggarwal [Zaki and Aggarwal, 2003] and the
Wikipedia XML dataset (described in Section 3.4.1.2).

4.3.2.1 Weblog Dataset
The Weblog dataset consists of user sessions of the RPI CS website,

collected over a period of three weeks. Each user session consists of a
graph and contains the websites a user visited on the RPI CS domain.
These graphs were transformed to trees by only enabling forward edges,
starting from the root node. The goal of the classification task is to
discriminate between users who come from the edu domain and users
from other domains, based on the user’s browsing behavior. In total
there are 23, 011 trees in the Weblog dataset, with an average tree size
is 8.02. This dataset does not contain any attributes (in the processed
version). Further characteristics of the data are shown in Table 4.1. The
relative frequency of the classes is 23.57% for the class that represents
the edu domain and 76.43% for the other class.
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Figure 4.1. Distribution of the data over the different classes for the Wikipedia
dataset, the classes are sorted according to the number of trees they contain.

4.3.2.2 Reduced Wikipedia Dataset

To allow the inclusion of the tree mining algorithms that use the em-
bedded subtree relation on the Wikipedia dataset into the comparison,
we selected only those documents from the Wikipedia dataset with less
than 20 nodes in the tree. Compared with the average size of a tree
in the whole collection (161.35) it is a drastic reduction. On the other
hand, compared with the average tree size of the Weblog dataset (8.02)
it is still quite large. Additionally, we only used documents that belong
to classes that contained more than 400 documents. The resulting re-
duced dataset consists of 24, 222 documents that are distributed over
13 classes, where the largest class contains about 22% of the documents
and the smallest class about 3%. The distribution of the data over the
different classes is shown in Figure 4.1. The average size of a tree in
the database equals 13.95 and the average number of attribute value
pairs attached to a node equals 0.56. For the algorithm that maps the
attribute-value pairs to nodes, the average size of a tree in the database
equals 21.73. More characteristics of the dataset are shown in Table 4.1.
Henceforth, we refer to this reduced Wikipedia dataset as the Wikipedia
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Dataset nr of trees tree size fan-out diameter

Wikipedia NOATR, ATR 24, 222 13.95 4.07 4.11
Wikipedia NAIVE 24, 222 21.73 1.87 5.07

Weblog 23, 111 8.02 1.89 4.42
SD1 22, 000 35.51 2.38 7.67
SD2 22, 000 34.40 2.58 7.06

Table 4.1. Characteristics of the datasets used: ”nr of trees” refers to the number
of trees in the database; “tree size” equals the average size of the trees; “fan-out”
measures the average number of children of the nodes in the database and diameter
refers to the average length of the longest paths in the database.

dataset. When we mean to refer to the complete Wikipedia dataset we
will say so explicitly.

4.3.2.3 Synthetic Datasets

To create the synthetic datasets, we used the synthetic tree structured
data generator as described in [Zaki, 2002]. The purpose of using syn-
thetic datasets, is that we can enforce certain properties on the data.
More specifically, we are interested in trees with a larger depth (ex-
pressed as diameter in Table 4.1), compared to the average depth of the
real datasets. The intuition behind this is that any difference in perfor-
mance between the different tree inclusion relations will be magnified.

The synthetic data generator was intended to simulate web site brows-
ing behavior. First, a master tree is generated based upon parameters
set by the user such as: the size of the master tree (250, 000), the max-
imum depth of the master tree (11), the maximum fan-out factor (5)
and the number of different labels (20). The creation of the master tree
is done by the following recursive process. Firstly, at each node it is
decided with uniform probability and bounded by the maximum fan-out
factor, how many children are generated. Afterwards, each link to a
child node and the link to the parent node obtains a probability, that
states the likelihood that a visit to the current node will also result in a
visit to the respective node. The sum of these probabilities equals one.
The generation of the master tree stops when the maximum depth is
obtained.

For each synthetic dataset we constructed three master trees using
identical settings, but with different seed values. One to generate trees
with class label 0, one to generate trees with class label 1 and the third
one to generate a small sample of trees from, where some of these trees
are labeled with the first class label and the rest with the other class
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label. The purpose of the third master tree was to create some noise in
the datasets.

To sample trees from the master tree the following procedure was
followed. At random a node was chosen to serve as the root node of
the tree, then one of the nodes that can be accessed from the current
node is chosen with probability equal to the probability of the link to
the node. If a node had been visited already, the algorithm restarted
the procedure to choose a node in order to proceed to a yet unvisited
child node or to follow the link to the parent node. Additionally, we
added a parameter jp ∈ [0, 1] such that when from the current node a
child node is selected, with probability jp this child node is not added
to the output, but instead proceeds with one of its children. The idea
behind this added parameter is to create subtrees from the master tree
which are embedded subtrees only. The two synthetic datasets used, are
created with the same parameters and random seed values, except for
the jp value. This value was set to 0 for SD1 and 0.4 for SD2. The
final parameter used limited the size of the derived trees. The limited
tree size was forced in order to be able to mine the dataset with the
embedded tree inclusion relation. Each dataset contains 22, 000 trees, of
which 20, 000 are generated from the first and the second master tree,
and 2, 000 trees are generated as noise. Other properties of the datasets
are summarized in Table 4.1.

4.3.3 Result and Analysis on the Wikipedia
Dataset

We start with an experiment to determine if the inclusion of attributes
has any impact on the quality of the classifiers. Comparing the results of
the two methods that include attribute-value pairs into the mining pro-
cess (ATR and NAIVE ) with the algorithm that ignores the attributes
(NOATR ), the former have a substantially higher predictive perfor-
mance on the Wikipedia dataset. The accuracy score is significantly

<body>
<emph3>
</emph3>
<collectionlink xmlns:xlink="http://www.w3.org/1999/xlink" xlink:type="simple" xlink:href="577.xml">
<section>
</section>

</body>

Figure 4.2. A discriminating pattern found on the training set. This pattern, de-
scribing class 1809702 (“Portal:Australia/Categories”), has a support of 242 in its
class and of 28 for all other classes.
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<figure>
<image xlink:type="simple" xlink:href="../pictures/USN-Jack.png" </image>

</figure>

Figure 4.3. A discriminating pattern found on the training set. This pattern, de-
scribing class 2879927 (“Portal:War/Categories”), has a support of 48 in its class and
of 0 for all other classes.

higher, and also for the area under the ROC curve the score is substan-
tially better, as shown in Figure 4.4. These results hold, regardless of
the tree inclusion relation or minimum support value used.

A closer investigation of the patterns used for the ATR and NAIVE
classifier reveals that the main advantage of including attribute values
is that these values often describe the document to which a link points.
Consider for example the discriminating patterns shown in Figure 4.2
and 4.3. These patterns have very commonly occurring structural prop-
erties, but due to the attribute values they become discriminating pat-
terns. In the example shown in Figure 4.2, the attribute value points to
a Wikipedia page describing Australia.

In the second example shown in Figure 4.3, the attribute value points
to a picture that was the US Navy Jack for some time. Clearly, both
values are good indicators of their classes (“Portal:Australia/Categories”
and “Portal:War/Categories”).

A further remarkable difference between the mining algorithms for
the ATR and the NOATR approach with the induced and embedded
subtree relation is the number of frequent trees both produce, as shown
in Figure 4.5. Although less information is included, the NOATR ap-
proach computes far more frequent trees than its counterpart. As a
consequence extra computing time is needed for the NOATR mining al-
gorithms. The reason for the increase in frequent trees is that contrary
to the ATR approach, the same node labels with different attribute-value
pairs are counted as one pattern in the NOATR approach.

For example, almost every document in the Wikipedia collection con-
tains a couple of nodes of type “wikipedia link”. These nodes differ
only in the attribute-value pairs attached to them. Consequently, in the
NOATR approach this will be a highly frequent pattern. This effect is
especially noticeable in case the embedded subtree relation is used: the
NOATR embedded approach has almost four times as many frequent
trees as the ATR embedded approach. On the other hand, for most
support values, this is limited to almost two times as many in case the
induced subtree relation is used. However, with regard to the bottom-
up subtree relation the converse holds i.e. the ATR approach produces
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Figure 4.4. Accuracy (top) and AUC (bottom) estimates obtained on the Wikipedia
dataset. In the plots for each estimate we show the value ± 2SE, this is shown as
vertical bars going through the points. The points in the plots are shifted a bit to the
right or left, such that the different points and vertical bars could be distinguished.
The different lines indicate different combinations of the tree inclusion relation and
attribute handling. For example, “atr emb” denotes the embedded tree inclusion
relation with ATR attribute handling.



94 STUDIES IN FREQUENT TREE MINING

0.6 0.8 1.0 1.2 1.4 1.6 1.8 2.0

minimum support %

10
0

10
1

10
2

10
3

10
4

10
5

ru
nt

im
e 

in
 s

ec
on

ds

atr emb
atr ind
atr bot
naive emb
naive ind
noatr emb
noatr ind
noatr bot

0.6 0.8 1.0 1.2 1.4 1.6 1.8 2.0

minimum support %

10
2

10
3

10
4

10
5

10
6

10
7

10
8

10
9

10
10

10
11

# 
of

 fr
eq

ue
nt

 tr
ee

s

atr emb
atr ind
atr bot
naive emb
naive ind
noatr emb
noatr ind
noatr bot

Figure 4.5. On top runtime in seconds (log scale); bottom the number of frequent
trees (log scale). These results were obtained on the Wikipedia dataset

about two times more frequent subtrees than the NOATR approach.
Because the bottom-up subtree relation is very restrictive, the number
of frequent patterns is relatively low. The additional patterns derived
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Figure 4.6. On top the number of non-redundant discriminating patterns; bot-
tom the number of nodes in the decision tree. These results were obtained on the
Wikipedia dataset
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with the ATR approach consist of the same structural properties but
with different frequent attribute-value pairs.

Concerning the number of non-redundant discriminating patterns (dis-
played in Figure 4.6), the NOATR approach with the induced subtree
relation, produces less discriminating patterns than its counterpart with
attributes. The ratio between the number of discriminating patterns
and the number of frequent trees is between 1/18 and 1/38 for the ATR
approach, while for the NOATR approach the ratio is between 1/58
and 1/83. For the embedded subtree relation these ratios are respec-
tively between 1/38 and 1/53 and between 1/107 and 1/149. For the
bottom-up subtree relation the ratio for both the ATR and the NOATR
approach is nearly one to one. That is, almost every frequent pattern is
also discriminating.

The difference in predictive performance between the classifiers pro-
duced with the embedded, induced and bottom-up tree inclusion rela-
tion for the ATR approach is very small, both in terms of accuracy and
AUC. Although the number of frequent trees and the number of non-
redundant discriminating patterns is respectively about two and one
and a half times higher for the embedded subtree relation compared
with the induced subtree relation, the complexity of the classification
model (measured by the number of nodes in the decision tree) is slightly
lower for most cases. However, both classification models are substan-
tially more complex than the classification model constructed by the
bottom-up approach. Moreover, the mining algorithm with the bottom-
up tree inclusion relation resulted in considerably fewer frequent trees
and non-redundant discriminating patterns.

For the NOATR classifier, the accuracy and AUC estimates achieved
for the embedded subtree relation are slightly worse than for the induced
subtree relation. Moreover, for higher support values, both tree inclusion
relations achieved better predictive performance than the bottom-up tree
inclusion relation. Furthermore, the classifier based on the embedded
subtrees is by far the most complex classification model for the lower
support values. While the classifiers constructed by using the bottom-
up patterns are clearly the least complex.

The patterns produced by the NAIVE mining algorithm are a super-
set of both the patterns computed with the ATR approach and those
computed with the NOATR approach. But, contrary to expectation the
results obtained in terms of accuracy are for all but one setting consid-
erably below the results obtained with the ATR approach. With respect
to the AUC measure, the performance of the NAIVE approach is con-
siderably below the performance of the ATR approach. We can not give
a complete explanation for this, although with the embedded subtree
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relation, the classification model is more complex than the classification
models based on patterns computed with the ATR approach. This might
be an indication for overfitting, however, this observation does not hold
for the induced subtree relation. Note that the features produced by the
NAIVE approach are not necessarily a superset of the features produced
by the ATR approach. This is because of redundancy pruning.

Also, worth noticing is the number of frequent trees the NAIVE ap-
proach produces. Especially in combination with the embedded subtree
relation, the number of frequent trees and the time needed to compute
them is extremely high compared to the other approaches. Furthermore,
the ratio between the number of frequent trees and the number of non-
redundant discriminating patterns ranges between 1/491 and 1/595 for
the induced tree inclusion relation and between 1/13146 and 1/24109
for the embedded inclusion relation. In comparison with the other ap-
proaches, the NAIVE approach proportionally spends a great effort in
computing patterns that will be discarded in a later stage. With respect
to the AUC measure, the difference between the induced and embedded
subtree relation for the NAIVE approach is negligible. In terms of accu-
racy however, the embedded subtree relation performs better than the
induced subtree relation.

For all experiments performed on the Wikipedia dataset it holds that
the difference in predictive performance between the bottom-up, induced
and embedded tree inclusion relation is small, and well within the range
of the standard error of the estimated accuracy. Also in terms of the
area under the ROC curve are the differences negligible.

With regard to the runtime we noticed earlier that the NAIVE algo-
rithm needs considerably more time than either the ATR or the NOATR
approach, and for both the induced and embedded tree inclusion rela-
tions the NOATR approach consumes some extra time in comparison
with the ATR approach. The bottom-up trees clearly outperform the
induced and embedded trees in terms of runtime performance. Further-
more, for the embedded tree inclusion relation, considerably more time
is needed to compute all frequent trees than with the induced tree inclu-
sion relation. Instead of the total runtime, often the average time per
tree is derived to compare algorithms. Although this would change the
comparison completely, for our goal, it is not an interesting measure:
we are not interested in the efficiency of an algorithm per se, but in the
computation time needed in order to obtain a certain result. Another
performance issue is the memory usage of the different approaches. As
noted earlier, the Wikipedia dataset had to be reduced so that the min-
ing algorithm that uses the embedded subtree relation could be included
in the comparison. For the reduced Wikipedia dataset, the memory us-
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age of all approaches with the induced subtree relation was constant
for all minimum support values. These values are 26MB, 46MB and
48MB for the NOATR, ATR and NAIVE approach respectively. For
the embedded subtree relation we only measured the worst case, i.e. the
case with the lowest minimum support value. For this case the different
approaches (NOATR, ATR, NAIVE) used respectively 339MB, 211MB
and 520MB. Since the mining algorithm for the bottom-up tree inclusion
relation is a restricted version of the algorithm to mine induced subtrees,
the memory behavior of the two mining algorithms is the same.

4.3.4 Results and Analysis on the Weblog Data
The accuracy and AUC results of the experiments on the Weblog data

are displayed in Figure 4.7; the number of trees reported and the run-
time are shown in Figure 4.8; the number of discriminating patterns and
the size of the decision tree are shown in Figure 4.9. In comparison with
the Wikipedia dataset the Weblog dataset is relatively simple: both the
number of frequent trees and the number of non-redundant discriminat-
ing patterns are quite modest. Also the fact that there are only two
classes makes the classification task less complex. Besides the smaller
tree size, the major differences with the Wikipedia NOATR dataset are
the lower fan-out and the slightly larger diameter. Like for the Wikipedia
dataset, the bottom-up subtree relation has a major advantage in terms
of runtime, number of frequent trees, number of non-redundant discrimi-
nating patterns and the complexity of the classification model. However,
the predictive performance of the classifier constructed with the bottom-
up patterns is far below the predictive performance of the the other two
tree inclusion relations. This is probably caused by the density of the
dataset. In comparison with the Wikipedia dataset the number of fre-
quent trees for the NOATR induced approach is extremely low: 180, 000
against 1, 400 with the lowest support value. Hence, for the very re-
strictive bottom-up subtree relation, nearly no interesting patterns were
found on the Weblog dataset. Another factor that could play a role is
the shallowness of the data. That is, the Wikipedia collection (as most
XML data) has a very high fan-out factor and low diameter. This likely
results in trees that have lots of leafs. With many leafs in a tree, there
is a higher probability to discover patterns that are frequent and valid
according to the bottom-up subtree relation. For example, when the tree
is a chain, the leaf node needs to be frequent in order to find a single
pattern that covers this tree.

With the embedded subtree relation, both the number of frequent
trees and the number of discriminating patterns produced is larger than
with the induced subtree relation. However, the accuracy score for the
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Figure 4.7. Accuracy (top) and AUC (bottom) estimates obtained on the Weblog
dataset. In the plots for each estimate we show the value ± 2SE, this is shown as
vertical bars going through the points. The points in the plots are shifted a bit to the
right or left, such that the different points and vertical bars could be distinguished.

lowest support values is slightly higher for the embedded subtrees. Also
in this case, this somewhat higher accuracy score is gained with slightly
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Figure 4.8. On top runtime in seconds; bottom the number of frequent trees. These
results were obtained on the Weblog dataset

fewer features in the classification model. With regard to the AUC
measure, the induced subtree relation performs slightly better for the
two lowest support values. The runtime needed for all tree inclusion
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Figure 4.9. On top the number of non-redundant discriminating patterns; bottom
the number of nodes in the decision tree. These results were obtained on the Weblog
dataset

relations on this training set is quite small. Also the memory usage of
the algorithms is modest: for the embedded and both the induced and
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bottom-up approach with the lowest minimum support value it equals
30MB and 25MB respectively.

4.3.5 Results and Analysis on the Synthetic
Datasets

Contrary to the experiments on previous datasets, we used a much
higher minimum support value for the experiments on the synthetic
datasets. The reason is the huge number of features the mining al-
gorithm with the embedded tree inclusion relation produced. In our
experimental setting, the construction of a classifier with more than
15.000 features was not doable both in terms of runtime and memory
usage. A possible solution to this problem would be to select the k most
discriminating patterns, but this resulted in a remarkable downfall of
the predictive performance. In order to do the comparison, we have
chosen the minimum support values such that the lowest minimum sup-
port value resulted in less than 15.000 features. The minimum support
values used are not optimal for the induced and bottom-up subtree re-
lation and most likely also not for the embedded subtree relation. The
accuracy and AUC results of the experiments on the synthetic datasets
are shown in Figure 4.10; the number of trees reported and the runtime
are shown in Figure 4.11; the number of discriminating patterns and the
size of the decision tree are shown in Figure 4.12.

For both synthetic datasets the accuracy of the classifier constructed
from the bottom-up subtree relation is significantly lower than the ac-
curacy obtained for the other tree inclusion relations. Also in terms of
AUC, the score obtained with the bottom-up subtree relation is sub-
stantially lower. For all support values used, the frequent patterns con-
sists of all possible trees of size 1, i.e. only the different node labels
are frequent. Note that, these patterns have almost no discriminating
properties. From the AUC score we can conclude that the classifier per-
forms slightly better than random, that is, the area under the curve is
close to 0.5. Note that although the number of features is very small,
the complexity of the classification model is extremely high. A closer
inspection reveals that due to the poor quality of the features, the clas-
sification model uses the features over and over in order to discriminate
between the classes. In additional experiments we used lower minimum
support values for the bottom-up subtree relation, but the highest accu-
racy scores obtained were 60.33 and 57.62 for SD1 and SD2 respectively.
However, these scores obtained with a support of 0.5% are still signifi-
cantly worse than those obtained for the induced and the embedded tree
inclusion relation with the minimum support threshold set to 6%. Also
in terms of AUC the results of bottom-up subtrees were considerably
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Figure 4.10. Accuracy (top) and AUC (bottom) estimates obtained on the synthetic
datasets (SD1,SD2). In the plots for each estimate we show the value ± 2SE, this is
shown as vertical bars going through the points. The points in the plots are shifted
a bit to the right or left, such that the different points and vertical bars could be
distinguished.
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Figure 4.11. On top runtime in seconds (log scale); bottom the number of frequent
trees (log scale). These results were obtained on the synthetic datasets

worse; the best values obtained were 0.6048 and 0.5718 for SD1 and
SD2. The dramatically bad score for the bottom-up trees is also for this
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Figure 4.12. On top the number of non-redundant discriminating patterns (log
scale); bottom the number of nodes in the decision tree. These results were obtained
on the synthetic datasets

dataset likely caused by the relative sparseness and the fan-out factor of
the dataset.
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For SD1 the results obtained with induced subtrees are considerably
better than the results obtained with embedded subtrees, moreover in
terms of accuracy the difference is significant. However, the synthetic
data generation method and more specifically the method to extract data
trees from the master tree, delivers induced subtrees from the master
tree. Hence, the embedded subtrees were bound to perform worse than
the induced subtrees. A closer investigation of the features reveals that
the best discriminating patterns found with the induced subtree relation
are also found with the embedded subtree relation, but with a much
lower score. That is, induced patterns that only match data trees in one
class, also match—in accordance with the embedded subtree relation–
data trees for the other class. As a result, their confidence is lower and
the patterns are less discriminatory.

With the jp parameter set to 0.4 (SD2), such that with high prob-
ability only embedded subtrees are sampled from the master tree, re-
sulted in a significantly lower predictive performance for the induced
tree inclusion relation. For the embedded subtree relation the predictive
performance dropped slightly too. However, the accuracy score for the
induced subtree relation is still better than for the embedded subtree
relation. Moreover, the AUC estimates are considerably better for the
former. Additionally, for both datasets the usage of the induced tree in-
clusion relation resulted in fewer frequent patterns, less non-redundant
discriminating patterns and a far lower complexity of the classification
model.

In terms of runtime, the mining algorithm that uses the bottom-up
tree inclusion relation performed best of all, closely followed by the algo-
rithm that uses the induced tree inclusion relation. The memory usage
was 298 MB for the induced and bottom-up tree inclusion relation and
474 MB for the embedded tree inclusion relation.

4.4 Discussion and Conclusion
In this chapter we experimentally compared frequent tree mining al-

gorithms using different tree inclusion definitions, and different ways
of handling attributes. Besides the traditional comparison in terms of
runtime and memory usage, we also constructed classifiers from frequent
patterns produced by the different approaches, and compared these clas-
sifiers on predictive performance and model complexity.

The main conclusions are:

1 The inclusion of attribute-value pairs in the mining process signifi-
cantly improves the classification accuracy. Moreover, it also leads to
a considerably higher area under the curve score.
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2 The ATR approach performs considerably better than the NAIVE
approach, both in terms of runtime and predictive performance.

3 The embedded tree inclusion relation does not result in better classi-
fication performance than the induced tree inclusion relation. More-
over, in specific cases its classification performance is significantly
worse. The usage of the embedded tree inclusion relation does not
result in simpler classification models and has major computational
disadvantages.

4 The bottom-up tree inclusion relation generally has a far worse pre-
dictive performance, although for extremely dense datasets and datasets
with a high fan-out factor equivalent predictive performance might be
obtained. Furthermore, it has highly desirable computational prop-
erties.

The experiments show that significant performance gains can be ob-
tained by including attribute value-pairs into the mining algorithms. Es-
pecially the case where attributes are modeled as properties of a node,
as in the ATR approach, delivers good results. But, also in the case
where attribute value-pairs are added as elements to the dataset, the
results are far better than when the attributes are ignored.

How the attribute value-pairs are handled in the mining process is also
of great importance for the predictive performance and the runtime. The
results show that for all but one minimum support threshold used, both
the accuracy and the area under the ROC curve are considerably better
for the ATR approach than for the NAIVE approach. Furthermore, the
NAIVE approach requires substantially extra computation time. We
conclude from this that the constraint of “at least one attribute per
node” as stated in Section 3.1.2 makes sense from both a computational
and a usability point of view.

For the real datasets the experiments show no significant difference
in performance between the induced and embedded subtree relation. In
case the average maximum tree length was relatively high, as in case
of the synthetic datasets, the usage of embedded subtrees resulted in
additional noise to highly discriminating patterns. When the dataset
consisted solely of induced subtrees of the master tree, the application
of the embedded subtrees to larger data trees resulted in a significantly
worse predictive performance. Furthermore, a major practical limitation
is the excessive memory usage of currently known embedded tree mining
algorithms. Even if this implementation issue is solved, the embedded
approach still has the major disadvantage that more computation time
is needed, which is spent on patterns that will probably be discarded in
a later stage.
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Although it is of great advantage to construct less complex classifi-
cation models that preserve equivalent predictability, the experiments
with the embedded tree inclusion relation, did not result in less complex
classification models.

The runtime performance of the mining algorithm with the bottom-
up trees was better than for the other tree inclusion relations on all
datasets. However, the predictive performance for most datasets was
significantly worse and in some cases even close to the performance of
a random classifier. For specific datasets, namely those that are dense
with a high fan-out factor the predictive performance is comparable to
the other approaches. Since XML data often has a high fan-out factor,
this could lead to extremely scalable mining algorithms for XML data.
However, more research is needed whether it is the density, the fan-
out factor, or both properties of the data that resulted in comparable
predictive performance.

Concluding, both predictive performance and computational perfor-
mance can be gained by choosing the right type of patterns.



Chapter 5

FREQUENT TREE MINING WITH
SELECTION CONSTRAINTS

One of the major problems concerning frequent pattern mining is the
vast number of potentially interesting patterns for low support values.
When mining structured data it is therefore undoable to examine all
the frequent patterns derived. One approach to restrict the number of
frequent patterns, while still deriving interesting ones, is to apply user-
defined constraints. In this chapter we introduce selection constraints
on the labels and the structure of trees. We present an efficient min-
ing algorithm (SCTreeminer) that combines closed frequent treemining
with the exploitation of user-defined selection constraints. These con-
straints are pushed in the mining algorithm, in order to reduce the search
space. Experimental evaluation of SCTreeminer is performed on both a
synthetic and a real dataset, and we compare the run time for the con-
straint based algorithm with a post-processing approach. This chapter
is based on work published earlier in [Knijf, 2005].

5.1 Introduction
As we stated in Chapter 2, one of the major problems with frequent

pattern mining is the vast number of potentially interesting patterns a
mining algorithm produces. The only mechanism provided to control
the number of patterns is the minimum support constraint. However,
this mechanism is, in general, too coarse to accomplish the task of de-
riving both a manageable number of patterns and ‘interesting’ ones. For
example, in the experiments described in Section 4.3.3 the optimal min-
imal support value for the embedded subtree relation on the Wikipedia
dataset without attributes resulted in a frequent pattern set which was
more than 40 times larger than the input. The results in Chapter 4
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showed that the number of frequent patterns derived could not be re-
duced by increasing the minimum support threshold without affecting
the quality of the derived pattern set.

A standard method to reduce the number of frequent patterns that
have to be examined is to post-process the results such that only the
patterns of interest are selected. However, a drawback of such a post-
processing approach is that much computation time is spent on patterns
that are apriori useless. In order to reduce the frequent pattern set, con-
straint based mining (described in Section 2.1.4) has been successfully
applied in the area of frequent itemset mining. The philosophy of letting
a user specify beforehand which patterns might be of interest results in
a reduction of the number of frequent patterns and computational ad-
vantages. Another method to restrict the number of frequent patterns
while retaining the quality of the pattern set is the usage of condensed
representations (described in Section 2.1.3 and Section 2.2.7). In this
chapter we combine both approaches. Mining closed trees does not give
the user more control of the mining process, but it compresses the out-
put such that all frequent subtrees are still derivable. On the other
hand, the output of a constraint based mining algorithm can be further
reduced by presenting only the closed patterns that satisfy these con-
straints. Assuming that an end user has an idea about which patterns
might be of interest, we provide a constraint specification language for
tree structured data and a mining algorithm that only derives closed
frequent patterns that satisfy the constraints.

Although constrained based frequent pattern mining is an active re-
search field and delivered fruitful results in the area of frequent itemset
mining and mining sequential patterns, it is not very often applied to tree
structured data. A tree mining algorithm where constrains are pushed
in the mining process is presented in [Nakamura and Kudo, 2005]. In
this work, the constraints consist of so called “special nodes” that can
be specified by the user. The mining algorithm delivers all frequent em-
bedded subtrees that contain these special nodes. The difference with
our selection constraints is that we allow our constraints to be set of
trees instead of nodes. Moreover, the in our view unrealistic assumption
is made that each special node occurs exactly once in the data trees.

5.2 Selection Constraints
Consider the web log of an online store. Suppose a data analyst is

interested in customers who were in doubt between buying two different
computers sold by the store. More specifically, the analyst is interested
in users who visited both web pages that describe computers of type A
and web pages that describe computers of type B. Suppose the analyst
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wants to know which points were discriminating for customers in making
their choice (described by pages that can be reached from the pages on
the specific computer types) and which other products these customers
were interested in. Using the selection constraints we define below, the
data analyst can specify such constraints in the tree mining algorithm.
To specify the constraints in the constraint language, the node that
represents the start page of the department that sells computer supplies
is added as a root. To further specify the aforementioned constraints, the
node that represents the top of the web pages describing computer type
A, is added as the first child of the root. The second child of the root
is the top of the web pages that describe computer type B. In general,
selection constraints are defined as follows:

Definition 5.1. Selection Constraints.
A selection constraint SC = (V,E, Σ, L, vr,≤, {≤,=,≥}) is a rooted

ordered tree T = (V,E, Σ, L, vr,≤) where optional the (maximal, min-
imal or exact) distance (i.e. the path length) between each parent and
child node can be specified. That is, ∀v, w with v, w ∈ VSC

∧ v = Π(w)
then dist(v, w){≤,=,≥} n specifies a distance constraint between these
two nodes with n ≥ 1.

Given two selection constraints SC1 and SC2, the disjunction S =
{SC1 ∨ SC2} is also a selection constraint.

A tree T satisfies the constraints specified in S if T is an embedded
supertree of at least one of the terms in the disjunction S, and the
subtree relation satisfies the distance constraints specified.

Definition 5.2. Satisfaction of Selection Constraint.
A tree T satisfies a selection constraint S = {SC1 ∨ . . . ∨ SCn} if

∃SCk
∈ S such that there exists an injective function Φ : VSCk

→ VT

satisfying the following conditions for any v1, v2 ∈ VSCk
:

Φ preserves the labels: LSC
(v1) = LT (Φ(v1)).

Φ preserves the left to right order between the nodes :
pre(v1) < pre(v2) ⇔ pre(Φ(v1)) < pre(Φ(v2)).

Φ preserves the ancestor-descendant relation and respects the distance
constraint between them : v1 ∈ {Π∗(v2)} with constraint dist(v1, v2), {≤
,=,≥} n ⇔ Φ(v1) ∈ {Π∗(Φ(v2))} and the length of the path between
Φ(v1) and Φ(v2), {≤,=,≥} n.

Two examples of selection constraints are given in figure 5.1. On the
left, the distance between the root node and its children is unspecified,
so they may occur at any distance. The node labeled G, however, must
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Figure 5.1. Example of selection constraints.

occur in maximum distance of 3 from node A. On the right, we insist
that the nodes labeled A and C are children of the root node. As a
third example, in figure 5.2 the selection constraint Ct does not specify
a distance between the root and its children, so any tree with label B
that has descendants A and C of which C is a right sibling of A satisfies
the constraint.

The selection constraints are inspired by succinct constraints defined
for frequent itemset mining (described in Section 2.1.4.2) and regular
expression constraints in sequence mining [Garofalakis et al., 1999].

5.2.1 Optimization Using Selection Constraints
In order to compute all frequent trees that satisfy the constraints, we

first find all unique minimal trees that satisfy the constraints. Minimal
in the sense that no proper subtree satisfies the constraints and unique
in the sense that if two minimal trees satisfies the constraints then the
occurrences of these minimal trees must differ.

This selection is done in the first scan through the database. Since
SCTreeminer delivers all frequent closed induced subtrees that satisfy
the constraints, these minimal trees need to be induced subtrees of the
data trees. The minimal trees that are induced subtrees of an data
tree are henceforth called base trees. Any frequent tree satisfying the
constraints must be a supertree of at least one of the frequent base trees.
The overall idea is to extend these base trees, such that all frequent trees
are derived and not just the minimal ones.

5.2.1.1 Retrieving all Base Trees
To retrieve all base trees from the dataset, we need to determine

whether a node is an ancestor/descendant of another node and if it
precedes another node in the left to right order of the tree. To do so
the notions of postorder and preorder number of a node come in useful.
As mentioned in Definition 2.7 the preorder number of a node is the
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Figure 5.2. A selection constraint (Ct) and three trees (T1, T2, T3) that satisfy the
constraint, since all the nodes of Ct occur in-order. T1 is however not a base tree
because it is not minimal.

place of that node in the depth-first (or preorder) traversal of the tree.
Likewise, the postorder number of a node is the place of that node in
the postorder traversal of the tree. For example, for a tree of size k the
preorder number of the root node equals 1 and the postorder number
equals k. The postorder number of node v is denoted by post(v). With
the notions of preorder and postorder number we can determine the
relative position of two nodes in the tree. That is, given an ordered tree
T , for any pair of nodes v, w ∈ VT it holds that [Knuth, 1969]:

v ∈ {Π∗(w)} ⇔ pre(v) < pre(w) ∧ post(v) > post(w).

To determine whether a node v precedes a node w, the comparison
pre(v) < pre(w) can be used. In general, however, we want to determine
whether v precedes w and v is not a descendant of w. In this case we
use:

pre(v) < pre(w) ∧ post(v) < post(w).
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The method to derive all base trees consists of two parts. The first
parts derives all unique minimal trees that satisfies the constraints (Al-
gorithms 16 and 17). The second part takes as input the minimal trees
that satisfies the constraint and transform these into base trees (Algo-
rithm 18). First we describe the part to derive all minimal trees that
satisfy the constraint.

Given a selection constraint and a data tree, the algorithm processes
both trees in postorder. First, all occurrences in the data tree of the
leftmost leaf from the selection constraint are selected. These nodes
are stored in a prefix tree at depth one. In general, the nth node (in
postorder) of the constraint tree is inserted at depth n of the prefix tree.
The next step is to determine all occurrences in the data tree of the next
node of the selection constraint. If such a node is found, say w, then
for each node at depth one in the prefix tree it is determined whether
w satisfies the constraints. That is, w and the node from the prefix tree
must have the same relative position towards each other as the first two
nodes of the selection constraint. The node w is added as leaf node in
the prefix tree that together with w satisfies the constraint.

Algorithm 16 Valid extension
Input: Ptree, current ptree node t, data node w,contree[1:n], current

constrained node vk

Output: True | False
1: if pre(vk−1) < pre(vk) ∧ post(vk−1) < post(vk) then
2: if pre(t) < pre(w) ∧ post(t) < post(w) then
3: return True
4: else
5: return False
6: end if
7: else
8: for all vi ∈ contree : vk = Π(vi) do
9: u← x ∈ Ptree : depth(x) = post(vi)

10: if pre(w) > pre(u) ∨ post(w) < post(u) or dist(w, u) does not
satisfies dist(vi, vk) then

11: return False
12: end if
13: end for
14: return True
15: end if
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The general procedure to determine whether a node from the data tree
w, that matches the kth node of the constraint tree, is a valid extension
to the minimal supertree constructed so far is given in Algorithm 16.
The input parameters are: the prefix tree constructed so far, the current
node of the prefix tree, the current node of the data tree, the constraint
tree and the current node of the constrained tree.First, the algorithm
determines whether the kth node from the constraint tree is a sibling or a
parent from the k−1th node of constrained tree (line 1 in Algorithm 16).

In case of a sibling relation: The algorithm determines if the
preorder in the data tree of the current node from the prefix tree
precedes the preorder of w. Moreover, the algorithm determines if
one node is not a descendant of the other in the data tree (line 2
in Algorithm 16). If both conditions are fullfilled, then w is a valid
extension of the minimal supertree constructed so far.

In case of a parent-child relation: The algorithm determines
for every child of k in the constraint tree whether its corresponding
node in the prefix tree is a descendant of w and whether these nodes
satisfies the distance constraint (line 8–10). Note that because the
trees are traversed in postorder, all children of a node are traversed
before the node self.

The pseudocode to derive all minimal trees that satisfy the constraints
is given in Algorithm 17. The input parameters are a data tree and a
constraint tree, both sorted in postorder. The output is the prefix tree
in which all minimal trees that satisfies the constraints are stored. For
every node of the constraint tree the data tree is traversed. For a node
in the constraint tree vk, Algorithm 16 is called to determine for all
possible pairs that consist of a node in the data tree and a node in the
prefix tree that matches the constraint node vk−1, if the pair is a valid
extension (line 4–6). If this is the case, then the node from the data tree
is inserted as child node of the node in the prefix tree (line 15). When
all the nodes of the constraint tree are processed, then the constructed
prefix tree consists of all minimal trees that satisfy the constraints. That
is, for a constraint tree of size n: each path from the leaf nodes at depth
n + 1 to the nodes at depth 1 is (in reversed postorder) a minimal tree
that satisfy the constraint. The code on the lines 8–14 will be discussed
later.

Lemma 5.1. For a constraint tree SC and a data tree d, Algorithm 17
derives all unique minimal trees that satisfy the constraint SC .

Proof. Clearly, the first node in postorder of each minimal supertree is
derived. Suppose, that the first k nodes are derived. Note that because
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Algorithm 17 Compute Minimal Supertree
Input: dtree[1:m],contree[1:n]
Output: Ptree

1: Ptree← insert ∅ at depth 0
2: for v ← 1 to n do
3: for w ← 1 to m do
4: if L(dtree[w]) = L(contree[v]) then
5: for all u ∈ Ptree : depth(u) = (v − 1) do
6: if ValidExtension(Ptree, u, dtree[w], contree[1..n], contree[v])

then
7: for all t ∈ PTREE : u = Π(t) do
8: if dtree[t] ∈ {Π∗(dtree[w])} then
9: if contree[v] is a leaf node then

10: mark w with t{non-minimal base tree}
11: else
12: mark t with w{non-minimal base tree}
13: end if
14: end if
15: PTREE ← insert w as child of u
16: end for
17: end if
18: end for
19: end if
20: end for
21: end for
22: return Ptree

the trees are traversed in postorder all descendants and left siblings of
the k + 1th node are already stored in the prefix tree. Algorithm 16
determines for each node in the data tree and for every node at depth
k + 1 in the prefix tree, whether or not the conditions of Definition 5.2
are met.

Clearly, the constraint tree is traversed once and all nodes that matches
the k +1th node of the constraint tree are inserted at depth k +2 in the
prefix tree. Furthermore, the trees that satisfy the constraints consists
of exactly one node of each level of the prefix tree (except for the root
node). Hence, all and only the unique minimal trees that satisfy the
constraint are derived.
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Figure 5.3. On the left a data tree d1 where for each node its preorder and postorder
number are displayed. On the right an example selection constraint SC1 .

When all minimal supertrees are derived, Algorithm 18 constructs a
base trees from each minimal supertree. This is done as follows: For
every node and its parent in the minimal supertree, the nodes on the
path between the corresponding nodes in the data tree must be part of
the base tree.

However in case the minimal supertrees are transformed to base trees,
then not all constructed base trees are minimal. For example, consider
the data tree d1 and the constraint tree Sc1 in Figure 5.3. Both nodes
with label A and preorder/postorder number (2, 2) and (3, 1) are inserted
in the prefix tree. However, every base tree of Sc1 that contains node
(3, 1) also contains node (2, 2). Hence, these base trees are not minimal.

Non-minimal base trees might occur when two nodes, say w and t,
both matches a node vk in the constraint tree and w is an ancestor of
t in the data tree. Note that, the minimal trees from which the base
trees are derived are unique. The reason that these base trees are non-
minimal is because Algorithm 18 derives induced subtrees from the data
tree. So, the path in the data tree between parent and child nodes is
present in the base tree. Because the path in the data tree between t
and the parent node of t in the constraint tree contains node w, is the
resulting base tree not in all cases minimal or unique.

More formally, suppose T and T ′ are both minimal supertrees of the
constraint tree Sc. Suppose that the nodes from T and T ′ are identical,
except for the node w from T and t from T ′. Moreover, suppose that
both w and t map to vk in the constraint tree. When w is an ancestor
of t, then depending on the location of vk we distinguish the following
cases:
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vk is a leaf node: Suppose vk−1 is the parent of vk in the constraint
tree and u ∈ VT , VT ′ is mapped for both T and T ′ to vk−1. Then the
path from u to t contains node w. Hence, the base tree constructed
from T is a proper subtree of the base tree derived from T ′. As a
result, the base tree derived from T ′ is not a minimal base tree.

vk is the root node: Suppose vk+1 is the child of vk in the constraint
tree and u ∈ VT , VT ′ is mapped for both T and T ′ to vk+1. Then the
path from w to u contains node t. Hence, the base tree constructed
from T ′ is a proper subtree of the base tree derived from T . As a
result, the base tree derived from T is not a minimal base tree.

vk is an internal node: Obviously, the derived base trees of T and
T ′ are identical in this case.

Algorithm 18 Derive Base Trees
Input: dtree[1:m],contree[1:n]
Output: the set of all base trees

1: Ptree← Compute Minimal Supertree (dtree[1 : m], contree[1 : n])
2: for all v ∈ PTREE : depth(v) = n do
3: construct T with v as root node
4: while n > 0 do
5: if mark(v) = w and the path from v to its leaf node equals a

path from w to one of its leaf node then
6: delete T
7: n← 0
8: else
9: n← n− 1

10: v ← x ∈ Ptree : depth(x) = n
11: insert v and the nodes in dtree from v ∈ dtree to Π(v) ∈ dtree

in T
12: end if
13: end while
14: Basetree← Basetree ∪ {T}
15: end for
16: return Basetree

To overcome this, we have to determine whenever a node w is inserted
in the prefix tree, if there already exists a sibling (t), for which hold that
it is an ancestor of w in the data tree. If this is the case, then the nodes
w and t are marked in the prefix tree (line 8–14 in Algorithm 17). Note
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Figure 5.4. The first part of the prefix tree constructed by Algorithm 18, on the data
tree d1 and the selection constraint SC1 both displayed in Figure 5.3. The labels of
the nodes refers to the preorder/postorder numbering of the nodes in d1.

that, depending on the position of the constraint node, w is marked with
t or t is marked with w. When a node w is marked with label t, then
all paths from w to its leaf nodes that are equal to one of the paths
from t to its leaf nodes are pruned when the base tree is constructed
(Algorithm 18 line 5–6).

In order to derive all frequent base trees from a tree structured data-
base, Algorithm 18 must be repeated for each data tree in the database.
Then each base tree is stored and the support of the base trees is de-
termined, where infrequent base trees are pruned. In case the selection
constraint consists of a disjunction of selection constraints, then for each
selection constraint a separate prefix tree must be constructed. In the
worst case, all embedded subtrees of a data tree are stored in the pre-
fix tree. As a result, the computational complexity of Algorithm 18 is
bounded by O(2n), with n the number of nodes in the data tree.

For example, consider the data tree d1 and the selection constraint SC1

shown in Figure 5.3. Algorithm 18 starts by determining all occurrences
in d1 of the node in SC1 with label A. First, the node labeled with
preorder/postorder number (3, 1) (according to the respective order in
the data tree) is inserted in the prefix tree (displayed in Figure 5.4).
Then the nodes labeled (2, 2), (7, 5) and (9, 7) respectively are inserted
in the prefix tree. Because (2, 2) is an ancestor of (3, 1) and the node with
label A of SC1 is a leaf node, (3, 1) is marked with label (2, 2) (shown as
an arrow in Figure 5.4). Since all occurrences of the first node in SC1

are found, the algorithm proceeds with determining all occurrences of
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Figure 5.5. A prefix tree constructed by Algorithm 18, on the data tree d1 and the
selection constraint SC1 both displayed in Figure 5.3. The labels of the nodes refers
to the preorder/postorder numbering of the nodes in d1.

the node labeled B. The first occurrence found has preorder/postorder
number (5, 3). Since B is a right sibling of A in SC1 , the node (5, 3) is
added as a child of each node in the prefix tree at depth one of which it
is a right sibling: the nodes (3, 1), (2, 2). The next occurrence of node
B is the node with label (4, 4). Since this node is an ancestor of the
node labeled (5, 3) and B is a leaf node, all occurrences of (5, 3) that are
siblings of (4, 4) are marked with label (4, 4) (displayed in Figure 5.5).
The next occurrence of B is the node with label (8, 6), this node is added
in the prefix tree whenever it is a right sibling of the nodes at depth one,
i.e. (3, 1), (2, 2), (7, 5). Since the node in the prefix tree with label (9, 7)
has no children that correspond to the node labeled B, it can never lead
to a supertree of SC1 . Hence, this branch can be pruned. The next step
is to determine all occurrences of the root node (label R) in the data
tree. The first occurrence found is the node with label (6, 8). Since R is a
parent of both A and B, (6, 8) must be an ancestor of the nodes at depth
one and two in the prefix tree. This constraint is only satisfied for the
branch started at node (7, 5). The next occurrence of R is the node with
label (1, 9). Since (1, 9) is an ancestor of all nodes in the data tree, it is
added as a child node of all nodes at depth two. However, because (1, 9)
is an ancestor of (6, 8) and R is the root node, the occurrence of (1, 9)
that is a sibling of (6, 8) is marked with the label (6, 8). The next step
is to derive all base trees from the prefix tree. Starting from left to right
in Figure 5.5, the first node to consider is (1, 9). Since (1, 9) is marked
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with (6, 8) and all descendants of (1, 9) are also descendants of (6, 8), the
node labeled (1, 9) is removed. (6, 8) is considered next which results in
a base tree of the nodes (in preorder):{(6, 8), (7, 5), (8, 6)}. The next
leafs deliver the base trees:{(1, 9), (2, 2), (8, 6)} and {(1, 9), (2, 2), (4, 4)}.
All other paths starting from the leafs node to the nodes at level one are
disregarded, because they result in non-minimal base trees.

Theorem 5.2. For a constraint tree SC and a data tree d, Algorithm 18
derives all trees that satisfy the constraint SC and that are minimal in-
duced subtrees of d exactly once.

Proof. Algorithm 18 determines for each unique minimal supertree the
paths in d between a child node and its parent. Hence, Algorithm 18
derives only induced subtrees of d.

Algorithm 18 constructs a base trees from each unique minimal tree
that satisfy the constraint. Hence, at least all base trees are derived.
Moreover, the only possibility to obtain a non-minimal/duplicate base
tree is when nodes from d are added to the minimal supertree, such that
the path in the data tree between two nodes in the prefix tree is present
in the base tree.

Suppose T is a non-minimal base tree, constructed from a minimal
supertree Te. Because T is non-minimal ∃u∃v : u ∈ VT ∧ u /∈ VTe , v ∈
VT ∧ v ∈ VTe ∧ L(u) = L(v). Note that, v is either the root node or v is
a leaf node. Depending on the location of v, we consider the following
cases:

v is the root node of T: Because, Algorithm 17 derives all minimal
supertrees that satisfy Sc (Lemma 5.1), u is present in the prefix tree
as sibling of v. Because v ∈ {Π∗(u)} holds, is v marked with u by
Algorithm 17. Moreover, because Algorithm 17 derives all minimal
supertrees ∃T ′

e : VT ′
e
\ {u} = VTe \ {v}. Note that, u and v are both

leaf nodes in the prefix tree. Hence, T is pruned by Algorithm 18.

v is a leaf node of T: Because, Algorithm 17 derives all minimal
supertrees that satisfy Sc (Lemma 5.1), u is present in the prefix tree
as sibling of v. Because u ∈ {Π∗(v)} holds, is v marked with u by
Algorithm 17. Moreover, because Algorithm 17 derives all minimal
supertrees ∃T ′

e : VT ′
e
\ {u} = VTe \ {v}. Obviously, the path in the

prefix tree between v and the root node of Te is equal to the path
in the prefix tree between u and the root node of T ′

e. Hence, T is
pruned by Algorithm 18.

Suppose T and T ′ are duplicates, i.e. VT = VT ′ . Moreover, suppose
T is derived from the minimal supertree Te and T ′ from T ′

e. Because,



122 STUDIES IN FREQUENT TREE MINING

VT = VT ′ and VTe 6= VT ′
e

it holds that ∃u∃v : u, v ∈ VT , VT ′∧v ∈ VTe∧v /∈
VT ′e ∧ u /∈ VTe ∧ u ∈ VT ′

e
∧ L(v) = L(u). We consider two cases:

u ∈ {Π∗(v)} : Because, Algorithm 17 derives all minimal supertrees
that satisfy Sc (Lemma 5.1), u is present in the prefix tree as sibling
of v. Hence, v is marked with u by Algorithm 17. Obviously, the
path in the prefix tree between v and the root node of Te is equal to
the path in the prefix tree between u and the root node of T ′

e. Hence,
T is pruned by Algorithm 18.

v ∈ {Π∗(u)} : Because, Algorithm 17 derives all minimal supertrees
that satisfy Sc (Lemma 5.1), u is present in the prefix tree as sibling
of v. Hence, u is marked with v by Algorithm 17. Obviously, the
path in the prefix tree between v and the root node of Te is equal to
the path in the prefix tree between u and the root node of T ′

e. Hence,
T ′ is pruned by Algorithm 18.

5.2.1.2 SCTreeminer
Once all frequent base trees have been derived, the idea is to extend

these in such a way that all closed frequent trees that satisfy the con-
straints are enumerated. With the rightmost extension technique, we
can however not generate all possible supertrees if the enumeration is
started from the base trees. To illustrate this point, in Figure 5.6 all
possible locations to add new nodes to the base tree T3 (the bottom
right tree in Figure 5.2) are shown. For example, if a node labeled H
occurs frequently on location 6 of T3, the frequent tree obtained by ex-
tending T3 with H at location 6 should clearly be part of the output.
However, this tree can not be enumerated by using the rightmost ex-
tension technique, because the position of the new node is not on the
rightmost path. Besides the rightmost extension (extension positions 2,
3 and 4 in figure 5.6), base trees should therefore be extended in the
parent direction (marked with label 1 in figure 5.6) and depending on
the shape of the base tree also on the leftmost path (extension positions
7 and 8) and in the area between the leftmost child and the rightmost
child of the root (extension positions 5 and 6).

These extension problems can be solved by using the properties of
closed trees. Rather than starting the enumeration from the base tree
BT0 itself, we start the enumeration from its root node vr

BT0
. That

is, given the occurrences of the base tree, we select from these the oc-
currences of the root node. So, we restrict BT0 to its root node vr

BT0
,

denoted as (BT0|vr). More formally:
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Figure 5.6. Locations for an additional vertex to be added to the base tree T3.

Definition 5.3. Restriction of a pattern tree to a node.
Given a database D and a tree T with VT = {v1, . . . , vk} and occ(T,D) =⋃

d∈D

{(tid(d), {Φ1
d(v1), . . . ,Φ1

d(vk)}, . . . , {Φl
d(v1), . . . ,Φl

d(vk)})|T � d}.

Then (T |vi) with vi ∈ VT , is a tree with V(T |vi) = {vi}, vr(T |vi) = vi and
occ(T |vi) = ⋃

d∈D

{(tid(d), {Φ1
d(vi)}, . . . , {Φl

d(vi)})|T � d}.

Lemma 5.3. (T |v) .= T

Proof. The claim follows directly from Definitions 5.6 and 2.20.

Because (BT0|vr) is occurrence matched with BT0 and because of
Lemma 2.7, (BT0|vr) is not closed. Moreover, any tree obtained by
extending (BT0|vr) (say T1) that is not a supertree of BT0 is not a
closed tree. Because of Definition 2.20 we can extend T1 until it is a
supertree of BT0 where the support of the extended tree is equal to the
support of T1. Hence, by using Algorithm 11 with (BT0|vr) as frequent
1-pattern, only closed frequent trees are derived that are supertrees of
BT0.
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For example, consider the base tree T3 in figure 5.6. We start by
taking the root node of T3 (B); we extend B with the node A—call
this tree Tk. Because there is a supertree Tk+1 of Tk—the extension
of Tk with node K —such that Tk

.= Tk+1, is Tk not closed; hence we
extend Tk. Furthermore, suppose Tk+1 is extended with a node labeled
H, that is a child of K. This tree Tk+2 is not closed because there is a
supertree Tk+3—the extension of Tk+2 with node C—such that Tk+2

.=
Tk+3. Hence also Tk+2 must be further extended. With this approach the
positions 2− 8 of T3 as shown in figure 5.6 are considered for extension
and all valid results are supertrees of T3.

Algorithm 19 MineParent
Input: BT, D, σ

1: PT1 ← all frequent extensions of (BT |vr) in the parent direction
2: if ∃T ∈ PT1 : BT

.= T then
3: F1← F1∪ {MineParent(T |vr, D, σ)}
4: else
5: F1← F1 ∪ {(BT |vr)}
6: for all T ∈ PT1 do
7: F1← F1∪ {MineParent(T |vr, D, σ)}
8: end for
9: end if

10: return F1

With the previous observations we have solved the enumeration prob-
lem from the base pattern for extensions on the leftmost path and the
area between the first child of the root and the last child. For extension
of the base tree (BT0) in the parent direction, we compute the parents
of (BT0|vr). That is all frequent extensions of (BT0|vr) with a new root
node are computed; call this set of trees PT1 . The overall idea is that
the enumeration of all frequent closed supertrees of a base tree is started
from each possible frequent extension in the parent direction. In order
to enumerate all supertrees with the rightmost extension technique from
a frequent extension, we restrict the frequent extensions to its root node.
This set of nodes is called the frequent 1-patterns.

If there is a tree in PT1 , say Tc, such that (BT0|vr) .= Tc then, (BT0|vr)
can be pruned because (BT0|vr) nor any of its extensions is a closed
pattern (line 2 in Algorithm 19). The computation of the parent set is
then repeated for (Tc|vr). If (BT0|vr) is not occurrence matched with
any tree in PT1 we add (BT0|vr) to the frequent 1-patterns (line 2 in
Algorithm 19). Moreover, for each frequent tree Tc ∈ PT1 , the procedure
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of determining the frequent extensions in the parent direction is repeated
for (Tc|vr).

Due to this procedure we have for each base tree BT0 a set of fre-
quent 1-patterns, to which we further refer as {BT01 , . . . , BT0n}. The
pseudocode to extend base trees in the parent direction is given in Algo-
rithm 19. The input parameters are: a frequent base tree BT , the tree
structured database D, and the support threshold σ.

Lemma 5.4. Algorithm 19 derives all frequent 1-patterns of a base tree
such that all closed frequent induced supertrees of the base tree can be
derived using the rightmost expansion technique.

Proof. Obviously, using the rightmost extension technique an induced
supertree of the base tree can either be derived from the root node
or from an ancestor of the root node (Theorem 2.5). Algorithm 19
only prunes a frequent 1-pattern when it is occurrence matched with
its parent. However, the pruned patterns nor any of its extension can
according to Lemma 2.8 result in a closed tree. Since, Algorithm 19
derives the frequent 1-pattern from the root node of the base tree and
every frequent 1-pattern that can be obtained by extending the base tree
in the parent direction the result follows.

With the algorithms previously specified, we are able to enumerate all
extensions of the base tree. However, in the answer set duplicates might
be introduced. This occurs for example when root nodes with the same
label of different base trees have (partly) the same occurrences in the
database. The enumeration of the subtree starting at these nodes will
be initiated twice, leading to duplicate patterns in the output. Also, the
MineParent algorithm causes duplicates: in figure 5.7 the data tree d1

contains two base patterns that match the constraint Ct in figure 5.2;
call these base patterns BT0 (occurring in the left subtree of the root
node) and BT1 (occurring in the right subtree). When the parent sets
of (BT0|B) and (BT1|B) are computed, a frequent 1-pattern with root
node E is presented twice: Once as frequent pattern to represent BT0,
and once to represent BT1. Note that these frequent 1-patterns might
have different occurrences. When we mine all closed trees starting from
these two frequent 1-patterns we get d1 twice in the output.

To overcome this problem extra rules are required when we start the
enumeration from a frequent 1-pattern and when extending the current
pattern with a root node of another base pattern. The basic idea is
to define an order on the initially discovered base patterns. This order
is used to allow extensions with nodes from another base tree if the
first base tree comes first in the order. When the second base tree is
lower in order, extensions are only allowed until the pattern derived
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Figure 5.7. Two example data trees d1 (left) and d2 (right).

from the first base tree is not occurrence matched with the second base
tree. We use the support of the base patterns as order criterion, but
the order is in fact arbitrary. Suppose we have n base patterns with
order: BT1 < BT2 < . . . < BTn−1 < BTn. With each base pattern BTi

a set {BTi1 , . . . , BTim} is associated containing the frequent 1-patterns
associated with BTi. Note that the frequent 1-patterns associated with
the same base pattern have the same order. However, the enumeration
started from multiple frequent 1-patterns that represents the same base
tree does not lead to duplicates.

Suppose a frequent pattern Tk, started from a frequent 1-pattern that
represents base tree BTi, has a frequent extension with a node vk+1. Call
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this candidate pattern Tk+1. If some of the occurrences of Tk+1 overlap
with the occurrences from another base tree BTj , then we consider three
cases:

1 ord(BTi) < ord(BTj): Tk may be extended with vk+1.

2 ord(BTi) > ord(BTj) ∧Tk+1 6
.= BTj: Tk may be extended with

vk+1.

3 ord(BTi) > ord(BTj) ∧Tk+1
.= BTj: Tk+1 is not a valid extension

of Tk and hence, Tk+1 must be pruned.

In case we start the enumeration of BTi from a frequent 1-pattern
where the occurrences overlap with the occurrences of the root node
from base tree BTj , then these additional rules also apply.

For example, with the data tree d1 in figure 5.7, after we have deter-
mined the frequent parents of the base trees (Algorithm 19) we have two
frequent 1-patterns. Both are labeled E, one represents the base tree
BT0 and one the base tree BT1. If we start the enumeration from the
first frequent 1-pattern, at some point we have computed the frequent
pattern E −D − BT0. We can further extend it with the nodes of the
right subtree of d1, because BT0 < BT1. Hence, with the minimum sup-
port value set to 50%, d1 will be part of the result. Suppose the second
frequent 1-pattern is extended with nodes D and B, call this tree Tk.
Because some occurrences of Tk are part of the base pattern BT0 and
BT1 > BT0, we determine if Tk

.= BT0. Since this is not the case we
extend Tk to Tk+1 by adding a new label A. Since Tk+1

.= BT0 holds,
we prune Tk+1. Another extension possibility is adding node L to Tk.
In this case Tk+1 6

.= BT0, and hence Tk+1 is a valid k + 1 candidate tree
and should be be further extended.

Summarizing, for a frequent k-pattern T derived from BTi and a set of
base trees BS = {B1, . . . , Bn}, with BTi /∈ BS, the duplicate detection
constraint must always be satisfied:

∃Bj ∈ BS ∧ T
.= Bj ⇒ ord(BTi) ≤ ord(Bj).

Whenever a candidate tree, falsify this constraint it is pruned. Algo-
rithm 21 is a modified version of the induced closed tree mining algorithm
(Algorithm 11), where for each candidate tree it is determined whether
is satisfies the duplicate detection constraint (line 5).

The straightforward implementation of Algorithm 21, is however not
efficiently: For every candidate generated, we have to check if the candi-
date is occurrence matched with a base tree. To overcome this, we mark
all nodes in the database that corresponds with a root node of a frequent
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1-pattern with its corresponding order; this is done in the same sweep
trough the database as the computation of the frequent 1-patterns.

Algorithm 20 SCTreeminer
Input: D,SC,σ,F(σ,D,�i)
Output: all frequent induced closed subtrees that satisfy the selection

constraint SC
1: S ← all base trees
2: for i← 1 to i = |S| do
3: BT ← S[i]
4: i← i + 1
5: F1← MineParent(BT )
6: ComputeClosedTrees((D,σ, F1, BT, S,F(σ,D,�i))
7: end for
8: return F(σ,D,�i)

The pseudocode of the overall algorithm is given in Algorithm 20.
The input parameters are: a tree structured database D, a selection
constraint SC, the minimum support threshold σ and the initially empty
set of frequent closed trees that satisfy the selection constraints. The first
step is to derive all frequent base trees (according to Algorithm 18) and
store them in a set (line 1). On line 5 all frequent 1-patterns (according
to Algorithm 19) for a base tree are determined. The next step is to
use these frequent 1-patterns in the closed induced frequent tree mining
algorithm (Algorithm 21). Note that, candidate patterns are generated
by using the rightmost expansion technique (Algorithm 9).

Theorem 5.5. Algorithm 20 derives the frequent closed induced subtrees
that satisfy the constraint exactly once.

Proof. Clearly, every closed frequent induced tree that satisfy the con-
straint is an induced supertree of at least one base tree. According
to Theorem 8, Algorithm 9 derives all frequent induced extensions that
can be obtained from a frequent 1-pattern using the rightmost expansion
technique. Moreover, Algorithm 19 derives all frequent 1-patterns of a
base tree such that all frequent induced supertrees of the base tree can
be derived (Lemma 5.4). Since Algorithm 21 starts from the frequent
1-patterns generated for each base tree by Algorithm 19 and uses Al-
gorithm 9 to generate candidate patterns, all frequent induced subtrees
are derived. Furthermore, Algorithm 21 performs transaction matched
pruning (line 7). Hence, according to Lemma 2.7 only closed induced
subtrees are derived. Following Lemma 2.8, the occurrence matched
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Algorithm 21 ComputeClosedTrees
Input: D,σ,{T k

1 , . . . , T k
m}, BT, S,F(σ,D,�i)

Output: all frequent closed induced subtrees
1: for i← 1 to i = m do
2: Ck+1

i ← ∅
3: Ck+1

i ← extend(T k
i , OCL(T k

i ))
4: for all T k+1

i ∈ Ck+1
i such that supp(T k+1

i ) ≥ σ do
5: if ∀BTi ∈ S : ord(BT ) ≥ ord(BTi) ∨ T k+1

i 6 .= BTi then
6: if ∀Tk+2 ∈ Bleft

T k+1
i

∧ T k+1
i 6 .= Tk+2 then

7: if ∀Tk+2 ∈ BT k+1
i
∧ T k+1

i 6' Tk+2 then

8: F(σ,D,�i)← F(σ,D,�i) ∪ T k+1
i

9: end if
10: ComputeClosedTrees(D,σ, {T k+1

i }, BT, S,F(σ,D,�i))
{recursive call}

11: else
12: delete (T k+1

i )
13: end if
14: else
15: delete (T k+1

i )
16: end if
17: end for
18: end for

pruning (line 6) only prunes patterns that are not closed and of which
all possible extensions are not closed either. The additional duplicate
pruning (line 5) prunes a pattern T derived from a base tree BTi, if T
is occurrence matched with a base tree BTj and ord(BTi) > ord(BTj).
However, since T is occurrence matched with BTj , T will be enumer-
ated from a frequent 1-pattern derived from BTj . Hence, only duplicate
patterns are pruned.

Clearly, every frequent 1-pattern derived by Algorithm 19 is occur-
rence matched with a base tree or a base tree extended in the parent
direction. Hence, according to Lemma 2.7 all closed induced subtrees
derived by Algorithm 20 are supertrees of a base tree. As a result, Al-
gorithm 20 derives all frequent closed induced subtrees that satisfy the
constraint.

Following Theorem 2.5, all subtrees are at most once derived from
a frequent 1-patterns. Suppose, two frequent 1-patterns are derived
from the same base tree. Clearly, one frequent 1-pattern is obtained



130 STUDIES IN FREQUENT TREE MINING

by restricting a pattern T to its root node, where T is obtained by
extending one or more time in the parent direction the other frequent 1-
pattern. Since all frequent 1-patterns are extended using the rightmost
path extension technique, a pattern derived from the first frequent 1-
pattern can not be enumerated from the second frequent 1-pattern.

Hence, the only possibility to enumerate a pattern twice is if it is once
enumerated from a frequent 1-pattern originated from base tree BTi and
once from a base tree BTj . Suppose, T = T ′. Then T is derived from a
frequent 1-pattern originating from BTi and T ′ from a frequent 1-pattern
originating from BTj . Moreover, suppose ord(BTi) > ord(BTj). If T
is occurrence matched with BTj , then T is pruned by the duplicate
pruning. If this is not the case and T is enumerated twice, then T
is not closed. Because, T ′ .= BTj and T = T ′ and T 6 .= BTj hence
occ(T ′) ⊂ occ(D). Hence, T can be extended with nodes from BTj and
the extended pattern has the same support as T .

5.3 Experimental Results
The goal of the experiments is to examine and evaluate the use of selec-

tion constraints in frequent tree mining algorithms. Because SCTreem-
iner is an extension of Algorithm 11 we compare the runtime for the
closed tree mining algorithm with the runtime of SCTreeminer. More-
over, the runtime of the closed tree mining algorithm is a lower bound
for the time needed to compute all frequent subtrees that satisfy the
selection constraints with a post-processing approach. We performed
the comparison for two datasets and several selection constraints. Each
selection constraint had a different selectivity, where a selectivity of x%
means that x% of the closed frequent trees satisfies the constraints. All
experiments were run on a 2.8GHz PC with 500 MB of RAM, running
Red Hat Linux.

5.3.1 Datasets
We performed experiments on two datasets: a synthetic dataset T1D

and the CSLOG dataset. The synthetic dataset was generated by the
procedure described in Section 4.3.2.3. The generator was used with the
following settings: the number of distinct node labels N = 50, the total
number of nodes in the master tree M = 100, 000, the maximum fan out
of a node F = 10 and the maximal depth of the tree D = 15. From this
master tree, the dataset is created by selecting 10, 000 subtrees from the
master tree. The average number of nodes in the trees equals 22.53.

The real dataset CSLOG is similar to the Weblog dataset (described
in Section 4.3.2.1), except that the data does not contain class labels and
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Figure 5.8. The running time for different levels of selectivity. The rightmost point in
both plots (where the selectivity equals 100) is the case where there are no constraints
specified, i.e. the closed treemining algorithm. Top: the results for the synthetic
dataset T1D with minimum support value of 1%. Bottom: the results for CSLOG
dataset with minimum support of 0.042%.

is gathered over a longer period of time. The CSLOG dataset contains
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13, 361 unique nodes (web-pages) and 59, 691 user browsing subtrees.
The average tree size is 12.94.

5.3.2 Results
In figure 5.8 the results of the experiments are shown. For the syn-

thetic dataset T1D the run time appears to increase linearly with the
selectivity of the constraint. The runtime for the constraint with the low-
est selectivity is about 14 times faster than the runtime for the closed
tree mining algorithm. For the real dataset, five out of nine runs with
selection constraints used less than 0.5 seconds of CPU time. The num-
ber of closed frequent trees for these runs was between 28 and 65, i.e.
a maximum selectivity of 0.06%. For the CSLOG dataset we did not
achieve a selectivity lower than 3%. This is likely to be caused by the
sparseness of the CSLOG dataset, i.e. most nodes occur only in a small
number of trees. Remarkable is that the computation time for the run
with a selectivity of 3% is fairly high (218 seconds). This is because when
mining this dataset with such a low minimum support value (0.042%),
the size distribution of the frequent closed trees has a long right tail.
This tail is likely to be caused by web-crawlers (as suggested in [Chi
et al., 2005a]) that, contrary to regular users, visit a large number of
web-pages. The run with a selectivity of 3% contained many of these
trees with large size: 58% of the trees were of size greater than 18, while
in the run with no constraints only 3% of the trees were of size greater
than 18.

5.4 Extensions
The algorithms presented are primarily designed to handle ordered

trees. However, SCTreeminer can be modified to handle unordered trees,
attribute trees and bottom-up subtrees. That is, because the enumera-
tion is performed by the closed tree mining algorithm (Algorithm 11),
any algorithm that computes closed trees can be used. Hence, since
(Algorithm 11) can be modified such that unordered rooted trees, at-
tribute trees and bottom-up subtrees can be derived so can SCTreem-
iner. However, the algorithm that derives all base trees must be adjusted
(Algorithm 18) to accomplish this.

The idea of pre-selecting structures which are then condensed to a sin-
gle point (frequent 1-pattern) is also applicable to graph structured data.
However, pre-selecting the structures may become more troublesome for
graph structured data, because subgraph isomorphism is NP-complete.
Moreover, additional problems such as duplicate enumeration of patterns
need to be solved as well.
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5.5 Conclusion
In this chapter we proposed and investigated the use of selection con-

straints for frequent treemining. Selection constraints allow the user to
give a partial specification of patterns of interest. We have shown in our
experiments that the use of selection constraints leads to a reduction in
computation time (and hence of the search space), and may yield a con-
siderable reduction in the number of patterns that are of no interest to
the user. The reduction of the search space is achieved by pre-selecting
structures that satisfy the constraints.

The major bottleneck of SCTreeminer lies in deriving the minimal
supertrees that satisfy the constraint. This is because Algorithm 18
computes all embedded subtrees of the selection constraint that occur
in the data tree. In a worst case scenario the number of embedded sub-
trees can be exponential with the size of the data tree. Moreover, when
a selection constraint consists of many disjuncts, the number of frequent
1-patterns can be a multiple of the number of distinct node labels. In
these cases it is unlikely that any performance gain can be achieved by
using SCTreeminer. However, these problems can be solved by limiting
the selection constraints, i.e. providing a less powerful constraint specifi-
cation language. A major simplification to Definition 5.2 can be achieved
by insisting that a pattern satisfies a selection constraint when it is an
induced supertree of it. In this case the base trees can be derived with
a single sweep through the database. Another obvious adjustment is to
limit the number of disjuncts. A drawback of these two solutions for a
worst case scenario, is that the user has less powerful tools to specify his
needs.

The main achievements of this chapter is that in a principle way pre-
selecting patterns can be combined with closed mining algorithms. This
insight can be used to develop efficient mining algorithms for different
types of data.





Chapter 6

MINING TREE PATTERNS WITH ALMOST
SMALLEST SUPERTREES

The previous chapters were concerned with frequent pattern mining
algorithms for tree structured data. In this chapter we describe a differ-
ent approach to mine tree structured data. We describe a method that
computes an almost smallest supertree of a forest, based upon iteratively
employing tree alignment. This supertree is a global pattern, that can be
used both for descriptive and predictive data mining tasks. Experiments
performed on two real datasets show that our approach leads to a drastic
compression of the database. Furthermore, when the resulting pattern
is used for classification, the results show a considerable improvement
over existing algorithms. The incremental nature of the algorithm pro-
vides a flexible way of dealing with extension or reduction of the original
dataset. Finally, the computation of the almost smallest supertree can
be parallelized easily. This chapter is based on work earlier published
in [Knijf, 2008]

6.1 Introduction
In this thesis we primarily focused on frequent pattern mining algo-

rithms for tree structured data. A recurring topic in each chapter was
the explosion of the number of frequent patterns. As observed in earlier
chapters, the size of the frequent pattern set is often a multiple of the
size of the original database. Another disadvantage of the frequent pat-
tern mining approach is the assumption that the data resides in a static
database, i.e. any addition or deletion of data may result in invalid de-
scription and prediction models and hence the mining algorithm must
be started again from scratch.
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In this chapter we present a novel method, called MASS, to mine tree
structured data. The mining algorithm MASS is based upon finding an
almost smallest supertree. Given a forest, a smallest supertree is a tree
of which each tree in the forest is a subtree and there is no tree with less
nodes that is also a supertree. Clearly, given such a smallest supertree,
it is the shortest description of the forest and, in accordance with the
Minimal Description Length (MDL) principle the best model for the
dataset [Li and Vitanyi, 1993]. Or in other words, as stated in [Falout-
sos and Megalooikonomou, 2007]: several core aspects of datamining
are all essentially related to compression. However, even for a set of
five sequences with an alphabet size of two, the problem of finding the
smallest supersequence is NP-Complete [Maier, 1978]. Since a sequence
is a special case of a tree, the problem of computing a smallest supertree
is also NP-Complete. A smallest supertree of two ordered trees can be
derived from the optimal alignment of these trees, with a particular cost
function associated to the tree edit operations [Jiang et al., 1995]. As
such, deriving the smallest supertree is a special case of tree alignment
which in turn is a restricted case of the smallest tree edit distance [Zhang
and Shasha, 1989] between two trees. In this work we perform the align-
ment of multiple trees, which extends the optimal alignment of two trees
with heuristics. Although our approach does not lead to the smallest
supertree in general, the results show:

The size of the resulting pattern (in terms of number of nodes) varies
(depending on the dataset used) between 2.1% and 22.6% of the
original dataset.

The classifier constructed from the almost smallest supertree shows
considerable improvement over existing algorithms to classify tree
structured data.

The incremental nature of the algorithm to construct the almost
smallest supertree leads to great flexibility and the possibility to per-
form parallel computing.

Related work in the area of frequent pattern mining is the work de-
scribed in [Siebes et al., 2006] for frequent itemsets and its extension
by Bathoorn et. al [Bathoorn et al., 2006] for structured data. They
select frequent patterns according to the MDL principle: the smallest
set of patterns that best compresses the database. The analogy with
our work is that both approaches compress the database, in order to
derive meaningful results. However, the difference is that they use local
frequent patterns, while our method results in one global pattern that
compresses the database directly.
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A different class of mining algorithms for tree structured data uses
tree edit distance [Zhang and Shasha, 1989] or tree alignment [Jiang
et al., 1995] as a distance measure. The work described in [de Cas-
tro Reis et al., 2004] computes the tree edit distance between each pair
of web pages (represented as a DOM tree), these scores are used in a
standard clustering algorithm to cluster the web pages. Similar methods
are used in, e.g. [Hemnani and Bressan, 2002; Shapiro and Zhang, 1990],
but instead of the tree edit distance, the alignment distance is used for
clustering. A disadvantage of these methods is that the distance has
to be computed for each pair of trees, which results in computation-
ally demanding algorithms. Furthermore, the results do not deliver a
descriptive model of the data. Akoi et al. [Aoki et al., 2003] use the
alignment distance for a given tree to find similar tree structures in the
database. The application data is carbohydrate sugar chains (glycans),
which is not a sequence but has a tree structure.

Weskamp et al. [Weskamp et al., 2007] attempt to compute the op-
timal alignment between a set of graphs. Since the number of possible
alignments between two graphs is overwhelming, a heuristic is used.
First, for every pair of graphs the maximal common subgraphs are
(heuristically) derived. Second, these maximal common subgraphs are
aligned, and afterwards the remaining parts of the graphs are aligned.
This heuristic is motivated by the type of data they use (protein struc-
tures) and the application of interest (identification of functional re-
lationships among proteins). If for each pair of graphs the optimal
alignment is computed the pair with the smallest alignment distance
is aligned. This graph is called the center or pivot. Next, the alignment
distance between the pivot and the remaining graph is computed. From
all these alignment distances, the graph with the smallest distance to the
pivot is selected and aligned with the pivot. This procedure is repeated
until all the graphs are aligned with the pivot.

Finally, Subdue [Cook and Holder, 1994] is a data mining system
suited for mining substructures from a single graph. Subdue uses MDL
to find substructures that best compress the input graph. This is accom-
plished by a beam search that iteratively extends substructures—those
that give the best compression on the database—with a single node. Be-
sides that our algorithm works on a set of trees and Subdue on a single
graph, the main difference is that Subdue uses local optima to achieve a
better compression, while MASS uses the global optimum between two
trees. So for example, when a substructure compresses the database
reasonably well, in Subdue’s approach this substructure can only be ex-
tended with a node adjacent to the substructure in the original graph. In
our approach, when a part of the previously constructed supertree com-
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presses some unseen tree quite well, other parts of that supertree (even
when they are not directly connected to the subtree) can also contribute
to a yet better compression.

6.2 Preliminaries
In this section we describe the basic concepts of tree alignment and

state some of its properties. However, first we formalize the notion of
smallest supertree.

Definition 6.1. Smallest Supertree.
Given a database of tree structured data D = {d1, . . . , dm}, where each

di ∈ D is a labeled rooted ordered tree. A tree T is a smallest supertree
over D if:

∀di ∈ D di � T

∀T ′ : ∀di ∈ D di � T ′ ⇒ |T ′| ≥ |T |

Note that the smallest supertree is not uniquely defined for a set of
trees, i.e. there can be multiple smallest supertrees. The definition of
smallest supertree is only defined for ordered trees, however this no-
tion can easily be extended to unordered trees. In this thesis we will not
consider constructing almost smallest supertrees for unordered trees, be-
cause of the complexity of the alignment algorithm for unordered trees.
This topic will be further addressed in Section 6.2.1. Another point of
consideration is the tree inclusion relation: although the smallest su-
pertree is defined for the embedded, induced and bottom-up subtree
relation, in this thesis we only use the embedded one. The reason for
this is that although the usage of the embedded subtree relation enlarges
the search space, the smallest supertree will in general be smaller. That
is, the induced and bottom-up subtree relation impose more stringent
criteria to a supertree, and hence the smallest supertree would be larger.
Because the MASS algorithm iteratively aligns trees to the almost small-
est supertree and because it is computationally more demanding to align
a tree to a larger tree, the MASS algorithm would most likely require
substantially more computation time. Hence, besides a larger smallest
supertree also more computation time is needed.

6.2.1 Alignment Algorithm
A smallest supertree for two trees can be constructed using tree align-

ment. Informally, alignment of two trees T1 and T2 is obtained in the
following way: First nodes labeled with spaces (λ with λ /∈ Σ) are in-
serted into both T1 and T2, such that the structure of T1 and T2 be-
comes identical. Second, the altered trees are overlaid on each other.
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Figure 6.1. T1, T2 and the optimal alignment between T1 and T2.

Given a cost function (µ), that is a function that determines the cost
between each pair of nodes, the alignment distance equals the sum of
cost function. An optimal alignment is an alignment that minimizes
the distance of an alignment over all possible alignments. An example
of an optimal alignment is shown in Figure 6.1, where the alignment
distance with the cost function given in Equation (6.1) equals 4. Note,
that for reasons of clarity we display both node labels of the aligned
nodes in the plot. However, in practice we always pick one of the non-
empty labels as the new label of the aligned node. In Section 6.2.2 we
show that with the construction of the smallest supertree two nodes with
different labels will never be aligned. As such, picking one of the non-
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empty labels is uniquely defined. With these node label adjustments
both A(T1, T2) � T1 and A(T1, T2) � T2 holds. Moreover, in this case it
can be verified that A(T1, T2) is the unique smallest supertree of T1 and
T2.

Let v be a node of T1 and w be a node of T2, i.e. v ∈ VT1 and w ∈ VT2 .
Moreover, without loss of generality suppose that v has n children (v1 ≤
v2 ≤ . . . ≤ vn) and w has m children (w1 ≤ w2 ≤ . . . ≤ wm). Recall from
Section 2.2.2 that T1[v] denotes the subtree rooted at v, F1[v] denotes
the ordered forest of the subtrees {T1[v1], . . . , T1[vn]} and F1[vi, vj ] with
1 ≤ i ≤ j ≤ n denotes the ordered (sub) forest {T1[vi], . . . , T1[vj ]}. Let Θ
denote the empty forest, that is a forest without any trees. Furthermore,
let ∆ denote the alignment distance andA denote the optimal alignment,
both notations are used for trees, nodes and ordered forests. Finally, let
µ be the cost function and λ be the empty label.

For the computation of the optimal alignment we need to distinguish
three cases:

1 The basic case, in which a tree or ordered forest is aligned with an
empty forest. This case is covered by Lemma 6.1.

2 The case in which two (sub)trees are aligned with each other. This
case is covered by Lemma 6.2.

3 The case in which two ordered forests are aligned with each other.This
case is covered by Lemma 6.3.

Lemma 6.1. Basic case

∆(Θ,Θ) = 0
∆(T1[v],Θ) = ∆(F1[v],Θ) + µ(v, λ)
∆(Θ, T2[w]) = ∆(Θ, F2[w]) + µ(λ, w)
∆(F1[v],Θ) =

∑n
i=1 ∆(T1[vi],Θ)

∆(Θ, F2[w]) =
∑m

i=1 ∆(Θ, T2[wi])

Proof. Trivial.

Lemma 6.2. ∆(T1[v], T2[w])

= min

 ∆(Θ, T2[w]) + min1≤r≤m{∆(T1[v], T2[wr])−∆(Θ, T2[wr])},
∆(T1[v],Θ) + min1≤r≤n{∆(T1[vr], T2[w])−∆(T1[vr],Θ)},
∆(F1[v], F2[w]) + µ(v, w).
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Proof. Consider A(T1[v], T2[w]), we distinguish four cases:

1 (L(v), L(w)) is a label in A(T1[v], T2[w]). In this case the root of
A(T1[v], T2[w]) must be labeled (L(v), L(w)). Hence, ∆(T1[v], T2[w]) =
∆(F1[v], F2[w]) + µ(v, w).

2 (L(v), λ) and (L(u), L(w)) are labels in A(T1[v], T2[w]). In this case
the root of A(T1[v], T2[w]) must be labeled (L(v), λ). Moreover, u
must be a node in T1[vr] with 1 ≤ r ≤ n. Hence, ∆(T1[v], T2[w]) =
∆(T1[v],Θ) + min1≤r≤n{∆(T1[vr], T2[w])−∆(T1[vr],Θ)}.

3 (λ, L(w)) and (L(v), L(u)) are labels in A(T1[v], T2[w]). This case is
similar to the second case.

4 (L(v), λ) and (λ, L(w)) are labels in A(T1[v], T2[w]). With the score
function of Equation 6.1, A(T1[v], T2[w]) with (L(v), L(w)) as root
label, is an alignment with an equal or lower distance.

Lemma 6.3. ∆(F1[v1, vs], F2[w1, wt])

= min



∆(F1[v1, vs−1], F2[w1, wt]) + ∆(T1[vs],Θ)
∆(F1[v1, vs], F2[w1, wt−1]) + ∆(Θ, T2[wt])
∆(F1[v1, vs−1], F2[w1, wt−1]) + ∆(T1[vs], T2[wt])
µ(λ, wt) + min1≤k≤s{∆(F1[v1, vk−1], F2[w1, wt−1])+

∆(F1[vk, vs], F2[wt])}
µ(vs, λ) + min1≤k≤t{∆(F1[v1, vs−1], F2[w1, wk−1])+

∆(F1[vs], F2[wk, wt])}

Proof. Consider A(F1[v1, vs], F2[w1, wt]), we distinguish three cases:

1 The root of the rightmost tree of A(F1[v1, vs], F2[w1, wt]) is labeled
(L(vs), L(wt)). In this case, the rightmost tree must be an optimal
alignment of T1[vs] and T2[wt]. Hence,
∆(F1[v1, vs], F2[w1, wt]) = ∆(F1[v1, vs−1], F2[w1, wt−1])+∆(T1[vs], T2[wt]).

2 The root of the rightmost tree of A(F1[v1, vs], F2[w1, wt]) is labeled
(L(vs), λ). In this case, there is a k with 0 ≤ k ≤ t, such that T1[vs] is
aligned with the subforest F2[wt−k+1, wt]. There are three sub cases:

(a) k = 0. Hence, F2[wt−k+1, wt] = Θ. As a result,
∆(F1[v1, vs], F2[w1, wt]) = ∆(F1[v1, vs−1], F2[w1, wt])+∆(T1[vs],Θ).
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(b) k = 1. Hence, F2[wt−k+1, wt] = T [wt]. As a result,
∆(F1[v1, vs], F2[w1, wt]) = ∆(F1[v1, vs−1], F2[w1, wt−1])+∆(T1[vs], T2[wt]).

(c) k ≥ 2. This is the general case. It follows that ∆(F1[v1, vs], F2[w1, wt]) =
µ(vs, λ)+min1≤k≤t{∆(F1[v1, vs−1], F2[w1, wk−1])+∆(F1[vs], F2[wk, wt])}

3 The root of the rightmost tree of A(F1[v1, vs], F2[w1, wt]) is labeled
L(λ, L(wt)). Similar as in the second case.

Note that, in order to compute the optimal alignment between two
trees it is needed to compute the optimal alignment between their or-
dered subforests. In order to compute the optimal alignment between
T1 and T2, the algorithm computes for each pair of nodes v and w:
∆(T1[v], T2[wi]) for all 1 ≤ i ≤ m and ∆(T1[vi], T2[w]) for all 1 ≤ i ≤ n.
That is, for each pair of nodes v, w the subtree rooted at v should be
aligned with each subtree rooted by a child of w and vice versa. Fur-
thermore, the optimal alignment between the children of two nodes has
to be computed, so for each pair of nodes v and w: ∆(F1[v], F2[ws, wt])
for all 1 ≤ s ≤ t ≤ m and ∆(F1[vs, vt], F2[w]) for all 1 ≤ s ≤ t ≤ n.
That is, for each pair of nodes v, w, the forest that consists of the trees
rooted as child of v should be aligned with each consecutive sub forest
from the trees rooted as child of w and vice versa.

Algorithm 22 Align
Input: T1[1 : n], T2[1 : m]

1: for v ← 1 to n do
2: for w ← 1 to m do
3: for i← 1 to deg(v) do
4: ForestAlign(F1[vi, vn], T2[w]), DIST )
5: end for
6: for j ← 1 to deg(w) do
7: ForestAlign(T1[v], F2[wj , wm]), DIST )
8: end for
9: DIST [v, v][w,w]← Compute (∆(T1[v], T2[w]))

10: end for
11: end for
12: return DIST [n, n][m,m]

The pseudocode is shown in Algorithm 22. The algorithm uses a
dynamic programming approach [Bellman, 2003] to compute the results.
The input parameters are two ordered trees, which are assumed to be
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sorted in postorder. The minimum alignment distance between every
pair of subtrees is computed according to the equations previously given
and stored in a matrix. Note that, in order to compute ∆(T1[v], T2[w])
we need the minimum alignment distance between T1[v′] and T2[w′] for
every v′ ∈ VT1[v], w

′ ∈ VT2[w]. This is the reason why the trees are
processed in postorder. To compute the alignment distance between
two ordered forests Algorithm 23 is used. The input parameters are two
ordered forests and a matrix to store the results.

Algorithm 23 ForestAlign
Input: F1[vi, vn], F2[wj , wm], DIST

1: for k ← i to n do
2: for l← j to m do
3: DIST [vi, vk][wj , wl]← Compute (∆(F1[vi, vk], F2[wj , wl]))
4: end for
5: end for

The runtime of Algorithm 23 with input parameters F1[vi, vn] and
F2[wj , wm] is bounded by O((n − i) × (m − j) × (n − i + m − j)). So,
for each pair v and w Algorithm 22 spends O((deg(v) + deg(w))2) time.
As a result, the complexity of Algorithm 22 is O(|T1|× |T2|× (deg(T1)+
deg(T2))2). If we assume that the largest tree is of size n, because the
degree of a tree of size n is always smaller than n, we have that the
computational complexity is bounded by O(n4).

In case of unordered trees, the minimum alignment distance should,
for every pair of subtrees T1[v] and T2[w], be computed between the
children of v and each possible (non-empty) combination between the
children of w and vice versa. In the work described in [Jiang et al.,
1995] it is proven that aligning unordered trees is MAX SNP-hard.

In order to derive a smallest supertree, the following score function is
used [Jiang et al., 1995]:

Equation 6.1.

µ(v, w) = 0 |L(v) == L(w)
µ(v, w) = 1 |L(v) == λ or L(w) == λ

µ(v, w) = 2 |L(v) 6= L(w) and L(v), L(w) 6= λ
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w

F2[w1, wr−1] F2[wr+1, wm]A(T1[v], T2[wr])

v

F1[v1, vr−1] F1[vr+1, vn]A(T1[vr], T2[w])

v

A(F1[v], F2[w])

Figure 6.2. The first step of the optimal alignment between T1[v], T2[w] in case
one of the following formulas is used: ∆(Θ, T2[w]) + min1≤r≤mw{∆(T1[v], T2[wr]) −
∆(Θ, T2[wr])} (top); ∆(T1[v], Θ)+min1≤r≤nv{∆(T1[vr], T2[w])−∆(T1[vr], Θ)} (mid-
dle) and ∆(F1[v], F2[w]) + µ(v, w) (bottom).

6.2.2 Constructing the Smallest Supertree

From the minimal alignment distance the optimal alignment can be
constructed, by tracing back the performed operations. For example in
Figure 6.2, the first step of the optimal alignment for ∆(T1[v], T2[w]) is
shown in case the minimum distance is achieved by applying once the
equations of Lemma 6.2. However, not every series of actions results in
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a smallest supertree. In two cases, one can choose actions that results in
a minimum alignment distance under the score function of Equation 6.1,
but where the optimal alignment is not a smallest supertree.

However, in each of these cases there is a corresponding group of
actions that is equivalent in terms of alignment distance and which
do results in a smallest supertree. The first case occurs when align-
ing two trees T1[v] and T2[w] with L(v) 6= L(w). Moreover, suppose
∆(T1[v], T2[w]) = ∆(F1[v], F2[w]) + µ(v, w). The optimal alignment of
T1 and T2 results in a tree in which the the nodes with label v and
label w are mapped onto each other. Hence, the aligned tree is not a
supertree of both T1[v] and T2[w]. However, applying once the fourth
and the fifth equation of Lemma 6.3 results in an equivalent alignment
distance, where the two nodes are not mapped onto each other in the
optimal alignment:

∆(T1[v], T2[w])
= ∆(F1[v, v], F2[w,w])

=[k=1] µ(v, λ) + Θ + ∆(F1[v], F2[w,w])
= µ(v, λ) + ∆(F1[v], F2[w,w])

=[k=1] µ(v, λ) + µ(λ, w) + Θ + ∆(F1[v], F2[w])
= µ(v, λ) + µ(λ, w) + ∆(F1[v], F2[w])
= 2 + ∆(F1[v], F2[w])
= µ(v, w) + ∆(F1[v], F2[w])

Note that the third equation of Lemma 6.2, is the only equation in
which two nodes are mapped to each other. Hence, only nodes with
the same labels are mapped to each other. The other case were an
action does not result in a supertree occurs when T1[v] and T2[w] have
no node labels in common. Applying the first or second equation from
Lemma 6.3 results in the minimum alignment distance between T1[v] and
T2[w], i.e. ∆(T1[v], T2[w]) = ∆(Θ, T2[w]) + ∆(T1[v],Θ). However, the
resulting optimal alignment is a forest. Also in this case, there are series
of actions which result in the same alignment distance and where the
resulting alignment is a supertree. For example, applying either the first
or the second equation from Lemma 6.2 or the fourth or fifth equation
from Lemma 6.3, followed by any equation suitable, delivers the desired
result. Note, that this is the only possible situation were the alignments
of two (sub)trees results in a forest. If T1[v] and T2[w] have nodes in
common, then ∆(T1[v], T2[w]) < ∆(Θ, T2[w]) + ∆(T1[v],Θ).

We say there is a match between a node v from T1 and a node w from
T2 if in the optimal alignment, the nodes are mapped onto each other
and the cost of the mapping equals zero, i.e. µ(v, w) = 0. For example
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in Figure 6.1, the set of matches of the optimal alignment, denoted by
AM (T1, T2), equals {(a, a), (b, b), (d, d)}.

6.2.3 Properties of Tree Alignment
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(d,λ)(e,λ)
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Figure 6.3. T1, T2 and the resulting six optimal alignments between T1 and T2.

The alignment of two trees T1, T2 results in a tree with size bounded
by:

max(|T1|, |T2|) ≤ |A(T1, T2)| ≤ |T1|+ |T2|.
The lower bound occurs when T1 �e T2 or T2 �e T1, i.e. when all labels
of T1 match with a label in T2 or vice versa. The worst case occurs when
T1 and T2 do not have a single node in common.

In case of a unique optimal alignment, the order among the siblings
and the ancestor/descendant relation is imposed by the optimal align-
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Figure 6.4. T1, T2 and the resulting two optimal alignments between T1 and T2.

ment. For example, the optimal alignment of the trees in Figure 6.1,
results in a tree for which e ≤A(T1,T2) f but neither e ≤T1 f nor e ≤T2 f
holds. Note that the order imposed is only on previously unrelated
nodes. Hence the ancestor/descendant relation between nodes in the
original trees and the left to right order remain valid, i.e. T1 �e A(T1, T2)
and T2 �e A(T1, T2). Often there is no unique optimal alignment be-
tween two trees, but there are multiple optimal alignments instead. We
distinguish two causes of non-uniqueness: first when there is no match
between a node of the first (sub)tree and a node of the second (sub)tree,
and second when there are multiple matches between nodes. For the
first case, assume that in order to obtain an optimal alignment, T1[v]
and T2[w] should be aligned. Then the optimal alignment between v
and T2[w] alone results in the trees where v is added as child node of a
node in T2[w] and the tree where v is added as the root node of T2[w].

Additionally, the children of v should be aligned with the altered
trees rooted at v. For example, in Figure 6.3 for the node labeled b
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of T2 (T2[b]) there is no match with a node in F1[e, d]. As a result,
all displayed alignments in Figure 6.3 are optimal. The second case
arises when a node of T1[v] matches with multiple nodes in T2[w] or
when different nodes of T1[v] match with multiple nodes in T2[w] and
the alignment distance is equal. In this case, the number of optimal
alignments is limited to the number of equivalent matches (equivalent
in terms of alignment distance). As an example, consider Figure 6.4,
where the node labeled c of T2 matches with two nodes in T1. The two
resulting optimal alignments are shown in the bottom half of Figure 6.4.

6.3 Approximate Multiple Tree Alignment
The idea underlying the construction of the almost smallest supertree

is straightforward: incrementally align all the trees in the forest, that is
first two trees are aligned, then the resulting optimal alignment is aligned
with the next tree, until all trees in the forest are processed. However, as
noticed earlier, the optimal alignment between two trees does not have
to be uniquely defined. So, given that the alignment of the first two trees
results in multiple optimal alignments, the questions arises which of these
alignments should be aligned with the next tree in the forest. Clearly,
from a computational point of view it is undoable to align all optimal
alignments with the rest of the forest. To tackle this problem, we use a
heuristic that chooses the most likely alignment. To do this, we add a
counter to the nodes in the aligned tree, that keeps track of the number of
matches in all preceding alignments. So, initially the value of the counter
of the nodes equals zero. After the first optimal alignment the counter for
every node in the set of matches is increased by one, and so on. In case
there are multiple optimal alignments, we choose one that maximizes
the sum of the counters for the set of matches. Obviously, this heuristic
only makes sense when the presence of multiple optimal alignments is
caused by multiple match labels. Clearly, in case the multiple optimal
alignments are caused by the lack of matches between the two (sub) trees,
there is no prior knowledge of a more or less likely optimal alignment.
This case is handled by the algorithm, by choosing one of the optimal
alignments using some arbitrary deterministic rule. Note that, MASS is
a non-deterministic algorithm: the supertree obtained depends on the
order in which the trees from the forest are processed.

From a theoretical point of view, we may assume that the trees from
the forest are subtrees sampled from a master tree, which is for example
the case in the synthetic tree structured database generator used in
Section 4.3.2.3. Given that we have a sufficient amount of data, we
expect the smallest supertree to be a good approximation of the unknown
master tree. However, because our method is an approximation, some
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errors are likely to be introduced. To overcome this we prune the nodes
that have a low counter value, when all data is processed. This threshold
is given as input parameter; typical values we used in the experiments
are within range of 0.2% till 0.5%. The pruning is done as follows: when
a node has a counter value less than the predefined treshold, then the
node is deleted and all its childeren and their decendants are added as
childeren of the corresponding parent from the deleted node. Evidently,
the pruned supertree is no longer guaranteed to be a supertree of all
trees in the forest. However, the overall idea is that subtrees that occurs
frequently in the dataset are captured by the pruned smallest supertree.

Algorithm 24 MASS
Input: D,σ

1: MSTREE ← Θ
2: while D 6= ∅ do
3: T ← randomly choose a tree from D
4: D ← D \ {T}
5: RSET ← A(MSTREE, T )
6: mcnt← 0
7: for all T ′ ∈ RSET do
8: if

∑
count(v) > mcnt with (v, w) ∈ AM (MSTREE, T ) then

9: T ′′ ← T ′

10: mcnt←
∑

count(v) with (v, w) ∈ AM (MSTREE, T )
11: end if
12: end for
13: UpdateCounts(T ′′)
14: MSTREE ← T ′′

15: end while
16: prune(MSTREE, σ)
17: return MSTREE

The pseudocode of the approximate multiple tree alignment algorithm
is given in Algorithm 24. The input parameters consists of a tree struc-
tured dataset D and a minimum support threshold σ. We assume that
every node of the trees in the forest have a counter value, initialized at
zero. After the selection of the most likely alignment (lines 7–11), the
count values of the alignend tree are updated (line 13).

If we assume that the size of the largest tree in the forest is of size
n, then as observed in Section 6.2.3, the aligned tree increases at most
with n nodes in size each iteration. Hence, after k iterations the maximal
size of the aligned tree is k × n. Since the runtime for Algorithm 22 is
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bounded by O(n4), Algorithm 24 is bounded by O(k2n4), with k the
number of trees in the forest. In the best case scenario, the aligned tree
is still of size n after k iterations. Hence, the runtime for the best case
scenario is bounded by O(kn4).

From the algorithmic description given earlier, it is immediately clear
how to achieve speedup by means of parallelization: split the dataset
in m equal parts and compute for each part the almost smallest su-
pertree, finally align these n supertrees to each other. Because of the
non-deterministic properties of MASS it is unlikely that the smallest
supertree constructed in this way is identical to the smallest supertree
constructed with the sequential approach. However, the pruned small-
est supertrees from both approaches should describe the data equally
well. The incremental approach further has the advantage that data can
be added to or removed from the almost smallest supertree, i.e. when
the underlying data distribution is changing over time (concept drift)
new data can be added and data not longer representative for the un-
derlying data distribution can be removed. The deletion of data from
the supertree can be performed as follows: first the optimal alignment
between the model and data to be deleted is computed, secondly for
each node in the match set of the optimal alignment the counter value is
decreased by one. Optionally, the resulting tree can be pruned. When a
smallest supertree is aligned with another smallest supertree, the counter
value of the nodes in the match sets are added or subtracted (depending
on the goal of adding or removing data) from the corresponding nodes
that match.

In the introductory section of this chapter we described a connection of
our approach with the MDL principle. However, in the current setting we
can not reconstruct the original dataset from the smallest supertree, i.e.
the compression is not lossless. In order to obtain a lossless compression,
the algorithm has to keep track to which trees in the forest the nodes in
the supertree belong.

6.4 Experiments
The goal of the experiments is three-fold:

To analyze the mining algorithm, in terms of computation time and
compression of the original dataset. We compare these with the run-
time and size of the patterns of the embedded tree mining algorithm
(Algorithm 7).

To analyze the convergence of the mining algorithm, i.e. since we
assume that when given enough samples of the data, the underlying
master tree might be captured. The question arises: does this oc-
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cur in the used dataset and if so how many samples are needed to
accomplish this ?

To compare the predictive performance of MASS with a state of
the art tree structured classification algorithm Xrules and a more
straightforward approach that uses frequent discriminating patterns
as binary features in decision trees; both approaches have been dis-
cussed in Section 3.4.4.1. The performance measures used are ac-
curacy and area under the ROC curve, these measures have been
discussed in Section 4.3.1.

6.4.1 Datasets
We performed the experiments on two real datasets namely the We-

blog dataset and the Wikipedia XML dataset, described in sections 4.3.2.1
and 4.3.2.2 respectively.

All the reported results were obtained with ten-fold cross validation.

6.4.2 Compression and Runtime

Database MASS MASSp treeminerp1 treeminerp2

Wikipedia

Data size 307, 125 6, 452 2, 815 4.15232 ∗ 107 1, 080, 194
Runtime 1, 159 1, 201 968

Weblog

Data size 168, 531 38, 137 274 1, 129, 551 10, 116
Runtime 3, 862 33 2

Table 6.1. Compression and runtime results for the two datasets used.

The first experiment compares MASS with regard to both runtime and
compression of the database. These results are compared with the run-
time and size of the resulting pattern set, as obtained with Algorithm 7.
We have chosen to compare with this particular tree mining algorithm
because MASS and treeminer use the same tree inclusion relation, as
opposed to for example Algorithm 8. Contrary to the more common
notion to define the size of a forest as the number of trees it contains,
we defined it as the sum of the sizes of the trees in the forest, where the
size of a tree equals the number of nodes it contains. For the frequent
tree mining algorithm, we used the minimum support values that were
optimal in the experiments to construct a classifier from the frequent
pattern set, as conducted in Section 6.4.4. For the MASS algorithm we
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present the results both for the pruned and the unpruned version. The
optimal minimal support value for MASS is determined according to the
best results obtained in Section 6.4.4. The threshold used for the pruned
version of MASS (MASSp) was set to 0.2% for the two datasets. The
frequent tree mining algorithm was performed on both datasets with the
minimum support treshold set to 0.2% (treeminerp1) and 0.5% for the
Weblog dataset and 0.6% for the Wikipedia dataset (treeminerp2).

Because the datasets consist of multiple classes, they were first split
according to their class. Secondly, MASS was applied to the different
parts of the dataset. The results reported are aggregated over the dif-
ferent classes. For the frequent tree mining algorithm, the minimum
support constraint was applied per class, i.e. a pattern was frequent if
it occurred in at least one class in n% of the records, with n being the
minimum support threshold. Furthermore, patterns that were frequent
in multiple classes, contributed only once to the size of the frequent
pattern set.

As the results in table 6.1 show, the size of the supertree for the
Wikipedia dataset is about 2.1% of the original dataset size. Hence, the
database and the frequent pattern set can be described by one pattern
that has a substantially smaller size. Comparing the models that give
optimal predicitive performance, the pruned version of the supertree is
a factor between 147, 50, and 380 times smaller than the size of the fre-
quent pattern set. The runtime performance of MASS on the Wikipedia
dataset is slightly better than the runtime for the frequent tree mining
algorithm at minimum support threshold 0.2%, while the runtime of the
latter algorithm with minimum support treshold set to 0.6% outper-
forms MASS. For the Weblog dataset the size of the supertree is about
22.6% of the size of the dataset. The reduction obtained on the Weblog
dataset is quite modest compared with the reduction obtained on the
Wikipedia dataset. The reason for this difference in reduction is that the
Weblog dataset is relatively sparse, which also resulted in a relatively
small size of the frequent pattern set. Hence, the number of matches
between two trees is relatively small, which results in an increasing size
of the smallest supertree. Another indicator for the sparseness of the
dataset is that the size of the pruned version is about 139 times smaller
than the unpruned supertree, i.e. there are quite a few nodes that occur
with a support value less than 0.2% in the smallest supertree. Because
the number of matches between two trees is relatively small the runtime
for MASS is high. Recall, from the computional complexity as stated
in Section 6.3, that the complexity depends on the size of the trees.
Since in the Weblog dataset the supertree grows larger at each iteration,
the runtime also increases with each iteration. Finally, the size of the
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pruned supertree is between 4, 122 and 37 times smaller than the size of
the frequent pattern set.

Summarizing, for both datasets the almost smallest supertree reduces
the datasets drastically, but the reduction obtained depends on the den-
sity of the dataset. Also the pruned supertrees are far smaller in size
and, hence, relatively easier to comprehend for a human than the fre-
quent pattern sets. Finally, the time needed to compute the almost
smallest supertree depends on the dataset but, in comparison with the
computation time required for the frequent patterns, is relatively high.

6.4.3 Convergence Analysis
The next question to answer is: does the smallest supertree converge

to the model from which the data is sampled. Secondly, if so, how
fast does it converge ? Given a sufficient amount of data, in the ideal
situation the MASS algorithm should produce a supertree that has the
property that the alignment of unseen data with the supertree results in
a near perfect match, i.e. almost all nodes of the unseen data match to
nodes of the supertree. To analyze this, we randomized the order of the
trees and consecutively align the remaining trees of the database, where
we keep track of the number of nodes in the match set and the number
of nodes in the tree that is aligned to the supertree. This fraction, along
with the number of trees already processed, is shown in Figure 6.5. The
results are averaged over all classes and over all tenfolds, i.e. the fraction
of matches of the nth tree of class 1, fold 1 is averaged with the fraction
of matches of the nth tree of all classes and all folds, etc. However,
not every class and not every fold contains the same number of trees
and hence the results obtained in later iterations are averaged over less
examples than the results obtained in the beginning.

The results for the Weblog dataset show that initially the overlap
is quite low. However, when the number of trees processed increases,
the overlap between the supertree and the unprocessed data increases
drastically too. But still, the ideal situation does not occur for the
Weblog dataset. Since the fraction is still increasing when data are being
added, it seems likely that the addition of more data would result in a
desired ratio that lies above 0.95. Remarkable for the Weblog dataset
is the kink in the plot that occurs slightly after 5000 iteration. This is
most likely because there are slightly more trees than 5000 in the “edu”
class, and apparently the trees from this class have more overlap than
the trees from the other class. This makes sense, since “users from the
edu domain” is a much more specific characterization than “users from
an other domain” (the other class). Additional experiments, were the
results are not averaged per class support this claim. The plots per
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Figure 6.5. Fraction of the number of nodes in the match set and the tree size, for a
supertree incrementally constructed. The plot on top shows the results for the Weblog
dataset, the plot on the bottom for the Wikipedia dataset.

class from the Weblog dataset per class are displayed in Figure 6.6. For
the Wikipedia dataset, the overlap initially starts quite high. As the
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Figure 6.6. Fraction of the number of nodes in the match set and the tree size, for
a supertree incrementally constructed. Each plot represent a class in the Weblog
dataset.

number of trees processed increases so does the overlap, until it reaches
a score of 0.95. After this point the growth flattens and finally reaches
a value slightly above 0.98. Hence, the supertrees constructed for the
Wikipedia dataset capture the underlying data model quite well and the
convergence goes fast.

6.4.4 Classification

So far, the major justification to construct an almost smallest su-
pertree is that the database is described by a pattern that has a far
smaller size than the original database. To further evaluate and com-
pare MASS with existing mining algorithms, we constructed a classifier
from the derived patterns. The performance of this classifier is com-
pared with Xrules, a rule based classifier for tree structured data, and
decision trees that uses frequent patterns as binary features. We used
both accuracy and area under the ROC curve as performance measures.
The reason we compare the classification results is because we want to
compare the quality of the descriptive patterns from the different min-
ing algorithms. That is, as we did in Chapter 4, we want to examine if
the almost smallest supertree constructed from a dataset is as useful for
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classification purposes as the set of frequent tree patterns derived from
this dataset.

Given a dataset D = {d1, . . . , dm} consisting of m trees, each tree
belongs to exactly one class, where the class label is assigned from the
set of class labels C = {c1, . . . , ck}. Recall from Section 3.4.3.1 that with
Dci we denote the set of trees in the database that has class label ci,
likewise with Dci the set of trees in the database is denoted that has a
class label different from ci.

The general idea behind the classifier constructed from the supertree,
is that in each supertree a value for the nodes is derived, that corresponds
to their discriminating strength. The similarity between a tree T and
a class equals the sum of the discriminating values for nodes in the
supertree of that class, given that these nodes are in the match set
of the optimal alignment between T and the supertree. In order to
construct a predictive model that uses the almost smallest supertree, we
performed the following: First, for every class in the dataset, MASS was
applied to all data per class, i.e. ∀Dci MASS(Dci), for 1 ≤ i ≤ k. For
each of the k supertrees derived (say S1, . . . Sk), we pruned the supertree
with a minimum support value. Also to each node in the supertree a
negative weight variable was assigned, initialized at 0. Subsequently, we
randomly selected trees from the database that do not belong to the
class of the current supertree and subtracted these from the supertree.
So, for example for supertree Si that was constructed by aligning the
data from Dci , we selected about 1/4 × |Dci | trees from Dci . These
selected trees are aligned with the supertree Si, where for each node
from Si that is in the match set of the optimal alignment, the negative
weight counter is increased by one. As a result, we now have two counts
associated to each node in the supertree. The idea is to use these counts
to determine which parts are discriminating in the supertree, such that
a match with the discriminating parts results in a high score. To achieve
this, we first re-weight the counter value and the negative weight such
that both values are in the interval [0 . . . 1], i.e. count = count/|Dci |
and negative weight = 4 × negative weight/|Dci|. Next, we determined
“the discriminating strength” for each node in the supertree. This was
estimated as the fraction of the scaled support and the scaled negative
weight, i.e. dis(v) = count(v)

negcnt(v)×4 . In case the scaled negative weight
equals zero then it is replaced with 0.01. To the nodes in the supertree
that have a discriminating strength strictly above 1, we will further
refer as the discriminating set of nodes. Finally, the prediction of a
class for a tree T works as follows: T is aligned with each supertree
derived. From these optimal alignments we compute the sum of the
discriminating strength from the nodes that were both in the match set
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and in the discriminating set of nodes, i.e. sim(T, Si) =
∑

dis(v)∈A(T,Si)
:

v ∈ AM (T, Si)∧dis(v) > 1. This score is further adjusted to compensate
for the size of the supertree, i.e. larger trees and in particular trees that
contain a larger discriminating set have a higher probability to achieve
a higher score. To solve this, the computed score is divided by the
logarithm of the size of the discriminating set in the supertree. As a
result, we obtain for each class in the dataset a score that measures
the similarity between T and the supertree derived from the class. T is
predicted to belong to the class for which the similarity score with the
corresponding supertree is maximal.

Algorithm 25 C-MASS(D,σ, Testset)
1: for i← 1 to k do
2: Si ← MASS(Dci , σ)
3: for j ← 1 to (|Dci |/4) do
4: T ← randomly choose a tree from Dci

5: for all v ∈ VSi with (v, w) ∈ AM (T, Si) do
6: negcnt(v)← negcnt(v) + 1
7: end for
8: end for
9: for all v ∈ VSi do

10: if count(v)
negcnt(v)×4 > 1 then

11: dis(v)← count(v)
negcnt(v)×4

12: dis(Si)← dis(Si) + 1
13: end if
14: end for
15: for all T ′ ∈ Testset do
16: Sim(T ′, Si) ←

∑
v∈VSi

:(v,w)∈AM (T′,Si)
dis(v)

log(dis(Si))

17: end for
18: end for
19: return Sim

The pseudocode for the construction of the classifier is given in Algo-
rithm 25. The input parameters are the training set D, the minimum
support parameter σ, and a set of tree structured data of which the class
label is unknown (Testset). The output is a matrix, where for every tree
in the test set and every class label their similarity score is given.

Both Xrules and the decision tree constructed by using the frequent
patterns as binary features use discriminative patterns, see Section 3.4.3.1.
As discrimination measure the confidence of a pattern is used. If the
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confidence is greater than 0.5, then the pattern is regarded as a good
discriminator for its class. Note that, besides the minimum support con-
straint, we did not optimize for other parameters. For example, for the
confidence of a pattern we used 0.5 as a threshold in the Xrules and deci-
sion tree classifier, which is in accordance with the best achieved results
for Xrules over the Weblog dataset [Zaki and Aggarwal, 2003]. Also, the
classification algorithm constructed from the almost smallest supertree
is presumably suboptimal; we tried some parameter settings and picked
the ones that achieved the best results for the training set. It should be
noted that our goal is not to build the “best” classification method for
tree structured data, but to compare the quality of the derived patterns.

Database Measure MASS Xrules Decision Trees

Wikipedia
Accuracy 60.49± 0.97 64.12± 0.75 64.21± 0.96

AUC 89.77± 0.44 85.48± 0.48 87.03± 0.55

WEBLOG
Accuracy 82.18± 0.53 81.52± 0.57 83.48± 0.62

AUC 79.02± 1.27 72.34± 1.34 72.63± 1.53

Table 6.2. Classification results for the Wikipedia and Weblog datasets.

The classification results are shown in table 6.2. The minimum sup-
port threshold for MASS and Xrules for both datasets, was set to 0.2%,
while the minimum support value used for the frequent patterns that
were used by decision trees was set to 0.5% for the Weblog dataset and
0.6% for the Wikipedia dataset. All scores obtained are averaged over
the ten folds. For the Wikipedia dataset, the accuracy estimate for the
classifier constructed from the supertrees is considerably below the ac-
curacy estimates for the other two classification methods. Compared
with Xrules, the difference is significant. However, concerning the area
under the ROC curve estimates, the score obtained by our method con-
siderably outperforms the other two classification methods. Note the
remarkable discrepancy between the accuracy and the AUC estimates
on the Wikipedia dataset. A closer investigation, revealed that for some
trees in the dataset, the classifier constructed from the supertrees, as-
signed high similarity scores for the tree to which the class belong and a
slightly higher score for another class. This likely caused the lower ac-
curacy value, while remaining a fairly high AUC value on the Wikipedia
dataset.

Also for the Weblog dataset, our method achieves considerably better
results in terms of area under the curve than both Xrules and decision
trees. The obtained accuracy estimates of our method is in between the
estimate obtained by Xrules and the estimate obtained by the decision
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trees, with no significant difference between any of the classification
methods used.

Concluding, classification results obtained by a classifier constructed
from the almost smallest supertrees are, in terms of area under the
ROC curve, considerably better than the results obtained by state of the
art classification methods, based on frequent patterns. This also shows
that essential information from the dataset is captured in the pruned,
almost smallest supertrees. Hence, in terms of predictive performance,
the almost smallest supertree is a competing alternative for frequent
patterns. However, when the classification methods are compared in
terms of accuracy, the classifier constructed from the almost smallest
supertrees does not achieve the best results in all cases. The question
remains if the performance of the classifier can be increased in terms of
accuracy while the performance in terms of area under the curve remains
at least stable.

6.5 Conclusion
In this chapter we introduced MASS: a new mining algorithm for tree

structured data, based upon incremental tree alignment. The almost
smallest supertree constructed by MASS results in a drastic compression
of the original dataset. Moreover, the classification results strongly sug-
gest that essential information of the dataset is captured by the pruned
version of the almost smallest supertree. The greatest disadvantage of
MASS is its required computation time, although this can be reduced by
using multiple processors. Moreover, MASS has the desirable property
that the almost smallest supertree is incrementally constructed. Hence,
once the supertree is constructed data can still be added or removed,
such that the changes affect the constructed supertree.





Chapter 7

CONCLUSION

In this thesis we have attempted to reduce the number of potentially
interesting patterns for tree structured data, by deriving a smaller num-
ber of more focused, equally ‘good’ patterns.

Our main contribution can be summarized as follows:

We analyzed the inclusion of attribute-value pairs into frequent tree
mining algorithms. We proposed and argued for an “at least one at-
tribute per node” constraint and showed theoretically as well as prac-
tically its computational advantage. Moreover, experimental evalua-
tion of the constraint showed that the patterns obtained were as good
as the complete set of patterns for classification purposes.

We discussed the three commonly used tree inclusion relations for
tree structured data. Since the tree inclusion relations form a chain
in which each tree inclusion relation is a generalization of the previ-
ous one, a straightforward approach to reduce the number of patterns
is to choose the most restrictive tree inclusion relation. We experi-
mentally investigated this by constructing classification models from
the different pattern sets, and showed that the patterns derived with
the induced subtree relation performed as well as the patterns derived
with the embedded subtree relation. Even when the dataset consisted
mainly of embedded subtrees sampled from a master tree, classifiers
constructed from embedded subtrees performed worse than classifiers
constructed from induced subtrees. For the bottom-up subtree rela-
tion, we showed that the patterns derived are only equally good to
patterns derived with the induced and embedded subtree relation in
specific cases.
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We proposed a constraint specification language to enable selection
of nodes and trees of interest by an end user. We developed an algo-
rithm (SCTreeminer) that derives all closed subtrees that satisfy the
specified constraints. Experimental results showed the computational
advantage of this approach.

We introduced the smallest supertree as a framework for tree struc-
tured data mining. From a theoretical point of view, the small-
est supertree is the smallest possible description of the complete
dataset. Unfortunately, computation of the smallest supertree is NP-
Complete. Therefore, we developed an algorithm (MASS) to derive
the almost smallest supertree. The experimental results showed that
our approximation resulted in a drastic compression of the original
dataset. Moreover, the classifier constructed from the almost smallest
supertree resulted in terms of AUC in considerably better classifica-
tion performance than the classifiers constructed from the frequent
patterns. The computational performance is however considerably
worse in some cases than the computational performance of frequent
subtree mining algorithms. Nevertheless, because MASS can be par-
allelized straightforwardly, computational gain can be achieved by
using multiple processors. Another major advantage of MASS is
that the almost smallest supertree is incrementally constructed, hence
once constructed new data can be added and obsolete data can be
removed.

We have shown that the set of potentially interesting patterns derived
from a mining algorithm for tree structured data can be drastically re-
duced, while the quality of the reduced pattern set remains as good
as, and when using some approaches even considerable better than the
complete set of patterns. Furthermore, the computation of the reduced
pattern set led often to considerable computational improvements of the
mining algorithms.
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Horváth, T., Ramon, J., and Wrobel, S. (2006). Frequent subgraph mining in outer-
planar graphs. In Eliassi-Rad, T., Ungar, L., Craven, M., and Gunopulos, D., edi-
tors, ACM SIGKDD International Conference on Knowledge Discovery and Data
Mining, pages 197–206.

Inokuchi, A., Washio, T., and Motoda, H. (2000). An apriori-based algorithm for
mining frequent substructures from graph data. In Zighed, D. A., Komorowski,
H. J., and Zytkow, J. M., editors, European Conference on Principles and Practice
of Knowledge Discovery in Databases, pages 13–23.

Jiang, T., Wang, L., and Zhang, K. (1995). Alignment of trees: an alternative to tree
edit. Theoretical Computer Science, 143(1):137–148.
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Nederlandse samenvatting

In dit proefschrift behandelen we datamining methoden en -technieken
voor boomgestructureerde data. Datamining is het wetenschappelijk on-
derzoeksgebied dat zich bezig houdt met het extraheren van niet-triviale
kennis uit beschikbare data. In de oorspronkelijke datamining setting
is er de aaname dat de data kan worden gerepresenteerd in één tabel.
Voor veel problemen is deze aaname realistisch, en kan de beschikbare
data relatief eenvoudig gerepresenteert worden in één tabel. In het geval
dat de data bestaat, of op een natuurlijke manier gerpresenteerd wordt,
uit componenten die door middel van links met elkaar verbonden wor-
den, gaat deze aaname echter niet meer op. In voorkomende gevallen
geldt de algemene opvatting dat de structuur van de data essentiële se-
mantiek bevat. Aangezien de traditionele datamining technieken alleen
werken op data die in één tabel is gerepresenteerd, resulteert het anal-
yseren van gestructeerde data met klasieke datamining technieken in
het mogelijk verlies van cruciale informatie. Om deze reden zijn binnen
de data mining gemeenschap methoden en technieken ontwikkeld voor
gestructureerde data.

Eén van de gangbare data mining technieken is het vinden van vaak
voorkomende patronen in een databank. De veronderstelling is dat pa-
tronen die vaak genoeg voorkomen interessante informatie bevatten over
de data. Een veel voorkomend probleem bij deze methode is dat het
zoeken naar frequente patronen resulteert in een overvloed van poten-
tieel interessante patronen. Een veel voorkomende siuatie is bijvoor-
beeld dat het aantal potentieel interessante patronen vele malen groter
is dan de hoeveelheid data die geanalyseerd moest worden. Over het
algemeen bezit het grootste gedeelte van de gegenereerde patronen geen
toegevoegde waarde. Dit resulteert in de paradoxale situatie dat om
interessante informatie uit de aanwezige data te destilleren, zoveel po-



tentieel interesante informatie wordt gegenereerd dat de gegenereerde
data op zijn beurt ook moeten worden geanalyseerd.

In dit proefschrift onderzoeken we of het mogelijk is om het aantal pa-
tronen te beperken en tegelijk de gezamelijke kwaliteit van de patronen te
behouden. Met andere woorden: is het mogelijk om slechts een deel van
alle mogelijke patronen te genereren, terwijl de gezamenlijke kwaliteit
van de gegeneerde patronen gelijk is aan de gezamenlijke kwaliteit van
alle patronen. Uit het oogpunt van efficiëntie is het hierbij belangrijk
dat de selectie van intererssante patronen in het mining process gebeurt,
zodanig dat de zoekruimte van de algoritmes kan worden beperkt tot de
potentieel interessante patronen. Om dit te bewerkstelligen onderzoeken
we specifieke situaties, zoals in het geval dat de gebruiker van tevoren
aangeeft welke patronen interesant zijn en ook als er attributen aan de
labels van de knopen hangen. In meer algemene gevallen onderzoeken
we onder andere welke definitie van “voorkomen van een patroon” het
meest geschikt is. Daarnaast beschrijven we een nieuw mining algoritme
dat gebaseerd is op meervoudig boom alignment.

De resultaten van dit onderzoek tonen aan dat de hoeveelheid gege-
neerde patronen drastisch gereduceerd kan worden, terwijl de gezamen-
lijke kwaliteit van de gegenereerde patronen gelijk blijft of beter wordt.
Bovendien is in de meeste gevallen de efficiëntie van de algoritmen drastisch
verbeterd.
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