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Chapter1
Introduction

Even love has not turned more men into fools than has meditation on
the nature of money.

William Gladstone

Money, as we know, makes the world go round. We have all been taught that
money allows us to exchange much more efficiently than we would have been
able to without money. Instead of having to exchange a pair of shoes against
some loafs of bread, directly, in matching quantity and quality, we may give a
pair of shoes to someone now and receive the loafs of bread, or something else,
later, possibly from someone else.

But as simple as the concept of money may be, its widespread use has more
consequences than just the facilitation of efficient reciprocal exchange. The
following story is illustrative of this fact.

In parts of Angola, Namibia and Botswana live the people of the !Kung tribe
(the exclamation point is pronounced as a click). The !Kung were one of the last
groups of people on earth to exchange their lifestyle of hunting and gathering for
one of herding and farming. This change is traditionally explained by assuming
that herding and farming are more practical and more nutritious than hunting
and gathering. However, it has been pointed out that the lifestyle of hunting and
gathering provided the !Kung with a highly varied diet of plants and animals
and allowed them to survive in the harsh conditions of the Kalahari desert.

Yellen (1990) studied the live of the !Kung people during the 60’s and 70’s
and found a different reason for their transformation, namely the fact that they
got acquainted with the concept of money. Traditionally, the !Kung adhered to a
rich set of social values and rules which regulated the distribution of food and
other goods (Yellen, 1990):
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An ethic of sharing formed the core of the self-described !Kung system
of values. Families were expected to welcome relatives who showed
up at their camps. Moreover, etiquette dictated that meat from large
kills be shared outside the immediate family. [...] By distributing his
bounty, the hunter ensured that the recipients of his largess would be
obliged to return the favor some time in the future.

[...]

Individuals also established formal relationships with nonrelatives in
which two people gave each other gifts such as knives or iron spears
at irregular intervals. Reciprocity was delayed, so that one partner
would always be in debt to the other.

[...]

In the traditional !Kung view of the world, security was obtained by
giving rather than hoarding, that is, by accumulating obligations that
could be claimed in times of need.

The layout of a traditional !Kung camp re-
flected these norms of sharing and reciprocity.
Huts were typically arranged in a circle, with
the doorways facing inwards, allowing mem-
bers to directly look into each other’s huts.
The hearths were placed outside of the huts,
so that every tribe member could see what the
other was preparing, and whether any food
should be shared1.

During the 60’s and 70’s, the Botswana government started to stimulate trade
with the !Kung people. This development, and also a growing interaction with
South-Africa, led to an influx of money in the !Kung tribe. This had a great
impact on social interaction within the tribe (Yellen, 1990):

With their newfound cash they [...] purchased such goods as glass
beads, clothing and extra blankets, which they hoarded in metal
trunks (often locked) in their huts. Many times the items far exceeded
the needs of an individual family and could best be viewed as a form
of savings or investment.

[...]

Soon they started hoarding instead of depending on others to give
them gifts, and they retreated from their past interdependence. At
the same time, perhaps in part because they were ashamed of not
sharing, they sought privacy. Where once social norms called for
intimacy, now there was a disjunction between word and action.

1The illustration is taken from (Yellen, 1990).
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Also, the layout of the camps changed. Hut openings no longer faced inwards,
distances between huts increased and hearths were moved inside. Privacy played
a much greater role than before and reciprocal exchange lost the importance that
it traditionally had.

The story of the !Kung tribe shows that money is not merely a facilitator of
(exchange) behaviour, but that it also influences and creates behaviour. From
another viewpoint, one could say that money did not capture all aspects of, and
was not a good model for the system of exchange that existed among the !Kung
people.

1.1 Research domain and research question

This thesis is concerned with collaboration among airlines. Airlines are primarily
each other’s competitors, each one striving to maximize its own performance.
Because of the entanglement of and interdependencies between their operations,
however, many situations occur in which airlines can benefit from collaboration.
In principle, an airline plans its operations such that it can execute them by
itself, with its own equipment. However, when something goes wrong or not as
expected, a plan needs to be repaired. Here, help from other airlines can often be
of much use. An airline could adjust its operations to make some needed space
for another airline, it could take passengers or luggage or it could lend some of
its equipment, to give some examples.

Unfortunately, such collaborations do often not materialize. This is partly
due to the fact that control in Air Traffic Management is for the greatest part
centralized; airlines and other participants have to adhere to the decisions made
by regional, national and sometimes international authorities. The system is not
designed for pro-active behaviour of its participants. Because of this centralistic
design, the decisions of the central authorities are subject to close scrutiny by
the affected participants. A main criterion here is equity. If any airline feels that
it is treated inequitably, it will file a complaint, go to court, exert pressure, or do
anything in its power to right the wrong. This strong equity criterion sometimes
results in rather simple but strict procedures being followed, that may not be
very efficient but are at least equitable. Such procedures leave little or no room
for airlines to influence the course of events, let alone for a collaborative change
of events.

But even if airlines were to be given greater influence in the decision making
process, efficient collaboration will not automatically be the result. In all col-
laborative decision processes between self-interested participants, the question
of how to divide the gains is crucial. Participants will normally not agree to
a collaborative decision mechanism that can lead to unfair outcomes. Also,
collaboration in Air Traffic Management has a temporal aspect; an airline will
be willing to help another airline only if it is sure that the provided help will be
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reciprocated some time in the future. Trust is an essential prerequisite for such
asynchronous exchange. Without it, efficient collaboration will not occur.

Collaborative decision making is currently a ‘hot’ topic in Air Traffic Manage-
ment. However, true application of this concept has proven to be very difficult.
In our view, this is due to a too narrow focus on efficiency, and a too narrow
view on airlines and other participants as being mere efficiency maximizers. We
claim that, if decision power is to be distributed over more than one participant,
repeatedly, a social exchange scenario ensues. Recognizing this fact is essential
if one wants to design a mechanism to facilitate efficient collaborative decision
making in Air Traffic Management.

We will in this thesis apply the collaborative decision making paradigm to
the area of plan repair. Our main research question is the following:

Main research question: How can collaborative plan repair among
airlines be facilitated?

In answering this question we answer the following subquestions:

Subquestion: What are the requirements for collaborative plan repair
among airlines?

We will show that the main requirements are efficiency and equity. The role of
money as a facilitator of efficient exchange is well-known. This leads to the next
subquestion:

Subquestion: How well does money facilitate collaborative plan
repair among airlines?

We will show that ‘standard’ currency not only facilitates efficient exchange, but
that it also has the potential of facilitating equitable exchange. However, this
potential cannot be relied on. We will show that standard currency allows for
users to exploit situations in which strong dependencies exist. This gives rise to
the following question:

Subquestion: Can we adapt the concept of money to satisfy the
requirements of collaborative plan repair among airlines?

This will eventually result in the proposal of the spender-signed currency system,
a currency system which has the desired properties for collaborative plan repair
among airlines.

The research in this thesis lies at the junction of four major areas of research.
The study of efficient exchange and the workings of money lie in the area of
economics. Social exchange is studied in the social sciences. Our application
domain, that of Air Traffic Management, has brought forth a large field of research
as well.
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The fourth area of research is that of multiagent systems. In this research
field computers are equipped with human-like behaviour, both in their internal
behaviour as in their interaction with each other. As such intelligent agents
act and interact similarly to humans, they can do things on behalf of humans.
As these agents are computer programs, they can do things much faster than
humans. Thus, intelligent agents can do things on behalf of humans that humans
themselves would not have the capability for. This opens up a whole new range of
possibilities for interaction mechanisms between humans and, similarly, between
companies.

One of these possibilities is the use of a new currency system that we will
propose in this thesis, the spender-signed currency system. This system is
computationally too complex for humans to use, but not for computational
agents. It can be used by software agents that interact on behalf of airlines, in a
mechanism that, as we will show, has all the necessary properties for efficient
and equitable collaborative decision making among airlines.

1.2 Research project

The research done in this thesis is part of the project Distributed Model Based
Diagnosis and Repair, which is a collaboration between Delft University of
Technology, Maastricht University, Utrecht University and the Dutch National
Aerospace Laboratory, funded by the Technology Foundation STW. The main
aim of this project is to develop multiagent techniques for diagnosis and repair
of planning problems that occur in Air Traffic Management. To this end, exist-
ing, single-agent model-based diagnosis techniques are extended to multiagent
techniques and applied to ATM plans. Diagnosis of plans and schedules allows
for finding of causes of conflicts and can be used to predict occurrences of future
conflicts. Furthermore, the project comprises the development of multiagent
techniques for conflict detection, negotiation and plan repair. Conflict detection
is concerned with monitoring of current and planned operations and determining
when one or more deviations lead to a conflict. In multiagent conflict detection,
the exchange of information is of crucial importance; enough information must
be shared to detect all important conflicts, but agents should not be overloaded
with irrelevant information. Plan repair is concerned with finding ways in which
a planning conflict can be repaired. Again, the fact that this is done in a dis-
tributed system means that information will have to be shared to achieve a
common situational awareness and to find sets of actions by different participants
that resolve the current conflict. Negotiation is concerned with dealing with the
differences in interests that may exist among the participants. This thesis covers
this last area of the project.

The research in this project is done in close collaboration with the Dutch
National Aerospace Laboratory (NLR). The NLR is currently involved in multiple
national and international projects that lie in the area of collaborative decision
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making and distributed control. One of these, the European project LEONARDO,
aims to establish information exchange and collaboration among planners such
as an arrival planner, departure planner, gate planner and taxi planner. The
project, which has shown promising results in trial experiments, takes a first
step in applying the multiagent paradigm to the ATM planning scenario. The
project Distributed Model Based Diagnosis and Repair takes a second step in
this direction, lifting the decision power to the level of the directly involved
stakeholders, the airlines themselves.

The techniques developed in this project have been implemented and inte-
grated in a demonstrator, details of which can be found in appendix B.

1.3 Outline

The outline of this thesis is as follows. Chapters 2 and 3 give introductions on Air
Traffic Management, social exchange, money and multiagent systems. In chapter
4, we set the stage by formally defining the collaboration problem. We show how
a market mechanism with the use of standard currency will properly facilitate
collaboration if participants are honest. In chapter 5, we show that standard
currency does not properly fulfill this role if agents are dishonest, as it allows the
equity requirement to be violated. In chapter 6, we move from an interpretation
of money as a model for economic exchange to an interpretation of money as a
model for social exchange. We define the multi-issuer currency system, which is
a monetary system that directly results from considering a credit to be a promise
from one user to another. This currency system does not meet the requirements
of the Air Traffic Management collaboration problem either, but its introduction
is necessary to enable us to introduce the spender-signed currency system in
chapter 7. This currency system does meet the requirements. By requiring
that every agent signs each credit it uses, and basing the value of a credit on
its signatures, users are given the possibility to realize efficient and equitable
exchange, and counteract the actions of malicious users. Finally, in chapter 8
we show that the spender-signed currency system has properties that may be
very interesting for the case where airlines are organized into alliances. We show
that the spender-signed currency system functions well if airlines predominantly
listen to and believe in their allied partners. Also, we show that under standard
currency, each airline is exchanging to a great extent with each of the other
airlines, indirectly, even with partners with whom they do not want to exchange.
The spender-signed currency system allows agents to restrict their exchange
to their preferred exchange partners much better, without sacrificing efficiency.
This means that the spender-signed currency allows for an airline to increase
the exchange with its partners, without having to be afraid that it is indirectly
exchanging with, and thus helping, its rivals.

Most chapters in this thesis contain both analytical and empirical research.
Analytical results are typically derived under relatively specific assumptions, and
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provide insight into phenomena in relative isolation. The empirical research is
done to show the validity of propositions under more general assumptions, in
scenarios where multiple phenomena occur, possibly influencing each other. An
exception is chapter 8, which is predominantly based on empirical results. All
empirical results are derived using computer experiments.

Note that this thesis includes a glossary, in which many of the recurring terms
can be found.
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Chapter2
Air Traffic Management

2.1 Introduction

The number of passengers handled by the international air traffic industry grew
from less than 350 million in 1970 to 2130 million in 2006. This number is
expected to increase to 2750 million in 2011 (de Neufville and Odoni, 2003;
IATA). Freight transport is currently growing at the same speed, expectedly
reaching a total of 36 million tons in 2011 (IATA).

At the same time, many airports and airways are congested, leading to
frequent delays. In Europe, the percentage of flights with a delay greater than
15 minutes improved between 1999 and 2003, but has then again been steadily
increasing since (Eurocontrol). The greatest part of these long delays is caused
by irregularities in turnaround operations such as servicing and boarding, in
combination with tight scheduling, and secondary delays, delays that are the
result of other delays. Only a small part is caused by en-route (in-air) delays
(Eurocontrol).

To deal with the increasing air traffic demand, two main approaches can in
principle be taken. Firstly, capacity of airports and airplanes can be increased.
Secondly, the existing capacity of airports and airways can be more efficiently
utilized. There are many factors that play a role in these solutions. Sometimes
there is simply no physical space to enlarge an airport. In that case one will have
to do with the existing space and make operations as efficient as possible. Using
larger aircraft is often an attractive option. The recently developed Airbus A380,
holding up to 853 passengers, is built to satisfy this demand and is attracting
many buyers. Nevertheless, the desire of airlines to offer passengers direct
transportation to their destinations instead of multiple connected flights, is a
motivation to use several smaller aircraft, on many routes.

When existing airport and airspace infrastructure is to be more efficiently
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utilized, environmental constraints play an important role. Many airports are
bound to noise emission constraints, restricting the number of flights that can be
realized. Also the emission of greenhouse gasses is receiving increasing attention.

While facilitating this growth in air traffic, it is of crucial importance that
the overall planning of flights and related operations is efficient and robust. It
needs to be efficient because full use must be made of existing infrastructure.
The planning needs to be robust because many deviations and disruptions occur
that need to be dealt with. A high robustness of planning and planning processes
is achieved by anticipating possible disruptions and by optimization of the plan
repair process.

The next section introduces the main actors in the aviation industry. Planning
and plan repair are described in sections 2.3 and 2.4. In sections 2.5 and 2.6,
the role of equity and the role of alliances in ATM are described, two concepts
that play an essential role in the collaborative plan repair mechanism that we
will develop. In sections 2.7 through 2.10, some current trends in ATM research
are described which are relevant to our research and show that the multiagent
paradigm is currently gaining ground.

2.2 Actors

This section introduces the most important actors in the current aviation industry.

Central Airspace Authority A central airspace authority (CAA) such as
the Federal Aviation Administration (FAA) in the U.S. or the Central Flow
Management Unit (CFMU) in Europe controls the use of airspace in a large area.
The airspace is usually divided in sectors, which have a maximum number of
aircraft allowed at a given time. A CAA makes flight schedules that specify for a
flight the time slot in which it has to depart, time slots for each of the sectors it
will go through, and a time slot for arrival. The FAA is also in charge of Ground
Delay Programs, in which flights are prevented from departing if the destination
airport is congested (see section 2.9).

The main objective of the central airspace authority is efficient use of the
airspace capacity. It is in the interest of the CAA that aircraft leave within their
time slots, as this will result in continuous and optimal use of air space. The
CAA may optimize schedules or reschedule flights if this is needed to maintain
overall efficiency.

Air Traffic Control It is the responsibility of air traffic control (ATC) to
guide flights during their arrival and departure phase, and during taxiing. ATC is
responsible for safety during these processes, preventing hazardous situations by
maintaining separation constraints, and an optimal throughput of traffic within
existing infrastructure. ATC sequences incoming aircraft to make optimal use of
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runway capacity, and uses departure queues to ensure a constant flow of outgoing
traffic. Also, ATC is in charge of taxi routes for aircraft between runways and
gates, and decides which runways to use.

The main objective of ATC is the safety of the aircraft, followed by an optimal
flow of traffic.

Airports Airports provide infrastructure such as runways, gates and buildings.
It is their responsibility to create a gate plan that specifies for each aircraft at
which gate it will park. They are also responsible for sorting of luggage and its
transportation between gates.

The main objective of an airport is to process as many passengers and flights
within their capacity as possible. To realize this, it will try to optimize the flow
of operations where possible. A very efficient flow of operations at an airport
is an indication that perhaps a greater number of passengers or flights can be
processed. Airports are also responsible for noise and pollution emissions and
have to keep these within certain boundaries.

Airlines Airlines have the responsibility of transporting passengers to their
destinations. If a flight is cancelled or a passenger misses its connection, the
airline is responsible for providing another flight. Airline’s objectives include
transporting as many passengers as possible, providing good quality to their
passengers and minimizing costs. Airlines often compete on highly desired time
slots, but also cooperate to extend their flight network, offering a greater range
of flights to their customers (see also section 2.6).

Throughout this thesis, we consider an aircraft and its airline to represent
the same stakeholder, namely the airline.

Ground handlers Ground handlers are responsible for various services such
as fuelling, catering, cleaning, boarding, loading and unloading, and de-icing.
The services and operations that need to be performed to and by an aircraft
before it can leave the gate are called turnaround operations. The time in which
the ground handlers do their job greatly determines the time by which an aircraft
is ready to leave the gate. Therefore, ground handlers have a relatively good
view on the earliest possible off-block time of an aircraft (Ogden and Rohling,
2003).

It is in the interest of ground handlers that aircraft arrive and depart at their
scheduled times, as their own schedules are built around those times. Also, it is
beneficial for ground handlers if the aircraft that they service are on gates close
together.

Government A strong and healthy air traffic industry is in the interest of
the government, as this yields taxes, employment and stimulates other parts of
the economy. At the same time, the government represents interests of people
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that live in the vicinity of airports. This results in noise emission regulations,
that prevent populated areas from being exposed to too much noise. Also, the
government imposes restrictions on the emission of greenhouse gasses.

It will be clear that the different actors in the aviation industry have different
goals and preferences, of which some are in conflict with each other. The
preferences and goals of these parties must be combined in an efficient yet fair
way.

2.3 Planning

Air traffic planning comprises many different but interleaving areas of planning.
Following are those of most importance.

Strategic planning Airlines negotiate long-term flight schedules among each
other. This is done twice a year at meetings of the International Air Transport
Association (IATA). An important principle underlying the allocation of slots is
that of the so-called ‘grandfather rights’; an airport that owns a slot and makes
proper use of that slot has the right to continue to be the owner of that slot.
This rule applies at almost all important airports. The reason for this rule lies
in the fact that the reservations of slots by an airline at different airports are
highly interdependent. Airlines need certainty on the possession of slots in the
long term to be able to build up a consistent overall schedule.

A result of the grandfather rule is that the allocation of slots has become
relatively static. Airlines hold on to slots they possess, even to unprofitable ones
(Gruyer and Lenoir, 2003). Newcomers are dependent on slots that are released
by existing airlines, and as these are few, it is hard for new airlines to get a
foothold in the aviation industry.

Deregulation measures in 1978 allowed U.S. airlines to buy and sell slots
among each other. In spite of the expectations, this did not result in a healthy
and dynamic slot allocation process. Existing airlines used this opportunity to
enlarge their number of slots at their base airports, leading to so-called ‘fortress
hubs’ – airports at which the main airline owns the majority of slots, providing
little incentive for price competition or service improvement (Le et al., 2003;
NERA, 2004).

Fleet and crew assignment After the flight schedules have been determined,
airlines determine the type of aircraft with which they will fly individual legs
(fleet assignment), the particular aircraft for each leg (routing problem) and
the crew (crew planning). These optimization problems are typically solved
using operation research techniques (Gopalana and Tallurib, 1998; Sosnowska
and Rolim, 2001; Schaefer and Nemhauser, 2006, and the references therein).
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Pre-tactical planning Several months before the day of operations, an initial
flight plan is constructed by the central airspace authority, that determines the
scheduled arrival and departure time for every flight. In constructing the initial
flight plan, many goals are pursued, including obtaining an optimal traffic flow,
meeting the desired times of the airlines, and distributing suboptimality in an
equitable manner.

Airports construct a provisional gate-schedule several months in advance.
One day prior to the day of operations, an optimized gate-schedule is produced.
Operations research techniques are usually employed but expert systems have
also been used (Haghani and Chen, 1998).

Tactical planning Tactical planning involves determination of final time slots
by the central airspace authority, arrival and departure sequencing, and determi-
nation of taxi routes. The central airspace authority assigns arrival and departure
slots a few hours before the time of operations.

Arrival planning involves the sequencing of arriving aircraft such that the
capacity of a runway is optimally used. A main factor is the size of an aircraft.
Large aircraft have a strong wake turbulence, which results in the requirement of
a larger separation with the next aircraft, especially if that is a small aircraft.
An optimized arrival sequence would typically group aircraft of the same size
together.

Departure sequencing involves the sequencing of departing aircraft. Similar
to arrival planning, wake turbulence plays an important role.

Ground handling An area that receives relatively little attention is the area
of ground handling planning. Ground handlers are expected to adapt to the
changes in arrival and departure plans. However, their share in causes of delays
and solving of problems is considerable (Eurocontrol). A more efficient ground
handling process and tighter integration with other planning areas is therefore of
high importance.

Integrated planning Magill and Baseley (2000) studied the effectiveness of
combined arrival and departure planning systems. An important result is that
a combined approach has a positive effect on efficiency in both the arrival and
departure process.

In the LEONARDO project, existing arrival and departure managers are
linked and combined with a gate and taxi planner in a multiagent environment.
The system uses communication between the different planners to achieve a
common situational awareness (see section 2.7) and improve prediction accuracy.
Extensive trials showed a reduced controller workload and better prediction of
arrival, departure and taxi times, which resulted in a better overall efficiency
(Pina et al., 2005).
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2.4 Plan repair

After a plan has been constructed, events can occur that affect this plan or make
it infeasible. For instance, a new flights can pop up in the arrival schedule that
need to be dealt with. Weather circumstances may limit the capacity of airways
and runways. The central airspace authority may make planning decisions which
have to be adapted to. Technical failures may limit or cancel the availability of
gates, runways, aircraft or servicing vehicles. Often, delays or other disruptions
are the result of prior irregularities. Secondary delays are an important cause of
total delays in Europe (Eurocontrol).

Disruptions may make a planning infeasible. In that case the plan needs
to be repaired. A repair may involve delaying or advancing an aircrafts arrival,
departure, or gate occupancy, changing the assigned runway or gate, cancelling a
flight, rebooking passengers on other flights, etc.

A central airspace authority may make plan repair decisions if this is needed
to ensure a healthy flow of traffic throughout a region. If, for instance, air space
sectors or airports are congested, the CAA may impose delays or cancellations. If
flights miss their assigned departure slots, the CAA will find a new flight schedule
for it and assign slots accordingly. The old slot may be used by other flights (for
instance in the ground delay programs, see section 2.9) or go to waste.

Air traffic control can order an arriving aircraft to delay its departure by
‘parking in the sky’, making an extra circle before landing. Some airports have
U-shaped arrival routes which can be extended or shortened to adjust the arrival
time of an aircraft precisely. Air traffic control is also controlling gate occupancies.
If an aircraft fails to leave its gate in time, it can be ordered to leave the gate
prematurely and come back later. Alternatively, the next aircraft that should
enter that gate could be diverted to another gate. Also, aircraft can be ordered
to park for a while before going on to the gate.

Airlines have limited plan repair capabilities. As slots are assigned to airlines,
an airline may swap flights between its slots. In this way it can perform some
optimization, for instance, if it wants to give preferential treatment to a flight
with many frequent flyers or first class passengers, over another flight. Airlines
among themselves sometimes borrow or rent aircraft and, in case of an alliance,
will take each other’s passengers or luggage. If flights are cancelled or crew is
unavailable, the flight plan and crew plan need to be repaired.

Besides the all-encompassing safety requirement, the two most important
criteria in plan repair are efficiency and equity. Plan repair needs to be efficient
in the sense that the total effort that is required for the repair is minimal. Plan
repair needs to be equitable in the sense that a participant responsible for a
planning problem should ideally be the only one affected by the repair. If other
participants are affected by a repair, the effort should be distributed as equally
as possible. This also holds in the case where many or all flights are affected, for
instance during adverse weather conditions. If equal distribution of effort is not
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possible, the first come, first served principle holds, for instance during ground
delay programs (see section 2.9).

An often mentioned bottleneck in the tactical planning and tactical plan repair
process is that these processes are performed by human air traffic controllers,
mostly by hand. Humans have limited computational capability, leading to
relatively simple repairs. Air traffic controllers use physical eye-contact with
aircraft in the air and on the ground and telephone conversations with pilots,
airlines and other parties. Decision support systems often perform well in
simulations, but are frequently met with suspicion by air traffic controllers.

There are many situations in plan repair where closer coordination or col-
laboration would result in more efficient plan repair. For instance, an arriving
aircraft might be willing to brake hard on the runway and take an early exit to
make way for the next aircraft if it is from the same airline. If the next aircraft is
from another airline, it will typically not want to make this manoeuvre. Another
situation occurs at the gates. An aircraft has the right to enter its gate at the
scheduled time. A delayed aircraft that is occupying a gate while another aircraft
needs to enter that gate can be forced to leave prematurely and come back later.
The relatively small effort of waiting for the delayed aircraft or going to another
gate would improve overall efficiency. Slot-exchange is another example in which
a relatively small disutility for one party may lead to a big advantage for another
party. Other examples of potential collaboration can be found in sections 2.7,
2.8 and 2.9.

2.5 Equity in ATM

Equity in ATM is important for two reasons. First, the ATM authorities have
a legal obligation to allocate the available resources equitably over the parties
in need of those resources. Airlines are competing with each other and this
competition should be fair. Favouring some airlines over others would not only
prevent a healthy competition from developing, but also result in lawsuits, which
airlines are not afraid to start.

A second reason for equity being important is that it is a prerequisite for
acceptability of procedures and thus the cooperation of participants. A good
example occurs under the so-called ground delay programs, which we will describe
in section 2.9. An early version of this procedure suffered from lack of cooperation
of the airlines, as the procedure was perceived to be inequitable. A second variant
of the procedure was perceived to be much more equitable by the airlines. The
result was that the airlines cooperated with the procedure, which led to it
functioning satisfactorily.

Many ATM procedures are perceived to be fair because of the use of the first
come, first served principle. For instance, in departure scheduling, aircraft are
allowed to taxi to the runway in the order in which they reported to be off-block
ready. The first come, first served principle is used in many other areas also,
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such as arrival scheduling, de-icing scheduling, ground delay programs, etc.

Another equity related principle widely applied in air traffic operations is the
principle that when a participant causes a problem, solving that problem should
not affect other participants, or as little as possible. In other words, the causer
of a problem should pay for its own mistakes. For instance, in gate planning it is
a rule-of-thumb that a gate conflict is solved by moving only the aircraft causing
the conflict, or, in some cases, moving only aircraft of the airline that caused the
conflict. Often this results in an aircraft being moved to the first free spot in
the schedule, far away from its original location, while a more efficient solution
involving some other aircraft would have been possible.

The importance of equity showed itself clearly in some cases where an airport
tried to alleviate airport congestion by means of peak pricing. Under this pricing
scheme, aircraft operators are charged the marginal cost of landing on a given
runway on a given time of day. Thus, a landing slot during peak hours will be
more costly than one during nonpeak hours. Peak pricing is, although often
recommended in theoretical work, not often implemented in practice. Schank
(2005) describes three cases of peak pricing being introduced at airports. The
Boston Logan International Airport introduced peak pricing to counteract heavy
congestion during peak hours. Smaller aircraft operators protested in court
against perceived unfair treatment and were declared to be right, as there was
no airport in the vicinity to divert to. At the LaGuardia airport in New York,
a similar situation occurred. Introduced peak pricing measures were contested
in court by smaller aircraft operators. Here, however, the judge ruled that no
operator was treated unfairly, as there were airports in the vicinity to divert to.

At Heathrow Airport in London, peak pricing was also applied by the British
Airports Authority. The latter was sued in several occasions by both small and
large aircraft operators. It was judged that the peak pricing system was not
‘sufficiently complex and precise’, and that therefore some operators were able to
defend that they had suffered adverse effects.

Also outside court, operators are protesting against perceived unfair treat-
ment. At the two-yearly IATA meetings, airlines traditionally complain about
preferential treatment of hub owners, airlines that operate the majority of flights
at an airport, at their base airports. Although this preferential treatment is never
official policy, it is generally known to occur.

The peak pricing cases show that the ATM domain is not an open market
in which resources are allocated by market procedures. The financial power of
an airline should not have an effect on the resources it receives. Rather, it is a
domain in which resources are allocated by standards that are legally required to
be equitable. Within these standards, airports, airlines and other participants
may then strive to maximize efficiency.
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Research

Very little fundamental research has been done on equity in ATM. Although equity
is often said to be an important criterion in ATM procedures, it is rarely explicitly
defined, let alone measured. Most ATM procedures derive their equitability from
the application of simple principles that are perceived to be equitable, such as
first come, first served.

A NASA program called ‘Equitable Allocation of Limited Resources’ was
concluded in 2003. Its final report focuses on ground delay programs, an area
of research in which equity did receive considerable attention (see section 2.9).
However, the authors remark that (Hoffman, 2003)

Yet even among those [ground delay program related projects,] there
is no unifying equity metric. No formal equity metrics have been
established for airspace rationing projects; while equity issues are
being discussed for the en route airspace, the equity metrics have not
yet been defined.

In a companion study, it was shown that, in spite of the focus on equity, GDP’s
have resulted in an advantage for bigger airlines over smaller airlines (Bourget,
2003).

In chapter 4, we will formally define a measure for equity in the multiagent
ATM plan repair case. The concept of equity is one of the pillars of the mechanism
we will develop in the course of this thesis.

2.6 Airline alliances

Since the 80’s, there has been a trend among airlines to form alliances. In 2006,
there were well over five hundred airline alliance agreements among the hundred
and twenty largest passenger airlines (Airline Business). Most alliances are
between two partners, but alliances with multiple participants have also emerged.
These multi-airline alliances are sometimes called networks (Gudmundsson and
Lechner, 2006). Today there are three major airline alliance groups: Star Alliance,
including United Airlines and Lufthansa, SkyTeam, including Delta Airlines,
Air France-KLM, Continental Airlines and Northwest Airlines, and OneWorld,
including American Airlines and British Airways. Together, the airlines of these
three alliances are responsible for approximately 60% of the passenger flights
operated today.

There are different levels of collaboration airlines engage in. A basic form
of collaboration is code sharing (Brueckner, 2001). This is the case when two
or more airlines offer seats on a single flight. Each airline uses a flight code
with its own prefix, for instance, KLM may offer seats on flight KL123, while
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United Airlines offers seats on the same flight under code UA456. Code sharing
is common practice among many airlines today (Airline Business).

Closer forms of collaboration may include equity swaps, management agree-
ments, mutual schedule tailoring, sharing of facilities, equipment, ground handling,
infrastructure, etc. Alliances may vary both in the level of commitment as in
complexity of arrangements (Rhoades and Lush, 1997).

It was suggested by Kleymann and Seristo (2001) that airline alliance networks
could be described as involving at least three membership levels, namely those of
Core Members, Second Tiers, and Contributors:

At the core of an alliance, a small number of airlines would co-operate
tightly, possibly relinquishing some authority to a joint steering
board. The agreements between core members are likely to be fully
multilateral and exclusive to the alliance. The Core Members would
be supported by the Second Tiers. These are typically carriers that
co-operate more tightly with one or two core members than with
the others. They would co-operate closely with the alliance without
seeking full submission to its authority, or a say in matters concerning
alliance governance. Lastly, there would be the sphere of Contributors.
These carriers would co-operate on a route-by-route basis, without
being exclusively bound to one alliance or fully integrating their route
systems.

Stiles and Turner (1994) propose a collaborative–competitive continuum within
multilateral alliances in the service sector, where collaboration is strongest in
the core of an alliance, growing weaker when going away from the core, while
competition is strongest at the edges of the alliance, growing weaker when going
towards the core.

Kleymann and Seristo also note the importance of trust within alliances.
Trust is a prerequisite for companies to invest in collaboration, as well as related
principles as respect and friendship (Kale et al., 2000). Kleymann and Seristo
note that, within alliances, so-called sunk costs are needed. These are investments
in collaboration and are needed as a form of pawn, a pledge to the reciprocal
relationship. On the other hand, familiarity and resulting identification with an
alliance are important factors for the build-up of trust (Gulati, 1995). In the
course of time, airlines learn from a relationship and build up alliance capability
(Kale et al., 2000).

Within alliance groups, airlines both cooperate and compete. This creates
an interesting dynamics, of which the stability and evolution is not yet well
understood (Gudmundsson and Lechner, 2006). Vaara et al. (2004) make the
following observation.

Organizationally, they are complex, heterarchical and dynamic net-
works, and are thus in many ways unique constellations. They
are highly asymmetric and consist of multilateral links of different
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strengths between more or less autonomous partners. Internally, air-
line alliances are, however, often more unstable than one could expect.
Unlike in tighter forms of network, airlines involved in alliancing
apparently have to constantly negotiate a tradeoff between autonomy
and survival, which means that the co-operative relationships are con-
stantly renegotiated and subject to bargaining. Although portrayed
as long-term cooperation and developing networks, the partnerships
also appear to be easily broken as airlines switch from one alliance to
another.

In conclusion, we can say that airlines engage in different levels of collabora-
tion. Dyadic exchange deals which lead to direct mutual benefit are numerous.
More complex exchange deals are less quickly formed as they require greater
mutual trust. While multi-airline alliance groups have been formed, exchange is
predominantly dyadic, based on underlying pair-wise alliances. In chapter 8, we
will look at the effect of alliances on collaborative plan repair, in particular with
respect to communication and exchange.

2.7 Collaborative Decision Making

Collaborative Decision Making (CDM) is an important and widely embraced
trend in ATM research today. Many projects and research efforts, both in Europe
and the U.S., fall in this category.

CDM in Air Traffic Management comprises two main ideas. Firstly, CDM
aims to improve availability and quality of information among ATM participants.
This is known as establishing common situational awareness (Eurocontrol). When
planners are given more accurate information about operations and are able to
look further ahead, quality and robustness of planning can be increased, leading
to more efficiency and better ability to cope with disruptions.

Secondly, CDM assigns a more active role for many of the parties involved in
ATM. Traditionally, central authorities such as the Central Airspace Authority
and Air Traffic Control make all of the planning and replanning decisions based
on very elementary information, such as current position, scheduled arrival and
departure times, etc. In a typical CDM scenario, aircraft, airports, airspace
authorities, ground handlers, etc., work closely together to achieve planning
and replanning based on detailed information and preferences of all of these
participants. When problems occur locally, only the parties involved in the
problem and solution work together on solving it, which enhances efficiency and
allows more information to be shared and used than in a centralistic approach.

CDM is driven by a growing awareness that the interaction between many
areas of planning is strong, but coupling of planning processes is currently weak.
By means of a tighter integration of different planning domains and a stronger
involvement of preferences of parties involved, efficiency of planning can be
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increased while the level of satisfaction of the participants does not decrease. For
a good overview of CDM, see (de Jonge, 2000) and (Ball et al., 2000).

Current CDM programs are said to fall somewhere in between the two extreme
paradigms, that of centralized control and fully distributed control. In (Ball
et al., 2000), some positive results of current CDM initiatives at San Francisco
and Newark airports are reported.

The use of CDM has produced new information by combining FAA
and airline data sources. All CDM airline participants, including
American Airlines, Continental Airlines, Delta Airlines, Northwest
Airlines, Southwest Airlines, Trans World Airlines, United Airlines
and US Airways have implemented data feeds from their operations
systems into the AOCnet. Using these data feeds, the airlines pro-
vide information on flight cancellations, mechanical delays, and other
events that impact the demand on the national airspace. This infor-
mation is merged with FAA generated information by systems at the
Volpe Center into a real-time data feed, known as the CDM String.

Through the CDMNet, the CDM-enhanced information has been
distributed in an unprecedented fashion. In fact, probably the most
significant aspect of the new CDM information infrastructure is that
the airline operations centers receive the same information as the
FAA ATCSCC specialists. Such information is critical in enabling
airline operations specialists to plan responses to changing conditions
and possible FAA control actions. Previously, such information was
not available to airline operations planners or was only available
after-the-fact, when it could no longer be used to influence decision
making.

Our analyses have found that the information flowing over the CDM
string is of higher quality. Moreover, we have found that the improve-
ments are most dramatic when the system is under stress and the
information is most critically needed.

de Jonge et al. (2005) show how a more precise understanding of preferences
may lead to improvement in planning efficiency. Focusing on the area of departure
management, the authors model the preferences of the several parties involved in
departure management and show that a schedule can be generated that optimizes
overall utility.

Another area in which CDM initiatives have proven to be successful are the
ground delay programs. We will describe these in section 2.9.

Although the benefits of CDM are potentially large, there are a number of
factors that may hinder its implementation. Ball et al. (2000) observe that CDM
often rely on the goodwill and cooperative attitude of the participants. They
identify a prisoner’s dilemma in CDM procedures, where cooperation would be
beneficial for all, but noncooperative behaviour can be optimal for individual
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participants. Three forces are identified that keep airlines from deviating from
cooperative behaviour. First, there is goodwill towards the CDM. Secondly,
there is so-called peer pressure, i.e., fear of causing other participants to stop
collaborating too. Thirdly, there is some control from the ATM authorities.
Nevertheless, the authors note that, as competition is strong, airlines can have
a strong incentive to deviate from cooperative behaviour. The newness of a
CDM procedure might initially induce good behaviour of the airlines, but as the
familiarity with the CDM procedure grows, the chance a participant will defect
to seek personal gain increases.

Another limiting factor in current CDM implementations is the sensitivity
of operational data that airlines are required to provide. On the CDM String,
described above, Ball et al. (2000) mention the following.

It is only because both the FAA and the airlines had a strong desire for
the merged information stream and because both brought substantial
value to the table that the effort was successful. Now the broader
aviation community, including airports, general aviation, related
ground-side transportation concerns, etc., has expressed a desire
to gain access to this information resource. There is resistance to
providing such access due to information privacy concerns and also,
the simple acknowledgment that this information has value and should
not simply be given away.

In many studies on CDM it is mentioned that equity is an important require-
ment for new CDM procedures to be acceptable to the parties involved. Also,
the need for clearly defined incentives to cooperate is often stressed (Ball et al.,
2000; Olivier Delain, 2002). Some suggest economic incentives to achieve the
desired behaviour of participants (Ball et al., 2000). We will discuss economic
incentives in section 2.10.

The research done in this thesis is a result of applying the CDM philosophy to
ATM plan repair. Instead of a CAA and ATC making the decisions, the airlines
themselves collaboratively decide on how to repair planning conflicts.

2.8 Free Flight

Free Flight is a concept of air traffic control in which aircraft are free to choose
their flight path between starting point and destination. Instead of the air traffic
controllers ‘on the ground’, the pilot and/or its computer system are responsible
for routing and maintaining separation with other aircraft. Figure 2.1 shows the
difference between the current situation and the envisioned Free Flight situation.
In the current situation, aircraft follow predetermined airways, which can be
compared to highways with interchanges, approaches and exits. In the Free Flight
situation, aircraft are allowed to fly anywhere within a predetermined zone. For
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Figure 2.1: Current situation (left) and Free Flight (right)1.

more information on Free Flight, see (Hoekstra, 2001) and (Post and Knorr,
2003). Free Flight is often categorized as a CDM concept.

Hoekstra et al. (2001) present a Free Flight conflict detection and resolution
strategy using a theory of ‘repelling forces’. Aircraft observe each other’s position
and velocity and deduce each other’s flight trajectories. These trajectories are
combined to measure distances between aircraft, using a look ahead window of
five minutes. If a distance becomes too small, aircraft act as charged particles,
repelling each other. These repelling forces result in displacements of predicted
positions, which are translated into advised heading and speed changes.

In (Hill et al., 2005), another conflict detection and resolution strategy for
Free Flight is presented. In this approach, the amount of information exchanged
between aircraft is considerably larger than in the approach of Hoekstra et al..
When manoeuvring to avoid conflicts, agents base their decision on both their
own as well as others’ preferences.

In both of the papers cited above, the presented techniques are simulated and
tested in several scenarios.

A number of innovative ATM techniques fall under or are related to Free
Flight, including free routing, self-separation and sector-less flying. Numerous
experiments have been conducted (Hoekstra, 2001; Lee et al., 2003; Bilimoria
and Lee, 2001; Fitzsimons, 2006), of which the results are generally promising.
Nevertheless, one experiment showed that pilots had difficulties performing
computer-assisted conflict detection and resolution (Galster et al., 2001).

Most Free Flight approaches thus far implicitly assume an altruistic and
collaborative attitude of the participants. Avoidance manoeuvres between two
aircraft are typically determined in such a way that both parties have to make
an equal effort. In some approaches, priority rules are used to determine who has
to manoeuvre and who may continue its flight path. In some approaches, flight
plans are exchanged among aircraft from which the avoidance procedures are
derived. In (Hill et al., 2005), agents try to satisfy their own as well as others’

1Illustration taken from (Hoekstra, 2001).
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preferences.
It has been noted that this altruistic attitude may not always be the case. A

’game of chicken’ may occur if two aircraft, approaching each other, both wait
until the other manoeuvres. It is argued in (Hoekstra, 2001) that, since the
effort of manoeuvring is small and the danger of refusing to manoeuvre great,
pilots will not quickly exhibit this daring behaviour. However, as was noted
before, when a system such as Free Flight is functioning for a while and pilots
have become familiar with it and feel safe, selfish behaviour can be expected to
develop. Explicit incentives for cooperative behaviour are then needed to ensure
efficient functioning of the system. This has been mentioned, but not thoroughly
addressed yet.

Free Flight can be seen as an application of the CDM philosophy to en-
route traffic control. The aircraft themselves, without intervention of a CAA
or ATC, decide on flight routes and maintain separation. The fact that Free
Flight is already successful to a certain extent is a motivation to expand the
CDM philosophy to the area of tactical airport operations, as is the subject of
this thesis.

2.9 Ground Delay Programs

In the United States, airport congestions are a significant problem, responsible
for a great number of delays. When an airport is congested, measures have to be
taken that temporarily reduce arrival capacity. The procedure that achieves this
is called a Ground Delay Program (GDP). The idea behind the GDP is that, if
an aircraft has to incur a delay, it can better absorb this delay while it is still on
the ground. Under a GDP, incoming flights from airports around a congested
airport that have not taken off yet will have to wait, incurring delays ranging
from minutes to several hours. Airborne flights are not affected. The more severe
the capacity shortage is, the greater the imaginary circle around the airport will
be within which incoming flights will be delayed.

Ground Delay Programs have gone through many changes. Originally, an
algorithm called Grover Jack was used. This algorithm ordered incoming flights
by estimated time of arrival. It suffered from the double penalty problem;
an aircraft that reported a delay would receive an additional delay from the
GDP. Airlines complained that the system was inequitable and that providing
information truthfully could prove disadvantageous.

Grover Jack was replaced by an algorithm called Ration-by-Schedule (RBS).
Under RBS, incoming flights were ordered by scheduled arrival time. This
resolved the double penalty problem. Each airline was also allowed to make
cancellations and substitutions in the slots it was assigned.

Further enhancements were made in the form of Compression and Slot-Credit-
Substitution. Compression was introduced to make efficient use of arrival slots
that became vacant as a result of cancellations or delays. Under Compression, a
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slot that has become open may be filled by the owner of that slot, just as under
RBS. If the owner is not able to do that, the owner of the next slot may ‘move
up’ if it wants to. If that airline does not fill the slot, owners of subsequent slots
are allowed to fill it. Whenever a new slot opens as a result of such a shift, the
airline that released the first slot is allowed to fill it.

Under Slot-Credit-Substitution, airlines are allowed to express conditions
under which they are willing to release slots. For instance, an airline can say “I
will yield my slot at time t0 to the system if I can move flight f up into a slot
sometime from t1 to t2.” If conditional proposals from multiple users can be
combined into a feasible substitution scheme, it will be applied.

The GDP’s are an interesting area of research for two reasons. First, its
equity characteristics are well-studied. It is shown in (Vossen and Ball, 2006)
that RBS and Compression under certain assumptions achieve egalitarian social
welfare, that is, delays are allocated in such a way that the utility of the worst
off participant is maximal.

Secondly, the latest extensions of the GDP’s are currently one of the best
examples of the widely embraced CDM philosophy; airlines are actively involved
in the decision process. Further extension proposals continue this philosophy
by enhancing the slot exchange possibilities for airlines or even suggesting slot
markets (Vossen and Ball, 2006; Ball et al., 2005).

2.10 Market-based procedures

A number of airports in Europe and the U.S. regularly experience congestions,
mostly during peak hours. Arrival and departure slots become scarce resources
in periods of high demand. Governments and scientists are considering the use
of market mechanisms for more efficient allocation of these highly sought-after
slots (NERA, 2004; DotEcon).

A basic means of reducing the demand for slots during peak hours is peak
pricing or congestion pricing (Fan and Odoni, 2002). Under this type of pricing,
airports charge the marginal cost of arriving or departing at a certain moment
at a certain runway. In this way, airlines are encouraged to use slots in less
congested periods. Experiments with congestion pricing showed promising poten-
tial (Donohue and Hoffman, 2007). However, many practical initiatives in this
direction have failed due to lack of adequate equity properties (see section 2.5).

Many researchers have proposed combinatorial auctions for efficient slot
allocation. In a combinatorial auction, airlines bid for slots at several airports
simultaneously, enabling them to create feasible flight schedules with logically
connected flights. The design of such auctions is a complex matter. For more
information, we refer the reader to (DotEcon) and (Ball et al., 2005).

An important consideration in the design of market mechanisms for slot
allocation stems from the fact that not all participants have equal negotiation
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power. A study issued by the UK government stresses the effects this may have
(DotEcon).

In particular, because the supply of slots is limited, there is a risk that
any allocation mechanism that is based exclusively on the airlines
willingness to pay for slots will allow operators to create or protect
a position of market power. This would be done by using expected
excess profits from a restriction of competition to acquire slots so as
to keep out or disadvantage competitors. Therefore, an unrestricted
market mechanism may lead to increased concentration, ineffective
retail competition and inefficient allocation of slots as operators with
current or anticipated market power will be prepared to pay more
for slots than will similarly efficient operators who do not have or
anticipate having market power. This is a problem for both the use
of auctions and with secondary markets, irrespective of whether air
services markets are currently competitive or not.

Similar observations are made by Gruyer and Lenoir (2003) and Ball et al. (2005).
In an attempt to alleviate congestions at New York La Guardia airport, the

Federal Administration Office considered a number of ways in which existing
regulations could be changed, including two market-based approaches. The
Department of Justice strongly favoured combinatorial slot auctions, on the basis
of equity. The Airports Council International - North America also welcomed
the market-based approaches, seeing in them a source of funds needed to expand
airports and pay for environmental projects. Large airlines such as American
Airlines, United Airlines, Delta Airlines and US Airways, however, opposed to
the proposals, claiming that they were unlawful, unnecessary and harmful to the
public interest (NERA, 2004).

In Europe, a limited form of slot-exchange is allowed among airlines. In the
U.S., airlines may also buy and sell slots amongst each other. In both cases,
airlines have used these opportunities to consolidate their dominant positions at
their base airports. A lively slot-exchange has not developed (NERA, 2004).

Besides slot exchange in long-term schedules, day-of-operation slot exchange
is also an important means of airlines to optimize operations. In the ground
delay programs that are used in the U.S. (see section 2.9), airlines may submit
conditional plan alterations which are combined into feasible, pareto-optimal slot
reallocations. The use of a market mechanism in ground delay programs has
been proposed and said to further increase efficient use of scarce airport capacity
(Vossen and Ball, 2006; Ball et al., 2005).

Combining these ideas, Ball et al. (2005) put forward the need for three types
of market mechanisms: an auction of long-term leases of arrival and/or departure
slots, a secondary market that supports inter-airline exchange of long-term leases,
and a near-real-time market that allows for the exchange of slots on a particular
day of operation.
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We will in this thesis develop a collaborative plan repair mechanism based
on the market paradigm. In that respect we follow the trend outlined in this
section. However, we will show that, similar to the La Guardia case, under a
straightforward market mechanism, the equity requirement inherent in ATM
plan repair can not be satisfied.

2.11 Conclusion

Air Traffic Management is a complex aggregate of interdependent planning
and execution processes, ranging from long-term strategic planning to tactical
planning and plan repair, involving a large number of parties with different
degrees of authority and autonomy, each with their own goals and preferences.
Currently, control in ATM is centralistic and hierarchical. Air traffic authorities
such as air traffic control, sector control, national control and international
control each determine the course of events in their respective areas, with little
involvement of preferences of the airlines, pilots, ground handlers, etc. This is
partially the result of a strong need for equity in ATM procedures. No airline
should get a better treatment than other airlines. By use of rules such as first
come, first served, this equity criterion is satisfied, but with significant concessions
to efficiency.

Air Traffic Management is currently facing significant capacity problems,
resulting in congested airports and air sectors. At the same time, demand
for airport and air space capacity is expected to increase in the coming years.
These developments have resulted in a great amount of research to new, more
efficient planning techniques. The current vision among most important aviation
organizations is that collaborative decision making should provide the key to
a better utilization of existing capacity. Whereas in the traditional approach
decision making is done centrally, the CDM paradigm has many of the participants
actively involved in the decision process, locally exchanging information and
preferences and locally solving problems. This process occurs on many levels,
from the ground handlers up to the Central Airspace Authorities, both horizontal
(e.g., between airlines) as well as vertical (e.g., between ground handlers, airlines,
air traffic control and the CAA).

Examples of current CDM developments are Free Flight and the latest Ground
Delay Program extensions. In Free Flight, pilots, aided by decision support
systems, are free to choose their own flight path. They themselves are responsible
for maintaining separation constraints. In the Ground Delay Programs, incoming
flights are delayed if an airport is congested. The latest extensions allow airlines
to engage in a limited form of exchange of arrival slots.

Going hand in hand with the current CDM trend is the ongoing research into
the application of market mechanisms in ATM. Market mechanisms have the
potential of achieving a high level of efficiency as participants, expressing their
preferences by bidding, typically obtain the resources or rights most desired by
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them. Nevertheless, a market mechanism cannot just be applied to any area of
ATM. The fact that ATM regulations must be equitable has more than once
thwarted the introduction of market-based techniques.

Applying the CDM philosophy to ATM is far from trivial. If decision respon-
sibility is to be distributed over multiple participants, group decision mechanisms
will have to be designed that not only ensure efficiency but also equitability of
the resulting outcomes. Each participant should have a fair share of the decision
power. If a market mechanism is to be used, care should be taken that this does
not implicitly give any advantages to any participants, or that participants can
obtain strategic assets that they use to achieve unfair advantages over others.
Currently, many CDM initiatives rely on the honest cooperation of participants.
In general, dishonest and selfish behaviour should be taken in account and dealt
with before CDM can be effected. In addition, the trust and distrust relations
that exist between airlines, and their results on outcomes of decision mechanisms
should be taken into account.

The need for CDM mechanisms for ATM, and the issues that are involved,
form the point of departure for this thesis. We will seek to develop a CDM
mechanism that satisfies the requirements of ATM, but takes into account possible
selfish behaviour of its participants.
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Chapter3
Preliminaries

This chapter gives short introductions on four areas of research that underlie this
thesis; that of equity, both in social exchange and in resource allocation, that of
currency systems, that of multiagent systems and that of laboratory economics.

3.1 Equity

As we have seen in section 2.5, equity is an essential concept in ATM. However,
it is seldom explicitly defined in ATM procedures or ATM research papers. One
of the aims of this thesis is to give a formal definition of equity in collaborative
plan repair and to consider it a criterion that must be satisfied. For a good
understanding of the concept of equity, we give a short summary of research done
on equity in the social and socioeconomic sciences.

3.1.1 Equity in social exchange

Social exchange is a process that occurs among humans and in which entities such
as goods, services, money, and favours are exchanged. Social exchange theory
partially overlaps with economic exchange theory, but its main characteristics
are different. In economic exchange theory, market processes are studied in
which value is expressed in money, participants act as profit maximizers and
participants are relatively anonymous and emotionless. In social exchange theory,
value is typically not explicitly defined. Money may be part of a deal, but
participants derive their utility from psychological phenomena as well, such as
equity, reciprocity, altruism, honour, revenge, feeling of morality, etc. Relations
and interdependencies that may exists between participants are very important
in social exchange theory (Emerson, 1976).
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There are many social exchange processes occurring around us. In a friendship,
both sides typically give something to the other and receive something from the
other. In a household, every member has to bear its fair share of the practical
duties. In an employer – employee relation, both sides give and receive (Fehr
et al., 1997). When a stranger approaches you and asks for directions, taking the
time to give the answer has no economical value as you will probably never see
the stranger again. Still, most people honour the request, thereby going against
classical economical theory.

A fundamental principle in social exchange is reciprocity. Gouldner (1960)
identifies reciprocity as a universal norm, internalized by human beings. Accord-
ing to Gouldner, the norm makes at least the following two demands: people
should help those who have helped them, and people should not injure those
who have helped them. He notes that the obligations imposed by the norm of
reciprocity may vary with the status of the participants within a society. Gould-
ner distinguishes homeomorphic reciprocity, where things exchanged should be
concretely alike, identical in form, and heteromorphic reciprocity, where the
things exchanged may be concretely different but equal in value: “In the latter,
equivalence calls for ‘tit for tat’, in the former, equivalence calls for ‘tat for
tat’.” Gouldner identifies reciprocity both as a starting mechanism as well as a
stabilizing mechanism. It “helps to initiate social interaction and is functional in
the early phases of certain groups before they have developed a differentiated and
customary set of status duties.” It also ensures continuation of social interaction,
as the norm of reciprocity causes social debts to be repaid and keeps exploitation
from taking over. Exploitation here means unequal exchange, ‘getting something
for nothing’, to the benefit of a part of the group and to the disadvantage of
others.

Reciprocity is closely related to the concept of equity1. Blau’s model of
exchange hypothesizes that there will be equivalent rewards net of costs on both
sides of an exchange (Blau, 1955). Blau studied reciprocal exchange within a
government bureaucracy and found that agents developed balanced relations
with other agents. An agent would avoid entering into a relation in which the
received reward could not be reciprocated.

Homans (1961) developed a model of reciprocal exchange in line with Blau’s
findings. One of his propositions is that humans develop anger when on the
loosing end of an unequal exchange. As a result, one may lessen its effort in an
exchange in order to remove the inequality.

Several researchers proposed quantifications of equitable exchange. Sayles
(1958) proposes a quantification of perceived equity among factory workers that
may be formulated as follows

Our importance in the plant

Our earnings
=

Any other group’s importance

Their earnings

1We consider the terms ‘equity’ and ‘fairness’ to be interchangeable.
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Homans (1961) defines equity as a situation in which the following holds

A’s rewards less A’s costs

A’s investments
=

B’s rewards less B’s costs

B’s investments

‘Costs’ and ‘investments’ are defined as follows

A cost is that which is given up in the exchange such as foregoing
the rewards of the exchange, such as a risk, which would include not
only potential loss but the psychological discomfort of uncertainty as
well. Investments in an exchange are the relevant attributes that are
brought by a party to the exchange. They include, for example, skill,
effort, education, training, experience, age, sex, and ethnic.

From the equation, it follows for instance that, if being of the male sex is perceived
as a higher investment than being of the female sex, a woman operator earning
less than a man doing the same work will not feel unjustly treated. Homans
remarks: “Justice is a curious mixture of equality within inequality”.

Emerson (1976) argues that the concept of cost in social exchange is problem-
atic. Cost may refer to either aversive stimuli such as painful or boring ‘work’,
or rewards foregone, such as time and effort that may have been spent otherwise.
He argues that the two meanings are both used and thus make the definition of
equitable exchange unclear.

Adams (1965), in a seminal paper, generalizes the formulas of Sayles and
Homans by defining an equitable exchange as one that satisfies the following
equation

OA
IA

=
OB
IB

(3.1)

where O and I are “the sums of such outcomes and inputs as are perceived to be
relevant to a particular exchange”. Adams develops the proposition that humans
are sensitive to inequity and will try to balance the equation. This can be done
by adapting the level of one’s effort, but may also involve punishing or even
mentally adapting the input that one or the other party brings to the exchange.
This line of reasoning is also found in (Walster et al., 1973).

A lot of experimental research has been done to gain more insight into human
perception of equity. Many experiments in several cultures have been conducted to
examine a great number of hypotheses. We mention two well known experiments.
In the dictator game, one player may divide an amount of money between itself
and some other player. The other player has no options but to receive whatever
the first player gives it. Most people allocate nonzero shares to the other person
(Bolton et al., 1998; Hoffman et al., 1998). The experiment shows that humans
care about the pay-off of others besides that of their own and are willing to incur
costs to arrive at a more equitable situation.

In the ultimatum game, a proposer proposes a division of a sum of money
between itself and the decider, after which the decider may accept or reject the
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division. If it accepts it, the two players receive the shares as proposed by the
proposer. If the decider rejects, both players receive nothing. Most proposers
give approximately 40% to the responder (see (Fehr and Schmidt, 1999) and
(Hoffman et al., 1998) and the references therein). Proposals that offer a low
amount to the decider are almost always rejected. This experiment shows, just
as the previous experiment, that humans are willing to incur costs to remove
inequity.

The degree to which humans are inequity-averse depends strongly on the
circumstances, or, in experiments, on the rules of the game. Roth et al. (1991)
perform a variation of the ultimatum experiment, in which multiple proposers
have to compete and one decider may accept or reject the division that allocates
the maximal amount to the decider. This game, when repeated, evolves to the
competitive, inequitable outcome after a few rounds. In (Güth et al., 1997) an
ultimatum game with competing responders is described. Here also, the game
evolved to the competitive, inequitable outcome after only a few repetitions.
In general, repetition has a strong negative effect on cooperation in public
good experiments (Ledyard, 1995). Contrarily, the possibility for agents to
communicate about their actions, outcomes, punishments, etc., has a strong
positive effect on convergence towards the cooperative equilibrium (Ledyard,
1995). Fehr and Schmidt (1999), in their model of fairness, assume that in a group
of players, there is usually a small group of ‘selfish’ players. In some economic
environments, this group of selfish players will induce a larger group of inequity-
averse players to behave completely selfish too. In other environments, the
inequity-averse players have the upper-hand and selfish behaviour is suppressed
by punishment.

In human reciprocal behaviour, both kindness imitation (positive reciprocity)
and cheater punishment (negative reciprocity) play a role (Hoffman et al., 1998;
Fehr and Falk, 2002). It is also observed that humans care not only about the
eventual distribution in an exchange, but also about the intentions that are
behind actions of other players (Rabin, 1993; Falk et al., 2000).

Fehr and Falk (2002) compare the effect of an explicit incentive to cooperate
to an implicit one. In a gift-exchange experiment, an employer offers an employee
a wage and states the effort level that it likes to receive in return. The employee
then receives the wage and chooses the amount of effort it provides. It can shirk
by providing less than required, provide exactly what is required or provide more.
In one experiment, there was an explicit incentive to cooperate, i.e., to not shirk,
namely a fine that had to be paid if the effort was below the required level. In
the other experiment, there was also an incentive to cooperate, but an implicit
one. An employer, after observing the provided effort level of the employee,
was allowed to impose a fine or give a bonus to the employee, which was costly
to the employer however. The experiments showed that the offered wages and
returned efforts were much higher in the second experiment than in the first.
Fehr and Falk surmise that a predetermined conditional fine conveys distrust in
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player 2 cooperates player 2 defects
player 1 cooperates 〈 3, 3 〉 〈 0, 5 〉
player 1 defects 〈 5, 0 〉 〈 1, 1 〉

Table 3.1: Prisoner’s dilemma. 〈 a, b 〉 denotes pay-off a for player 1 and pay-off b
for player 2.

an employee, while lack of such an explicit incentive conveys trust, to which the
employees responded with positive reciprocal behaviour.

Molm et al. (2000) also studied human behaviour in repeated exchange
experiments. In one type of experiment, subjects could enter into contracts
that specified exactly the amounts that would be exchanged. In another type of
experiment, rewards and punishments were voluntary, and subjects had to rely
on unnegotiated reciprocity to develop profitable relationships. It was found that
the latter scenario provided a much more fertile ground for the development of
trust and thus of profitable exchange than the first scenario. Molm et al. argue
that risk is necessary for the development of trust, a proposition that was already
developed by Blau (1964), Ekeh (1974) and Lévi-Strauss (1969).

Reciprocity plays an important role in cooperation between companies. Ring
and van de Ven (1994) propose that the development of interorganizational
relationships follows a cycle of negotiations, commitments to actions and execution
of commitments. In each of the three stages, both efficiency and equity play an
essential role.

Kogut (1989) examined the successfulness of joint-ventures. While partners
in a joint-venture are often direct competitors, cooperating has the potential
of being beneficial for both as their combined competitive power against other
companies increases (see also section 2.6). Nevertheless, competitiveness between
partners in a joint-venture is the main source of instability. Kogut found that the
level of reciprocal exchange occurring between partners is directly proportional
to the long-term stability of the joint-venture.

The prisoner’s dilemma

The prisoner’s dilemma is a game with two players that both have to decide,
simultaneously, whether to cooperate with the other or to defect. Depending
on their choices, both players receive a certain pay-off, depicted in table 3.1.
It is a dominant strategy for both players to defect, as for both choices of the
other player, defecting will increase ones pay-off. If both players defect, however,
the outcome of the game, 〈 1, 1 〉, is pareto-dominated by another outcome, the
cooperative outcome 〈 3, 3 〉.

In the iterated prisoner’s dilemma (IPD), multiple players repeatedly play
the prisoner’s dilemma with each other. This gives players the possibility to
base their strategy on past and expected behaviour of other players. In two
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tournaments held by Axelrod in 1984, people were allowed to submit computer
programs that would play the IPD against each other. In both tournaments,
the simple program “Tit for tat” emerged as the winner (Axelrod, 1984). This
program simply started with cooperation, and then simply copied the moves of
its opponent.

Analysis of the tournament data led Axelrod to discern four properties which
tend to make a decision rule successful: avoidance of unnecessary conflict by
cooperation as long as the other player does, provocability in the face of an
uncalled for defection by the other, forgiveness after responding to a provocation,
and clarity of behaviour so that the other player can adapt to your pattern of
action. For anyone that happens to be in a IPD environment Axelrod offers the
following suggestions: do not be envious of the other player’s success; do not be
the first to defect; reciprocate both cooperation and defection; and do not try to
be too clever.

Axelrod describes the occurrence of tit-for-tat in trench warfare in the First
World War. Both parties retaliated for each others actions, but tended to forgive
a little in order to reach a state of mutual cooperation. As an example deliberate
misfiring and deliberate predictable bombing times and locations are mentioned.

Sen (2002) has conducted exchange simulations in a domain similar to that of
Axelrod. Agents repeatedly play pairwise games in which defection is attractive
for a myopic agent. The maximal social welfare is achieved when all agents
cooperate. A number of assumptions made by Axelrod are weakened however. In
an exchange between two agents, one agent can provide the other with a resource.
The cost for the provider of providing the resource is typically much lower than
the utility gained (or cost saved) by the receiver receiving the resource. These
costs may vary between games. Agents do not necessarily play against all other
agents but might ‘meet’ only a subset of all agents.

Sen has conducted his experiments with agents with varying attitudes, com-
munication and belief behaviour. The two attitudes are selfish and reciprocative,
where the latter comprises helping those agents that are helpful to others. Note
that this kind of reciprocative behaviour has been described by sociologists
(Sugden, 1986; Nowak and Sigmund, 1998). In order to know which agents are
helpful to the community, agents inform each other about observed behaviour.
Some agents speak the truth and other agents lie, either to spoil reputations or
to bolster those of agents like themselves. Some agents believe all information
they receive, some agents believe only that of agents that appear to be reciprocal.

The experiments show how lying, selfish agents can outperform näıve, truthful,
reciprocal agents. The nonnäıve, truthful, reciprocal agent, however, is resistant
against the lying selfish agent.

It could be objected that, as Sen uses two attitudes, three communication
strategies and two belief strategies, 2× 3× 2 = 12 agent types should have been
involved in the experiments. Most notably, the lying but help-giving agent is
absent, as is admitted by the author (Sen, 2002).
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3.1.2 Equity in resource allocation

Resource allocation is concerned with the allocation of a given set of resources
over a given set of agents. Two criteria that are often used are efficiency and
equity. Efficiency denotes the degree to which the allocation of resources is in
accordance with the personal preferences that the agents have for the resources.
Equity denotes the degree to which the allocation of resources is perceived to
be fair. Efficiency and equity can often not both be fully achieved, in that case
a certain trade-off has to be chosen. Their relative importance may vary in
different cases. In auction theory for instance, the focus is solely on efficiency,
while in social exchange theory and distribution of public goods, equity plays a
very important role.

In Rawls famous book ‘A theory of justice’, the original position is developed
(Rawls, 1971). Principles of justice that will hold in a society should be decided
on from behind a ‘veil of ignorance’: “no one knows his place in society, his class
position or social status, nor does anyone know his fortune in the distribution of
natural assets and abilities, his intelligence, strength, and the like”. According to
Rawls, when principles of justice are decided in this manner, they will satisfy the
maximin principle, which says that the utility of the least well-off participant
should be maximized. This principle is also known as maximizing egalitarian
social welfare, as opposed to utilitarian social welfare, which is the sum of the
utilities of all participants.

Moulin (2003) identifies four pillars of distributive justice: compensation,
reward, exogenous rights and fitness.

The canonical story is that of a flute that must be given to one of four
children. The first child has much fewer toys than the other three,
hence should get the flute by the compensation principle. The second
child worked hard at cleaning and fixing it, so he should get is as a
reward. The third child’s father owns the flute (although the father
does not care for it), so he has the right to claim it. The fourth child
is a flutist, so the flute must go to him because all enjoy the music
(fitness argument).

Many challenging, equity-related resource allocation problems have been for-
mulated, including those of dividing a cake (Brams and Taylor, 1996), distributing
a heritage (Young, 1994), distribution of joint profit (Young, 1994; Moulin, 2003),
and many others. In each problem, different justice principles apply, and often
no allocation procedure exists that satisfies all of them (Young, 1994; Moulin,
2003).

In case of an inequitable distribution, it can be useful to quantify the level
of inequality. Several inequality measures exist. One of the most well-known
inequality measures is the Gini-index. This measure is defined as the area between
the Lorenz-curve and the uniform distribution curve, the Lorenz-curve being
the cumulative distribution function corresponding to a distribution. Other
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inequality measures include the variation, the coefficient of variation, egalitarian
social welfare and maximum envy. For a discussion of these and other notions,
see (Atkinson, 1970), (Moulin, 1998) and (Kalmijn and Veenhoven, 2005).

Finally, we note that a distribution procedure may sometimes be said to
be fair or equitable not because of the outcome it achieves, but because that
procedure is assumed to the be appropriate procedure in the given circumstances.
An English auction may be said to be fair as everyone has a fair opportunity to
participate, to bid, and to obtain the object if one really wants to. One should
be careful with such classifications however. The same auction would clearly be
unfair if it was to be used to distribute a number of valuable goods among a rich
man and a beggar. Throughout this thesis, we will use the terms ‘equity’ and
‘equitable’ always with respect to the outcome of a mechanism.

3.2 Currency systems

The research in this thesis focusses on the role of money in reciprocal exchange
as it occurs in collaborative ATM plan repair. In particular, we will ask ourselves
the question whether money in its standard form can be used to satisfy the
criteria of plan repair and, if not, how the concept of money should be adapted.
To have a good understanding of money and its possible uses, we give in this
section a short introduction on the origins of money, its general functions, its
uses in automated distributed systems and some alternative forms of money that
have been developed.

3.2.1 Origins and functions of money

Money is often said to have come into existence to solve a problem that occurs
in barter, namely that a double coincidence of wants must occur before an
exchange can take place (Jevons, 1875). Money allows for goods and services to
be exchanged non-simultaneously and indirectly, thereby greatly increasing the
number of possible deals.

In contrast to this ‘market’-centered view on money, sociologists and anthro-
pologists have put forward the view that money originated in other roles than a
facilitator for bartering. Early roles of money include bride-money, blood-money,
ornamental and ceremonial roles, religious and political roles (Davies, 1994; Gri-
erson, 1978). Many objects have acted as money, including cowries, whale teeth,
wampums, cattle, arrows, rice, and many others. Sometimes money would have
several roles, or gradually develop from one into another, often into the role of
money we know today (Davies, 1994).

Money is said to have three main functions: that of a medium of exchange,
that of a unit of account and that of a store of value. As a medium of exchange,
it facilitates asynchronous bartering (Menger, 1892; Kiyotaki and Wright, 1989).
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As a unit of account, it enables precise comparison of values of goods and services.
As a store of value, it enables saving of value for later expense.

Given the economic and social uses of money, and the first two functions of
money mentioned above, we can say that money is an administrative system for
indirect reciprocal exchange, both social and economic. The amount of money a
person holds represents its entitlement to receive if the amount is positive, or
its duty to provide if it is negative. If a person provides a good or service to
another person, it receives money in return. As it has provided to the community,
either its entitlements grow or its duties decrease. By not allowing one’s wealth
to decrease infinitely, people are prevented from being able to receive infinitely,
i.e., build up duties, without reciprocating. We will in section 4.4 prove this
argument formally, and give the necessary assumptions.

3.2.2 Currencies for peer-to-peer systems

Peer-to-peer systems are computer systems that are not set up in the classical
server/client topology, but in which all nodes have relatively equal importance
and each node is connected to several other nodes. Peers in a peer-to-peer system
usually work together in serving a common goal or cooperate and assist each
other in solving individual goals. For instance, in a mobile ad-hoc network,
nodes maintain communication routes and pass on data to enable communication
between indirectly connected nodes. In file-sharing networks, such as Gnutella
(Ripeanu, 2001), Kazaa (Liang et al., 2004), eDonkey (Tutschku, 2004), Kademlia
(Maymounkov and Mazières, 2002) and BitTorrent (Cohen, 2003), nodes host
files and offer these for uploading, and may search for and download files from
other nodes.

A much documented problem in peer-to-peer systems is that of free riding
or noncooperation, i.e., nodes that make use of services of other nodes but do
not perform any services themselves. In a file-sharing network for instance, a
free rider would only download files but not offer any files for uploading by other
nodes. A study on free-riding in the Gnutella network showed that 70% of the
users did not offer any files (Adar and Huberman, 2000). Free-riding in Gnutella
is attractive as it saves the user bandwidth and it does not result in receiving less
files. The Gnutella network, and many other peer-to-peer networks, are therefore
depending on the altruistic attitude of its users.

To solve the free-rider problem, some networks are based on direct reciprocal
exchange. A node in such a network will cooperate with another node if that
node has proven to be cooperative too, the equivalent of the tit-for-tat strategy
of Axelrod described in section 3.1.1. Networks and proposals that are based
on direct reciprocal exchange are eDonkey, BitTorrent, Free Haven (Dingledine
et al., 2000), SWIFT (Tamilmani et al., 2004) and the solutions proposed by
(Antoniadis et al., 2005) and (Lian et al., 2008).

To facilitate indirect reciprocal exchange, in general two solutions are often
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proposed. The first solution is to use a reputation mechanism in which nodes may
communicate observed behaviour of nodes to other nodes. A node cooperating
with another node thereby gains a good reputation with many nodes, which
increases the chances that others will cooperate with him. Proposals that involve
such reputation systems are (Blanc et al., 2005; Moreton and Twigg, 2003b).

A second solution is to use a currency. The peer-to-peer network then
becomes a resource or service market, in which users pay for received resources
or performed services. Free-riding becomes impossible as this will generate no
income and currency is needed to pay for resources or services. This solution
has often been proposed (Wilcox-O’Hearn, 2002; Yu and Singh, 2003; Golle
et al., 2001; Ioannidis et al., 2002; Levien, 2001; Yang and Garcia-Molina, 2003;
Vishnumurthy et al., 2003).

Most proposals for a currency for peer-to-peer systems are rather similar in
that they just propose a standard currency to be used in the system, following
standard market rules (Yu and Singh, 2003; Golle et al., 2001; Ioannidis et al.,
2002; Yang and Garcia-Molina, 2003; Vishnumurthy et al., 2003). Exceptions
are the Lightweight Currency Protocol and Stamp trading, which let each node
issue its own currency. We discuss these systems in section 3.2.4.

3.2.3 Complementary currency systems

Complementary currency systems or community currency systems are local
currency systems that are used to trade goods and services among a certain
group of users. Complementary currency systems sprung up in Europe and the
U.S. in the thirties, as a means of escaping national depression by stimulating
local economy. More recent initiatives often have a strong focus on humanitarian
effects such as involving the unemployed (Lietaer, 2001), stimulating voluntary
work (Seyfang, 2004; Richey, 2007) or helping victims of disasters (Suko et al.,
2007).

A complementary currency is a currency used only by the participants of a
system, and is usually not exchangeable against national currency. Credits can be
paper notes or virtual credits, the latter often administrated by a central authority.
Credits may be issued by the central authority, or by the users themselves. In
the latter case, a user creates money at the moment it needs to pay for a good or
service from someone else. This money may from then on be circulated among
other users. Usually, the balance of users, i.e., the amount of money one has
received minus the amount one has spent, is being administrated to prevent users
from infinitely issuing money.

Many complementary currency systems use a measure such as gold, national
currency, time or energy, to indicate the value of credits. Some complementary
currencies stimulate users to circulate money, for instance by using deprecative
money, credits of which the value slowly decreases over time. Another form of
circulation stimulating money is stamp money, in which users must paste stamps
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on credits, on a regular basis, to keep them valid. Stamps cost a small amount of
money, and therefore a user is motivated to spend a credit as quickly as possible
(Gesell, 1949).

Earlier complementary currency systems used paper notes. In 1931, the
German town of Schwanenkirchen struggled, like any other German city at that
time, with depression and unemployment. The owner of a coal mine that had to
close two years before as a result of the depression had the idea of introducing a
community currency. He hired his original workers and paid them in Wara. This
currency was redeemable against coal, which the people needed to warm their
houses. Each Wara slowly decreased in value, which had the result that people
tried to spend them as quickly as possible. In the absence of real money, Wara
quickly became the main medium of exchange in the town. The result was that the
local economy started to function again, resulting in increasing well-being. The
phenomenon attracted world-wide interest. The German government perceived
the Wara-experiment as harmful to the national economy and prohibited it, going
against court sentences that had declared it legal (Cohrssen, 1932).

A similar experiment took place in 1932 in the Austrian town of Wörgl. There,
a community currency similar to the Wara was introduced by the Mayor, which
had the effect of reducing unemployment and boosting the economy. After seeing
the success of the Wörgl, 200 other towns and villages in Austria wanted to
copy the idea. At that point the Austrian government panicked and declared
community currencies illegal (Lietaer, 2001).

Governmental bans on complementary currencies were not uncommon. During
the thirties, the U.S. government declared all complementary currencies forbidden
(Lietaer, 2001). But not all community currencies at that time have been
forbidden. Many currency systems did not survive the turmoil of World War
II, others ended because of faulty design. The WIR system, a hybrid between
community currency and fiat currency that was started in 1934 in Switzerland,
is said to be the only pre-World War II community currency still active today.

Some recent complementary currency initiatives have also been driven by
economic recession, such as in Argentina and Japan. However, the majority
of systems now functioning aims at stimulating social integration, involving

Figure 3.1: Stamp scrip from Mason City, used in the 1930’s, front and back side.
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unemployed, exchanging second-hand goods and stimulating small services such
as giving music lessons or cooking.

There are many types of complementary currencies. The most common one
today is the Local Exchange Trading System (LETS), in which credits are virtual
and may be issued by users. In a LETS, usually about half of the users have a
negative balance and the other half a positive balance. Being in debt is usually
interest-free.

The total number of actively used complementary currencies being used today
is hard to measure as these systems have a strong local focus and often make no
effort to become more widely known. The Worldwide Database of Complementary
Currency Systems had 150 currency systems registered in 2006, with a total
of 5.6 million participants, but the actual number of systems used has been
estimated at more than 2500 already in 2000 (Lietaer, 2001). The number of
community currencies in Japan alone has increased from 400 in 2000 to to 600 in
2003 (Lietaer, 2004).

As always, national banks are watching these developments closely. A recent
investigation commissioned by the German national bank concluded that the
complementary currency systems in Germany are currently not of a size to be
‘worried’ about (Rösl, 2006).

3.2.4 Multi-issuer currency systems

Multi-issuer currency systems are currency systems in which multiple users may
issue money and credits are identified by their issuer. We will look at some
historic, current and proposed multi-issuer systems.

Free banking

Free banking is a theory of banking that allows free formation of banks and issuing
of currency by these banks. These currencies must be redeemable against gold,
silver, or some other commodity. The trust in a currency’s worth is therefore
strongly dependent on the reliability of the issuer. Multiple currencies may
co-exist and be traded against each other.

Free banking existed in several countries including Australia, Swiss, Scotland
and the United States, in periods during the during the 18th and 19th century.

In Scotland, free banking existed between 1727 and 1845, providing a very
reliable currency system, which is remarkable as there was no monetary policy,
no central bank and virtually no political regulation of the banking industry
(Rothbard, 1983; Davies, 1994). In 1845, it effectively ceased to function as a
result of a new, nationwide, centralistic monetary policy that was actually an
attempt to end a long period of monetary instability in Scotland’s neighbour,
England.

In the U.S., free banking existed between 1837 and 1863 in a number of
states. Banks that wanted to issue a currency had to deposit state bonds with
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the government. If a bank failed to redeem the credits it had issued, the bank
was closed, the bonds were sold by the state and the note holders reimbursed
(Rolnick and Weber, 1983). Some banks issued far more credits than they could
redeem, earning them the name of ‘wildcat banks’. Some cases in which wildcat
banking led to hyperinflation are well-documented. Nevertheless, free banking
was a success in most states (Rockoff, 1974; Rolnick and Weber, 1983). The Civil
War ended the free banking era in the U.S.

National currencies

The system of national currencies used in international trade is an example of
a multi-issuer currency system. In international trade, multiple currencies are
used to pay for goods. Usually the importer of a good determines the currency
in which the payment has to be made, which can be the currency of the buyer’s
country, that of the seller’s country or a ‘vehicle’ currency, such as the U.S. dollar
or euro. A buyer might have to exchange some of its money into the currency
required.

The exchange rates between currencies are determined in the world currency
market. In April 2007, an estimated daily turnover of $3.2 trillion was realized
(BIS). The exchange rate between two given currencies will not differ greatly
between countries, as such differences are quickly exploited by traders.

Generally, it is important for a currency to have a stable value. An unstable
exchange rate of a currency leads to uncertainty about future value and thus
about future income and costs. Unstable currencies are therefore less attractive
in trade, and are avoided as a result.

Pairwise currency

Pairwise currency is currency that may be issued by any user to pay for a service
or good, but may not be circulated afterwards, it may only be redeemed. The
credits issued by a certain user will thus stay with the receivers until they are
redeemed. Credits function as promissory notes with a fixed promiser and a fixed
claimant.

In a pairwise currency system, a seller needs to trust a buyer before it will
accept its credits. However, transactions are also possible between users that do
not or not yet trust each other. If there exists a ‘chain of debt’ between them,
a payment can be done in the form of several indirect payments over the chain
of debt. For instance, suppose that Alice possesses 20 credits of Bob’s currency,
and Bob possesses 20 credits of Clair’s currency. Thus, Bob has debts with Alice
and Clair has debts with Bob, where debt means the obligation to give goods or
perform services to the one holding your credits. Suppose now that Alice would
like to buy something from Clair, but they do not know each other or do not
trust each other. Clair will not accept credits from Alice, but there exists a chain
of debt between them which makes transactions up to 20 credits possible. If
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Alice buys something worth 10 credits, she pays 10 credits to Bob, and Bob pays
10 credits to Clair to enable the purchase.

A practical implementation of a pairwise currency system is Ripple Pay
(Fugger, 2004; Ripplepay). The system is presented as a ‘social banking’ system,
in which friends and family act as each other’s creditors. There is no central bank
that makes profits on loans or transactions, so using the system can be cheaper
than using normal money. Also, friends and family can be more understanding if
one needs to miss a few payments for a good reason, and will also be more likely
to help someone out if its spending habits are getting unhealthy.

Multi-issuer currency systems for peer-to-peer systems

Turner and Ross (2004) propose a multi-issuer currency system for peer-to-peer
resource exchange, the Lightweight Currency Paradigm. In an example, a content
publisher such as Disney pays Bob 5 Disney-credits to use some of Bob’s excess
bandwidth and storage capacity. These Disney-credits may be redeemed at Disney
to watch video clips, but they may also be circulated. Each issuer should back
its currency with a product it offers. As some products will be generally desired,
some currencies will emerge as vehicle currencies, in which various products can
be paid (cf. (Arifovic, 2001)). The lightweight currency paradigm is aimed at the
exchange of goods and services for which the use of normal money would result
in too high transaction costs, such as small amounts of data over the internet.

Levien (2001) proposes the stamp trading system, a multi-issuer currency
system that facilitates reciprocal exchange in a peer-to-peer system. In this
system, stamps represent promissory notes. Stamp trading was shown to be a
generalization of several trust and currency based incentive schemes, including
Free Haven, Mojo Nation and Kademlia (Moreton and Twigg, 2003a). In the
stamp trading system, users may issue, trade and redeem stamps. A distinguishing
feature is the fact that users may only be paid in stamps issued by that user. Thus,
if a user x wants to obtain a service from a certain other user y, it might first
have to obtain credits of user y by trading stamps with other users. Redemption
of a credit is modelled as an all-or-nothing action; a user will either fully redeem
its promise or not at all. The more stamps a user refuses to redeem, the lower
its stamp exchange rate will be, and the more difficulty that user will have in
obtaining foreign stamps. Thus, a user has the incentive to redeem stamps in
order to keep a good reputation and be able to continue to participate in the
exchange process.

The WAT-system

The WAT-system, designed by Eiichi Morino in 2000, is a decentralized comple-
mentary currency with paper notes (WAT-Systems). It has since then been used
in Japan, among persons but predominantly among companies. The nature of
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the system makes it hard to assess its scale and number of participants, but it
was said to be in use, and growing, in 2004 (Lietaer, 2004).

In the WAT-system, a user may issue credits by ordering or printing a WAT-
ticket (figure 3.2) and putting its signature on it. The user then vouches for the
value of the ticket, i.e., it promises to provide a service or good corresponding
with the amount written on the ticket on redemption. Amounts are measured
in WAT’s, which are equivalent with 1 kWh of electrical current generated by
citizens cooperatives through renewable energies (wind, water, sun). One WAT
is valued at about 75-100 Yen (roughly 60-90 US cents), or about 6 minutes
of human work (Lietaer, 2004). A user that receives a ticket must also add its
signature to the ticket, thereby also vouching for its promised value. If the last
user to sign a ticket would refuse to keep its promise, the second-to-last is liable,
and so forth. In this way, the longer the list of names on a ticket, the more
confidence a user will have that it will yield the promised amount. When a ticket
travels back to its issuer, it is redeemed and disappears.

As any user may issue paper money, no central bank is needed to administrate
the WAT-system, unlike LETS. The problem of flooding, which many unregulated
credit systems have, is relatively small as a seller needs to have trust in a buyer
before it will accept its tickets. Such trust builds up during repeated interaction
and growing reciprocal exchange, in which users prove their trustability. For
more information on the WAT-system, see (Lietaer, 2004).

An electronic version of the WAT-system called i -WAT has been developed
(Saito, 2003, 2006). The system lets users issue, circulate and redeem tickets
electronically. To prevent against fraud, OpenPGP is used and it is required that
spending of a credit is approved by the issuer of that credit each time. Hazards
such as naivety, excessive spending, defaulting, and white-washing are discussed
in (Saito et al., 2006a) and (Saito et al., 2006b).

3.3 Multiagent systems

Multiagent systems (Wooldridge, 2002; Weiss, 1999) is the name of an area of
research that evolved from its predecessor area with the – more informative –
name of distributed artificial intelligence. A multiagent system consists of actors,
the agents, that have a certain degree of autonomy, exhibit a certain degree
of reactive and/or goal-directed behaviour and engage in a certain degree of
interaction with each other and their environment. The fact that agents are
autonomous gives them, to a certain degree, freedom to make their own choices.
In principle, agents use this autonomy to perceive their personal goals, which
may or may not coincide with some overall goal. This sets multiagent systems
apart from classical distributed software systems, in which different actors are
designed to work together for a common goal, and in which behaviour of the
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Figure 3.2: WAT notes2.
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actors is meant to be as predictable as possible.
Many forms of interaction are studied in multiagent systems. In robot soccer

for instance, agents observe the positions of each other and of the ball, and
subsequently derive the best thing to do. In simulations of pheromone systems,
agents leave some signal which may be picked up and acted upon by others. On
a higher level, agents may exchange data in order to reach their goals. Yet more
advanced interaction involves engaging in conversations, negotiations (Sandholm,
1999; Rosenschein and Zlotkin, 1994; Jennings et al., 2001; Kraus, 2001) and
argumentations (Prakken and Vreeswijk, 2001; Parsons et al., 1998; Kraus et al.,
1998).

Multiagent systems can be seen as the next step in automating human
activities. A popular example among scientists, maybe because they find the job
so tedious to do, is that of an agent planning a trip. Given a time, place and
some preferences about mode of transportation, accommodation and pricing, an
automated agent checks which hotels in the vicinity of the destination address are
available, plans a comfortable journey and make the corresponding reservations
and purchases. Such an agent will interact with other agents, for instance agents
that represent hotels or airlines.

In many multiagent scenarios, agents automate human behaviour and are as
such acting on behalf of a human being, or a company. For instance, bidding
agents in an auction automate the bidding that a human user would otherwise
have to do. In supply chain management, agents may negotiate on behalf of their
companies to acquire needed goods against competitive prices (He et al., 2003;
Das et al., 2001).

For many of the envisioned applications of multiagent technology, agents must
exhibit advanced, often human-like behaviour. In some domains, agents must
be able to engage in high-level conversation. This has led to the development of
multiagent communication languages (Mayfield et al., 1996; FIPA) and has driven
research in ontologies (Bailin and Truszkowski, 2002; van Diggelen et al., 2006),
automated conversation and argumentation (see earlier references). In other
domains, agents have to be able to coordinate actions or perform joint actions.
This has led to research in coordination protocols, task allocation and distributed
problem solving and planning (Wooldridge, 2002; Cohen and Levesque, 1991;
Jennings, 1995; Tambe, 1997; Shehory and Kraus, 1998; Lesser et al., 2004;
Durfee, 1999).

Resemblance with human beings can also be seen in the popular agent
reasoning model BDI, which stands for beliefs, desires and intentions. Based on
the work of Bratman (1987), this model of human reasoning has been formalized
and put into practice to achieve pro-active behaviour (Cohen and Levesque, 1990;
Rao and Georgeff, 1991; van der Hoek et al., 1998). For instance, a vacuum
cleaner robot may have an internal model of the room it works in, which is part

2At the time of writing, these WAT notes were available at
http://www.watsystems.net/watken/insatsuken.html.
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of its beliefs. It also believes that the room has not been vacuumed for some
time. It has the desire to keep the room clean. From its beliefs and desires, it
forms the intention to perform a new vacuum job. This intention will direct the
formation of new intentions, such as moving or starting to vacuum.

The multiagent paradigm potentially offers a lot of benefits. Its distributed
nature allows for local problem solving, based on local information and local
communication. While a centralized system has a maximal processing capability
determined by the computer it runs on, distributed systems are very scalable, as
new components can always be added or removed.

Compared to classical distributed systems, agents that are working together
are able to better adjust to unexpected circumstances or information. For
instance, if some resources become unavailable or some part of the system fails,
agents will look for other ways to achieve their goals. Multiagent systems are
therefore said to be more robust than classical distributed systems.

As agents have human-like traits, both in its motivations and its capabilities,
they are better suited to act in behalf of someone’s interests (cf. (MacKie-Mason
and Wellman, 2006)). The work in this thesis is an example, as agents negotiate
on behalf of airline companies about changes in plans, ensuring that any resulting
exchange is fair in the eyes of the airlines they represent.

The autonomous nature of agents does create uncertainty about the actions
that an agent will eventually decide to perform. Especially in open multiagent
systems, where agents may come and go and agents may be heterogeneous, that is,
built by different designers, the behaviour of agents and the resulting behaviour
of the system as a whole will be relatively unpredictable. It may be necessary
to restrict the allowed actions of agents, thus creating more certainty about
the course of events that will occur. Such considerations have led to research
on norms, normative systems and electronic institutions, multiagent systems
in which a certain set of norms applies (Meyer, J.-J. Ch. and Wieringa, 1994;
Vázquez-Salceda et al., 2005; Esteva et al., 2001).

The nature of agents makes them also suitable in decision support systems.
Agents can make observations or gather information, with which they reason
about a certain decision problem and come to a conclusion, which can be proposed
to a human decision taker (Cuena and Ossowski, 1999). Air Traffic Management
is a typical domain in which intelligent and robust decision support systems are
needed, which is proven by the great body of research in this area.

The concept of multiagent systems has also been regarded as a new pro-
gramming paradigm. Where object-oriented programming enabled programmers
to achieve separation of concerns, and distributed programming allows for dis-
tributed execution of code, multiagent systems make new levels of modularity,
robustness and scalability possible. Agents in a multiagent system may enter
the system or leave at any time. This allows developers to increase the size of
an already functioning system by adding agents. Also, the system is inherently
more robust against failure of an individual component, as agents know how to
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deal with a situation in which one or more agents becomes unavailable. Also, a
developer can add functionality to a system by adding agents that are specialized
in a certain task.

Nevertheless, a word of modesty (or caution) is appropriate for anyone
active (or starting) in multiagent systems research. Multiagent systems is still
a philosophy. The incredible challenge of getting computers to act human-like,
the intricacies of defining rational behaviour and the vast world of possibilities
that may be unlocked and should be anticipated all require a still enormous
amount of work to be done. Although some applications exists (Luck et al., 2005),
most results in multiagent systems research currently are on isolated aspects (for
instance communication or deliberation) in theoretical scenarios. It will take
several decades at least before these subfields will have matured to the point
where they can be successfully integrated and applied, which is necessary for
multiagent technology to reach its full potential.

3.4 Laboratory economics

Laboratory economics refers to economic research that is done with use of experi-
ments in which the experimenter has relatively strong control over the experiment
variables. This in contrast with economic research that makes use of field exper-
iments, where theories are tested ‘in the real world’ and where experimenters
have relatively little control over experiment variables. There are two types of
laboratory economics: human-based experimental economics and agent-based
computational economics. Both types are playing an increasingly important role
in economic research today.

In human-based experimental economics (Davis and Holt, 1993; Kagel and
Roth, 1995), economical theories are validated by laboratory experiments with
human participants. Smith (1982) argues that laboratory experiments have
significant advantages over field experiments. The econometrician, using field
experiments, can be compared to “an electrical engineer who has been charged
with the task of deducing the laws of electricity by listening to a radio play.”.
Laboratory experiments on the other hand given the researcher the possibility
to study phenomena or test theories in circumstances that are fully controllable
and enable accurate measurement of variables. By comparative experiments,
the effect of a single variable or mechanism property can be determined. There
is an overlap between experimental economics and the social sciences; many
of the social experiments described in section 3.1 fall also in the category of
experimental economics.

In agent-based computational economics (Tesfatsion and Judd, 2006), agent-
based computer models are used to study phenomena and to validate theo-
ries concerning decentralized market economies. In contrast to classical (mi-
cro)economics, a strong bottom-up perspective is taken, focussing on the character-
istics of individual players in an economical process and the consequences thereof.
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Agents are typically heterogeneous (differing in characteristics, endowments, com-
petencies), are boundedly rational, and may be spatially distributed or organized
in groups, which may effect communication, trust, and other phenomena.

The questions that are asked in agent-based computational economics are
mainly directed at understanding economical processes that occur in reality. How
do agent characteristics determine the overall economic process? How do agents
learn and what consequences does this have? How do behavioural norms evolve?
What effect do networks and organizations have?

Besides these issues, there is also a growing interest within agent-based compu-
tational economics in the design of economical processes backed by experimental
validation within agent-based computational economics. MacKie-Mason and
Wellman (2006) gives the methodology that is beginning to emerge for this line
of work: 1. Specify a computational mechanism. 2. Generate candidate strategies.
As the number of possible strategies is typically infinite, the experimenter must
select a limited number of possible agent strategies. This can be done by searching
systematically or randomly through the strategy space or selecting strategies
based on intuition and earlier results. These models have been coined ‘few-type
models’ (LeBaron, 2006) 3. Estimate the “empirical game”. By simulation, the
expected pay-offs of the agents are established under all or many of the possible
strategy profiles, i.e., under all or many of the possible combinations of strategies.
4. Solve the empirical game. Based on the experimental results, the game is
solved for its equilibria. 5. Analyse the results.

This methodology is followed in the experimental sections in this thesis.

3.5 Conclusion

We looked in this chapter at four phenomena and areas of research that underlie
the problem of CDM in ATM and the solution we will develop. Social exchange
is a phenomenon that will occur if airlines are given greater involvement in the
(re)distribution of resources. We saw how reciprocity plays a fundamental role in
social exchange, and with it the related concept of equity. Humans are generally
inequity-averse, and are often willing to incur disutility to punish ‘cheaters’ who
try to advantage themselves at the cost of others. Successful reciprocal exchange
relations often build up over time and are an important factor for the stability of
joint-ventures between companies.

Money facilitates exchange. Although its role of facilitating economic ex-
change is well-known, the origins of money lie in social exchange. We have
described complementary currencies, which are currency systems that are used
besides ‘standard currency’. Complementary currencies, and the communities
around them, typically have an important social dimension. The WAT-system
for instance uses credits which are issued and signed by the users themselves.
Each signer of a credit vouches for the value of that credit. In that way, credits
much more represent a promise from one to another than an abstract unit of
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value.
The research area of multiagent systems aims to enable automation of human

behaviour in its broadest sense. Agents can represent companies and commu-
nicate and negotiate on behalf of their owners. The computational nature of
agents enables them to make use of more complex procedures and computations
than humans can, potentially achieving more efficient results. Perhaps a bigger
challenge for multiagent technology is to capture the social aspects of human
interaction, like envy and revenge. This is necessary if an agent is to be rep-
resenting a human or company, as such an agent must act in accordance with
the interests and wishes of its owner. We will in this thesis focus on some very
relevant aspects of social interaction between agents in a business environment.

Finally, laboratory economics is a field of research in which economical theories
are validated by highly controllable experiments. This enables explanation of
occurring phenomena, but also validation of proposed mechanisms.

The mechanism that we will develop in the course of this thesis will bring
the first three mentioned areas together – a CDM mechanism for ATM, in which
both economic and social exchange occur, to be used by computer agents that
represent airlines, facilitated by an innovative currency system. Results will be
established partly with use of analytical proofs, partly with use of automated
laboratory experiments.
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Chapter4
The plan repair market

We will in this thesis restrict our attention to a subfield of ATM, namely that
of plan repair, as described in section 2.4. The problem of applying the CDM
philosophy to ATM plan repair is one in which the typical CDM issues arise,
as we shall see. We will refer to this problem as the multiagent ATM plan
repair problem, as its characteristics are typical of multiagent systems; several
self-interested participants, each with its own information and preferences, who
must collaboratively make decisions that adhere to certain principles.

In this chapter, the multiagent ATM plan repair problem is defined as well as
measures for efficiency and equity. Furthermore, the role of money as a facilitator
for efficient and equitable exchange is explored.

4.1 Plan repair

The plan repair problem occurs when a given tactical plan becomes infeasible as
a result of a disruption. For instance, because an arriving flight is delayed, its
gate reservation is delayed and overlaps with another gate reservation. The plan
then needs to be repaired. This can be done by delaying or advancing flights,
moving flights to other gates or runways, putting passengers on other flights,
cancelling flights, etc.

We model the plan repair problem as a repeated resource allocation problem.
Let A = { 1, 2, . . . , k } be the set of agents, with typical elements i, j ∈ A. The
agents represent airlines1. In each round r, one agent, the problem owner or ∈ A,
has caused a planning conflict. The problem owner is responsible for resolving the
conflict. Let o = 〈 o1, o2, o3, . . . 〉 be the infinite owner vector denoting problem
owner or for round r. We assume the repeated resource allocation problem to

1See also the discussion in section 4.6 about involvement of other participants.
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be infinite, i.e., there is an infinite number of rounds. This is because in reality,
ATM plan repair occurs continuously and virtually endlessly. As a consequence,
we will not be dealing with so-called end games.

Each round, there are a number of ways in which a planning conflict can
be resolved. These are called repair candidates. We assume that there are m
candidates in each round, with typical notation c ∈ { 1, . . . ,m }. A candidate
allocates one or more different tasks to one or more agents, possibly including
the problem owner. The agents that are allocated tasks in a candidate are called
the actors in that candidate. For each candidate it is the case that, if each of
the actors in that candidate performs its tasks, the conflict will be resolved.

Different repair candidates involve different tasks, which have different utilities
to the agents performing them. Let u : A×A×N×N→ R be the utility profile
that, given two agents i and j, a round r and a candidate c, gives the (negative)
utility that agent i incurs in aid of agent j in round r if candidate c is enforced.
Throughout this thesis we consider u given, and will therefore omit it in most
definitions. We use notation ui,j,r,c to denote u(i, j, r, c). Performed tasks are
always in aid of the problem owner, so we have ∀i, j, r, c : j 6= or → ui,j,r,c = 0.
Also, we assume that plan repair starts in round 1 and assume ∀i, j, c : ui,j,0,c = 0.
Utilities will typically be negative, although positive utilities can occur. We
sometimes use the term disutility or effort to denote the negation of a utility.
Note that we model candidates only in terms of the utilities that are incurred by
the agents executing them. We say nothing about the nature of the tasks that
are performed.

We use the following derived notation for groups of agents

uI,J,r,c =
∑
i∈I

∑
j∈J

ui,j,r,c

and
ur,c = uA,A,r,c

We will sometimes omit braces for a set with a single element, e.g., as in
ui,A,r,c. We will sometimes use tuple notation for candidates, e.g., 〈 0,−10,−5, 0 〉
denotes a candidate assigning tasks to agents 2 and 3 with utilities −10 and −5,
respectively.

The set of agents A, the utility profile u and the sequence of owners o comprise
a plan repair problem set, or problem set for short, denoted π = 〈A, u,o 〉.

A candidate that allocates a task only to the problem owner is called a
default candidate. For a default candidate c in round r, it thus holds that
∀i : i 6= or → ui,A,r,c = 0. We assume that a default candidate always exists,
in every round, typically with a relatively low utility. If a problem owner does
not want to or does not succeed in electing a candidate, a default candidate is
elected. We say that allocation e is a default allocation if every candidate in e is
a default candidate.
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Example 1. An aircraft from airline x is originally scheduled to occupy gate A
from 0:18 to 0:58, after which an aircraft from airline y is scheduled to occupy
that gate at 1:00 (see figure 4.1a). Due to a delayed arrival of x, it will enter
the gate later than planned and, as a result, leave it later than planned as well.
A conflict now occurs with y (see figure 4.1b). A default repair candidate for
this conflict puts x at the earliest occurring ‘gap’ in the gate schedule (see figure
4.1c). An alternative default candidate lets x split its turnaround process. It will
disembark its passengers and luggage, and possibly do some servicing, after which
it will go off-gate prematurely to make room for y. It can come back when the
gate is free again (see figure 4.1d). A more efficient candidate assigns y the task
of delaying its gate entrance by 10 minutes (see figure 4.1e). Another relatively
efficient candidate involves a gate swap with an aircraft from airline z (see figure
4.1f). Both collaborative candidates are more efficient since a small delay or
swapping gates is less disadvantageous in this case than either a large delay plus
gate swap or splitting the turnaround process.

4.2 Efficiency

One of the main criteria in plan repair is efficiency. The tasks that need to be
performed to solve a planning conflict should require as little effort as possible.

For a candidate c in round r, we use ur,c to denote the efficiency of candidate
c. We say that a candidate c in round r is maximally efficient, or efficient for
short, if and only if

∀c′ : c′ 6= c → ur,c′ ≤ ur,c (4.1)

Each round, one of the candidates has to be elected. Let e = 〈 e1, e2, e3, . . . 〉
be an allocation, being an infinite sequence of elected candidates e1, e2, e3, . . . for
rounds 1, 2, 3, . . ..

The total utility that an agent has incurred at a certain moment is the sum
of the utilities of its tasks in elected candidates up till then. Let

Ui,r(e) =
r∑
t=0

ui,A,t,et

be the cumulative utility of agent i up to and including round r in allocation e.
We use capitals whenever a quantity is summed over multiple rounds. Also, let

UA,r(e) =
r∑
t=0

ut,et

be the cumulative efficiency of allocation e up to and including round r.

Definition 1 (Efficient allocation). An allocation e is maximally efficient in
round r, or efficient for short, if and only if for any other allocation e′ it holds
that UA,r(e′) ≤ UA,r(e).
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(f) Repair candidate 4

Figure 4.1: Planning conflict and repair candidates.
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Under the assumption that candidate sets are independent from elected
candidates2, we have that an allocation is efficient if its candidates are efficient.

Proposition 4.2.1. An allocation e is efficient in round r if and only if ∀t ≤
r : et is efficient.

Proof. (⇒) Let e be an allocation. Suppose that there is a round t in which et is
not efficient. Then there exists c∗ such that ut,c∗ > ut,er

. Let r be a round with
r ≥ t. It is easy to see that for the allocation e′ = 〈 e1, e2, . . . , et−1, c

∗, et+1, . . . 〉,
it holds that UA,r(e′) > UA,r(e). Thus, allocation e is not efficient in round r.

(⇐) Suppose that e is an allocation that is not efficient in some round r.
Then, there exists an allocation e′ such that UA,r(e′) > UA,r(e). Then, there
exists t∗ ≤ r such that ut∗,e′

t∗
> ut∗,et∗ . Then, e∗t is not efficient.

4.3 Equity

Equity is an important requirement in ATM planning and plan repair. Although
never explicitly defined, ATM procedures are invariably designed to provide fair
treatment of all participants. The equity principle is often applied quite crudely
in plan repair, leading to inefficient repairs (see section 2.5).

In the multiagent plan repair approach, equity is of an even greater importance.
Agents are autonomous; they may decide to collaborate, but may also decide not
to. An airline will be willing to help another airline if it knows that this help will
be reciprocated some time in the future, but will refuse to help non-reciprocating
airlines. An exchange of effort can develop that is beneficial for each of the
participants. Nevertheless, an agent does not want another agent to obtain a
much greater benefit than itself. The distribution of benefit should be equitable
in some sense, otherwise agents will refuse to collaborate. The multiagent plan
repair problem is thus a social exchange scenario. Viewing it as such is necessary
if one wants to design a mechanism acceptable to the participants.

We know from section 3.1.1 that humans perceive an exchange to be equitable
if equation (3.1), repeated here, is satisfied.

OA
IA

=
OB
IB

(3.1)

The question arises of how to interpret (3.1) for the ATM plan repair case.
Our first observation is that Ii is equal for every agent i ∈ A. It is a public

secret that hub owners receive preferential treatment at their own airports.
However, this is not official policy. Legally, all airlines must be treated as equals.
Lawsuits have shown that no airline may be preferentially treated on the basis of
size, origin or any other property (see also section 2.5). Also, ATM rules such

2See also the discussion in 4.6.
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as the the widely used first come, first served rule show that equality among
airlines lies at the basis of ATM regulations.

From a social perspective, we may expect airlines to consider each other as
equals as well. Airlines are primarily competitors, which may decide to enter
into collaboration. Certainly, no airline will find it acceptable if another airline
gets a greater reward from a collaboration based on the fact that it is older, that
it is from a certain region, or for any other such reason.

Thus, equation (3.1) reduces to

OA = OB (4.2)

To interpret O, two interpretations can be defended. First, the marginal utility
gain of an agent could be considered to be its output, i.e., Ui(e)− Ui(e′) where
e is the allocation as a result of the exchange, and e′ is an allocation that
would have occurred if no collaboration took place. The main argument for
this interpretation is that the marginal utility gain is that what an agent itself
perceives as its output, its nett gain as a result of participating in the exchange.

Alternatively, one could only consider the utilities of executing tasks, and
thus ignore utility gains of agents ‘receiving’ tasks. Two arguments can be given
to defend this interpretation. Firstly, considering only utilities of executing
tasks is considered equitable in real life. Consider the following illustration. My
neighbour and I have agreed on an exchange of tasks; I fix her computer and she
bakes a cake for me. It might be the case that by fixing her computer, she is able
to send her application form in time, giving her the job of her life. In that case
her utility gain would be much higher than mine. Nevertheless, the exchange
can be considered to be equitable, since the effort spent by both sides is equal.

Secondly, determining the marginal utility gain can be highly impractical.
Consider the following scenario. An aircraft runs out of fuel and needs to land
immediately. For this it needs the collaboration of the aircraft in front of it,
which has to go out of the landing sequence so that the first aircraft can take its
place. Suppose that if the second aircraft does not cooperate, the first aircraft
could not land and would crash. If they would equalize marginal utility gains,
they would have to determine the utility of crashing, which would be a very
low value. This results in a very high potential utility gain for the first aircraft,
which somehow would have to be equalized. It would be very hard for the first
aircraft to reciprocate the second aircraft by anything else than saving it in a
similar situation. Clearly, determining and transferring such utilities is highly
unpractical. It is far more likely that both parties will agree on the first aircraft
reciprocating the help of the second by an action of comparable effort.

For the two reasons given, we choose to consider the utilities of performing
tasks to be the outputs in the exchange. Informally, we say that the statement
“since i delayed for five minutes yesterday to help you, you should wait for five
minutes now to help me” is a valid argument, while “since i delayed for five
minutes yesterday which helped you enormously, you should wait for me for
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fifteen minutes to pay me back” is an invalid argument.
A collaboration may involve more than two parties. In that case, all parties

provide services and receive services. To see how equity applies here, consider
the following scenario. I have helped my neighbour with her computer and she
has baked a cake for me. Also, she has baked a cake for her other neighbour,
who has helped her in the garden. The utilities of baking a cake, helping with
the computer and helping in the garden are equal. The resulting allocation is
equitable since for each of us, the effort one has spent to help others is equal
to the effort others have spent to help one. In other words, it is equitable if an
agent that requires others to incur much disutility to help it, also incurs a lot of
disutility to help others.

We define the mentioned quantities as follows. Let

Uouti,r (e) =
r∑
t=0

ui,A\i,t,et

be the total utility agent i incurred to help others in allocation e up to and
including round r. Let

U ini,r(e) =
r∑
t=0

uA\i,i,t,et

be the total utility other agents than i incurred to help agent i in allocation e up
to and including round r. We also define the following measure for later use. Let

Uselfi,r (e) =
r∑
t=0

ui,i,t,et

be the total utility agent i incurred to help itself in allocation e up to and including
round r. We can now interpret (4.2) to arrive at a definition of equitable exchange
in ATM plan repair.

Definition 2 (Equitable exchange). Allocation e is equitable in round r if and
only if ∀i : Uouti,r (e) = U ini,r(e).

It is easily proven that default allocations are equitable.

Proposition 4.3.1 (Equity of default allocation). Any default allocation is
equitable.

Proof. Let e be a default allocation, with default candidates e1, e2, e3, . . . . By
definition of a default candidate, we have that ∀i, j, r : i 6= or → ui,j,r,er = 0.
By definition of a candidate, we have ∀i, j, r : j 6= or → ui,j,r,er = 0. Thus, it
holds that ∀i, j, r : i 6= or ∨ j 6= or → ui,j,r,er

= 0. So, a utility can only be
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positive if it is incurred by a problem owner in aid of a problem owner. Thus,
∀i, r : ui,A\i,r,er

= 0 and ∀i, r : uA\i,i,r,er
= 0. It follows that ∀i : Uouti,r (e) = 0,

∀i : U ini,r(e) = 0 and ∀i : Uouti,r (e) = U ini,r(e).

It will not always be possible to find or achieve an equitable allocation. In
that case, the aim is to find an allocation that is minimally inequitable. There are
many measures for inequity. Among the most well-known are social egalitarian
welfare, the Gini-coefficient, the coefficient of variation and maximum envy.
Different measures apply in different circumstances. In our case, equity (or
minimal inequity) of a collaborative plan repair mechanism is essential for its
acceptability. A collaboration between multiple agents is only possible if each of
those agents find the resulting outcome acceptable. Therefore, we are interested
in the lowest possible outcome that can result for a single agent. If each of
the agents would accept this outcome for itself, the mechanism is acceptable.
Social egalitarian welfare is therefore the appropriate indicator for inequity in
our domain.

To define inequity, we need the notion of nett transferred utility, defined as
follows for an agent i in allocation e in round r.

Unetti,r (e) = Uouti,r (e)− U ini,r(e)

Definition 3 (Inequity of exchange). Inequity of allocation e is defined as

U∗r (e) = min{Unett1,r (e), Unett2,r (e), . . . , Unettk,r (e) }

Note that the utilities of actions an agent performs to solve its own conflicts
do not affect the inequity of the exchange.

4.4 The plan repair market

A market mechanism is a mechanism in which users exchange resources, usually
facilitated by money, where prices are determined by means of some clearing
mechanism, for instance an auction. The market mechanism with use of money
is an interesting mechanism for ATM plan repair for two reasons: its efficiency
and equity characteristics.

A market mechanism typically aims to produce and allocate resources effi-
ciently. In a market with many sellers and many buyers, sellers will typically
compete by reducing their prices, and buyers typically compete by raising their
offers. The result is that goods are produced by sellers with low production costs,
and bought by buyers that ascribe high values to them.

A market mechanism that is thoroughly researched is the auction. One of
the basic claims is that the English auction, in which buyers raise their price
or drop out until one remains, allocates an object efficiently, i.e., the object
goes to the agent with the highest valuation (Krishna, 2002). This is under the
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assumption that buyers have quasi-linear preferences, which means that they
are willing to exchange valuation of some object or outcome against money in a
fixed proportion. An agent with quasi-linear preferences is indifferent between
receiving a good (or outcome), or a corresponding amount of money.

An important role of money in a market mechanism is that of measuring
value. However, we emphasize here another function: money acts as a distributed
administrative system for social exchange. Agents transfer resources in exchange
for money, and may do so repeatedly over a long period of time. From a social
viewpoint, an agent that has provided many resources to others is entitled to
receive many resources in return. The fact that this agent has accumulated a
corresponding sum of money enables it to obtain these resources. The monetary
balance of an agent represents, in an ideal market, the amount of utility an agent
is entitled to or should provide from the viewpoint of equity.

The fact that the market mechanism is a distributed system follows from the
fact that no central authority is needed to keep track of who is entitled to what.
Each agent possesses a certain amount of money that represents its entitlement
or duty.

We introduce the notion of a plan repair market, a plan repair mechanism
based on the market paradigm. In each round r the problem owner or opens an
auction in which actors may submit ask prices for the tasks of the candidates
they are part of. Auctions in which sellers compete for the right to sell are called
reverse auctions or procurement auctions. We assume that agents have private
values, i.e., an agent will not change its utility of a task once its learns the price
submissions of other agents. This is a realistic assumption, as different agents
will usually be submitting prices for different tasks.

We will use qi,j,r,c ∈ R to denote the price that agent i asks to agent j
in round r for executing its part in candidate c. When qi,j,r,c = −ui,j,r,c we
say that qi,j,r,c is a cost price. Agents may only quote an ask price to the
problem owner and only if they are assigned a task by a candidate, i.e., we
require ∀i, j, r, c : (ui,j,r,c = 0 ∨ j 6= or) → qi,j,r,c = 0. We use the following
abbreviations.

qI,J,r,c =
∑
i∈I

∑
j∈J

qi,j,r,c

Again, we will sometimes omit braces for sets of single elements, e.g., as in
‘qi,A,r,c’.

qr,c = qA,A,r,c

qr,c may be read as “the total price asked by actors in candidate c in round r”.

qnetti,r,c = qA,i,r,c − qi,A,r,c
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qnetti,r,c may be read as “the price that will be paid or received by agent i in round
r if c is elected”. A positive qnetti,r,c means that agent i will pay if c is elected, a
negative value means that agent i will receive. Note that, for all agents i and
rounds r, if c is a default candidate, qnetti,r,c = 0.

We assume that problem owners always exactly pay the price asked by actors
in an elected candidate. We use the following notation for the total income of an
agent and the total expenditure of an agent, respectively.

Qouti,r =
r∑
t=0

qi,A\i,t,et

Qini,r =
r∑
t=0

qA\i,i,t,et

Qouti,r may be read as the sum of prices quoted by agent i to others in elected
candidates up to and including round r. Qini,r may be read as the sum of prices
quoted to agent i by others in elected candidates up to and including round r.

Each agent has a balance, indicating its financial wealth. Let bi,r ∈ R denote
the balance of agent i in round r. In each round the balances are updated
according to the payments that are made.

∀i, r : bi,r =

{
0 if r = 0
bi,r−1 − qnetti,r,er

if r > 0
(4.3)

Lemma 4.4.1. ∀i, r : bi,r = Qouti,r −Qini,r

Proof. For r = 0, we have that ∀i, j, c : ui,j,0,c = 0, from which follows ∀i, j, c :
qi,j,0,c = 0, from which follows ∀i : Qouti,0 = Qini,0 = 0. As ∀i : bi,0 = 0, the
equation holds.

Suppose bi,r = Qouti,r −Qini,r (IH). Then

bi,r+1 = bi,r − qnetti,r+1,er+1
(4.3)

= bi,r + qi,A,r+1,er+1 − qA,i,r+1,er+1

= Qouti,r −Qini,r + qi,A,r+1,er+1 − qA,i,r+1,er+1 (by (IH))

= Qouti,r −Qini,r + qi,A\i,r+1,er+1 + qi,i,r+1,er+1 − qA\i,i,r+1,er+1 − qi,i,r+1,er+1

= Qouti,r + qi,A\i,r+1,er+1 −Q
in
i,r − qA\i,i,r+1,er+1

= Qouti,r+1 −Qini,r+1

We assume for now that problem owners will want their problems to be solved
against minimum costs and will therefore elect the cheapest candidate in any
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round. Formally, we assume (E1), defined as follows3.

(E1) : ∀r : er = argmin
c

qr,c

Note that (E1) implicitly assumes that agents have no budget constraints, i.e.,
can always buy a cheapest candidate. We will come back to this later.

In this section we assume that agents ask cost prices. Formally, we assume
(Q1), defined as follows.

(Q1) : ∀i, j, r, c : qi,j,r,c = −ui,j,r,c

Note that from this definition, it follows that a problem owner asks a price to
itself for a default candidate, equal to the disutility of its task in that candidate.
This is merely a technical convenience, as electing the cheapest candidate will
then result in electing the efficient candidate, given that agents ask cost prices
and do not run into the bound. For this reason, ∀r, c : qr,c = −ur,c = qnettor,r,c if c
is not a default candidate and ∀r, c : qr,c = −ur,c ∧ qnettor,r,c = 0 if c is a default
candidate.

Furthermore, we assume that actors always perform the repair actions required
from them by the elected candidate properly, such that the conflict of the problem
owner is resolved4.

We use in this and following sections a notation slightly different from the
one used in section 4. We used to write Ui,r(e) to denote the cumulative utility
of agent i in round r resulting from allocation e. From now on, we will first
assume an election rule, such as (E1), and a pricing rule, such as (Q1), and
any other necessary preconditions, and then write Ui,r to denote the cumulative
utility of agent i in round r as a result of the allocation that occurs under the
given assumptions. The same holds for Qout, Qin, b, and other variables we will
introduce.

The following proposition shows that, in the plan repair market, if all agents
always ask cost prices and have no budget constraints, the resulting allocation is
efficient in every round.

Proposition 4.4.2 (Auctions). Under (Q1), (E1), for any problem set π, the
allocation 〈 e1, e2, e3, . . . 〉 is efficient in any round.

Proof. From (Q1), it follows that ∀r, c : qr,c = −ur,c. From this and (E1), it
follows that ∀r : er = argmaxc ur,c, thus, er is efficient for every round r. From

3The argmin operator is normally followed by a function. But qi,j,r,c may be considered to
be an abbreviation of a function over i, j, r and c, just as ui,j,r,c is an abbreviation of u(i, j, r, c).
qr,c may thus also be considered to be a function. Hence we may write argminc qr,c. Note also
that the argmin operator normally yields a set. For ease of notation, we allow ourselves to
assume that the argmin operator (and similarly the argmax operator) will return the argument
for which the function is minimal (maximal) if there is one, or one of the arguments if there
are more than one.

4See also section 5.1.2 on agents that provide less than required.
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proposition 4.2.1, it follows that the allocation 〈 e1, e2, e3, . . . 〉 is efficient in any
round.

The following proposition shows that, if all agents ask cost prices, the balance
of an agent is equal to the negation of its nett transferred utility.

Proposition 4.4.3. Under (Q1), for any problem set π, it holds that ∀i, r :
bi,r = −Unetti,r .

Proof. Under assumption (Q1), it is easy to derive ∀i, r : Qouti,r = Uouti,r and
∀i, r : Qini,r = U ini,r . Then,

bi,r = Qouti,r −Qini,r (by 4.4.1)

= Uouti,r − U ini,r
= −Unetti,r

To establish the relation between money and equity, we need to incorporate
scarcity of money. If money would not be scarce, there would not be any
incentive for agents to clear debts, and provided effort would not necessarily be
reciprocated.

The fact that humans do not have an infinite supply of money follows from
the fact that banks impose lower bounds on the balances of their customers.
Thus, a natural way of modelling scarcity of money is by assuming a lower bound
on the balances of agents. Let β denote the lower bound below which the balance
of an agent is not allowed to go, with β ≤ 0. Thus, it is forbidden to elect a
candidate such that, after the payments have been made, ∃i : bi,r < β.

The fact that balances are bounded requires the definition of a new election
rule. We still assume that agents will want to elect the cheapest candidate
possible, but only from the candidates they can afford. Formally, we assume
(E2), defined as follows.

(E2) : ∀r : er = argmin
c
{ qr,c | bor,r−1 − qnettor,r,c ≥ β }

The fact that balances are bounded provides an incentive for agents to earn
money. If balances were unbounded, an agent would never feel the need to earn
money. Now, it must earn money in order for its balance to stay above the
bound. If its balance is close to or equal to the bound, it can not afford to buy
services from others any more and will have to do without help, i.e., elect default
candidates, which is very inefficient.

Besides providing an incentive to collaborate, bounded balances also have
an important effect on the equity of exchange. The following proposition shows
that, if agents’ balances are bounded and all agents ask cost prices, inequity of
the resulting exchange is bounded by a constant value.
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Proposition 4.4.4 (Bounded inequity). Let π denote 〈A, u,o 〉 and let k = |A|.
Then, under (Q1), (E2), for all π, β, it holds that ∀r : U∗r ≥ (k − 1) · β.

Proof. Using the definition of U∗, the proposition can be rewritten to
∀r : min{Unett1,r , Unett2,r , . . . , Unettk,r } ≥ (k − 1) · β. Using proposition 4.4.3, the
proposition can be rewritten to ∀r : max{ b1,r, b2,r, . . . , bk,r } ≤ (k−1) ·−β. This
is true since the maximal balance that an agent i can have is achieved when all
agents have spent all their credits on i, amounting to (k − 1) · −β.

Although bounded balances ensure a bound on inequity, the resulting alloca-
tions need not be efficient anymore.

Proposition 4.4.5 (Inefficiency under bounded balances). Under (Q1), (E2),
if β 6= −∞, resulting allocations may be inefficient.

Proof. Suppose that in some round r, agent 1 is problem owner and has balance
b1,r = β. There are two repair candidates, c1 = 〈−100, 0 〉 and c2 = 〈 0,−10 〉.
Agent 1 now can not afford c2 and has to resort to the inefficient c1.

Thus, it might happen that in a certain round the problem owner has not
enough money to buy the cheapest candidate. This can be justified from the
viewpoint of equity, since this problem owner has already received a lot of effort
from others and should at this point provide effort before receiving more. It must
elect default candidates, i.e., help itself, until it has sufficient funds again. Also,
it could offer tasks below cost price to earn extra cash.

The market mechanism with bounded balances will achieve a certain trade-off
between efficiency and equity, depending on the set of occurring problems and
repair candidates and the height of the bound. For instance, if β = 0, only
default candidates can be elected. This would be highly inefficient but perfectly
equitable. In the case of β = −∞, however, efficient candidates will be elected
in every round but inequity is unbounded. By setting the bound somewhere in
between, a mechanism designer, or the participants themselves, can determine
the trade-off that is desired for their particular exchange scenario.

Note that inefficiency is often the result of introducing fairness constraints.
In many scenarios, allocating resources both efficiently and fairly is not possible
(Brams and Taylor, 1996; Young, 1994; Sen, 1986) and a trade-off between the
two has to be found (cf. (Jonker et al., 2005)).

4.5 Experiments

The theoretical results in this and the following three chapters are accompanied
by experimental results. These experiments serve three main goals. Firstly, we
use experiments to assess the magnitude of the phenomena that are subject of our
research. For instance, by means of experiments we determine the level of inequity
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i sizei colour
1 50 black –

2 45 red –

3 40 blue –

4 35 yellow –

5 30 green –

6 25 purple –

7 20 light blue –

8 15 gray –

9 10 magenta –

10 5 orange –

Table 4.1: Agent sizes and colours.

that can be expected to arise in an ATM plan repair scenario. Secondly, we use
experiments to prove the same results that we proved theoretically, but under
weaker assumptions. For instance, some of the results that were analytically
proven under unbounded balances are proven by experiment under bounded
balances. Thirdly, the experiments serve as a proof of concept for a currency
system that we will propose in chapter 7. Furthermore, our last chapter will be
solely based on experimental results.

4.5.1 Implementation of the plan repair market

We implemented the plan repair market as described in this chapter. We chose
to incorporate a phenomenon that is important in current day plan repair: that
of differently sized airlines. Airlines have different sizes such that the biggest
airline is ten times as big as the smallest. The size of an airline determines the
probability of it being problem owner in a round and actor in a given candidate.
One’s size has, as we will see, important consequences for one’s exploitation
power.

In each experiment, we have 10 agents (k = 10) and 5000 rounds. Let sizei be
the size of agent i. We have chosen sizes 50, 45, 40, . . . , 5 for agents 1, 2, 3, . . . , 10.
The chance of being chosen as problem owner for agent i in round r is equal to
sizei/

∑
j∈A sizej . We have used colours in graphs to be able to discern different

agents. Table 4.1 shows the sizes and colours of the agents.
Each round, one default candidate is generated, consisting of a task for the

owner only, and two other candidates are generated, each consisting of a task for a
single agent, randomly chosen5. Note that the problem owner may be actor in the
second or third candidate. Thus, there can be more than one default candidate.
For an agent i, the chance of being chosen as actor in a given nondefault candidate

5In all following chapters, we assume single-actor candidates in order to contain complexity.
To keep all of our experiments in line, we assume single-actors in this section also.
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is equal to sizei/
∑
j sizej . The first candidate has a utility to the owner that is

chosen from a gaussian distribution with mean −40 and variance 10. The other
two candidates have utilities for the actor chosen from a gaussian distribution
with mean −15 and variance 10. So, the second and third candidates are usually
more efficient. Note that we do not allow for positive utilities.

Each round, a candidate is chosen according to a given election rule. No
candidate can be chosen that would make the balance of an agent go below the
bound. We have added an extra rule to the experiments to incorporate a principle
that can be expected to play a role in reality. Agents that have accumulated
a lot of wealth have less need than others to earn extra money, as they are far
above the bound and hence not in danger of running into the bound. Also, rich
agents have typically a low nett transferred utility, which indicates that they
have given much more help than received. For both reasons, these agents are
exempted from providing help until their balance is back to a ‘normal’ level. We
have implemented this rule as follows. In every round r in which there is an
agent i for which bi,r > −2β, two things happen. First, agent i is exempted from
providing help by bypassing the candidates in which it is actor. Secondly, if
agent i is problem owner, it will always choose a nondefault candidate if possible,
even if a default candidate would be less expensive. In this way the agent uses
its excess wealth to avoid effort as much as possible.

4.5.2 Standard scenarios

We present three experiments that represent standard scenarios: the default
scenario, the efficient scenario and the collaborative scenario. These scenarios
are chosen to assess efficiency under lack of collaboration, assess the maximal
performance gain possible as a result of collaboration and to demonstrate a
possible intermediate scenario with a desirable trade-off between efficiency and
equity.

The first experiment is the default scenario. This scenario represents the
current situation at airports, without any collaboration among the airlines taking
place. In each round the default candidate is elected and no payments are
made. We implement this by letting β = 0. Agents use pricing rule (Q1) and
election rule (E2). The results can be seen in figure 4.2. The three graphs show
the cumulative utilities, the nett transferred utilities and the balances of the
agents, respectively. Cumulative utilities range from −3534 to −27153 after
5000 rounds, with the larger agents having the lowest cumulative utilities. This
is to be expected, as larger agents experience more planning conflicts. As no
collaboration takes place, ∀i, r : Unetti,r = 0 and hence, U∗ = 0. As no payments
are made, ∀i, r : bi,r = 0.

The second experiment is the efficient scenario. In this scenario, agents
collaborate under unbounded balances, i.e., β = −∞. This results in the efficient
candidate being chosen in each round. We assume (Q1) and (E2). The results
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(a) Cumulative utilities (b) Nett transferred utilities

(c) Balances

Figure 4.2: Default scenario: β = 0.

can be seen in figure 4.3. Cumulative utilities range from −989 to −9760 after
5000 rounds and are thus roughly three times better than in the default scenario.
The invariant of proposition 4.4.3, ∀i : bi,r = −Unetti,r , can be recognized in figures
4.3b and 4.3c. It can also be seen that nett transferred utilities diverge. The
result of unbounded balances is in this case that nett transferred utilities may
diverge arbitrarily. The result is that, after 5000 iterations, U∗5000 = −864.

The third experiment is the collaborative scenario, in which agents collaborate
under bounded balances. We assume β = −100, (Q1) and (E2). The results can
be seen in figure 4.4. Cumulative utilities range from −998 to −9333 after 5000
rounds and are thus considerably better than in the default scenario and almost
as good as in the efficient scenario. Furthermore, we see that theorem 4.4.4 holds,
i.e., ∀r : U∗r ≥ (k − 1) · β. In fact, the rule that rich agents are exempted from
providing help gives an even higher lower bound on inequity. The lowest value
U∗ reached was approximately −2β.

These three standard scenarios show the potential of market-based ATM plan
repair under bounded balances. If no collaboration takes place, the resulting
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(a) Cumulative utilities (b) Nett transferred utilities

(c) Balances

Figure 4.3: Efficient scenario: β = −∞.

plan repair is very inefficient but perfectly equitable. If full collaboration takes
place under unbounded balances, the resulting plan repair is very efficient but
no guarantee exists on the level of inequity. If agents collaborate under bounded
balances, the resulting plan repair is still very efficient, while inequity is and
remains at a reasonable level.

4.5.3 Effect of the bound

In this section, we examine the effect of the height of the bound on efficiency
and equity of plan repair. To do so, we run a series of experiments in which we
vary the bound. The problem set in each experiment is identical. We measure in
each experiment the cumulative utilities of the agents and the resulting inequity.

We run ten experiments with β being the subsequent elements of 〈 0, -10, -25,
-50, -100, -200, -500, -1000, -2500, -999999 〉, under (Q1) and (E2). Figure 4.5
shows the results. The first column shows the cumulative utilities of the agents
in the first experiment, the second column those of the second experiment, and
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(a) Cumulative utilities (b) Nett transferred utilities

(c) Balances

Figure 4.4: Collaborative scenario: β = −100.

so on. It can be seen that lowering the bound improves the cumulative utilities
of the agents but increases inequity.

It is up to the mechanism designer or the agents involved to determine the
desired trade-off between efficiency and equity. Note that in different scenarios,
different bounds might be necessary to achieve the most desired trade-off.

4.5.4 Laboratory economics

The experimental sections in this and the coming chapters follow the methodology
for agent-based computational economics described in section 3.4. Concerning
the second point of this methodology, that of generating candidate strategies,
we restrict ourselves to a small number of strategies, being the strategy that we
want all agents to follow, that of asking cost prices, and one or more strategies
that selfish agents can be expected to follow instead, which we will introduce in
the coming chapter. Concerning the third point, that of estimating the empirical
game, we will in the coming chapters determine the pay-offs of agents under a
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Figure 4.5: Cumulative utilities and equity under a decreasing bound.

representative subset of strategy profiles. Concerning the fourth point, that of
solving the empirical game, the experiments in the coming chapters will show
dominance of certain strategies under varying circumstances. The equilibria can
then directly be derived.

The main difference between our work and the work done in agent-based
market design within agent-based computational economics lies in the criteria
that apply. Whereas agent-based market design has been applied to scenarios in
which more or less traditional market criteria hold (such as the U.S. electricity
market), the ATM plan repair scenario comes with a strong equity criterion,
which prevents the use of a straightforward market solution. This will be further
explained in the next chapter.

4.6 Discussion

We have assumed in this chapter that exchange in the context of plan repair
occurs among airlines. Of course, there are more stakeholders in the ATM plan
repair process. Airports, governments, airspace authorities and passengers all
represent interests that should or could be involved in a plan repair mechanism.

It is interesting to see that potential exchange situations occur at many levels
in ATM planning and plan repair. For instance, in section 2.9 it is described
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how airports in the vicinity of a congested airport sometimes have to hold their
departing flights as a result of ground delay programs, until the congestion is
relieved. This can be seen as an exchange situation where equity and efficiency
play a role. Some airports may be near congestion themselves and should therefore
not delay any departures, while other airports would suffer less from the same
measure. An airport that has helped out other airports often could be regarded
as entitled to receive help in return.

Another example are the air traffic controllers that guide air traffic through a
national airspace. Between countries, air traffic controllers can help each other
by allowing traffic to be routed via their sectors or varying the load on entry
points of other sectors (Burghouwt, 2005). Here again, an exchange can occur in
which efficiency and equity play an important role. This example is currently
very relevant, as national sector controllers are required to work more closely
together under the current ‘Single European Sky’ initiative (Brooker, 2003).

A third example occurs in the following situation. Airlines regularly complain
about preferential treatment of hub owners. A hub owner would get better gates,
less delays, etc., at its base airport than another airline, while that other airline
would get preferential treatment at its base airport, at the cost of the first airline.
An exchange of favours is very well possible here.

These three examples are all about exchange between similar participants, i.e.,
between airports or between sector controllers. Exchange between participants
from different categories is less easily envisioned. In current ATM practice,
vertical relations are very hierarchical. Central airspace authorities have overall
authority. Air traffic controllers adhere to their CAA and plan and instruct the
aircraft. Aircraft obey the air traffic controllers and execute the instructions.
Ground handlers adjust their operations to the events as they occur.

Nevertheless, a certain level of exchange between participants from different
categories can be possible and would in fact improve efficiency. An airline could
offer its cooperation in a plan repair situation to an air traffic controller at
one time, thereby earning it the right to be helped the next time. A ground
handler could request a flight to be delayed, so that it can service a number
of other flights in time, giving the air traffic controllers the right to request
its cooperation another time. Other examples can be thought of as well. In
all cases, the introduction of a notion of exchange would give an incentive to
the participants to provide help or resources when this requires a relatively low
effort, and to request for help or resources when this is most needed. In this way,
exchange between heterogeneous participants could very well improve efficiency
on multiple levels.

To extend the plan repair market mechanism to involve other participants
besides airlines requires an interpretation of equation (3.1), in particular of the
inputs of different participants. An airspace authority for instance, if it was to
be part of exchange-based plan repair, would typically have a high input in the
exchange as it is has a greater authority – it should not have to earn the right to
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exert control, as much as others do. For each participant, the input should be
according to the level of authority that participant should be endowed with.

Finally, the plan repair mechanism involving only airlines, as we have presented
it, can be seen as the consequence of fundamentally applying the CDM philosophy
to tactical plan repair. Currently, the responsibilities of maintaining efficiency
and equity lie in the hands of air traffic controllers, as airlines are not (yet)
trusted to maintain these requirements themselves. If a reliable mechanism that
ensures efficiency and equity exists, most or maybe all of these responsibilities can
be transferred to the airlines themselves. This may include also environmental
concerns. For instance, if the airlines themselves are held responsible for noise
emissions, they would be able to trade this resource along other resources, leading
to a collaborative effort to efficiently satisfy noise constraints. In this way, airlines
would be the main players in ATM planning and plan repair, while no concessions
are made to the main ATM requirements.

4.7 Conclusion

We defined the multiagent ATM plan repair problem as a repeated resource
allocation problem. We defined its two most important criteria, efficiency and
equity. Efficiency is the sum of the utilities of all agents as a result of the
plan repair candidates that are elected. Inequity is defined as the minimal nett
transferred utility. For an agent, the nett transferred utility is equal to the total
effort it has given minus the total effort it has received.

We showed that money potentially facilitates efficient exchange under un-
bounded balances, and that it facilitates bounded inequitable exchange under
bounded balances. The height of the bound determines the trade-off between
efficiency and equity. This is under the assumption that agents truthfully submit
cost prices for their tasks. We will in the next chapter see what may happen if
agents are not so honest.
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Chapter5
Exploitation

Money is like manure. If you spread it around, it does a lot of good.
But if you pile it up in one place, it stinks like hell.

Clint Murchison, Jr., quoted in Time, June 16, 1961.

In this chapter we will look at an important risk of applying the market
paradigm to multiagent ATM plan repair. Agents can try to manipulate the
system to obtain personal advantages. In the ATM plan repair market, this can
lead to an unacceptable level of inequity. We will prove in this chapter that
manipulation is attractive and, more importantly, not easily counteracted.

5.1 Exploitation

Until now we have assumed that agents submit cost prices for their tasks. We
now drop this assumption. We investigate in this chapter what happens if agents
ask prices possibly above their cost price. Typically, a seller does not like to sell
below its cost price as this results in a loss. Selling above the cost price can be
attractive however. Typically, the seller with the lowest cost price will want to
set its price just below that of the second cheapest seller. By being the cheapest,
it attracts buyers and by selling above its cost price, it makes a profit. This is
regarded ordinary behaviour in most market situations.

From the viewpoint of social exchange, this behaviour is a little less ordinary.
We argued in the previous chapter that money is a distributed system for
reciprocal exchange and showed that equitable exchange occurs if agents ask cost
prices. If agents over-price their goods or services, the direct correspondence
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between prices and utility is lost. An agent that over-prices its goods or services
may obtain a sum of money that it can spend to obtain an amount of utility
larger than what it provided. In this way, the resulting exchange can lose the
desired equity properties described previously.

Especially when an agent is strongly dependent on another agent, over-pricing
can be attractive. Note that in many real-life market situations, the dependency
between a buyer and a seller is weak, as there are a lot of other sellers (and
buyers) for a given product. Competition between these sellers drives prices
down and forces sellers to minimize their production costs. As a result, prices
will often lie close together and not far above production costs.

In the plan repair scenario, however, competition is sometimes not so strong,
leading to situations with a strong dependence between buyer and seller. Consider
the following example, based on example 1 shown in figure 4.1 on page 54.

Example 2. An aircraft of airline x is delayed and has created a conflict with
an aircraft of airline y (figure 4.1b on page 54). There are four repair candidates,
of which two are default candidates and two are collaborative candidates (see
figures 4.1c, 4.1d, 4.1e and 4.1f). The candidate involving y is the most efficient;
y only needs to delay its reservation by 10 minutes. Suppose that y’s utility
of performing this task is −10. The candidate involving z is the second most
efficient candidate, involving a gate change. Suppose that z’s utility of performing
this task is −30, and that the two default candidates have lower utilities. In this
case, x is depending on y. If y does not cooperate, x has to resort to the much
costlier help of z. Agent y can now exploit this dependence by asking a price
above its cost price, 10, and below the price of agent z, 30. It could ask a price
of 29 for instance and still be the cheapest candidate and thus be elected. This
would give it a profit of 19.

We will call the phenomenon of asking a price just below that of the second
cheapest seller exploitation. From a social viewpoint, the cheapest seller exploits
the dependency that exist between him and the buyer. If this dependency is
strong, i.e., if the difference in price between the two cheapest candidates is large,
the resulting profit as well as the disadvantage incurred by the buyer can be
large. Note that exploitation can occur in many areas of ATM planning and
plan repair, including arrival and departure planning, gate planning and ground
handling, as plans of different parties are often tightly coupled, available options
are limited and dependencies are strong.

Exploitation can have a significant effect on the equity of exchange. If an
agent is structurally able to exploit, the profits thus derived can be used to obtain
utility from others. In this way an exploiter may be able to structurally obtain
more utility than it provides to the community, resulting in an unfair advantage,
and to inequitable exchange.

We will now formally define exploitation in the plan repair market and show
its dominance over not exploiting and the possible effect it can have on equity of
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exchange. We assume that some agents, exploiters, will exploit if the possibility
exists, and other agents, the coalition agents, will, in principle, ask cost prices. We
use the term ‘coalition agent’ as these agents will try to counteract the behaviour
of exploiters and other wrongdoers as we shall see. Let σc be the coalition agent
type and σe the exploiter agent type. An agent type vector σ = 〈σ1, σ2, . . . , σk 〉
specifies for each agent i its type σi ∈ {σc, σe }1.

In order to reduce complexity of models and proofs in this and the coming
chapters, we assume from now one single-actor candidates, that is, each candidate
consists of one task assigned to a single agent only. We denote the actor in
candidate c in round r by ar,c. Note that we may write for instance ui,ar,c,r,c

instead of ui,A,r,c, but we will mostly use the latter as it is shorter.
Let c̃r =

〈
c̃1r, c̃

2
r, . . . , c̃

m
r

〉
be the vector of candidates in round r ordered by

utility in descending order, i.e., the vector 〈 1, 2, . . . ,m 〉 in which the elements
are ordered such that ur,c̃1r ≥ ur,c̃2r ≥ . . . ≥ ur,c̃m

r
. We assume that an exploiter

will, if it is actor in the cheapest candidate, ask a price just below that of the
second cheapest seller. Formally, we assume

(Q2) : ∀i, j, r, c : qi,j,r,c = −ui,j,r,c + qei,j,r,c

where

qei,j,r,c =


−(ur,c̃2r − ur,c̃1r )− ε if i = ar,c ∧ j = or ∧ i 6= j ∧ σi = σe ∧

c = c̃1r ∧ ur,c̃2r < ur,c̃1r
0 otherwise

Thus, an exploiter will raise its price until just below that of the second most
efficient candidate, if it is actor in the efficient candidate, it is not problem owner
and the second most efficient candidate is strictly less efficient.

The following proposition shows that the presence of exploiters may lead to
an ever growing inequity of exchange.

Proposition 5.1.1 (Inequity under exploitation). Let π denote 〈A, u,o 〉 and
let k = |A|. Let σ be a type vector such σi = σe for some agent i. Then, under
(Q2), (E2), there exist π and β such that ∀r : U∗r < (r − 2) · β.

Proof. We construct an example in which an exploiter alternates between ex-
ploiting maximally and spending maximally. The example is depicted in figure
5.1.

Let A = {x, y } and σy = σe. Suppose that o1 = x, a1,er = y and u1,er = −ε.
Thus, agent y is almost indifferent between performing the action or not. Agent

1We use the term ‘type’ to denote the character/attitude of the agent, not to be confused
with the meaning sometimes used in mechanism design, where it denotes the preferences of an
agent over all outcomes.
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bx,1 = β by,1 = −β

o1 = x
r = 1

q = −β
payment: −β

u = −ε

e1 = 〈 0,−ε 〉

Unett
y,1 = −εUnett

x,1 = ε

u = −εr = 3
o3 = x
e3 = 〈 0,−ε 〉

bx,3 = β
Unett
x,3 = 2β + 2ε

by,3 = −β
Unett
y,3 = −2β − 2ε

bx,0 = 0
Unett
x,0 = 0 Unett

y,0 = 0
by,0 = 0

yx

q = −2β

payment: −2β

etc.

by,2 = β

o2 = y
r = 2 u = 2β

q = −2β

payment: −2βe2 = 〈 2β, 0 〉

bx,2 = −β
Unett
x,2 = 2β + ε Unett

y,2 = −2β − ε

Figure 5.1: Inequity as a result of exploitation. Shaded bars denote problem
owners.
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y, being an exploiter, asks price −ur,c̃2r − ε. Suppose this price is equal to −β.
Then, after enforcing the candidate and making the payment, bx = β, by = −β,
Unettx,1 = ε and Unetty,1 = −ε.

Suppose that o2 = y, a2,er = x, u2,er = 2β and q2,er = −2β. After enforcing
this candidate and making the corresponding payments, bx = −β, by = β,
Unettx,2 = 2β + ε, Unetty,2 = −2β − ε. Agent y has now exchanged all its money for
utility.

Suppose that o3 = x, q3,er = y and u3,er = −ε. Agent y exploits again and
asks q3,er

= −2β. Agent x can pay the price since bx = −β. After enforcing
the candidate and making the payment, bx = β, by = −β, Unettx,3 = 2β + 2ε,
Unetty,3 = −2β − 2ε.

Suppose that rounds two and three are repeated infinitely. In every uneven
round after round 3, agent y exploits maximally, i.e., it performs a task of utility
−ε, for which it receives −2β, the nett transferred utility of agent x changes
with ε and that of agent y with −ε. In every even round after round 3, agent x
exchanges all its money against utility, i.e., it performs a task of utility 2β, for
which it receives −2β, the nett transferred utility of x changes with 2β and that
of y changes with −2β. This gives, for r > 3, Unettx,r =

⌊
r
2

⌋
· 2β +

⌊
r−1
2

⌋
· ε, which

is less than (r − 2) · β. It follows that ∀r : U∗r < (r − 2) · β.

We now turn to proving that exploitation is a dominant strategy over the
coalition strategy. To be able to compare strategies, we need a measure that
indicates an agent’s well-being at a given moment. This measure should depend
on two factors: the cumulative utility of an agent and its balance. The cumulative
utility Ui,r is important since it indicates the total amount of effort that agent i
had to expend until and during round r. The height of an agent’s balance bi,r is
important for the following reason. In the scenario with bounded balances, every
agent will have some ideal value they want their balance to be equal to, that is,
if it is lower than that value they consider the risk of running into the bound
too high and will want to clear their debts, and if it is higher than that value
they feel less urge to help others, as they already have enough money and are
‘safe’. This value could be different for different agents at different moments in
time, but for simplicity we assume this value zero for all agents at each moment.
Thus, an agent with a negative balance wants to clear this debt and expects a
utility decrease as a result. An agent with a positive balance may spend this
without consequences and expects a positive result on its utility (actually lack of
a negative effect on its utility compared to when its balance would be lower).

We define the perceived utility Upi,r of agent i in round r to be

Upi,r = Ui,r + bi,r (5.1)
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Note that defining agents’ utilities in this way is known as assuming that agents
have quasi-linear utilities2.

Also, we introduce the notion of a scenario, which is a tuple 〈π,σ, β 〉 con-
sisting of a problem set π, a type vector σ and a bound β. Cumulative utilities,
balances, perceived utilities, etc. are defined with respect to a scenario, a pricing
rule and an election rule. We use Ui,r(ζ), bi,r(ζ), etc. to denote the cumulative
utility, balance, etc. of agent i in round r in scenario ζ under some given pricing
rule and election rule.

The following proposition shows that exploitation is a dominant strategy over
not exploiting. We prove it for the case where no agent runs into its bound, i.e.,
the bound never influences the winning candidate.

Theorem 5.1.2 (Dominance of exploitation strategy). Let σ be a type vector
such that σi = σc for some agent i, and let σ′ be a type vector such that
σ′ = 〈σ′1, σ′2, . . . , σ′k 〉, σ′i = σe and ∀j : j 6= i → σj = σ′j . Let t be a round such
that i has had the opportunity to exploit in some round s < t. Then, under (Q2),
(E2), for any π, we have that Upi,t(〈π,σ,−∞〉) < Upi,t(〈π,σ′,−∞〉).

Proof. Let π be a problem set, ζ = 〈π,σ,−∞〉 and ζ ′ = 〈π,σ′,−∞〉. To
shorten notation a bit, we write Ui,r, Qini,r, er, etc. to denote Ui,r(ζ), Qini,r(ζ),
er(ζ), etc., and write U ′i,r, Q

in ′
i,r , e′r, etc. to denote Ui,r(ζ ′), Qini,r(ζ

′), er(ζ ′), etc..
As balances are unbounded, the fact that i exploits in ζ ′ does not influence

the elected candidate in any round, i.e., ∀r : er = e′r. As a result, ∀r : Ui,r = U ′i,r.
Also, each agent other than i follows the same strategy in ζ and ζ ′. Therefore,
each agent other than i will ask the same prices in ζ and ζ ′. As a result,
∀r : Qini,r = Qin ′i,r .

From (Q2) follows that ∀r : qi,A,r,er
≤ q′i,A,r,er

. In round s, agent i exploits

2One could argue that, as an agent is in the end interested in its cumulative utility only, the
perceived utility should be defined as Up

i,r = Ui,r +Xi,r , where Xi,r is the effect of having bi,r
on i’s future cumulative utility. This however leads to a paradoxical situation. Consider the
following situation. Suppose that all agents are coalition agents and one agent x has bx = 0. In
the rounds to come, it will want to receive services with a total disutility of 100. As it wants
its balance to be equal to 0, it will want to earn 100 credits, so it will have to perform services
with disutility 100. Now suppose that it had bx = b. In that case it would have needed 100− b
credits, so it would have had to perform services with disutility 100− b. So, having a balance
of b instead of 0 reduces the disutility of services to perform with b. Thus, Xx,r = bx,r.

Now suppose that x is an exploiter. It has bx = 0 and needs 100 credits in the coming rounds.
To earn this, it will have to perform services of total disutility less than 100, since it makes
profits from exploitation. Say that it makes an average profit of 10%. It will have to perform
services with total disutility of 100/1.1 = −90.9. Now suppose that it had bx = b. In that case
it would have needed 100− b credits, so it would have had to perform services with disutility
(100− b)/1.1 = 90.9− b/1.1. So, having a balance of b instead of 0 reduces the disutility of
services to perform with b/1.1. Thus, Xx,r ≤ bx,r.

Thus, between two agents with equal, positive balances and equal cumulative utilities, if one
is exploiter and the other coalition agent, the exploiter will have a lower perceived utility. This
is counterintuitive.
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in ζ ′, so we have qi,A,s,es
< q′i,A,s,es

. From these two facts we may conclude
∀r ≥ s : Qouti,r < Qout ′i,r (∗). For r ≥ s, in particular for round t, we can now
derive

Upi,r = Ui,r + bi,r

= Ui,r +Qouti,r −Qini,r (by lemma 4.4.1)

< U ′i,r +Qout ′i,r −Qin ′i,r (by (∗))
= Up ′i,r

For unbounded balances, dominance of exploitation is easily proven. With
bounded balances, exploitation is not necessarily dominant. In some unlikely
cases, it can temporarily be better to be coalition than exploiter. We give a
sketch of such a situation. An exploiter has made profits from exploitation and
can therefore buy an expensive candidate that it could not have bought if it
would have been coalition. However, as a result, its balance is now lower than it
would have been if it was coalition, and very close to the bound. Therefore it
can not buy the next occurring efficient candidate and has to resort to a very
inefficient default candidate. If it would have been coalition, it could have bought
the efficient candidate. At this point, the perceived utility of the exploiter can
be lower than it would have been if it was coalition.

Problem sets in which this situation occurs are highly construed. We hypoth-
esize that in all cases, exploiters will perform expectedly better than coalition
agents under bounded balances. We prove this hypothesis by experiment in
section 5.5.

As exploitation is the best performing strategy, agents can be expected to
adopt this strategy. If some agents exploit, inequity is no longer bounded. In
section 5.5 we will, by means of experiment, assess the level of inequity that will
occur in a realistic ATM plan repair scenario.

5.1.1 Large versus small airlines

Exploitation does not necessarily lead to inequity. If, in a hypothetical situation,
all agents gain as much from exploiting as they lose from being exploited, the
resulting exchange will be equitable.

In the ATM plan repair scenario, however, full scale exploitation is likely to
lead to significant inequity. This follows from the fact that the airlines operating
at an airport usually greatly differ in size. Most major airports have a hub owner
who operates the majority of flights. Besides the hub owner there are a number
of other airlines, from medium-sized players to very small ones.

A large airline operates many flights, and will therefore more often run into
planning conflicts. It will thus need the collaboration of other airlines often. At
the same time, its collaboration will be asked for by others more often too. These
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two effects in principle cancel each other out, i.e., the nett transferred utility of a
large airline will be equal to that of a small airline in the efficient scenario.

When agents may exploit, however, being a large airline has an important
advantage: a large airline will typically have better default candidates. As a
large airline has many flights in many slots on many gates and runways, it will
have more options to solve a conflict by itself. It may for instance delay one of
its flights, swap two of its slots or rebook passengers to another of its flights.
Therefore, its best default candidate will on average have a higher utility than
that of a small airline. This has an effect on the extent to which it can be
exploited. Having an attractive default candidate means that exploiters in other
candidates can raise their price less (or not at all) than they could have if the
default candidate was worse. A large airline is less ‘exploitable’ than a small
airline.

Also, a large airline is a better exploiter than a small airline. This is the
result of a phenomenon we have not described yet. If an exploiter is actor in the
cheapest candidate, but it is actor in the second-to-cheapest candidate too, it can
raise its price in both candidates. In fact, it can raise its price in all the cheapest
candidates in which it is actor until just below the price of the cheapest candidate
in which it is not actor. In that way the exploiter maximizes its profit. A large
airline will be actor in candidates more often than a small airline. Therefore,
the possibility that it is actor in two or more cheapest candidates will be larger.
As a result, it will make relatively higher profits from exploitation than a small
airline.

Raising ones price in more than one candidate is a strategy which we have
not involved in the theory in order to keep its complexity to a minimum. We did
implement it in the experiments in section 5.5. We will in that section assess the
level of inequity that may occur when airlines differ in size.

5.1.2 Swindling

Besides raising its ask price, an agent can also lessen its disutility when providing
a service to make a profit. We call this swindle, as the seller does not provide
the promised or required good or service, or at least not in the promised amount
or quality (cf. (Sabater and Sierra, 2002)). Swindle is equivalent to exploitation
in the sense that the amount of money paid for the good or service is too high
compared to the quality of the provided good or service. The difference is that
exploitation reveals itself early – a buyer willingly pays the ask price – while
swindle reveals itself late – a buyer inspecting its good or receiving the service
notices that it is below expectation. Also, exploitation is legally allowed in most
market scenarios, while swindle is normally not allowed.

In the ATM plan repair scenario, swindle would occur if an airline does not
fully perform the tasks specified in the repair candidate. The consequences of
this can be substantial as schedules are often tight. For instance, a flight might
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miss its departure slot as a result of a few minutes delay, or transfer passengers
might not be able to board their second flight, leading to forced rebookings.

To prevent oneself against swindle, buyers normally enter into a contract
specifying the good or service that is to be provided and measures that will be
taken if the good or service does not meet the given conditions.

If one is the victim of swindle nevertheless, for instance because of an unforseen
shortcoming or because a contract was not made, the result will usually be a
decreased credibility of the seller in the eyes of the buyer. In the plan repair
scenario, this may lead to the buyer not wanting to do business with the seller
anymore, out of fear of being deceived again.

Exploitation and swindling are both forms of what we call underdelivering :
providing less amount or quality than what corresponds to the price being paid.
In fact, the measures we take against exploitation in coming sections may be
used as measures against underdelivering in general. But, as exploitation is much
less easily counteracted than swindling, and because our focus on exploitation is
relatively original, we will continue to focus on that phenomenon.

5.2 Enforcing equity

If agents may exploit, inequity of exchange can become arbitrarily large. In this
section we investigate whether agents can counteract exploitation by means of
price setting. More precisely, we investigate whether agents can use a pricing
scheme such that exploiters are penalized and it becomes unattractive to exploit.
Thus, we aim for an incentive-compatible plan repair mechanism, in which the
collaborative strategy is dominant (see also section 5.4). If this can be achieved,
agents will want to adopt the collaborative strategy of asking cost prices, which,
as we saw in previous sections, leads to an exchange with desirable levels of
efficiency and equity.

We make the – rather optimistic – assumption that a problem owner that
is being exploited is exactly able to observe the level of exploitation. Thus, it
knows both the utility of the task performed and the price asked3. Suppose that
all agents share the information about occurred exploitation among each other
and thus know at any moment the amount of money that a certain exploiter y
has earned by exploiting. Suppose that all agents add this value as a penalty to
the prices they ask to exploiter y. In that way an exploiter would be deprived of
its exploitation profits.

Note that this penalty system is the collaborative equivalent of the well-
known tit-for-tat strategy. An agent that over-prices its services will find that
other agents over-price their services to him in return. We call this penalization

3This strong assumption can be seen as an abstraction of reality, where an agent that is
exploited will have a strong suspicion that it is exploited and for how much (but cannot legally
prove this). We will see in the course of this chapter that even under this strong assumption,
exploitation cannot easily be counteracted.
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or retaliation. Note also that retaliatory behaviour is often observed in social
exchange experiments with human participants (see section 3.1.1).

Let qpi,j,r,c denote the penalty that agent i charges to agent j in round r if
candidate c is elected. Also, let

qeI,J,r,c =
∑
i∈I

∑
j∈J

qei,j,r,c qpI,J,r,c =
∑
i∈I

∑
j∈J

qpi,j,r,c

and

QeI,J,r =
r∑
t=0

qeI,J,t,et
QpI,J,r =

r∑
t=0

qpI,J,t,et

So, for instance, Qei,j,r denotes the total amount of money agent i has gained
by exploiting agent j up to and including round r. Similarly, Qpi,j,r denotes the
sum of all penalties agent i has imposed on agent j up to and including round r.
Note that ∀i, j, c : qei,j,0,c = qpi,j,0,c = 0.

We assume from now on that agents penalize exploiters. Formally, we assume
(Q3), defined as follows.

(Q3) : ∀i, j, r, c : qi,j,r,c = −ui,j,r,c + qpi,j,r,c + qei,j,r,c

where

qpi,j,r,c =


Qej,A,r−1 −Q

p
A,j,r−1 + ε if i = ar,c ∧ j = or ∧ i 6= j ∧

Qej,A,r−1 −Q
p
A,j,r−1 > 0

0 otherwise

and qei,j,r,c is as defined before. Thus, actors add to the prices they ask to an
exploiter (other than themselves) an amount equal to the income made by this
exploiter by exploiting minus the penalties that he already had to pay, plus a
small amount ε. The extra small amount ε is to make sure that exploiters, after
exploiting and being penalized, are strictly worse off than if they had not exploited.
Note that ∀j : Qej,A,0 = QpA,j,0 = 0. Also note that exploiters charge penalties
too. We assume that exploiters, although guilty of exploitation themselves, will
be willing to impose penalties on other exploiters as they themselves are victim
of other exploiters too and it is in fact advantageous to charge penalties.

Until now, we assumed that electing the cheapest candidate was the rational
thing to do for a problem owner. With penalty pricing in effect, this is no longer
the case. When an exploiter is problem owner, the other agents might raise
their price and this might have the result that a default candidate becomes the
cheapest candidate. In that case, the exploiter should not elect this default
candidate. If it would, other agents would simply add the penalty again the next
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time the exploiter is problem owner. The other agents will continue to charge the
penalty until the exploiter has paid it. As a result, it does not matter whether he
pays it directly or later. The option of not paying the penalty at all would result
in the exploiter ending up electing only default candidates, which is even worse
than electing efficient candidates while paying penalties. Thus, the exploiter
should not let his choice of candidate depend on the penalty.

We assume (E3) from now on, defined as follows.

(E3) : ∀r : er = argmin
c
{ qr,c − qpr,c | bor,r−1 − qnettor,r,c ≥ β }

Thus, a problem owner selects the cheapest candidate as if penalties were not
charged4.

Imposing penalties takes away the advantage of an exploiter. This can be
seen most clearly in a scenario with one exploiter; its nett transferred utility can
not grow infinitely anymore. To prove this, we first need to prove the following
equality.

Proposition 5.2.1. ∀i, r : bi,r = −Unetti,r +Qei,A,r −QeA,i,r +Qpi,A,r −Q
p
A,i,r

Proof. For round 0, the proposition obviously holds.
Suppose bi,r−1 = −Unetti,r−1 +Qei,A,r−1−QeA,i,r−1 +Qpi,A,r−1−Q

p
A,i,r−1 (IH). We

may derive

bi,r = bi,r−1 + qi,A,r,er
− qA,i,r,er

(by (4.3))

= −Unetti,r−1 +Qei,A,r−1 −QeA,i,r−1 +Qpi,A,r−1 −Q
p
A,i,r−1+

− ui,A,r,er
+ qpi,A,r,er

+ qei,A,r,er
− (−uA,i,r,er

+ qpA,i,r,er
+ qeA,i,r,er

)
(by (IH) and (Q3))

= (−Unetti,r−1 − ui,A,r,er −−uA,i,r,er ) + (Qei,A,r−1 + qei,A,r,er
) −

(QeA,i,r−1 + qeA,i,r,er
) + (Qpi,A,r−1 + qpi,A,r,er

)− (QpA,i,r−1 + qpA,i,r,er
)

= −Unetti,r +Qei,A,r −QeA,i,r +Qpi,A,r −Q
p
A,i,r

The following proposition shows that under penalty pricing, if there is only
one exploiter, its nett transferred utility is bounded by a constant value.

Proposition 5.2.2. Let σ be a type vector such that σi = σe for some agent i
and that ∀j : j 6= i → σj = σc. Then, under (Q3), (E3), for all π, β, r, it holds
that Unetti,r ≤ −β.

4Alternatively, we could have used (E2) with (Q3) defined such that the problem owner
also added Qe

j,A,r−1 −Qp
A,j,r−1 + ε to the costs of its default candidates. However, this is not

intuitive, as it would suggest that an agent penalizes itself. Also the definition of Qp would
have to be altered.
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Proof. As agent i is the only exploiter, no agent exploits i and i does not impose
any penalties. So we have ∀r : QeA,i,r = Qpi,A,r = 0. Filling this in in proposition
5.2.1 gives ∀r : bi,r = −Unetti,r +Qei,A,r −Q

p
A,i,r (∗).

Then, observe that the proposition holds in round 0, and that Unetti,r can
only increase in a round where i is problem owner and not actor in the winning
candidate. Let t be a round in which ot = i and ot 6= at,er

. Then, qei,A,t,et
= 0.

We have

Qei,A,t −Q
p
A,i,t = (Qei,A,t−1 + qei,A,t,et

)− (QpA,i,t−1 + qpA,i,t,et
)

= Qei,A,t−1 −Q
p
A,i,t−1 − q

p
A,i,t,et

(∗∗)

Suppose that Qei,A,t−1 −Q
p
A,i,t−1 ≤ 0. According to (Q3), qpA,i,t,et

= 0 and it
follows from (∗∗) that Qei,A,t −Q

p
A,i,t ≤ 0.

Now suppose that Qei,A,t−1 − Q
p
A,i,t−1 > 0. According to (Q3), qpA,i,t,et

=
Qej,A,t−1 −Q

p
A,j,t−1 + ε. It follows from (∗∗) that Qei,A,t −Q

p
A,i,t = −ε.

Thus, Qei,A,t − QpA,i,t ≤ 0. Filling this in in (∗) gives bi,t ≤ −Unetti,r . As
bi,t ≥ β, we derive Unetti,t ≤ −β.

The following theorem shows that under penalty pricing and unbounded
balances, an exploiter is equal or worse off than a coalition agent in each round in
which it is problem owner but not actor in the winning candidate. More precisely,
given a problem set and fixed strategies of all agents except some agent i, if agent
i adopts the exploitation strategy, its performance in a given round in which
it is problem owner and not actor in the winning candidate is equal or worse
compared to its performance in the same round had it adopted the coalition
strategy.

Theorem 5.2.3. Let σ be a type vector such that σi = σc for some agent i, and
let σ′ be a type vector such that σ′i = σe and ∀j : j 6= i → σj = σ′j. Then,
under (Q3), (E3), for all π, in each round r in which or = i and or 6= ar,er , it
holds that Upi,r(〈π,σ,−∞〉) ≥ U

p
i,r(〈π,σ′,−∞〉).

Proof. Let ζ = 〈π,σ,−∞〉 and ζ ′ = 〈π,σ′,−∞〉. We write Ui,r, Qini,r, er, etc.
to denote Ui,r(ζ), Qini,r(ζ), er(ζ), etc., and write U ′i,r, Q

in ′
i,r , e′r, etc. to denote

Ui,r(ζ ′), Qini,r(ζ
′), er(ζ ′), etc..

From (E3), it follows that the elected candidate in a round does not depend
on the penalty, i.e., it depends on −ur,c + qer,c. As exploitation never influences
the elected candidate under unbounded balances, the elected candidate in a round
only depends on −ur,c. As the problem sets in ζ and ζ ′ are the same, we have
∀r, c : ur,c = u′r,c and ∀r : er = e′r. From this we conclude ∀r : Unetti,r = Unett ′i,r .

From the definition of (Q3), it follows that the extent to which one is exploited
by others does not depend on one’s type. The same holds for the amount of
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penalties one asks to others. Thus, we have QeA,i,r = Qe ′A,i,r and Qpi,A,r = Qp ′i,A,r.
Since i does not exploit in ζ, we have Qei,A,r = 0 and QpA,i,r = 0. The following
may now be derived.

bi,r = −Unetti,r +Qei,A,r −QeA,i,r +Qpi,A,r −Q
p
A,i,r (5.2.1)

= −Unetti,r −QeA,i,r +Qpi,A,r

= −Unett ′i,r −Qe ′A,i,r +Qp ′i,A,r

= (−Unett ′i,r +Qe ′i,A,r −Qe ′A,i,r +Qp ′i,A,r −Q
p ′
A,i,r)−Q

e ′
i,A,r +Qp ′A,i,r

= b′i,r −Qe ′i,A,r +Qp ′A,i,r

From ∀r : er = e′r we may conclude ∀r : Ui,r = U ′i,r. Furthermore, we saw in the
proof of proposition 5.2.2, that it follows from (Q3) that Qe ′i,A,r −Q

p ′
A,i,r ≤ 0 for

rounds in which o′r = i and o′r 6= a′r,er
. We may derive

Upi,r = Ui,r + bi,r

= U ′i,r + b′i,r −Qe ′i,A,r +Qp ′A,i,r

≥ U ′i,r + b′i,r

= Up ′i,r

Under normal circumstances, an agent will always eventually be problem
owner in a round and not actor in the winning candidate. Thus, an agent will
repeatedly and infinitely experience moments in which it would have been better
off being coalition. This does not formally imply that the coalition strategy
is dominant. However, we will in section 5.5 prove by experiment that, if the
coalition uses a slightly stronger penalty prizing rule, the coalition strategy is
dominant over exploiting in the multiagent ATM plan repair scenario.

The penalty pricing rule manages to make exploitation unattractive. As a
result, agents will want to be coalition agents. If all agents are coalition agent,
the desired trade-off between efficiency and equity results.

5.3 Forsaking

Although the use of penalties as described in the previous section effectively
takes away the advantage of exploitation, it is not necessarily the most attractive
strategy for agents to follow. In some situations, coalition agents can be inclined
to deviate from the penalty pricing rule in order to win a deal.

Example 3. Agent y has run into a conflict with another agent (figure 5.2a).
Somehow this other agent is not able to shift its reservation to make room for
y. Three other candidates are possible (figures 5.2b, 5.2c and 5.2d). Each of
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(d) Repair candidate 3

Figure 5.2: A scenario in which agents can forsake.
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these candidates involves a direct gate swap with y. The three candidates have
approximately equal utilities to the actors. There is also a default candidate (not
depicted), but this candidate is very unattractive.

Agent y is an exploiter, has exploited in the past and needs to be penalized,
and this penalty is relatively large. Agents w, x and z now add the penalty to
their ask prices. Note that the penalty is equal for all three candidates, so the
resulting ask prices lie close together. Candidate 2 with actor w is the cheapest.

In this case, it is attractive for either agent x or z to drop its price slightly so
that it will be just below the price of candidate 2. This will make one’s candidate
the cheapest and be elected instead of candidate 2. Winning the auction is very
attractive, since the ask price is still well above the cost price. An agent can thus
make an attractive profit by deviating from the penalty pricing rule.

We call this behaviour forsaking, purposely deviating from the penalty pricing
rule in order to win an auction and make a profit. If agents forsake, two things can
happen. First, the exploiters are possibly not fully penalized anymore. Secondly,
if multiple agents forsake, they might compete against each other. Each forsaker
will then try to outbid the others by lowering its price. In this way the ask price
can go down significantly and the effect of the penalty pricing rule can to a great
extent be undone. How strong the effect of forsaking will be depends on the
number of forsakers and how often the opportunity occurs. The more forsakers
there are, the more they will compete and the less exploiters will be penalized.
Thus, the more forsakers there are, the more the performance of exploiters will
improve. Also, the more forsakers there are, the closer ask prices will be to cost
prices and the smaller the advantage of forsaking will be.

We will now formally prove that forsaking is dominant and that it can have a
significantly negative effect on inequity. Let σf be the forsaker agent type. An
agent type vector σ = 〈σ1, σ2, . . . , σk 〉 now specifies agent type σi ∈ {σc, σe, σf }
for every agent i. To see which candidate will win the auction, we need to know
the lowest prices to which agents are willing to go. Let qlowr,c be the lowest price
to which agent ar,c is willing to go, defined as follows.

qlowr,c =

{
−ur,c if σar,c

= σf

−ur,c + qpr,c otherwise

We assume that a forsaker is willing to go as low as its cost price. Let
ĉr =

〈
ĉ1r, ĉ

2
r, . . . , ĉ

m
r

〉
be the vector of candidates in ascending order of minimal

price, i.e., the vector 〈 1, 2, . . . ,m 〉 in which the elements are ordered such that
qlowr,ĉ1r

≤ qlowr,ĉ2r ≤ . . . ≤ q
low
r,ĉm

r
.

A forsaker lowers its penalty if that will make him win the auction. We
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assume (Q4) from now on, defined as follows.

(Q4) : ∀i, j, r, c : qi,j,r,c = −ui,j,r,c + qpi,j,r,c − q
f
i,j,r,c + qe′i,j,r,c

where qpi,j,r,c is as defined before, and

qfi,j,r,c =


(−ui,j,r,c + qpi,j,r,c)− qlowr,ĉ2r + ε if σi=σf ∧ i=ar,c ∧ j=or ∧

i 6= j ∧ c= ĉ1r ∧
qlowr,c < qlowr,ĉ2r

< −ui,j,r,c + qpi,j,r,c
0 otherwise

qe′i,j,r,c =


qlowr,ĉ2r

− qlowr,ĉ1r − ε if σi = σe ∧ i = ar,c ∧ j = or ∧
i 6= j ∧ c = ĉ1r ∧ qlowr,ĉ1r

< qlowr,ĉ2r
0 otherwise

Thus, a forsaker will lower its price if it is actor in the candidate with the lowest
minimal price, and this minimal price is strictly lower than the second minimal
price, and would not win without lowering its price. Note that exploiters adapt
their strategy to the forsakers. When raising their price, they take into account
the lowest possible price that the forsakers will ask, and will stay below that
price. This is an abstraction of the fact that, in reality, an exploiter will try to
anticipate forsakers and not set its price too high. Although agents do not know
the prices that others will ask, we assume, as before, that exploiters are very
strong in guessing the right price, i.e., we assume the worst possible effect of
exploitation.

Forsakers undermine the penalty pricing rule. The following proposition
shows that the presence of forsakers can fully neutralize the effect of retaliation,
giving an exploiter back its advantage of exploiting.

Proposition 5.3.1 (Inequity under forsaking). Let π denote 〈A, u,o 〉 and let
k = |A|. Let σ be a type vector such σi = σe for some agent i. Then, under
(Q4), (E3), there exist π and β such that ∀r : U∗r < (r − 2) · β.

Proof. The proof is identical to that of proposition 5.1.1, except for the following
differences. A = {x, y, z } and σx = σf . Agent y is still an exploiter and exploits
in every uneven round after round 1 for the amount of −2β − ε. In rounds
in which y is problem owner, x asks its cost price, −2β, just as it did in the
proof of proposition 5.1.1. However, this time it asks its cost price as a result of
competition with agent z, which has a minimal price of −2β + ε in every round
in which y is problem owner. So while y should be penalized, it is not penalized
at all as a result of the forsaking of x. Note that z may be either coalition or
forsaker.
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The result is identical to that of proposition 5.1.1. In every even round after
round 3, the nett transferred utility of x changes with 2β. In every uneven round
after round 3, the nett transferred utility of agent x changes with ε. This gives,
for r > 3, Unettx,r =

⌊
r
2

⌋
· 2β +

⌊
r−1
2

⌋
· 2ε, which is less than (r − 2) · β.

It might seem a bit unexpected that the forsaker in the proof above ends up
with such a low nett transferred utility. This is caused by the exploitation of
agent y however, not by the fact that x forsakes5.

We prove now that the forsaking strategy is dominant over the coalition
strategy.

Theorem 5.3.2 (Dominance of forsaking over coalition strategy). Let σ be a
type vector such that σi = σc for some agent i, and let σ′ be a type vector such
that σ′i = σf and ∀j : j 6= i → σj = σ′j . Then, under (Q4), (E3), for all π, r, it
holds that Upi,r(〈π,σ,−∞〉) ≤ U

p
i,r(〈π,σ′,−∞〉).

Proof. Let ζ = 〈π,σ,−∞〉 and ζ ′ = 〈π,σ′,−∞〉. We write Ui,r, Qini,r, er, etc.
to denote Ui,r(ζ), Qini,r(ζ), er(ζ), etc., and write U ′i,r, Q

in ′
i,r , e′r, etc. to denote

Ui,r(ζ ′), Qini,r(ζ
′), er(ζ ′), etc..

For r = 0 the property is easily derived.
Suppose Upi,r−1 ≤ U

p ′
i,r−1 (IH). We prove that in round r, the perceived utility

of the forsaker will grow equal or more than that of the coalition agent. We
distinguish three cases.

(case 1) or = i. Since i is not an exploiter and other agents have the same
strategy in ζ as in ζ ′, other agents ask the same price to i in both scenarios, i.e.,
from (Q4) follows ∀c : qA\i,i,r,c = q′A\i,i,r,c. Also, from (Q4) follows ∀c : qi,i,r,c =
q′i,i,r,c. Thus, we have ∀c : qA,i,r,c = q′A,i,r,c. From this and the fact that balances
are unbounded follows that the same candidate is elected in ζ and ζ ′, i.e., er = e′r.
From this follows ui,A,r,er

= u′i,A,r,e′r . Furthermore, since i is problem owner, we
have qi,A,r,er

= q′i,A,r,e′r = 0. We may now derive

Upi,r = Ui,r + bi,r

= Ui,r−1 + ui,A,r,er
+ bi,r−1 + qi,A,r,er

− qA,i,r,er

= Ui,r−1 + ui,A,r,er
+ bi,r−1 − qA,i,r,er

= Upi,r−1 + ui,A,r,er
− qA,i,r,er

≤ Up ′i,r−1 + ui,A,r,er − qA,i,r,er (by (IH))

= U ′i,r−1 + ui,A,r,er
+ b′i,r−1 − qA,i,r,er

5We could also have chosen for a slightly more elaborate scenario. This would have involved
a coalition agent, an exploiter that repeatedly exploits the coalition agent and a forsaker, that
repeatedly prevents the exploiter from being penalized. But choosing the scenario as we did
allowed us to reuse an earlier proof.
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= U ′i,r−1 + u′i,A,r,e′r + b′i,r−1 − q′A,i,r,e′r
= U ′i,r−1 + u′i,A,r,e′r + b′i,r−1 + q′i,A,r,e′r − q

′
A,i,r,e′r

= U ′i,r + b′i,r

= Up ′i,r

(case 2) or 6= i and i does not forsake in round r in ζ ′. This implies that either
i did not need to lower its price to win the auction in ζ ′ or that i could not lower
its price to win the auction, i.e., a′r,ĉ1r 6= i. In the first case qi,A,r,er

= q′i,A,r,e′r ,
er = e′r and ar,er

= a′r,e′r = i. It follows that ui,A,r,er
= u′i,A,r,e′r . In the second

case some other agent won the auction in both ζ and ζ ′, giving er = e′r, qi,A,r,er =
q′i,A,r,e′r = 0, ui,A,r,er = u′i,A,r,e′r = 0. In both cases, qA,i,r,er = q′A,i,r,e′r = 0 since
or 6= i. We may now follow the same derivation as in case 1.

(case 3) or 6= i and i forsakes in round r in ζ ′. Then, ar,er
6= i but a′r,e′r = i.

Since or 6= i, we have qA,i,r,er
= q′A,i,r,e′r = 0. As ar,er

6= i, we have qi,A,r,er
= 0

and ui,A,r,er = 0. As i forsakes in ζ ′, it holds that q′i,A,r,e′r ≥ −u
′
i,A,r,e′r

, or
q′i,A,r,e′r + u′i,A,r,e′r ≥ 0 (∗). We may derive

Upi,r = Ui,r + bi,r

= Ui,r−1 + ui,A,r,er
+ bi,r−1 + qi,A,r,er

− qA,i,r,er

= Ui,r−1 + bi,r−1

= Upi,r−1

≤ Up ′i,r−1 (by IH)

= U ′i,r−1 + b′i,r−1

≤ U ′i,r−1 + u′i,A,r,e′r + b′i,r−1 + q′i,A,r,e′r (by (∗))

= U ′i,r−1 + u′i,A,r,e′r + b′i,r−1 − q′A,i,r,e′r + q′i,A,r,e′r

= U ′i,r + b′i,r

= Up ′i,r

Forsaking is thus dominant over the coalition strategy under unbounded
balances. In section 4.5, we prove by experiment that the same holds under
bounded balances. Also, we assess the effect that forsaking has on the effectiveness
of the penalty rule. In particular, we test whether, as a result of a decreased
effectiveness of penalization, exploitation will become attractive in the ATM
plan repair scenario if there are many forsakers. If all agents are forsaking,
the strength of the penalty pricing rule is greatly reduced. This can result in
exploitation being attractive again, if the profits of exploitation outweigh the
level of penalizing. If all agents decide to both forsake and exploit, inequity can
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become undesirably high. In section 4.5 we assess the level of inequity that will
occur in a realistic ATM scenario with exploiters and forsakers.

5.3.1 Penalizing forsakers

Forsakers enrich themselves at the expense of other agents, and lessen the effect
of penalization. The question arises of whether forsakers can be penalized just
as exploiters, thereby making forsaking unattractive. Unfortunately, from a
practical perspective, this is much harder to do.

First, forsaking may go unnoticed. To obtain a significant profit, an exploiter
will have to ask a price far above the price others expect, its cost price (plus a
possible penalty). Such a difference is easily observable. A forsaker, in order to
obtain a large profit, might need to drop its price only slightly. This is less easily
observable. A forsaker that has dropped its price slightly might claim that it
is correctly enforcing the penalty pricing rule, and that its disutility happens
to be slightly lower than the others expect, which is not easily rebutted. While
exploitation is more ‘obvious’, forsaking is more ‘subtle’.

Secondly, penalizing forsakers involves more work for the agents than penal-
izing exploiters. A problem owner that is the victim of exploitation will have
a strong incentive to retaliate against the wrongdoer. It has been mistreated
and wants the other to be penalized. Thus, the initiative of penalization can
be left to the problem owner. If an agent forsakes, the problem owner has no
incentive to report the forsaking. The forsaker drives the price down, which is
advantageous to the problem owner. The other agents do have an incentive to
report the forsaking as it undermines the penalizing strategy. The initiative of
penalization thus lies with the other agents. As a result, they should check each
others ask prices, which results in more work.

Thirdly, penalizing forsakers involves more information sharing, as agents
should have knowledge of each others ask prices. Airlines are usually highly
secretive about their operational information. We deem it plausible that an
airline will be willing to give some information in a 1-on-1 proposal of a deal
(“I will wait for five minutes for a price of 5”). However, to expect an agent to
allow all other agents to get this information too and thus get an insight in their
operational efficiency, seems implausible.

Fourthly, even if some form of penalizing forsakers is in effect, forsaking can
grow gradually worse. As we said, forsaking that involves only small price drops
can go unnoticed and can be very tempting. So, all agents might try to secretly
forsake with small amounts. In that case they would all ask a price slightly lower
than the correct price for a certain comparable action, for instance the gate swap
in figure 5.2. Everyone is asking a slightly lower price now, but since everyone
is asking it, it seems to be the ‘normal’ price. Agents might now want to duck
just below this new ‘normal’ price, which again might go unnoticed since it is
only slightly lower. Agents that try to forsake will not accuse others of doing
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the same because this would point a finger at themselves as they ask comparable
prices. In this way there can be a silent, slow, collective decline of the agreement
to penalize forsakers.

The following proposition shows how a small, undetected drop in price can
result in large profits for forsakers, whereas exploiters can only obtain small
profits by such a price change.

Proposition 5.3.3 (penalizing forsakers). Suppose that price submissions that
differ less than some small amount γ of an agent’s cost price go unnoticed, i.e.,
agents are able to detect and correctly determine the amount of exploitation and
forsaking if |qr,c − q∗r,c| > γ where qr,c is the price agent ar,c submitted and q∗r,c
is the price it should have submitted, i.e., ∀i, j, r, c : q∗i,j,r,c = −ui,j,r,c + qpi,j,r,c .
Suppose that any deviation greater than γ is penalized and that agents therefore
stay within this limit. Then, after r rounds, a forsaker z may have realized an
advantage in its nett transferred utility of (r − 4) · −β as a result of forsaking,
while an exploiter y can realize an advantage not greater than (r − 1) · −γ as a
result of exploiting.

Proof. The maximal advantage that exploiter y can achieve after r rounds would
be achieved by exploiting in (r−1) rounds for an amount of γ, and then spending
all its profit in one round without being penalized. This would give it an advantage
in its nett transferred utility of (r − 1) · γ.

For a forsaker, however, a scenario can be constructed in which its nett
transferred utility grows by approximately −β per round. This scenario is
depicted in figure 5.3. In this scenario, the following three things happen
subsequently and repeatedly from round three onwards. Between a coalition
agent, an exploiter and a forsaker, the exploiter exploits the coalition agent
for the maximum amount possible. Then the forsaker makes a large profit by
lowering its price only slightly against the exploiter. Then the forsaker buys the
maximal amount of utility possible from the coalition agent.

We give the scenario in detail. Note that in this scenario, we allow for tasks
with a utility equal to zero. As we normally require utilities to be less than
zero, we should have used utilities of ε instead, but to reduce notational clutter
somewhat we allow ourselves this relaxation.

In round one, an exploiter y exploits x for the amount of −β while providing
a service with u1,er

= 0. This gives bx,1 = β, by,1 = −β, Unettx,1 = Unetty,1 = 0.
In round two, y is problem owner and both x and z are actor in a candidate.

The utilities of the tasks of x and z are both β − ε. Agent x correctly charges
the penalty and submits ask price −2β + ε. Agent z forsakes and submits −2β,
thereby winning the deal. After payments, bz,2 = −2β and Unettz,2 = β − ε.

In round three, agent z elects a candidate in which x is actor, with u3,e3 = 3β.
Agent z pays the cost price, −3β. This gives bz,3 = β and Unettz,3 = −2β − ε.
Agent x has bx,3 = −2β, Unettx,3 = 3β.

In round four, five and six, similar steps are repeated, involving the maximal
possible amount of exploitation by agent y, the maximal possible profit on
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bx,1 = β
Qe
y,1 = −β

by,1 = −β

e1 = 〈 0, 0, 0 〉
o1 = x
r = 1 u = 0

q = −β
payment: −β

q = −2β + ε

u = β − ε
q = −2β

payment: −2β

by,2 = β
Qe
y,2 = 0

bz,2 = −2β
Unett
z,2 = β − ε

r = 3

e2 = 〈 0, 0, β−ε 〉
o2 = y
r = 2

e3 = 〈 3β, 0, 0 〉

bz,3 = β
Unett
z,3 = −2β − ε

u = β − ε

u = 0r = 4
o4 = x
e4 = 〈 0, 0, 0 〉

r = 5
o5 = y

bx,4 = β

Qe
y,5 = 0

bz,5 = −2β

r = 6

e6 = 〈 3β, 0, 0 〉

e5 = 〈 0, 0, 0 〉

q = −3β

payment: −3β

by,4 = −2β
Qe
y,4 = −3β

u = 0 u = 0

q = −3β − εq = −3β

payment: −3β − ε

by,5 = β + ε
Unett
z,5 = −2β − ε

o3 = z

o6 = z

bx,6 = −2β bz,6 = β

bx,3 = −2β

Unett
z,6 = −5β − ε

u = 3β

q = −3β

payment: −3β

u = 3β

q = −3β

payment: −3β

Figure 5.3: Forsaking with a small price drop. Agent x is coalition, agent y is
exploiter and agent z is forsaker. Shaded bars denote problem owners.
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forsaking by agent z and the maximal possible nett transferred utility growth for
agent z, respectively.

If rounds four, five and six are repeated infinitely, we have for r > 2, Unettz,r =
(2 + 3 · b r−3

3 c) · −β − ε, which is greater than (r − 4) · −β.

5.4 Intermezzo: Vickrey-Clarke-Groves mecha-
nisms

The science of designing mechanisms that satisfy certain properties is known as
mechanism design. Following are some of the properties that are often considered
desirable:

• Efficiency or utilitarian social welfare denotes the sum of all agents’ pay-offs
or utilities in the outcome of a mechanism. A mechanism is often required
to be efficient, i.e., to maximize efficiency.

• Pareto efficiency. An outcome is said to be Pareto-efficient if the utility of
any of the agents cannot be improved without lowering the utility of some
other agent.

• Individual rationality. A mechanism is said to be individually rational if it
never disadvantageous for any of the agents to participate in the mechanism.

• Incentive-compatibility or stability. A mechanism is said to be incentive-
compatible if it is in the interest of each of the agents to behave in the way
the mechanism designer intended. Typically, this means that agents are
honest about their preferences. For instance, in an incentive-compatible
auction, it is in the interest of each participant to bid its true value for
the object. There are different solution concepts under which incentive-
compatibility can be defined. In a Bayesian-Nash incentive-compatible
mechanism, truth-revelation for all agents is a Bayesian-Nash equilibrium.
In a strategy-proof mechanism, truth-revelation for all agents is a dominant-
strategy equilibrium.

• Budget-balance. A mechanism is budget-balanced if no money needs to be
brought in to the mechanism and no money remains afterwards.

Other properties that can be important are computational efficiency, privacy
preserving, decentralization, equitability and collusion-proofness.

The most well-known and most studied mechanisms in mechanism design are
the Vickrey-Clarke-Groves mechanisms, VCG mechanisms for short. A VCG
mechanism is a direct-revelation mechanism, i.e., a mechanism in which each
agent directly states its values for the outcomes, that is efficient and incentive-
compatible (in dominant strategies). In fact, the VCG mechanisms are the
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only efficient and incentive-compatible mechanisms amongst all direct revelation
mechanisms (Green and Laffont, 1977).

An example of a VCG mechanisms is the Vickrey auction. In this auction, a
single object is for sale and each bidder submits a sealed bid. The bidder with
the highest bid wins the object, but has to pay an amount of money equal to the
second-highest bid. It is in this case a dominant strategy for each participant to
bid ones true valuation of the object.

Another well-known member of the VCG family is the Clarke mechanism.
This mechanism utilizes a taxing rule that is constructed in such a way that
it is dominant for each participant to submit true valuations of the outcomes.
VCG mechanisms for combinatorial auctions and iterated auctions have also been
defined. For more information on mechanism design and the VCG mechanisms
we refer the reader to (Mas-Colell et al., 1995) and (Parkes, 2001).

As we outlined in section 5.2, we aim to develop an ATM plan repair mech-
anism in which truthfully submitting cost prices is the dominant strategy, i.e.,
an incentive-compatible mechanism. The question arises of whether a VCG
mechanism would be applicable here.

Although the VCG mechanisms are theoretically elegant, there are a number
of objections that can be made against them. Two of these objections make the
VCG mechanisms unsuitable for multiagent ATM plan repair. The first objection
results from the fact that the VCG mechanism needs to assume that agents have
quasi-linear preferences, i.e., the utility of an agent can be defined as the sum of
its valuation of the goods it is assigned or the outcome that is elected, plus its
monetary pay-off. Thus, an agent is always indifferent between an extra utility
of 1, or an extra credit worth 1. In our plan repair mechanism, balances are
bounded. A direct consequence hereof is that preferences are not quasi-linear
(see also (Borgs et al., 2005)). If an agent is at or near the bound, an agent will
usually want to earn credits to restore a healthy balance. In that case, credits are
very important to it, much more important than if it was very rich for instance.
Thus, the value of a credit is not always the same. This effect is very relevant in
reality – a lot of airlines are not doing well financially, and therefore the value of
a single credit is all but predictable.

The second objection is in some way a result of the first. All VCG mechanisms
that have been proposed maximize efficiency. In fact, they must maximize effi-
ciency in order to be incentive-compatible. A VCG mechanism gives no guarantee
on equity whatsoever and can possibly result in very inequitable outcomes. In
ATM plan repair, both efficiency and equity are important. This means that
efficiency and equity should be traded-off against each other, something a VCG
mechanism is not capable of doing. Therefore, the VCG mechanisms are not
suited for ATM plan repair. Note that it has often been remarked that the VCG
mechanisms are elegant but ‘brittle’; it has been attempted more than once to
apply the VCG mechanism to a certain problem, or adapt the VCG mechanism
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to satisfy one or the other property, only to find that its assumptions are strict
and unbending6.

A number of other objections have been formulated against the VCG mecha-
nisms (see (Rothkopf, 2007)). Often noted is the fact that many VCG mechanisms
are not budget-balanced, and that its computational complexity can be high.
It is also interesting to know that a general VCG mechanism has never been
performed in reality (Rothkopf, 2007). Even the relatively simple Vickrey auction
is not often performed among human participants (Ausubel and Milgrom, 2006).

5.5 Experiments

We assess in this section the effect of exploitation on inequity of exchange, the
effectiveness of penalty pricing, dominance of strategies under bounded balances
and the effect of different sizes of airlines on the discussed phenomena.

5.5.1 Implementation of exploiting strategy

We made a small adaptation to the exploitation strategy as discussed in section
5.1.1. When an exploiter is actor in both the cheapest and the second-to-cheapest
candidate, it will raise its price in both candidates. Thereby it can obtain a
higher exploitation profit than if it had only raised the price of the cheapest
candidate. An exploiter in this situation sets its price of the cheapest candidate
to just below that of the third cheapest candidate, and the price of its second
cheapest candidate above that of the third cheapest candidate.

5.5.2 Example scenarios

We first look at two example scenarios in which agents exploit. In the first
scenario, only two agents exploit, while in the second scenario, all agents exploit.

6A slightly dubious application of the VCG mechanism is presented in (Ephrati et al., 1994).
There, a distributed meeting scheduler is presented in which a group of agents can repeatedly
decide on when to plan a meeting. It makes use of the Clarke tax mechanism to induce truthful
voting. Users are given convenience points, which they use to express preferences and to pay
taxes. Users are assumed to have quasi-linear preferences, which is, of course, a prerequisite
for the mechanism to be incentive-compatible. However, the authors state that “the more
points a user has, [...] the more expressively his preferences can be stated”, a statement that
contradicts the assumption of quasi-linear preferences, which implies that a user will always
value an outcome with utility X with an amount of X points. Also, the authors mention that
a certain fixed amount of points is given to each of the users each round, to prevent them from
bankruptcy. This is curious. If an agent knows it will never go bankrupt, it will start to splash
points around. Even if the amount of points given would be just enough so that the poorest
agent would be able to express its preferences properly, some other agents would have more
points and thus more power. Moreover, determining the amount of points that should be given
each round in this way requires full knowledge of the preferences of the agents, in which case
the whole voting procedure is unnecessary.
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(a) Perceived utilities (b) Nett transferred utilities

(c) Balances

Figure 5.4: Two exploiters.

In the first scenario, agents 4 and 8 exploit and the other agents are coali-
tion. Figure 5.4 shows scenario 〈π,σ,−100 〉 under (Q2) and (E2), where
σ = 〈σc, σc, σc, σe, σc, σc, σc, σe, σc, σc 〉. It can be seen that the two exploit-
ing agents achieve a significant improvement in their perceived utilities, nett
transferred utilities and balances, especially agent 4, the larger of the two.

In the second scenario, all agents exploit. Figure 5.5 shows scenario 〈π,σ,−100 〉
under (Q2) and (E2), where σ = σe, σe being the type vector consisting of
type σe for each agent. It can be seen that the nett transferred utilities diverge,
leading to steadily increasing inequity. It can also be seen that the larger airlines
come out on top. This is in line with our reasoning in section 5.1.1, where we
argued that large airlines are better exploiters and less easily exploited than
small airlines.
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(a) Perceived utilities (b) Nett transferred utilities

(c) Balances

Figure 5.5: All agents exploit.

5.5.3 Implementation of iterated experiments

In this section we empirically investigate the relative performance of different
strategies in multiagent ATM plan repair. We are interested to see whether
an agent will perform better using one or the other strategy and how different
strategies perform relative to each other.

In order to compare the performance of different agents, we need a measure
that enables precise inter-agent comparison. We obtain this measure by adjusting
the perceived utilities of agents according to the problem set and agent sizes.
More precisely, we define the relative normalized perceived utility, or score for
short, for an agent i in round r, as follows.

scorei,r =
Upi,r − U

p ′
i,r

sizei

where Upi,r is the perceived utility of agent i in the current experiment, and
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Up ′i,r the perceived utility that agent i would have had in the corresponding
efficient scenario, i.e., if ζ = 〈π,σ, β 〉 is the scenario in the current experiment,
ζ ′ = 〈π,σc,−∞〉 is the corresponding efficient scenario in which Up ′i,r is measured,
where σc is the tuple specifying type σc for each agent. This definition cancels out
the effect of size on an agents score, as well as a priori advantages or disadvantages
as a result of the problem set that has been generated (as these a priori advantages
occur both in ζ and in ζ ′). Thus, in the efficient scenario for instance, all agents
would score 0.

Also, to enable fair comparison between different experiments, we seed the
random number generator that is used to generate the problem set with the value
0 before each experiment. This ensures that the same problem set is used in each
experiment.

We investigate the performance of strategies in different agent populations.
Empirical experiments are often done in a given distribution of agent types (e.g.,
(Andersson and Sandholm, 2001), see also (Judd, 2006)), but we are interested
to see whether a certain strategy is attractive in all distributions, and if not, in
which distributions. We are for instance interested to see whether a small group
of forsakers can achieve an advantage or whether a larger group of forsakers is
needed to make forsaking attractive. Similarly, we are interested to see whether
exploitation can become attractive as a result of forsaking, and if so, the level of
forsaking required to make exploitation attractive.

To give answers to these questions, we conduct experiments using many
distributions of agent types. These distributions are spread uniformly throughout
the total distribution space (this technique is described in (Judd, 2006)). Extreme
cases with only agents of a certain type are covered, and sample distributions
between these extremes lie on equal distance from each other. This gives a fairly
good sample of the total distribution space, and thereby a good basis to judge
the dominance of strategies. Given the problem set, the pricing rule and the
bound, if a certain agent type outperforms the other agent types in all of the
tested distributions, we have strong evidence that a strategy is dominant. This
approach is fully in line with the methodology for agent-based market design
given by MacKie-Mason and Wellman (2006) (see also section 3.4).

Note that we could also have used a dynamic approach. This would involve
each agent having a certain strategy at the start of the experiment, randomly
chosen for instance. Then, during the experiment, agents sometimes change their
type to ‘test’ whether a different strategy is more beneficial, and if so, stick to that
strategy . This approach can reveal equilibrium strategy profiles (cf. (Saha and
Sen, 2005)). Several experiments could be run to discover several equilibria, or to
show dominance of certain strategy. However, this approach has the disadvantage
that start scenarios in which irregularities occur can be overlooked. For instance,
all of the tested start scenarios could evolve to a certain equilibrium, but one start
scenario that would evolve to another equilibrium is overlooked. In our approach
of systematically sampling the type distribution space, the chance of overlooking
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an irregular scenario is much smaller. Furthermore, in our approach, one can
derive from the results what would happen in a dynamic environment. One could
start to look at the results of an experiment with a certain type distribution,
observe which strategy performs well there, and then look at the results of an
experiment where more agents follow that attractive strategy, see which strategy
performs well there, and so on.

We also measure the level of inequity in each experiment. This measure is
especially interesting in the scenarios in which each agent follows the dominant
strategy (if it exists), as this is the scenario that can be expected to occur
under the given circumstances. However, we do not use measure U∗, but an
adapted version. The measure U∗ is informative, but has the risk of being
misleading. In the collaborative scenario for instance, if U∗ = −100 at a certain
moment, and the agent with Unett = −100 has b = 100, and all other agents
also have Unett = −b, the mechanism is functioning as intended. The agent with
Unett = −100 happens to be lowest at that moment and the bound will prevent
inequity from becoming worse. However, if U∗ = −100 at a certain moment and
the agent with Unett = −100 has b = −50, the mechanism is not working as
intended. This agent has incurred a disadvantage now that (most probably) will
not be compensated. Some other agent has made more money than it should
have. Although U∗ = −100 was the case in both examples, the latter case
represented a much less desirable situation. Typically, U∗ gives a reasonable
indication of inequity in the long run, but its variance makes it unsuitable for
precise comparison between experiments, for instance in the example above.

We are most interested to see whether agents have a higher or lower nett
transferred utility than they should have based on their balance. To see which
agents have disproportional nett transferred utilities, we define the adjusted
inequity measure, for an agent i in round r, as follows.

U∗∗ = min{Unett1,r + b1,r, U
nett
2,r + b2,r, . . . , U

nett
k,r + bk,r }

Thus, the adjusted inequity measure is the inequity measure with remaining
balances taken into account. For instance, if all agents ask cost prices, the score
of each agent will be zero.

5.5.4 Exploitation

In our first series of experiments, we let coalition agents compete against exploiters
without penalty pricing, under unbounded balances. We run six experiments,
with 15 agents, starting from a distribution with only coalition agents, then with
increasing number of exploiters, ending with only exploiters. Let
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i sizei symbol
1 25 circle
2 20 pentagon
3 15 square
4 10 diamond
5 5 triangle

Table 5.1: Agent sizes and symbols.

σ1 = σc,

σ2 = 〈σe, σe, σe, σc, σc, σc, σc, σc, σc, σc, σc, σc, σc, σc, σc 〉 ,
σ3 = 〈σe, σe, σe, σe, σe, σe, σc, σc, σc, σc, σc, σc, σc, σc, σc 〉 ,
σ4 = 〈σe, σe, σe, σe, σe, σe, σe, σe, σe, σc, σc, σc, σc, σc, σc 〉 ,
σ5 = 〈σe, σe, σe, σe, σe, σe, σe, σe, σe, σe, σe, σe, σc, σc, σc 〉 ,
σ6 = σe

The experiments implement scenarios
〈
π,σ1,−∞

〉
,
〈
π,σ2,−∞

〉
, . . . ,

〈
π,σ6,−∞

〉
under (E2) and (Q2), with 5000 iterations each. Figure 5.6 shows the results. It
can be seen that in each of the experiments where exploiters participate, they
gain a significant advantage over the coalition agents. The experiments confirm
the fact that exploitation is dominant over exploiting in the absence of forsakers.
It can also be seen that the presence of exploiters leads to a low adjusted inequity.
When all agents exploit, U∗∗ = −604. Note that adjusted inequity is −17 in
the first experiment, while one would expect 0. This is due to the fact that the
implementation uses whole credits only, and payments are rounded off to the
integer amount closest to the ask price (see appendix A for more information).
Some agents will have had a bit more luck with rounding than others. A small
variance in Unett − b will be the result among agents, and therefore the adjusted
inequity is slightly below zero.

In the second series of experiments, agents use bounded balances. We imple-
mented scenarios

〈
π,σ1,−100

〉
,
〈
π,σ2,−100

〉
, . . . ,

〈
π,σ6,−100

〉
under (E2)

and (Q2). Figure 5.7 shows the results. It can be seen that the results are similar
to those of the first series, but that a slight decrease in scores has occurred, as
well as an improved adjusted inequity. This can be explained by the fact that,
as balances are bounded, some agents will run into the bound and have to elect
default candidates. This has a negative effect on their score, as default candidates
are unattractive, has a negative effect on the score of exploiters, as ‘poor’ agents
can not be exploited anymore, and has a positive effect on inequity, as the level
of exploitation is lower.
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In the third and fourth series of experiments, agents have different sizes. To
be able to observe and compare performance of individual agents, we use a small
number of agents and a different symbol for each agent. Table 5.1 shows the sizes
and symbols of the agents7. To compare the impact of exploitation by a large
agent to that of a small agent, we let the largest agent be the first to exploit,
after which the second-to-largest agent will exploit, and so on, in the third series.
In the fourth series, this is inverted, so the smaller agents start exploiting and
the largest are last to exploit. We assume (E2), (Q2) and β = −∞. Figures 5.8
and 5.9 show the results.

It can be seen that in all cases, exploiting is attractive, both for small and
for large agents. It can also be seen that the impact of exploitation by a large
agent is considerably greater than that of a small agent. In the scenario in which
only the largest agent exploits (experiment number 2 in the left graph), adjusted
inequity is equal to −6342, compared to an adjusted inequity of −1044 in the
case of only the smallest agent exploiting (experiment number 2 in the right
graph).

It can also be seen that, if all agents exploit, large agents score better than
small agents. This is in line with our reasoning in section 5.1.1, where we argued
that large agents are better exploiters and are less easily exploited than small
agents. It can be seen that in this case adjusted inequity is at an undesirably low
level (−1688). This confirms the hypothesis that, with differently sized agents,
full exploitation leads to significant inequity8.

5.5.5 Retaliation

In our fifth and sixth series of experiments, we let agents use the penalty pricing
rule. We choose to make an adjustment to the theory set out in section 5.2.
Pricing rule (Q3) specifies that penalties are equal to the nett profit that an
exploiter had made by exploiting plus a small amount ε. The amount ε is to
ensure that exploiters are strictly worse off than if they had not exploited. In
the experiments, we impose a larger penalty to exploiters. To give a nontrivial
disadvantage to exploiters, penalties are set to twice the nett profit that an
exploiter has made by exploiting. Thus, if an exploiter has made a profit of 10,
it will have to pay 20 in penalties.

Figure 5.10 shows the results of experiments
〈
π,σ1,−∞

〉
,
〈
π,σ2,−∞

〉
through

〈
π,σ6,−∞

〉
under (E3) and (Q3). Figure 5.11 shows the results of

experiments
〈
π,σ1,−200

〉
,
〈
π,σ2,−200

〉
through

〈
π,σ6,−200

〉
under (E3)

and (Q3). Note that we have chosen a lower bound than before. This is to give
the agents some more room as prices are on average higher under penalty pricing
than without penalty pricing.

7Note that in the two previous series, all agents have size 15.
8We also ran an experiment with five uniformly sized agents. An adjusted inequity of

−330 was the result under full exploitation, significantly less than the adjusted inequity with
differently sizes agents.
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Figure 5.6: Exploitation under
unbounded balances.

Figure 5.7: Exploitation under
bounded balances.

Figure 5.8: Exploitation with
differently sized agents, where
largest agents exploit first.

Figure 5.9: Exploitation with dif-
ferently sized agents, where small-
est agents exploit first.
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Figure 5.10: Penalty pricing un-
der unbounded balances.

Figure 5.11: Penalty pricing un-
der bounded balances.

Figure 5.12: Penalty pricing with
differently sized agents, where
largest agents exploit first.

Figure 5.13: Penalty pricing with
differently sized agents, where
smallest agents exploit first.



5.5 Experiments 105

It can be seen that the coalition agents gained a significant advantage over the
coalition agents. The experiments confirm the fact that under penalty pricing,
the coalition strategy is a dominant strategy. Again, bounding the balances has
the effect of lowering scores and improving adjusted inequity. It has no effect on
the dominance of the coalition strategy. When all agents adopt the dominant
strategy, i.e., when all agents are coalition, adjusted inequity is at the optimal
level.

In our seventh and eighth series, we used differently sized agents, as specified
in table 5.1. The results can be seen in figures 5.12 and 5.13. It can be seen that
penalty pricing works equally well against large agents as it does against small
agents. When all agents exploit, the largest agents score worst; as they exploit
the most, they are also the most penalized.

5.5.6 Forsaking

In the ninth and tenth series of experiments, we introduce forsaking agents,
which exhibit the forsaking behaviour described in section 5.3. We also introduce
forsaking exploiters, agents that will exploit or forsake whenever they have the
opportunity. This results in a larger number of agent distributions, and thus a
larger number of experiments.

We implemented scenarios { 〈π,σ,−∞〉 | σ ∈ Σ } and { 〈π,σ,−200 〉 | σ ∈
Σ } under (Q4) and (E3), where Σ is the set of all type distributions consisting
of m exploiters and n forsakers, where n and m are in { 0, 3, 6, 9, 12, 15 }. The
results can be seen in figure 5.14 and 5.15. The first six experiments correspond
to the series in figures 5.10 and 5.11, respectively. Subsequent groups of six have
increasing numbers of forsakers, until in the last six experiments, all agents are
forsaking.

It can be seen that forsaking is a dominant strategy, that is, agents that
only forsake score better on average than coalition agents and agents that both
exploit and forsake score better on average than exploiters. Again, bounding
the balances has the effect of lowering scores and increasing adjusted inequity.
When all agents forsake (experiments 31 through 36), it is in some cases better
to exploit as well (experiments 34 and 35), although the difference is not very big.
These experiments confirm the fact that forsaking is a dominant strategy, both
under unbounded and bounded balances. When all agents exploit and forsake,
inequity is at an undesirably low level. While in experiments 31 through 36,
where all agents forsake, it is not for all agents attractive to exploit too, we will
see in the coming two experiments that it is attractive for some agents to exploit
if all agents forsake.

In the eleventh and twelfth series of experiments, agent have different sizes.
The results are shown in figure 5.16 and 5.17. In this chart type, with different
symbols for different agents, one can observe whether it is beneficial for an agent
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Figure 5.14: Exploitation and forsaking under unbounded balances.

Figure 5.15: Exploitation and forsaking under bounded balances.
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Figure 5.16: Exploitation and forsaking under unbounded balances with differently
sized agents, where largest agents exploit first, smallest agents forsake first.

Figure 5.17: Exploitation and forsaking under unbounded balances with differently
sized agents, where smallest agents exploit first, largest agents forsake first.
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to change strategy in a certain scenario9. For instance, between experiments
5 and 11 in figure 5.16, agent 5 (the triangle) has switched from coalition to
forsaking while the other agents remained the same. By switching to forsaking,
agent 5 improved its performance. In figure 5.17, between experiments 21 and
27, agent 4 (the diamond) has switched from exploiter to forsaking exploiter,
thereby very slightly increasing its score. Reading the charts in this way, it can
be seen that every agent that changed its strategy to forsaking thereby improved
its performance. Hence, the forsaking strategy is dominant.

It can also be seen that it is relatively more attractive for small agents to
forsake than for large agents, as the scores of forsakers are generally higher
in figure 5.16 than in figure 5.17. Furthermore, when all agents forsake, it is
attractive for larger agents to exploit, and then for others to follow (figure 5.16,
experiments 31 through 36). This is not the case vice versa; if all agents forsake,
a small agent would lower its score by exploiting (figure 5.17, experiments 31
through 36).

From these experiments, it can be concluded that the situation that can be
expected to arise in reality is one in which all agents decide to forsake, after which
larger agents will decide to exploit, after which the smaller agents will follow.
This results in a scenario in which all agents exploit and forsake, corresponding
to experiment 36, in which adjusted inequity is at an undesirably low level.

5.5.7 Conclusion

Concluding, we can say that the experiments in this section confirm the analytical
results derived earlier, for the case of bounded balances. Exploitation is dominant
over submitting cost prices, and when all agents exploit the inequity of exchange
is significant, especially when agents differ in size. The penalty pricing rule
counteracts exploitation, but forsaking is dominant over the coalition strategy
under penalty pricing. When all agents forsake, it is attractive to exploit too,
first for larger agents, then for smaller agents too. When all agents exploit and
forsake, the resulting inequity of exchange is significant, especially when agent
differ in size.

Bounding balances has the effect of making exchange more equitable, at
the cost of reduced performance. Bounding the balances has no effect on the
dominance of strategies.

5.6 Discussion

If no forsaking would occur, the success of penalty pricing would still very much
depend on the ability of agents to correctly estimate the disutilities of tasks
performed by other agents. We give some arguments that airlines are fairly
capable of doing this.

9This chart type can be found also for instance in (Cheng et al., 2003).



5.6 Discussion 109

First, tasks are often comparable. The disutility of an airplane with a 100
passengers being delayed for 10 minutes, without any other consequences, will not
differ very much between airlines. As most airlines have enough experience with
the many inconveniences of plan repair, they will be able to make a reasonable
estimation of other’s disutilities.

Secondly, there is not a direct incentive to underestimate the disutility of the
task of someone else, as this would not lead to a direct personal advantage.

Thirdly, it is allowed for airlines to strengthen the credibility of their ask price
by giving arguments. Giving a plausible explanation for a higher than expected
ask price will reduce the chance of being suspected of exploitation.

Fourthly, airlines are often part of several alliances. An alliance enhances the
knowledge of each other’s operations as well as the credibility in each other’s
statements. We will in chapter 8 investigate the nature of exchange in alliance
networks.

We have assumed that the occurrence of conflicts and repair candidates is
independent from previously elected candidates. In reality of course, electing
a certain candidate will influence future conflicts and candidates. For instance,
moving an aircraft from one gate to another eliminates the possibility of a conflict
with this aircraft on the first gate, but introduces the possibility of a conflict
with this aircraft on the new gate.

We assume that an agent will be capable to estimate to some extent the future
consequences of executing a certain candidate. It may use this information in the
calculation of its ask price. For instance, if moving to another gate increases the
chance on future conflicts, an agent may ask extra money for such an action. In
that way, agents can incorporate their expectations of consequences of candidates
in the plan repair process.

Of course, such considerations make estimating one’s true utility harder.
Nevertheless, as we said, agents may use off-line discussion to increase the
believability of their price submission. This may very well include arguments on
expected future consequences of candidates.

A final point concerns the nature of the penalizing rule. A valid objection
against the penalty rule is that it may create inequity. The rule is defined in
such a way that, after an exploiter has exploited, the first agent that will be
actor in a candidate elected by this exploiter will collect the profits the exploiter
had made. It can be expected that some agents will collect much more money
in this way than others. We could have defined the penalizing rule in another
way, to lessen this effect. Instead of charging a penalty equal to the exploiters
profits, agents could use a proportional penalty rule. If some exploiter on average
makes a profit of X percent on its provided services, agents could add X + 1
percent to the prices they ask to the exploiter. This would expectedly make
exploitation unattractive and would distribute the penalties more equitable over
the other agents. However, this rule would be sensitive to forsaking just as well
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as (Q3), and would therefore be just as ineffective. Whether agents use (Q3)
or proportional penalties, forsaking undermines the penalty strategy and can
potentially nullify its effect.

5.7 Conclusion

In the multiagent ATM plan repair scenario, competition between sellers will not
always be strong. In some situations, a problem owner will be very dependent
on the cooperation of a certain agent. In such cases, the agent being depended
on can exploit this dependency by raising its price. We showed that exploitative
behaviour by agents can lead to significant inequity of exchange. When agent
differ in size, as is the case for airlines, this effect is enforced.

Agents could try to counteract exploitative behaviour by punishing exploiters,
by charging penalties to them. However, such a retaliating strategy is not robust.
It is in many cases attractive to deviate from the retaliating strategy by dropping
ones price. This can make an agent win a deal and collect a part of the penalty
charge. This forsaking behaviour undermines the retaliating strategy. It can in
principle fully nullify the effect of penalty pricing. Unfortunately, forsaking is
not easily counteracted, as it is a subtle process, much harder to observe and
penalize than exploitation.

We conclude that under the standard currency system, exploitation can not
be effectively counteracted. This conclusion gives rise to the question whether
exploitation can be counteracted under other currency systems, a question we
will answer in the following chapters.



Chapter6
The multi-issuer currency
system

A market-based approach to multiagent ATM plan repair has the potential
of facilitating efficient and equitable exchange. When standard currency is
used, however, the mechanism is vulnerable to exploitation, as explained in the
previous chapter. This can lead to unacceptable levels of inequity. The strategy
to counteract it is vulnerable to forsaking, which can bring exploiters back in the
saddle.

In this and the coming two chapters, we look at two currency systems that
are different from standard currency. These currency systems have different
properties both in the practical and theoretical sense. We are interested to see
how well they facilitate efficient and equitable exchange, whether they allow
agents to robustly counteract exploitation and whether they have other properties
that are relevant to the plan repair exchange process.

We argued previously that exchange in the context of plan repair is fundamen-
tally a social process. The currency system we investigate in this chapter is one
that follows directly from viewing money as a facilitator of social exchange. We
assign to a credit the role that it has had in many societies throughout history:
that of being a promise from an issuer to a receiver of providing a good or service
when returned – credits as promissory notes or I-owe-you’s (IOU’s).

In a currency system in which credits act as promissory notes, each user may
issue credits. Hence, we call such a system a multi-issuer currency system (see
also section 3.2.4)1. Issued credits may circulate freely among agents, i.e., they
may be used as means of payment among agents other than the issuer. When a

1Standard currency, as is used within a country, may be regarded as a single-issuer currency
system, as only one central authority, such as a national bank, is allowed to issue credits.
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credit returns to its issuer, it is redeemed, i.e., it disappears.
In a multi-issuer currency system, a credit represents a promise of provision

of some amount of resources or services. The value of a credit will depend on
the promised amount, as well as on the reliability of the promiser, the issuer
of that credit. The reliability of an issuer will typically be derived from earlier
experiences. An agent that often refuses to redeem its promises or provides less
than the promised amount or quality of a service or good will typically obtain a
bad reputation as a result, and its credits will decrease in value.

Multi-issuer currency systems for multiagent systems have been proposed
in the form of Stamp Trading (Levien, 2001) and the Lightweight Currency
Paradigm (Turner and Ross, 2004). These systems have received very little
formal treatment yet. In a paper by Moreton and Twigg, stamp trading is shown
to be a generalization of several trust and currency based reputation systems.
As such, Stamp Trading is presented as a solution to the free rider problem (see
section 3.2.2).

We will in this chapter give a more thorough analysis of the multi-issuer
currency system. First, the multi-issuer currency system is formally defined and
its relation with standard currency is shown. Then the relation between the
exchange rate of a currency and the performance of the issuing agent is explored.
Eventually, we will see that, although the multi-issuer currency system solves the
free-rider problem, it does not provide a mechanism in which the exploitation
problem can be solved. The reason for introducing the multi-issuer currency
system nevertheless is that it comprises a necessary preliminary for the chapters
that follow.

6.1 The multi-issuer currency system

In the multi-issuer currency system, agents may issue their own credits and
circulate foreign credits. Credits are foreign to an agent if they have been issued
by some other agent. Let Ii be the infinitely large set of credits agent i may issue.
Let Ci,r = { ¢1, ¢2, . . . , ¢n } be the purse of agent i in round r containing foreign
credits ¢1, . . . , ¢n. Let Pi,j,r denote the payment made by agent i to agent j in
round r, with Pi,j,r ⊂ (Ii ∪ Ci,r−1). Thus, a payment may consist of credits
issued on the spot, foreign credits, or both. Let

PI,J,r =
⋃
i∈I

⋃
j∈J

Pi,j,r

and

P outi,r =
r⋃
t=0

Pi,A\i,t P ini,r =
r⋃
t=0

PA\i,i,t
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The content of a purse is defined as follows:

∀i, r : Ci,r =

{
∅ if r = 0
(Ci,r−1 \ (Pi,A,r \ Ii)) ∪ (PA,i,r \ Ii) if r > 0

(6.1)

Thus, every round, the foreign credits an agent receives are added to its purse
and the foreign credits it spends are taken from its purse. The set of credits an
agent has in circulation is defined as follows.

∀i, r : Di,r =

{
∅ if r = 0
(Di,r−1 ∪ (Pi,A,r ∩ Ii)) \ (PA,i,r ∩ Ii) if r > 0

(6.2)

Thus, every round, the credits that an agent issues are added to D and the credits
that it redeems are taken from D. Di,r may be read as the debt of agent i in
round r. Note that, as we have single-actor candidates, ∀i, r : Pi,A,r = Pi,ar,er ,r

and PA,i,r = Par,er ,i,r
. Wherever possible, we will use Pi,A,r instead of Pi,ar,er ,r

,
as this is a bit shorter and easier to read.

The issuer of a credit ¢ is denoted i¢. We thus have ∀¢ : ¢ ∈ Ii¢ . We use the
term x-credit to denote a credit issued by agent x.

Let ρi be the rate of agent i, with ∀i : ρi ≥ 0. An agent that always faithfully
redeems its promises will in principle have a rate equal to 1, while an agent that
never redeems any of its promises will have a rate equal to 0. We assume fixed
rates in this section, that is, the rate of an agent does not change over time. We
will relax this assumption in section 6.3. We also assume the rates of all agents to
be known to everyone at any time (as is the case for instance in the international
currency market). We say that agents have positive rates if all rates are greater
than 0.

(P1) : ∀i : ρi > 0

We assume that every credit represents a promise of one unit of effort. The
value of a credit is equal to the expected value it will yield on redemption, i.e.,
equal to the rate of the issuer.

v(¢) = ρi¢ (6.3)

The value of a set of credits is the sum of the values of the credits in it.

v(C) =
∑
¢∈C

v(¢) (6.4)

We assume that values of payments always equal ask prices.

∀i, j, r : v(Pi,j,r) = qj,i,r,er (6.5)

Note that this implies that, if in some round r agent or elects a default candidate,
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agent or pays itself an amount of credits with a value equal to qor,or,r,er
. This is

merely a technical convenience which results in shorter proofs. It can be seen
from (6.1) and (6.2) that C and D remain unchanged if a problem owner elects
a default candidate.

Previously, the balance of an agent indicated its wealth. In the multi-issuer
currency system, the wealth of an agent is determined by the credits in its purse
and the credits that it has in circulation. The credits that an agent has in
circulation will at some point in the future be presented for redemption and thus
represent an amount of disutility that will have to be incurred in the future. The
wealth wi,r of agent i in round r is defined as follows.

wi,r = v(Ci,r)− v(Di,r) (6.6)

The desirability of the situation of an agent in a given round depends on its
cumulative utility and its wealth. The perceived utility of agent i in round r is
defined as follows.

Upi,r = Ui,r + wi,r (6.7)

Note that this definition is very similar to (5.1). It is required for each agent to
keep its wealth above the bound. We define election rule (E4) as follows.

(E4) : ∀r > 0: er = argmin
c
{ qr,c | wor,r−1 − qnettor,r,c ≥ β }

Remember that qnetti,r,c = qA,i,r,c − qi,A,r,c , i.e., the ask price if the problem owner
elects a collaborative candidate, and zero if the problem owner elects a default
candidate. (E4) is an adapted version of (E2), defined in section 4.4. Note that
assumption of (P1) is needed to assume (E4). If each agent has a positive rate,
each agent will always be able to buy a cheapest candidate, namely by issuing
enough credits, unless that would make him cross the bound. If an agent has a
rate equal to zero, it can not issue credits and might not have enough credits to
buy a cheapest candidate.

6.1.1 Relation with standard currency

A multi-issuer currency system with fixed, positive rates satisfies the same
properties as standard currency. That is, under assumption of (P1), (E4) and
wi,r = bi,r (∗), properties (4.3) (definition of balance), (5.1) (perceived utility)
and (E2) (election rule under bounded balances) can be derived. These properties,
together with (Q1) (agents ask cost prices), are sufficient to derive the main
results of chapter 4, i.e., propositions 4.4.1, 4.4.3, 4.4.4 (bounded inequity) and
4.4.5 (inefficiency under bounds). Together with (Q2) (exploiters exploit), the
main results of section 5.1 can be derived, i.e., propositions 5.1.1 (unbounded
inequity under exploitation) and 5.1.2 (dominance of exploitation). Together
with (Q3) (exploiters are penalized) and an adapted version of (E4) (in which
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penalties would be taken into account), the main results of sections 5.2 (enforcing
equity) and 5.3 (forsaking) could also be derived.

Under assumption of (P1), (E4) and (∗), properties (5.1) and (E2) are easily
derived with use of (∗). We show how property (4.3) can be derived.

bi,r = wi,r (∗)
= v(Ci,r) − v(Di,r) (by (6.6))
= v ((Ci,r−1 \ (Pi,A,r\ Ii)) ∪ (PA,i,r\ Ii)) −

v ((Di,r−1 ∪ (Pi,A,r ∩ Ii)) \ (PA,i,r ∩ Ii)) (by (6.1), (6.2))

As (PA,i,r \ Ii) and Ci,r−1 \ (Pi,A,r \ Ii) are disjoint, (PA,i,r ∩ Ii) is a subset of
Di,r−1 ∪ (Pi,A,r ∩ Ii) , and v is distributive, we may continue as follows.

= v (Ci,r−1 \ (Pi,A,r\ Ii)) + v(PA,i,r\ Ii) −
(v(Di,r−1 ∪ (Pi,A,r ∩ Ii)) − v(PA,i,r ∩ Ii))

As (Pi,A,r\ Ii) is a subset of Ci,r−1 , (Pi,A,r ∩ Ii) and Di,r−1 are disjoint, and v
is distributive, we may continue as follows.

= v(Ci,r−1) − v(Pi,A,r \ Ii) + v(PA,i,r \ Ii) −
(v(Di,r−1) + v(Pi,A,r ∩ Ii) − v(PA,i,r ∩ Ii))

= v(Ci,r−1) − v(Di,r−1) − v(Pi,A,r \ Ii) − v(Pi,A,r ∩ Ii) +
v(PA,i,r \ Ii) + v(PA,i,r ∩ Ii)

= v(Ci,r−1) − v(Di,r−1) − v(Pi,A,r) + v(PA,i,r)
= wi,r−1 − v(Pi,A,r) + v(PA,i,r) (by (6.6))
= wi,r−1 − qi,A,r,er + qA,i,r,er (by (6.5))

= wi,r−1 + qnetti,r,er
(4.3)

= bi,r−1 + qnetti,r,er
(∗)

6.2 Rates

In this section we look at the meaning of rates in the context of social exchange,
how they can be determined and what the effect is on the performance of agents
and the efficiency and equity of exchange. As we have explained before, a credit
issued by an agent represents a promise of effort. Thus, a rational definition
of the value of a credit issued by an agent i is that it is equal to the expected
effort that will be provided in return when given back to agent i, i.e., when it is
redeemed. Note that other factors can influence the rate of a currency as well,
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for instance an expected circulation value, but we will confine ourselves to this
most fundamental interpretation.

In showing that a multi-issuer currency system satisfies the same properties
as standard currency, we needed to assume that agents had fixed, positive rates.
This implies that the actual rates of the agents do not affect the efficiency and
equity of exchange. So, for instance, one agent might have a rate of 0.5, while
another might have a rate of 2, and the mechanism would function as intended
if all agents ask cost prices. Similarly, the mechanism would not function as
intended if agents exploit. The performance of exploiters is also unrelated to their
rates. This means that the prospect of obtaining a low rate will not withhold an
exploiter from exploiting.

If we drop assumption (P1), i.e., if agents may have rates equal to zero, the
multi-issuer currency system is no longer equivalent (with respect to (4.3), (5.1)
and (E2)) to the standard currency system. An agent with a rate equal to zero
and with very little foreign credits can be unable to buy services from others and
might have to elect default candidates. Dropping (P1) can thus lead to different
candidates being elected.

Importantly, it can be rational to assign a rate equal to zero to an agent. If
we consider the rate of an agent to be equal to the expected effort that i will
provide in return for an i-credit, the only plausible rate for an underdeliverer
is zero. Remember that an underdeliverer is an agent that expectedly provides
less utility than what it is paid for, and that both exploiters and swindlers are
underdeliverers (see section 5.1.2).

To show this, we model an underdeliverer as an agent i that, in a round r in
which ar,er

= i, expectedly asks price qi,or,r,er
= α · −ui,or,r,er

, with α > 1.

Proposition 6.2.1 (Underdeliverer). If for every agent i, ρi is the expected effort
that will be provided in return for an i-credit, and agent y is an underdeliverer,
then ρy = 0.

Proof. Let y be an underdeliverer that expectedly asks a price qy,or,r,er = α ·
−uy,or,r,er

. Let P ⊆ Iy be a set of n y-credits with n > 0. Using (6.3) and (6.4),
we may derive v(P ) = n · ρy.

Let P be used by some agent x as payment in a round r in which agent y
is actor in the elected candidate, in return for a utility of uy,x,r,er

. As n credits
yield uy,x,r,er

, the realized value of a single y-credit is equal to ρy = −uy,x,r,er

n

(∗).
We also have that agent y asked a price of qy,x,r,er

= α · −uy,x,r,er
. From

(6.5), we have v(P ) = qy,x,r,er . We may now derive v(P ) = n · ρy = qy,x,r,er =
α · −uy,x,r,er

, from which follows ρy = α·uy,x,r,er

n (∗∗).
Combining (∗) and (∗∗), we have uy,x,r,er

n = α·uy,x,r,er

n . As α > 1 and n > 0,
it follows that uy,x,r,er

= 0. Filling in (∗) then gives ρy = 0.
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Thus, the rate of an underdeliverer must be equal to zero. If an underdeliverer
would have a rate greater than zero, this rate would not represent the expected
redemption value of a credit issued by this agent. Moreover, the underdeliverer
could always make a profit by exploiting on redemption – providing less effort in
return for redeemed credits than they are worth.

It is thus rational to assign a rate equal to zero to an exploiter, to prevent
exploitation on redemption. The question arises of what the consequences of a
zero rate are for the performance of an exploiter. We show that, even if exploiters
are assigned rates equal to zero, it is dominant for a single agent to exploit if all
other agents are coalition. We introduce agent type σe∗, which denotes an agent
with a strategy very similar to the exploitation strategy. The differences will
become clear in the proof of the following proposition. Furthermore, we define
(P2), which allows for exploiters to have rates equal to zero.

(P2) : ∀i : σi = σc → ρi > 0

First, we prove the following lemma.

Lemma 6.2.2. ∀i, r : wi,r = Qouti,r −Qini,r

Proof. In the previous section, we derived wi,r = wi,r−1 − qi,A,r,er
+ qA,i,r,er

(∗)
without the use of (P1) and (E4). We may therefore reuse it here.

For r = 0, the proposition is easily derived. For r > 0, suppose wi,r−1 =
Qouti,r−1 −Qini,r−1 (IH). Then

wi,r = wi,r−1 − qi,A,r,er
+ qA,i,r,er

(∗)
= Qouti,r−1 −Qini,r−1 − qi,A,r,er

+ qA,i,r,er
(by (IH))

= Qouti,r−1 −Qini,r−1 − qi,A,r,er
+ qi,i,r,er

+ qA,i,r,er
− qi,i,r,er

= Qouti,r−1 −Qini,r−1 − qi,A\i,r,er
+ qi,A\i,r,er

= Qouti,r −Qini,r

Theorem 6.2.3. Let ζ = 〈π,σ, β 〉 be a scenario with σ = σc and β 6= −∞, let
i be an agent and let ζ ′ = 〈π,σ′, β 〉 be a scenario with σ′i = σe∗ and ∀j : j 6=
i → σ′j = σj . Then, under (Q2), (E4) and (P2), ∃t : ∀r > t : Upi,r(ζ) < Upi,r(ζ

′).

Remember that (Q2) is the pricing rule in which exploiters exploit, but
no penalization takes place, and that (E4) is the standard election rule for
multi-issuer currency and bounded balances.

Proof. We write qi,j,r,c, Qini,r, er, etc. to denote qi,j,r,c(ζ), Qini,r(ζ), er(ζ), etc.,
and write q′i,j,r,c, Q

in ′
i,r , e′r, etc. to denote qi,j,r,c(ζ ′), Qini,r(ζ

′), er(ζ ′), etc. We
distinguish two cases.
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(case: ρi 6= 0) If i is assigned a positive rate, all agents are assigned positive
rates and the mechanism is equivalent to the standard currency mechanism, in
which exploitation is dominant.

(case: ρi = 0) We construct an example in which an agent with type σe∗

follows a strategy very similar to the exploitation strategy, by which it outperforms
its coalition counterpart.

The credits of agent i are worthless and can therefore not be issued. Thus, for
a certain period, agent i will not be able to elect nondefault candidates in scenario
ζ ′. Suppose that agent i only elects default candidates in ζ ′ for a certain period.
During this period, it can be actor in elected candidates, possibly exploit as well,
and thus accumulate wealth. We know that in a round r in which i is actor,
qi,A,r,c ≤ q′i,A,r,c , i.e., the exploiter i in ζ ′ asks at least as much as its coalition
counterpart i in ζ. Also, if i actually exploits, we know that qi,A,r,c < q′i,A,r,c. As
i always eventually exploits, it is easy to see that Qout ′ grows faster than Qout

while i elects default candidates in ζ ′. Furthermore, we have q′A\i,i,r,er
= 0 while

i elects default candidates in ζ ′, and thus qA\i,i,r,er
≥ q′A\i,i,r,er

. It is easy to see
that Qini,r grows faster than Qin ′i,r . As wi,r = Qouti,r −Qini,r and w′i,r = Qout ′i,r −Qin ′i,r

(lemma 6.2.2), we have that w′i,r grows faster than wi,r.
As the wealth of i grows faster in ζ ′ than in ζ, there will come a round

in which the difference in wealth has grown to −β, i.e., ∃s : w′i,s ≥ wi,s − β.
Let s be the first round for which this is the case. In round s, agent i stops
electing default candidates in ζ ′ and from then onwards it elects the same
candidates in ζ ′ as it does in ζ. It also continues to exploit. We then have
∀r > s : er = e′r ∧ ui,A,r,er

= u′i,A,r,er
∧ uA,i,r,er

= u′A,i,r,er
. Thus, the

difference between Unetti and Unett ′i will not change from round s onward.
As other agents follow the same strategy in ζ and ζ ′, and no retaliation occurs,

we have ∀r > s : qA,i,r,er
= q′A,i,r,er

and thus that Qini grows equally fast as
Qin ′i . As i continues to exploit in ζ ′, we have that Qout ′ continues to grows
faster than Qout. As a result, w′i,r grows faster than wi,r. From this and the fact
that the difference between Unetti and Unett ′i stays the same, follows that Up ′i,r
grows faster than Upi,r. From this it follows that there will come a round in which
the perceived utility of agent i in ζ ′ permanently exceeds that of its coalition
counterpart, i.e., ∃t : ∀r > t : Upi,r < Up ′i,r .

The reason that we used bounded balances in the theorem above is that
there is one class of scenarios in which the exploiter does not outperform its
coalition counterpart. In scenarios where β = −∞ and where π is such that
agent i continuously needs more help than it provides, we have that agent i, if
it is coalition, can continuously issue credits to pay for the received services. If
agent i would be exploiter, it would have ρ′i = 0 and could not issue credits. Also,
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it could never accumulate enough foreign credits to get at least even with its
counterpart coalition agent i, because it always needs more money to pay for
its incoming utility than it earns on its outgoing utility. In such a scenario, the
exploiter i would not outperform its coalition counterpart.

Note, however, that this is a typical scenario in which bounded balances are
desired; it should be prevented that an agent structurally receives more help
than it provides. Thus, the scenario in which theorem 6.2.3 does not hold is an
unrealistic scenario.

Having analytically proven the dominance of exploitation for a single agent
among coalition agents, we will in section 6.4 prove by experiment that exploita-
tion is dominant also when there are other exploiters.

6.3 Dynamic rates

Until now we have assumed fixed rates. In a real-life implementation of a multi-
issuer currency system, rates will most probably be dynamic, i.e. varying over
time. Agents learn about each other’s reliability during multiple transactions
and will want to adjust rates accordingly. We will in this section examine the
effect that a dynamic rate can have on one’s performance.

We showed in the previous section that the only correct fixed rate for an
underdeliverer is zero. In the multi-issuer currency system of national currencies
(see section 3.2.4), however, currencies from unreliable issuers do normally not
immediately become worthless, but rather decline in value. It could be the case
that, in the ATM plan repair market, agents would also like to lower rates of
unreliable agents instead of declaring them worthless. Especially if agents are
still in the process of assessing each other’s credibility, agents might want to
express uncertainty about the credibility of some agent in its rate, but not stop
accepting its promises all together.

Unfortunately, in a market mechanism with multi-issuer currency, an agent
can derive a benefit from a declining rate. We will show how this advantage may
occur.

With dynamic rates, each agent i has a rate ρi,r in round r. The value of a
credit and a set of credits are defined as follows.

v(¢, r) = ρi¢,r

v(C, r) =
∑
¢∈C

v(¢, r)

Values of payments are required to be equal to ask prices.

∀ i, j ∀r > 0: v(Pi,j,r, r−1) = qj,i,r,er
(6.8)
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Note that we require the total value that the credits in a payment set had in the
previous round to be equal to the ask price in the current round. This is because,
as a result of the transaction done in the current round, rates may be adjusted
which may change the value of the payment in the current round. Property (6.8)
may informally be read as “in a transaction, the value of a payment is measured
in the beginning of a round, before any rate adjustments take place, and must
equal the ask price”.

The wealth of agent i in round r is now defined as follows.

wi,r = v(Ci,r, r)− v(Di,r, r) (6.9)

And finally, the election rule is redefined as follows.

(E5) : ∀r > 0: er = argmin
c
{ qr,c | qnettor,r,c > 0→ wor,r−1 − qnettor,r,c ≥ β }

Note that (E5) does not rule out that any agent’s wealth goes below the bound,
i.e., it does not ensure ∀i, r : wi,r ≥ β. It might be the case that, for instance,
an agent possesses many x-credits, and after lowering the rate of x, this agent’s
wealth is below the bound. However, it does ensure that an agent will not receive
any services from other agents until its wealth is above the bound again. Note
that the test qnettor,r,c > 0 is needed to ensure that agent or can always elect default
candidates, even if its wealth is below the bound. For a default candidate c,
qnettor,r,c > 0 is false, the implication is true and qr,c is included in the set from
which the argument for the minimal element is selected.

We show now that a declining rate is beneficial to an agent. In order to do
so, we first need to prove the following lemma.

Lemma 6.3.1. ∀i, r : v(Ci,r, r) − v(Di,r, r) = v(Ci,r−1, r) − v(Di,r−1, r) +
v(PA,i,r, r) − v(Pi,A,r, r)

Proof.

v(Ci,r, r)− v(Di,r, r) =

v((Ci,r−1 \ (Pi,A,r \ Ii)) ∪ (PA,i,r \ Ii), r) −
v((Di,r−1 ∪ (Pi,A,r ∩ Ii)) \ (PA,i,r ∩ Ii), r) (by (6.1), (6.2))

In a similar way as in the first derivation in section 6.1.1, we may derive

= v(Ci,r−1, r)− v(Pi,A,r \ Ii, r) + v(PA,i,r \ Ii, r) −
v ((Di,r−1, r) + v(Pi,A,r ∩ Ii, r)− v(PA,i,r ∩ Ii, r))

= v(Ci,r−1, r)− v(Di,r−1, r)− v(Pi,A,r \ Ii, r) −
v(Pi,A,r ∩ Ii, r) + v(PA,i,r \ Ii, r) + v(PA,i,r ∩ Ii, r)
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= v(Ci,r−1, r)− v(Di,r−1, r) + v(PA,i,r, r)− v(Pi,A,r, r)

We say that agent i has a fixed rate if ∀r, t : ρi,r = ρi,t. We say that agent i
has a monotonically decreasing rate if ∀r, t : r < t → ρi,r ≥ ρi,t.

Proposition 6.3.2. Let ζ = 〈π,σc,−∞〉 be a scenario in which all agents
have fixed, positive rates. Let ζ ′ = ζ be a scenario in which all agents have
fixed, positive rates except some agent i, which has a positive, but monotonically
decreasing rate. Then, ∀r : Upi,r(ζ) ≤ Upi,r(ζ ′).

Proof. We write Ci,r, Di,r, ρi,r, etc. to denote Ci,r(ζ), Di,r(ζ), ρi,r(ζ), etc. and
write C ′i,r, D

′
i,r, ρ

′
i,r, etc. to denote Ci,r(ζ ′), Di,r(ζ ′), ρi,r(ζ ′), etc.

Agent i has a positive, monotonically decreasing rate and all other agents
have fixed, positive rates. We have that

∀j, r, t : ρj,r = ρj,t ∧ j 6= i → ρ′j,r = ρ′j,t

∀r, t : r < t → ρ′i,r ≥ ρ′i,t

All agents except i have a fixed rate, so the foreign credits in possession of i do
not change value between rounds.

∀r > 0: v(Ci,r−1, r−1) = v(Ci,r−1, r) (†)
∀r > 0: v′(C ′i,r−1, r−1) = v′(C ′i,r−1, r) (††)

Note that we have to distinguish between valuation functions v and v′, as the
former valuates credits using the rates in scenario ζ, and the latter valuates
credits in scenario ζ ′. Agent i has a fixed rate in ζ, but a declining rate in ζ ′.
The credits that i has in circulation will therefore not change value between
rounds in ζ, but may lose value in ζ ′.

∀r > 0: v(Di,r−1, r−1) = v(Di,r−1, r) (‡)
∀r > 0: v′(D′i,r−1, r−1) ≥ v′(D′i,r−1, r) (‡‡)

From the fact that the problem set, the agent type vector and the pricing rule are
equal in scenario ζ and ζ ′ follows that ask prices are equal in both scenarios. As
all agents have positive rates and β = −∞, from (E5) follows that the cheapest
candidate will be elected in each round, i.e., ∀r : er = e′r. From these facts and
(6.8) follows that

∀r : v(Pi,A,r, r) = v′(P ′i,A,r, r) (∗)
∀r : v(PA,i,r, r) = v′(P ′A,i,r, r) (∗∗)
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As elected candidates are the same in ζ and ζ ′, we have

∀r : ui,A,r,er
= u′i,A,r,er

(§)

From (6.7) and (6.9) follows

Upi,r = Ui,r + v(Ci,r, r)− v(Di,r, r) (§§)

For r = 0, the proposition can be easily derived. For r > 0, suppose

Upi,r−1 ≤ U
p ′
i,r−1 (IH)

Then

Upi,r = Ui,r + v(Ci,r, r)− v(Di,r, r) (§§)
= Ui,r−1 + ui,A,r,er

+ v(Ci,r, r)− v(Di,r, r)
= Ui,r−1 + ui,A,r,er

+ v(Ci,r−1, r)− v(Di,r−1, r) +
v(PA,i,r, r)− v(Pi,A,r, r) (by lemma 6.3.1)

= Ui,r−1 + ui,A,r,er + v(Ci,r−1, r−1)− v(Di,r−1, r−1) +
v(PA,i,r, r)− v(Pi,A,r, r) (by (†), (‡))

= Upi,r−1 + ui,A,r,er + v(PA,i,r, r)− v(Pi,A,r, r) (by (§§))
≤ Up ′i,r−1 + ui,A,r,er + v(PA,i,r, r)− v(Pi,A,r, r) (by (IH))

= Up ′i,r−1 + u′i,A,r,er
+ v′(P ′A,i,r, r)− v′(P ′i,A,r, r) (by (∗), (∗∗), (§))

= U ′i,r−1 + u′i,A,r,er
+ v′(C ′i,r−1, r−1)− v′(D′i,r−1, r−1) +

v′(P ′A,i,r, r)− v′(P ′i,A,r, r) (by (§§))
≤ U ′i,r−1 + u′i,A,r,er

+ v′(C ′i,r−1, r)− v′(D′i,r−1, r) +

v′(P ′A,i,r, r)− v′(P ′i,A,r, r) (by (††), (‡‡))
= U ′i,r + v′(C ′i,r, r)− v′(D′i,r, r) (by lemma 6.3.1)

= Up ′i,r (by (§§))

We know now that a declining rate is beneficial to an agent if other agents
have fixed rates. If the rate of an agent declines, the credits it has in circulation
lose value and the agent will have to provide less for them on redemption. This
implies that lowering the rate of an exploiter does not give it any disadvantage
and can therefore not be used as a means to counteract exploitation.

We will in the following section see whether the results of this and the previous
section hold also under more general circumstances.
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6.4 Experiments

We saw that, if rates of exploiters are equal to zero, a variant of the exploitation
strategy is dominant over the coalition strategy. We prove now by experiment
that ‘normal’ exploitation, as we have defined it in chapter 5, is also dominant
over the coalition strategy, both under bounded and unbounded balances. Also,
we assess the effect that exploitation has on efficiency and inequity of ATM plan
repair under multi-issuer currency. We run an example experiment to see how
exploiters perform under multi-issuer currency, and two series of experiments to
compare strategies and assess the efficiency and equity of plan repair when all
agents follow the dominant strategy.

6.4.1 Implementation of the multi-issuer currency system

The problem set used in each experiment is described in section 4.5.1. Adjusted
inequity is measured as follows.

U∗∗r = min{Unett1,r + w1, U
nett
2,r + w2, . . . , U

nett
k,r + wk }

6.4.2 Example scenarios

We start with an example experiment, in which 10 agents participate with
sizes as shown in table 4.1. All agents are coalition, except agents 4 and 8, who
exploit. Figure 6.1 shows scenario 〈π,σ,−200 〉 under (Q2) (E4) and (P2), where
σ = 〈σc, σc, σc, σe, σc, σc, σc, σe, σc, σc 〉 and rates of exploiters are set to zero.
It can be seen that the results are very similar to those of the same experiment
under standard currency (figure 5.4 on page 97). The two exploiters outperform
the coalition agents. Even without being able to issue credits, the exploiters
quickly obtain enough foreign credits to be able to buy efficient candidates. From
that moment onward, they make enough profits from exploitation to continue
to be able to buy efficient candidates, thus achieving relatively high perceived
utilities and nett transferred utilities.

6.4.3 Exploitation

In two series of experiments, we vary the number of exploiters. The experi-
ments implement scenarios

〈
π,σ1,−∞

〉
,
〈
π,σ2,−∞

〉
, . . . ,

〈
π,σ6,−∞

〉
and〈

π,σ1,−200
〉
,
〈
π,σ2,−200

〉
, . . . ,

〈
π,σ6,−200

〉
, respectively, under (Q2) (E4)

and (P1), where σ1 . . .σ6 are as defined on page 101. Each experiment consists
of 5000 iterations. It can be seen that exploiters dominate in every scenario.
Also, the more exploiters there are, the lower the overall performance of agents
is. This can be explained by the fact that exploiters have a rate equal to zero,
and therefore do not issue credits. Thus, all money that is circulated comes from
coalition agents. The less coalition agents there are, the less money is available
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(a) Perceived utilities (b) Nett transferred utilities

(c) Balances

Figure 6.1: Multi-issuer currency system, two exploiters.

for circulation, and the more often agents will have to resort to default candidates.
This effect is most clearly visible in the case where all agents follow the dominant
strategy of exploiting; in experiment number 7, all agents exploit, no money is
circulated and only default candidates can be elected. This results in a very low
efficiency – and no inequity.

Bounding the balances has the result of lowering scores in most cases, but
improving inequity. It has no effect on the dominance of exploitation. Note that
these experiments show that multiagent ATM plan repair under multi-issuer
currency has the characteristics of a prisoner’s dilemma. It is dominant for each
agent to exploit, but if all agents exploit, each agent is worse off.

6.5 Conclusion

We defined the multi-issuer currency system as a currency system in which each
agent is allowed to issue credits, and each credit represents a promise of the
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Figure 6.2: Exploitation under
unbounded balances.

Figure 6.3: Exploitation under
bounded balances.

issuer to provide effort. We showed that this currency system is equivalent (with
respect to some important properties) to standard currency if all agents have fixed
rates greater than zero. This means that a market mechanism with multi-issuer
currency is just as vulnerable to exploitation as a system with standard currency.

Furthermore we showed that for under-deliverers, such as exploiters, the only
correct rate of their currency is zero. Nevertheless, even if exploiters were to
have rates equal to zero, they could still continue to make profits by switching
to foreign currencies when doing their transactions. After an initial phase of
hoarding enough foreign credits, exploiters can exploit exactly as they did under
the standard currency system. Our experiments showed that even the ordinary
exploitation strategy, where agents do not wait until they have ‘enough’ foreign
credits but exploit from the start, worked fine in multiagent ATM plan repair.

To make matters worse, if agents would let the rate of an exploiter decline
steadily, the exploiter would actually be benefited. When the rate of an agent
declines, the credits it has in circulation lose value. The agent then needs to
provide less effort on redemption of these credits.

From these facts, it must be concluded that the multi-issuer currency system
is not a system in which exploitation can be effectively counteracted. We will
introduce in the next chapter a currency system that is related to the multi-issuer
currency system, but which does allow for effective counteraction of exploitation.
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Chapter7
The spender-signed
currency system

If Karl, instead of writing a lot about Capital, made a lot of Capital,
it would have been much better.

Karl Marx’s mother, quoted in Alan Valentine’s Fathers to Sons.

In a multi-issuer currency system, credits are identified by their issuer. A
credit that is issued by an agent represents a promise by that agent, and this will
be so until it is redeemed. We will in this chapter look at a currency system in
which credits are not only identified by their issuers, but also by their circulators.
This currency system is derived from the WAT-system, described in section 3.2.4.

We saw in the previous chapter that an ATM plan repair mechanism using
a multi-issuer currency system was not resistant against exploitation. Even if
exploiters had rates equal to zero, they could trade and exploit using foreign
credits. In most cases, exploiters did not derive any disadvantage from a low,
declining or zero rate.

The currency system we will look at in this chapter is different. The rate of
an agent will not only determine the value of its issued credits, but also that of
the credits it circulates. In this way, an exploiter can not escape the negative
effects of a low rate. Also, as we will see, forsaking is an ineffective strategy when
using this currency system.
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7.1 The WAT-system

The WAT-system was introduced in section 3.2.4. While the system has proven
to be successful among a reasonably sized group of companies in Japan, we argue
that the WAT system in its original format is not suited to be used for our
purpose.

In the WAT-system, all credits have the same, fixed value. Each credit is
signed by one or more users that vouch for its value. The longer the list of
signatures on a credit, the more an owner of a credit will trust that this credit
will yield its (fixed) value, as all signers have vouched for it. When deciding
to accept a certain credit, an agent will look at the list of signatures on that
credit and decide whether the chance that this credit will yield its value is high
enough. For instance, if a credit is signed by one unreliable agent only, the chance
of it yielding its promised value is low. However, if the credit is signed by an
unreliable agent and a number of reliable agents, the chance that this credit will
yield the correct value is high.

It is for this reason that an exploiter would not necessarily be harmed by a
bad reputation. Just as in the multi-issuer currency system, an unreliable agent
with a bad reputation will have trouble issuing credits, as other agents will not
accept its credits. However, an unreliable agent can to a certain extent engage
in circulation. Whenever it accepts a credit, adding its signature to it will not
add to the reliability of this credit, but will neither decrease its reliability. If
it obtains a credit that is already signed by a number of reliable agents, other
agents will accept this credit as it has built up enough credibility already. If an
unreliable agent can obtain enough reliable credits, it might be able to finance
all of its purchases, even if it has a bad reputation. An exploiter obtains, as
we know, more credits than it should based on what it provides. An exploiter
therefore needs to issue only few or no credits, and will mostly circulate. If it
can obtain enough reliable credits, it can fully engage in its exploiting behaviour,
without being hindered by its bad reputation.

It is understandable that the designer of the WAT-system has chosen for a
fixed, equal value for all credits. It would be infeasible for human users to have
to assess the value of each credit individually, based on the reputations of signers.
However, valuating credits individually is plausible from a theoretical viewpoint.
A user might want to lower its valuation of a credit if it is signed by unreliable
or unknown agents only, thereby factoring in the risk that this credit might not
or not fully be redeemable.

While humans lack the computational capability needed for individual credit
valuation, computational agents do have the needed capacity. We claim that
further maturing and adoption of multiagent technology will allow for the use
of new, computationally intensive currency systems. Such systems may have
properties that are needed in certain domains, and that are not otherwise
realizable. We will in the coming section present such a system, a currency
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system in which credits are signed by their users, with individual credit valuation.
We will show that this currency system solves the problem of exploitation in
multiagent ATM plan repair.

7.2 The spender-signed currency system

In the spender-signed currency system, agents may issue their own credits and
circulate foreign credits1. Let Ii be the infinitely large set of credits agent i may
issue. Let Ci,r = { ¢1, ¢2, . . . , ¢n } be the purse of agent i in round r containing
foreign credits ¢1, . . . , ¢n. Let Pi,j,r ⊂ (Ii ∪ Ci,r−1) denote the payment made by
agent i to agent j in round r. Let

PI,J,r =
⋃
i∈I

⋃
j∈J

Pi,j,r P outi,r =
r⋃
t=0

Pi,A\i,t P ini,r =
r⋃
t=0

PA\i,i,t

The definitions of C and D are copied from (6.1) and (6.2).

∀i, r : Ci,r =

{
∅ if r = 0
(Ci,r−1 \ (Pi,A,r \ Ii)) ∪ (PA,i,r \ Ii) if r > 0

(7.1)

∀i, r : Di,r =

{
∅ if r = 0
(Di,r−1 ∪ (Pi,A,r ∩ Ii)) \ (PA,i,r ∩ Ii) if r > 0

(7.2)

Each credit ¢ carries a list of signers s¢ = 〈 s¢,0, s¢,1, s¢,2, . . . 〉, defined as follows:

s¢,r =

{
i if (r = 0 ∧ ¢ ∈ Ii) ∨ (¢ ∈ PA\i,i,r)
−1 otherwise

(7.3)

So, the first signature on a credit is from its issuer. Then, each agent that receives
the credit in a payment from some other agent adds its signature to the credit.
If a credit is not spent in a round, the code −1 is used to denote this. For
example, a credit ¢ is issued by agent 1 in round 2 and given to agent 4. This
gives s¢ = 〈 1,−1, 4, . . . 〉. The first value of this sequence shows that ¢ was issued
by 1. In round 1 the credit was not spent and in round 2 it was issued and given
to agent 4. Suppose that after that it stays in the purse of agent 4 in round 3.
In round 4 it is given to agent 6, who gives it back to agent 1 in round 5. This
gives s¢ = 〈 1,−1, 4,−1, 6, 1, . . . 〉. Note that in a practical implementation of the
system, each agent will be required to sign a credit before he spends it, hence the

1In the model of the spender-signed currency system, a number of definitions and notations
are the same as in the multi-issuer currency system. For the repeated definitions, we use new
equation numbers so that the reader will not have to browse back to the previous chapter in
proofs to come.
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name spender-signed currency. We assume here that agents sign a credit directly
after having received it, which makes analysing the system slightly easier.

In the spender-signed currency system, each agent i has a (fixed) reputation
ρi ≥ 0. A reputation may be thought of as a measure for one’s trustability,
although its theoretical meaning is slightly more complex2. A reputation vector
ρ = 〈 ρ1, ρ2, . . . , ρk 〉 determines for every agent i its reputation ρi.

A credit is valuated by multiplying the reputations of all the agents that
signed it up to and including the current round.

v(¢, r) =
r∏
t=0

ρs¢,t
(7.4)

where ρ−1 = 1. For example, if for a credit ¢, s¢ = 〈 1,−1, 4,−1, 6, 1,−1,−1, . . .〉
and ρ1 = 0.9, ρ4 = 0.7 and ρ6 = 0.8, it follows that v(¢, 4) = 0.9 · 1 · 0.7 · 1 ·
0.8 ≈ 0.5.

The value of a set of credits is the sum of the values of the credits in it.

v(C, r) =
∑
¢∈C

v(¢, r) (7.5)

We repeat (6.8), the requirement that values of payments equal ask prices.

∀ i, j ∀r : v(Pi,j,r, r−1) = qj,i,r,er
(7.6)

Again, we require the value of a payment in the previous round to be equal to
the ask price in the current round. Property (7.6) may informally be read as “in
a transaction, the value of a payment is measured in the beginning of a round,
before any reputation adjustments take place, and must equal the ask price”.

The wealth wi,r of agent i in round r is defined as follows.

wi,r = v(Ci,r, r)− v(Di,r, r) (7.7)

The definition of perceived utility is the same as (6.7).

Upi,r = Ui,r + wi,r (7.8)

It is required for each agent to keep its wealth above the bound. We repeat
election rule (E4).

(E4) : ∀r > 0: er = argmin
c
{ qr,c | wor,r−1 − qnettor,r,c ≥ β }

In the spender-signed currency system coalition agents do not charge penalties,
2We use the term ‘reputation’ instead of ‘rate’ in the spender-signed currency system to

avoid the suggestion that we are referring to the rate of an agent’s currency, which does not
exist in the spender-signed currency system.
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but punish exploiters by lowering their reputation, as we will see in the next
section. We may thus assume (Q2), repeated here, under which coalition agents
ask cost prices and exploiters exploit.

(Q2) : ∀i, j, r, c : qi,j,r,c = −ui,j,r,c + qei,j,r,c

where

qei,j,r,c =


−(ur,c̃2r − ur,c̃1r )− ε if i = ar,c ∧ j = or ∧ i 6= j ∧ σi = σe ∧

c = c̃1r ∧ ur,c̃2r < ur,c̃1r
0 otherwise

Finally, we extend the notion of a scenario with (fixed) reputations. A scenario
ζ = 〈π,σ, β,ρ 〉 is now a tuple consisting of a problem set π, a type vector σ
and a reputation vector ρ.

7.2.1 Relation with standard currency

The spender-signed currency system satisfies the same properties as the standard
currency system if all agents have a reputation equal to 1. That is, under
assumption of (E4), ρ = 〈 1, 1, 1, . . . , 1 〉 and |Ci,r | − |Di,r | = bi,r (∗), all
balance-related properties of the standard currency system with exploiters, being
(4.3) (definition of balance), (5.1) (perceived utility) and (E2) (election rule),
can be derived. These properties are sufficient to derive the properties of the
standard currency system (see also section 6.1.1).

First, we derive that the value of a credit is equal to 1 under the given
reputation vector and that the value of a set of credits is equal to its size.

v(¢, r) =
r∏
t=0

ρs¢,t
=

r∏
t=0

1 = 1

v(C, r) =
∑
¢∈C

v(¢, r) =
∑
¢∈C

1 = |C | (∗∗)

(4.3), (5.1) and (E2) are derived as follows.

bi,r = |Ci,r | − |Di,r | (∗)
= | (Ci,r−1 \ (Pi,A,r \ Ii)) ∪ (PA,i,r \ Ii) | −

| (Di,r−1 ∪ (Pi,A,r ∩ Ii)) \ (PA,i,r ∩ Ii) | (by (6.1), (6.2))

As (PA,i,r \ Ii) and (Ci,r−1 \ (Pi,A,r \ Ii)) are disjoint and (PA,i,r ∩ Ii) ⊆
(Di,r−1 ∪ (Pi,A,r ∩ Ii)) , we may continue as follows.
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= |Ci,r−1 \ (Pi,A,r \ Ii) | + |PA,i,r \ Ii | −
( |Di,r−1 ∪ (Pi,A,r ∩ Ii) | − |PA,i,r ∩ Ii | )

= |Ci,r−1 \ (Pi,A,r \ Ii) | + | (PA,i,r \ Ii) | −
|Di,r−1 ∪ (Pi,A,r ∩ Ii) | + |PA,i,r ∩ Ii |

= |Ci,r−1 \ (Pi,A,r \ Ii) | − |Di,r−1 ∪ (Pi,A,r ∩ Ii) | + |PA,i,r |

As (Pi,A,r \ Ii) ⊆ Ci,r−1 , and (Pi,A,r ∩ Ii) and Di,r−1 are disjoint, we may
continue as follows.

= |Ci,r−1 | − |Pi,A,r \ Ii | − ( |Di,r−1 | + |Pi,A,r ∩ Ii | ) + |PA,i,r |
= |Ci,r−1 | − |Pi,A,r \ Ii | − |Di,r−1 | − |Pi,A,r ∩ Ii | + |PA,i,r |
= |Ci,r−1 | − |Di,r−1 | − |Pi,A,r | + |PA,i,r |
= bi,r−1 − |Pi,A,r | + |PA,i,r | (by (∗))
= bi,r−1 − v(Pi,A,r, r−1) + v(PA,i,r, r−1) (by (∗∗))
= bi,r−1 − qi,A,r,er

+ qA,i,r,er
(by (7.6))

= bi,r−1 + qnetti,r,er
(4.3)

Upi,r = Ui,r + wi,r (7.8)

= Ui,r + v(Ci,r, r)− v(Di,r, r) (by (7.7))
= Ui,r + |Ci,r | − |Di,r | (by (∗∗))
= Ui,r + bi,r (by (∗))(5.1)

er = argmin
c
{ qr,c | wor,r−1 − qnettor,r,c ≥ β } (E4)

= argmin
c
{ qr,c | v(Cor,r−1, r−1)− v(Dor,r−1, r−1)− qnettor,r,c ≥ β }

(by (7.7))

= argmin
c
{ qr,c | |Cor,r−1 | − |Dor,r−1 | − qnettor,r,c ≥ β } (by (∗∗))

= argmin
c
{ qr,c | bor,r−1 − qnettor,r,c ≥ β } (by (∗))(E2)

7.3 Example: only circulation

The most important effect of the spender-signed currency system occurs when
money is circulated. We isolate this effect in this section by looking at an agent
that only circulates. Note that in a practical implementation of the spender-
signed currency system, most agents will probably both issue and circulate credits.
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It is possible, however, that an agent never issues credits.
In this section, let i be an agent that only circulates credits. We have that

∀r : Pi,A,r ⊆ Ci,r−1 (7.9)

As agent i does not issue credits, it will never redeem any credits either. It
follows that

∀r : (Pi,A,r ∪ PA,i,r) ∩ Ii = ∅ (7.10)

From (6.1) and (7.10) we may conclude

∀i, r : Ci,r =

{
∅ if r = 0
(Ci,r−1 \ Pi,A,r) ∪ PA,i,r otherwise

(7.11)

and ∀r : Di,r = ∅. As a result, wi,r reduces to

wi,r = v(Ci,r, r) (7.12)

To analyse the performance of agent i, two new variables need to be defined.
Let v∗(P ini,r) denote the sum of the values of the credits received by i up to and
including round r, measured for each credit just after it was received (and signed)
by i.

v∗(P ini,r) =
r∑
t=0

v(PA\i,i,t, t)

Let v∗(P outi,r ) denote the sum of the values of the credits spent by i up to and
including round r measured for each credit at the moment it was spent by i
(before it was signed by the receiver).

v∗(P outi,r ) = 0 +
r∑
t=1

v(Pi,A\i,t, t−1)

Note that the latter summation is done over rounds 1 through r, instead of 0
through r, to allow for valuations in previous rounds. This does not matter, as
PA,A,0 = ∅. The following invariants are easily checked:

∀ i ∀r > 0: v∗(P ini,r) = v∗(P ini,r−1) + v(PA\i,i,r, r) (7.13)

∀ i ∀r > 0: v∗(P outi,r ) = v∗(P outi,r−1) + v(Pi,A\i,r, r−1) (7.14)

We will now determine the relation between the reputation of an agent that
only circulates and its perceived utility, as well as give a condition that the
reputations must satisfy for exploitation to be unattractive. First, we need to
prove the following four propositions.

Lemma 7.3.1. v(Ci,r, r) = v∗(P ini,r)− v∗(P outi,r )
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Proof. For r = 0 the proposition is easily verified. For r > 0, suppose

v(Ci,r−1, r−1) = v∗(P ini,r−1)− v∗(P outi,r−1) (IH)

We know from (7.9) that Pi,A,r ⊆ Ci,r−1. It follows that also Pi,A\i,r ⊆ Ci,r−1.
Therefore, we may write

Ci,r−1 = (Ci,r−1 \ Pi,A\i,r) ∪ Pi,A\i,r

It is easy to see that v is distributive. We may write

v(Ci,r−1, r−1) = v(Ci,r−1 \ Pi,A\i,r, r−1) + v(Pi,A\i,r, r−1)
⇐⇒ v(Ci,r−1 \ Pi,A\i,r, r−1) = v(Ci,r−1, r−1) + v(Pi,A\i,r, r−1) (∗)

Given that r > 0, property (7.11) reduces to

Ci,r = (Ci,r−1 \ Pi,A,r) ∪ PA,i,r

As Pi,i,r ⊆ Pi,A,r and Pi,i,r ⊆ PA,i,r, we may derive

Ci,r = (Ci,r−1 \ Pi,A\i,r) ∪ PA\i,i,r

Seeing that Ci,r−1 \ Pi,A\i,r and PA\i,i,r are disjoint, we may write

v(Ci,r, r) = v(Ci,r−1 \ Pi,A\i,r, r) + v(PA\i,i,r, r) (∗∗)

The value of the credits that agent i possesses in round r−1 and that stay in its
possession in round r, i.e., Ci,r−1 \ Pi,A\i,r, do not change in value in round r, as
they do not receive any signatures in round r. Therefore,

v(Ci,r−1 \ Pi,A\i,r, r) = v(Ci,r−1 \ Pi,A\i,r, r−1) (∗∗∗)

We can now derive

v(Ci,r, r) = v(Ci,r−1 \ Pi,A\i,r, r) + v(PA\i,i,r, r) (∗∗)
= v(Ci,r−1 \ Pi,A\i,r, r−1) + v(PA\i,i,r, r) (by (∗∗∗))
= v(Ci,r−1, r−1)− v(Pi,A\i,r, r−1) + v(PA\i,i,r, r) (by (∗))
= v∗(P ini,r−1)− v∗(P outi,r−1)− v(Pi,A\i,r, r−1) + v(PA\i,i,r, r) (by (IH))

= v∗(P ini,r)− v∗(P outi,r ) (by (7.13),(7.14))
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Lemma 7.3.2. v∗(P outi,r ) = Qini,r.

Proof. For r = 0 the proposition is easily verified. For r > 0, suppose

v∗(P outi,r−1) = Qini,r−1 (IH)

We have

v∗(P outi,r ) = v∗(P outi,r−1) + v(Pi,A\i,r, r−1) (7.14)

= Qini,r−1 + qA\i,i,r,er
(by (IH), (7.6))

= Qini,r

Lemma 7.3.3. v∗(P ini,r) = Qouti,r · ρi.

Proof. For r = 0 the proposition is easily verified. For r > 0, suppose

v∗(P ini,r−1) = Qouti,r−1 · ρi (IH)

From (7.3), (7.4) and (7.5), it is easy to see that

v(PA\i,i,r, r) = v(PA\i,i,r, r−1) · ρi (∗)

We have

v∗(P ini,r) = v∗(P ini,r−1) + v(PA\i,i,r, r) (7.13)

= Qouti,r−1 · ρi + v(PA\i,i,r, r−1) · ρi (by (IH), (∗))
= (Qouti,r−1 + qi,A\i,r,er

) · ρi (by (7.6))

= Qouti,r · ρi

Proposition 7.3.4. Upi,r = Ui,r + Qouti,r · ρi −Qini,r

Proof.

Upi,r = Ui,r + wi,r (7.8)

= Ui,r + v(Ci,r, r) (by (7.12))

= Ui,r + v∗(P ini,r)− v∗(P outi,r ) (by 7.3.1)

= Ui,r + Qouti,r · ρi −Qini,r (by 7.3.3 and 7.3.2)
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The following proposition shows the relation between the reputation and the
performance of an agent that only circulates.

Proposition 7.3.5 (Circulation). Let π be a problem set, let σ be a type vector,
let i be an agent that only circulates and let ρ and ρ′ be reputation vectors such that
∀j : j 6= i → ρ′j = ρj. Let ζ = 〈π,σ,−∞,ρ 〉 and ζ ′ = 〈π,σ,−∞,ρ′ 〉. Then,
under (Q2), (P1), (E4), it holds that ∀r : Upi,r(ζ

′) = Upi,r(ζ) + (ρ′i − ρi) ·Qouti,r (ζ ′).

Proof. We write Ui,r, Qini,r, er, etc. to denote Ui,r(ζ), Qini,r(ζ), er(ζ), etc., and
write U ′i,r, Q

in ′
i,r , e′r, etc. to denote Ui,r(ζ ′), Qini,r(ζ

′), er(ζ ′), etc.
From proposition 7.3.4 we have

∀r : Upi,r = Ui,r + Qouti,r · ρi − Qini,r

∀r : Up ′i,r = U ′i,r + Qout ′i,r · ρ′i − Qin ′i,r

We rewrite the first equation to

∀r : Ui,r = Upi,r − Qouti,r · ρi + Qini,r (∗)

As each agent uses the same strategy in ζ and ζ ′, it follows from (Q2) that agents
ask the same prices in ζ and ζ ′, so we have that Qouti,r = Qout ′i,r and Qini,r = Qin ′i,r .
As balances are unbounded, the cheapest candidate is chosen each round in both
scenarios, and we have ∀r : er = e′r and thus ∀r : Ui,r = U ′i,r. It follows that,
for all rounds r

Up ′i,r = U ′i,r + Qout ′i,r · ρ′i − Qin ′i,r

= Ui,r + Qouti,r · ρ′i − Qini,r

= Upi,r − Qouti,r · ρi + Qouti,r · ρ′i (by (∗))

= Upi,r + (ρ′i − ρi) ·Qouti,r

Thus, it is important for an agent that only circulates to have a good repu-
tation. In the spender-signed currency system, agents can punish an exploiter
by lowering its reputation. If the reputations of exploiters are lowered enough,
exploitation will be disadvantageous and thereby unattractive. The following
theorem gives the condition that the reputations of exploiters must satisfy for
exploitation to be unattractive.

Theorem 7.3.6 (Exploitation). Let π be a problem set, let i be an agent that
only circulates, let ρ and ρ′ be reputation vectors, let σ and σ′ be type vectors
such that σi = σc for some agent i, σ′i = σe and j 6= i → σ′j = σj. Let
ζ = 〈π,σ,−∞,ρ 〉 and ζ ′ = 〈π,σ′,−∞,ρ′ 〉. Let t be a round such that agent i
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has had at least one chance to exploit in some round before t and suppose that
agent i only circulates money up to and in round r. Then, under (Q2), (E4), if
ζ and ζ ′ both satisfy the condition

(P3) : ∀j :

ρj <
−Uout

j,t

Qout
j,t

if Qoutj,t > −Uoutj,t

ρj = −Uout
j,t

Qout
j,t

otherwise

it holds that Upi,t(ζ) > Upi,t(ζ
′).

Proof. We write Ui,r, Qini,r, er, etc. to denote Ui,r(ζ), Qini,r(ζ), er(ζ), etc., and
write U ′i,r, Q

in ′
i,r , e′r, etc. to denote Ui,r(ζ ′), Qini,r(ζ

′), er(ζ ′), etc.

From proposition 7.3.4 we have

∀i, r : Upi,r = Ui,r + Qouti,r · ρi − Qini,r

∀i, r : Up ′i,r = U ′i,r + Qout ′i,r · ρ′i − Qin ′i,r

which we may rewrite to

∀i, r : Upi,r = Uselfi,r + Uouti,r + Qouti,r · ρi − Qini,r

∀i, r : Up ′i,r = Uself ′i,r + Uout ′i,r + Qout ′i,r · ρ′i − Qin ′i,r

Since i is coalition in ζ, we have ∀i, r : Qouti,r = −Uouti,r . From (P3) follows that
ρi = 1. This gives

∀i, r : Upi,r = Uselfi,r − Qini,r

Since i is exploiter in ζ ′, and has exploited at least once before round t, we have
Qout ′i,t > −Uout ′i,t . From (P3) follows that ρ′i <

−Uout ′
i,t

Qout ′
i,t

. As Qout ′i,t > 0, we may
derive

Up ′i,t = Uself ′i,t + Uout ′i,t + Qout ′i,t · ρ′i − Qin ′i,t

< Uself ′i,t + Uout ′i,t + Qout ′i,t ·
−Uout ′i,t

Qout ′i,t

− Qin ′i,t

= Uself ′i,t − Qin ′i,t
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x y

z

u = {5

u 
=
 {

5u =
 {10

P = 10 xyz-credits

v(P) = 5

3

P = 10 x-credits

v(P) = 10
P = 10 xz-credits

v(P) = 10

1 2

i ρi Ci,0 Ci,1 Ci,2 Ci,3 Unetti,0 Unetti,1 Unetti,2 Unetti,3

x 1 ∅ ∅ ∅ ∅ 0 10 0 5
y 0.5 ∅ ∅ P ∅ 0 0 -5 0
z 1 ∅ P ∅ ∅ 0 -10 -5 -5

Figure 7.1: 10 x-credits are issued, circulated and redeemed. Agent y exploits.

As exploiting does not influence the elected candidate, we have ∀i, r : Uselfi,r =
Uself ′i,r . As the strategy of other agents is similar in ζ and ζ ′, we have ∀i, r :
Qini,r = Qin ′i,r . Thus, we arrive at

Up ′i,t < Uself ′i,t − Qin ′i,t = Uselfi,t − Qini,t = Upi,t

If property (P3) holds, the reputation of an exploiter will be such that its
obtained credits devaluate enough to (over-)compensate for its exploitation
profits. We illustrate this with a scenario, depicted in figure 7.1. In this example,
ρj = −Uout

j,r

Qout
j,r

for all agents, with r being the last round, which results in the
exploiter being exactly compensated for its exploitation profits.

Circled letters denote agents, outer arrows denote money, inner arrows denote
utility and circled numbers denote rounds. Note that in this and the coming
examples we ‘follow the money’, going through the diagrams counterclockwise.
Agent x and z are coalition, with ρx = ρz = 1, and agent y is exploiter, with
ρy = 0.5. In the first round, agent x issues 10 credits to pay agent z for a
utility of −10. The credits now bear the signature of x and z and are thus worth
ρx · ρz = 1 · 1 = 1 a piece. In the second round, agent y exploits and provides a
utility of −5 while getting paid the 10 x-credits. The signature of y is now added
to the credits, which are now worth ρx · ρz · ρy = 1 · 1 · 0.5 = 0.5 a piece. In the
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third round, agent y uses the credits it received to pay for a utility of −5, after
which the credits are redeemed. It can be seen that agent y is penalized for its
exploitation. Its reputation ρy = −Uout

y,3

Qout
y,3

= 5
10 = 0.5 resulted in its credits losing

half their value, which led to a final nett transferred utility of zero.
It can also be seen that the victim of y’s exploitation, agent z, has a final

nett transferred utility of −5. In general, the spender-signed currency system
does retaliate exploitation, but does not compensate the victims of exploitation.

7.4 Forsaking

We have seen in the previous section how an exploiter is negatively affected
by a low reputation if it circulates money. We will in the next section expand
this result to exploiters that both circulate and issue money. First, however, we
address the issue of forsaking.

In chapter 5, we defined forsaking as deviating from the penalty pricing rule
in order to win a deal and make a profit. In the spender-signed currency system,
forsaking in this way is not an option, as the penalty pricing rule is not used.
Agents ask cost prices in the spender-signed currency system, and lowering one’s
price to win a deal would therefore immediately result in a loss.

What would the equivalence of forsaking be in the spender-signed currency
system? What forsakers essentially did was deviating from the rule that was
enacted to counteract exploitation. In the spender-signed currency system, the
rule to counteract exploitation is that of lowering reputations of exploiters. Could
forsakers benefit from deviating from this rule?

Suppose that a forsaker deviates from the coalition strategy by lowering the
reputation of an exploiter less than others do. Formally, this assumes nonuniform
reputations, i.e., different agents may have different reputations of a certain agent.
We do not define nonuniform reputations formally here, but will do so in section
7.7. For now it will suffice to consider it possible for an agent to have a different
reputation of some agent than another agent has. For the forsaker, having this
higher reputation of an exploiter can be beneficial in that the forsaker becomes a
cheaper seller in the eyes of the exploiter. The exploiter will find that its credits
are worth more in the eyes of the forsaker than in the eyes of others. Thus, the
forsaker will attract deals from the exploiter.

Nevertheless, by attracting deals from the exploiter, the forsaker is also
attracting credits that are signed by the exploiter. Assuming that the forsaker is
acting alone in its forsaking behaviour, it has attracted credits that are worth
less in the eyes of others than they are in its own opinion. When it will spend
these credits, the forsaker will find that they yield less utility than the utility it
provided to get them. Thus, the forsaker makes a loss when it circulates credits
it got from the exploiter.

The value of credits that are obtained from an exploiter in the eyes of others
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does depend on whether other agents forsake too. If a forsaker is able to spend
‘exploiter-credits’ on another forsaker, it might receive the same value for them as
it provided to get them, as this other forsaker also has a higher reputation of the
exploiter. Thus, the more forsakers there are, the less of a disadvantage forsakers
will incur. However, a forsaker will never be able to spend its exploiter-credits
with a profit, even when there are many forsakers.

We will in section 7.7 compare by means of experiment the performance
of coalition agents, exploiters and forsakers under spender-signed currency in
different scenarios.

7.5 Example: no circulation

In the previous section, we saw how in the spender-signed currency system, the
performance of an agent that circulates money depends on its reputation. This
implies that exploitation can be made unattractive by setting the reputations of
exploiters to a low value.

However, in the spender-signed currency system as proposed thus far, a low
reputation does not negatively affect an agent when it issues and redeems money.
To see this, consider the scenario depicted in figure 7.2. In the first round, agent
y is an exploiter and receives a utility of -5 from by agent x. As ρy = 0.5, agent y
needs to issue 10 credits. These credits are then circulated to agent z in return for
the corresponding amount of utility. Then, in round 3, the credits are redeemed
by agent y. However, agent y exploits on redemption; it provides a utility of −2.5
while the payment is worth 5. At the end of round 3, all credits are redeemed
so all purses are empty. Agent y has a positive nett transferred utility, however,
and agent z, the victim of exploitation, a negative nett transferred utility. Thus,
agent y was not hindered by its low reputation. For any other reputation of y
greater than zero, a similar scenario can be constructed.

The problem here is the same problem that exists in the multi-issuer currency
system, that of exploitation on redemption. An exploiter can, if it receives credits
for redemption, always make a profit by providing less than the value of those
credits. In the multi-issuer currency system, this resulted in the rate of exploiters
necessarily being equal to zero (proposition 6.2.1). One could argue that for the
same reason, in the spender-signed currency system, the only correct valuation
of a credit issued by an exploiter is also zero. If it were not, the exploiter could
always exploit on redemption.

Such an assumption, although valid, may not be very practical. Credits of
an exploiter would immediately become worthless. If there are many exploiters,
all these exploiters would not be able to issue credits and only few agents could
issue credits which could result in shortage of money and loss of efficiency as
agents are no longer able to pay for efficient candidates. Also, agents might want
to lower reputations of other agents rather than set them to zero when they are
still in the process of assessing each other’s credibility (see also section 6.3).
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i ρi Ci,0 Ci,1 Ci,2 Ci,3 Unetti,0 Unetti,1 Unetti,2 Unetti,3

x 1 ∅ P ∅ ∅ 0 -5 0 0
y 0.5 ∅ ∅ ∅ ∅ 0 5 5 2.5
z 1 ∅ ∅ P ∅ 0 0 -5 -2.5

Figure 7.2: 10 y-credits are issued, circulated and redeemed. Agent y exploits.

We give a more general solution to the problem of exploitation on redemption.
This requires an extension of the theory to nonuniform credit valuation3.

7.6 Nonuniform credit valuation

Under nonuniform credit valuation, different agents may valuate a credit differ-
ently. Nonuniform credit valuation may be the result of agents using nonuniform
reputations, i.e., different agents have different reputations of some other agent,
or may be the result of different valuation functions being used.

For a credit ¢, an agent i and a round r, let v(¢, r, i) be the value that i
assigns to ¢ in round r. Furthermore,

v(C, r, i) =
∑
¢∈C

v(¢, r, i)

An ask price should be met with a payment of which the value in the eyes of the

3We could have presented this solution in the previous chapter, as the problem of exploitation
on redemption occurs under multi-issuer currency also. We include it here, however, as it
contributes to the definition of a robust currency system, the spender-signed currency system,
while it would only have solved part of the problem with multi-issuer currency.



142 The spender-signed currency system

seller is equal to the ask price.

∀ i, j ∀r > 0: v(Pi,j,r, r−1, j) = qj,i,r,er
(7.15)

Furthermore, wealth is defined as follows.

wi,r = v(Ci,r, r, i)− v(Di,r, r, i)

Note that in this definition, the debt Di,r of agent i is included as valued by
agent i itself. This is because agent i will, typically, provide utility equal to the
value of the credits in Di,r upon redemption of these credits.

Under nonuniform credit valuation, a solution to the problem of exploitation
on redemption can be formulated. Under the following assumption, exploiters
can not make profits by exploiting on redemption.

(V1) : ∀¢, i, r : i 6= i¢ → v(¢, r, i) = ρi¢ · v(¢, r, i¢)

Thus, (V1) assumes that if a credit is issued by some agent i, another agent will
assign a value to that credit equal to i’s valuation multiplied by i’s reputation.
So, for instance, if i is an exploiter and has reputation 0.75, and values one
of its credits with value 0.8, each other agent will value that credit with value
0.75 · 0.8 = 0.6.

To see how this solves the problem of exploitation on redemption, consider
the following example, depicted in figure 7.3. In this example, exploiter y issues
20 credits to pay for a utility of −5. Agent y considers an y-credit to be worth
ρy = 0.5, and the payment P to be worth 20 ·0.5 = 10. Agent x however considers
an y-credit ¢ to be worth ρy · v(¢, y) = 0.5 · 0.5 = 0.25 and therefore the payment
P to be worth 20 · 0.25 = 5, which is equal to its ask price qx,y = −ux,y = 5.
Thus, for agent y, issuing credits is relatively unattractive; the value they have
in the eyes of others is less than the value agent y ascribes to them.

Then, the credits are given to agent z, in return for a utility of −5. Then,
when the credits return to agent y, agent y exploits. In return for a service of
utility −5, agent y quotes an ask price of 10, which is met with payment P ,
worth 10 to agent y.

After these three transactions, all purses are empty and all nett transferred
utilities are equal to zero. This shows that the exchange was equitable. Assuming
(V1) is, informally, assuming that agents anticipate exploitation by exploiters.
By lowering the value of credits issued by an exploiter, agents take into account
the expected loss that will be made when redeeming these credits. If an exploiter
would lower its valuation of its own credits, other agents would lower their
valuation even further. Note that, when an exploiter decides to use the same
valuation of its credits as others do, i.e., if for an exploiter i and an i-credit ¢,
v(¢, r, i) = ρi¢ · v(¢, r, i¢), we have a recursive definition, with v(¢, r, i) = 0 as the
only solution if ρi < 1.
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P = 20 y-credits
v(P, y) = 10
v(P, x) = 5
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P = 20 yx-credits
v(P, x) = 5
v(P, z) = 5

P = 20 yxz-credits
v(P, z) = 5
v(P, y) = 10

2 3

i ρi Ci,0 Ci,1 Ci,2 Ci,3 Unetti,0 Unetti,1 Unetti,2 Unetti,3

x 1 ∅ P ∅ ∅ 0 -5 0 0
y 0.5 ∅ ∅ ∅ ∅ 0 5 5 0
z 1 ∅ ∅ P ∅ 0 0 -5 0

Figure 7.3: 20 y-credits are issued, circulated and redeemed. Agent y exploits.

We could prove now that it is unattractive to exploit under (Q2) (exploiters
exploit), (E4) (standard election rule under multi-issuer currency and bounded
balances), (P3) (exploiters’ reputations are less than the opposite of their ex-
ploitation factor) and (V1) (see above), for an agent that both issues and exploits.
This proof would be very similar to that in section 7.3, with a slightly different
notation and redefined v∗(P in) and v∗(P out). As this proof would be largely
similar in form but rather sizeable, and we do not want to lose the attention of
the reader, we leave out this proof, noting that we will validate the correctness
of the nonuniform valuation rule experimentally in section 7.7.

7.6.1 Optimal payments

The assumption of nonuniform credit valuation introduces a new optimization
problem. In general, for a buyer that owns foreign credits and needs to pay a
seller, there are several payment sets P ⊆ Ci ∪ Ii that it can use to meet the ask
price. Under nonuniform credit valuation, these payment sets may have different
values to the buyer. Thus, one payment set may be, in the buyer’s perception,
worth less than another and therefore preferable to use as payment.

Before we define the optimal payment between a buyer and a seller, we first
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take a closer look at the way a buyer judges the value of a payment. We assumed
that in the spender-signed currency system, it is rational for a buyer to buy the
candidate with the lowest ask price (we assumed (E4)). However, if we look one
step further, we see that if a buyer issues credits, the reputation of the receiver
of these credits is important. An agent that issues credits will at some point
in the future have to redeem these credits against the value that they have at
that moment. If an agent gives issued credits to an agent with a low reputation,
these credits immediately lose value which means that a lower value will have to
be provided on redemption of these credits. In this way, a low reputation of a
receiver of issued credits lowers the ‘price’ that the issuer is paying for the utility
it is receiving.

To incorporate the effect of the reputation of a receiver of issued credit, we
reason that an agent judges the value of a payment as follows. Let P be a
payment done by agent i to agent j in round r. Of this payment, P \ Ii is the
part in foreign credits and P ∩ Ii is the part in issued credits. The part in
issued credits (as well as the other part) will after this payment be signed by
the receiver and thereby possibly change in value. In the eyes of the issuer, the
value of the part in issued credits becomes v(P ∩ Ii, r−1, i) · ρi,j . This is equal
to v(P ∩ Ii, r, i). The value of the total payment P may thus be written as
v(P \ Ii, r−1, i) + v(P ∩ Ii, r, i). We define valuation function v̂ to denote this
value.

v̂(P, r, i) = v(P \ Ii, r−1, i) + v(P ∩ Ii, r, i) (7.16)

We can now define the best way for an agent to pay for a candidate and,
based on this, determine the most attractive candidate. We say that a payment
P is myopically optimal with respect to a buyer i, a seller j, a round r and a
candidate c, if and only if

P ⊆ (Ci,r−1 ∪ Ii) ∧ v(P, r−1, j) = qj,i,r,c ∧
∀P ′ ⊆ (Ci,r−1 ∪ Ii) : v(P ′, r−1, j) < qj,i,r,c ∨ v̂(P ′, r, i) ≥ v̂(P, r, i)

Thus, an agent pays myopically optimal if any other payment that would satisfy
the ask price would, in its perception, have equal or greater value4. We use the
term myopic to indicate that the agent does not look ahead, but uses the credits
that at that moment will comprise the least valuable payment set. An agent will,
for instance, not save any credits with the intention of spending them on another
agent that might value them higher than the current seller.

Let P opti,j,r,c denote the myopically optimal payment for agent i, seller j, round
r and candidate c, or an arbitrary one if there are more than one. When electing

4Again, we allow ourselves the slight simplification that the value of a payment always
exactly equals the ask price. As we assume credits to be indivisible, an agent will in reality
most likely have to pay with a payment set of which the value is at least the ask price. The
value of such a payment would typically be slightly above the ask price. Note that the smaller
the base value of a single credit is chosen, the smaller these differences will be.
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a candidate, a problem owner does not want to elect the candidate with the
lowest ask price necessarily, but rather the candidate that can be paid for with
the least valuable payment set. We define a new election rule as follows.

(E6) : ∀r : er = argmin
c
{ v̂(P optor,ar,c,r,c, r, j) |

wor,r−1 − v̂(Pnettor,ar,c,r,c, r, i) ≥ β }

where

Pnetti,j,r,c =

{
P opti,j,r,c if i 6= j

∅ otherwise

The problem owner elects the most attractive candidate and pays using the
myopically optimal payment.

∀i, j, r : Pi,j,r = P opti,j,r,er
(7.17)

We prove now that, by using a myopically optimal payment, a problem owner
minimizes his loss of perceived utility in the current round. To do that, we first
need to prove the following lemma.

Lemma 7.6.1. Under (Q2), it holds that ∀i, r : v̂(P opti,i,r,er
, r, i) = −ui,i,r,er

Remember that assuming (Q2) is assuming that exploiters exploit and no
penalization occurs.

Proof.

v̂(P opti,i,r,er
, r, i) = v(P opti,i,r,er

\ Ii, r−1, i) + v(P opti,i,r,er
∩ Ii, r, i) (by (7.16))

= v(Pi,i,r \ Ii, r−1, i) + v(Pi,i,r ∩ Ii, r, i) (by (7.17))

Credits payed to oneself do not receive signatures and do not change in value.
We may thus continue as follows.

= v(Pi,i,r \ Ii, r−1, i) + v(Pi,i,r ∩ Ii, r−1, i)
= v(Pi,i,r, r−1, i)
= qi,i,r,c (by (7.6))
= −ui,i,r,c (by (Q2))

Proposition 7.6.2. Under (Q2), (E6), in each round r > 0, agent or maximizes
Upor,r − U

p
or,r−1.
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Proof. Let r be a round, with r > 0. Let x = or. From (7.1) we may conclude

Cx,r = (Cx,r−1 \ (Px,A,r \ Ix)) ∪ (PA,x,r \ Ix)

Dx,r = (Dx,r−1 ∪ (Px,A,r ∩ Ix)) \ (PA,x,r ∩ Ix)

In the same way as in the first derivation in section 6.1.1, we derive the following
equations.

v(Cx,r, r−1, x) = v(Cx,r−1, r−1, x)− v(Px,A,r \ Ix, r−1, x) + v(PA,x,r \ Ix, r−1, x)

v(Dx,r, r, x) = v(Dx,r−1, r, x) + v(Px,A,r ∩ Ix, r, x)− v(PA,x,r ∩ Ix, r, x)

which may be rewritten to

v(Cx,r, r−1, x) − v(Cx,r−1, r−1, x) =

− v(Px,A,r \ Ix, r−1, x) + v(PA,x,r \ Ix, r−1, x) (∗)
v(Dx,r, r, x) − v(Dx,r−1, r, x) =

v(Px,A,r ∩ Ix, r, x) − v(PA,x,r ∩ Ix, r, x) (∗∗)

A problem owner does not obtain any (foreign) credits, so Cx,r ⊆ Cx,r−1. As
the credits that x possesses in round r did not obtain any signatures in that
round, they did not change value, and we have v(Cx,r, r, x) = v(Cx,r, r−1, x) (†).

The credits that agent x had in circulation in round r−1 did not obtain any
signatures in round r. Therefore, we have v(Dx,r−1, r, x) = v(Dx,r−1, r−1, x) (††).

We may now make the following derivation. Let y = ar,er .

Upx,r − Upx,r−1

= (Ux,r + wx,r) − (Ux,r−1 + wx,r−1) (by (7.8))

= Ux,r − Ux,r−1 + wx,r − wx,r−1

= ux,A,r,er + wx,r − wx,r−1

= ux,y,r,er
+ wx,r − wx,r−1

= ux,y,r,er + (v(Cx,r, r, x) − v(Dx,r, r, x)) −
(v(Cx,r−1, r−1, x) − v(Dx,r−1, r−1, x)) (by (7.7))

= ux,y,r,er + v(Cx,r, r, x) − v(Dx,r, r, x) −
v(Cx,r−1, r−1, x) + v(Dx,r−1, r−1, x)

= ux,y,r,er + v(Cx,r, r−1, x) − v(Dx,r, r, x) −
v(Cx,r−1, r−1, x) + v(Dx,r−1, r, x) (by (†), (††))
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= ux,y,r,er
− v(Px,A,r \ Ix, r−1, x) + v(PA,x,r \ Ix, r−1, x) −
v(Px,A,r ∩ Ix, r, x) + v(PA,x,r ∩ Ix, r, x) (by (∗), (∗∗))

= ux,y,r,er
− v(Px,y,r \ Ix, r−1, x) + v(Py,x,r \ Ix, r−1, x) −
v(Px,y,r ∩ Ix, r, x) + v(Py,x,r ∩ Ix, r, x)

Now, if x = y, i.e., if x elects a default candidate, the last four terms cancel each
other out. If x 6= y, we have ux,y,r,er = 0 and Py,x,r = ∅, and the first, third and
fifth term evalutate to zero. We may continue as follows.

=

{
ux,x,r,er

if x = y

−v(Px,y,r \ Ix, r−1, x) − v(Px,y,r ∩ Ix, r, x) otherwise

=

{
ux,x,r,er if x = y

−v(P optx,y,r,er
\ Ix, r−1, x) − v(P optx,y,r,er

∩ Ix, r, x) otherwise
(by (7.17))

=

{
ux,x,r,er if x = y

−v̂(P optx,y,r,er
, r, x) otherwise

(by (7.16))

= −v̂(P optx,y,r,er
, r, x) (by 7.6.1)

Assumption (E6) says that a problem owner chooses the candidate for which the
value of the myopically optimal payment is minimal. According to the equality
derived above, this is equivalent to maximizing Upx,r − U

p
x,r−1.

7.7 Experiments

We investigate in this section the relative performance of different strategies
under spender-signed currency, both under bounded and unbounded balances.
We do this both for the case where all agents have the same size as for the case
where agents have different sizes. The implementation of the spender-signed
currency system we use also acts as a proof-of-concept, giving an indication of
the practical feasibility of the spender-signed currency system.

7.7.1 Implementation of the spender-signed currency sys-
tem

For our implementation, we have chosen not to use (E6), for the following reasons.
Firstly, if a problem owner would use (E6), it is not clear what the optimal
exploitation strategy would be. Under (E6), an exploiter does not know how
much issued credits the problem owner will use to pay for the elected candidate,
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and thus does not know how expensive his or any other candidate will be, nor
the margin that can be exploited. Secondly, under (E6), the decision how much
issued or foreign credits to use is based purely on the immediate effect this will
have on the perceived utility of the problem owner. Under this rule, it could
happen that an agent pays only in issued credits for a long period of time, while
it hoards foreign credits. We assume that an agent in reality will not want to
have too many credits in circulation, as these credits represent promises that can
be presented for redemption at any time. It will rather circulate foreign credits
as much as possible and minimize the debt it has to the community. Thirdly,
we want to stay in line with the experiments in previous sections as much as
possible – in particular, we want the exploiters to be as powerful as in previous
chapters to enable fair comparison.

For these reasons, we let the agents adhere to (Q2) and (E4), i.e., coalition
agents ask cost prices, exploiters exploit in the way they always did and the
candidate with the lowest ask price is elected every round. We do assume a
dynamic version of (P3) (exploiters have reputations less than the opposite of
their overpricing factor), as we will describe below, and (V1) (agents anticipate
exploitation on redemption), which is necessary to counteract exploitation on
redemption. Also, problem owners do some optimization of their payment, as is
described in detail in appendix A. In short, problem owners will use their ‘best’
foreign credits to pay for a candidate, but at most half of the foreign credits they
currently possess, and will after that continue with issued credits if necessary.

We have until now used reputation vectors, i.e., fixed reputations for all
agents. In reality, agents can be expected to have dynamic reputations, as agents
will want to continuously adjust reputations on the basis of observations. We
use for that reason a dynamic reputation rule in the experiments. Also, we have
forsakers who lower their reputation of forsakers less than the other agents (see
also section 7.4). We thus assume nonuniform reputations.

Under nonuniform, dynamic reputations, each agent i has a reputation ρi,j,r
as perceived by an agent j in each round r. Agents use the following dynamic
reputation rule.

(P4) : ρi,j,r =
−Uouti,r

Qouti,r + αj · (Qouti,r + Uouti,r )

with ∀h : αh > 0. Thus, exploiters are, besides compensated for their exploitation,
punished extra proportionally to the amount of exploitation. Most agents use
α = 1. Forsakers however use α = 0.5. So, we have ∀i : (σi 6= σf → αi =
1 ∧ σi = σf → αi = 0.5).

Earlier, we proved that, under fixed reputations, the reputation of an exploiter
should be less than −U

out
i,t

Qout
i,t

for exploitation to be unattractive for the period up to

some round t (property (P3), page 137). Property (P4) can in the long run be
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expected to ‘satisfy’ (P3), as we have that for an exploiter i and an agent j 6= i

lim
r→∞

ρi,j,r < lim
r→∞

−Uouti,r

Qouti,r

if αj > 0 and Qouti,r > −Uouti,r , the former being true by definition and the latter
being always true except maybe for a small number of rounds in the beginning.

Adjusted inequity is measured as defined in section 6.4. Further details on
the implementation are given in appendix A.

7.7.2 Example scenarios

In a first example experiment, we have the same 10 agents as in previous
experiments, with sizes as shown in table 4.1. Agents 4 and 8 are exploiters,
agents 3 and 7 are forsakers. Figure 7.4 shows scenario 〈π,σ,−100 〉, where
σ =

〈
σc, σc, σf , σe, σc, σc, σf , σe, σc, σc

〉
. We have chosen to show the scores

instead of the perceived utilities, as a chart with perceived utilities is not easy
to read if it cannot be compared to another one. Average reputations are also
shown in the fourth chart, i.e., for each agent i, ρi,r = 1/k

∑
j ρi,j,r.

It can be seen that the exploiters quickly obtain very low reputations. This
has a negative effect on their performance. It can be seen that the scores of the
exploiters, the yellow and the grey agents, are very low. Also, the forsakers score
relatively low. In the third chart, it can be seen that the forsakers, the light and
dark blue agents, obtained relatively high wealth. By lowering the reputations
of exploiters less than others, they attract deals from exploiters, but the credits
they earn in this way result in a loss when spent.

7.7.3 Exploitation and forsaking

We now compare the performance of different strategies under spender-signed
currency, both under unbounded and bounded balances, and test the effect
of differently sized agents. We use the same distributions of agent types that
we used in previous chapters. We run two series of experiments, one with
unbounded balances and one with bounded balances. Figure 7.5 shows the results
of scenarios { 〈π,σ,−∞〉 | σ ∈ Σ }, where Σ is as described in section 5.5 on
page 105. Figure 7.6 shows the results of scenarios { 〈π,σ,−100 〉 | σ ∈ Σ }.
Both series used 2500 iterations.

It can be seen that exploiters score very low in every experiment they par-
ticipate in. Also, forsakers are outperformed by coalition agents (if there are
exploiters among the agents).

It can also be seen that, when the number of forsakers increases, the perfor-
mance of (non-forsaking) exploiters slightly improves. This can be explained
by the fact that the more agents deviate from the coalition rule of lowering
reputations of exploiters, the lower the losses for the exploiters are.
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(a) Scores (b) Nett transferred utilities

(c) Balances (d) Reputations

Figure 7.4: Spender-signed currency system with two exploiters and six forsakers.

In figure 7.6, it can be seen that bounding the balances has the effect of
reducing efficiency, while inequity is reduced in some cases, enlarged in others.
In some experiments, the forsakers were less affected by the bound than coalition
agents and exploiters. Comparing experiment 20 in figure 7.5 and in figure 7.6 for
instance, it can be seen that coalition agents and exploiters suffered a decrease in
score as a result of bounding the balances, but the forsakers were hardly affected
by the bound. This is the result of an effect we discuss in 7.9, namely a shortage
of liquidity which hampers performance, which occurs here as we chose a rather
tight bound.

Figure 7.7 shows the results of scenarios { 〈π,σ,−∞〉 | σ ∈ Σ }, where agents
have different sizes, shown in table 5.1. Larger agents start exploiting, while
smaller agents start forsaking. Figure 7.8 shows the results of the same set of
scenarios, but in which the smaller agents start exploiting and the larger agents
start forsaking. In this chart type, performances of a single agent in different
experiments can be compared. It can be seen that in both series, it is unattractive
to exploit and unattractive to forsake. In each pair of experiments in which a



7.7 Experiments 151

Figure 7.5: Results of the experiments with spender-signed currency, β = −∞.

Figure 7.6: Results of the experiments with spender-signed currency, β = −100.
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Figure 7.7: Results of the experiments with spender-signed currency, β = −∞,
larger agents exploit first.

Figure 7.8: Results of the experiments with spender-signed currency, β = −∞,
smaller agents exploit first.
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single agent changed from non-exploiting to exploiting, or from non-forsaking
to forsaking, its score decreased. For instance, between experiments 25 and 26
in figure 7.7, the largest agent (circle) decided to become exploiter, which led
to a lower score. Between experiments 26 and 32, the same agent decided to
also forsake, which further decreased its score. Exploitation and forsaking is
unattractive both in the case where larger agents start exploiting and smaller
agents start forsaking, and in the less likely case where smaller agents start
exploiting and larger agents start forsaking.

7.7.4 Complexity

The implementation of the spender-signed currency system used in this section
has a more than acceptable complexity. The most complex step in the process of
using the spender-signed currency system is that of determining the least costly
candidate. To do this, for every candidate the myopically optimal payment has
to be determined. Determining a myopically optimal payment involves sorting
the credits in ones purse and determining how many of these must be used
in the payment, possibly with the addition of issued credits (for details on the
implementation, see appendix A). If there are m candidates in a round, the owner
has n credits in its purse and the myopically optimal payment for any of the
candidates did not involve more than n′ credits, the complexity of determining
the least costly candidate is O(m · (n log n+ n′)).

As a result, the running time of the implementation was also very acceptable.
The first series of experiments took 59.1 seconds to execute on a Xeon 5160,
3.0GHz dual core processor. A total of 9554572 credit transfers took place. As
there are 36 experiments with 2500 iterations each, there have been 36 · 2500 =
90000 rounds. The default candidate was chosen a total of 12350 times, which
leaves a total of 90000− 12350 = 77650 times a nondefault candidate was chosen,
i.e., 77650 transactions have taken place. In each transaction, the owner had an
average purse size of 255.1. Furthermore, an average of 9554572/77650 = 123.0
credits were transferred in each transaction. So, to determine an estimated best
deal for an owner holding approximately 255 foreign credits, with two potential
sellers, with the best deal involving 123 credits approximately, costs less than
59.1/77650 = 0.76 milliseconds.

Note that the complexity of determining myopically optimal payments in-
creases considerably under multi-actor candidates, as we will discuss in section
7.9.

7.7.5 Conclusion

The results confirm the fact that spender-signed currency is a robust facilitator of
efficient and equitable exchange, counteracting exploitation and resistant against
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forsakers. The experiments also show that reputation rule (P4) with α = 1 is a
sufficient reputation rule for its purpose.

7.8 Practical considerations

In the multiagent ATM plan repair market with spender-signed currency, software
agents negotiate on behalf of their owners, in our case the airlines (cf. (He et al.,
2003; Das et al., 2001)). Such agents need to have good knowledge of the
preferences of the owners they represent in order to determine the cost prices of
the tasks in the repair candidates, and the derived ask prices. An airline must
be able to configure its agents such that the right weights are assigned to delays,
transfer passengers, cancellations, gate changes, etc. In the coming chapter we
will see that agents must also have knowledge of a priori trust in another agent
and whether reciprocal exchange with a given agent is desired. Note that in the
context of CDM, preference-based planning is beginning to receive an increasing
amount of attention (de Jonge et al., 2005).

It is conceivable that agents should be able to increase the credibility of their
submitted ask prices by giving extra information. For instance, an agent that
asks an unexpectedly high price for a certain action might want to support this
by giving its reasons for the submitted price. In that case, agents would engage
in automated conversation, which is currently an area of extensive research (see
section 3.3).

An important consideration in the design of a multiagent ATM plan repair
market with spender-signed currency is whether or to which degree the currency
system used by the agents must be supervised. A fully distributed, unsupervised
currency system would best capture the nature of distributed social exchange.
Any agent is free to make a promise to any other agent at any time, and a
receiver of such a promise is free to accept the promise or not. The WAT-system
and its electronic version i-WAT are both unsupervised currency systems. In
the i-WAT system, however, an issuer of a credit must be involved in every
transaction in which this credit is used during its lifetime, in order to prevent
against fraud. Currency systems in which this is not the case, i.e., transferring
a credit is possible without involvement of the issuer, are called transferable
currencies. An interesting result in the research on transferable currencies is
that, for a secure digital currency to be transferable, each credit must grow in
size, that is, information needs to be added to a credit each time it is transferred
between two agents (Yang and Garcia-Molina, 2003). This results coincides with
the requirement made by the spender-signed currency system, namely that every
agent signs each credit it spends and thus adds information to each credit that is
transferred between two agents.

Nevertheless, an approach with more supervision can also be taken. Banks
could hold the credits of agents and supervise issuing, circulating, signing and
redemption of credits. An advantage of such a system is that it is easier to
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determine how many credits an agent has in circulation, and thus to prevent
agents from flooding the market, i.e., issuing more credits than they can redeem.
Also, supervision by banks or other authorities can induce trust in the mechanism.
In general, both trust in other parties and trust in the control mechanism are
necessary requirements for agents to engage in e-business (Pavlou and Gefen,
2004; Jones et al., 2000; Tan and Thoen, 2000).

Regardless of whether the currency system is supervised or not, a trusted third
party needs to be involved in auctioning of repair candidates if credit valuation
is nonuniform. Under nonuniform credit valuation, a problem owner does not
know the value of its credits in the eyes of the sellers. The sellers are not obliged
to disclose this, as reputations and credit valuations are private. A trusted third
party will have to determine the most attractive candidate for the buyer based
on the credits that the buyer possesses and the valuations of these credits by all
agents involved. Note that ask prices are disclosed to the buyer, and based on
an ask price and an optimal payment as determined by the trusted third party, a
buyer might be able to derive some information on the reputations that a seller
has of the buyer and of other agents.

Finally, communication plays an important role in the spender-signed currency
system. Ask prices, explanations of ask prices and experiences with agents all
need to be communicated. Note that it is not the case that every agent needs to
communicate with every other agent. We will in the next chapter see that the
spender-signed currency system is suited for exchange under local communication.

7.9 Discussion

In the spender-signed currency system with bounded balances, forsakers can in
some cases have an advantage that we have not mentioned yet. This advantage
was the cause of the relatively good performance of forsakers in the second series
of experiments shown in figure 7.6. Under bounded balances, the total value of
all circulating money is bounded. In some situations, this can lead to a shortage
of money. If the bound is very tight, as was the case in the second series of
experiments, a part of the agents will run into the bound quickly, and will have
to sometimes elect default candidates. In such a situation, forsakers can have
an advantage. As they have higher reputations of exploiters, they are relatively
attractive to exploiters. They will more often help exploiters and thereby attract
money. Although this money has the disadvantage of being worth less among
coalition agents, attracting extra money does lower the chance of running into
the bound. Not running into the bound is always a big advantage, as default
candidates are very unattractive. Therefore, if money has become very scarce,
attracting money can be beneficial, even if this money will not yield its full value.

The question arises of whether agents can use the principle described above as
a strategy. The practice of obtaining a very large amount of a certain commodity
in order to manipulate the market is known as ‘cornering the market’. Cornering
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of markets is a phenomenon that can occur in markets in general5,6. The concept
itself and the measures to counteract it are outside the scope of our research.

Nevertheless, two measures against cornering of the market are conceivable
in multiagent ATM plan repair. Firstly, if the agents observe that one or more
agents are trying to corner the market, they could agree to lower the bound.
This would allow agents to issue extra credits and thus facilitate efficient trade
again. By adapting the bound, the total amount of credits in the system can be
regulated. What the ideal amount of credits in a market system is, is a subject
of much researched economics, and outside the scope of this thesis. Secondly,
cornering the market could, just as exploitation, be regarded to be punishable
behaviour. An agent that is trying to corner the market could be punished by a
lower reputation. In an extreme case, its reputation could be set to zero, making
purchases impossible for this agent.

While under spender-signed currency, exploitation by means of price setting
can robustly be counteracted, the question arises of whether the use of reputations
can give rise to new means of strategic behaviour. We will discuss this point in
section 8.4.

In this and the two preceding chapters, we assume single-actor candidates in
the theoretical and experimental sections. This is done to contain complexity;
with multi-actor candidates, the theory would become considerably more complex.
Nevertheless, in reality, repair candidates can be expected to be multi-actor, i.e.,
describing tasks for multiple agents. For instance, to make room for a pop-up
flight, one flight might have to be advanced and another flight might have to be
delayed.

Assuming multi-actor candidates has some interesting consequences. For
instance, the behaviour of exploiters would be different. Each exploiter in the
cheapest candidate has an incentive to raise its price, but all exploiters in the
cheapest candidate together should take care not to raise their price too much.
Ideally, the exploiters should coordinate their behaviour, such that the maximal
amount of exploitation is achieved without making the candidate too expensive.
Also, the exploiters might want to split the exploitation profit in some fair way.

Retaliation, if that is in effect, will also have to be done cooperatively.

5The phenomenon might, to a certain extent, be occurring today in the international
currency market. In 2005, the world’s two biggest accumulators of foreign currency reserves,
China and Japan, together held about 40% of the total amount of foreign currency reserves
in the world (ECB). The exact reasons for this hoarding are unknown, but it is clear that
the possession of such enormous amounts of currency gives these countries powerful means to
influence the market.

6Cornering of a market is often not without dangers. In the late 70’s, a silver trader named
Nelson Bunker Hunt acquired a very large part of the total supply of silver and silver derivatives
in the United States. The result was an increase of the price of silver of 500%. However, when
the authorities became aware, they quickly took countermeasures which deprived Hunt of its
power (Abolafia and Kilduff, 1988).
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Retaliating agents should make sure that they jointly charge the correct penalty.
The distribution of this penalty over the retaliating agents would also be subject
to fairness constraints.

If there are multiple forsakers in a candidate with the lowest possible price,
they will want to cooperate as well. They would have to take care that the price
is lowered enough for the candidate to become the cheapest, but as little as
possible as to maximize profits. The distribution of price drops may also have to
be fair in some sense.

Another effect occurs in the spender-signed currency system when nonuniform
credit valuation is assumed. Under nonuniform credit valuation and multi-actor
candidates, determining a myopically optimal payment becomes nontrivial. We
show in appendix A how a myopically optimal payment is determined for a single-
actor candidate, under the requirement that an agent first circulates credits
before issuing credits. In short, this involves sorting one’s foreign credits by
relative value, and paying in the credits that are most valued, relatively, by the
seller. Under multi-actor candidates, determining an optimal payment is not so
easy. Each actor will have to be paid its ask price, and this should be done in a
way that is least costly for the problem owner. A buyer has a set of credits by
which it can pay the different actors, and each credit may have a different value
with each agent (this could be the case if different agents use different valuation
functions, or nonuniform reputations). To determine the payment set for each
actor is in this case a combinatorial problem.

We believe nevertheless that our main results will still hold, that is, under
multi-actor candidates, exploitation is dominant over asking cost prices, penalty
pricing resolves the exploitation problem, forsaking is attractive when penalty
pricing is in effect and the spender-signed currency system resolves the exploitation
problem while being resistant to forsaking.

7.10 Conclusion

We presented in this chapter the spender-signed currency system, a currency
system in which each agent signs each credit it spends. Each credit is valued
individually, based on the signatures on it. More precisely, the value of a credit
is determined by multiplying the reputations of all its signers. If all signers of a
credit are trustworthy, i.e., have a reputation equal to 1, the credit will be worth
1, but if at least one signer is not trustworthy, the credit will be worth less than
1 (if all others have reputations not higher than 1).

In the spender-signed currency system, it is important to have a good reputa-
tion. An agent with a bad reputation will find that the credits it circulates lose
value. If agents make sure that exploiters receive lower reputations, exploitation
becomes an unattractive strategy. We showed that, for an exploiter that only
circulates credits and asks a total price of Q for a total utility of U , a reputation
less than −UQ ensures that it is deprived of its exploitation profits.



158 The spender-signed currency system

We also showed how to counteract exploitation on redemption. This is done
by valuating credits issued by an exploiter lower than the exploiter itself does.
This is essentially factoring in expected exploitation by an exploiter in the value
of its promises.

An essential property of the spender-signed currency system, which standard
currency does not have, is that it is unattractive to deviate from the coalition
strategy. If agents forsake, by lowering reputations of exploiters less than others,
they can attract extra deals, but the money made in this way has lost value.
Forsaking is not an attractive strategy in the spender-signed currency system,
making robust counteracting of exploitation possible. One exception is the case
where there is a shortage of money. In that case it can be beneficial to attract
money, even while incurring losses, to be able to trade at all. Such situations
should be avoided by ensuring a sufficient supply of money or by taking measures
against agents that try to corner the market.

We verified our claims by testing the spender-signed currency system in
several scenarios, both under unbounded and bounded balances. A dynamic
reputation function was proposed which proved to be sufficient for exploitation
to be counteracted. Forsaking proved to be subdominant in all the scenarios
tested, although in some scenarios a shortage of money occurred and forsakers
performed relatively well.

The spender-signed currency system thus comprises a system that facilitates
efficient and equitable exchange for the purpose of multiagent ATM plan repair,
in which exploitation is robustly counteracted.



Chapter8
Alliance networks and
reciprocal exchange

In this chapter we look at some of the effects that the existence of alliance networks
has on the nature of exchange among airlines. We drop two assumptions made in
the previous chapters, namely that airlines believe everything they hear from any
other agent, and that any airline in principle wants to collaborate with any other
airline. We investigate how well the three studied currency systems facilitate
reciprocal exchange under these more realistic circumstances.

As we know from section 2.6, airlines are nowadays involved in numerous
alliances and alliance networks. These collaborations vary from simple, dyadic
exchanges to more extensive, multi-party exchanges. The level of collaboration
between airlines depends strongly on the trust that has been build up in previous
exchanges.

Within an alliance network, there are different levels of commitment. We
will from here on use the term ‘alliance’ to denote alliance networks, and the
term ‘alliance structure’ to denote all alliances together. Kleymann and Seristo
(2001) distinguish three groups within an alliance: core members, second tiers
and contributors. Core members work closely together, based on a high level of
trust. Their agreements are exclusive to the alliance. Second tiers work closely
together with some core members and other second tiers, but do not submit
fully to the authority of the alliance. Contributors work together with some core
members and second tiers, but less closely and with greater independence to the
alliance.

In spite of the existence of alliances, airlines are still primarily each other’s
competitors. Especially between airlines from different alliance networks, compe-
tition is strong. Also within an alliance, competition plays a role. In fact, it can
be an important source of instability of an alliance (see section 3.1.1).
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Competition can be a reason for airlines not to collaborate. Although it can
be beneficial for an airline to collaborate with a competitor, not collaborating
might give the more desired result of advantages forgone by the other. Also,
being part of an alliance may come with exclusivity conditions, which forbid an
airline from (structurally) collaborating with certain other airlines. Emotional
reasons can add to the incentive not to collaborate with competitors.

The fact that airlines are structured in alliances has important effects on the
nature of exchange among them. We assume the following effects to be the most
important. Firstly, the structure of alliances defines an a priori trust in promises
(TIP) relation. This relation defines how much one agent is inclined to believe
the promises made by a given other agent. This trust is needed to engage in
asynchronous exchange, as an agent needs to be sure that provided help will be
repaid. Being of the same alliance typically creates this kind of trust and being
of different alliances typically creates distrust.

Secondly, the structure of alliances defines an a priori trust in information
(TII) relation. The TII relation defines how much one agent is inclined to
believe information received from a given other agent. In our model, this trust
is needed to collaboratively enforce penalties on exploiters, or collaboratively
adjust rates/reputations1. Being of the same alliance typically creates this kind
of trust and being of different alliances typically creates distrust.

Thirdly, the structure of alliances defines an a priori desired level of exchange
(DLE) relation. Members from one alliance will typically not want to enter into
exchange with members from other alliances, especially not if both parties are
inner members of their respective alliances2. This holds both for direct and
indirect exchange.

These observations give rise to a number of questions: a. how does reduced
a priori trust in promises affect exchange? b. how does reduced a priori trust
in information affect exchange and the ability to punish exploiters? c. if agents
have desired levels of exchange among each other, can they achieve these? These
questions will be answered in the following sections. In answering these questions,
we will focus on the spender-signed currency system, which we have proposed in
the previous chapter. This chapter as a whole will give an answer to the question
whether the spender-signed currency system will be an effective tool for efficient
and equitable plan repair also when airlines are organized in alliances.

1We will from now on use the term ‘reputation’ to refer to ‘reputation’ in the spender-signed
currency system and ‘rate’ in the multi-issuer currency system.

2By inner members we mean airlines that are very closely tied to their alliances, i.e., core
members and to a lesser extent second tiers.
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8.1 Trust in promises

A trust in promises (TIP) relation defines for each pair of agents how much
one agent is inclined to believe the promises made by the other agent. Under
standard currency, trust in promises does not play a role. An agent pays for a
received service not in promissory notes, but in fiat money, which has a fixed
value and thus directly makes up for the incurred effort of the service provider.

In the multi-issuer and spender-signed currency system, trust plays an impor-
tant role. In the multi-issuer currency system, the value of a credit is equal to the
expected effort that will be provided upon redemption and thus dependent on
the trust that one has in the issuer of the credit. In the spender-signed currency
system, the value of a credit also depends on reputations of agents. In both
currency systems, if a certain agent has little trust in the promises of some agent
y, it will lower the reputation of agent y, thereby making itself a less attractive
trading partner and factoring in the expected loss that y-credits will yield on
redemption.

Thus, a TIP relation, as may result from an alliance structure, translates into
rates and reputations in the multi-issuer and spender-signed currency system,
respectively, where a reduced TIP between two agents will result in a lowered
reputation, which prevents against losses on redemption and will lead to a reduced
level of trade among these two agents.

8.2 Trust in information

A trust in information (TII) relation defines for each pair of agents how much
one agent is inclined to believe the information received from the other agent. In
our multiagent ATM plan repair mechanism, TII is needed for collaborative pun-
ishment of exploiters. If one agent is exploited by an exploiter, it communicates
this to others who will, as a result, charge penalties or lower their reputation of
the exploiter. If agents do not believe each other, collaborative punishment will
not occur.

The question arises of whether the spender-signed currency system, which we
proposed in the previous chapter, will function correctly under reduced levels
of TII. We are particularly interested to see whether the plan repair mechanism
with spender-signed currency will remain robust against exploiters under reduced
levels of TII, as this situation can be expected to occur in reality. To answer this
question, we will measure the sensitivity of the spender-signed currency system
to reduced TII and determine the minimum level of TII necessary for exploitation
to be sufficiently counteracted.

Let TIIi,j denote the trust that agent i has in the information received from
agent j, with ∀i, j : 0 ≤ TIIi,j ≤ 1. Note that this does not include trust in
reliability of promises made in the form of credits. As we explained earlier, a TII
relation can be expected to be related to the alliance structure. A core member of
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core mb. A snd. tier A contr. A neutral
core member A 1 0.9 0.8 0.5
second tier A 0.9 0.8 0.7 0.5
contributor A 0.8 0.7 0.6 0.5
neutral 0.5 0.5 0.5 0.5
contributor B 0.2 0.3 0.4 0.5
second tier B 0.1 0.2 0.3 0.5
core member B 0 0.1 0.2 0.5

Table 8.1: Standard a priori trust in information (TII0) between two agents (row
and column), where A and B are two different alliances.

one alliance will have blind faith in the information given to him by an allied core
member, will strongly believe information given to him by an allied second tier,
and will attach a reasonable amount of credence to information of a contributor.
In similar fashion, the stronger some other agent is allied to an alliance other
than its own, the stronger an agent will distrust the information of that agent.
We assume that a typical TII profile could be as the one depicted in table 8.1.
We call this profile TII0, the standard TII profile.

In order to measure the sensitivity of the spender-signed currency system to
a reduced level of TII among agents, we measure the performance of coalition
agents, exploiters and forsakers under different TII profiles. To this purpose, we
define TIIφ, with −1 ≤ φ ≤ 1, as follows.

TIIφ = max(min(TII0 + φ, 1), 0) (8.1)

This allows us to define TII profiles ranging from full distrust to full trust.
Tables 8.2, 8.3, 8.4 and 8.5 show profiles corresponding with full distrust (TII−1),
suspicion (TII−0.3), weak näıveté (TII0.3) and full trust (TII1), respectively.
Note that we might have used a proportional instead of an additive definition,
but we think that (8.1) is more in line with human behaviour. A suspicious
human agent would probably fully ignore the group of agents it trusts the least,
and offset the trust it has in others with a constant value (as is the case with
TII−0.3). A näıve human agent would probably fully believe the group of agents
it trusts the most, and offset the trust it has in others with a constant value (as
is the case with TII0.3). Nevertheless, a proportional definition of TIIφ could
have been used as well. We believe that it does not matter very much for the
experiments we will run, as long as suspicious agents have a lower TII in general,
näıve agents a higher TII in general, and TII is related to the alliance structure.
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core mb. A snd. tier A contr. A neutral
core member A 0 0 0 0
second tier A 0 0 0 0
contributor A 0 0 0 0
neutral 0 0 0 0
contributor B 0 0 0 0
second tier B 0 0 0 0
core member B 0 0 0 0

Table 8.2: Full distrust (TII−1).

core mb. A snd. tier A contr. A neutral
core member A 0.7 0.6 0.5 0.2
second tier A 0.6 0.5 0.4 0.2
contributor A 0.5 0.4 0.3 0.2
neutral 0.2 0.2 0.2 0.2
contributor B 0 0 0.1 0.2
second tier B 0 0 0 0.2
core member B 0 0 0 0.2

Table 8.3: Suspicion (TII−0.3).

core mb. A snd. tier A contr. A neutral
core member A 1 1 1 0.8
second tier A 1 1 1 0.8
contributor A 1 1 0.9 0.8
neutral 0.8 0.8 0.8 0.8
contributor B 0.5 0.6 0.7 0.8
second tier B 0.4 0.5 0.6 0.8
core member B 0.3 0.4 0.5 0.8

Table 8.4: Weak näıvety (TII0.3).

core mb. A snd. tier A contr. A neutral
core member A 1 1 1 1
second tier A 1 1 1 1
contributor A 1 1 1 1
neutral 1 1 1 1
contributor B 1 1 1 1
second tier B 1 1 1 1
core member B 1 1 1 1

Table 8.5: Full trust (TII1).
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Figure 8.1: Performance of agents with different alliance memberships under
varying levels of trust in information, from full distrust to full trust.

8.2.1 Experiments

To test the robustness of the spender-signed currency system, we run experiments
with a fixed agent population under varying TII profiles. The agents are divided
in two alliances of 9 agents and 6 nonallied (neutral) agents. In each alliance,
three agents are core member, three are second tier and three are contributors.
Of each group of three, one agent is coalition, one is exploiter and one is forsaker.
Of the neutral agents, two are coalition, two are exploiters and two are forsakers.

We run 9 experiments, one for each φ ∈ {−1,−0.75,−0.5,−0.25, 0, 0.25, 0.5,
0.75, 1}. The results can be seen in figure 8.1. Symbols indicate alliance allegiance,
with circles indicating core members, boxes indicating second tiers, diamonds
indicating contributors and crosses indicating neutral agents. As always, coalition
agents are green, exploiters are red and forsakers are blue.

It can be seen that under full distrust (experiment 1), exploiters outperform
coalition agents and forsakers. As reports of their exploiting behaviour are
not believed, their reputations are not collectively adjusted. It can be seen
that under standard alliance-based trust (experiment 5), exploiters are already
punished to such an extent that exploitation is unattractive. Under full trust
(experiment 9), exploiters are maximally punished. It can also be seen that
forsakers perform roughly similar to coalition agents under full distrust, and as
overall trust increases, their performance grows gradually worse. At no point did
the forsakers gain a significant advantage as a result of a reduced level of TII.

The results show that a standard level of TII, the level that can be expected
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core mb. A snd. tier A contr. A neutral
core member A 1 0.9 0.8 0.5
second tier A 0.9 0.8 0.7 0.5
contributor A 0.8 0.7 0.6 0.5
neutral 0.5 0.5 0.5 0.5
contributor B 0.2 0.3 0.4 0.5
second tier B 0.1 0.2 0.3 0.5
core member B 0 0.1 0.2 0.5

Table 8.6: Desired level of exchange between two agents (row and column), where
A and B are two different alliances.

to be the case in reality, is sufficient for the spender-signed currency system to
function correctly, i.e., to be robust against exploiters.

8.3 Desired level of exchange

In this section we investigate the meaning and facilitation of desired levels of
exchange among agents. We argued earlier that agents have desired levels of
exchange (DLE’s) among each other. Roughly, this means that two inner members
of the same alliance have a high DLE among each other, and two inner members
of two different alliances have a low or zero DLE among each other. Contributors
and unallied agents will be less selective in who they want to exchange with.

Let DLEi,j denote the desired level of exchange between agents i and j, with
∀i, j : 0 ≤ DLEi,j ≤ 1, where DLEi,j = 1 means that agent i sees no reason
not to exchange with agent j, DLEi,j = 0.5 means that agent i is hesitant to
exchange with agent j, but will want to do so in the few cases where it is very
beneficial to i, and DLEi,j = 0 means that agent i would like to prevent any
exchange with agent j from occurring. It can be expected that a typical DLE
profile will follow alliance structure just as the standard TII profile did. We
assume that a typical DLE profile will be as depicted in table 8.6. Note that
the values we have chosen here are not of utmost importance. The question we
answer in this section is the following: given that agents have certain desired
levels of exchange, to what extent can they satisfy these?

In order to see to which extent DLE’s are being achieved, we need to measure
realized levels of exchange. To this purpose, we define RAEi,j,r to denote the
realized amount of exchange (RAE) between agent i and j up until and including
round r. We will later use this RAE measure to derive realized levels of exchange
(RLE’s).

To see how to determine a RAE between two or more agents, we look at
some examples. In figure 8.2 we see a direct exchange between to agents, in
which cost prices are asked. As always, outer, dashed arrows denote money, inner
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Figure 8.2: Direct exchange.
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Figure 8.3: Indirect exchange.

arrows denote utility and circled numbers denote the order of events. Depicted
is a closed chain, meaning that any credits used are either issued on the spot or
obtained by earlier deals in the chain, and each of the issued credits is redeemed
before or at the last deal. We assume closed chains in this and the following
examples and no occurrence of penalization. The money used may be standard
currency, multi-issuer currency or spender-signed currency3. In this example,
agent x issues credits worth 50 to receive a utility of −50. Agent y then gives the
credits back in return for a utility of −50. Both agents make it possible for the
other to receive a utility of −50. Therefore we say that the amount of exchange
that is realized here is 50 in both cases, i.e., RAEx,y = RAEy,x = 50.

In figure 8.3, an indirect exchange chain is depicted. We say that the RAE

3In this section, we consider standard currency to be a special case of spender-signed
currency, namely, spender-signed currency with all reputations equal to 1. Agents are thus able
to issue and redeem credits under standard currency.
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Figure 8.4: Direct exchange using spender-signed currency.

between any two of these agents is equal to 50, as each agent is making an
exchange chain possible in which each other agent receives a utility of −50. Thus,
∀i, j : i 6= j → RAEi,j = 50.

In figure 8.4 we see a direct exchange between two agents, in which spender-
signed currency is used. Agent x issues P , worth 50, to pay y in the first
transaction, and y returns P in the second transaction, by which the credits
are redeemed. However, x’s reputation of y is equal to 0.8. The credits used
in the second transaction are worth 50 in the eyes of y, but only 40 in the eyes
of x because y has signed them. Both of these agents participate in a chain of
exchange, and by doing so enable the other to receive effort. Agent x enables
y to receive 40 by issuing and redeeming P and y enables x to receive 50 by
circulating P . We say that in this case RAEx,y = 40 and RAEy,x = 50.

An indirect exchange with spender-signed currency is depicted in figure 8.5.
Agent x issues credits that are worth 50, but as these are passed on, they
lose value as they are signed by others. Again, each agent makes it possible
for the other agents to receive a certain amount of effort. For this reason,
RAEx,y = RAEz,y = RAEw,y = 40, RAEx,z = RAEy,z = RAEw,z = 30,
RAEx,w = RAEy,w = RAEz,w = 20 and RAEy,x = RAEz,x = RAEw,x = 50.

The examples until now were all single closed chains. In figure 8.6, a more
complex situation is depicted (the order of events here is not so important and
omitted). The situation can be interpreted as two overlapping chains of exchange,
one among x, y and z, and one among x, y and w. We say that the RAE between
x and y, and vice versa, is equal to 50, but the RAE between any other pair of
agents is equal to 25.

In reality, an exchange graph as it occurs among many agents after many
transactions will consist of many overlapping chains, creating a complex aggregate.
In general, each credit that an agent issues or circulates will create or enable a
‘micro-chain of exchange’ with one or more other agents (assuming that this credit
will eventually return to the issuer). This chain is enabled by each agent that
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Figure 8.5: Direct and indirect exchange with spender-signed currency.
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Figure 8.7: Intersecting chain of exchange.

participates in the chain. Therefore, one could say that, in a chain of exchange
that corresponds to the (closed) route of a single credit, each agent in the chain
enables each other agent in the chain to receive what they receive in return for
this credit.

However, an argument can be made against this proposition. In the example
depicted in figure 8.7, the route of a single credit is depicted. It originates and
ends in x, but intersects itself in z. In this case, it need not be the case that agent
x, by issuing this credit and enabling this exchange chain, enables agents t, u and
v to receive utility. For, if agent x had not issued the credit, agent z might have
been able to issue one or more credits of its own to enable the subchain between
z, t, u and v. Agent z could have issued these credits if it had a reputation
higher than zero (in the case of multi-issuer or spender-signed currency) and
would be allowed to issue credits, i.e., would not run into the bound. If agent z
would have been able to do this, we may consider this scenario as two separate
subchains, one in which agents x, y, z and w exchange and one in which z, t, u
and v exchange. If z would not have been able to issue the credits needed, then
indeed agent x is actually exchanging with agents t, u and v.

In the experiments we run in the following subsection, we use unbounded
balances, which means that any agent will always be able to issue credits (repu-
tations are always greater than zero). Therefore it makes sense to consider the
situation in figure 8.7 as two separate exchange chains. We will therefore split
intersecting chains into subchains before measuring RAE’s. We will, however,
also measure exchange without splitting intersecting chains, to see whether this
makes a significant difference.

To be able to define the RAE measure, we need to define the subchains of
a credit’s signature history first. Given a history s¢, let n be the number of
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subchains in s¢ and let s1¢ , s2¢ , s3¢ , . . . , sn¢ be these subchains. Let sn+1
¢ , sn+2

¢ , etc.
be empty sets. Subchains can be constructed as follows. Given a credit ¢, let m
be the lowest number such that ∃m′ < m : s¢,m′ = s¢,m. The first subchain is
then s1¢ = { s¢,m′ , s¢,m′+1, . . . , s¢,m−1 }. Delete this subchain from s¢ and repeat
the same procedure until all subchains have been extracted. Note that, as the
first signature on a credit will also be the last, at least one subchain will be
extracted and s¢ will be empty after this procedure.

The realized amount of exchange is now defined as follows. We assume fixed
reputations for a slightly shorter definition.

∀i, j, r : RAEi,j,r =
r∑
t=1

∑
h∈A

∑
¢∈(PA,h,t ∩ Ih)

∑
m∈N

in({ i, j }, sm¢ )·v(¢, next(j, sm¢ ))

where

in(I, s) =

{
1 if I ⊆ { s1, s2, s3, . . . }
0 otherwise

next(i, s) = j s.t. idx(i, s) < idx(j, s) ∧
¬∃h ∈ A : idx(i, s) < idx(h, s) < idx(j, s)

where idx(i, s) is the index-function, giving the first index of i in sequence s.
This formula is built up as follows.

∑
h∈A

∑
¢ ∩ (PA,h,t∩Ih) sums over all credits

that are redeemed in round t (if a credit is received by an agent h that was issued
by h, then it is redeemed). Thus,

∑r
t=1

∑
h∈A

∑
¢∈(PA,h,t∩Ih)

∑
m∈N sums over

all subchains of all the histories of credits redeemed up until and including round
r. The function in(I, s¢) checks whether all agents in I have signed credit ¢,
and next(j, s¢) returns the agent that agent j has given credit ¢ to. Note that
next(j, s) cannot simply return idx(j, s) + 1, as there may be −1 values in s
which need to be skipped. Note also that, as the first agent in a subchain is
also the last, next(j, s¢) always exists for any agent j ∈ s¢. Thus, RAEi,j,r is
the sum of the values of all credits that have been part of a subchain in which
i and j participated up until and including round r, the values of these credits
measured at the moments j spent them.

8.3.1 Experiments

To see to which extent agents are satisfying their desired levels of exchange,
we run a standard experiment under each of the three currency systems, and
measure the RAE’s. We assume in these experiments only coalition agents, so
no exploitation takes place.

In the standard currency system, an agent can reflect its DLE with some
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other agent by price setting. If a certain agent has a low DLE with some other
agent, it can raise the prices it asks to the other agent, thereby making itself a
less attractive seller4. It is still willing to provide services to the other agent, but
only against a much higher price. In that way it is balancing its desire not to
exchange with the other with the desire for personal gain. We use the following
simple pricing rule.

∀i, j, r, c : qi,j,r,c =
−ui,j,r,c
DLEi,j

Thus, if two agents have a DLE of 0.5 among each other, the prices they will ask
each other are doubled. A a DLE equal to 1 will lead to cost prices being asked,
while a DLE equal to 0 will lead to infinitely high prices being asked.

In the multi-issuer and spender-signed currency system, agents can use
reputations to reflect DLE’s. We use the following simple (nonuniform) reputation
rule.

∀i, j : ρi,j = DLEi,j

This will result in agents preferring to trade in credits that are issued by allied
agents in the multi-issuer currency system, and agents preferring to trade in
credits that are signed by allied agents in the spender-signed currency system.

We use an agent population consisting of 30 agents, of which 9 agents belong
to alliance A, 9 agents belong to alliance B and 9 agents belong to alliance C.
This leaves 3 agents that are not part of any alliance, the neutral agents. In each
alliance, there are 3 core members, 3 second tiers and 3 contributors. DLE’s
are assigned as depicted in table 8.6. Problem owners and repair candidates are
chosen in the same way as in all previous experiments, all agents are coalition
and balances are unbounded. We run three experiments, one for each currency
type, with 2500 iterations. We also run an efficient scenario under standard
currency in which all agents ask cost prices, for comparison.

The perceived utilities of the agents (not shown) are significantly lower in
all three experiments compared to the efficient experiment. This is the price
that comes with less than full cooperation among the agents. The perceived
utilities did not differ significantly between the three scenarios. Core members
had the lowest scores overall, followed by second tiers, followed by contributors
and neutral agents. This difference in scores can be explained by the fact that
core members are very selective in who they trade with, resulting in relatively
many potential efficient deals being rejected, while contributors and neutral
agents reject relatively few efficient deals5.

4Raising of prices does not lead to penalization in this case.
5Note that it should not be concluded from these experiments that being core member of

an alliance is disadvantageous. There are many aspects of alliances that we have not modelled.
For instance, in reality, alliances will typically be formed between airlines that have relatively
many opportunities to help each other. In our experiments, however, these opportunities are
uniformly distributed over all agents. The number of rejected efficient deals will thus be higher
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Figure 8.8: Realized amounts of exchange among agents in 3 alliances (A, B and
C) and neutral agents under standard currency.

The realized amounts of exchange are shown in figures 8.8, 8.9 and 8.10. Each
bar represents the sum of the RAE’s between all members of one group and all
members of another group. For instance, the bar at the very left represents the
sum of the realized amounts of exchange between each pair of agents 〈 i, j 〉 where
i is a neutral agent and j is in the core of alliance A. As each group consists of
three members, all bars represent the sum of 3× 3 realized amounts of exchange,
with the exception of the bars on the identity line. As an agent does not exchange
with itself, we have that for instance the bar at the very front represents the sum
of the realized amounts of exchange for each pair of agents 〈 i, j 〉 where i and j
are in the core of alliance A and j 6= i. This gives 2 · 3 = 6 pairs. To compensate
for this effect, we have normalized the values on the identity line by multiplying
them by 1.5.

If we compare figures 8.8, 8.9 and 8.10, we see that RAE’s are most evenly
spread under standard currency, and most clustered under spender-signed cur-
rency. This means that, under standard currency, agents realize relatively high
amounts of exchange with agents from other alliances. Under multi-issuer cur-
rency and especially under spender-signed currency, agents realize most of their
exchange with agents from their own alliance and with neutral agents. Remem-

in our scenarios than can be expected in reality. We stress that the aim of the experiments in
this section is to study facilitation of desired levels of exchange, not the benefits or disadvantages
of forming alliances.
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Figure 8.9: Realized amounts of exchange among agents in 3 alliances (A, B and
C) and neutral agents under multi-issuer currency.

Figure 8.10: Realized amounts of exchange among agents in 3 alliances (A, B
and C) and neutral agents under spender-signed currency.
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core mb. A snd. tier A contr. A neutral
core member A 1.00 1.00 1.01 0.82
second tier A 1.00 0.95 0.97 0.88
contributor A 1.01 0.97 0.89 0.81
neutral 0.82 0.88 0.81 1.10
contributor B 0.44 0.58 0.61 0.81
second tier B 0.40 0.50 0.58 0.88
core member B 0.29 0.40 0.44 0.82

Table 8.7: Realized levels of exchange under standard currency.

core mb. A snd. tier A contr. A neutral
core member A 1.00 1.08 1.28 0.86
second tier A 1.08 1.12 1.13 1.18
contributor A 1.28 1.13 1.17 1.34
neutral 0.86 1.18 1.34 0.99
contributor B 0.53 0.77 1.09 1.34
second tier B 0.30 0.48 0.77 1.18
core member B 0.13 0.30 0.53 0.86

Table 8.8: Realized levels of exchange under multi-issuer currency.

ber that perceived utilities of agents did not differ significantly between the
three experiments. So, without compromising efficiency, under multi-issuer and
spender-signed currency, agents are much more able to realize their desired levels
of exchange. This can be explained by the fact that, under the two nonfungible
currency systems, credits have the tendency to travel towards the agents that
value them the most. The reputation of an agent will usually be highest within
its alliance and therefore the credits issued by it will be worth most within its
alliance. Therefore, a credit will have the tendency to stay ‘closer’ to its issuer
and the alliance of this issuer. This results in an agent realizing relatively much of
its exchange with agents that are of the same alliance. Under standard currency,
this principle does not occur. Credits travel more ‘freely’ throughout the network,
resulting in agents realizing relatively high amounts of exchange with non-allied
agents.

To enable a numeric comparison between the RAE’s measured and the DLE’s
shown in table 8.6, we normalize the RAE’s, as follows. First, we calculate the
RAE’s for each cell of table 8.6 by accumulating the RAE’s of each agent pair
that belongs in that cell. As some pairs occur more often than others, we divide
the value of each cell by the number of times the corresponding agent relation
occurs. Then, we divide all values by the value in the top left cell, to arrive at
a realized level of exchange (RLE). Note that other ways of normalization are
possible, but that this normalization is good enough to compare the results.
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core mb. A snd. tier A contr. A neutral
core member A 1.00 0.91 0.83 0.41
second tier A 0.91 0.90 0.87 0.62
contributor A 0.83 0.87 0.89 0.73
neutral 0.41 0.62 0.73 0.64
contributor B 0.17 0.31 0.53 0.73
second tier B 0.10 0.15 0.31 0.62
core member B 0.05 0.10 0.17 0.41

Table 8.9: Realized levels of exchange under spender-signed currency.

The results are shown in figures 8.7, 8.8 and 8.9 for standard currency, multi-
issuer currency and spender-signed currency, respectively. It can be seen that
the RLE’s under spender-signed currency are very close to the DLE’s. Under
standard-currency and multi-issuer currency, the DLE’s are less well satisfied.
The multi-issuer currency is a bit better than standard currency in preventing
exchange between inner members of different alliances, but it results in relatively
high levels of exchange among other pairs of agents.

We also measured RAE’s and RLE’s without separating intersecting exchange
chains. Although this results in much higher RAE’s, the overall distribution of
RAE’s and the RLE’s were very similar to those presented above. We therefore
omitted them.

It can be concluded from these experiments that the spender-signed currency
system is, of the three currency systems, the most well suited system to allow
agents to achieve their desired levels of exchange.

8.4 Discussion

In our investigations on spender-signed currency, we have not yet addressed
possible strategic behaviour of agents with respect to reputation setting. We will
shortly say something about this now. In general, an agent might want to hurt
another agent by lowering its reputation, or help another agent by boosting its
reputation. We refer here to adaptations of reputations that are not the result of
correct enforcement of the coalition strategy. Agents can individually adapt the
reputation of another agent, or try to get others to do the same.

We argue that the spender-signed currency system does not lend itself well
for this kind of strategic behaviour. First, we look at individual reputation
adaptation. The most important effect that occurs when an agent x for instance
lowers the reputation of another agent y, is that x becomes a more expensive
seller in the eyes of y. Because of the lowered reputation, y will have to provide
more credits than before to purchase a service. As a result, y will probably
buy less services from x and against a higher price. This can be beneficial to x
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and disadvantageous to y if y is often dependent on x. However, in that case,
the lowering of y’s reputation by x can be seen as simple exploitation, which
is punishable just as exploitation by price setting. If y is not dependent on x,
the lowering of y’s reputation has no significant consequences other than that y
will buy less often from x. Thus, lowering the reputation of another agent does
not result in a direct personal advantage or a disadvantage for the other. The
incentive to do so is therefore not very strong.

An agent could also try to manipulate the system by spreading false infor-
mation about an agent with for instance the aim of a general lowering of the
reputation of some agent. While this will hurt the victim agent, it does not lead
to an immediate significant advantage to the liar. The liar does not attract extra
deals nor credits that can lead to a benefit. Also, in trying to hurt the other
agent, the manipulating agent is lying and thereby putting its own credibility
on the line. Other agents might be suspicious of such information, especially
if they have different experiences with the accused agent themselves. It will in
such situations be the word of one against that of another. Thus, it is neither a
directly beneficial nor easy strategy to employ.

Finally, an agent could try to obtain a direct personal advantage by attempting
to cause a decrease in the overall reputations of all agents except itself. This
would be ‘beneficial’ as it would be disadvantageous to everyone else. However,
lowering the reputations of all other agents would have to be done by spreading
false information about everyone to everyone, which obviously would have very
little chance of success.

Note that a topic that is beginning to receive attention nowadays is that of
incentive-compatible reputation mechanisms, mechanisms in which it is in the
best interest of the participants to report reputation information truthfully. Such
a mechanism could well be used in combination with the spender-signed currency
system. For information on incentive-compatible reputation mechanisms, we
refer the reader to (Jurca, 2007).

In this thesis, we have generally assumed that communication is global; an
agent that observes exploitation will share this with all other agents. In ATM
reality, communication is often local; not every airline communicates with every
other airline. For instance, two airlines that are in two different parts of the
world and have no overlapping flight networks or other connections will generally
not communicate much.

The question arises of whether the spender-signed currency system will
function correctly under less than global communication. Although this is
something that should be tested in experiments, we conjecture that the spender-
signed currency system will function satisfactory under a realistic level of locality
of communication. In general, there are two reasons why communication is
local in ATM plan repair. Firstly, communication is local because collaboration
opportunities are local. Airlines that have no operational connections, for instance
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two airlines operating in different parts of the world, will have little need to
communicate. Secondly, communication is local because trust is local. Airlines
that do not trust each other will not or to a lesser extent need to communicate.

Concerning the second point, we showed in section 8.2 that it was sufficient
for airlines to give most of their attention to information received from trusted
agents. This was under the assumption that collaboration opportunities are
global, i.e., each agent has the same chance of being actor in any repair candidate.
This shows that the spender-signed currency system can function correctly under
reduced communication.

Concerning the first point, we conjecture that, if collaboration opportunities
are local, communication may be local to a certain extent for the spender-signed
currency system to function correctly. In the spender-signed currency system,
communication is needed to adjust reputations. Ideally, if an agent exploits, its
reputation is adjusted by all agents that it potentially trades with. This implies
that an agent might need to report exploitation by an exploiter to another agent
that is not operationally connected. In other words, the scope of communication
for an agent might need to extend beyond the circle of its direct trading partners.

In order to more precisely determine the level of communication that is needed
in ATM plan repair under spender-signed currency, one would have to conduct an
experiment in which the locality of collaboration opportunities and alliance-based
trust relations are taken into account. One could then test different levels of
communication and see which level suffices. We conjecture that a realistic level
of communication will suffice, that is, that airlines will have to communicate with
airlines which whom they are operationally connected, and perhaps one degree
further, and of those predominantly with trusted airlines.

Finally, we note that we do not believe that there is a technical limitation on
the level of communication among airlines. In principle, global communication
with respect to the spender-signed currency system is feasible. There are about
800 airlines in the world. If every airline would communicate the outcome of
every plan repair auction that it initiated with every other airline, and each
airline would auction one planning problem per minute, each airline would have
to send 800 messages and receive 800 messages per minute. This is technically
very feasible.

8.5 Conclusion

The existence of alliances among airlines introduces a priori trust relations, as
well as desired levels of exchange. We investigated the robustness of the spender-
signed currency system by testing it under reduced levels of trust in information.
If agents have no trust in each other’s information, exploitation is no longer
counteracted. However, in a scenario in which agents have realistic levels of
trust, that is, agents of the same alliance have a high mutual trust and agents of
different alliances have a low mutual trust, exploitation is properly counteracted.
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If agents have desired levels of exchange with other agents, overall efficiency
decreases, as sometimes agents will reject deals with agents with whom they
do not want to trade. Nevertheless, under standard currency, an agent will
expectedly still engage in a relatively high level of (indirect) exchange with an
agent with whom it does not want to exchange. This is the result of the fact that
in the standard currency system, credits travel ‘freely’ throughout the network,
creating chains of exchange with both allied and non-allied agents. Under multi-
issuer and spender-signed currency, however, credits have the tendency to stay
in the vicinity of their issuers, thus creating exchange chains predominantly with
allied agents. We showed that a given profile of desired levels of exchange is best
satisfied under spender-signed currency. So, in other words, the spender-signed
currency system enables agents to exchange efficiently, but with the advantage
that an agent can be sure it is minimally exchanging with, and thus minimally
helping, a competitor.

One could say that, whereas the use of standard currency creates a global
market, multi-issuer and spender-signed currency allow for degrees of locality
within a global market. By means of setting reputations, agents have control over
the level of exchange they realize with a given other agent. This will result in each
agents exchanging with its preferred trading partners, but in a highly efficient,
global marketplace. The multi-issuer and spender-signed currency system can be
said to fall in between the global market with standard currency, and the local
phenomenon of social exchange.

Regarding the spender-signed currency system, we can thus conclude that it
enables agents to develop reciprocal exchange, direct and indirect, with trusted
agents, in an efficient way, robust against exploiters, under realistic communica-
tion requirements and with satisfaction of inter-agent social preferences. Recalling
that the competitive nature of airlines and the resulting equity concerns to a
great extent constrain efficiency in many areas of air traffic management, the
spender-signed currency system could be the tool that enables airlines to enter
into a higher level of reciprocal collaboration, and thus achieve a higher level of
efficiency, as it has the equity and social properties that are required in the ATM
plan repair domain.



Chapter9
Conclusion and future
research

In this thesis, an answer has been given to our main research question: how can
collaborative decision making among airlines be facilitated? In answering this
question, we focussed on the area of plan repair and developed a mechanism
based on exchange. This mechanism ensures efficient and equitable plan repair
among airlines, satisfying both their economic as well as their social desires.

Collaborative decision making is currently a hot topic in aviation research.
Due to the limited capacity of the current aviation infrastructure combined with a
growing demand for it, a great need exists for ways to make better use of existing
capacity. A lot of research is aimed at transforming the traditional mode of
centralized, hierarchical decision making into decentralized, collaborative decision
making. Examples of developments in this direction are Free Flight, where
aircraft choose their own flight paths, the Ground Delay Program extensions,
where airlines may reallocate arrival slots among themselves and the CDMnet,
where airlines and airspace authorities engage in a high level of information
exchange.

Nevertheless, implementing collaborative decision making in ATM is far
from trivial. Airlines are not always well-willing, honest and collaborative.
They are competitive, willing to cheat and may sometimes act out of irrational
motives. If decision power is given into the hands of multiple airlines, great
care must be taken that no participant can use or manipulate the decision
mechanism to achieve an unfair advantage for itself. The danger of giving unfair
advantages or disadvantages to participants is probably one of the main reasons
why collaborative decision making has not yet been widely implemented in ATM.

Equity is in general a very important criterion in ATM plan repair. This
shows itself in widely used rules such as first come, first served, and the principle
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that a causer of a conflict should be the only one involved in solving that conflict.
In a group decision scenario, equity is important as no member of the group
will want to participate in a decision that gives an unfair advantage to any
participant (other than itself). Efficiency is the other main criterion of ATM
plan repair. Planning conflicts should be solved in such a way that the effort
involved is minimal. That efficiency and equity are the most important criteria
gives the answer to the first subquestion we posed in the introduction: what are
the requirements for collaborative decision making among airlines?

If airlines are to collaborate with each other, there must be an incentive to
do so. The most important incentive for an airline to help another airline is the
knowledge that given help will be reciprocated. What ensues is a social exchange
of services. Agents judge this exchange to be equitable and thus acceptable if
each agent gives approximately as much help to others as it receives from others.
We defined the nett transferred utility of an agent to be the total utility of the
tasks that that agent has performed to help others minus the total utility of the
tasks that others have performed to help that agent. The inequity of exchange is
then equal to the nett transferred utility of the worst off agent.

We showed that a currency-based market mechanism facilitated efficient and
equitable plan repair if agents are honest about their utilities of performing tasks.
By use of auctions, the agents are able to elect the most efficient repair candidates.
Using money, agents pay each other for provided services. The financial balances
of agents represent the entitlements or debts they have towards the other agents.
By bounding the balances of agents, the resulting exchange becomes boundedly
inequitable.

However, if agents are not so honest, the market mechanism no longer satisfies
the equity criterion. Contrary to many other markets in the world, the ATM
plan repair market does not always induce a strong competition between sellers.
It can be the case that for a certain conflict, one agent can solve it much more
efficiently than another agent. In that case, the agent in the efficient candidate
can ask a relatively high price, and still be the cheapest. The agent is then
exploiting the dependency that exists between him and the problem owner by
asking a too high price. If an agent is able to structurally exploit, it can obtain
an unfair advantage over others. We showed that, if agents exploit, the inequity
of exchange may grow arbitrarily large.

In principle, agents could penalize exploiters. Exploiting can usually be easily
detected, as an exploiting agent is asking a price that does not correspond to the
effort of the service it is selling. It is also not able to give supporting arguments
for its price. Agents could estimate the amount of exploitation and collaboratively
charge this amount, plus a small extra penalty, the next time the exploiter is in
need of help. This strategy can effectively take away the advantage of exploiting.
However, this penalizing strategy is not robust. It can be attractive for an agent
that is charging a penalty, to slightly lower this penalty in order to win a deal.
This will result in this agent collecting the (lowered) penalty as a nett profit. An
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agent is then forsaking its duty to penalize. We showed that, if agents forsake,
the effect of penalization can be fully undone. One might ask whether forsaking
can be penalized also. We argued that this is much harder to do, as forsaking
may need only a small price drop and is thus harder to detect. Also, if many
agents forsake, the act of forsaking becomes even less clearly visible.

This gives an answer to the second subquestion we posed in the introduction:
how well does money facilitate collaborative decision making among airlines? If
agents are honest and balances are bounded, a currency-based market mechanism
facilitates efficient and equitable plan repair, achieving a trade-off between the
two criteria. A system designer or the agents themselves can choose where this
trade-off lies. If agents are not honest, however, and we expect them not to
be, the mechanism can violate the equity requirement. In the ATM plan repair
scenario, significant inequity can be expected to occur as some airlines will be
more often in key positions or in exploitable positions than others.

Money, as we use it ourselves and as is used in research on mechanism design
and resource allocation, is invariably of the same kind: fungible fiat currency.
This kind of money is the most practical kind to use if one wants to achieve
efficient economic exchange. Exchange in the ATM plan repair market, however,
has an important social aspect as well. We therefore examined whether a different,
more social concept of money could prove to be beneficial in constructing the
ATM plan repair mechanism.

As a first step, we modelled a credit as a promise of an agent to deliver an
amount of effort for the benefit of the one who gives that credit back, i.e., the
one who redeems that credit. In the multi-issuer currency system, every agent is
allowed to issue credits and every credit is thus identified by its issuer only. An
agent will value a credit issued by some other agent as the amount of effort it
expects to receive in return. Exploiters will typically have a lowered credit rate,
as they overprice their services. Nevertheless, exploiters are not really bothered
by a low rate. They can issue more credits or, if their rate is zero, switch to
foreign currencies. Moreover, a declining rate would even be beneficial to an
exploiter.

The multi-issuer currency system is thus not a good facilitator for efficient
and equitable exchange in ATM plan repair. It does, however, form a bridge
to the currency system we proposed next, the spender-signed currency system.
In this system, each agent is allowed to issue credits. Besides the issuer, also
every agent that uses a credit must sign that credit. Every credit will bear at
any moment the signatures of the agents that have used it until then. The value
of a credit is calculated by multiplying the reputations of its signers.

If agents collectively lower the reputation of an exploiter, the exploiter incurs
a disadvantage. Contrary to the multi-issuer currency system, the exploiter
cannot switch to other currencies; any credit that passes through its hands will
lose value. Contrary to the standard currency system, the retaliation strategy
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is robust in the spender-signed currency system. It is not attractive to deviate
from the retaliation strategy by lowering the reputation of an exploiter less than
others do, because the credits that this may attract are signed by the exploiter
and have lost value. The spender-signed currency system thus facilitates efficient
and equitable exchange for multiagent ATM plan repair.

Currently, airlines are often organized in dyadic alliances and alliance groups.
This has important consequences for the a priori trust that one airline will have in
another, both concerning promises that are made and information that is passed.
We tested the performance of the spender-signed currency system under reduced
levels of trust in information and found that it was sufficient for agents to focus
their attention predominantly on information received from trusted partners.

The existence of alliance networks also has an effect on desired levels of
exchange between airlines. Typically, an airline will want to exchange with its
alliance partners, but not with its rivals. We showed that, without loss of efficiency,
the spender-signed currency system is much better able to achieve desired levels of
exchange between agents than standard currency does. Credits, once issued, have
the tendency to stay close to their issuer in the spender-signed currency system,
creating a degree of locality in the global exchange an agent is participating
in. This is in contrast with the standard currency system, where credits travel
freely, creating chains of exchange with many other airlines, including rivals. One
of the consequences of this property of the spender-signed currency system is
that it can be used in domains in which there are currently no market principles
applying, and where use of standard currency is undesirable. The risk of indirect
exchange with rivals can be a reason why use of standard currency is undesirable.
Another reason can be that introduction of market principles makes interaction
less ‘social’; if two companies are exchanging not with use of money but on the
basis of trust and goodwill, introduction of market principles with use of standard
currency may make this collaboration more profit-oriented and less friendly. The
spender-signed currency system forms a good intermediate form, where exchange
is still strongly based on trust and goodwill, but the efficiency benefits of the
market paradigm are fully enjoyed.

We have thus given an answer to the third subquestion: can we adapt the
concept of money to satisfy the requirements of collaborative decision making
among airlines? The spender-signed currency system comprises a new and
interesting way in which agents can exchange. It is aimed at efficiency, but
also at the satisfaction of social desires. One could say that it falls in between
purely economic exchange, which is typically facilitated by standard currency,
and purely social exchange, usually not facilitated by money at all. We showed
that it exactly satisfies the criteria that are important in ATM plan repair. In
fact, as it satisfies many of the social conditions that airlines impose, which now
often prevent efficient collaboration from occurring, it can be used to achieve
more efficient ATM plan repair without dissatisfying the airlines.
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9.1 Generality and application domains

We have developed our exchange-based collaboration mechanism with spender-
signed currency system especially for the ATM plan repair problem. However,
we were guided by very general properties and requirements of the ATM plan
repair problem during the development. A result of this is that the mechanism is
applicable to more domains than just the ATM plan repair domain.

In general, the developed mechanism can be used in any situation where
multiple participants want to engage in a reciprocal exchange of resources or
services with the aim of an increased efficiency for all, but where the resulting
exchange can be interpreted as a social exchange that must be equitable to a
large extent. The reason that this exchange must be equitable can be that if
one participants feels that it is being treated inequitable, it will not cooperate
and the mechanism can not function. Another reason can be that inequity is
unlawful, as is for instance the case in the ATM case, where airlines sometimes
go to court if they experience an unfair disadvantage. Note that this equity
requirement does not apply in many real-life market situations. For instance, in
the international commodity market, if a country happens to have a very rare
and valuable resource, it may exploit this advantage, ask very high prices and
use its profits to acquire a lot of commodities from others. The fact that this
country exerts relatively little effort but receives relatively much reward has little
or no consequences. The international commodity market aims to achieve an
efficient reallocation of commodities, not necessarily an equitable one.

A domain in which our exchange-based collaboration mechanism with use of
spender-signed currency can be applied is for instance a railway system that is
used by multiple railway companies. Each company is allocated certain sectors
of the railway net at certain times, but these schedules are highly interleaved.
Planning disruptions and conflicts occur regularly and often one participant can
help another with solving a planning problem, for instance by putting a train on
a side track to let another train pass. Potentially, a beneficial reciprocal exchange
of services can occur. But, just as in the ATM case, a market mechanism using
standard currency can not just be introduced straightforwardly. Participants
would try to use their allocated resources as strategic assets in the market, and
some participants could derive more benefits from this than others, which would
be inequitable and thus unlawful. The spender-signed currency system could be
used to facilitate efficient and equitable collaboration.

Another potential domain of application is the harbour, in which many
companies engage in highly interleaved operations. Ship-owners compete for
scarce quay time and are often able to help each other with solving problems.
Similar situations hold for stevedores, shippers and other companies active in a
harbour area.

In mobile ad-hoc networks, nodes act as autonomous agents that enter and
leave the system, autonomously decide about which connections to establish and
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whether and where to forward packets. Here, the problem of selfish and malicious
nodes is well-known. The use of currency has been proposed in this domain (see
also section 3.2.2). However, it is not yet clear how nodes should price their
actions. Probably, some nodes will be in more crucial positions than others,
which opens the way for exploitation. The spender-signed currency system could
be used in this domain to facilitate efficient and equitable exchange.

9.2 Future Research

We have in our experiments made use of automatically generated planning and
repair data. It would be interesting to see how the mechanism would function
with use of real data. A problem here is that this data is not readily available, nor
is it easily elicitable. For some airports, operational data for some selected days is
commercially available. However, such data never contains information about the
causes of differences between scheduled and realized arrival and departure times.
Airports and airlines are not very open about the disruptions and conflicts that
have occurred, nor about how they have been resolved or what the alternatives
where. Openness about these things would for instance enable airlines to analyse
the information and maybe file a complaint as a result, or allow competing airlines
access to sensitive information. However, interviews with decision makers in air
traffic control and airline operational centers could give a better understanding of
the mode of operations in plan repair. We have engaged in interviews with a gate
and a tower controller, as well as with experts from the Dutch National Aerospace
Laboratory. Further elicitation of plan repair information could further add to
the realism of the plan repair experiments.

As mentioned earlier, the model used in this thesis makes use of single-actor
candidates. A logical next step would be to extend this to multi-actor candidates,
where multiple agents have to perform tasks in order to resolve a conflict. An
important consequence of this is that the determination of myopically optimal
payments becomes non-trivial, as explained in section 7.9. An algorithm would
have to be constructed that realizes a good approximation of the optimal payment
within feasible time.

We have used airlines as the main and only decision takers in the plan repair
process. It would be useful to involve other participants, such as AAC’s, ATC,
airports, ground handlers and governments. As we explained in section 4.6,
these participants have different degrees of authority and different degrees of
autonomy. Involving them in the collaborative plan repair mechanism requires
a reinterpretation of the equity equation and a translation into the rules of the
mechanism. One can think of an agent with a high degree of authority over
other agents to structurally have a financial advantage, such that it has more
negotiation power and can thus to a larger extent influence decisions.

We have shown how the spender-signed currency system facilitates efficient
and equitable ATM plan repair and that it is robust against forsaking. In section
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8.4, we argued that it was not directly attractive for participants to individually
adjust reputations of other agents, or to spread false information about a single
other agent. Although the mechanism is thus incentive-compatible to a great
extent, it could still be the case that participants exhibit irrational behaviour,
out of emotional motives for instance. It would be interesting to see how the
system would function under irrational behaviour of its participants, for instance
with agents that always lower a reputation of someone who has lowered theirs,
or with agents that always lie about others, thus putting their own credibility
on the line. This could be done with artificial agents, but it would be even
more interesting to test the mechanism in a realistic simulation experiment with
human participants representing the airlines.
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AppendixA
Implementation

The plan repair market and the currency systems presented in this thesis have
been implemented in a simulator, with the purpose of conducting experiments, as
well as functioning within a larger plan repair framework consisting of modules for
conflict detection, diagnosis and negotiation in ATM plan repair. The simulator
provides a graphical interface for single experiments in which several statistics
are shown and updated in real-time. For series of experiments, the simulator
enables step-wise variation of parameters and the production of summarizing
graphs, such as the ones used in this thesis. The simulator also produces log files,
including per-agent logs, which can be set to various levels of detail.

In the following paragraphs we will give some details on the implementation
of the plan repair algorithm.

Selection of problem owner. The problem owner is chosen by means of
‘bean picking’. In a jar, for each agent, a number of beans equal to its size is
put into the jar. So, for instance, an agent with size 30 will have 30 beans in
the jar. Then, to pick a problem owner, a bean is randomly chosen from the
jar. If the jar is empty, it is filled again in the same manner. This procedure
has two desirable properties. First, the number of times an agent will be chosen
as problem owner is expectedly proportional to its size, after a large number
of rounds. Secondly, at each moment the jar is empty, the number of times an
agent is problem owner is exactly proportional to its size. If a purely probabilistic
approach to owner selection was used, some agents could have been problem owner
disproportionately often, which would give unwanted biases in the outcomes.

Generation of candidates. Each round, one inefficient default candidate
and two efficient candidates, which may be default candidates, are generated.
Just as problem owners, actors are chosen by means of bean picking. The number
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of times an agent will be actor in a candidate is thus proportional to its size.
Utilities are generated as described in section 4.5.1. Utilities are capped at zero,
i.e., a utility greater than zero will be set to zero. Currently, the simulator only
supports single-actor candidates, although it can easily be extended to deal with
multi-actor candidates.

Request for ask prices. If all agents are coalition agents and have full desired
levels of exchange (∀i, j : DLEi,j = 1), or if multi-issuer or spender-signed money
is used, agents ask cost prices. In any other case, agents first determine their ask
price in the following way.

First, penalties are determined (qp) if retaliation is in effect. The problem
owner also sets ‘look-ahead’ penalties for its default candidates (see section 5.2),
except if the following situation occurs. If both actors in the efficient candidates
are the same (other) agent, enforcing a very high penalty (greater than 100),
and more than half of the agents are forsaking, the problem does not add the
look-ahead penalty to its default candidates. This exception is chosen as, in
some cases, it is not attractive for the problem owner to ‘not delay’ retaliation.
Although it is not trivial when an agent should switch to default candidates, the
exception described is a common sense approximation. When there are many
forsakers, an exploiter can bet on not being fully penalized anymore. In that
case, it is not rational anymore to add the look-ahead penalties to its default
candidates, certainly not when the look-ahead penalty is very high, which is often
the case when both actors in the collaborative candidates are the same (other)
agent. The exception described is thus a minimal adaptation of exploiters in a
situation of many forsakers. Note that this behaviour is anticipated by exploiters
and forsakers when they determine their ask prices.

Penalties are adjusted if they make a candidate too expensive for a problem
owner, i.e., if they would make the balance of the problem owner go below the
bound. They are then simply set to the highest amount the problem owner can
afford. Note that this adjustments can result in multiple candidates having the
same price, and multiple candidates becoming the cheapest, in which case the
winning candidate will be randomly chosen.

Then, ĉ is determined, the vector of candidates sorted by minimal price (see
section 5.3). Then, the forsaker price drop qf , as defined by (Q4), is determined
for every agent. Finally, qe is determined for every agent, by which the exploiters
will exploit any remaining margin, if possible, between their price and the second
lowest price (unless the actor in ĉ1 is also actor in ĉ2, in which case it will set its
price just below that of ĉ3).

Then, if agents have reduced DLE’s, ‘DLE penalties’ are added to the prices
(see section 8.3). These penalties may result in candidates becoming too expensive
to the owner, which is rational from the actor’s point of view as it would rather
not trade with an undesired partner than trade against a reduced price.

Costs, penalties, forsaking and exploitation are then combined into ask prices.
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The problem owner quotes the disutility of default candidates as prices to itself,
possibly with the addition of a look-ahead penalty (see above).

Determination of cheapest candidate. To determine which agent is
cheapest, the optimal payment has to be determined for each of the candidates.
To avoid any unintentional advantages or disadvantages that may result from the
implementation of a certain currency system, determination of optimal payments
is done in the same way for all three currency systems. Standard currency is
implemented as spender-signed currency with reputations being equal to 1 for all
agents, i.e., ∀i, j, r : ρi,j,r = 1.

A problem owner x needs to pay a price asked by an actor y. There may exist
differences in the valuations of x and y of the credits that x possesses. In that case,
it is attractive for x to spend those credits that are valued relatively the most by y
(see also section 7.6.1). Agent x now sorts its credits in ascending order by relative
valuation. After sorting, the purse C = { ¢1, ¢2, ¢3, . . . } of the problem owner will
be such that v(¢1, y) − v(¢1, x) ≤ v(¢2, y) − v(¢2, x) ≤ v(¢3, y) − v(¢3, x) ≤ . . ..
It then adds credits to the payment, starting with the last, until either the value
that y assigns to the credits is equal or greater than the ask price (see also below),
or the balance of the owner goes below the bound, or the balance of the actor
goes above −2β (see section 4.5), or half of the credits are used. In the second
and third case, payment is not possible. In the fourth case, x continues by issuing
credits, adding these to the payment until the ask price is reached, unless its
credits are worthless for y. In that case payment is not possible.

Using only half of one’s foreign credits is a very simple way of looking ahead
a bit. Ideally, agents would want to spend their credits only on agents that value
them the most, but this can lead to heavy saving. The 50% rule results at least
in some optimization.

Payments are always done in whole credits, i.e., credits can not be split into
smaller credits. One could require agents to pay the smallest amount that is
equal or greater than the ask price. In that case a buyer would almost always pay
a fraction of a credit too much. However, this can introduce a bias as agents that
have made a higher number of purchases than others have more often paid these
extra fractions of credits. We have chosen to let agents pay using the procedure
described above, but the last added credit will be retracted if this results in the
value of the payment becoming closer to the ask price. In this way, an agent will
sometimes pay a little too much and sometimes a little too little, which prevents
any undesired disadvantages.

After determining optimal payments, the problem sets the cost for each
nondefault candidate to its personal valuation of the corresponding optimal
payment. The cost of default candidates are set to their disutility plus possible
look-ahead penalties. It then chooses the candidate with the lowest cost.
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Determination and communication of occurred exploitation We as-
sume that a problem owner is able to correctly determine the amount of exploita-
tion an actor i is trying to achieve. The problem owner determines this amount by
subtracting a possible penalty, possibly lessened by forsaking, from the ask price
for the winning candidate: q′i,A,r,er

= qi,A,r,er
− qpi,A,r,er

+ qfi,A,r,er
. The difference

between q′i,A,r,er
and the cost price −ui,A,r,er

for that candidate is the amount of
exploitation qe′i,A,r,er

(see section 5.3). The problem owner shares q′i,A,r,er
and

−ui,A,r,er with all other agents. This allows agents to determine Qei,A,r in the
case of standard currency, or to adjust reputations in the case of nonfungible
currency. As explained in section 5.5, observed exploitation is exaggerated when
calculating Qe to achieve a nontrivial disadvantage for exploiters. This is done
by doubling qe′ when calculating Qe.

Adjustment of reputations In case of multi-issuer or spender-signed money,
users determine rates/reputations of each other. The following dynamic function
is used. The reputation that agent j has of i in round r is

(P5) : ρi,j,r = DLEj,i ·
−Uouti,r

Qout′i,r

where

Qout′i,r =
r∑
t=1

(
−ui,A\i,t,et

+ TIIj,ot · (1 + αj) · qe′i,A\i,t,et

)
If agent j is not forsaking, αj = 1, whereas if agent j is forsaker, αj = 0.5. A
value of TIIj,or less than 1 will lessen the effect that the information shared by
the problem owner has on the adaptation of j’s reputation of i. If TIIj,or

= 0,
agent j will even assume that agent i asked a cost price. A DLEj,i less than
1 will lower the reputation that j has of i, making it less likely for j to enter
into exchange with i. Note that (P5) is more complex than (P4), where we were
not dealing with penalization, forsaking, desired levels of exchange or trust in
information. (P5) reduces to (P4) under full desired levels of exchange, full trust
in information, no pricing penalties and no forsaking.

If the reputation of agent i in the eyes of agent j has changed, all credits
signed by i will have a new value for j. Potentially, in every round, many credits
get a new value for many agents. Calculating these values by brute force is rather
expensive. For instance, if there are on average 2000 credits in circulation, with
each credit having an average history length of 10, and there are 10 agents, there
are 2000 · 10 · 10 = 200000 multiplications needed to revaluate all credits for all
agents. This is a rather expensive operation to execute each round. Note that
these values are necessary to calculate values of purses, future redemption costs
and to determine optimal payments.

To avoid this expensive calculation, we make use of the fact that reputations
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quickly converge to their asymptotical values in our experiments, as agents do
not change strategies during an experiment, amounts of exploitation do not
structurally change, and other factors are constant. We allow ourselves to
consider reputations as fixed. This reduces the procedure of (re)valuating credits
to simply multiplying the value of every transferred credit, for each agent i, by
the reputation of its new owner in the eyes of agent i. So, if in every round an
average of 25 credits are transferred, and there are 10 agents, we have a total of
25 · 10 = 250 multiplications.

Enforcement of winning candidate The cumulative utilities of agents are
adjusted according to the winning candidate, and the corresponding payment is
executed.

Following are some other noteworthy features of the simulator.

Experiment parameters The simulator allows the user to set a large number
of parameters. These include: number of iterations, number of agents, distribution
and sizes of agents, number of candidates per round, currency type (being either
standard currency, multi-issuer currency, spender-signed currency or no currency),
the bound, use of penalties (being either retaliation penalties (section 5.2), ‘DLE
penalties’ (section 8.3) or no penalties), TII profile, DLE profile, alliance structure
and many others. Parameter values can be stored in profiles and some can be
varied in iterated experiments (see below).

User interface. The simulator offers the user a visual representation as shown
in figure A.1. At the top, several indicative values are plotted during execution of
the experiment. The upper table shows for each agent several values such as its
strategy, its cumulative utility, etc. The lower table can either show inter-agent
reputation, TII’s, DLE’s or RAE’s (see chapter 8). At the right, some general
experiment parameters are shown, as well as the resulting efficiency, inequity and
running time. The charts shown at the top can be exported to (vector-based)
PDF files.

Iterated experiments. The simulator allows for conduction of multiple ex-
periments, according to one or more varying parameters, being the proportion of
exploiters, the proportion of forsakers, the bound and the trust in information
profile. To make sure that the same problem set is used in every experiment, the
random number generator is seeded with the value 0 before each run. This allows
for precise per-experiment comparison of agents’ performances under different
parameters.

The simulator will store the settings and outcomes of each experiment in a
data file and produce a summarizing graph, of which several have been included
in this thesis. It is possible to reconstruct the graphs from the data files, which
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Figure A.1: User interface for a single experiment.

eliminates the need to rerun experiments if the visual presentation needs to be
changed. The summarizing graph is in the form of a (vector-based) PDF file.

Log files The simulator uses extensive logging to enable detailed examination
of experiments. During each experiment, a main log file is produced which gives
for each round a summary containing the most important information. This
includes for each candidate the utilities, qp, qe and qf for each agent. Also the
number of circulated and issued credits in the optimal payment are shown for
each candidate, as well as its value to the problem owner. Also, for each agent
individually, a log file is produced giving relevant information on each round in
which it was either problem owner or actor in the elected candidate.
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We will show some fragments of the main log file with comments.

Round 26_________________________________________________

Problem owner: agent 0

Wealth: 58.2

Q^e: 133.3

Candidate 0

Utilities: -43.4 _._ _._ _._ _._ _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ _._ _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: 43.4 _._ _._ _._ _._ _._

Utility to owner -180.65

Candidate 1

Utilities: _._ _._ -1.1 _._ _._ _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ 136.3 _._ _._ _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: _._ _._ 137.3 _._ _._ _._

Optimal deal:97 transfers, 40 issues. Utility to owner -137.0

Candidate 2

Utilities: _._ _._ _._ _._ _._ -15.4

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ _._ 136.3

q^f: _._ _._ _._ _._ _._ _._

Subm. price: _._ _._ _._ _._ _._ 151.7

Optimal deal:97 transfers, 55 issues. Utility to owner -152.0

Winner: candidate 1

Agent 0 has exploited and should be penalized, which can be seen by its positive
Qe. Agents 2 and 5 are correctly adding Qe + 3 (3 is a small, fixed value in
place of ε in (Q3)) to their ask prices. Agent 0 counts on being fully penalized
eventually, and adds Qe to the cost of its default candidate. Candidate 1 (the
second candidate) is then found to be the cheapest.

Round 31_________________________________________________

Problem owner: agent 0

Wealth: -42.4

Q^e: 12.8

Candidate 0

Utilities: -35.0 _._ _._ _._ _._ _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ _._ _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: 35.0 _._ _._ _._ _._ _._



194 Implementation

Utility to owner -51.76

Candidate 1

Utilities: _._ _._ _._ -6.2 _._ _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ 15.8 _._ _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: _._ _._ _._ 22.0 _._ _._

Optimal deal:11 transfers, 11 issues. Utility to owner -22.0

Candidate 2

Utilities: -7.1 _._ _._ _._ _._ _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ _._ _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: 7.1 _._ _._ _._ _._ _._

Utility to owner -7.13

Winner: candidate 2

Agent 0 has exploited and should be penalized. Agent 3 is correctly adding
Qe + 3 to its ask price. Fortunately for agent 0, it happens to have an efficient
nondefault candidate.

Round 13_________________________________________________

Problem owner: agent 0

Wealth: 11.0

Q^e: 23.2

Candidate 0, actor A0

Utilities: -33.5 _._ _._ _._ _._ _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ _._ _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: 33.5 _._ _._ _._ _._ _._

Utility to owner -60.73

Candidate 1, actor A3

Utilities: _._ _._ _._ -18.2 _._ _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ _._ _._

q^f: _._ _._ _._ 11.5 _._ _._

Subm. price: _._ _._ _._ 29.6 _._ _._

Optimal deal:23 transfers, 7 issues. Utility to owner -30.0

Candidate 2, actor A1

Utilities: _._ -4.5 _._ _._ _._ _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ 26.2 _._ _._ _._ _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: _._ 30.6 _._ _._ _._ _._

Optimal deal:23 transfers, 8 issues. Utility to owner -31.0
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Winner: candidate 1 with actor A3

Agent 0 has exploited and should be penalized. Agent 1 is correctly adding
Qe + 3 to its ask price, but agent 3 forsakes and wins the auction. Note that a
different convention is used here; qf denotes not a deduction of a penalty, but
the penalty that is charged instead of qr.

Round 101_________________________________________________

Problem owner: agent 0

Wealth: -75.0

Q^e: 137.5

Candidate 0, actor A0

Utilities: -37.0 _._ _._ _._ _._ _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ _._ _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: 37.0 _._ _._ _._ _._ _._

Utility to owner -178.51

Candidate 1, actor A4

Utilities: _._ _._ _._ _._ -32.7 _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ 140.5 _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: _._ _._ _._ _._ 173.2 _._

Optimal deal:34 transfers, 139 issues. Utility to owner -173.0

Candidate 2, actor A5

Utilities: _._ _._ _._ _._ _._ -19.9

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ _._ _._

q^f: _._ _._ _._ _._ _._ 11.8

Subm. price: _._ _._ _._ _._ _._ 31.7

Optimal deal:32 transfers, 0 issues. Utility to owner -32.0

Winner: candidate 2 with actor A5

Agent 0 has exploited and should be penalized. Agent 4 and 5 are both forsakers
and are competing. Agent 5 has the lowest minimal price and thus wins the
auction, setting its price just below the minimum price of agent 4 (32.7).

Round 3843_________________________________________________

Problem owner: agent 0

Wealth: -35.4

Candidate 0, actor A0

Utilities: -53.6 _._ _._ _._ _._ _._
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q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ _._ _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: 53.6 _._ _._ _._ _._ _._

Utility to owner -53.59

Candidate 1, actor A1

Utilities: _._ -31.8 _._ _._ _._ _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ _._ _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: _._ 31.8 _._ _._ _._ _._

Optimal deal:38 foreign credits, 146 issued credits. Utility to owner -65.06

Candidate 2, actor A3

Utilities: _._ _._ _._ -12.0 _._ _._

q^e: _._ _._ _._ _._ _._ _._

q^r: _._ _._ _._ _._ _._ _._

q^f: _._ _._ _._ _._ _._ _._

Subm. price: _._ _._ _._ 12.0 _._ _._

Optimal deal:34 foreign credits, 0 issued credits. Utility to owner -12.02

Winner: candidate 2 with actor A3

Here the agents are using spender-signed currency. Agent 0 is an exploiter and
has a reputation of approximately 0.37. To pay for candidate 1, agent 0 would
have to use all its foreign credits and issue many credits. Note that agent 1,
the actor in candidate 1, anticipates exploitation on redemption by agent 0 and
therefore valuates its credits rather low, i.e., the value ascribed by agent 1 for a
credit issued by agent 0 is 0.37 · 0.37 = 0.14. Note also that the foreign credits
that agent 0 uses have less value in this round than when he obtained them. The
second candidate is much cheaper to the owner, as its ask price is lower and it
can be paid for using only foreign credits.
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Integration in Multiagent
Diagnosis and Repair
framework

The plan repair mechanism with spender-signed money has been integrated in
the Multiagent Diagnosis and Repair framework consisting of modules for conflict
detection, repair candidate generation, diagnosis and negotiation in multiagent
ATM plan repair. The framework is depicted in figure B.1. The modules, although
drawn as single boxes, represent distributed processes for conflict detection, repair
candidate generation, diagnosis and negotiation, respectively.

A distributed temporal network is used to represent arrival, departure and gate
plans. Disruptions are generated randomly and propagated through the network.
This may result in a conflict, in which case the plan repair and diagnosis modules
become active. The plan repair module generates several repair candidates based
on precedence, resource and slot constraints, and with slack-time optimization
(Buzing and Witteveen, 2005; Buzing et al., 2006). Plan diagnosis is used to
determine which agents are responsible for conflicts and to predict and adapt to
future conflicts (de Jonge et al., 2007; Roos and Witteveen, 2007). Market-based
candidate election using spender-signed currency, as described in this thesis,
comprises the negotiation module.

Accompanying the framework is a demonstrator, of which a screenshot is
shown in figure B.2. The demonstrator facilitates real-time, fast-time and step-
wise execution and visualization of arrival, departure, gate and taxi plans, and
generates disruptions such as delays, cancellations and technical failures. It can
show detailed information on plans per runway, gate or flight, and visualizes
detected conflicts and generated repair candidates.
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Figure B.1: The Multiagent Diagnosis and Repair framework.

The implementation of the negotiation module is the same implementation
that is used throughout this thesis and described in the previous appendix. This
implementation was easily added to the demonstrator by letting the agent class
in the demonstrator inherit from our agent class, and connecting to the output
of the repair engine and to the input of the plan holder.
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Figure B.2: The Multiagent Diagnosis and Repair user interface.



200 Integration in Multiagent Diagnosis and Repair framework



Samenvatting

Deze dissertatie gaat over het verplaatsen van beslissingsbevoegdheid van een
centrale beslisser naar de partijen op wie de beslissing van toepassing is. Dit is
een belangrijke trend binnen de luchtvaartindustrie vandaag de dag, alwaar het
collaborative decision making (CDM) heet. CDM is een van de middelen die wordt
ingezet om de capaciteitsproblemen in de lucht en op vliegvelden aan te pakken.
Als partijen zelfstandig in staat zijn om operationele beslissingen te nemen,
kunnen problemen lokaal en parallel opgelost worden, hetgeen een verbetering
van de efficiëntie ten gevolg heeft. Een typisch proces waar CDM verbetering zou
kunnen brengen is het zogenaamde plan repair. Tijdens het uitvoeren van een
bestaande planning kunnen allerlei verstoringen optreden, waarvan sommige tot
conflicten kunnen leiden. Een planningsconflict maakt een plan onuitvoerbaar en
dient opgelost te worden. Een voorbeeld is een overlappende reservering op een
gate of start- of landingsbaan. We zeggen dan dat zo’n plan gerepareerd moet
worden. Om een plan te repareren zijn er doorgaans meerdere mogelijkheden. Bij
het kiezen van de beste mogelijkheid zijn twee factoren zeer belangrijk. Ten eerste
efficiëntie, hetgeen inhoudt dat de reparatie zo’n klein mogelijke inspanning van
de betrokken partijen dient te vergen. Ten tweede eerlijkheid, hetgeen inhoudt
dat de reparaties eerlijk moeten zijn in de ogen van de betrokkenen. Dat laatste
wordt momenteel bereikt door alleen de veroorzakende partij te laten ‘boeten’
voor het ontstane conflict; partijen die het conflict niet veroorzaakt hebben
worden ontzien in de reparatie. Dit leidt dikwijls tot eerlijke, doch inefficiënte
reparaties.

Een verbetering van de efficiëntie kan bereikt worden door partijen elkaar te
laten ‘helpen’ in het repareren van conflicten. Vaak kan een niet verantwoorde-
lijke partij een ontstaan conflict makkelijker oplossen dan de verantwoordelijke
partij. Echter, er moet een motivatie zijn om een andere partij te helpen. Lucht-
vaartmaatschappijen zijn concurrenten en moeten een persoonlijk voordeel zien
alvorens tot hulp over te gaan. Deze motivatie bestaat als een partij de zekerheid
heeft dat geboden hulp ook vergolden zal worden: voor wat, hoort wat. Als
partijen elkaar herhaaldelijk helpen bij het oplossen van conflicten ontstaat er
een uitwisseling van gunsten. Deze uitwisseling van gunsten kan voordelig zijn
voor alle betrokken partijen. Echter, zo’n uitwisseling is ook weer aan sociale
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voorwaarden onderhevig. Wij beschouwen luchtvaartmaatschappijen en bedrijven
in het algemeen nadrukkelijk als sociale agenten, die niet alleen rationele maar
ook emotionele overwegingen maken. Een uitwisseling van gunsten is derhalve een
vorm van social exchange, hetgeen bestudeerd wordt in de sociale wetenschappen.
Eerlijkheid is zeer belangrijk in een dergelijke sociale exchange, en deze wordt
bereikt als voor elke deelnemer geldt dat deze ongeveer evenveel moeite doet
voor anderen als andere voor hem.

Een marktmechanisme met gebruikmaking van geld is een voor de hand
liggend systeem om efficiënte en eerlijke uitwisseling te bereiken. Middels een
veilingsysteem kan efficiëntie bereikt worden. Als partijen elkaar betalen voor
de bewezen diensten en partijen hebben een eindige hoeveelheid geld, dan is er
een grens aan de oneerlijkheid van de resulterende uitwisseling. Oftewel, het
marktmechanisme met gebruikmaking van geld is in principe een goed systeem om
efficiënte en eerlijke (meer precies: begrensd oneerlijke) plan repair te faciliteren.
Echter, dit geld alleen onder de aanname dat agenten prijzen vragen voor hun
diensten die overeenkomen met de geleverde inspanning. Als dat laatste niet
zo is, dan biedt het systeem niet langer de garantie op begrensde oneerlijkheid.
Een bepaalde partij zou dan misbruik kunnen maken van een situatie waarin
zijn hulp zeer cruciaal is, i.e., de probleemeigenaar heeft vrijwel geen andere
optie dan van deze partij te kopen. Deze partij kan dan een prijs vragen die net
onder de een-na-goedkoopste reparatie ligt en zo de bestaande afhankelijkheid
uitbuiten. Dit uitbuitgedrag leidt tot oneerlijkheid en is zeer lastig te bestrijden.
Een eventuele bestrijdingsstrategie is niet robuust; het is soms zeer aantrekkelijk
om van zo’n bestrijdingsstrategie af te wijken, voor eigen gewin, hetgeen de
bestrijdingsstrategie ondermijnt.

Misschien is ‘standaardgeld’ niet de aangewezen methode. Het probleem
dat we hebben is sociaal van aard, wellicht is een meer sociale vorm van geld
handiger. Wat zou er gebeuren als we geld beschouwen puur in haar rol van
uitwisselingsmedium? Een credit is dan een belofte van de uitgever van die
credit aan degene die de credit bezit om bij teruggave een zekere inspanning te
verrichten. Het blijkt dat dit geldsysteem equivalent is aan standaardgeld, dat
wil zeggen, dat een plan repair systeem met dit geld werkt als partijen eerlijk
zijn, maar niet als partijen uitbuiten.

De oplossing ligt in het aanpassen van genoemde geldvorm. In het zogenaamde
spender-signed currency system mag elke deelnemer geld uitgeven, maar moet elke
deelnemer ook elke credit die hij in handen krijgt signeren. Elke deelnemer heeft
een reputatie, typisch ergens tussen nul en een, en de waarde van een credit wordt
bepaald door de reputaties van de deelnemers die de credit gesigneerd hebben te
vermenigvuldigen. Uitbuiters hebben typisch een lage reputatie. Dit betekent
dat het geld dat zij gebruiken waarde verliest. Op deze manier wordt uitbuiting
bestreden. Deze bestrijdingsstrategie is robuust; het is niet aantrekkelijk om je er
aan te ontrekken. Uitbuiters kunnen de maatregel ook niet ontlopen. Dit heeft
tot gevolg dat uitbuiting niet langer aantrekkelijk is, dat partijen er van af zullen
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zien en dat de dan resulterende uitwisseling wederom eerlijk zal zijn.
Het is wel belangrijk in het spender-signed currency systeem dat partijen

gezamenlijk de reputatie van uitbuiters verlagen. Nu kan het natuurlijk het geval
zijn dat niet elke partij elke andere zal geloven als deze met informatie over
anderen komt. Luchtvaartmaatschappijen zijn vandaag de dag sterk georganiseerd
in allianties. We tonen aan dat het voldoende is voor een partij om alleen de
informatie van ‘vrienden’, i.e., alliantiegenoten, te geloven. Dit biedt al voldoende
bescherming tegen uitbuiters.

Een laatste interessante eigenschap van het systeem is de volgende. Stel dat er
twee geduchte concurrenten, aartsrivalen, zijn. Deze zullen niet met elkaar willen
samenwerken. Echter, met gebruikmaking van normaal geld zullen deze twee
partijen indirect soms wel met elkaar uitwisselen; een dollar of euro kan via via
bij de ander terechtkomen en weer terugkeren. Zo helpen ze elkaar indirect, wat
niet de bedoeling is. Het spender-signed currency systeem heeft deze eigenschap
vrijwel niet. Zonder dat de efficiëntie er onder lijdt zal onder het spender-signed
currency systeem de resulterende uitwisseling veel meer lokaal van aard zijn. De
twee geduchte concurrenten zullen dus vrijwel niet met elkaar uitwisselen, indirect,
wat veel meer in overeenkomt met hun preferenties. Deze eigenschap van het
spender-signed currency systeem heeft tot gevolg dat partijen de samenwerking
met bevriende partijen kunnen opvoeren zonder dat dit leidt tot het indirect
helpen van de concurrentie, iets wat met normaal geld niet mogelijk is.
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Glossary

i-credit A credit issued by agent i.

actor An agent involved in a certain repair candidate is said to be an
actor in that candidate.

adjusted inequity Inequity measured with (remaining) balances/wealth of
agents taken into account.

agent type One of { coalition, exploiter, forsaker}. In the experiments,
exploiting forsakers are also included, agents that exploit and
forsake whenever they have the chance.

alliance network A number of airlines that are directly or indirectly connected
by alliances. Typically, at the center of an alliance network there
are a number of core members, airlines that work very closely
together.

alliance structure The aggregate of all alliances.

asynchronous exchange An exchange in which the goods or services that are
involved in the exchange are transferred nonsimultaneously.

ATC Air Traffic Control, the supervision of the movements of aircraft,
both in the air and on the ground, in the vicinity of an airport.

ATM Air Traffic Management, the aggregate of all planning processes
that involve flight schedules, flight routes, airport operations and
related processes.

balance The financial wealth of an agent.

bounded balance A balance that is not allowed to go below a certain bound.
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CAA Central Airspace Authority, an institution that supervises air traffic
within a large area, for instance in Europe or the United States.

candidate See repair candidate.

CDM Collaborative Decision Making. A widely embraced ATM inno-
vation principle with an emphasis on active involvement of par-
ticipants in planning and replanning processes, and a high level
of information sharing to achieve situational awareness among
participants.

CFMU Central Flow Management Unit, the European CAA.

circulation A credit circulates when it is used in a transaction between two
agents other than the issuer.

closed exchange chain A number of transactions between a number of agents,
such that all credits used are issued and redeemed in these trans-
actions, i.e., no outside money is used and no money remains.

coalition The group of agents that in principle asks cost prices, will take
measures against exploitation and does not forsake.

collaborative candidate A nondefault repair candidate, i.e., a repair candidate
that specifies tasks for one or more agents other than the problem
owner.

cost price A price that is equal to the disutility of performing a task.

debt The total value of the credits that an agent has in circulation.

default candidate A repair candidate specifying only a task for the problem
owner.

direct exchange An exchange between two agents where the goods or services
exchanged are given or provided directly to the other.

disruption An event that changes a given plan, possibly making it infeasible.

disutility The negation of utility.

DLE Desired level of exchange. DLEi,j denotes the level of exchange
that agent i desires to have with agent j.

dyadic Concerning two agents. A dyadic exchange is an exchange between
two agents.

effort See disutility.

en route In the air.
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exploitation Raising one’s price such that the price of the candidate one is part
of is just below that of a second-cheapest candidate. A seller thus
‘exploits’ the dependency that exists between him and the buyer.

FAA Federal Aviation Administration, North-American CAA.

fiat currency A currency where credits derive their value from the fact that
these values are stipulated.

first come, first served A widely applying principle in ATM, determining
for instance that aircraft may depart in the order in which they
declared to be off-block ready.

foreign credits A credit is foreign to some agent if that agent did not issue it.

forsaking Deviating from measures that have been established to counteract
exploitation, for personal gain.

fungible currency In a fungible currency, credits are freely interchangeable,
that is, a pair of credits may be swapped at any time without any
(theoretical) implications.

GDP Ground Delay Program, a procedure that delays incoming flights
that have not taken off yet from their departure airports, to relieve
a congested airport.

ground handlers Companies that provide various services to aircraft while
they are on the ground, for instance fuelling, catering, cleaning,
de-icing, etc.

hub owner An airline operating the majority of flights on an airport.

incentive-compatibility A mechanism is incentive-compatibly if is in the in-
terest of the agents to behave in the way the mechanism designer
intended. Usually this means submitting one’s true preferences.

indirect exchange An exchange between two agents, in which each of the two
agents either does not give to or receive from the other, or neither.
Indirect exchange occurs between any two agents in an exchange
chain with more than two participants.

IOU Abbreviation for ‘I owe you’, usually meaning a written statement
of a small debt from someone to someone else.

issuing Creating a credit (promissory note) to use as payment in a trans-
action.
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look-ahead penalty The penalty that a problem owner adds to the price of
its default candidates, equal to the penalty the actors in the other
candidates add to their prices.

multi-actor candidate A repair candidate in which multiple agents may be
assigned tasks.

multi-issuer currency system A currency system in which each user may
issue credits, in which each credit is signed and identified by its
issuer only.

nett transferred utility The total utility one has spent to help others, minus
the total utility others have spent to help one, denoted Unetti,r for
agent i in round r.

nonfungible currency In a nonfungible currency, credits are not freely inter-
changeable. Credits can differ in value, list of signatures, or other
properties. Multi-issuer currency and spender-signed currency are
nonfungible currencies.

nonuniform credit valuation Under nonuniform credit valuation, one agent
may ascribe a different value to a credit than another agent.

nonuniform reputations Under nonuniform reputations, different agents may
have a different reputation of a certain agent.

pareto-optimal A pareto-optimal allocation (or reallocation) is an allocation
(or reallocation) that cannot be improved for any of the agents
involved without making at least one agent worse off.

penalty pricing The practice of adding penalties to prices asked to exploiters,
such that exploiters are derived of their exploitation profits.

perceived utility The sum of the cumulative utility and the balance/wealth of
an agent.

plan repair The process of adapting a plan that has become infeasible as a
result of some disruption, such that a feasible plan results.

problem owner An agent that has caused a plan to become infeasible and is
responsible for solving it.

problem set A tuple, with typical notation π, specifying a set of agents, a
utility profile and an owner vector.

promissory note A note representing a promise from the issuer of that note
to the one who redeems this note, to provide a certain good or
service.
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RAE Realized amount of exchange. RAEi,j denotes the amount of
exchange that agent i has realized with agent j.

redemption A credit is redeemed if it is returned to its issuer, who provides
the promised good or service. A credit is partly redeemed if the
issuer provides less than the promised good or service.

repair candidate A nonempty set of tasks for one or more agents that, if
executed, repairs a plan.

RLE Realized level of exchange, a normalized RAE.

scenario A tuple of a problem set, an agent type vector and a bound. In
the chapter on spender-signed currency, a scenario also contains a
reputation vector.

secondary market A secondary market occurs if goods or rights have been
allocated by means of some mechanism, and the receivers may
afterwards trade these goods or rights among themselves or with
others.

single-actor candidate A repair candidate in which only one agent is assigned
a task.

slot A time window within which an aircraft must depart or arrive, or
within which it is allowed to be in an air sector.

spender-signed currency A currency in which each credit is signed by every
agent that has spent it.

standard currency A fungible fiat currency. An example is a national currency
used within a country.

strategy One of { coalition strategy, exploitation, forsaking}, corre-
sponding to the three agent types.

swindling Providing less than the expected amount or quality of a good or
service, while being paid the ask price.

synchronous exchange An exchange in which the goods or services that are
involved in the exchange are transferred simultaneously.

tactical planning Planning operations that take place in the last hours before
execution.

TII Trust in information. TIIi,j denotes the degree to which agent i
is inclined to believe the information received from agent j.



TIP Trust in promises, the degree to which one agent trusts that another
agent will redeem promise that it made in the form of credits.

turnaround process The name for a series of actions and services that must be
performed while an aircraft is at the gate, including disembarking
of passengers, fuelling, catering, loading of luggage, boarding of
passengers, etc.

type See agent type.

underdeliverer An seller that provides less quality or quantity of a good or
service than the one that corresponds to the price it receives. Both
exploiters and swindlers are underdeliverers.

wealth The wealth of an agent equals the value of the foreign credits it
possesses minus the value of the credits it has in circulation.






