
Computational Linguistics in the Netherlands 2009

Selected papers from the nineteenth CLIN meeting



Published by
LOT phone: +31 30 253 6006
Janskerkhof 13 fax: +31 30 253 6406
3512 BL Utrecht e-mail: lot@let.uu.nl
The Netherlands http://www.lotschool.nl

Cover illustration: Çağrı Çöltekin
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Preface

The nineteenth meeting of CLIN (Computational Linguistics in the Netherlands)
took place in Groningen, The Netherlands. It was held on Thursday 22 January
2009, in conjunction with the seventh Workshop on Treebanks and Linguistic The-
ory (TLT).

The conference received 81 abstract submissions, and attracted an audience of
124 participants. Most of the CLIN attendees came from The Netherlands (80)
and Belgium (23), with lower numbers of people from other European countries
(25 in total) and the rest of the world (11).

We were happy to have Mirella Lapata from the University of Edinburgh as
an invited speaker at the meeting. An abstract of her talk can be found in these
proceedings.

The authors presenting at CLIN have been invited to submit a paper for the
proceedings. This has resulted in the submission of seventeen papers. After a
reviewing process which involved two reviewers per paper, nine of these papers
have been accepted for inclusion in the proceedings.

We would like to thank all people contributing to a successful CLIN meet-
ing: the sponsors, the co-organizers, the organizers of the previous meeting in
Nijmegen, the speakers, the invited speaker, the authors of all submitted papers
and everyone that attended CLIN. See you all in Utrecht in 2010!

Groningen, 24 August 2009

Barbara Plank
Erik Tjong Kim Sang
Tim van de Cruys
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Erik Tjong Kim Sang
Tim Van de Cruys
Gertjan van Noord

Sponsors

We would like to thank the following organizations for generously supporting
CLIN 19:



3

Reviewers

We are grateful to the following reviewers who helped us in the paper selection
process for these proceedings:

David Ahn
Raffaella Bernardi
Tamás Biró
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Invited talk: Constraint-based Sentence Compression:
An Integer Programming Approach
Mirella Lapata

University of Edinburgh

Abstract

In this talk we introduce the sentence compression task, which can be viewed as producing
a summary of a single sentence. An ideal compression algorithm should produce a shorter
version of an original sentence that retains the most important information while remain-
ing grammatical. The task has an immediate impact on several applications ranging from
document summarisation to audio scanning devices for the blind and caption generation.

Previous approaches have primarily relied on parallel corpora to determine what is im-
portant in a sentence. These include data intensive methods inspired from machine transla-
tion using the noisy-channel model and from parsing by treating compression as a series of
tree rewriting operations. Our work views sentence compression as an optimisation prob-
lem. We develop an integer programming formulation and infer globally optimal compres-
sions in the face of linguistically motivated constraints. We show that such a formulation
allows for relatively simple and knowledge-lean compression models that do not require
parallel corpora or large-scale. The proposed approach yields results comparable and in
some cases superior to state-of-the-art.

Proceedings of the 19th Meeting of Computational Linguistics in the Netherlands
Edited by: Barbara Plank, Erik Tjong Kim Sang and Tim Van de Cruys.
Copyright c©2009 by the individual authors.
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Elephants and Optimality Again
SA-OT accounts for pronoun resolution in child language

Tamás Biró

University of Groningen and University of Amsterdam

Abstract

Children display a surprising delay in correctly resolving pronouns, while they employ
Chomsky’s binding principles correctly in production and in resolving reflexives. We ac-
count for the mistakes as performance errors that are predicted by an Optimality Theoretical
model implemented using simulated annealing. Our experiments suggest three novel expla-
nations of the facts. Additionally, the Optimality Theory–Harmony Grammar connection
is also explored: the behaviour of the HG-based performance model converges to the OT-
model if the base of the exponential weights grow large.

1 Introduction

Probably the central question in cognitive research on child language acquisition
is what children miss: the lack of what accounts for child language errors?

Many suggestions have been advanced, reflecting the theoretical preferences
of their proponents. The “orthodox innativists” aim at minimising the complexity
of the learning task: What the child does not know is the correct value of some
(binary) parameters (Chomsky 1981) or the correct ranking of some constraints
(Prince and Smolensky 1993/2004). Many scholars adopt these frameworks—
Principles and Parameters (P&P) and Optimality Theory (OT)—for their technical
soundness, without subscribing necessarily to their underlying philosophy; hence,
they often suggest that children also have to discover the principles or the con-
straints themselves. A third approach again argues that children are even short
of a major component of their “language organ”, that is, they first acquire some
mechanism defining how to use correctly, say, the parameters or the constraints.
Unlike in the first two approaches, where children miss some details specific to
their future mother tongue, here children (also) do not have something universal
in the adult languages of the world. Finally, a fourth approach emphasises that
children (also) have insufficient performance resources, such as, working memory
or computing time.

The present article will not do justice to these approaches. It rather presents
how a certain child language phenomenon—namely, pronoun resolution—can be
explained by several of these approaches alike. Deferring the comparison to
psycholinguistic research, we shall focus here on demonstrating that a particu-
lar model of linguistic competence and performance (the SA-OT Algorithm) has

Proceedings of the 19th Meeting of Computational Linguistics in the Netherlands
Edited by: Barbara Plank, Erik Tjong Kim Sang and Tim Van de Cruys.
Copyright c©2009 by the individual authors.
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10 Tamás Biró

the potential to reproduce observed data. Emphasis is put on the computational,
rather than on the cognitive or psycholinguistic aspects.

Section 2 introduces the pronoun resolution task, also referring to some former
accounts for child language data. Then, section 3 reviews how simulated anneal-
ing, either in Optimality Theory or in a symbolic Harmony Grammar, becomes a
model of linguistic performance. A Simulated Annealing for Optimality Theory-
model for pronoun resolution will be developed in section 4. Finally, section 5
reports on concrete experiments with this model, summarised in section 6.

2 The pronoun resolution problem in child language

Recovering the referent of a pronoun is unquestionably a challenging subtask
of sentence comprehension, both in language technology (for an overview, see
(Jurafsky and Martin 2009), pp. 729-754) and in cognitive modelling. See for
instance Reuland (2001) for a minimalist approach. The context comprises an (of-
ten poorly defined) set of entities—persons, objects, etc.—and the listener has to
reconstruct the element or subset to which the speaker is referring. A number of
cues help the listener, such as grammatical markers (number, gender), semantic
constraints (certain thematic roles must be filled only with human agents, edible
substances, etc.), knowledge of the world and of the specific context, and so on.

Nine out of ten languages employ a set of reflexive pronouns that are different
from the personal pronouns,1 and arguably universal principles guide their use.
The structure of the sentence determines the domain within which the antecedent
of the pronoun must be found, if it is a reflexive, and within which the antecedent
must not be found, if it is a personal pronoun. So the distinction between reflex-
ives and personal pronouns is an additional factor diminishing the ambiguity of
language—at least, for adults.

A number of experiments have, namely, established that children at the age
of four to six allow personal pronouns to have reflexive meanings, as well. (See
Spenader et al. (2009) for a comprehensive overview of the relevant experi-
mental literature, as well as of former theoretical accounts of the observations.
Our discussion of the phenomenon shall closely follow their article.) For
instance, take two pictures, both depicting an elephant and an alligator, and the
elephant hitting the alligator on the first one and himself on the second one.2

Then, show one of them to a child, accompanied by one of the following sentences:

(1) a. Here you see an elephant and an alligator.
The elephant is hitting him.

b. Here you see an elephant and an alligator.
The elephant is hitting himself.

1According to the Typological Database Nijmegen, only in 13 out of 113 languages are the reflexive
pronouns the same items as the personal pronouns. See the Typological Database System (TDS) at
http://languagelink.let.uu.nl/tds/main.html.
2See the pictures drawn by Robbert Prins on the website of Petra Hendriks: http://www.let.
rug.nl/hendriks/vici.htm.

http://languagelink.let.uu.nl/tds/main.html
http://www.let.rug.nl/hendriks/vici.htm
http://www.let.rug.nl/hendriks/vici.htm
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In more than 80% of the cases, children correctly interpret sentence (1b): the
sentence is true only for the picture with the elephant being hit. Yet, sentence (1a)
is significantly more often misunderstood: children can accept it as describing both
pictures. Surprisingly, in their production the same children use both pronouns
correctly (that is, as in adult speech) in more than 80% of the cases. Thus, we
observe that children produce a structure correctly earlier than they interpret it
correctly, which is just the reverse of what one would expect.

How can we explain that the interpretation performance is between 50% to 80%
(depending on the protocol used by the experimenters), whereas the production
performance is significantly above 80%?

Chomsky (1981) introduces the following well-known principles of his
Binding Theory (p. 188):3

(2) Principle A: An anaphor is bound in its governing category.
Principle B: A pronominal is free in its governing category.
Principle C: An R-expression is free.

Consequently, the pronominal him in sentence (1a) must refer to the alliga-
tor; should it refer to the elephant, Principle B would be violated. Similarly, the
anaphor himself of sentence (1b) has to refer to the elephant, otherwise Principle A
would not be satisfied. Children fail to reproduce this logic when interpreting sen-
tence (1a), despite their correct use of the same principles when producing similar
sentences or when interpreting sentence (1b).

A number of explanations can be advanced. For instance, children might not
have learnt the exact meaning of the personal pronouns yet: they could believe
that pronominals also have a reflexive meaning. Were this the case, however, one
would expect a production pattern that is as erroneous as the comprehension pat-
tern. Within the four types of explanations of child language phenomena men-
tioned in section 1, this explanation can be categorised as parameter setting: the
child has not yet acquired that the parameter “personal pronoun also has reflexive
meaning” must be set to NO. (As mentioned earlier, approximately one tenth of
the languages of the world has this parameter set to YES.)

The second of the four explanation types in section 1 would argue that children
do not have Principle B yet, which would exclude the reflexive interpretation of
sentence (1a). A sentence such as He looks like him seems to violate Principle B,
unless one realizes that the two pronouns must not be coindexed, and such appar-
ent violations of Principle B might delay its acquisition—unlike the acquisition of
Principle A, which is never violated even on the surface. A similar proposal has
been suggested by Chien and Wexler (1990). Yet, they remain faithful to Chom-
sky’s ideas, and argue (even experimentally) that Principle B is innate; what has
to be learnt is a slightly different “Principle P” (but with the same effect for our
purposes), which they expel to pragmatics.

Third, Hendriks and Spenader (2005/2006) argue that children lack a major

3An anaphor is a reflexive in Chomsky’s terminology, a pronominal is a personal pronoun, an R-
expression is an expression directly referring to an entity in the world. “Being free” is being unbound.
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component of the competence mechanism. In their analysis Hendriks and Spe-
nader reduce Principle B to Principle A combined with a bidirectional optimisa-
tion procedure in Optimality Theory. By taking the speaker’s perspective also into
account, the listener reasons as follows: “if the speaker meant a reflexive meaning,
she would have used a reflexive pronoun; hence, the fact that she used a personal
pronoun indicates that she meant a non-reflexive meaning”. What children are
short of, Hendriks and Spenader propose, is a Theory of Mind, that is, the ability
to take the speaker’s perspective while interpreting sentence (1a). In other words,
children miss the bidirectional optimisation mechanism, an important constituent
of the (adult) linguistic competence.

Finally, as an example for an explanation blaming performance, let us refer
to Reinhart (2004), who argued that children at this age have insufficient work-
ing memory to perform the high complexity mental computations required by a
sentence such as (1a), as opposed to the more easily computable sentence (1b).

The explanations to be advanced are somehow similar to Reinhart’s account in
that the emphasis is put on performance. But before presenting the new explana-
tions, we need to review quickly the Simulated Annealing for Optimality Theory
Algorithm (Bı́ró 2005a, 2005b, 2006).

3 Simulated annealing as performance

Both Smolensky and Legendre (2006) and Bı́ró (2006) view the Chomskyan dis-
tinction of linguistic competence and performance as the distinction between a
grammar and its implementation. Within the Optimality Theoretical camp, a gram-
mar is a harmony function H(w) over possible forms (candidates). The range of
this function is a totally ordered set, and the grammar defines a mapping from an
underlying representation U to the corresponding surface representation as

SR(U) = arg max w∈Gen(U )H(w) = arg min w∈Gen(U )E(w) (3)

Here Gen(U) is the set of candidates corresponding to the underlying form
U, generated by the Gen function. Instead of maximising the harmony function
H(w), one can also minimise its inverse, the energy E(w) (Bı́ró 2006). This
approach has the advantage that it directly reflects the standard idea: violation
marks (the famous stars in OT tableaux) are to be minimised.

The energy (harmony) function is composed of elementary functions Ci(w)
(called “constraints” for historical reasons). For instance, a (symbolic) Harmony
Grammar can be defined as the linear combination of those constraints:

E(w) = gn · Cn(w) + ... + gi · Ci(w) + ... + g0 · C0 (w) (4)

From now on, we shall use an exponential weight system with base q > 1, and
call the grammar thus defined a q-HG grammar:

E(w) = Cn(w) · qn + ... + Ci(w) · qi + ... + C1 (w) · q + C0 (w) (5)
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Optimality Theory (OT) differs from Harmony Grammar by requiring strict
domination (Prince and Smolensky 1993/2004, Smolensky and Legendre 2006,
Jäger and Rosenbach 2006): the effect of a higher ranked constraint cancels the
eventual (joint) effects of any lower ranked constraints. The order (comparison)
of H(w1 ) and H(w2 ) in (3) depends only on the highest ranked constraint such
that Ci(w1 ) 6= Ci(w2 ), and all lower ranked constraints do not influence the
comparison. After introducing the convention that constraints are indexed such
that i > j corresponds to Ci � Cj , strict domination can be realized by taking
the q → +∞ limit in eq. (5) (or by having q = ω where ω is the first transfinite
ordinal; cf. Bı́ró (2005a), as well as Bı́ró (2006) Chapter 3). In section 5 we shall
compare the behaviour of an OT grammar to the behaviour of the corresponding
q-HG grammars with different q values. “Corresponding” means that the same
constraints are employed, and if constraint Ci is ranked higher than Cj in the
OT grammar, then the weight of Ci is greater than the weight of Cj in the HG
grammar.

To summarise, the linguistic competence of a child or of an adult will be mod-
elled using an OT grammar or using a q-HG grammar. To mimic their linguistic
performance, we need an implementation of that grammar: an algorithm that com-
putes the SR(U) function as defined in eq. (3).

Simulated annealing, a variant of the hill climbing algorithm, has been em-
ployed for that purpose. Here I summarise the Simulated Annealing for Optimality
Theory Algorithm (SA-OT), as introduced in my earlier work, which is a symbolic
algorithm, unlike Smolensky’s similar but connectionist implementation.

First of all, a neighbourhood structure (or topology) has to be introduced on
the candidate set. It shall serve as the “horizontal” dimension of the landscape,
in which a random walk will be launched. The goal of the walk is to find the
(globally) optimal candidate, and to settle there. The output of the algorithm is
namely the final position of the walker. The rules of the random walk on the
candidate set are simple: in each iteration,

1. the walker randomly chooses a candidate w′ that is a neighbour of its current
position w,

2. and then the walker moves from w to w′ with a transition probability that
exclusively depends on the difference E(w′)−E(w) (the height of the step
to be taken), but not on w or w′.

In the case of a classical hill climbing algorithm, the transition probability is
1 if E(w′) − E(w) ≤ 0, and it is 0 if E(w′) − E(w) > 0. The walker always
steps downhill, and never uphill. Obviously, a local minimum will trap the ran-
dom walker. Similarly in (the current version of) simulated annealing, the random
walker unquestionably moves to w′ if it is a more harmonic candidate (that is, if
its harmony is higher / its energy is lower than the one of w). But there is also
a chance of moving to a less harmonic neighbour, at least in the initial phases of
the simulation, in order to improve the chance of escaping from undesirable local
optima and to settle finally on the globally optimal candidate.
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If the neighbourhood structure is the horizontal dimension and E(w) is the
vertical dimension of the landscape in which the random walker searches for the
deepest point, then simulated annealing can be visualised as follows: Initially,
the random walker is “full of energy”, and so it can move both uphill and down-
hill. The transition probability is (practically) 1, independently of the sign of
E(w′) − E(w) (first phase). Later on, in the second phase, the “lazy” random
walker will be less likely to take larger steps upwards: the transition probabilities
for the cases E(w′) − E(w) > 0 gradually decay, and this decay is faster for
larger E(w′)−E(w) values. Finally, in the last phase, the transition probabilities
become (practically) zero if E(w′) − E(w) > 0: the random walker is now so
“tired” that it will only move downhill, to the bottom of the current “valley”.

In the case of traditional simulated annealing, when the target function E(w)
is real-valued (such as in the case of a q-HG grammar), the transition probability
P is usually defined as

P (w → w′ | T ) =

{
1 ifE(w′) ≤ E(w)

e−
E(w′)−E(w)

T ifE(w′) > E(w)
(6)

where T > 0 is called the temperature (recalling the origins of the algorithm in
statistical physics); hence the name of the algorithm. As the algorithm is pro-
ceeding, T is gradually decreased, according to some cooling schedule. In the
first phase described above, T is much greater than the differences E(w′)−E(w)
for neighbouring w and w′ candidates. In the last phase, T is much less than the
same differences. Figure 1 summarises this (real-valued) simulated annealing al-
gorithm. The stopping condition can have the form T < Tmin, or may require that
the random walker has not moved for a given amount of iterations.

In the case of Optimality Theory, the target function E(w) is not real-valued.
Therefore, definition (6) has to be replaced by the following transition probabili-
ties, as argued by Bı́ró (2005a, 2005b, 2006):

P (w → w′ | T ) =


1 ifd ≤ 0, orifd > 0andk < K

e−d/t ifd > 0andk = K

0 ifd > 0andk > K

(7)

where the temperature has the form T = 〈K, t〉; moreover, Ck is the highest
ranked constraint by which w and w′ are assigned a different number of violation
marks; finally, d = Ck (w′)−Ck (w). The role of the difference E(w′)−E(w) is
taken over by the pair 〈k, d〉: a difference of d violation marks for constraint Ck .
Note that constraints ranked higher than Ck do not distinguish w and w′, whereas
constraints ranked lower than Ck are ignored, in consent with the philosophy of
strict domination. Figure 2 presents the Simulated Annealing for Optimality The-
ory Algorithm (SA-OT).

In SA-OT, the temperature T = 〈K, t〉 is decreased by two, embedded loops:
the outermost decreases K, whereas the inner loop decreases t. The index k of
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ALGORITHM: Simulated Annealing
Parameters: w_init # initial state (often randomly chosen)

T_max # initial temperature > 0
alpha(t) # cooling schedule

w := w_init ;
T := T_max ;
Repeat

Randomly select w’ from the set Neighbours(w);
Delta := E(w’) - E(w) ;
if ( Delta < 0 )

then w := w’ ; # always move to a better neighbour
else # move to w’ with transition probability P(Delta;T):

generate random r uniformly in range (0,1) ;
if ( r < exp(-Delta / T) )

then w := w’ ;
end-if

end-if
T := alpha(T) # decrease T according to cooling schedule

Until stopping condition = true
Return w # w is the approximation to the optimal solution

Figure 1: Minimising a real-valued energy function E(w) with simulated annealing.

a constraint is called its K-value; a higher ranked constraint must have a higher
K-value. As long as the first component K of the temperature is greater than the
K-value of the highest ranked constraint, the simulation is in its first phase, as
described above. The simulation enters its last phase when the component K of
the temperature becomes less than the K-value of the lowest ranked constraint. In
the middle phase, steps increasing the violation of higher ranked constraints are
prohibited, but steps increasing the violation of lower ranked ones are permitted;
the first component of T tells you where the border is actually between “higher
ranked” and “lower ranked” constraints.

The central question is the probability that the random walker settles in the
global optimum in the final phase. This probability is the precision of the algo-
rithm, that is, the likelihood that the implementation of the grammar returns the
grammatical form, as predicted by eq. (3). Otherwise, the random walker will
settle in some other local optimum, which is predicted to be a performance error
form. A basic fact concerning simulated annealing is that the higher the number
of iterations in the second phase, the closer to 1 the precision of the algorithm—at
least, in the case of a real valued target function.

In the case of SA-OT, however, it has been demonstrated that there are cer-
tain grammars (constraint rankings combined with neighbourhood structures) for
which the number of iterations in the second phase does not influence the preci-
sion. In the following sections, we shall analyse a model that is analogous to the
one presented in Chapter 6 of Bı́ró (2006). Another example is presented by Biró
(2007), who also introduces the following terms for the two kinds of unwanted out-
puts: fast speech forms are local optima that are returned less frequently with more
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ALGORITHM: Simulated Annealing for Optimality Theory
Parameters: w_init, K_max, K_min, K_step, t_max, t_min, t_step
w := w_init ;
for K = K_max to K_min step K_step

for t = t_max to t_min step t_step
Randomly select w’ from the set Neighbours(w) ;
C := highest ranked constraint s.t. C(w) != C(w’) ;
k(C) := K-value of constraint C ;
d := C(w’) - C(w) ;
if ( d < 0 )

then w := w’ ; # move to better neighbour
else w := w’ with probability

P(C,d ; K,t) = 1 , if k(C) < K
= exp(-d/t) , if k(C) = K
= 0 , if k(C) > K ;

end-if
end-for

end-for
return w

Figure 2: The Simulated Annealing for Optimality Theory Algorithm (SA-OT).

iterations, whereas irregular forms persist even at a high number of iterations. In
other words, if SA-OT is slowed down (the number of iterations is increased), then
fast speech forms disappear, and the performance of the algorithm converges to a
distribution between the grammatical form(s) and the irregular form(s).

After having introduced how OT grammars and q-HG grammars can be imple-
mented using simulated annealing, we now return to pronoun resolution.

4 An SA-OT model for pronoun resolution

Next, we introduce an OT-style grammar for pronoun resolution. Unlike in a the-
oretical linguistics paper, we shall not elaborate in length on the different compo-
nents of this model. Some of the choices are straightforward, and others will be
justified by the success of the model in section 5. The violation levels in the cells
of tableau (1) are crucial, while the exact formulation of the constraints can be
debated on theoretical ground. Here I focus on creating a model whose behaviour
is analogous to the one in Chapter 6 of Bı́ró (2006) on voice assimilation.

During the task of sentence interpretation, the input is a sentence and the can-
didates are possible interpretations of that sentence. Specifically, if the input is
sentence (1a), “the elephant is hitting him”, and the question is what the pronoun
him refers to, then the possible candidates include the alligator, the elephant, both
of them, none of them, or even some third or fourth referent. In short, we shall say
that a candidate is a reference set, and a reference set is a subset of the set of the
entities in the world {a, e, x, y, z, ...}. Here, a is a shorthand for the alligator and
e stands for the elephant.

We shall discuss two separate models. In the first one, only a and e are consid-
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Search spaces (neighbourhood structures, topologies):
Figure 3: (Left) Candidate set 1 without insertion of elements not present in the context.

Figure 4: (Right) Candidate set 2 with insertion of additional elements.

ered, whereas the second one also allows the insertion of other entities (not present
in the immediate context) into the reference set. Hence, the candidate set of the
first model contains the following four candidates: the empty set ∅, the set {a},
the set {e} and the set {a, e}. We shall refer to these simply as 0, a, e and ea.
Besides them, the candidate set of the second model also contains the union of the
previous sets with the subsets of {x, y, z, ...}. Then, e+1 will denote the set that
contains the elephant e and some third entity of the world; candidate ea+2 is a set
that contains not only the elephant and the alligator but also two further referents;
and candidate 0+k contains k entities (but not the elephant or the alligator).

Having defined the candidate set(s), we next have to define a neighbourhood
structure (topology) on it. We shall say that candidate w′ is a neighbour of can-
didate w, if and only if w′ can be constructed by removing exactly one element
from w or by adding exactly one new element to w. Figures 3 and 4 illustrate the
neighbourhood structure of the first and of the second model, respectively. (The
arrows point to the more harmonic candidates, as defined by hierarchy (8) below.)
Moreover, neighbours have equal chance to be chosen before each step.

Third, let us introduce the following constraints:

PROKNOWN: Reference set must include object from context.
AGRNUMBER: reference set cardinality must be 1.
NO3RD: number of inserted elements.
PRINCIPLEB: elephant not in reference set.

Constraint PROKNOWN (or PRO) requires that the candidate (the reference set)
contain at least one element of the context (the elephant or the alligator), possibly
beside other entities. You do not use a pronoun, if you refer exclusively to entities
not yet present in the context or in the discourse, do you? Thus, candidates 0 and
0+k (for any k > 0) violate this constraint, and all other candidates satisfy it.
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PRO AGRNUMBER NO3RD PRINCIPLEB
0 1 1 0 0

∼ e 0 0 0 1
ea 0 1 0 1

+ a 0 0 0 0
0 +1 1 0 1 0
e +1 0 1 1 1
ea +1 0 1 1 1
a +1 0 1 1 0
...
0 +k 1 1 k 0
e +k 0 1 k 1
ea +k 0 1 k 1
a +k 0 1 k 0
...

Table 1: OT tableau corresponding to hierarchy (8).

The second constraint, AGRNUMBER is the traditional agreement requirement
for grammatical number. As the pronoun him is singular, only the candidates repre-
senting a singleton (a, e and 0+1) satisfy this constraint. These first two constraints
are highly influential in languages, and so we expect them to be ranked high.

Constraint PRINCIPLEB is an OT-version of Chomsky’s Principle: it simply
prohibits an interpretation such that the pronoun in the object position is coindexed
with the subject. For our purposes, a candidate violates this constraint if and only
if the reference set contains e (candidates e, ea, as well as e+k and ea+k).

These three constraints are binary: if candidate w satisfies constraint Ci , then
Ci(w) = 0, whereas violation means that Ci(w) = 1.

Constraint NO3RD is not binary. In order to discourage insertion of additional
elements in the second model, it assigns one violation mark to each referent not in
the context. CNo3rd(w) is the cardinality of the set w \ {a, e}. Such a constraint
is necessary, because without it the model could not make a difference between
neighbouring candidates that differ only in the amount of inserted elements.

The last ingredient to an OT grammar is the constraint hierarchy. The following
ranking is the one that yields the expected results in the next section:

PRO � AGRNUMBER � NO3RD � PRINCIPLEB (8)

In the resulting tableau 1, the hand symbol + points to the globally opti-
mal candidate, whereas ∼ (recalling the symbol usually used to denote variation)
stands next to further local optima. (The tableau does not reveal whether they are
fast speech forms or irregular forms.) One can simply test that candidate e is more
harmonic than its neighbours, 0, ea and e+1; and in general, that the arrows on
Figures 3 and 4 point to the more harmonic candidates.
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5 Running the simulation

In the previous section, we have introduced a model in which the grammatical form
{a} is the globally optimal candidate, and there is another local optimum: {e}. We
shall now run the performance algorithms so that we can observe which conditions
will return the global optimum only (corresponding to adult performance), and
which conditions also return the second local optimum (corresponding to child
performance).

For the OT grammar defined by hierarchy (8), we employed the SA-OT Algo-
rithm on Fig. 2. The four candidates of the first model (Fig. 3) became the initial
point of the random walk with equal frequency. The standard values Kstep = 1,
tmax = 3 and tmin = 0 were used as further parameters of the algorithm. Instead
of employing some very small Kmin, we stopped the algorithm as soon as it had
not moved for 50 iterations (corresponding to a vanishing probability of stopping
the algorithm while it has not reached a local optimum yet). Two further parame-
ters, Kmax and tstep, remain to be set: we shall play with them, besides comparing
the two candidate sets and comparing OT grammars to q-HG grammars.

Conform to hierarchy (8), we have assigned the K-value of 3 to the highest
ranked constraint PROKNOWN, 2 to AGRNUMBER, 1 to NO3RD, and finally 0
to PRINCIPLEB. The same values will be used as the indices (exponents) i of
the constraints in the q-HG grammar (5), and consequently real-valued simulated
annealing (Fig. 1) can implement q-HG grammars.

In order to be able to compare OT grammars to q-HG grammars, we need
comparable cooling schedules. As explained earlier, a cooling schedule can be
divided into three phases: the second one begins when the transition probability
to some neighbours is not (practically) 1 anymore, whereas the third phase begins
when moving to any less harmonic neighbour becomes (practically) impossible.
Two cooling schedules are comparable if both their first and their second phases
include a comparable number of iterations. (The length of the third phase only
depends on the time to reach to bottom of a valley.) In order to operationalise
this idea, we define the phases of the cooling schedule as follows: the transition
probability from w to w′ is 1/e at the end of the first (second) phase, if w and
w′ only differ in that w′ incurs one more violation of the highest (lowest) ranked
constraint than w does.

Let us suppose that w′ is worse than w for constraint Ci by one violation
(Ci(w′) = Ci(w)+1), but otherwise they are the same (Cj (w′) = Cj (w) for j 6=
i). Then the transition probability (6) in q-HG will be 1/e if T = qi . Similarly, in
SA-OT, with transition probabilities (7), the same condition requires temperature
T to be 〈i, 1〉.

Next, let us denote the K-value of the highest ranked constraint (PROKNOWN
in our case) with κ (presently κ = 3). The K-value of the lowest ranked constraint
is standardly 0, and Kstep = 1. Consequently, the first phase of SA-OT involves
φ1 = (Kmax − κ) · tmax−tmin

tstep
+ tmax−1

tstep
iterations, whereas the second phase

φ2 = κ · tmax−tmin
tstep

iterations.
For a q-HG grammar, large differences in E(w) necessitate temperature to de-
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q precision
OT 0.503 ± 0.004
30 0.498 ± 0.003
20 0.499 ± 0.005
10 0.506 ± 0.007

5 0.515 ± 0.005
3 0.554 ± 0.005

2.5 0.583 ± 0.004
2.0 0.632 ± 0.006
1.8 0.669 ± 0.004
1.7 0.690 ± 0.003
1.6 0.715 ± 0.003
1.5 0.755 ± 0.003

q precision
1.40 0.794 ± 0.002
1.30 0.844 ± 0.003
1.20 0.910 ± 0.004
1.15 0.948 ± 0.002
1.10 0.978 ± 0.001
1.08 0.988 ± 0.001
1.06 0.994 ± 0.001
1.05 0.9964 ± 0.0007
1.04 0.9978 ± 0.0005
1.03 0.9991 ± 0.0001
1.02 0.9998 ± 0.0001
1.01 0.99992± 0.00008

Table 2: Precision of different types of grammar (candidate set 1, Kmax = 5, tstep = 0.1).

cay exponentially. Let r denote the ratio by which T is decreased in each iteration:
α(T ) = r · T in Fig. 1. At the end of the first phase, T = qκ; at the end of the
second one, T = q0 = 1. For the second phase to have φ2 iterations, r must be

r = q
−κ
φ2 = q

−tstep
tmax−tmin (9)

Moreover, in order to have φ1 iterations in the first phase, the initial value of
the temperature in the q-HG simulated annealing should be

Tmax = qκ · r−φ1 = q
Kmax+ tmax−1

tmax−tmin (10)

Below we only mention the parameters of the OT implementation. The cooling
schedule for q-HG grammars is matched according to these last two equations.

Finally, we have everything in place to run performance model experiments.
For each parameter combination, we report the mean ± standard deviation of the
precision (the relative frequency of returning the grammatical {a}), as measured
on five samples of 10 000 outputs each.

The first experiment (Table 2) compares the OT grammar to q-HG grammars
with various q values, using the first candidate set (Fig. 3) and Kmax = 5. The
behaviour of the OT grammar is surprising at first glance: each of the two local
optima is returned in half of the cases, and this behaviour does not even depend
on the number of iterations. The reason is that even though they are not equally
deep valleys, escaping them has always the same probability; thus, they behave
symmetrically, as explained in sections 2.3 and 6.4 of Bı́ró (2006).

Unlike OT grammars, q-HG grammars are traditional, real-valued optimisation
problems. Further experiments confirm that their precision converges to 1, as the
number of iterations grows infinite (as tstep diminishes). Table 2 indicates a less
obvious fact: employing the same tstep value but diminishing q also increases the
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Kmax precision
4 0.577 ± 0.004
5 0.599 ± 0.006
6 0.617 ± 0.006
8 0.654 ± 0.006

10 0.671 ± 0.004
20 0.748 ± 0.003
30 0.788 ± 0.004

Kmax precision
50 0.835 ± 0.003

100 0.881 ± 0.003
200 0.913 ± 0.003
300 0.930 ± 0.004
500 0.944 ± 0.002

1000 0.962 ± 0.001
2000 0.972 ± 0.002

Table 3: Precision of the OT grammar, while tuning Kmax (candidate set 2, tstep = 0.1).

q precision
OT 0.598 ± 0.005
30 0.594 ± 0.004
20 0.599 ± 0.005
10 0.589 ± 0.004

5 0.589 ± 0.001
3 0.594 ± 0.004

2.5 0.608 ± 0.002
2.0 0.630 ± 0.002

q precision
1.80 0.660 ± 0.008
1.70 0.673 ± 0.004
1.60 0.698 ± 0.004
1.50 0.725 ± 0.002
1.40 0.759 ± 0.005
1.30 0.808 ± 0.005
1.20 0.875 ± 0.002
1.15 0.907 ± 0.003

q precision
1.10 0.948 ± 0.002
1.08 0.964 ± 0.002
1.06 0.979 ± 0.002
1.05 0.9841 ± 0.0011
1.04 0.9894 ± 0.0012
1.03 0.9922 ± 0.0012
1.02 0.9966 ± 0.0006
1.01 0.9983 ± 0.0004

Table 4: Precision of different types of grammar (candidate set 2, Kmax = 5, tstep = 0.1).

precision. Put differently, a higher q corresponds to a “stricter domination”, and
so increasing q causes the q-HG grammar to behave more like an OT grammar.

In the next experiment, we switch to the second candidate set (Fig. 4) with
the OT grammar. Fixing tstep = 0.1, we increase the initial temperature (that is,
Kmax). Table 3 repeats the results obtained (and discussed in length) in section
6.5 of Bı́ró (2006): the longer the first phase of the cooling schedule, the higher the
precision. The explanation is that among the candidates with k > 1 extra referents,
the arrows on Fig. 4 bring you to a+k, whereas from a+k you end up in the global
optimum a. A longer first phase allows the random walker to get farther away from
the centre of the search space; subsequently, in the third phase, it has more chance
to be trapped by a+k and thus not end up in the performance error form e.

The second candidate set yields a behaviour of SA-OT that is very different
from the one observed with the first candidate set. Seemingly, including (infinitely
many) candidates that never appear on the scene (for no constraint ranking) is
totally superfluous. And yet, they crucially influence the behaviour of the system.
The phenomenon has been, therefore, called the Godot-effect.

The last experiment concerns the role of q with the second candidate set. Table
4 presents again the case Kmax = 5 and tstep = 0.1. And again, a very small
q value corresponds to (almost) faultless performance, whereas q-HG grammars
with high q values behave like the OT grammar.

To sum up, we have seen a number of performance models that display a be-
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haviour similar to those of the children with certain parameter values, and similar
to those of adults (also prone to some errors) with different parameter values—as
far as the interpretation of sentence (1a) is concerned.

Interpreting sentence (1b) needs a new constraint. Either we call it PRINCI-
PLEA, or we simply refer to the “meaning” of the reflexives, it will disfavour
candidates not containing the elephant. Intuition tells that this constraint is ranked
high, and therefore there is no local optimum next to the global one. Consequently,
the model correctly predicts no performance errors at all.

Finally, in a production task, inputs and outputs are reversed. Candidates are,
among others, the forms him, himself, them and themselves. A natural way to
define the topology is to say that two neighbours differ only in a single feature,
such as [number] or [reflexive suffix]. The reference set being given as the input,
the highest ranked constraint PROKNOWN in hierarchy (8) is satisfied or violated
independently of the choice of the candidates. Yet, the second highest ranked
constraint is AGRNUMBER, which correlates with one of the features defining the
topology. Consequently, there will be no local optimum if an OT grammar is
applied to the candidate set formed by the four words just mentioned, and hence
children are again predicted to display adult-like high performance.

6 Discussion and conclusion

OT grammars and q-HG grammars are related, though “philosophically” different
grammar architectures. Since the early nineties, such grammars have been con-
structed for a number of linguistic phenomena, such as for the pronoun resolution
task discussed in the present paper. The OT grammar expressed by hierarchy (8),
as well as the corresponding q-HG grammars, correctly predict that the pronoun
him in the sentence (1a) The elephant is hitting him must be resolved as referring
to the alligator. Hence, hierarchy (8) is a correct model of linguistic competence.

What has received much less attention is the modelling of linguistic perfor-
mance. In this paper we have shown how simulated annealing can implement both
OT grammars and q-HG grammars in a comparable way. An important observa-
tion has been that with growing q the behaviour of q-HG grammars converge to
the behaviour of OT grammars. Not surprisingly, since growing q also means that
q-HG grammars get closer to the “strict domination” ideal of OT.

How do we explain then the performance errors made by children in pronoun
resolution? One explanation is provided by the SA-OT Godot-effect: considering
only the two entities in the context, the elephant and the alligator, necessarily leads
to 50% error rate. It might be due to the general development of social cognition
skills that the child learns to also include additional entities. Even though including
them seems to be waste of resources, the performance nevertheless increases.

A second possible explanation blames computational power. Table 3 suggests
that high precision requires a high Kmax value (hence, more computing time),
which younger children may not afford yet. This approach is supported by the ex-
periments of van Rij et al. (2009): slowing down speech rate has a beneficial effect
on pronoun comprehension, but only for children showing a delay of Principle B.
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A third explanation is based on Tables 2 and 4. In phonology, quick com-
putations are needed (since many such decisions must be made within a single
sentence), and so OT grammars (or q-HG grammars with large q) are used. (Their
implementations, namely, run much faster.) Yet, syntactic and pragmatic phe-
nomena can be calculated using slower and more precise algorithms: using q-HG
grammars with small q. Maybe maturation means then that the child learns that
for certain tasks it is better to give up strict domination and to utilise a smaller q.
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Biró, Tamás (2007), The benefits of errors: Learning an OT grammar with a struc-
tured candidate set, Proc. Workshop on Cognitive Aspects of Computational
Language Acquisition, ACL, Prague, pp. 81–88.

Chien, Yu-Chin and Kenneth Wexler (1990), Children’s knowledge of locality con-
ditions in binding as evidence for the modularity of syntax and pragmatics,
Language Acquisition 1, pp. 225–295.

Chomsky, Noam (1981), Lectures on Government and Binding, Foris.
Hendriks, Petra and Jennifer Spenader (2005/2006), When production precedes

comprehension: An optimization approach to the acquisition of pronouns,
Language Acquisition 13, pp. 319–348.
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Annotation of Events and Temporal Expressions in French Texts
SA-OT accounts for pronoun resolution in child language

André Bittar
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Abstract

An important part of natural language text comprehension is the understanding of tempo-
ral information. TimeML is a specification language designed for the markup of temporal
information in natural language texts, with an original focus on the processing of English
texts.
This article details a pipeline of automatic annotation modules developed for the annotation
of temporal information in French texts. We present the results of a preliminary evaluation
which yields results comparable to existing systems for English and French. The develop-
ment of these modules is part of a broader project for the creation of a set of resources for
the temporal annotation of French texts according to the TimeML standard.

1 Introduction

The importance of temporal information in natural language texts has received
increasing attention in computational linguistics research over the past few years
(Mani et al. 2005). Indeed, temporal structure is an essential component of a
narrative; events which are described are situated with respect to one another and
their participants may evolve over time. Newspaper articles, for example, describe
the world around us, mentioning events and states of affairs along with the people
involved in them. Furthermore, the order in which events are mentioned in a text
does not necessarily represent the chronological order in which they occur. An
article will usually mention the most important events first, for example, then
continue with descriptions of less important ones which occurred before them.
Thus, temporal structure is apparent not only within the bounds of the sentence,
but on the level of discourse. This represents a particular challenge for automatic
processing as determining the chronological order of events requires analysis
of many global factors, including the temporal localization of other events.
Furthermore, it is often necessary to use information on many different levels of
analysis: morphology, syntax, semantics and pragmatics. Grasping the temporal
structure of a narrative is necessary in order to understand a text completely, but
is far from being a trivial task.

In the late 1990s, the MUC (Grishman and Sundheim 1996) and, later, ACE
(Doddington et al. 2004) information extraction campaigns included a task
centered around the recognition and extraction of events. The events in question
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belonged to a predetermined set of domain-specific relations, such as rocket
launchings or company mergers. The temporal coordinates of each event, such as
the time and date of occurrence, were to be recorded. These information extraction
tasks focused solely on a given domain and the processing of unstructured text
was not envisaged in the framework of MUC or ACE.
More recently, the TimeML project (see http://www.timeml.org) has broached
the subject of domain-independent processing of temporal information in texts.
The TimeML annotation language (Pustejovsky et al. 2003) was developed to
render explicit the information concerning events, temporal expressions and the
relations which exist between them. A number of resources have been developed
for the annotation of English texts and work has also been carried out on other
languages, such as Italian, Korean and Chinese. Efforts have been made for
the development of resources to process French texts according to the TimeML
schema (Bittar 2008, Parent et al. 2008), although they remain scattered. This
article details the ongoing development of a coherent set of resources for the
annotation of French texts.
Section 2 presents TimeML in further detail, section 3 describes existing resources
for French. Section 4 presents modules we are developing for the automatic
processing of French texts, namely for the annotation of temporal expressions and
the detection and classification of events. The results of a preliminary evaluation
are also presented. Section 3 briefly describes other resources under development
- an annotation guide and a reference corpus.

2 TimeML

TimeML (Pustejovsky et al. 2003) is a specification language for the annotation
and normalization of temporal information in natural language texts. It was princi-
pally developed in view of the amelioration of question answering systems, allow-
ing them to process questions of a temporal nature concerning mentioned entities
and events. The annotation scheme allows for the following functionalities: the
annotation of events, the tagging of temporal expressions and the normalization
of their values, as well as the annotation of temporal, aspectual and subordinating
relations which may exist among them. The linguistic markers of these relations
can also be marked up.
TimeML adopts a broad conception of events, including the traditional con-
ception of events and certain states, corresponding to the notion of eventuality
(Bach 1986). These are marked up with the <EVENT> tag. This tag allows for
the classification of an annotated event according to a predefined ontology. The
TimeML event ontology is made up of 7 different classes: ASPECTUAL (verbs such
as start, continue, finish...), I ACTION (deny, allow, hinder...), I STATE (want, be-
lieve, like...), PERCEPTION (hear, see, watch...), REPORTING (say, quote, state...),
STATE (to be + ADJ) and OCCURRENCE (the events which do not belong to any of
the other classes). The <EVENT> tag contains attributes to capture grammatical in-
formation such as part of speech, verb tense and mood, the presence of a negation,
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as well as the aspectual properties of a given event.
Markable events can be of several different grammatical categories - verbs, such
as run, develop or orchestrate; deverbal nouns, such as development or orchestra-
tion; non-deverbal event nouns, like war and funeral; adjectives or prepositional
phrases introduced as complement of a copula verb, which typically denote states.
The annotation guidelines specify that it is the lexical head of an event-denoting
constituent that is to be marked up with this tag. In the examples in 1 below, the
lexical item to annotate with the event tag is underlined.

(1)a. John has eaten four kilos of spaghetti.
b. The slow development of Internet technology in New Zealand is frustrat-

ing.
c. Physicist Stephen Hawking was very ill in hospital last night.

Temporal expressions are marked up with the <TIMEX3> tag. Four main
types of temporal expressions can be annotated: dates (type DATE, 15 January,
23.02.2008), times (type TIME, 2 o’clock, 15h20), durations (type DURATION, 5
days, two years) and sets (type SET, every day, each year). TimeML also provides
for reasoning with underspecified deictic temporal expressions such as next Mon-
day and last year, whose values are resolved with respect to a temporal reference
point, for example the publication date of the document.
Events and temporal expressions are related to each other by three types of
link tags: temporal links (TLINK), aspectual links (ALINK) and subordinating
links (SLINK). The first captures temporal relations, such as precedence, simul-
taneity or inclusion, between two entities (EVENT-EVENT, TIMEX3-TIMEX3, or
EVENT-TIMEX3). The second captures the phases in the unfolding of an event, for
example the beginning, the middle or the end. The third is essential for reasoning
which depends on the truth conditions or the certainty of event denoting proposi-
tions, such as in the case of certain modal verbs, for example. Functional words
which explicitly mark one of these relations are annotated with the SIGNAL tag.
These are most often prepositions like before, after or during.
A set of resources, including automatic and manual annotation tools and several
reference corpora, available on the project website, have been developed around
the TimeML language. Evita (Saurı́ et al. 2005) is an application for automatically
recognizing and annotating events in texts, based primarily on symbolic methods
and linguistic data, although with some integration of statistical data. Evita takes as
input a text which has undergone part-of-speech tagging, morphological analysis
and chunking. The authors report precision of 74.03% and recall of 87.31% for an
overall F-score of 80.12% for the task of event identification across all the relevant
grammatical categories. These results are comparable to the inter-annotator agree-
ment scores given by the authors for this task: 64% for identification of nominal
events and 80% for event verbs. The GUTime application (Mani and Wilson 2000)
annotates temporal expressions according to the TimeML schema and normalizes
their values. The system achieves F-scores of 85% and 82% for identification
and normalization of temporal expressions, respectively. Three separate modules
Slinket, GutenLink and S2T identifiy and annotate subordinating and temporal re-
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lations. Information on these modules is available on the TimeML website.
Three different hand-annotated corpora have been produced for English: Time-
Bank 1.1, TimeBank 1.2 and the Aquaint TimeML corpus. Figures for these cor-
pora are presented in Table 1.

TimeBank 1.1 TimeBank 1.2 Aquaint TimeML Combined corpora
Tokens 64 887 61 000 31 000 156 887
TIMEX3 1263 1414 605 3282
EVENT 3171 7935 4432 15 538
SIGNAL 1497 688 268 2453
ALINK 294 265 365 924
SLINK 2743 2932 3932 9607
TLINK 5957 6418 5365 17 740

Table 1: Figures for TimeML annotated corpora for English

Over recent years, TimeML has been adopted by the International Organization
for Standardization and efforts are under way to provide an ISO standard for the
annotation of temporal information, called ISO-TimeML. Annotation guidelines
have been written for various languages to deal with language-specific phenomena.
At present, the languages other than English which have received attention are
Italian, Korean and Chinese (ISO 2008).

3 Existing Resources for French

Resources for the annotation of French texts in TimeML are relatively few and
far between. Although some efforts have been made, the resulting work remains
scattered. (Muller and Tannier 2004, Muller and Reymonet 2005) focus on the an-
notation of temporal relations between events, proposing algorithms and a method-
ology for evaluation.
As far as annotation systems are concerned, (Parent et al. 2008) provide the de-
scription and evaluation of a system for the TimeML annotation of events and
temporal expressions in French texts. The processing of temporal expressions is
carried out on a text having undergone a part-of-speech tagging, morphological
analysis and shallow syntactic analysis. The system functions by application of
a cascade of 90 rules applied over 20 levels. The syntactic information is only
used when calculating the value of ambiguous expressions (for example 14 heures
- meaning either 2 p.m. or 14 hours), or if the context is required for interpretation.
Little detail is given as to how the normalization process is carried out.
Contrary to the Evita system developed for English, the event detection module re-
lies on a full dependency parse as input for the event recognition task. The authors
claim an advantage over chunker-based approaches with respect to the annotation
of markable adjectives due to the fact that the dependency relation between copula
verb and predicative adjective is provided by the parsing.
The authors provide evaluation results according to grammatical category over a
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development corpus, made up of 35 biographical texts and 22 sports articles, and
an evaluation (“unseen”) corpus, consisting of an unspecified number of news ar-
ticles from the website of the École Polytechnique de Montréal. Figures for the
two corpora, in Table 1, show that they are much smaller than those available for
English. The evaluation results, by grammatical category and global figures, are
given in Table 3.

Development corpus Evaluation corpus
Documents 35 Unspecified
Sentences 400 90
Words 9 234 2 673
EVENT 840 210
TIMEX3 419 87
SIGNAL 210 47

Table 2: Figures for corpora used

Development corpus Evaluation corpus
Category Precision Recall F-score Precision Recall F-score
Noun 61.5 40.0 48.4 54.7 53.7 54.2
Verb 94.1 97.3 95.7 65.6 90.9 76.2
Adjective 66.7 77.8 71.8 N/A N/A N/A
Global 86.8 80.6 83.5 62.5 77.7 69.3

Table 3: Evaluation results according to corpora

The system performs best on the annotation of event verbs and encounters the
most difficulties in the annotation of event nominals, for which the TimeML anno-
tation guidelines are fairly minimal. Adjectives are relatively well processed over
the development corpus, but no adjectives were annotated by the human annotator
in the evaluation corpus, so no results were calculated.
As for the recognition and annotation of temporal expressions, this application
achieves a precision of 83% and a recall of 79% for an F-score of 81% over an
evaluation corpus containing 544 human-annotated temporal expressions and an
F-score of 50% for the normalization of values. These figures are comparable to
those cited for the GUTime application for English (see section 2).

4 Annotation Modules

In this section, we describe an annotation system, similar to that of (Parent
et al. 2008) described above, although based on a rich cascade of finite state trans-
ducers and the output of an “augmented” chunker (a shallow syntactic analysis)
as opposed to a full dependency parse. The system is made up principally of two
modules, the first tagging temporal expressions (section 4.1), the second identify-
ing and annotating event expressions (section 4.2).
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4.1 Temporal Expression Tagger

This module carries out the tagging and normalization of temporal expressions,
with the <TIMEX3> tag and certain relation markers with the <SIGNAL> tag.
<SIGNAL>s marked up with this module are those which introduce a temporal
expression, such as pendant deux semaines (for two weeks) or après lundi (after
Monday). The module is based on the Time-French package of graphs for match-
ing temporal expressions in French, developed with the Unitex1 corpus processor
by Maurice Gross (Gross 2002). The graphs in this large-coverage grammar rec-
ognize patterns of dates, times, duration and frequency. However, they do not
output the type of the recognized expressions nor the other information required
by TimeML. The graphs had to be completely reorganized in order to represent
the temporal expressions recognized within the TimeML schema. For example,
the graphs of Time-French did not represent the same classification as TimeML.
For example expressions of duration were sometimes matched by the same graph
as times. The graphs therefore had to be separated into sets corresponding to
the types of temporal expressions recognized by TimeML. Moreover, numerous
temporal expressions, such as à l’heure convenue (at the agreed time), en toute
éventualité (in any eventuality) and l’ère paléozoı̈que (the Paleozoic era) were re-
moved as they do not fit within the framework of calculable expressions targeted
by TimeML. The appropriately typed <TIMEX3> and <SIGNAL> tags were added
to the graphs. This equates to turning finite state automata into transducers.
A graph matching expressions not to be marked up was also created. This
graph tagged with the label <GARBAGE> expressions such as phone numbers
(06.33.08.12.74), which could otherwise match numerical dates. The ambiguous
word été (been/summer), when preceded by an adverb or the auxiliary verb avoir
is tagged as <GARBAGE>, as it has its verb rather than noun reading in this context.
Age expressions such as âgée? (de|d’) NUM ans?, l’âge (de|d’) NUM ans? and
NUM ans? d’âge, where NUM represents an alphabetical or numerical number
expression, were also tagged in this way in order to avoid tagging them as dura-
tion expressions. Other expressions tagged as <GARBAGE> include the common
expression les 35 heures (the French 35 hour week), geographical references con-
taining the word Midi (the south of France or midday), such as Midi-Pyrénées and
Midi-Atlantique, and names of streets containing a date, such as la place du 13
Mai, etc. Annotations on expressions tagged as <GARBAGE> in the text are subse-
quently removed by the script which performs the normalization of values.
The transducers are applied to raw text to output a text marked up with the
<TIMEX3> tag. The normalization script, written in Perl, calculates the stan-
dard values of temporal expressions, including underspecified deictic expressions.
The reference date from which to calculate these values is able to be entered
by the user. The script consists of a set of substitution functions for each type
of temporal expression tagged by the transducers. Each function converts the
content of the expression into a TimeML standard value and inserts it in the

1Unitex is a graphical corpus processing program, available for download under GNU General Public
Licence at http://www-igm.univ-mlv.fr/̃ unitex/
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value attribute of each <TIMEX3> tag. This package is available for download
at http://www.linguist.univ-paris-diderot.fr/̃ abittar.
This approach differs from that of (Parent et al. 2008) in that it relies solely on
lexical processing. Evaluation results, presented below, indicate that lexical pro-
cessing yielded similar, and in some cases better, results to the approach based on
more complex computation.

Evaluation of the temporal expression tagger was carried out on a subset of
the corpus used to evaluate the similar module described in section 32. Our cor-
pus includes all documents used in the training and test sets described by (Parent
et al. 2008), adapted from the one used in (Baldwin 2002). It consists of 45
news articles from the Agence France Press, with a total of 592 human-annotated
<TIMEX3> tags. These texts were not used in development and thus contain com-
pletely “unseen” material. Figures for the evaluation are given in Table 4 . The col-
umn labeled “Loose match” represents the number of approximate matches which
cover an incomplete span of the expression, for example un mois (one month) in-
stead of un mois et demi (a month and a half ) or vingt-quatre heures (twenty-four
hours) instead of les dernières vingt-quatre heures (the past twenty-four hours).
The column “Strict match” is for exact matches on the span of the expression. The
“Correct value” column represents the correctly normalized values for the tempo-
ral expressions detected, calculated over the strict matches.

Human Found Loose match Strict match Correct value
Number 592 575 508 484 317
Precision - - 85.8 84.2 55.0
Recall - - 88.4 81.8 44.9
F-score - - 87.1 83.0 49.4

Table 4: Evalutation results for the temporal expression tagger

The evaluation of our module indicates a performance much in line with that
of the system described in (Parent et al. 2008). Performance is slightly lower on
loose matches (F-score 87.1 versus 91.0), but we achieve better results on strict
matches (F-score 83.0 versus 81.0). This could be explained by the fact that we
did not develop our grammar on the same type of source text, but shows that the
grammar has a good coverage of the variants of each type of expression.
Sources of noise include age values tagged as durations (2a) (11 errors) and nu-
merical values taken to be years (2b) (8 errors), while silence occurs mostly on
coordinated date expressions or sequences (2c) (11 errors) or expressions taking a
“vague” normalized value (2d) and (2e) (15 errors).

(2)a. M. Dupont, 58 ans
Mr. Dupont, 58 years old

2We have not evaluated annotation of the SIGNAL tag as this was not carried out for the module with
which we compare our results.
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b. L’astéroı̈de 2001 UU92
Asteroid 2001 UU92

c. Les 4, 5 et 6 février.
The 4th, 5th and 6th of February.

d. Dans le passé
In the past

e. À l’avenir
In the future

Results for the normalization of values for temporal expressions are practically
identical to the other system for French. A large part of the errors produced by our
system (97 out of 167) are due to the fact that our normalization script does not yet
fully deal with underspecified weekday expressions, such as jeudi soir (Thursday
evening). In the hand-annotated corpus these expressions are fully resolved, with
year, month and day values specified, e.g. 2002-01-15TEV, whereas we provide
a correct, but not completely resolved value, which specifies the day of the week,
e.g. 2002-WXX-4TEV. Excluding this difference in processing boosts precision to
73.6 and recall to 60.1 (F-score 66.85) for the normalization of values. We are
currently working on fully normalizing these values.
Another type of error (7 errors) occurs in incorrectly resolved year values for
month expressions such as novembre (November), which resolve to the year of
the article’s publication date instead of the preceding or following year. For exam-
ple, in (3a), the month décembre refers to the month of December in the past, this
being indicated by the past tense of the verb. As grammatical tense information
is not available to the normalization script, this fact is not taken into account. 12
errors come from the fact that the normalization script does not yet deal with refer-
ences to parts of the business year, such as in (3b). A further 22 errors occurred for
expressions with a “vague” reference, such as aujourd’hui (today) in (3c), which
refers to the present day in general rather than the specific day’s date. Our system
resolves these with specific date values, rather than using the values PAST REF for
vague references to the past, PRESENT REF (for vague references to the present) or
FUTURE REF (for vague references to the future). Thus, aujourd’hui is normalized
to the specific value 2002-03-21 (the date of publication of the article) instead of
PRESENT REF.

(3)a. Le site a dégagé un réel bénéfice en décembre.
The site made a real profit in December.

b. Le chiffre d’affaires a augmenté de 8% au deuxième semestre 2002.
Turnover increased by 8% in the second semester of 2002.

c. Aujourd’hui, un tiers des ventes s’effectue sur Internet.
Today, a third of sales are made over the Internet.

The expression le 11 septembre (September 11 - i.e. 2001) has 4 occurrences
which are incorrectly resolved to the year of the publication date of the article.
Correctly resolving these expressions would rely on contextual cues such as the
head noun in les attentats du 11 septembre (the September 11th attacks).
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Although these last two types of errors are not very frequent, they do show the
possible benefits of a broader contextual analysis for the processing of temporal
expressions.

4.2 Event Tagger

This module tags event expressions with the <EVENT> tag and classifies the events
according to the ontology defined for TimeML. It also detects negative polarity
contexts, as well as any aspectual or modal properties of certain verbal construc-
tions. In annotating event expressions, the lexical head of the event expression
is annotated, as the examples in 4 show (the attributes of the <EVENT> tags are
omitted):

(4)a. Le chat a <EVENT>mangé</EVENT> la souris.
The cat ate the mouse.

b. La violente <EVENT>destruction</EVENT> de la ville.
The violent destruction of the city.

c. Jean était <EVENT>malade</EVENT> pendant deux jours.
Jean was sick for two days.

The event tagger also marks up certain relation markers with the <SIGNAL>

tag, namely those which directly introduce an event expression, such as in lors de
l’évacuation (during the evacuation) or après avoir mangé (after having eaten).
A certain amount of pre-processing is necessary before the application of this mod-
ule. It’s input is a text having undergone segmentation into sentences, tokenization,
part-of-speech tagging, an inflectional morphological analysis and shallow syntac-
tic analysis. This pre-processing is carried out by Macaon, a modular processing
pipeline for French3.
The event tagger consists of several levels of processing. The first level is a layer
of lexical processing, basically a lexical lookup for nouns and verb classes. The
second layer is for contextual processing consisting in the application of heuristics
for detecting and eliminating event candidates and classifying them.
This module relies on certain lexical resources. For the detection of event nom-
inals, a lexicon containing nouns with at least one event interpretation is used.
Many of the entries in this lexicon are ambiguous as they may also have a non-
event interpretation. For example, présentation (presentation), description and
repas (meal) have object or information interpretations as well as event read-
ings. The necessity for disambiguation of nominals is therefore apparent. Several
sources contributed to the creation of this lexicon. The first source of potential
event nominals is the VerbAction lexicon (Hathout et al. 2002) which contains
9 393 verb-deverbal noun pairs, giving a total of 9 200 unique nominal lemmas
(used in our lexicon). To complement these entries, we semi-automatically ex-
tracted, via search engine queries, the elements appearing in patterns such as X a
eu lieu (X took place), X s’est produit (X happened), lors du/de la/des X (during

3Macaon is freely available for download at http://pageperso.lif.univ-mrs.fr/̃ alexis.nasr/macaon/.
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the X), le X de...par... (the X of ...by...), where X is likely to be an event nomi-
nal. An initial application of this method yielded 769 unique noun lemmas which
were not in VerbAction, mostly rare or non-deverbal nouns, such as anticoagu-
lothérapie (anticoagulation therapy) and anniversaire (birthday). This method is
to be regularly reapplied in order to progressively increase lexical coverage. The
noun lexicon is of comparable size to that used in the Evita application for English
(13 495 entries), described in section 2.
We created by hand a verb lexicon which is used to perform classification of verbal
events. It contains 200 lemmas for verbs in 6 of the 7 TimeML event classes. As
the class OCCURRENCE is the default class, it has no entries in the lexicon. Verbs
were initially added to the lexicon by translating those proposed in the TimeML
classifcation for English. The list of verbs was enriched by querying the dic-
tionary of synonyms at the Université de Caen (http://www.crisco.unicaen.fr/cgi-
bin/cherches.cgi). The lexicon is small for the time being and will need to be
increased to ensure better coverage for classification, although the vast majority of
verbs belong only to the default class and do not need to appear in the lexicon. Like
the noun lexicon, the lexicon of verbs contains ambiguities as certain verbs may
belong to different classes or may not have an event reading in certain contexts.
For example, the verb expliquer (to explain) belongs to the class REPORTING when
it introduces either a complementizer phrase in que (that) headed by an event (5a)
or direct speech (5b). This is the class attributed by the lexicon. However, when
it has a human subject and an event in object position (5c), it must be annotated
with the class I ACTION. Finally, if this verb has events in both subject and object
position (5d), it is to be annotated with the class CAUSE.

(5)a. Ballmer a expliqué que Microsoft ne commettrait pas cette erreur.
Balmer explained that Microsoft would not make this mistake.

b. “La situation risquerait de s’aggraver”, a expliqué le porte-parole.
“The situation may become more serious”, explained the spokesperson.

c. L’ex-capitaine a expliqué le renouvellement de l’équipe.
The ex-captain explained the renewal of the team.

d. Le réchauffement climatique explique la fonte des calottes glaciaires.
Global warming explains the melting of the ice caps.

The system is thus confronted with the non-trivial problem of word sense
disambiguation to identify the correct readings of nouns and verbs in the text.
Initially, we tackle this problem for verbs with a number of heuristics, applied to
local chunk context, for each of the TimeML verb classes in the lexicon. A total
of 16 heuristics are used for choosing candidates for markup with the <EVENT>

tag and 30 heuristics for classifying the events (class attribute) and determining
values for the aspect, modality and polarity attributes. For example, in the
case of the verb expliquer given above, the heuristics include a search for the
complementizer que in the chunk after the verb, a search for cited text (quotation
marks) to the left of the verb and a search for an event nominal chunk directly to
the left of the verb chunk (approximation of subject position).
Further heuristics are used to eliminate verbs and nouns which do not have
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an event reading. For example, event nominal chunks which do not have a
determiner, such as in prisonier de guerre (prisoner of war), are not considered
as candidates as they do not denote event instances, but rather event types, and
cannot be attributed a specific temporal localisation. A set of heuristics is used
to detect predicative adjectives, like in Jean était malade (Jean was sick), which
are potential candidates for markup with the <EVENT> tag. For example, if the
preceding verb is a copula, the adjective is flagged as a markable.

The corpus used to evaluate the temporal expression tagger was not annotated
for events. To evaluate our event tagger we used a corpus of 30 hand-annotated
news articles from the newspaper Le Monde. The corpus was split into a devel-
opment set of 20 documents (11 224 tokens, 1 187 EVENT tags) and a test set of
10 documents (5 916 tokens, 583 EVENT tags). Overall, the corpus contains 1 205
verbal, 471 nominal, 62 adjectival and 18 prepositional phrase EVENT tags.

Development corpus Evaluation corpus
Category Precision Recall F-score Precision Recall F-score
Noun 50.2 94.5 72.4 54.0 95.1 74.5
Verb 87.7 92.3 90.0 86.5 91.1 88.8
Adjective 60.0 72.4 66.2 46.0 82.1 64.1

Table 5: Evalutation results for the event tagger

The results shown in Table 5 are fairly homogenous over both the development
and test sets, which were taken from the same news source. This is reassuring as
it indicates that the heuristics used may be general enough to be effective across
different types of texts - although we will carry out further tests on different types
of corpora to confirm this. The detection of event verbs performs slightly lower
than that of the other system for French, although the evaluations were carried out
independently and on different corpora.
There is a stark contrast in results for the annotation of event nominals. Our sys-
tem makes a vast improvement on the performance of the other system described
in this paper (an F-score of 74.5 versus 54.2 over the respective test sets). The
large-coverage lexicon of event nominals allows for a good recall, although pre-
cision remains relatively low as more disambiguation techniques are required to
further filter out nominals with non-event readings.
Performance on adjectival EVENTs is lower than the other system, although not
as bad as might have been expected. The difference is certainly due to the depth
of syntactic analysis on which the systems are based - our system relies on sim-
ple chunk-level heuristics whereas the other benefits from a full dependency parse
which links predicative adjectives to their governor. The processing of adjectives
and nouns are the areas which require the most attention, although, proportion-
ately, markable nouns are vastly more common than markable adjectives.
Although these results give an idea of the performance, for a more meaningful
comparative evaluation, the systems will have to be tested on the same corpus.
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The need for a validated reference corpus is apparent. Furthermore, to complete
the evaluation the other aspects of the task at hand, namely the classification of
events and the detection of aspectual, modal and negative polarity properties, will
need to be carried out. These are issues we seek to address in future.

5 Annotation Guide and Reference Corpus

As not all languages express notions of time in the same way, certain adaptations
to the TimeML guidelines are necessary in order to account for language-specific
phenomena. We have devised a set of guidelines for French, which have been val-
idated by other researchers within the French-speaking computational linguistics
community. Without going into detail, so as not to stray from the scope of this
article, the guidelines cover, among other phenomena, the treatement of modal-
ity, aspectual expressions and causative constructions, as well as the annotation of
event nominals, which are lacking in the general TimeML annotation guide.
With our guidelines in mind, a Gold Standard reference corpus was produced us-
ing the annotation tool Callisto4 as a basis for evaluation of the event tagger mod-
ule (details are given in section 4.2). Due to the extremely time-consuming na-
ture of the annotation, the corpus is relatively small. Furthermore, due to copy-
right restrictions, it is not freely available. This is a problem common to all
the corpora currently annotated for French as far as we know. A viable solu-
tion does exist, however. The Centre national des ressources textuelles et lexicales
(http://www.cnrtl.fr) provides for free download 3 years of issues of the newspaper
L’Est Républicain (roughly 125 million words). We are currently in the process
of annotating a small subset of this corpus. This corpus consists of one day’s is-
sue of the newspaper, approximately 350 000 tokens, just over twice the size of
the combined corpora for English. Complete manual annotation of such a volume
of text is impracticable and the methodology we adopt to carry out the task is to
annotate automatically using the modules described in section 4 and perform a
manual correction of the output. The entire corpus will be annotated for EVENTs,
TIMEX3s and SIGNALs. As the automation of the annotation of relations is much
more complicated than the tasks of event recognition and detection of temporal
expressions, a small subset of the whole corpus will be annotated with the relation
ALINK, SLINK and TLINK tags. The resulting corpus will be of adequate size and
quality to provide a reasonable starting point from which to train machine learning
algorithms.

6 Conclusion

This article has focused on presenting two modules for the automatic processing of
temporal information in French texts according to the TimeML markup language.
We have presented an evaluation of a module for the annotation and normalization
of temporal expressions as well as a module for the detection and classification of
events, comparing, where possible, with an existing system. Results are similar for

4Available at http://callisto.mitre.org
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the detection and normalization of temporal expressions. For event detection, our
system performs slightly lower for verbs and adjectives, but significantly higher
for event nominals. Although figures from the evaluation give a rough indication
of performance across systems, a validated reference corpus for French is yet to be
developed in order to give more meaningful comparisons. This is an issue we are
currently addressing through the creation of an annotation guide and a reference
corpus for French. Our aim is to eventually provide a coherent set of resources
which will be available to the scientific community.
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Abstract

Wikipedia provides category information for a large number of named entities but the cat-
egory structure of Wikipedia is associative, and not always suitable for linguistic applica-
tions. For this reason, a merger of Wikipedia and WordNet has been proposed. In this paper,
we address the word sense disambiguation problem that needs to be solved when linking
Dutch Wikipedia categories to polysemous Dutch EuroWordNet literals. We show that a
method based on automatically acquired predominant word senses outperforms a method
based on word overlap between Wikipedia supercategories and WordNet hypernyms. We
compare the coverage of the resulting categorization with that of a corpus-based system that
uses automatically acquired category labels.

1 Introduction

Fine-grained concept labels for named entities are useful for a range of NLP appli-
cations. Question answering systems that have to deal with general WH-questions
(e.g. which tennisplayer was stabbed with a knife?) or list questions (name evolu-
tionary biologists) can obtain considerably more accurate results if named entities
are classified not only as person, organisation or geographical, but also by oc-
cupation, nationality, and other dimensions. A newspaper corpus, for instance,
contains many stories where people are stabbed with a knife, but only few of them
are tennis players. At the same time, the fact that this person (say Monica Se-
les) is a tennis player may not be stated explicitly in the news story. Coreference
resolution requires systems to determine the correct antecedent for definite NPs,
such as the Brazilian, in contexts where multiple candidates (say, Filipe Massa
and Kimi Räikkönen) are present. Again, access to concept labels may help to im-
prove the accuracy of selecting the correct antecedent. Tasks such as entity rank-
ing1 (Find Wikipedia pages that describe German technical universities with more
than 10.000 students) and expert (or people) search2 (Experts in CSS for mobile
devices) requires systems to find entities (i.e. Wikipedia pages or personal home
pages) that fit the description given in natural language. In all of these tasks system

1See proceedings of recent INEX and CLEF campaigns
2See proceedings of recent TREC campaigns
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performance can be improved by access to general wide coverage taxonomies or
ontologies in which named entities are categorized.

There are two important approaches for obtaining concept labels for named en-
tities. Minimally supervised methods based on corpus data or web search results
are explored in Pasça (2004) and Tanev and Magnini (2006). The main attrac-
tion of such methods is coverage and ease of adaptability to new domains. Alter-
natively, one may obtain concept labels from a manually edited and categorized
resource such as Wikipedia (Suchanek et al. 2007, Ponzetto and Strube 2007). Su-
pervised methods potentially are more precise than corpus-based methods. While
coverage used to be a problem for supervised approaches, the current size of
Wikipedia is such that this is less of a concern for many applications. A problem
for concept labels obtained from Wikidia categories is the fact that the Wikipedia
category system often introduces associative and other non-taxonomic relations.
Suchanek et al. (2007) suggest that this problem can be circumvented to a large
extent by linking Wikipedia categories to WordNet synsets, and by categorizing
entities only on the basis of the most specific Wikipedia categories assigned to
them. More general categories can then be obtained by following the WordNet hy-
pernym relation between synsets, and most of the higher categories in Wikipedia,
which they consider to be most inaccurate, can be ignored. A combination of
WordNet and Wikipedia for categorizing named entities is also explored in Toral
et al. (2008). They concentrate on methods for distinguishing pages for named
entities from pages for general concepts in Wikipedia.

The approach of Suchanek et al. (2007) is interesting, as it potentially com-
bines the strength of Wikipedia (extensive coverage of named entities) with that
of WordNet (a carefully designed lexical database with taxonomic relations). One
problem that needs to be adressed, however, is the fact that WordNet literals typ-
ically have multiple senses. When linking a Wikipedia category such as Italian
bridge player to the the literal player, a decision between various meanings (i.e.
instrumentalist, actor or someone who plays a game or sport) has to be made.
As the category system of Wikipedia is very extensive, a robust, wide-coverage,
method for sense disambiguation is called for.

In this paper, we investigate a merger of the category structure of Wikipedia
with a wordnet. The experiments were done for Dutch, using the Dutch part of
EuroWordNet (DWN) (Vossen 1998) as wordnet, and using an XML dump of Dutch
Wikipedia.3 We are interested in linking categories for Wikipedia pages to synsets
in DWN. Following the approach proposed by Suchanek et al. (2007), our objective
is to take the most specific categories for a Wikipedia page, and to link these to
synsets in DWN. Linking proceeds in two steps: after linguistic preprocessing of
Wikipedia category labels and DWN literals, we try to link category labels to DWN
literals. Literals typically have multiple senses, where each sense belongs to a spe-
cific synset. Thus, in a second step we disambiguate literals and choose the correct
sense. We experimented with two disambiguation strategies, one based on com-
puting the word overlap between Wikipedia supercategories and DWN hypernyms,
3created by the University of Amsterdam (see ilps.science.uva.nl/WikiXML) using the
November 2006 dump of nl.wikipedia.

ilps.science.uva.nl/WikiXML
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and one based on automatically acquired predominant senses.

2 Previous Work

Voss (2006) describes the evolution of the category system in Wikipedia, and its
rapid growth since its introduction in May 2004. In October 2005 there were
almost 100,000 categories in the English Wikipedia. Medelyan et al. (2008) re-
port that the current version of the English Wikipedia contains 400,000 cate-
gories. The potential of the Wikipedia category system for automatic creation
of large taxonomies has been recognized by a number of researchers (Ponzetto
and Strube 2007, Suchanek et al. 2007, Milne et al. 2006). A major drawback of
the category system is the fact that many of its categorizations are associative and
non-taxonomic. Alan Turing, for instance, is not only categorized under British
computer scientists and artificial intelligence researchers, but also under History
of Artificial Intelligence and Suicides in England. The latter two categories intro-
duce a non-taxonomic relation. Suchanek et al. (2007) observe that for the English
Wikipedia, taxonomic categories are usually headed by plural nouns, and thus they
restrict themselves to such category labels.4 Ponzetto and Strube (2007) derive ISA
and NOTISA relations between Wikipedia categories on the basis of connectivity
and a corpus-based method using Hearst-patterns. Suchanek et al. (2007) pro-
pose to ignore most of the more general categories in Wikipedia, and to use only
the immediate categories assigned to a page. A taxonomy is obtained by linking
these categories to WordNet synsets. Ponzetto and Strube (2006) show that the
categories obtained for named entities from Wikipedia can improve the accuracy
of a coreference resolution system, especially for resolving definite NPs. They
also demonstrate that Wikipedia contributes knowledge that is essentially different
from that found in WordNet, and that a combination of both outperforms a system
based on the individual sources.

The approach of Suchanek et al. (2007) requires a merger of two knowledge
sources, Wikipedia categories and WordNet synsets. This can be seen as an in-
stance of ontology alignment. Research on the Semantic Web and the increasing
amount of ontology-based, linked, data on the web has led to a growing interest
in automatic alignment of large ontologies (Hu et al. in press, van Hage 2009).
Hollink et al. (2008) evaluate the automatic alignment of the Art and Architec-
ture Thesaurus (AAT) of the Getty Museum with WordNet as well as with a the-
saurus developed by a number of Dutch museums. Gligorov et al. (2007) present
a method based on a Google-based distance metric for matching the inherently
vague concepts used to classify music on various on-line music web-sites. Sense
ambiguity and differences in the granularity of sense distinctions can pose con-
siderable problems for ontology alignment. In section 4, below, we present an
approach for choosing the most likely sense for a wordnet literal which is found as
(part of a) category label in Wikipedia. This disambiguation problem differs from
disambiguation tasks where Wikipedia itself is the reference, such as link predic-

4For other languages, this heuristic may not work. In the Dutch Wikipedia category system, for in-
stance, almost all category labels are singular.
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tion (i.e. selecting a Wikipedia page as target for a hypertext link) (Mihalcea and
Csomai 2007) and named entity disambiguation (i.e. selecting a Wikipedia page
as reference for a named entity) (Bunescu and Pasca 2006).

Ruiz-Casado et al. (2005) link Wikipedia pages to WordNet Synsets using dis-
tributional similarity between words on the page and words in the gloss of the
synset. Their approach does not carry over to Dutch WordNet, however, as DWN
does not provide glosses. Furthermore, category pages tend to contain fewer rele-
vant terms than ordinary Wikipedia pages, although one might speculate that using
text from the pages that are classified under a given category might help. Toral
et al. (2008) use named entities present in WordNet to disambiguate terms. As
named entities are sparse in WordNet, this method leads to poor recall. Contrary to
Suchanek et al. (2007), we cannot use a most frequent word sense baseline either.
For Dutch WordNet, frequency of sense information is not available. In Section 4
we explore two alternatives: one based on word overlap between supercategories
and DWN hypernyms, and one based on automatically acquired predominant word
senses (McCarthy et al. 2007). The latter method is especially promising, we be-
lieve, as it not only gives good results for the current disambiguation task, but also
could serve as an interesting baseline for research on WSD for Dutch in general.

3 Linguistic Preprocessing and linking

We try to establish a relationship between Wikipedia pages and DWN synsets by
linking the categories of a given Wikipedia page to an DWN literal. Next, we
determine which sense of the matching literal corresponds best with the meaning
denoted by the Wikipedia category label. In this section, we concentrate on the
first step of linking Wikipedia category labels to DWN literals. In the next section,
we discuss how the most appropriate sense for a DWN literal can be found.

Wikipedia category labels sometimes are found as literals in DWN (e.g. orni-
toloog (ornitologist)). These cases are rare, however, as category labels more often
are phrases (such as Duits schrijver (German writer), Film uit 1961 (Movie from
1961), or Opgeheven luchtvaartmaatschappij van het Caribisch gebied en Midden-
Amerika (former airline company from the Caribics and Central America)). DWN
does not contain phrasal or multiword entries, apart from a small number of names
and foreign language expressions (e.g. ’accent grave’). Phrasal categories, there-
fore, are parsed, so we can determine the syntactic head. If the head of a phrase
can be found in DWN, we assume that the phrasal category is a hyponym of (i.e.
stands in an ISA-relation to) one of the senses of the DWN literal. A third situa-
tion arises if the Wikipedia category label is a compound, such as avonturenpark
(theme park). If a compound is encountered which is not present in DWN, we try
to match the morphological head (i.e. the righmost morpheme) with a literal in
DWN. The example above, for instance, is analyzed as avontuur park, which can
be linked to the DWN literal park. We assume that the compound is a hyponym of
one of the senses of the matching DWN literal.
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Figure 1: Dependency tree of Italian freedom fighter in the Second World War

3.1 Preprocessing

The version of Dutch Wikipedia we used contains over 20,000 different category
labels. After removal of administative categories and meta categories (i.e. cat-
egories used to classify images, templates, users, and portals), 19,006 category
labels are left. There are 13,041 multi-word labels. Over 1,000 multi-word cate-
gory labels are proper names, the rest are complex noun phrases. We parsed all
category labels using the Alpino-parser (van Noord 2006). The output of the parser
is a dependency tree (as shown in fig. 1), in which the syntactic head can be easily
identified. Furthermore, all heads are stemmed (most heads are singular nouns, but
a small number of plurals, such as kraaien (crows) occurs) and compound analysis
is performed.

Van Noord (2006) reports labeled dependency accuracy figures between 88
and 91% on sentences from newspaper text. Here we are dealing with relatively
short noun phrases, and thus we expect accuracy figures that are at least equally
high. For the current task, we are mostly interested in the question whether the
correct syntactic head of multi-word labels has been identified, and, if the head is
a compound, whether segmentation into morphemes was correct.

For 56 out of 13,041 phrasal categories (0.4%), no head could be identified.
This is sign that the parser could not analyse the expression as a single phrase
(as for those cases, the notion syntactic head is not defined). These are mostly
foreign language expressions (e.g. software design pattern or status quaestionis),
compounds that are incorrectly written as two words (e.g. uranium mijnen (ura-
nium mines), and expressions that are normally not found as a single phrase (e.g.
yoga mystiek (yoga mystic), where the adjective follows the noun). Conjunctions
are another problematic category. In expressions such as marketing en verkoop
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(marketing and sales), the conjunction word is seen as the syntactic head. This
happened in 66 cases (0.5%).

1,102 phrasal category labels are analyzed as a proper name (Pink Floyd, Mato
Grosso do Sul, Ronde van Spanje). Proper names are not parsed or stemmed,
and thus the label itself appears as syntactic head. A small number of multi-word
names should have been analyzed as a nominal phrase (e.g. Muziekalbum van
Gong (music album by Gong), James Bondfilm (James Bond movie)).

Confusion between proper names and nouns also effects the accuracy with
which the root form of a head is recognized. As all category labels in Wikipedia
start with an upper-case letter, it can be difficult for the parser to distinguish names
from nouns. We found that a substantial number of names according to the parser,
are actually nouns (e.g. in the label Taal in Albanië (language in Albania) the head
taal is tagged as a name). We do not use the part-of-speech tag in the merging
process, and thus this confusion is not necessarily a problem. It should be noted,
however, that proper names are not stemmed. Thus, if a compound noun was actu-
ally analyzed as a proper name (e.g. Kinderfilm (movie for children)), the linking
algorithm will miss it, unless the compound is also present in DWN.

3,142 labels contain a compound noun as head (1,362 single word category
labels and 1,780 phrasal labels). A small number of compounds (254, 8%) is
segmented into three or more parts. In those cases, we try to find a longest match of
the rightmost segment in DWN. Segmentation of compounds is relatively accurate.
In 200 random examples, we found 7 segmentation errors and 2 names that had
erroneously been analyzed as a compound.

We conclude that, although the syntax and morphology of category labels can
be complex in some cases, in most cases syntactic and morphological analysis is
straightforward and poses no problems for the automatic parser.

3.2 Linking Wikipedia Categories to EWN Literals

Following Suchanek et al. (2007), we assume that a Wikipedia category label can
be linked to a DWN literal in two ways. If the category label is found directly in
DWN, the meaning of the category label is taken to be identical to one of the senses
of the DWN literal. If the category label is a phrase whose head noun can be found
in DWN, we assume that the meaning of the category label is a hyponym of one of
the senses of the DWN literal. Similarly, if the morphological head of a compound
noun heading a category label can be found in DWN, we assume that the meaning
of the category label is a hyponym of one of the senses of the DWN literal.

3.3 Coverage

Table 1 gives an overview of the coverage of Wikipedia category links in DWN and
shows that a substantial number of category labels cannot be linked. Table 2 gives
an overview per part of speech of the head. For nouns, the coverage is much better.
Proper names are mostly not linked to any DWN literal. This is not surprising, as
proper names are almost absent from the Dutch WordNet. We believe that this
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# %

ident-links 592 3.1
isa-links 13,353 70.3
not found 5,061 26.6

Category labels 19,006 100.0

Table 1: Category labels linked to DWN

noun name
# % # %

found 12,761 91.8 1,224 24.0
not found 1,146 8.2 3,915 76.0

total 13,905 100.0 5,139 100.0

Table 2: Categories headed by nouns or a proper name linked to DWN

is not a problem, as category labels that are proper names typically introduce an
associative (e.g. Olympic Games) or geographical containment (e.g. Madagaskar)
relation between a page and the category. As we are interested in finding categories
that introduce an ISA-relation, these can be safely ignored. On the other hand, we
decided not to discard all proper name category labels beforehand. As pointed out
before, nouns that start with a capital are frequently analyzed as names. If these
can be linked to an DWN literal, they should not be discarded.

Links exist to 2.026 different DWN literals. For these literals, 3.532 senses
are found, which means that on average, a literal has 1.74 senses. Ambiguity
resolution therefore is a real issue.

4 Ambiguity Resolution

Our ambiguity resolution problem is different from ordinary word sense disam-
biguation. Whereas most WSD algorithms rely on features of the surrounding text
to assign a sense to a word, we work with words for which little or no surround-
ing text is available. On the other hand, the words we need to disambiguate are
matched (by identity or as a hypernym) with a Wikipedia category. Therefore, we
explored one approach in which we use the Wikipedia supercategories to choose
among different senses of a noun.

Suchanek et al. (2007) use the most frequent sense of a literal according to
WordNet to assign the correct sense, and claim that this gives accurate results. In
Dutch WordNet, frequency of sense information is not available. McCarthy et al.
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(2007) propose a method for acquiring predominant word senses automatically
from parsed corpora. We have applied this method using a large Dutch corpus,
and used the result as an alternative method for assigning DWN senses.

4.1 Using Supercategories and Hypernyms

Both Wikipedia categories and WordNet hypernym-relations approximate a di-
rected acyclic graph.5 One method for disambiguating the sense of a matching
literal is to take the supercategories from Wikipedia, and literals belonging to hy-
pernym synsets for each of its senses in DWN, and to compute the similarity be-
tween the two. For now, we have experimented only with a simple word overlap
metric.

An example for the category label Surinaams advocaat, which is linked to
the DWN literal advocaat is given in figure 2. The word advocaat has two quite
distinct meanings in DWN, laywer and (egg-based) liqueur. The hypernym tree
contains nodes that are synsets. For our purposes, we think of a synset as the set
of literal/sense tuples that belong to it. Figure 2 lists the hypernym trees for both
synsets at the top. From Wikipedia we extract all supercategories of Surinaams
advocaat, and turn these into a bag of words. The result is shown at the bottom of
figure 2 (as Wikipedia categories typically have more than one ancestor, we start
from the most specific category and list supercategories on following lines). Next,
we compute the word overlap between the first sense of advocaat (liqueur) and the
second sense of advocaat (laywer). As the second sense gives a higher score, this
sense is chosen.

Of the 19,006 category labels that are linked to an DWN literal, 6,426 are linked
to a literal that has only one sense. For the remaining 12,580 labels, the disam-
biguation method sketched above leads to a draw in 4,715 cases (a draw occurs if
the two senses with the highest word overlap with Wikipedia categories give rise
to the same score). In case there is a draw between the highest scoring senses, a
sense is assigned randomly. The method therefore is only effective in just over
60% of the relevant cases.

4.2 Using predominant word senses

McCarthy et al. (2004) proposed an unsupervised, corpus-based, method for de-
termining the predominant senses of a word. It takes a set of words that are dis-
tributionally similar to the word that needs to be disambiguated (where similarity
can be computed in a number of ways, see e.g. Lin (1998) and Curran and Moens
(2002)) and computes the WordNet similarity between each sense of the word and
all its distributionally similar words. The WordNet sense that gives the highest
score is the sense that is predominant in the corpus that was used to obtain the dis-
tributionally similar words. Note that eventhough the method is unsupervised (i.e.
requires no sense tagged corpus), it does presuppose the availability of a word-

5The Wikipedia category system contains a few cycles, but these are considered to be undesirable.
DWN hypernym-relations form almost a tree, in which most, but not all, synsets have a single parent.
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[materie/1,stof/4,substantie/1]
[vloeistof/1]

[drank/2,drinken/2]
[alcohol/2,drank/3,spraakwater/1]

[ advocaat/2]

[object/1]
[creatuur/1,schepsel/1,wezen/1]

[organisme/2]
[beest/1,dier/1,gedierte/2]

[zoogdier/1]
[homo sapiens/1, mens/1,mensenkind/1,
sterveling/1,ziel/2]
[figuur/5, mens/3, persoon/1]

[deskundige/1,deskundoloog/1,expert/2,
specialist/1]
[jurist/1,meester/4,rechtsgeleerde/1,
rechtskundige/1,wetgeleerde/2]
[ advocaat/1,advocate/1,
pleiter/1,verdediger/2,
voorspraak/2]

Surinaams Advocaat
Advocaat naar nationaliteit

Advocaat
Persoon naar beroep

Persoon
Persoon naar beroep en nationaliteit

Persoon naar beroep
Persoon

Persoon naar nationaliteit
Persoon

Figure 2: Two senses for the Dutch word advocaat (laywer or alcoholic drink) as defined
by DWN (top), and the relevant supercategories for Surinaams advocaat from Wikipedia
(bottom) (Surinaams links to a number of geographical categories, which do not overlap
with either of the two DWN synsets).
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net. In this respect it differs from approaches such as Pantel and Lin (2003), who
cluster similar words in order to discover word senses.

McCarthy et al. (2007) argue that their method is valuable, as many word sense
disambiguation methods are challenged by beating a baseline where each word
is simply always assigned its most frequent sense. Furthermore, as the method
is corpus-based, domain-specific predominant senses can be computed, given a
representative corpus. For Dutch, information on the frequency of word senses
and sense tagged corpora are scarce to begin with.6 Therefore, the unsupervised
method for finding predominant word senses can also be seen as an interesting
baseline for further research on (wide-coverage) word sense disambiguation for
Dutch.

We used a 500M word newspaper corpus (Ordelman et al. 2007) and Wikipedia
(approx. 50M words of text) for computing distributional similarity. Following
the approach of van der Plas and Bouma (2005) and van der Plas (2008), all data
was parsed automatically using the Alpino-parser, and for each noun and proper
name, we counted how often they occur as subject or object of a given verb, how
often they are modified by a given adjective, and how often they occur in conjunc-
tion with another noun or proper name.7 After filtering noun/feature pairs seen
only once, we construct a feature-vector for each noun, using mutual information
(Church and Hanks 1990) for weighting. Vectors are compared using the cosine-
metric. Van der Plas (2008) reports that combining mutual information and cosine
gives the best results in terms of coverage and accuracy when evaluating against
DWN. We computed the 100 most similar words for each noun or proper name that
was found at least 10 times in the corpus.

Wikipedia categories were linked to 2,032 different literals. For 1,938 of these
we were able to compute similarity data (i.e. they occurred at least 10 times in
a relevant context in the corpus). Next, we computed the predominant senses for
each word, using the wordnet distance metric proposed by Wu and Palmer (1994),
which rewards synsets that are close to each other in the wordnet graph and which
have a most specific common hypernym synset that is far from the root of the
graph. Scores are between 100 (synonyms) and 0 (the most specific common hy-
pernym is the root itself). Examples of the outcomes are given in table 3.

4.3 Evaluation

We evaluated both disambiguation methods on a set of 73 DWN literals to which
at least 5 Wikipedia categories were linked, that were ambiguous in DWN (i.e. had
two or more senses), and for which a clear preferred meaning existed in Wikipedia.
With the latter, we mean that all Wikipedia categories that were linked to this
label were associated with the same sense of the ambiguous DWN literal. The
6The only resource known to us is a corpus of 150K words containing child literature (Hendrickx and
van den Bosch 2001).
7Given the abundance of data and the fact that verbs tend to be highly ambiguous, we actually used
verbal roots + their subcategorization frame as features, as in many cases different meanings correspond
with slightly different subcategorization frames. We have not yet evaluated the effect of this method on
accuracy.
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word sense 1 (score) sense 2 (score)

advocaat lawyer (72.8) liqueur (19.2)
album book (45.9) record (20.8)
belasting tax (29.5) force (23.6)
beroep profession (48.9) appeal (45.0)

Table 3: Automatically computed predominant senses

ambiguous literal gerecht, for instance, which can either mean dish (food) or court
(courthouse), is linked to by 32 categories, but they are all of the form Frans
Gerecht (French dish), which is used to classify dishes by origin. In this case,
the food sense is clearly the intended sense of gerecht. Cases where categories
refer to different senses of a matching DWN literal are rare. One example is te
literal speler, which is linked to by the Wikipedia categories bridgespeler (bridge
player) and mediaspeler (media player), which refer to a human and an instrument,
respectively.8

Furthermore, we also discarded all cases where two or more DWN senses could
equally well be chosen as the appropriate sense for the Wikipedia category la-
bels. The latter occurred relatively often. Concepts with both a geographical
and an administrative sense (e.g. gemeente (community), kanton (canton), kolonie
(colony), hoofdstad (capital)) are consequently assigned two or more senses in
DWN, whereas in Wikipedia these two dimensions of meaning are not distin-
guished. Finding appropriate meanings is also complicated by the fact that no
glosses are given for senses or synsets in the Dutch DWN, and thus the only way
to distinguish senses is by comparing their hypernyms.9 Finally, many literals
have two senses where one is a hyponym of the other (i.e. the synset 〈aal, paling〉
(eel) has a hyponym synset 〈aal〉). In many cases, it is not clear what the relevant
distinction in meaning is.

172 DWN literals are being linked to by at least 5 Wikipedia categories. Of
these 73 have a clear preferred DWN meaning. The accuracy baseline for disam-
biguating this set is 0.39 (i.e. the literals have about 2.5 senses on average). The
overlap disambiguation method achieves a score of 0.452, whereas the method
using predominant word senses achieves a score of 0.608. We also evaluated a
straightforward combination of both systems, which simply adds the scores of
both methods to make a decision (scores of the overlap method were normalized
by dividing the number of matching words for a given sense by the total number
of matched words in all senses). It achieves a score of 0.623.

The predominant sense method clearly outperforms the word overlap metric.

8The second reading is actually absent from DWN, but DWN does distinguish between the sports, music,
and actor meaning of speler.
9DWN does provide definitions for synsets, but these are rather opaque abstract feature sets that we
could not use for disambiguation.
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Inspection of some of the cases where the predominant sense method fails, learns
that this method may give counterintuitive results especially in cases where many
of the similar words for a polysemous word are not found in DWN and/or where
similar words are found that are associated with a specific meaning, but not nec-
essarily close to it in a wordnet. The word aandoening (disorder) is frequently
used as a near synonym of disease, and rarely as a synonym for emotion. The
similar words for aandoening clearly reflect this, yet the computed predominant
word sense is that for emotion. We speculate that this is due to the fact that many
of the similar words (infection, symptom, disorder, malfunction) are not close to
disease in DWN, while at the same time, the general concept emotion is close to
the root node in DWN. This may favor general readings over specific readings.
Alternative methods for computing wordnet distance (incorporating a notion of in-
formation gain) might give more satisfactory results. Another potential problem
is the limited coverage of DWN. If a similar word cannot be found in DWN, it
cannot contribute to a specific sense either. The similar words for aandoening, for
instance, also contain many compound words that are absent in DWN. For com-
puting predominant senses, one might consider computing the similarity between
the head of the compound and the polysemous word.

5 Coverage of the merged taxonomy

Wikipedia pages in general are assigned more than one category. In the Dutch
Wikipedia we used, 261,709 pages contained over 456,000 categories, which
means that, on average, a page was assigned 1.75 categories. If we consider only
categories for which a link to DWN could be established, we find that 223,377 have
at least one category that could be linked to DWN, and that the average number of
categories for these pages is 1.53.

It is interesting to compare these data with an inventory of categorized named
entities that is described in van der Plas (2008). Van der Plas uses the same news-
paper and Wikipedia corpus we used for computing similarity. From this, she
extracts all nouns and adjective-noun phrases occurring with a named entity as
apposition (i.e. the tropical island Bali) as well as predicative complements of
the verb to be occurring with a named entity as subject (Bali is a tropical island).
The result is a database containing information on 174K different named entities,
which have been assigned 364 adj+noun categories. The data is skewed, in the
sense that 80% of the named entities is assigned only one category, whereas highly
frequent named entities may be assigned more than 1,000 categories (i.e. Beatrix
(the Dutch queen, among others) and Nederland (the Netherlands) are assigned
more than 1,200 categories. An additional problem is accuracy. Although corpus-
based methods in principle have the advantage of access to frequency information,
none of the statistical methods for improving accuracy considered by van der Plas
(2008) (filter categories using simple and relative frequency, mutual information
or t-test) gives satisfactory results.

Using only Wikipedia, we find slightly more named entities and are able to
assign approximately the same number of categories to them. Note, however, that
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our categories have been linked to DWN, and thus, for each category, synonyms
and hypernyms are available as well. Even if one restricts categories to synonyms,
or only the immediate hyperonyms, the total number of categories per named en-
tity will far exceed the number of entities found by means of the corpus-based
method. For instance, Harry Mulisch is a Nederlands schrijver (Duch writer) and
a Joods persoon (Jewish person) according to Wikipedia. The link to DWN pro-
vides the information that he is also an auteur (writer) and a kunstenaar (artist)
by following the synonym relation and the hypernym relation. The corpus-based
method also contains the information that Mulisch is a Dutch writer/author, but
also the incorrect information that he is a deceased writer and a procedure.

We have incorporated the results of this paper in a system with which we par-
ticipated in the GikiCLEF 2009 entity ranking task (www.linguateca.pt/
GikiCLEF/). We plan to do a systematic evaluation of the contribution of cate-
gory labels in detecting relevant pages for a given query in future work.

6 Conclusions

We have presented a method for merging categories from Dutch Wikipedia with
EuroWordNet synsets, and investigated two methods for solving the sense disam-
biguation problem. A method based on predominant word senses gives the most
accurate results. The coverage of the resulting knowledge base of categorized
named entities rivals that of a similar knowledge base that was constructed us-
ing a large parsed corpus, while the number of categories per entity considerably
exceeds that of the corpus-based method. Using a more recent version of Dutch
Wikipedia should give an even more clear result.

In future work, one might explore the effect of different distance metrics for
WordNet. Another intriguing possibility is an interlingual approach, which maps
the Wikipedia/WordNet links for English in YAGO (Suchanek et al. 2007) to the
equivalent categories and senses in Dutch. This ought to be possible using the
cross-language links of Wikipedia and the interlanguage indices of DWN, but so
far we have not been able to align the ids used in DWN with those found in YAGO.
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Abstract

We have studied several techniques for creating and comparing content representations of
textual documents in the field of event detection. We define a document as a collection
of aspects, i.e. disjoint components that reveal (latent) topics and/or extracted information
such as named entities. As underlying models we consider the vector space model and
probabilistic topic models based on Latent Dirichlet Allocation. We also investigate the
value of dependencies between the aspects, which are reflected by importance factors. We
apply and evaluate our techniques on event detection in Wikinews, where we cluster news
stories that discuss the same event. We found that the split representations yield the best
event detection results compared to the ground-truth event clusters. Our methods for aspect
detection, for learning the importance factors of the aspects, and for event clustering are
completely unsupervised.

1 Introduction

When processing news stories of several accounts of a certain happening, it is of-
ten relevant to determine whether two stories report on a same event. An event
here is defined as a well-specified happening at a certain moment in time (a single
day or a short period) which deals with a certain set of topics (e.g., a hurricane and
inundations, an earthquake and lack of drinking water) and involves some named
entities. Those entities are, for instance, the actors (such as the names of the lead-
ing persons or companies) and the location where the event occurred. News stories
are typical examples. Broadcasted news can be segmented in different stories that
each report on one event. Written news typically is recorded per story, where each
story typically reports on one single event. However, different sources or the same
source can produce several stories on the same event, which we might group as a
preprocessing step for mining, summarizing of searching purposes.

In this article we focus on the clustering of textual news stories coming from
different sources (we use the words “story” and “document” interchangeably).
Any clustering depends on the quality of the distinction between the elements,
and the quantitative representation hereof, i.e. the distance or dissimilarity func-
tion. Our main hypothesis is that comparing documents along different angles or
aspects of their content enhances these distance computations. Based on the defi-
nition of a news event, we define these aspects to be the event’s topics and entities.
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We already have reliable named entity recognizers for common languages such
as English that classify proper names into their semantic categories. Typical se-
mantic categories are locations, persons and organizations. In addition, models
for recognizing the topics in a text are well established. There is the long-standing
vector space model (Salton 1989), and there are the newer probabilistic topic mod-
els, such as probabilistic Latent Semantic Analysis (Hofmann 1999) and Latent
Dirichlet Allocation (LDA) (Blei et al. 2003).

The goals of this paper are to study and compare different methods of content
comparison in text sources and to propose novel techniques of content splitting
in order to quantify more accurately the similarities (and possibly differences) in
content, thereby improving content-based clustering. A requirement we place on
our methods is that they are completely unsupervised.

The remainder of this paper is organized as follows. Section 2 describes our
methodology. Comparative tests and evaluations are presented in section 3. Sec-
tion 4 discusses related work. In section 5, we present our conclusions.

2 Methodology

2.1 Document representations

Our first task is to create a document representation di . We consider several ap-
proaches. A document can be described as a term vector or a set of term vectors
(vector space model), or probabilistic content models can be built from the doc-
ument. For each approach we consider models that do not make a distinction
between the words of the text (full text models) and models that split the docu-
ments into components or aspects based on semantic information. The aspects we
consider for news event documents are the entities and the topics.

Named entities are entities in the real world that have unique names. Different
types of named entities occurring often in news reports are for instance persons and
organizations (the actors of an event), locations (where the event takes place) and
timestamps. Named Entity Recognition (NER) detects and classifies the entities.
We use the OpenNLP1 package, which detects noun phrase chunks in the sentences
that represent persons, locations and organizations.

The topics of a news event are the generally applicable subjects. For example,
in a story about an earthquake, topics may be the earthquake itself, damage to
houses, flooding, etc. With “generally applicable”, we mean that every story on
earthquakes might contain these words. We consider everything in a news story
that is not a named entity as part of a topic.

Vector Space Model

In the vector space model (Salton 1989), a document is represented as a vector
in a n-dimensional space: di = [wi

1 , wi
2 , . . . , wi

n ], where n is the number of
used features. The features wi commonly represent the terms of the vocabulary by

1http://opennlp.sourceforge.net
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which the documents in the collection are indexed. Term weights might be binary
indicating term presence or absence, or have a numerical value to indicate the
importance of the terms in the document, for instance, weights are often computed
by a tf × idf weighting scheme.

When representing our full text, we use one vector containing all terms in the
document. To represent our different aspects, we use vectors that contain only the
relevant part of the content. On one hand we have a topic vector which consists
of all words that have not been classified as a named entity, a stopword, or have a
low idf . On the other hand we have either an entity vector containing all named
entities, or three entity vectors when we split them according to their semantic
class (person, location, organization).

Probabilistic Model

In the example of an earthquake event, we mentioned that it may cover topics such
as flooding, damage, etc. Probabilistic models define a mathematical basis for
this idea. One can define a number of topics, each characterized by a probability
distribution over words. An event can be seen as a mixture of these topics, where
some topics are prominently and others only marginally present. As we want an
unsupervised approach, we need a way to automatically define and detect these
topics. For this purpose, Latent Dirichlet Allocation or LDA is used. LDA is a
statistical model for document generation, presented in (Blei et al. 2003). The idea
is that documents are created according to a random mixture of topics, sampled
from a topic distribution. These topics generate a random set of words, sampled
from each topics word distribution. LDA learns both kind of distributions in an
unsupervised way, based on a training set of documents.

By learning corpus-independent parameters, we can infer topic distributions
on new, unseen documents, that are compatible with the topic distributions of the
training set. It has been shown in the literature that, if the training set is large
and diverse enough, the topic-word distributions are stable. Typical values for the
number of topics to be useful lie in the range [100, 300] for the English language.

The power of LDA lies in the natural modeling of synonymous and related
words and of polysemous words. Another advantage is the possibility of inferring
the topic distributions of new documents. In certain settings this inference is very
useful. For instance, when dealing with a stream of news stories, new events are
added continuously, making a frequent retraining of the system inconvenient.

When LDA is trained on the documents’ full texts, the entities are part of the
topic distributions. This has the undesirable property that entities that were not
apparent in the training set (which, given the dynamic nature of news, occurs often)
can not influence the topic inference of a new event. Therefore, we also train LDA
on documents where the entities have been removed first. Due to the shared use
of the term topic, both meaning a word-distribution in LDA as the content of a
news story, confusion may arise. The context will help to disambiguate between
the two.

Because named entities in news change dynamically (e.g. person, location and



58 Wim De Smet, Marie-Francine Moens

organization names occur which never had been mentioned before), named en-
tity models are difficult to learn from text corpora. Therefore, we chose a different
probabilistic representation of entities. We create a probabilistic distribution, much
in the same way as we would create a vector in the vector space model. Normal-
ization (division by

∑
jd

j
i , not ||di ||), ensures the property of summation to 1.

This applies both for the models based on all entities together, or separated by their
class.

2.2 Dissimilarities between aspect representations

The similarity between two document vectors is computed as the cosine of the
angle between the two normalized vectors, thus the dissimilarities between two
documents di and dj becomes

dis(di , dj ) = 1− cos(d̂i , dj ) = 1− di · dj .

This dissimilarity can be computed considering the term vector of the docu-
ments containing all terms, or by considering the separated representations (e.g.
named entities).

In case the documents are represented with a probabilistic content model, the
probability distributions are compared with the symmetric Kullback-Leibler diver-
gence of the n-dimensional probability distributions di and dj , defined as

KL(di , dj ) =
1
2

(∑
l=1

ndi
l log(

di
l

dj
l
) +

∑
l=1

ndj
l log(

dj
l

di
l
)
)

where di
l is the probability of the l-th dimension of di . For entities, di is the term

vector normalized by its sum, for LDA generated topics it is the topic distribution
associated with the document.

We found that, when dealing with typical topic and/or entity distributions, the
average KL divergence is dependent on the number of elements in the distribu-
tions. As most aspects will contain a different number of elements, this creates a
scaling problem. We therefore normalized each divergence by dividing it by the
maximum divergence for its dimensionality. Theoretically, the KL-divergence is
unbounded. However, topic probabilities inferred by LDA using variational infer-
ence (Blei et al. 2003)2 have a lower bound, equal for all topics that had no words
associated with them in the document. When we know how many of these topics
are apparent in each document, we can calculate an upper bound to the Kullback-
Leibler divergence, by assuming the documents have no topics in common. For
named entity distributions we use a default lower bound value, as they have not
been calculated by LDA. Dividing the divergence by this upper bound yields a
value between 0 and 1.
2Using Blei’s implementation at http://www.cs.princeton.edu/blei/∼lda-c/
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2.3 Combining Aspects

The content models above allow comparing different aspects of documents. To
compare documents as a whole, we need to combine the dissimilarities between
each of the aspects of the documents. Formally, for a document di we have de-
fined the aspects of topic (At

d i ), entities (Ae
d i ), which can alternatively be split in

persons (Ap
d i ), locations (Al

d i ) and organizations (Ao
d i ). For comparing aspects

represented in the vector space model, we use the 1-complement of the cosine met-
ric, as seen above. In a probabilistic setting, aspects are compared by computing
the divergence of their probability distributions. Our normalized KL-divergence
has also the properties of a dissimilarity function.

The obtained dissimilarities between different aspects can be combined in sev-
eral ways to obtain a global document dissimilarity. We propose two ways of
combining them:

max: maxkdis(Ak
d i

, Ak
d j

), k = 1 → N

average: 1
N

∑
dis(Ak

d i , A
k
d j ), k = 1 → N

where N is the number of aspects the document is split into: N = 2 for the
topic-named entity split, N = 4 for the topic-person-location-organization split.

Each of these combination functions imposes different views of what is impor-
tant when comparing documents. The max-function ensures that two documents
are dissimilar when at least one of the aspects has dissimilar distributions: if two
documents differ too much in one aspect, then it does not matter whether the other
distribution is close or not. In an event setting, this translates into the following:
if we detect different actors or locations, then we assume that we deal with differ-
ent events, even when their topics are similar. Analogically, events with different
topics that happen at the same location will be treated as different events.

The average-function is more tolerant towards differences. Even when cov-
ering the same event, different sources may stress different locations, interview
different persons, etc. However, as named entity recognition is not yet perfect, it is
possible (as we have encountered in our evaluations) that essential, shared entities
are not recognized. This makes the named entity distributions divergence larger
then it should be. Averaging with the topic distribution dissimilarity smooths these
differences.

2.4 Clustering

The document dissimilarity dis(di , dj ), which is a fused dissimilarity in case doc-
uments are represented with different aspects, is used in a clustering algorithm.
We used a hierarchical agglomerative clustering with complete linkage, as it is
mentioned in the literature as one of the best performing document clustering al-
gorithms (Voorhees 1986). The hierarchical clustering algorithm does not require
the number of clusters to be chosen a priori, a very important property in our dy-
namic environment. We can use a fitness-condition on the clustering to create a



60 Wim De Smet, Marie-Francine Moens

natural, unsupervised stopping criterion. This natural clustering is the most logical
extension of our unsupervised approach: the data provides the number of clusters
itself. The clusterings fitness is calculated as follows.

For every document di in our corpus, we calculate its fitness in cluster Ci as
the normalized difference between the distance of di to the second best cluster Cj ,
and the average distance of di to the other documents in Ci :

f(di) =
b(di)− a(di)

max{a(di), b(di)}

where a(di) =
1

|Ci | − 1

∑
d j∈C i

dis(di , dj )

and b(di) = arg min C j

1
|Cj |

∑
d j∈C j dis(di , dj )

If Ci is a singleton cluster (containing only di ), we assign f(di) the default
value 0. We search for the clustering that maximizes the average of f over all
documents, over all possible stops in the hierarchy.

2.5 Importance Factors

Considering increasingly more aspects of a document is no guarantee of improving
document similarity. By splitting the named entities into their semantic classes
(as in our case into persons, locations and organizations), the individual classes
might suffer a data sparseness problem. If no, or only a few entities of a class
were present in the document, than that class’ distribution divergence to other
distributions is more sensitive to small differences. In some cases this is desirable:
in case of two disaster reports which only mention the locations name, different
names have to be able to discriminate the two events. On the other hand, if each
report mentions a different person (for example in an interview), the documents
would be discriminated based on irrelevant information. This notion is exactly
what defines our aspects importance: the similarity of the distributions throughout
different coverings of the same content, in our case the same event. The aspect’s
importance factor is the quantative representation hereof.

Our algorithm for learning the importance factors of topics, persons, locations
and organizations starts from the output of the event clustering when using the
topic-entity split. We assume that the output of this first step is sufficiently accurate
so that we can bootstrap from it. Essentially, we wish to apply our technique to
extract latent information from a training set, that we can then apply in a second
step.

We have defined a document di as a collection of N different aspects, each
having its own aspect distribution: Ak

d i , for k = 1 → N . We wish to associate
with each document di a N-dimensional vector Hd i

, whose kth dimension gives
the relative importance of the kth aspect. The elements of Hd i should summate
to 1.
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To learn the importance factors from a corpus C, for each document di in C
we calculate Hd i as follows:

for all di ∈ C do
Set Hd i

k = 0 for each k in 1 → N
for all dj ∈ C, dj 6= di do

Calculate the similarity of di and dj using a similarity measure:
sim(di , dj )
for all kin1 → N do

Hd i
k+ = sim(Ak

d i , A
k
d j )× sim(di , dj )

end forNormalize Hd i

end for
end for

sim(di , dj ) is the similarity between two documents, defined as the 1 - com-
plement of dis(di , dj ).

Once we have trained on a corpus C, we can calculate the importance factors
Hdn

of a new document dn by taking the weighted average of the Hd i
’s of training

documents di , weighted by their similarity to dn .
The values are then used as weights for the combination functions:

weighted max = max k

(
dis(Ak

d i , A
k
d j ) ∗ ×Hk

d i

)
weighted average =

∑
k=1

Ndis(Ak
d i , A

k
d j )×Hk

d i

Note that these combination functions are asymmetric, as the importance fac-
tors are associated with the first of the two documents. Due to the clustering algo-
rithm, the smallest of these gets chosen.

3 Evaluation

We will first give details on the datasets used in the evaluation of the event cluster-
ing. Then follows a short section on our clustering algorithms and cluster evalua-
tion techniques. After that, we present results and discussion.

3.1 Datasets

For our evaluation, we used three different datasets: 1) TREC, 2) Reuters and 3)
Wikinews, each for a different goal. The TREC dataset is used to train our LDA
model. From Reuters we learn the importance factors for the different aspects,
which we then evaluate on Wikinews. A more detailed description of each dataset
is given here.

TREC The training set for the topic model needs to cover a wide range of top-
ics, in order to have clean word distributions. From the Text Retrieval Conferences
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TREC Vol. 5, we randomly selected over 30, 000 documents out of the LA Times
corpus, reporting events from areas as different as the political, financial or sci-
entific world, the world of media and entertainment, etc. After removal of stop
words, low-idf words ( 2.0) and named entities. We ended up with a word-list of
50, 000 elements. We used Bleis LDA-utility3, to create topic-distributions of size
100.

Reuters We used part of the Reuters corpus to train the importance actors as
explained in section 2.5. This corpus consists of 10,223 documents from the LA
Times newspaper, reporting on events from diverse news domains.

Wikinews To test our different techniques for event clustering, we need a corpus
for which we know of every document which event it covers, and to which other
documents it relates. We considered using the TDT4 corpus. The large number
of documents (28, 500) is a positive point; however, only 160 separate events are
annotated. This makes a realistic computation of precision and recall impossible.
Therefore we created our own evaluationa corpus3 from Wikinews. On this news
website, every reported event comes with several links to sources from different
news-providers, thus providing a set of documents which cover the same event. We
collected 1,000 documents in two runs, covering 327 separate events that happened
between Jan. 1 and Jan. 24, 2007, and between Dec. 1 and Dec. 21, 2007. Each
event is covered by an average of 3.05 documents, with the number of covering
stories for each event ranging from 1 to 10.

3.2 Evaluation metrics

The evaluation of our clustering is done using the B-Cubed metric (Bagga and
Baldwin 1998). Let Ci be the symbol for the cluster that document di gets clus-
tered in, and M i be its manual cluster (i.e. from the ground truth). The B-Cubed
metric then calculates for each document its precision (how many of the other
documents in its automatic cluster should be in it?) as |Ci∩M i |

|Ci | , and its recall
(how many of the documents in its manual cluster are in its automatic cluster?) as
|Ci∩M i |
|M i | . The total clusterings precision and recall are taken as the average over

all documents.
Our main remark on the B-Cubed metric is the fact that it rewards a singleton

clustering (each document in its own cluster) with a precision of 100%, as no
document is clustered together with an unrelated one. Of course, recall will be
very low in that case. Therefore we present the F1 values, as these give a clear
view on both precision and recall.

3http://www.cs.princeton.edu/ blei/lda-c/
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Vector space F-measure # events
Full text 76.8% 208
Topic words 65.6% 162
Entities 62.1% 173
max 85.7% 271
average 67.3% 164

Probabilistic F-measure # events
Full text 69.5% 119
Topics 59.5% 119
Entities 66.1% 182
max 72.7% 213
average 72.7% 213

Table 1: F-measure and # events for the 2-way split vector space and probabilistic models

Vector space F-measure # events
Full text 76.8% 208
Topic words 65.6% 162
Persons 59.6% 251
Locations 18.9% 50
Organizations 2.5% 6
max 1.3% 2
average 51.5% 126

Probabilistic F-measure # events
Full text 69.5% 119
Topics 59.6% 216
Persons 21.9% 76
Locations 19.3% 51
Organizations 9.3% 46
max 13.4% 47
average 51.8% 114

Table 2: F-measure and # events for the 4-way split vector space and probabilistic models

3.3 Named Entity Recognition

To estimate the influence of the NER, we have manually evaluated performance
of NER on a small validation set and found that performance was satisfying: we
obtained a precision of 93.37% and a recall of 97.69%. Precision is the percentage
of identified person names by the system that corresponds to correct person names,
and recall is the percentage of person names in the text that have been correctly
identified by the system.

3.4 Results of Event Detection in Wikinews

In this section, we present the performance of our event clustering evaluations. The
natural clustering derived from treating a text document as a whole is compared
to the one based on splitting the document in different aspects. In the following
evaluations, we will list each time the natural clusterings performance for the full
text, the different aspects and the different combinations of the aspects.

Topic-entity Our first set of tests evaluates the improvement of event clustering
by splitting news stories into two aspects: the topic (words) and the named enti-
ties. We test this, both with the vector space model and the probability model as
the underlying representations. The results are shown in table 1. In both cases,
comparing the full text already give acceptable results (76.8% and 69.5%). The
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Vector space F-measure # events
max 1.3% 2

wiki 69.8% 216
reuters 77.2% 278

average 51.5% 126
wiki 47.4% 109
reuters 53.7% 130

Probabilistic F-measure # events
max 13.4% 47

wiki 41.1% 166
reuters 47.1% 195

average 51.8% 114
wiki 46.7% 113
reuters 51.8% 134

Table 3: F-measure and # events when using importance factors for the 4-way split vector
space and probabilistic models

separate aspects on their own achieve a lower performance, as we use only part of
the content. When combining the aspects’ distances using the max-function, we
improve on the full text’s performance, for both representation models (and espe-
cially the vector space model). This shows we can now discriminate stories on a
finer level, by comparing more types of information inside the story.

The average-function gives an improvement for the probabilistic models, but
not for the vector space models. When the original data already gives good results,
averaging the aspect distances does not improve document discrimation, as no
aspect now has the possibility to discriminate on its own.

Topic-person-location-organization In table 2, we present the results when
separating the entities by their semantic classes. When looking at the combination
function’s results, we see that splitting a document into more aspects vastly de-
creases performance. Inspection of the different aspects showed this to be caused
by sparseness: when a semantic class contains no entities, that aspect’s distance to
those of other documents is either 0 or 1. In combination with the max-function,
this causes the dissimilarity between many documents to be overestimated. The
average-function suffers less from this problem, as the less sparse aspects can
compensate for this behaviour. Its performance however is still too low.

These results show the need for our importance factors: a way to decide when
sparse aspects should or should not have an impact in the combination function.

Importance factors In table 3, we compare the results of the max- and
average-function from table 2 to their weighted versions. The importance fac-
tors used to weight the functions have been learned from two separate training
corpora (Wikinews and Reuters). As Wikinews is also the test corpus, we essen-
tially bootstrap information that lies in the 2-way split in order to improve the
4-way split. The Reuters corpus is an independent training set, and much larger
than the Wikinews corpus.

The results show that the unsupervisedly learned importance factors improve
the performance for the max-function significantly. For the average-function,
they remain comparable. The weights trained from the Reuters-corpus outperform
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those trained from Wikinews. The number of training data thus influences the
accuracy of the weights.

4 Related research

Assessing similarities and differences between textual documents has a long-
standing interest. Established approaches represent documents as term vectors
(where terms are possibly weighted by a tf × idf factor) and compute the cosine
of the angle of the term vectors (Salton 1989) (vector space model). These models
assume that the vectors that span the geometric space are pairwise orthogonal, an
assumption which is violated in real texts (Wang et al. 1992). In order to cope
with synonym and related terms, the algebraic vector space model incorporated
document representations based on Latent Semantic Indexing (LSI) (Deerwester
et al. 1990) and singular value decomposition of the term-by-document matrix of
a document collection. Recently LSI models were replaced by probabilistic topic
models which deal with polysemy in a more natural way. The main idea is that
documents are viewed as a mixture of topics and each topic as a mixture of words.
Several latent topic models exist, such as probabilistic Latent Semantic Analysis or
pLSA (Hofmann 1999) and Latent Dirichlet Allocation (LDA) (Blei et al. 2003).
In both cases the topic and word distributions are learned from a large training
corpus, but newer models such as LDA learn additional latent variables that are in-
dependent of the training corpus, so that the topic distributions of new, previously
unseen documents can be inferred. Variant models have been studied by (Buntine
and Jakulin 2006).

Recent work on probabilistic topic models combines metadata content with
topic models, as is done by (Mccallum et al. 2005) who steer the discovery of
topics according to the relationships between people. These models, although
very valuable, add in a limited way some semantics to the words in a document.
The document representation however is still a quite rudimentary reflection of its
semantics. Structured models that take into account topic correlations have been
proposed by (Li and Mccallum 2006). This model did not yet take into account
extracted information such as named entities.

In the computational linguistics domain, paraphrasing techniques have been
developed in order to detect similar content by considering matching of
word co-occurrences, matching noun phrases, verb classes, proper nouns, etc.
(Hatzivassiloglou 1998), (Barzilay and Lee 2003), where the matching patterns
might be learned in an unsupervised way using sentences that already describe
comparable content. As a kind of extension of the paraphrasing models, re-
searchers have attempted to detect contradictions in natural language statements,
for instance, by means of handcrafted rules (Mckeown and Radev 1995) or learn-
ing contradiction models from annotated sentences (de Marneffe et al. 2008).
These techniques are usually confined to finding similarities or differences in a
fine grained way, but their use is currently still restricted by a rather low perfor-
mance, making them less suited for content comparison.

Information extraction technologies that semantically classify certain informa-
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tion in the documents (such as named entity recognition) in combination with
probabilistic topic models offer many interesting possibilities for representing and
comparing texts possibly along different aspects of content. Event detection has
received a substantial interest in information retrieval research (often as part of
topic detection and tracking (TDT) tasks. Early work on retrospective event detec-
tion based on a hierarchical agglomerative clustering (group average clustering)
is done by (Yang et al. 1999) (building further on (Cutting et al. 1992)). The
events are clustered based on lexical (single words) similarity of the documents
and temporal proximity. The temporal proximity parameter avoids clustering doc-
uments that are too far apart in time. Many different studies on event detection
followed these initial initiatives (see (Allan et al. 2002) for the main approaches).
Many of them rely on a vector space representation of the documents, where more
recent approaches make a distinction between named entities and non named en-
tity words (e.g., (Kumaran and Allan 2004)). In such a scheme each term type
might receive a different weight, possibly learned from a training corpus (Zhang
et al. 2007)]. Probabilistic models for representing events in documents are scarce.
(Allan et al. 2003) use a simple probabilistic language model as a document repre-
sentation. (Li et al. 2005) build a probabilistic generative model for retrospective
news events detection, where an event generates persons, locations, keywords as
named entities apart from a time pointer. Other research on integrating named enti-
ties in an event detection task include (Makkonen et al. 2002), (Zhang et al. 2007),
where (Zhang et al. 2007) demonstrated correlations between named entity types
and news classes.

5 Conclusion

In this paper we presented a comparative study of several unsupervised methods in
order to detect similarities and differences between text documents. Our methods
were evaluated in the setting of news event clustering. Our main hypothesis was
that considering different aspects of documents improves document comparison
as a whole. In order to test this hypothesis, we investigated the influence of repre-
sentation models, both vector space as probabilistic; the influence of the number
of aspects to consider; the possible dependencies between aspects; and different
methods of combining the aspects information.

The results confirmed our hypothesis. We have shown that regardless the rep-
resentation models, considering different aspects improves the clustering perfor-
mance, although there are several restrictions to this claim. Considering too many
aspects creates problems of sparseness. Learning dependencies between aspects in
an unsupervised way is able to reduce the influence of sparse, irrelevant aspects.

In future work, we like to apply these techniques on other types of texts or
media in different comparison or clustering tasks.

References

Allan, James, Courtney Wade, and Alvaro Bolivar (2003), Retrieval and novelty



An Aspect Based Document Representation for Event Clustering 67

detection at the sentence level, SIGIR ’03: Proceedings of the 26th annual
international ACM SIGIR conference on Research and development in in-
formaion retrieval, ACM, New York, NY, USA, pp. 314–321.

Allan, James, Victor Lavrenko, and Russell Swan (2002), Explorations within
Topic Tracking and Detection, Kluwer Academic Publishers, ir 20, pp. 197–
224.

Bagga, Amit and Breck Baldwin (1998), Algorithms for scoring coreference
chains, In The First International Conference on Language Resources and
Evaluation Workshop on Linguistics Coreference, pp. 563–566.

Barzilay, Regina and Lillian Lee (2003), Learning to paraphrase: An unsupervised
approach using multiple-sequence alignment, HLT-NAACL 2003: Main
Proceedings, pp. 16–23.

Blei, David M., Andrew Y. Ng, and Michael I. Jordan (2003), Latent dirichlet
allocation, J. Mach. Learn. Res. 3, pp. 993–1022, MIT Press, Cambridge,
MA, USA.

Buntine, Wray and Aleks Jakulin (2006), Discrete component analysis, Subspace,
Latent Structure and Feature Selection Techniques, Springer-Verlag.

Cutting, Douglass R., Jan O. Pedersen, David Karger, and John W.
Tukey (1992), Scatter/gather: A cluster-based approach to
browsing large document collections, Proceedings of the Fif-
teenth Annual International ACM SIGIR Conference on Re-
search and Development in Information Retrieval, pp. 318–329.
http://citeseerx.ist.psu.edu/viewdoc/summary?doi=10.1.1.34.6746.

de Marneffe, Marie C., Anna N. Rafferty, and Christopher D. Manning (2008),
Finding contradictions in text, Proceedings of ACL-08: HLT, Associ-
ation for Computational Linguistics, Columbus, Ohio, pp. 1039–1047.
http://www.aclweb.org/anthology-new/P/P08/P08-1118.bib.

Deerwester, Scott, Susan T. Dumais, George W. Furnas, Thomas K. Landauer, and
Richard Harshman (1990), Indexing by latent semantic analysis, Journal of
the American Society for Information Science 41, pp. 391–407.

Hatzivassiloglou, Vasileios (1998), Automatic acquisition of lexical semantic
knowledge from large corpora: the identification of semantically related
words, markedness, polarity, and antonymy, PhD thesis, New York, NY,
USA. Adviser-Mckeown,, Kathleen R.

Hofmann, Thomas (1999), Probabilistic latent semantic analysis, Pro-
ceedings of Uncertainty in Artificial Intelligence, UAI, Stockholm.
http://citeseer.csail.mit.edu/hofmann99probabilistic.html.

Kumaran, Giridhar and James Allan (2004), Text classification and named enti-
ties for new event detection, SIGIR ’04: Proceedings of the 27th annual
international ACM SIGIR conference on Research and development in in-
formation retrieval, ACM, New York, NY, USA, pp. 297–304.

Li, Wei and Andrew Mccallum (2006), Pachinko allocation: Dag-structured mix-
ture models of topic correlations, ICML ’06: Proceedings of the 23rd in-
ternational conference on Machine learning, ACM, New York, NY, USA,
pp. 577–584. http://dx.doi.org/10.1145/1143844.1143917.



68 Wim De Smet, Marie-Francine Moens

Li, Zhiwei, Bin Wang, Mingjing Li, and Wei-Ying Ma (2005), A probabilistic
model for retrospective news event detection, SIGIR ’05: Proceedings of
the 28th annual international ACM SIGIR conference on Research and de-
velopment in information retrieval, ACM, New York, NY, USA, pp. 106–
113.

Makkonen, Uha, Helena Ahonen-Myka, and Marko (2002), Applying semantic
classes in event detection and tracking, Proc. International Conference on
Natural Language Processing (ICON’02), pp. 175–183.

Mccallum, Andrew, Andres Corrada-Emmanuel, and Xuerui Wang (2005), Topic
and role discovery in social networks, pp. 786–791.

Mckeown, Kathleen and Dragomir R. Radev (1995), Generating summaries of
multiple news articles, In Proceedings, 18th Annual International ACM SI-
GIR Conference on Research and Development in Information Retrieval,
pp. 74–82.

Salton, Gerard (1989), Automatic text processing: the transformation, analysis,
and retrieval of information by computer, Addison-Wesley Longman Pub-
lishing Co., Inc., Boston, MA, USA.

Voorhees, Ellen M. (1986), Implementing agglomerative hierarchic clustering al-
gorithms for use in document retrieval, Technical report, Ithaca, NY, USA.

Wang, Z. W., S. K. M. Wong, and Y. Y. Yao (1992), An analysis of vector space
models based on computational geometry, SIGIR ’92: Proceedings of the
15th annual international ACM SIGIR conference on Research and devel-
opment in information retrieval, ACM, New York, NY, USA, pp. 152–160.

Yang, Yiming, Jaime G. Carbonell, Ralf D. Brown, Thomas Pierce, Brian T.
Archibald, and Xin Liu (1999), Learning approaches for detecting and
tracking news events, IEEE Intelligent Systems 14 (4), pp. 32–43, IEEE
Computer Society, Los Alamitos, CA, USA.

Zhang, Kuo, Juan Zi, and Li Gang Wu (2007), New event detection based on
indexing-tree and named entity, SIGIR ’07: Proceedings of the 30th an-
nual international ACM SIGIR conference on Research and development
in information retrieval, ACM, New York, NY, USA, pp. 215–222.



Coreference without Discourse Referents
A non-representational DRT-like discourse semantics
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Abstract

We propose a non-representational, compositional treatment of anaphora. By non-
representational we mean working directly with denotations without relying on specific
features of a representational language, such as discourse referents. The approach is based
on an adapted version of the montagovian theory of generalized quantifiers. Furthermore
we use a language abstraction borrowed from programming language semantics to enforce
a specific order of evaluation for the interpretations. This allows us to reproduce the se-
quential dynamics of anaphora. We present a complete formalization of our theory that
can be easily implemented in a functional computational paradigm. In the end we discuss
limitations of our approach and present preliminary solutions.

1 Introduction

This paper presents a compositional treatment of anaphora. Other similar pro-
posals can be found in the literature: Groenendijk and Stokhof (1991) modify
the interpretation of quantifiers in first-order logic by letting them have an unlim-
ited scope, Muskens (1996) emulates DRT in type theory by adding sorts for dis-
course referents (thus maintaining a representational component), while de Groote
(2006) employs a continuation-passing like approach where each sentence takes
the continuation of the discourse as an argument, thus allowing a re-use of bound
variables. The main goal of our work is to work directly with the denotations of
linguistic constituents rather than relying on specific features of some represen-
tational language, as it is the case for more traditional approach to anaphora like
DRT (Kamp and Reyle 1993) and file change semantics (Heim 1983).

In addition to this theoretical concern, we would also like to maintain some
intuitive insights from DRT that are somehow obfuscated by the complexity of the
formal machinery in proposals like the already cited de Groote (2006). And from a
more applied perspective we would like to be able to go almost mechanically from
a Montague-style lexicon to a “dynamic” lexicon.

Another fundamental issue that our proposal takes into account is the need to
deal with time related phenomena. Anaphora, for example, enforces a particular
sequence of linguistic events: first the antecedent noun phrase is introduced and
then an anaphoric pronoun picks up the reference. A purely compositional account
is however unable to capture these restrictions, but, as suggested by Shan (2002),
we can simulate such capability through monads, a category-theory derived triple
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of mappings mainly used in programming language semantics to account for side-
effecting computations (Moggi 1989, Wadler 1995).1 This is similar to the ap-
proach of Barker and Shan (2008) who employ continuation to enforce a specific
order of evaluation.

The paper is structured as follows: in section 2 we present at an intuitive level
the model and how we can treat the main aspects of anaphora in a purely compo-
sitional way. Section 3 elaborates on the ideas presented in section 2 by giving a
formal implementation of the system. As the reader will notice, our formalization
is strongly influenced by functional programming. Finally, in section 4 we illus-
trate how the system works by presenting a sample lexicon and working out some
simple examples. We conclude with some problematic cases on which we are still
working.

2 Compositional anaphora

2.1 Formal and notational preliminaries

As customary, we will assume that the denotations of natural language expressions
can be identified with elements of set theoretic objects joined together in a set,
referred to as a frame. We define a frame F inductively as follows:2

1. t ∈ F, with t = {0, 1}.

2. e ∈ F, where e is a non-empty arbitrary set, the set of entities.

3. If σ ∈ F and π ∈ F then (σ → π) ∈ F, where (σ → π) denotes the set of
all functions with domain σ and codomain π

In the following, when we name elements of F, we will drop outermost parentheses
and assume right associativity for functional abstraction (→). We will also call
these elements types, and state that an object has a certain type if it is a member of
the set named by that type. When the exact type is not relevant we will use lower
case Greek letters to indicate a type meta-variable.

Sometimes we will refer also to objects outside the frame but we will also refer
to them using types. In particular we will mention an arbitrary singleton set and
call it Unit.3

Often we will also need to state that a particular mathematical object is a mem-
ber of a certain set (or type). To do this we will follow the type theoretical conven-
tion of writing ` : τ , meaning that the object ` is a member of the set (or has type)
τ .

Finally, we will represent the mathematical objects of our frames by using λ-
terms. The syntax we use is fairly standard: constants of various types (the exact

1At the same time monads will allow us to express more concisely the complex mathematical objects
required by our approach.
2In our definition we do not distinguish types and domains.
3The nature of the single inhabitant of this type is completely irrelevant, as this is the value produced
by computations which are interesting only for their side-effects.
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type is normally left implicit but it is clear from the context) are typeset in boldface
(e.g. c), variables are typeset in italics (e.g. x), we write the application of a term t
to a term u as t u, abstraction is represented as usual by a prefixed λ followed by
the name of the variable that is abstracted in the rest of the term, we write 〈t, u〉
for the ordered pair formed by terms t and u, and π1 p and π2 p for the first and
second projection of the pair p respectively.

2.2 Doing without discourse referents

In a theory like DRT, referents are purely linguistic4 devices, that require an ad-
ditional mechanism, an assignment function, to be interpretable. Our goal is to
work directly with denotational objects and remove the need for a representation.
Our solution is based on denotational objects corresponding to generalized quan-
tifiers. The idea is to consider reference as a process that creates a function (the
generalized quantifier) that given a particular set of conditions (equivalent to the
conditions expressed in body part of boxes in DRT) produces a filter on the set
of entities. In other words, noun phrases that introduce a reference contribute to
discourse meaning by providing a promise of an entity-filter that can be fulfilled
only when the predication connected to the noun phrase is complete.

Type theoretically this amounts to considering two kind of objects: on one
hand filters, i.e. objects of type (e → t) → t, and on the other hand conditions,
i.e. objects of type e → t. The pair formed by a filter and a condition is the funda-
mental mathematical gadget of our approach, and we will call it a reference pair.
It captures the idea that a discourse basically highlights specific regions of its do-
main of interpretation (in the simplest case sets of entities) and then incrementally
and monotonically provides information regarding these areas of interest. The fi-
nal interpretation of the discourse (type theoretically its truth value) is obtained by
applying the filters to the corresponding conditions and conjoining the resulting
truth values.

For example, the discourse “Someone shouts.” can be roughly modeled by
assuming that the noun phrase someone introduces a filter λP.∃x.P x, which is
then coupled with then condition λx.shoutx, contributed by the predicate shouts.
We represent this situation as follows:

Φ = λP.∃x.P x Γ = λx.shout x (1)

Now suppose that the discourse is continued with the sentence “She bleeds.”: our
account requires the condition to be updated with the new predication5 introduced
by the verb-phrase bleeds. The resulting pair can be represented as follows:

Φ = λP.∃x.P x Γ = λx.shout x ∧ bleed x (2)

4The language we are referring to is the box language or any formal substitute, not natural language.
5Of course assuming that the pronoun she refers back to the “someone” mentioned before.
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Φa Γa

Φb Γb

Φc Γc Φd Γd

Figure 1: Sample reference tree

The details concerning the compositional process that results in this pair are ex-
plained in section 2.4, but the idea behind it is that the new condition is merged,
through intersection, with the already present condition.

2.3 Coreferential availability

One of the strength of a theory like DRT is the ability to predict the possibility
for discourse referents to be “picked up” by an anaphoric noun phrase. DRT en-
codes this information in terms of accessibility, a notion related to the structural
properties of the terms used to represent a discourse. To maintain this predictive
capability we also need to keep track of discourse structure.

We want to structure the introduced references so that availability for corefer-
ence and saliency are easily computable. We thus organize the reference pairs in a
tree of stacks of such pairs. We will call such a tree a reference tree. Together with
this structure we keep a pointer to the node we are currently operating on. The
tree structure allows us to reproduce the DRT notion of accessibility in terms of
node dominance: from the current position we have access to reference pairs that
are either in the same node (somewhere in the stack) or in a node that dominates
the current one. The information in any other node is not accessible. The use of a
stack in the each node is a crude way to encode saliency: pairs higher in the stack
are more recent and thus more salient for coreference resolution.6

For example, if the reference tree built so far is the one represented in figure
1 and the current position is signaled by the arrow, at this specific point we have
access to the information encoded by the Φd ,Γd pair, by the two pairs in the
dominating node, Φa ,Γa and Φb ,Γb , but not to the pair Φc ,Γc .

Let us consider a more concrete example. First we assume that indefinite noun
phrases introduce a reference pair in the current node, while universally quantified
noun phrases first create a new child node and then introduce a reference pair
in the newly created position. Upon exiting the scope of the universal quantifier
the pointer is moved up again to the topmost position. In this way the reference
introduced by the universal quantifier will not be available for future coreference.
6Our model is actually completely independent of any coreference resolution strategy, so it could be
coupled with a more advanced algorithm for saliency computation. We are using this simple strategy
just for illustrative purposes.
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Thus, if we are given the discourse “A droid entered. A woman arrived. Each
man laughed.”, we can represent the denotation we will get after processing the
last sentence as follows:

Φ = λP.∃x.P x Γ = λx.woman x ∧ arrive x

Φ = λP.∃x.P x Γ = λx.droid x ∧ enter x

Φ = λP.∀x.P x Γ = λx.man x → laugh x (3)

The reference pairs introduced by the two sentences “A droid entered.” and “A
woman arrived.” are still available for further expansion, we could for exam-
ple extend the condition on the “woman” filter by uttering something like “She
sat down.”. On the other hand, the reference pair introduced by “Everyone
laughed.” is inaccessible, disallowing any attempt to modify it. This is in line
with the intuition that a discourse continuation like “He found her funny.” should
be ruled out.7

2.4 Building denotations

We turn now to the process of building the denotational structures introduced in
the previous section. The strategy we present combines the principle of composi-
tionality with a notion of information threading.

The main idea is that sentences are processed one at the time in a completely
compositional fashion, and, similarly to a standard montagovian setting, they pro-
duce a value. However, while the value produced by a sentence is considered to
be a truth value in standard Montague semantics, in our case a sentence will pro-
duce a value that corresponds to a condition, a function of type e → t, roughly the
denotation of the verb phrase. This condition is then integrated in the condition of
the current most salient reference pair through set intersection.8 The modified ref-
erence tree is then passed as a context for the subsequent sentence. The integration
and the state passing is performed by an operator referred to as merge.

Noun phrases corresponding to generalized quantifiers contribute to discourse
meaning by pushing new reference pairs on the stack of the current node, while
definite noun phrases and pronouns alter the position of the pointer in the current
reference tree.

The interpretation of the whole discourse is obtained by taking the conjunction
of the application of each filter to its condition. For example, if the discourse
we want to interpret results in a reference tree like the one in figure 1, then the
interpretation of the discourse corresponds to the formula:

Φa Γa ∧ Φb Γb ∧ Φc Γc ∧ Φd Γd (4)

7Of course assuming that we can pick up the “droid” reference only with a neuter pronoun it.
8Objects of type e→ t can in fact be regarded as sets, as they corresponds to the characteristic function
of a set: for every object of type e they tell us if the element is in the set (returning 1) or not (returning
0).
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This formula is equivalent to the predicate logic translation of the discourse’s rep-
resentation structure that DRT would build.

3 Formalization

In this section we formally describe how to implement the ideas outlined in section
2. All our definitions have a functional programming flavour, and in fact they
can be implemented quite literally in a functional language like Haskell or ML.
We think that expressing the model directly in a well understood computational
paradigm is a major advantage as it guarantees a correct implementation.

3.1 Adding a level of abstraction: monads

The main reason for introducing monads is the fact that they allow the simulation
of the notion of sequencing without the need to leave the known ground of pure
compositionality. Thus, we don’t need to extend our models to account for an
operator corresponding to the well known ; of imperative programming languages
(see for example (Muskens 1996)).

Actually monads can be used to simulate many more “side effects” than se-
quencing, and in fact we will use them also to simulate state changing computa-
tions. In the previous discussion we often referred to threading a modified refer-
ence tree from one sentence to another, and monads allow us to model this process
in an elegant way.

A monad is defined as a triple 〈M,η, ?〉 where:

• M is a name for the set representing the monadic computations, most often
some type of function. M is usually used in a parametrized fashion: M α
indicates that we are looking at the specific sets of monadic computations
that yield an object of type α.

• η (pronounced “unit”) is a function from any set α to the set M α, we can
think of it as the function that lifts any value into a monadic computation.

• ? (pronounced “bind”) is a function of type M α → (α → M β) → M β (a
sort of “monadic apply”), it extracts a value from a monadic computation,
plugs it into function that uses the value to create a new monadic computa-
tion and returns the new monad.

The specific monad we are going to use is commonly referred to as the State
monad. It can be used to simulate computations that produce a value by reading
and possibly modifying an environment, and simultaneously to introduce a notion
of sequencing. For the State monad, M will correspond to the a set of functions
from the set of objects we decide to consider as environments to a pair composed
of a value and a (possibly new) environment. Assuming that we call the set of
environments env, we can concisely refer to set corresponding to this monad with
the type env → 〈α, env〉, where α is the result type of the computations we are
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interested in9. In our case, of course, the environment will be a tree of reference
pairs.

In the case of the State monad, η couples a value with an unmodified environ-
ment:

η : a → M a (5)
η a = λs.〈a, s〉

The function ? simulates the sequencing of operations:

? : M a → (a → M b) → M b (6)
v ? k = λs.k (π1 (v s)) (π2 (v s))

In words, ? passes the current computational environment to the first monadic
computation and then uses the result of this computation plus the resulting envi-
ronment to start the second computation.

For practical reasons it is useful to introduce a third function . : Ma → Mb →
M b defined on the base of ? as follows: k . v = k ? (λx.v), where x must not
occur free in the term v. This function will be used to thread operations that only
affect the environment without producing any meaningful value.

3.2 Implementation

To implement the theoretical notions presented in section 2 we need to define the
following functions:

• ◦ (pronounced “apply”) is the monadic version of functional application. It
represents the compositional step of standard Montague-semantics lifted at
the level of stateful computations. It can be defined as follows:

◦ : (M (α → β)) → (M α) → (M β) (7)
g ◦ v = g ? (λf.v ? (λx.η (f x)))

The idea is the following: first the computation g is performed, and its value
is named f , subsequently the computation v is carried out, within the context
produced by the previous computation, and produces a value that we call x.
Finally the result of applying the function f to its argument x is plugged into
a computation that keeps the environment returned by the last computation.

• ⊕ (pronounced “merge”) represents the merge operation introduced in sec-
tion 2.4. Its definition is based on a couple of helper functions that are
specific for the environment we assume for our State monad:

– addCondition : (e → t) → M Unit, which intersects the passed
condition with the condition in the currently most salient reference
pair.

9So, strictly speaking, M is not a set but the set of all sets corresponding to the computations with a
specified result type.
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– backToTop : M Unit, a function that moves the pointer from the
current reference pair to the most salient pair in the root of the tree.

Assuming these two functions we can define ⊕ as follows:

⊕ : M (e → t) → M (e → t) → M (e → t) (8)
c⊕ k = c ? (λv.addCondition v . (backToTop . k))

In words,⊕ extracts the condition generated by the first sentence (remember
that sentences have the type of predicates in our theory), adds it as a con-
dition for the current most salient reference pair, moves the pointer to the
topmost node and then goes on by calculating the computation that repre-
sents the contribution of the second sentence to the discourse.

Finally we introduce some useful functions that will be used in the example
lexicon introduced in the following section:

• addChild : M Unit, which attaches to the tree a new node as a child of the
current node and sets the newly created node as the current node.

• createRef : ((e → t) → t) → M Unit, which creates a new reference
pair in the current node, by using the filter passed as an argument and the
constantly true function λx.1 : e → t as a default condition. This function
is the identity element of set-intersection on ℘(e)10, so it can be safely used
as a place holder until the real condition is computed.

• moveToMostSalientRef : M Unit, which moves the pointer to the most
salient reference pair.

• getMostSalientRef : M 〈((e → t) → t), (e → t)〉11, a function that
returns the currently most salient reference pair.

4 A toy lexicon and examples

The construction of a lexicon is a straightforward procedure: we start with a stan-
dard montagovian lexicon and lift to the monadic level all the lexical items that do
not have any referential power by means of the η function. All the items that have
some referential power (e.g. generalized quantifiers, pronouns, etc.) are instead
paired with a denotation reflecting the principles illustrated above.

For example, in the case of an intransitive verb like run, whose denotation is
a subset of the domain of entities that we can represent as run : e → t, we can
obtain the denotation for our dynamic semantics by applying η to run. We obtain
an object of type M (e → t), representable as λe.〈run, e〉.

In the case of generalized quantifiers, determiners and pronouns, we need a
different approach. All these items play some role in anaphoric reference, and their

10As stated above, we can identify a set with its characteristic function and of course λx.1 represents
the complete domain e. It is trivial to see that for every A ⊆ e we have A ∩ e = e ∩A = A.

11Here we abuse notation by lifting the syntax for pairs from terms to types.
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WORD TYPE/DENOTATION

someone M ((e → t) → e → t)
createRef(λP.∃x.P x) . η(λp.λx.p x)

Yoda M ((e → t) → e → t)
createRef(λP.P yoda) . η(λp.λx.p x)

some M ((e → t) → (e → t) → e → t)
createRef(λP.∃x.P x) . η(λp.λq.λx.p x ∧ q x)

every M ((e → t) → (e → t) → e → t)
addChild . createRef(λP.∀x.P x) . η(λp.λq.λx.p x → q x)

Table 1: Generalized quantifiers and determiners

dynamic denotation must reflect this. To better understand how we can formally
capture the intuitions presented above let us work out the denotation of a quantified
noun phrase like “everyone”. First of all we have to decide the type we want to
assign to it. We can start from the classical montagovian type (e → t) → t and
adapt it to the dynamic context. The new denotation should still be an object that
takes a predicate of type e → t as an argument but instead of returning a truth
value, the type of sentence denotations in Montague semantics, it should return a
condition as described above. The denotation must be wrapped in a monadic layer,
so the type of the denotation of a generalized quantifier should be something of
type M ((e → t) → (e → t)). The specific mathematical object that represents the
denotation of “everyone” should have the following effects on the environment:

• it should add a new level in the reference tree,

• create a new filter-condition pair whose filter is a function that checks that
the corresponding condition is universally satisfied,

and then produce as a result the condition generated by the predicate of the sen-
tence. With the tools presented so far we can formally represent such an object as
follows:

addChild . createRef(λP.∀x.P x) . η(λp.λx.p x). (9)

We give some more examples of generalized quantifier and determiner denotations
in table 1.

In the case of the non referential use of quantified noun phrases, as it is the case
for de dicto readings, we can simply keep the montagovian denotation and lift it
to the monadic level by the use of η. The effect we obtain is basically to trap the
quantifier inside a condition and make it inaccessible for further modification.

LEXICAL ENTRY TYPE DENOTATION

someone M ((e → t) → t) η(λP.∃x.P x)
every M ((e → t) → (e → t) → t) η(λP.λQ.∀x.P x → Q x)
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The denotation of anaphoric pronouns in our dynamic semantics is a function
that has the only effect of moving the pointer to the currently most salient reference
pair and then let the condition defined by the predicate it scopes over to be added
to this reference pair. For example, the denotation of a pronoun like she will be a
function of type M ((e → t) → e → t) that we can represent as follows:

moveToMostSalientRef . η(λp.λx.p x) (10)

As it was the case for quantified noun phrases, pronouns do not produce any “us-
able” value but rather direct the values produced by the predicates to the correct
reference pair.

We conclude this section illustrating the implementation of our system with a
simple example. Suppose we want to analyze the discourse “Yoda woke-up. He
was tied-up.”. We will simplify the treatment by ignoring issues like tense and
aspect and consider the past participle tied an adjective (together with the particle
up). The lexical entries for the words of this discourse can be derived from the
discussion above, with the exception of the verb to be, which we will consider to
be the identity function on objects of type e → t (of course lifted to the monadic
level). The computation of the meaning of the discourse starts in the context of
a reference tree with a single node, containing an empty stack of reference pairs.
The computation of the denotation of the first sentence equals to the evaluation of
the following term:

(createRef(λP.P yoda) . η(λp.λx.p x)) ◦ η(wake-up) : M (e → t)
(11)

Evaluating this term produces the value wake-up but also modifies the environ-
ment producing the following reference tree:

Φ = λP.P yoda Γ = λx.1 (12)

The result of the computation is then merged with the result of computing the
denotation of the second sentence:

(wake-up)⊕ ((moveToMostSalientRef . η(λp.λx.p x))◦ (13)
(η(λp.λx.p x) ◦ η(tied-up)))

The ⊕ operation will first intersect the condition wake-up with the reference pair
currently pointed at, producing the environment:

Φ = λP.P yoda Γ = λx.1 ∧ wake-up x (14)

This is the environment used to compute the denotation of the term to the right of
⊕ in 13. Evaluating the denotation of the pronoun he moves the pointer to the most
salient referent (we have only one referent, so the environment is left unchanged),
so the evaluation of term 13 ends with the environment represented in 14 and the
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value tied-up. To finish he computation of the discourse semantics we can merge
the discourse with the empty condition η(λx.1) : M (e → t), similarly to what we
would do in a continuation passing regime by passing the identity function at the
end. The resulting reference tree is the following:

Φ = λP.P yoda Γ = λx.1 ∧ wake-up x ∧ tied-up x (15)

which can be flattened into the formula:

wake-up yoda ∧ tied-up yoda (16)

4.1 Open issues

We have not given a treatment of pronouns in object position yet. If we keep the
simplistic approach presented in the previous section, we can assume that pronoun
in object position retrieves from the environment the reference pair it refers to, and
then fills the object position of the transitive predicate with it. The denotation of
such a pronoun is an object of type M ((e → e → t) → e → t) and we can
represent it with the following term:

getMostSalientRef ? (λ〈t, c〉.η(λr.λy.t(c ∩ (λx.r(x)(y))))) (17)

To exemplify the resulting semantics consider the simple discourse “A jedi
entered. Everyone watched her.”. We skip all the details of the computation
and present the final environment:

Φ = λP.∃x.P x Γ = λx.jedi x ∧ enter x

Φ = λP.∀x.P x Γ = λx.∃y.jedi y ∧ enter y ∧ watch y x (18)

However, this approach is problematic. The first problem shows up in the
case of a discourse like “A jedi entered. Someone helped him. He was
wounded.”: in this case our treatment would produce a condition for the reference
pair introduced by someone that enforces only the fact that some entity helped an
entity that is a jedi and not a wounded jedi.

The second problem is that the formula that we get once we flatten the refer-
ence tree does not describe the model we intuitively associate with the discourse.
In fact the formula we obtain describe a situation roughly equivalent to the dis-
course “A jedi entered. Everyone watched a jedi.”. We do not encounter the
same problem if the pronoun is under the scope of an existential quantifier, as the
following holds

(∃x.P x ∧ (∃y.R x y)) ↔ (∃x.P x ∧ (∃y.∃z.P z ∧R z y))) (19)

This observation suggests that we could change the denotation for universal quan-
tifiers. Instead of interpreting as reference introducers, we can keep the classical
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montagovian interpretation for them. Note that this does not change their accessi-
bility, because even if we interpret them as introducing a referent in the discourse,
this referent cannot be picked up by subsequent pronouns. For example, we can
associate everyone with the following denotation:

η(λP.∀x.P x) : M ((e → t) → t) (20)

However, composing this interpretation with the one of watched her would result
in an object of type t, while we assume sentences to be of type e → t. To solve this
problem and to get the correct interpretation of this sentence, we need to change
the denotation for the anaphoric pronoun as well: the pronoun should take as ar-
guments the transitive verb and the generalized quantifier and generate a condition
that can then be intersected with the one of the reference pair it points to. More
formally, we can assign to her the following denotation:

moveToMostSalientRef . η(λP.λQ.λx.Q (P x)) : (21)
M ((e → e → t) → ((e → t) → t) → e → t)

With this semantics the discourse “A jedi entered. Everyone watched her. She
bled.” produces the following reference tree:

Φ = λP.∃x.P x Γ = λx.jedi x ∧ enter x ∧ ∀y.watch x y ∧ bleed x (22)

This reference tree in turn produces the desired truth conditions. Nevertheless it
forces us to make an unnatural distinction between the denotation of pronouns in
object position coupled with universal quantifiers and those under the scope of
existential quantifiers. In addition we need to postulate a phonologically silent
operator that lifts the type of a sentence such as Everyone smiled to the type of
conditions and adds it to the currently most salient reference pair.

The solutions presented here are only partial and require further research.

5 Conclusion

We presented a completely compositional model for discourse semantics capable
of capturing the main aspects of anaphoric coreference. Our approach extends the
montagovian approach to phenomena that are traditionally accounted for with ad
hoc mechanisms. We grounded our approach on the notion of generalized quanti-
fiers showing how the decoupling of the quantificational component (the filter in
our terms) and the restrictive component (the condition) of their usual denotation
can be used to represent updatable reference. To capture the sequential nature of
discourse we borrowed the notion of monads from programming language seman-
tics. This allowed us to enforce a specific order of evaluation needed to capture
the dynamics between introduction and backward-reference in discourse seman-
tics. At the same time, monads allowed for a neat emulation of evolving state, a
notion that intuitively captures the ongoing changes in the creation of a discourse
model.
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Finally, we pointed out some limitations of our approach and proposed partial
solutions. At the moment we are working on alternative approaches to pronoun
semantics.
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Abstract

We present an unsupervised approach to automatically learn lexico-syntactic patterns en-
coding meronymy relations from texts. Our major contribution lies in alleviating the chal-
lenge of disambiguating polysemous patterns that encode meronymy only in some contexts.
We rely on the linking theory to posit that semantic features of the Part and Whole instances
participating in a meronymy relation facilitate the identification of meronymy-encoding pat-
terns. We abstract the instances to their hypernyms, enforcing semantic selectional restric-
tions to constrain the contexts within which patterns participate in meronymy. We disam-
biguate polysemous patterns using their contexts based on a modified version of Harris’
distributional hypothesis by postulating that similar patterns share similar contexts. Our
experiments revealed that enforcing selectional restrictions enables detecting high-quality
patterns. Furthermore, our method does not require annotated data, and has a broader cov-
erage compared to previous studies.

1 Introduction

Meronymy is a semantic relation between an object corresponding to a “part” and
to its corresponding “whole” (Girju et al. 2006). If an entity X is the meronym of
another entity Y, then sentences of the form “Xs are parts of Y” or “Y has Xs” are
valid when noun phrases X and Y are interpreted generically; for example, “an
engine is a part of a car”. The inverse of meronymy is holonymy. Meronymy
relations between part and whole objects are crucial for various Natural Language
Processing tasks, such as question-answering and information extraction (Girju
et al. 2003).

Several research efforts, geared towards automatically identifying meronymy
patterns from texts, have been proposed (Girju et al. 2006, Girju et al. 2003,
Berland and Charniak 1999). However, the long-standing challenge of resolv-
ing pattern ambiguity has not yet been adequately addressed. Pattern ambiguity
arises when an expression encodes meronymy only within specific contexts. For
example, the genitive pattern “of” is polysemous since it conveys meronymy in
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“engine of the car”, but not in “book of the student”, in which it indicates a pos-
session relation.

In this paper, we present a novel, unsupervised approach to automatically learn
high-quality lexico-syntactic patterns encoding meronymy relations from unstruc-
tured, natural language texts. We address the pattern ambiguity issue by consider-
ing part-whole relations as analogous to semantic frames (Fillmore 1976, Gildea
et al. 2002). Semantic frames schematically depict actions or relations, together
with the participating concepts that are labeled depending on their roles (Gildea
et al. 2002). Based on this analogy, meronymy is a specialized frame, illustrating
a part-whole relation between an instance playing the role of a PART, and another
one with the corresponding WHOLE role. The instances occurring in the PART and
WHOLE roles of a pattern constitute its contexts, and determine, for ambiguous
patterns, whether they encode meronymy. The novelty in our approach to disam-
biguate polysemous meronymy expressions lies in enforcing semantic selectional
restrictions on the instances in the PART and WHOLE roles of patterns to constrain
the possible contexts within which these patterns encode part-whole relations. Se-
lectional restrictions are obtained by abstracting the PART and WHOLE instances
to their hypernyms. We disambiguate polysemous patterns based on a modified
version of Harris’ distributional hypothesis (Harris 1968), in which we claim that
“patterns are similar to the extent to which they share similar contexts”. Hence, to
disambiguate a pattern (i.e. to determine whether it encodes meronymy given its
contexts), we find out if its contexts are similar to any of the meronymy-indicative
contexts within which the pattern can participate in a part-whole relation. Besides
acting as selectional restrictions to facilitate the disambiguation of polysemous ex-
pressions, converting PART and WHOLE instances to their conceptual classes also
helps in broadening the scope of our approach, and in alleviating issues related to
data sparsity. Furthermore, our strategy detects meronym noun pairs that are not
documented in the WordNet semantic database (Fellbaum 1998). To enhance the
quality of the patterns acquired by our unsupervised procedure, we rely on certain
mathematical and logical properties of meronymy relations.

Compared to previous related studies, our methodology has broader coverage,
and its unsupervised learning procedure reduces the reliance on large amount of
annotated training data. We also innovate in our choice of the English Wikipedia
corpus for mining and evaluating meronymy relations. Wikipedia has till now
been exploited to extract very general relations (Nguyen et al. 2007, Suchanek
et al. 2007).

The remainder of this paper is structured as follows. We present an overview
of the theories of parthood in Section 2. Section 3 discusses some recent studies
related to the automatic discovery of part-whole relations. We present our unsu-
pervised approach for automatically identifying meronymy relations in Section 4.
Our experiment results follow in Section 5. We conclude and highlight areas for
future investigation in Section 6.
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2 Meronymy Relations

In linguistics, the semantic relation between part entities and their corresponding
wholes is known as meronymy (Winston et al. 1987). An entity X is the meronym
of another entity Y if “Xs are parts of Y”, or “Y has Xs”. Conversely, Y is the
holonym of X. Meronymy relations can be established both at the conceptual
(class) level and at the individual instances (objects) level (Cruse 1986). Class-
level part-whole relations indicate that every instance of the WHOLE concept in-
cludes one or more instances of the PART concepts. Instance-level meronymy re-
lations imply that the (specific) WHOLE object includes one or more of the PART
objects.

2.1 Formal and Mathematical Properties of Parthood

Simons (Simons 1987, Simons 1991) and Varzi (Varzi 2004) defined meronymy as
a strict partial ordering, with the following axioms: existence, asymmetry, supple-
mentarity, transitivity, extensionality, irreflexivity, existence of mereological sum,
existence of mereological atoms, and decomposition into atoms. Of particular in-
terest to us are asymmetry, transitivity and irreflexivity, which we rely upon to
validate the part-whole relations acquired by our approach. They are illustrated in
Equations (1) - (3). PWR(X, Y ) indicates a part-whole relation between X and
Y.

The irreflexivity property states that a concept X cannot be a part or a whole
of itself (Keet 2006), and is formalized in equation (1). The irreflexivity property
states that a concept X cannot be a part or a whole of itself (Keet 2006), and is
formalized in equation (1).

∀X;¬PWR(X, X) (1)

Equation (2) illustrates the asymmetry property, according to which, if X is
part of Y, then Y is not part of X (Keet 2006).

∀X, Y ;PWR(X, Y ) → ¬PWR(Y, X) (2)

The transitivity property, in equation (3), states that if X is part of Y, and Y is
part of Z, then X is also part of Z (Keet 2006).

∀(X, Y, Z);PWR(X, Y ) ∧ PWR(Y, Z) → PWR(X, Z) (3)

Although transitivity is a minimal requirement for part-whole relations (Artale
et al. 1996), it applies only across relations of the same types according Winston’s
taxonomy (Winston et al. 1987).

2.2 Taxonomy of Meronymy Relations

Winston et al. (Winston et al. 1987) developed a taxonomy of part-whole rela-
tions based on psycho-linguistic experiments, and classified six major types of
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Ambiguous Genitives ENGINE “of the” CAR True
BOOK “of the” STUDENT False

Ambiguous Noun Compounds CAR ENGINE True
STUDENT BOOK False

Ambiguous Prepositional Constructs CAR “with” ENGINE True
STUDENT “with” BOOK False

Table 1: Ambiguous Meronymy Patterns.

meronymy relations. They are: 1) Component-Integral, the relation between
a component (part) and its integral (whole), as in ENGINE-CAR, 2) Member-
Collection, membership in a collection, such as SHIP-FLEET, 3) Portion-Mass,
the relations between portions and masses, and physical dimensions, for example,
METRE-KILOMETRE or SLICE-PIE, 4) Material-Object, the relation between an
object and its constituent material, such as GRAPE-WINE, 5) Place-Area, the re-
lation between areas and locations within them, as in NETHERLANDS-EUROPE,
and 6) Feature-Activity, the relation between phases of an activitiy, for example,
SCORING-PLAYING.

2.3 Ambiguity of Meronymy Encoding Patterns

The many different ways in which an entity can be expressed as a part of another
entity give rise to a wide variety of lexico-syntactic structures that can encode
meronymy (Iris et al. 1988). Previous studies (Girju et al. 2006) recognized four
types of meronymy-indicating lexico-syntactic patterns. They are: 1) genitives
and the verb “to have”, 2) noun compounds, 3) prepositional phrases, 4) other
rare patterns, (e.g.: “is a branch of”).

Some lexico-syntactic patterns are unambiguous and always depict meronymy.
Other polysemous patterns are ambiguous, and convey meronymy depending on
the contexts in which they occur. Table 1 lists examples of ambiguous meronymy
patterns for genitives, noun compounds and prepositional phrases. “True” indi-
cates that the ambiguous pattern encodes meronymy, while “False”indicates the
opposite.

Disambiguating polysemous lexico-syntactic structures, to determine whether
their occurrences are indicative of meronymy, is a challenge that has not been
adequately addressed in past research.

3 Related Work

Hearst (Hearst 1998) proposed an approach for identifying meronymy relations
from text based on the occurrence of a restricted set of lexico-syntactic patterns,
following a similar successful technique for detecting hypernymy (Hearst 1992).
However, the performance in meronymy identification was low, possibly due to the
wider variety of meronymy-invoking constructs. Berland and Charniak (Berland
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and Charniak 1999) also relied on specific lexico-syntactic patterns to discover
part-whole relations. They focused on a small set of genitive patterns and on six
seed nouns representing WHOLE concepts. Statistical measures over a large corpus
were then employed to locate meronymy relations.

Neither Hearst nor Berland and Charniak discriminated between ambiguous
and unambiguous meronymy constructs, which resulted in the low performance
of their approaches. They also suffered from low coverage, compounded by
their small seed sets, and their discarding of terms with suffixes “ing”, “ness”,
or “ity”. Girju et al. (Girju et al. 2006, Girju et al. 2003) attempted to alleviate the
pattern ambiguity challenge by machine-learning techniques based on decision
tree classifiers. Despite being more accurate than (Berland and Charniak 1999)
and (Hearst 1998), they required substantial manual intervention, for example, to
identify an initial set of meronymy-encoding patterns, to annotate positive and
negative examples, and to disambiguate word senses. Our methodology to auto-
matically acquire high-quality meronymy lexico-syntactic patterns addresses the
above-mentioned issues, as well as the crucial challenge of resolving meronymy
pattern ambiguity.

4 Methodology

The overall framework in which we embed our unsupervised algorithms to auto-
matically discover meronymy relations consists of a knowledge acquisition and
an evaluation phase. Similar to other data-driven methodologies, we start by ac-
quiring seed PART-WHOLE noun pairs from a semantic database. These noun
pairs are abstracted to their corresponding PART-WHOLE concept pairs. Lexico-
syntactic patterns relating (noun) instances of the PART-WHOLE concept pairs are
then searched for, validated and extracted from a corpus. Evaluation involves mea-
suring the precision with which the acquired patterns encode meronymy over a
completely different test corpus.

4.1 Acquiring Seeds

The aim of this phase is to automatically acquire meronym or holonym noun
pairs, <n1 ,n2>, participating in part-whole relations. This means either n1 is
a meronym of n2 (n2 is the holonym of n1 ) or vice-versa. The pair n1 and n2

constitute a PART-WHOLE noun pair. We implemented a meronym/holonym noun
pair harvesting procedure that takes as input a seed noun, si , and traverses Word-
Net to collect its meronyms and holonyms for all its different senses. The collected
meronyms and holonyms are then treated as seeds, and fed to our harvesting algo-
rithm so that their meronyms and holonyms are acquired recursively. Unlike past
studies (Berland and Charniak 1999, Girju et al. 2003, Girju et al. 2006, Hearst
1998), our seed harvesting and expansion strategy enables us to broaden our cov-
erage since the holonym of a seed si could have other meronyms sj (besides si ).
For example, si = “engine#3′′, has as holonym “train#1′′, which in turn has
another meronym synset sj = < car#2, railcar#1, railway car#1,
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railroad car#1 >. Our approach also efficiently handles seeds that are both
meronyms and holonyms, such as si = “engine#3′′ which is a holonym of
“footplate#1′′, but a meronym of “train#1′′. Furthermore, our seed collec-
tion procedure requires the specification of either a part or a whole noun while
previous studies needed both the part and whole seeds.

Thus, from a minimal list of input nouns, this phase outputs an augmented
seed set of PART-WHOLE noun pairs. Since they were harvested by traversing
the meronymy and holonymy semantic links of WordNet, which we consider a
reliable reference, the co-occurences of these noun pairs in any lexico-syntactic
patterns always indicate meronymy.

4.2 Conceptual Semantic Abstraction

This stage takes as input the previously harvested PART-WHOLE noun pairs,
and generalizes them to their super-ordinate concepts (classes), resulting into
PART-WHOLE concept pairs. We achieve this abstraction by replacing the PART
and WHOLE noun instances with their respective direct ancestors, one level
up the WordNet hypernymy chain. For example, the PART-WHOLE noun pair
< grape, wine > will be abstracted to the PART-WHOLE concept pair
< edible fruit#1, alcohol#1 >, where #x indicates WordNet sense x.

Our rationale for incorporating semantic features such as hypernyms stems
from the linking theory (Fillmore 1976, Gildea et al. 2002), which is at the core of
frame-based semantic role labeling (Gildea et al. 2002). According to this theory,
lexico-syntactic realizations of patterns that relate arguments to their predicates
can be accurately predicted from the arguments’ semantics. Our reformulation
of meronymy relation discovery as a special case of semantic role labeling, with
meronymy relations corresponding to semantic frames, enables us to postulate that
semantic information about PART and WHOLE arguments could facilitate identify-
ing lexico-syntactic realizations of patterns that encode meronymy (Section 4.3).
Abstracting PART and WHOLE noun pairs to their hypernyms also enables the
implicit capture of certain mathematical properties (irreflexivity, asymmetry, tran-
sitivity) as well as other characteristics (homogeneous and homeomerous) of the
relations in which they participate. Furthermore, replacing individual noun in-
stances with their conceptual classes broadens the coverage of lexical items that
are characterized by large vocabularies, and hence, reduces problems of data spar-
sity. The output of this phase is a set of PART-WHOLE concept pairs of the
form < Hypernym(n1#x),Hypernym(n2#y) >, where n1 and n2 are PART-
WHOLE noun pairs with WordNet sense numbers x and y respectively. The func-
tion Hypernym(w#s) returns the immediate hypernym of noun w with sense s
based on WordNet’s hierarchy. When they appear as arguments of lexico-syntactic
patterns, these concept pairs impose semantic selectional restrictions that constrain
the possible contexts within which these pattern encode meronymy, facilitating
the disambiguation of polysemous patterns (Section 4.3). We index such PART-
WHOLE concept pair in a PART-WHOLE concept lexicon.

One issue with generalizing noun instances to their immediate WordNet hy-
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pernyms is that the most informative hypernym could reside a few level up the
WordNet hierarchy. For example, abstracting the noun pair < robin, wing >
to its corresponding concept pair yields < thrush, organ >, while the pair
< bird, organ > would have been more desirable. We discuss how to handle
this problem in our future work (Section 6).

4.3 Acquiring and Disambiguating Meronymy-Indicating Patterns

The objective in this step is to acquire lexico-syntactic expressions that convey
meronymy from a corpus. This process entails the proper disambiguation of pol-
ysemous patterns to determine whether their occurrences indicate meronymy. For
each identified PART-WHOLE concept pairs < Part Concept, Whole Concept >
from the previous phase, we search a portion of the English Wikipedia corpus for
sentences containing noun pairs < n1 , n2 > such that n1 is an instance of the
PART concept Part Concept, and n2 is an instance of the corresponding WHOLE
concept Whole Concept.

Since Part Concept and Whole Concept participate in meronymy at the class-
level, according to Cruse (Cruse 1986), every instance of type Whole Concept
(e.g.: n2 ) should contain one or more instances of type Part Concept (e.g.:n1 ).
Based on Cruse’s idea and on the extensionality property of part-whole relations,
which states that objects with the same parts are identical, we infer that n1 and n2

are PART-WHOLE noun pairs that also participate in meronymy relations. As ex-
ample, consider the PART-WHOLE concept pair < edible fruit#1, alcohol#1 >
from the PART-WHOLE concept lexicon (Section 4.2). Searching for instances of
this meronymy concept pair in the Wikipedia corpus could lead to the identifica-
tion of the PART-WHOLE noun pair < grape#1, wine#1 > from Wikipedia sen-
tences. (We do not discuss determining the correct senses of nouns in this paper).
Since these identified noun pairs are instances of known PART-WHOLE concept
pairs, and hence also participate in part-whole relations, the lexico-patterns that
relate them in their sentences encode meronymy. Similar to (Snow et al. 2005), we
formalize the representational space of lexico-syntactic patterns by dependency
paths. We syntactically parse sentences containing occurrences of the PART and
WHOLE noun pairs, and define a meronymy lexico-syntactic construct as the short-
est path in the parsed dependency structure that relates the PART and the WHOLE
nouns. For example, given sentence
S1= “Plan Bordeaux calls for a simplification of French wine labels , including
the name of the grapes ...”.
S1 was identified from our corpus since it contains instances of the PART-WHOLE
concept pair < edible fruit#1, alcohol#1 >, namely the PART and the WHOLE
noun pairs “grape” and “wine”. The shortest dependency path between the PART
and the WHOLE noun pairs extracted from it is
P= “+nn+labels+pobj+of <- prep ->including+pobj+name+prep+of+pobj+”.
In the above example, the lexico-syntactic pattern P encodes meronymy since its
arguments are instances of the known PART-WHOLE concept pair “edible fruit”
and “alcohol”. In this way, we acquire a set of promising meronymy lexico-
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syntactic patterns by searching our corpus for sentences containing instances of
previously identified PART-WHOLE concept pairs, parsing these sentences and ex-
tracting the shortest dependency paths between the noun instances. We index the
learnt patterns in a meronymy-pattern lexicon.

However, our approach could prove to be too general, and identify instances
that do not partcipate in meronymy relations, such as < kiwi#1, wine#1 >
which are valid instances of < edible fruit#1, alcohol#1 >. Subsequently ex-
tracted patterns relating such false meronymy noun pairs do not encode part-whole
relations. To keep only those constructs that are likelier to express meronymy, we
maintain a frequency count, and discard patterns with frequencies below an exper-
imentally set threshold. We assume that true meronymy patterns such as “made
of” will not relate instances that are not parts and wholes, as in “wine is made of
kiwi”. Furthermore, invalid meronym noun pairs are in most cases related by con-
junctions or negations, as in “he likes wine and kiwi” or “wine is not made of kiwi,
which we filter in our approach to improve the quality of the acquired part-whole
patterns.

To disambiguate polysemous patterns, such as genitives (“of”) that encode
meronymy only in certain contexts, we rely on the previously acquired PART-
WHOLE concept pairs indexed in the PART-WHOLE concept lexicon, and on the
unambiguous patterns recorded in the meronymy-pattern lexicon. The key idea
underlying our disambiguation procedure is that PART-WHOLE concept pairs en-
force semantic selectional restrictions on the lexico-syntactic patterns they co-
occur with, constraining the possible contexts in which these patterns express
meronymy, thereby facilitating their disambiguation. Contextual information has
been traditionally employed in word sense disambiguation, following Harris’ dis-
tributional hypothesis, which states that words are similar to the extent to which
they share similar contexts. We reformulate this hypothesis as “lexico-syntactic
patterns are similar to the extent to which they share similar contexts”, and use
this modified hypothesis in disambiguating polysemous patterns. In our case, the
contexts of patterns are defined by the arguments that they sub-categorize. For
example, given an unambiguous meronymy lexico-syntactic pattern P =“ con-
tains”, acquired from our corpus and indexed in the meronymy-pattern lexicon,
and its meronymy-indicating contexts consisting of the PART-WHOLE concept
pair < vehicle#1,motor#1 >. P expresses a conceptual level part-whole rela-
tion “vehicle contains motor”. To determine whether the occurence of an ambigu-
ous pattern P’ (e.g.: “of”) with arguments “args1” (e.g.: “engine”) and “args2”
(e.g.: “car”) encodes meronymy, we compute its contextual similarity with the
meronymy-pattern P. We consider P’ to be similar to P, and hence, to also en-
code a part-whole relation, if the arguments defining its contexts are instances of
the known PART-WHOLE concept pairs that are sub-categorized by the meronymy
pattern P. Thus, in this example, since “engine” and “car” are instances of “mo-
tor#1” and “vehicle#1” respectively, we infer that the ambiguous meronymy pat-
tern P’= “of” indicates a part-whole relation. The semantic classes (e.g.: concepts
“motor#1” and “vehicle#1”) act as selectional modifiers on ambiguous patterns,
and restrict the allowable contexts in which these patterns participate in meronymy.
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Had the contexts of P’ been characterized by the arguments “book” and “stu-
dent”, as in “book of student”, our technique would infer that P’ does not encode
meronymy in these contexts. It reaches this conclusion on two bases. First, the
corpus from which the patterns are extracted does not contain invalid English con-
structs involving meronymy patterns as in “student is made of book”. Such invalid
expressions will cause our algorithm to identify “student” and “book” as PART-
WHOLE noun pairs, and to infer that the pattern “made of” encodes meronymy
when it sub-categorizes instances of type “enrollee#1” and “publication#1” (the
conceptual classes of “student” and “book” respectively). The second basis is
that meronymy and holonymy relations documented in WordNet are correct. Oth-
erwise, we will count pairs such as <“enrollee#1”,“publication#1”> as valid
PART-WHOLE concepts, and will wrongly consider the patterns in which their
instances occur, such as “student buys book” or “student has book”, as encoding
meronymy.

Our approach, although simple and intuitive, enables the discovery
of meronymy (and holonymy) relations between pairs that are not men-
tioned in WordNet. For example, consider the PART-WHOLE noun
pair < base#2, construction#4 >, harvested during our seed acquisi-
tion procedure (Section 4.1), and its corresponding PART-WHOLE concept
< support#7, artifact#1 > (Section 4.2). Our algorithm mines for meronymy
lexico-syntactic patterns by searching our corpus for sentences containing co-
occuring instances of concepts “support#7” and “artifact#1”. One such sentence
could be “buttress of excavation” since the noun pair < buttress, excavation >
is an instance of the PART-WHOLE concept pair < support#7, artifact#1 >.
Besides concluding that the genitive “of” expresses meronymy in the context of
< support#7, artifact#1 >, we also deduce that buttress is a meronym of ex-
cavation - a valid fact that is not mentioned in WordNet. Hence, we augment
WordNet with new relations to improve its completeness. To further enhance the
performance of our unsupervised learning process, we discard relations that do
not satisfy the asymmetry and irreflexivity properties of meronymy; for example,
“engine is part of engine”, which violates irreflexivity or “car is part of engine”,
which violates asymmetry.

The output of this stage is a set of (both ambiguous and unambiguous) lexico-
syntactic patterns, together with the contexts in which they encode meronymy.
These meronymy-indicating contexts are PART-WHOLE concept pairs. They en-
force semantic selectional constraints on the patterns, and restrict the set of pos-
sible contexts in which the patterns participate in meronymy, thereby enabling
their disambiguation. This phase also augments the PART-WHOLE concept lexi-
con (Section 4.2) with new PART-WHOLE concept pairs.

4.4 Evaluating the Acquired Patterns

The objective in this phase is to evaluate the quality of the patterns acquired. We
want to determine whether enforcing semantic selectional restrictions on the PART
and WHOLE instances of the patterns contributed in disambiguating polysemous
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Winston’s Relation Seed PART-WHOLE noun pairs collected
Component-Integral engine < camshaft, engine >,

< arrester, attackaircraftcarrier >, ...

Member-Collection ship < bay, ship >, < commode, lavatory >,
< davit, ship >, ...

Portion-Mass metre < metre, decameter >, < angstrom,
nanometer >, < adenine, dna >, ...

Material-Object grape < grape, grapevine >,
< dimocarpus longan, genus dimocarpus >, ...

Place-Area USA < last frontier, united states >,
< empire state, united states >, ...

Table 2: Some harvested Part-Whole noun pairs (sense numbers omitted).

meronymy patterns. Evaluation involves searching a test corpus for occurences
of the acquired patterns, and measuring the precision with which they are indica-
tive of part-whole relations. As will be shown in the next section, our unsuper-
vised methodology is able to identify highly-precise meronymy lexico-syntactic
patterns.

5 Experimental Evaluations

Our meronym noun pair acquisition starts with five seeds that participate in the
different types of Winston’s part-whole relations (we did not consider Feature-
Activity relations, which are realized by verb entailments). These seeds are fed to
our harvesting procedure which traverses WordNet, collects their meronyms and
holonyms, and recursively expands the seed set. This strategy led to the discovery
of some interesting PART-WHOLE noun pairs for a given input seed as shown in
Table 2. A total of 12389 PART-WHOLE noun pairs were thus collected, many of
them duplicates.

The collected PART-WHOLE noun pairs were abstracted to their correspond-
ing PART-WHOLE concept pairs based on the WordNet hypernymy hierarchy.
Duplicate pairs and those violating the irreflexivity and asymmetry properties
of meronymy were discarded, resulting in a concise and informative set of
580 PART-WHOLE concept pairs, such as < military academy, agency >,
< letter, bicameral script >,< propeller, internal − combustion engine >,
< stroke, table game >. These PART-WHOLE concept pairs enforce semantic
selectional restrictions on lexico-syntactic patterns by constraining the possible
contexts within which these patterns encode meronymy.

Our candidate meronymy pattern acquisition procedure begins by
syntactically parsing around 25% of the English Wikipedia corpus (≈
140M words and 10M sentences), provided by the University of Am-
sterdam (http://ilps.science.uva.nl/WikiXML/ n.d.), using the Stanford
parser (http://nlp.stanford.edu/software/lex parser.shtml n.d.). We saved both
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the phrase structure tree and the results of the dependency analysis, from which
we extracted meronymy-indicating patterns as the shortest dependency paths
between instances of our previously acquired PART-WHOLE concepts. This
procedure yielded 11351 individual lexico-syntactic expressions together with
their co-occuring PART-WHOLE pairs that restrict the contexts in which these
expression convey meronymy.

The most frequent meronymy-indicating pattern was:
“+pobj+with+prep+shoulders+nsubj< −led− >prep+in+pobj+parts+prep
+of+pobj+” which co-occurred with instances of types “homo#n#2” (such as
“world#n#8”) and instances of type “group#n#1” (such as “people#n#1”) 355
times 1. The next most frequent pattern was the ambiguous genitive “of”. It oc-
curred 91 times within different meronymy-indicating concept pairs, such as
< feature#n#2, external body part#n#1 >, for example in “temple of the
head”, which indeed conveys meronymy. This corroborates with the findings
of (Girju et al. 2006), who also observed that genitives were the most frequent
(and most ambiguous) meronymy patterns. Around 95% of all the acquired pat-
terns had a frequency of one. These typically were domain-specific meronymy
patterns.

We evaluated the patterns, P, thus acquired by measuring their precision in
expressing meronymy when their contexts are constrained by (i.e.: they sub-
categorize) certain PART-WHOLE concept pairs. We parsed an additional 130K
sentences from the Wikipedia corpus and extracted 88219 lexico-syntactic pat-
terns together with their co-occurring noun pairs as our test set. For each pattern
P and its PART-WHOLE concept pairs, < Part Concept,Whole Concept >, we
searched for its occurrences, P test , in the test set. Only those P test co-occurring
with nouns m1 and m2 that are respectively instances of PART CONCEPT and
WHOLE CONCEPT were considered. If m1 and m2 are meronyms or holonyms
pairs, we incremented a count P.true positive to reflect that the lexico-syntactic
pattern P indicates meronymy when it occurs within restricted contexts consisting
of instances of PART CONCEPT and WHOLE CONCEPT. If m1 and m2 are not
meronyms or holonyms, we incremented a count P.false positive, indicating that P
may not always indicate meronymy within the restricted contexts of instances of
PART CONCEPT and WHOLE CONCEPT. We manually determined whether m1

and m2 are meronyms or holonyms instead of relying (automatically) on Word-
Net since, as shown before, WordNet is sparse and does not document many valid
meronymy or holonymy relations that our approach discovers. The precision of a
pattern P occurring within the context c (defined by a PART-WHOLE concept pair)
is

Precision(P c) =
P.true positive

P.true positive + P.false positive
(4)

We do not compute recall as we are unaware beforehand of the actual num-
1We later found that the high count for this pattern was due to its repetitive occurrence within a single
segment of the corpus, illustrating a case of Wikipedia spamming.
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ber of meronymy patterns in the corpus. Table 3 illustrates evaluating the preci-
sion with which the genitive pattern “of” encodes meronymy when its contexts
are constrained by instances of specific PART-WHOLE conceptual classes. Noun
pairs marked with “*” are meronyms that our technique identified but that are
not documented in WordNet, while those marked with “**” are false positives,
i.e. we wrongly identified them as possible contexts within which “of” conveys
meronymy. The precision of all the evaluated patterns is given in Table 4.

PART: Person#n#1 WHOLE: People#n#1
Example: (warrior#n#1, nation#n#2)*; (inhabitant#n#1,world#n#5)*;
(leader#n#1, business#n#8)*; (owner#n#2, land#n#8)*; (creditor#n#1 land#n#8)**
Total Count:17, Precision = 16

17
= 0.94

PART: Point#n#6 WHOLE: Time Interval#n#1
Example: (beginning#n#2, period#n#2)*; (start#n#2,round#n#2)*;
(start#n#2, period#n#2)*; (end#n#2, period#n#2)*
Total Count:4, Precision = 4

4
= 1

Table 3: Evaluating the precision of the genitive pattern “of” in the test set.

Our results indicate that in 88% of cases, the patterns learnt together with
their respective PART-WHOLE concept pairs, which restrict the contexts within
which they participate in part-whole relations, expressed meronymy with 100%
precision. As example, the pattern “of”, which as indicated in Table4, encodes
meronymy when its arguments are instances of the semantic classes “Point#n#6”
and “Time Interval#n#1”, expresses a part-whole relation in “start of period”.
The high precision obtained validates our underlying hypothesis that semantic fea-
tures of the PART and WHOLE instances (in the form of their respective PART-
WHOLE conceptual classes) participating in meronymy relations facilitate the
identification and disambiguation of these relations by constraining the set of al-
lowable contexts within which they encode meronymy. To confirm these findings,
we repeated our experiments, but without abstracting the PART and WHOLE noun
pairs (Section 4.1) to their semantic classes. We search for the exact occurences
of these noun pairs in the Wikipedia corpus, and extracted potential meronymy-
encoding lexico-patterns that relate these noun pairs (Section 4.3). As could be
expected, precision was higher, around 90%, but our coverage was much less. The
smaller relative gain in precision compared to the much substantial reduction in
coverage, did not outweigh the benefits gained by exploiting the semantic features
of PART and WHOLE noun pairs. Furthermore, defining meronymy at the class
(concept)-level allowed the discovery of meronym noun pairs that are not defined
in WordNet, such as (warrior#n#1, nation#n#2),(room#n#1,level#n#8) . We also
observed that semantic selectional restrictions do not suffice to constrain some con-
texts within which patterns participate in meronymy. One such context is defined
by the PART-WHOLE concept pair Person#1 and People#1 . Ambigous patterns
occurring with instances of these concepts might not always express meronymy,
such as in “creditor of land”.
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Lexico-Syntactic Pattern Part Whole Contexts Precision

“pobj+of+prep” (“of”)

Part#n#2 Object#n#1 1
Room#n#1 Housing#n#1 1
Administrative District#n#1 AD#n#1 1
Object#n#1 Object#n#1 1
Point#n#6 Time Interval#n#1 1
Concept#n#1 Concept#n#1 0.94
Tract#n#1 Structure#n#1 1
Room#n#1 Dwelling#n#1 1
Person#n#1 People#n#1 0.94
Room#n#1 Structure#n#1 1
Area#n#6 Document#n#1 1
Facility#n#1 Store#n#2 1

“pobj+in+prep” (“in”)

Structure#n#1 Structure#n#1 1
Room#n#1 Structure#n#1 0.5
Administrative District#n#1 AD#n#1 1
Time Unit#n#1 Time Unit#n#1 0.67
Region#n#3 Administrative District#n#1 1
Area#n#5 Structure#n#1 0.75
Body#n#1 Organism#n#1 1
Collection#n#1 Natural Object#n#1 1
Tract#n#1 Tract#n#1 0.5

“pobj+in+prep+located+ Administrative District#n#1 AD#n#1 1
“partmod” (“located in”) Structure#n#1 Structure#n#1 1

“pobj+as+prep” (“as”)
Room#n#1 Structure#n#1 1
Object#n#1 Object#n#1 0.5

“pobj+at+prep” (“at”)
Structure#n#1 Structure#n#1 1
Area#n#5 Structure#n#1 1

“pobj+by+prep” (“by”) Region#n#3 Administrative District#n#1 1
“pobj+for+prep” (“for”) Administrative District#n#1 AD#n#1 1
“pobj+on+prep” (“on”) Structure#n#1 Structure#n#1 1

Area#n#6 Document#n#1 1
Geological Formation#n#1 GF#n#1 1

“pobj+with+prep” (“with”) Body#n#2 Educational Institution#n#1 1

Table 4: Precision of test patterns in encoding meronymy when constrained by respective
contexts.
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6 Conclusion and Future Work

We presented an unsupervised approach to automatically acquire high-quality
meronymy patterns from texts. Our approach considers meronymy as a specialized
semantic frame, depicting a part-whole relation between instances playing a PART
and a WHOLE role. To disambiguate polysemous patterns that encode meronymy
only within certain contexts, we rely on the linking theory to posit that semantic
features of the PART-WHOLE instances could facilitate the identification of lexico-
syntactic patterns encoding meronymy. We abstract instances to their hypernyms,
enforcing semantic selectional restrictions to constrain the contexts within which
the patterns participate in meronymy. These meronymy-encoding contexts are the
crux of our disambiguation procedure, in which we extend Harris’ hypothesis to
postulate that similar patterns share similar contexts. To validate our approach,
we measured the precision of the acquired patterns in expressing meronymy over
a test corpus. Our evaluation results indicate that 88% of the learnt patterns ex-
pressed meronymy with 100% precision when constraints were applied to restrict
the contexts within which they participate in part-whole relations. This highlights
the major contribution of our methodology in the identification and disambigua-
tion of meronymy-indicating patterns. Furthermore, our unsupervised approach
circumvents the need for annotated training data and manual intervention, as op-
posed to those based on supervised learning. Also, our definition of meronymy
at the conceptual level enabled the identification of part-whole noun pairs that are
not documented in WordNet as participating in meronymy. By expanding an ini-
tial seed set, the technique we present does not suffer from low coverage, as do
previous related studies. As future work, we will address the issue of obtaining
the basic level category (Izquierdo et al. 2007), i.e. most informative hypernym
(semantic class)of nouns, instead of abstracting them to their immediate WordNet
hypernym. Another improvement could be reducing the reliance on WordNet (or
basic level categories) in abstracting nouns to their concepts by using Wikipedia
instead. We also intend to validate our findings by calculating the inter-annotator
agreement score between judges who have to decide whethe a given pattern en-
codes meronymy when appearing within a particular context.
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Frequent Structure Discovery in Treebanks
An efficient, practical, actually usable approach

Scott Martens

Centrum voor Computerlinguı̈stiek, KU Leuven1

Abstract

Discovering frequent structures within large natural language corpora is one of the core
problems of corpus linguistics, but it is difficult to do for richly structured data. This paper
describes a practical algorithm to extract frequent structures from treebanks or annotated
corpora that can be represented as a tree structures. It extracts the most frequent structures
first, so that not all structures have to be counted in order to find the most frequent ones.
This algorithm assumes random constant-time access to all parts of the treebank and has
space and time bounds broadly proportionate to the size of the output, which is not readily
predictable in most cases. It is efficient enough to be usable with reasonable sized corpora
using conventional desktop workstations.

1 Introduction

Statistical corpus linguistics and many natural language processing applications
rely on extracting the frequencies and distributions of phenomena from natural
language data sources. This is relatively simple when language data is treated
as bags of tokens or as n-grams. However, corpora are increasingly annotated
and annotation schemes grow more complex, encompassing diverse systems of
features. Furthermore, there is growing use of treebanks - corpora which have been
parsed either by automatic processes, manually or frequently by a combination of
the two. A great deal of useful information is encoded in these more complex
structured corpora, but access to it is very limited because n-gram and bag models
are only applicable to sequences of discrete symbols - tokens, lemmas, part-of-
speech tags, or other discrete categorical markers - but not to hierarchal structures.

It is trivially easy to count individual atomic elements in any body of symbolic
data, and it is relatively straightforward to store the distribution information for
individual elements or short fixed-length sequences. Many of the most powerful
techniques available to natural language processing have been built on the basis
of n-gram and bag of words models. However, as linguists, we already know that
these methods are inadequate to fully model the information in texts.

Consider the problem of identifying phrases in aligned bilingual corpora and
extracting their translations, like the English fixed phrase “to rain cats and dogs”,
1This research supported by the AMASS++ Project (http://www.cs.kuleuven.be/ liir/projects/amass/)
IWT (SBO IWT 060051).
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Figure 1: The two sentences “Ik zou naar huis kunnen gaan” and “We gaan naar huis”,
parsed, with the repeated section highlighted. To save space, this tree does not take mor-
phological variation into account and does not mark the difference between infinitive and
and conjugated forms.

meaning to rain very hard. Many languages also have idioms that translate this
phrase, none of which are even remotely related to a word for word translation.
Translation discovery techniques that operate on bag of words assumptions are
hopeless in this case. Suffix trees (or tries) and suffix arrays - not suffix in the
linguistic sense but any tail of a sequence - can identify phrases like “rain cats
and dogs” because they appear as fixed phrases with no variation in word order,
little morphological variation, and no words inserted or removed. (Yamamoto and
Church 2001)

However, most multiword structures are not fixed phrases. The English phrase
“take ... into consideration” can appear with or without a freely varying element in
the middle of it. A suffix array approach will not discover this phrase, even though
it appears frequently, because it contains discontinuities. In a parsed treebank,
all parts of this phrase are connected by dependency links and we should be able
to identify this phrase as significant because it constitutes a repeated connected
subtree in the treebank, much as a suffix array can identify “rain cats and dogs”
because it is a repeated fixed phrase in a corpus.

A solution for finding repeated subtrees in treebanks also finds phrases with
free word order, such as the Dutch usage “naar huis gaan”, (to go home). The
components of this phrase can appear in a variety of orders and with words inserted
between the constituents:

1. Ik zou naar huis kunnen gaan. (I could go home.)
2. We gaan naar huis. (We’re going home.)

In a treebank, these two sentences would share a common connected subtree
that encompasses the phrase “naar huis gaan”, as in Figure 1.

Processes that treat texts as bags of words, or that use only very local sequential
information like n-grams, will miss many important phenomena that are present
as connected subtrees. This paper outlines an efficient and usable approach to
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identifying frequently reoccurring connected subtrees in treebanks, but it is equally
effective, given small modifications, to finding strings with gaps and to identifying
other kinds of frequent correlations in richly structured data.

2 Closed structures

The problem of finding frequent structures like subtrees in tree structured data
is hampered by the sheer number of possible structures contained even in very
small datasets. The smaller tree in Figure 1 has 13 nodes, meaning it has at least
132 = 169 and at most 12! = 479001600 subtrees. A brute force approach to
extracting the counts and distributions of all subtrees is not feasible even over very
small treebanks.

Furthermore, many of the subtrees that a brute force approach could extract are
redundant. If a corpus has a sequence of tokens ABCDE that appears f times,
then that corpus also contains at least f instances of the sequences A, B, C, D, E,
AB, BC, CD, DE, ABC, BCD, CDE, ABCD, and BCDE. If any of these
sequences appears only in the context of ABCDE, then it is redundant, because
it has the same count and distribution as the longer sequence ABCDE.

If a set of sequences is identically distributed - appearing in all the same places
- then the longest of those sequences is called a closed sequence. In more formal
terms, a sequence S that appears f times in a corpus is called closed if and only if
there is no prefix or suffix a such that aS or Sa also appears f times in the corpus.
This definition extends easily to trees: A subtree T in a treebank is closed if and
only if there is no node that can be added to it to produce a new subtree T ′ such
that the frequency of T ′ is equal to the frequency of T . All subtrees in a corpus are
either closed subtrees or are subtrees of closed subtrees that appear in exactly the
same places in the treebank. The set of closed subtrees in a treebank is the smallest
set of subtrees that encompasses all the distributions of subtrees in the treebank.
Any subtree that is not in the list of closed subtrees is either a subtree of one of the
closed subtrees that appears exactly as often and in all the same places, or does not
appear in the treebank at all.

For example, if we take the two sentences in Figure 1 as very small a treebank,
there is only one closed subtree with a frequency of 2. However, that one closed
subtree has a number of subtrees of its own that have the same frequency but are
redundant, as shown in Figure 2.

Closure is important for the discovery of translatable subsentential units. The
phrase “rain cats and dogs” is translatable as a single unit, but “rain cats and” is not
separately translatable, and will surely be incorrectly translated if treated in isola-
tion. An algorithm which extracts only closed structures will never identify “rain
cats and” as a potential unit, it will only identify “rain cats and dogs.” Similarly,
for a structure like “naar huis gaan”, extracting only closed subtrees will ignore all
the redundant subtrees that are part of it.
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(a) The common subtree of the
trees in Figure 1: “naar huis gaan”

(b) Redundant subtrees of tree (a). There are many
more such structures.

Figure 2: Closed and redundant subtrees.

(a) Tree 1 (b) Tree 2 (c) Tree 3 (d) Tree 4 (e) Tree 5

Figure 3: Trees 2, 3, 4 and 5 are a subtrees of Tree 1. Tree 3 is an unordered tree and Tree
4 is its ordered form. To construct a canonical representation, it is important to order the
nodes, turning Tree 3 into Tree 4. Tree 5 is a tree that is automatically in ordered form.

3 Canonical string representations of trees

Much of the research in frequent subtree discovery has been based on canonical
string representations of trees. The algorithm in this paper draws heavily on the
TreeMiner and FREQT algorithms, both of which use canonical string representa-
tions. (Asai et al. 2002, Zaki 2002) The type of representation used here is called
a depth-first canonical form (DFCF). In general, all depth-first canonical forms for
trees are similar enough that the algorithms that use them can be readily translated
to use a different one. The form used here is the one developed by Luccio et al.
(2001).

The purpose of DFCF representations is to encode trees as strings in such a way
that if one tree is a subtree of another tree, then there is an alignment of the DFCF
of the smaller tree with that of the the larger. Using this type of representation,
a number of tree matching problems are converted into string matching problems
for which efficient solutions already exist. (See Luccio et al. (2001).)

To construct a DFCF for a tree, first sort the children of each node into a fixed
lexicographic order. (See Figure 3.) This reordering is important because other-
wise the DFCF of a tree will not necessarily be alignable with the DFCF of any
subtree. The simplest way to explain the DFCF representation used here is to see
it as equivalent to a LISP-style bracketed representation of a tree, but where only
the end brackets of each constituent have to be indicated. In this paper, the end of
each constituent is labeled with a 0. Trees 1 and 2 in Figure 3 are converted into
DFCF as:
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Tree 1: ABC0D00EF0G000
Tree 2: ABD00E00

Note that the number of zeros in each DFCF is equal to the number of node
labels, and that a well formed tree must start with a node label and end with a zero.

Since Tree 2 is a subtree of Tree 1, there is an alignment of all the nodes and
zeros of Tree 2 with nodes and zeros of Tree 1 such that the number of node labels
and zeros in each unaligned part of Tree 1 are equal:

Tree 1: ABC0D00EF0G000
Tree 2: AB--D00E----00

This alignment can be performed in time proportionate to the size of the larger
tree, the same as for string alignment with gaps.

DFCF representations are generally very compact and have the enormous ad-
vantage that they can be manipulated as strings. This form also makes it very easy
to write fast functions for finding descendant, sibling and ancestor nodes of any
node, and to extract whole sections of the tree.

The guarantee that a DFCF of a subtree will always be alignable with a larger
tree that contains it only applies when the non-terminal children of each node have
unique labels. This is not guaranteed to be true in natural language processing,
but empirically appears to be usually true. To test this, we used the 7137 hand-
corrected parse trees from the Alpino Treebank of Dutch.1 Of the 230673 nodes
in this sample, 3833 have more than one non-leaf child with the same label. See
Figure 4 for an instance found in the Alpino treebank.

Nodes with non-uniquely labelled children were spread over 2666 of 7137 sen-
tences. While this phenomenon affects a large minority of Alpino trees, in order
to cause problems a frequently occurring subtree has to span at least two non-leaf
children of a single node with the same label and at least one child of those nodes.
Although difficult to empirically verify, this seems likely to be fairly a marginal
phenomenon. Furthermore, for some applications this problem can be eliminated
by using binary parse trees (cf. Chomsky Normal Form in Jurafsky and Martin
(2009)). However, see Chi et al. (2005) for an algorithm that does not have this
problem, but entails substantial extra processing costs. The simple, fast, memory-
efficient tree generation scheme described below cannot be used when subtrees
cannot be guaranteed to always appear with the same node order.

The principal value of depth-first canonical forms for this paper is that it is
possible use them to quickly construct trees by generating and extending them to
the right in DFCF representations. (Zaki 2002) Keeping count of the number of
labels and 0s as we move across the DFCF representation, we can quickly identify
which nodes can be attached to any subtree and where they are attached to.

Consider Tree 1 from Figure 3: ABC0D00EF0G000 and its subtree Tree 5:
ABC000. (See Figure 3.) The rightmost node of Tree 5 is C, which aligns with

1http://www.let.rug.nl/vannoord/trees/

http://www.let.rug.nl/vannoord/trees/
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Figure 4: “...between the European Commission and the government of the [German] Fed-
eral Republic...” This structure is a simplified subtree of one of the sentences in the Alpino
corpus where a node has two children with the same labels - two NPs. This can prevent the
algorithm from discovering a small number of frequent subtrees.

address 2 in Tree 1:

0 1 2 3 4 5 6 7 8 9 10 11 12 13
Tree 1: A B C 0 D 0 0 E F 0 G 0 0 0
Tree 5: A B C 0 - - - - - - - - 0 0
alignment: #

To find all the nodes that can be added to the right of Tree 5, take the depth
of the rightmost node in Tree 5 - which has a depth of 3 - and assign it to the
address following the address of the node that aligns with the rightmost node of
Tree 5. Then, if that address points to another node label, add 1 to the value at that
address and assign the result to the next address. If that address points to a zero,
then subtract 1 and assign it to the next address. Continue this way to the right
until the end of Tree 1 is reached, as shown below:

0 1 2 3 4 5 6 7 8 9 10 11 12 13
Tree 1: A B C 0 D 0 0 E F 0 G 0 0 0
Tree 5: A B C 0 - - - - - - - - 0 0
depth: 3 2 3 2 1 2 3 2 3 2 1
maximum depth: 3 2 2 2 1 1 1 1 1 1 1
addable nodes: # #

The addresses of the nodes that can be added to the right of Tree 5 to create
a new connected subtree are those with values equal to the lowest value seen so
far, when moving to the right, and that have labels rather than zeros in them. Fur-
thermore, the value assigned to each address containing an addable node is the
depth of its parent, so we know exactly where to attach it to Tree 5. Extending
Tree 5 this way yields two new subtrees as possible extensions: ABC0D000 and
ABC00E00, as shown in Figure 5.

If we have a subtree and we know the addresses of the rightmost node of each
instance of it in a treebank, DFCF representations enable us to quickly identify ex-
tensions to that subtree without having to perform alignment or visit any ancestor
node of the rightmost node in the subtree.
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(a) (b)

Figure 5: The two possible extensions of Tree 5 as a subtree of Tree 1. (Figure 3)

4 Algorithm and Data Structures

The algorithm described here is an Apriori-style approach (Agrawal et al. 1993)
that builds heavily on the TreeMiner algorithm (Zaki 2002) for finding frequent
subtrees. Unlike TreeMiner, this algorithm extracts only closed subtrees. It is not
the first or only algorithm to do so - see Chi et al. (2004) for a more extensive
summary of efforts to tackle this problem. The novelty of this approach is first,
the manner in which it checks for closure, and second, its application to natural
language treebanks.

4.1 Definitions

A treebank T consists of |T | nodes belonging to a number of individual trees in
DFCF representation. Each node has a label drawn from a lexicon L of size |L|.
Each label in the treebank has a unique address a so that if the first label A of some
subtree AB0C00 has an address a0 , then the label at address a0 +1 is B, the label
at address a0 +2 is 0, etc. All addresses are sortable so that a0 < a0 +1 < a0 +2.
It is also assumed that the contents of the treebank are randomly accessible in
constant, negligible time.

Each appearance of each subtree is characterized by the address of its root in
the treebank and the address of its rightmost node. This data structure will be
called a Hit. The list of all Hits corresponding to all the appearances of some
subtree in the treebank will be called a HitList. So, for each subtree there is a
corresponding HitList and vice-versa. HitLists are always constructed in sequential
order, from first instance in the treebank to last, and can never contain duplicates.

We will define the function queueKey on HitLists to output an array of four
numbers in a specific order, given a HitList as input:

1. The number of Hits in the HitList.
2. The distance from the address of the root of the first Hit to the end of the

treebank.
3. The distance from the address of the rightmost node of the first Hit to the

end of the treebank.
4. The number of nodes in the subtree associated with that HitList.

These keys are sortable and designed to ensure that HitLists from a single tree-
bank can always be sorted into a fixed order such that, for two HitLists A and B,
if A > B then:
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1. A has more Hits than B.
2. If A has the same number of Hits as B, then the root of the first Hit in A

precedes the root of the first Hit in B.
3. If A’s first root is identical to B’s, then the address of the rightmost node of

the first Hit in A precedes the address of the rightmost node of the first Hit
in B. or if those are the same that:

4. If the first Hit in A is exactly the same the first Hit in B, then the subtree
associated with A has more nodes than the subtree associated with B.

A self-sorting queue is any data structure that stores key-data pairs and stores
the keys in order from greatest to least. The data structure used to implement a
self-sorting queue in this research is an AVL tree, however, other structures could
equally well have been used. B-trees in particular might well lead to improved per-
formance. (See Knuth (1997) for broader discussion of this type of data structure.)
The self-sorting queue will be used to maintain a sorted list of HitLists, sorted in
the order of their queueKeys as described above.

4.2 Initialization

Fix a minimum frequency t for the subtrees you wish to extract from the treebank.
Start processing by initializing one HitList for each unique label in the treebank
with the set of Hits that corresponds to each occurrence of that label. We will treat
each as a HitList with an associated subtree containing only one node, and where
for each Hit in each HitList, the address of the root is the same as the address of
the rightmost node. This set is constructed in linear time by iterating over all the
nodes in the treebank.

It is important to note that the initial HitLists are constructed so that the Hits
in them are in order from the first occurrence of the associated label to the last.
This is important because the method of construction of larger subtrees ensures
that each HitList built by extending an existing HitList will also have an ordered
address list. It also means that the first appearance of any subtree in the treebank is
always the first Hit in the associated HitList. Of the initial HitLists, throw away all
those with fewer than threshold frequency t Hits in them. The remaining HitLists
are inserted into the self-sorting queue.

To see this in action, take Trees 6 and 7 from Figure 6 to be a very small

(a) Tree 6 (b) Tree 7

Figure 6: A trivial two-tree treebank.
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Table 1: (a) All HitLists in the example and (b) the state of the self-sorting queue after
initialization. Hits are in [root address, rightmost node address] form.

(a) All initial HitLists

DFCF Tree Hits
A0 [0,0], [8,8]
B0 [1,1], [9,9]
C0 [3,3]
D0 [11,11]
E0 [7,7], [15, 15]

(b) Initial queue state

DFCF Tree queueKey
A0 [2, 15, 15, 1]
B0 [2, 14, 14, 1]
E0 [2, 10, 10, 1]

treebank. In DFCF form, with the addresses of each symbol noted, they are:

0 1 2 3 4 5 6 7
Tree 6: A B 0 C 0 E 0 0

8 9 10 11 12 13 14 15
Tree 7: A B 0 D 0 E 0 0

HitLists for each label, constructed as they would be when initialized, are
shown in Table 1a. If we extract subtrees with a minimum frequency of 2, then we
reject the HitLists for C and D since they only appear once. The remaining three
HitLists are inserted into the queue, which sorts them in order of their queueKeys,
as in Table 1b.

4.3 Extracting subtrees without checking for closure

Extracting all the subtrees above a fixed frequency, in order from the most frequent
to the least, proceeds as follows:

Initialize as described above. Pop the top HitList from the queue and visit each
Hit, getting all the valid right extensions and their addresses, and then constructing
the set of HitLists for each new subtree. For each of the resulting new subtrees and
their HitLists, check each to see if it has at least the specified minimum number
of Hits in it. If so, insert it into the queue. If not, throw it away. This is essen-
tially identical to the TreeMiner and FREQT algorithms already published by Zaki
(2002) and Asai et al. (2002), except that it outputs frequent subtrees in order from
the most frequent to the least.

To see Algorithm 1 extractAllFrequentSubtrees work, start with the state of the
queue in Table 1. Remove the top entry in the queue, A0, and visit each instance
of it, generating new subtrees as extensions to it by the means described in section
3. The result is four new subtrees, as shown in Table 2. Of these, only two have
frequencies greater than or equal to the minimum frequency of 2, and are thus
added to the queue. We also output A0 and its HitList.

Repeating this procedure until the queue is empty will output all subtrees that
appear at least twice in this small treebank: A0, AB00, AB0E00, AE00, B0,
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Algorithm 1
define extractAllFrequentSubtrees(minimum frequency t, Treebank T )

initialize empty self-sorting queue Q
fill Q with all single node subtrees with frequencies >= t
while length(Q) > 0 do

currentHitList = pop top HitList from queue
successors = rightExtendSubtree(hl)
for all newHitList in successors do

if countHits(newHitList) >= t then
insert newHitList into Q

end if
end for
output currentHitList

end while

Table 2: (a) Extensions to A0 and (b) the state of the queue after extending A0 and adding
A0’s extensions to it.

(a) Extensions to A0

DFCF Tree Hits
AB00 [0,1], [8,9]
AC00 [0,3]
AD00 [8,11]
AE00 [0,5], [8,13]

(b) Queue state

DFCF Tree queueKey
AB00 [2, 15, 14, 2]
AE00 [2, 15, 10, 2]
B0 [2, 14, 14, 1]
E0 [2, 10, 10, 1]

BE00 and then E0.

4.4 Extracting only closed subtrees

By controlling the order in which HitLists reach the top of the queue, it is possible
to efficiently prevent any subtree which is not a closed subtree or a prefix of a
closed subtree from being extended, and to prevent any subtree that is not closed
from being outputted.

Every subtree with a frequency of f is either a closed subtree, a prefix of a
closed subtree that also has a frequency of f and can be constructed by adding
more nodes to the right, or a redundant subtree of some closed subtree with a
frequency of f . If subtree x is a redundant subtree of tree y, both having the same
frequency f , then there is some prefix of y, yprefix , also with frequency f , for
which the addresses of the rightmost nodes of every instance of yprefix are identical
to the addresses of the rightmost nodes of every instance of x. Furthermore, subtree
x will be a subtree of yprefix . This means that if we already know that yprefix is a
prefix of a closed subtree, we can check if x is a redundant subtree, and therefore
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never store or extend it, by verifying that:

• x and yprefix appear the same number of times in the treebank, and either:
• x is a subtree of yprefix , or that:
• The set of addresses of the rightmost nodes of instances of x is identical to

the set of addresses of rightmost nodes of instances of yprefix .

The sort order of the self-sorting queue ensures that if a prefix of a closed
subtree yprefix is in the queue and some subtree of it x is also in the queue, then
yprefix is closer to the top of the queue than x is. For all redundant subtrees x
and their corresponding prefix of a closed subtree yprefix , queueKey(yprefix ) is
greater than queueKey(x). To ensure that yprefix reaches the top of the queue
before x, it suffices to guarantee that yprefix is always added to the queue before x
reaches the top.

The subtree yprefix is generated by extending yprefix ’s immediate prefix y′prefix

- the subtree that is the same as yprefix without its rightmost node. Subtree y′prefix

either appears exactly as often as yprefix or it appears more often and the address
of the root of the first instance of y′prefix either precedes the address of the root
of the first instance of y′prefix or is identical to it, and the address of the rightmost
node of the first instance of y′prefix must precede that of yprefix because y′prefix

is identical to yprefix except that it has one less node on the right. In either case,
y′prefix precedes x in the queue if both are in the queue. This means that y′prefix

reaches the top of the queue before x, and yprefix is inserted into the queue before
x reaches the top. This logic extends back to all prefixes of yprefix until we get to
the single node subtree that corresponds to its root. All prefixes of yprefix precede
x in the queue, are extended before x reaches the top of the queue, and all their
extensions that are at least as frequent as x reach the top of the queue before x
does.

Ergo, every subtree that is not a closed subtree or a prefix of a closed subtree
reaches the top of the queue after the closed subtree or prefix of a closed subtree
that contains it and appears exactly the same number of times in exactly the same
places. In order to prevent a redundant subtree from being stored or extended, it
suffices to check each subtree as it reaches the top of the queue against the subtrees
that have already reached the top of the queue. Algorithm 2 extractAllFrequent-
ClosedSubtrees does just that.

Continuing the example from section 4.3 and applying Algorithm 2 extractAll-
FrequentClosedSubtrees, start with the initialized queue as in Table 1. A0 is the
first subtree removed from the queue, and is a prefix of a closed subtree by virtue
of being at the top of the queue when initialized. We get its extensions and insert
them into the queue. (See Table 2.) However, we note that A0 appears twice, and
its extensions AB00 and AE00 also appear twice. It is not, therefore, a closed
subtree, so it is not outputted. However, its frequency and the list of addresses of
its rightmost nodes - [2, 0, 8] - is saved.

The next subtree removed from the top of the queue is AB00. It appears twice,
with rightmost nodes at 1 and 9, so we check for [2, 1, 9] in the table of subtrees
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Algorithm 2
define extractAllFrequentClosedSubtrees(minimum frequency t, Treebank T )

initialize empty HitList repository R
initialize empty self-sorting queue Q
fill Q with all single node subtrees with frequencies >= t
while length(Q) > 0 do

currentHitList = pop top HitList from queue
if currentHitList does not match any HitList in R then

store currentHitList in R
successors = rightExtendSubtree(hl)
for all newHitList in successors do

if countHits(newHitList) >= t then
insert newHitList into Q

end if
end for
if no newHitList in successors is as frequent as currentHitList then

output currentHitList
end if

else
reject currentHitList and do nothing

end if
end while

Table 3: Continuing from Table 2 after processing AB0E00 with extractAllFrequent-
ClosedSubtrees: (a) the state of the queue, (b) the repository of information about previous
subtrees, and (c) the subtrees already outputted.

(a) Queue state

DFCF Tree queueKey
AE00 [2, 15, 10, 2]
B0 [2, 14, 14, 1]
E0 [2, 10, 10, 1]

(b) Stored information

Freq & addrs Subtree
[2, 0, 8] A0
[2, 1, 9] AB00
[2, 5, 13] AB0E00

(c) Output

DFCF Tree Hits
AB0E00 [0, 5], [8, 13]

that have already reached the top of the queue. It does not match any - only [2, 0, 8]
is there - so it is extended.

AB00 has only one extension that appears at least twice: AB0E00, appearing
with the Hits [0, 5], [8, 13]. Since it appears twice, AB00 is also not closed but it
is a prefix of a closed tree, so [2, 1, 9] is stored and nothing is outputted. AB0E00
is added to the queue. Since AB0E00 has a queueKey of [2, 15, 10, 3], it goes to
the top of the queue, ahead of AE00.

AB0E00 has no extensions and it does not match any previously processed
subtree, so it is a closed subtree. We output it, and since it has no extensions,
nothing is added to the queue, but we store its count and rightmost node addresses:
[2, 5, 13]. Table 3 shows the state of the queue, the table containing information
about previously processed subtrees, and the output up to this point.

So far we have only needed to check for closure by testing if any subtree has an
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extension that occurs just as often, but with AE00 this will change. Its frequency
is 2 and the addresses of its rightmost nodes are 5 and 13, so AE00 matches
AB0E00. We therefore reject AE00 without extending it, without storing it any-
where, and without outputting it. A cursory look at the treebank (Figure 6) verifies
that AE00 is not a closed subtree nor a prefix of a closed subtree. Every time
AE00 appears, it is part of AB0E00.

In the same way, we reject the next subtree at the top of the queue, B0, because
it matches AB00, and then we reject E0 for matching AB0E00. This empties the
queue and the program stops, having outputted only the one closed subtree that
appears twice in the corpus.

With closure checking, the runtime for this algorithm is proportionate to the
total number of Hits in the all the HitLists inserted into the queue, which is some-
what more than all the HitLists outputted. Insertions to the queue include all closed
subtrees, all prefixes of closed subtrees and all single-node extensions of closed
subtrees and prefixes of closed subtrees. Memory usage includes all the HitLists
in the queue at any one time, but also the hash table used to check for closure. This
hash table can grow quite large, but can never be larger than the output.

It is not necessary to store all the rightmost node addresses of every HitList in
order to verify closure, as in the example above. Only a subset is necessary and in
practice we used only one address: the location of the rightmost node of the first
appearance of each subtree. Other distribution-sensitive hashing schemes are pos-
sible and may improve performance. However, if all addresses are not stored, then
more than one previously processed HitList may match a new HitList. To check for
closure, the algorithm must then verify that a possibly redundant subtree is con-
tained in a previously processed one. This is most effective at high frequencies,
when address lists are long but trees are small and can be tested for containment
quickly. At low frequencies - any frequency where the average number of nodes
in a subtree is greater than the number of times that subtree appears - performance
improves using complete address lists. Future work includes devising a more flex-
ible distribution-sensitive hashing scheme for these conditions.

5 Results

Algorithm 2 extractAllFrequentClosedSubtrees was implemented using a mixture
of Ruby1 - an interpreted scripting language - and some C code. It was applied
to the hand-corrected 7137 sentence subset of the Alpino Treebank of Dutch. The
average sentence length in this small treebank is roughly 20 words, and the corre-
sponding trees have an average of approximately 32 nodes.

Applying extractAllFrequentClosedSubtrees to this treebank, with the mini-
mum frequency set to 2, yields 342,401 closed subtrees in about 2000 seconds
of runtime on a conventional workstation running Linux. In total, 3,154,232 ad-
dresses were extracted - an average of just over 9 addresses per subtree. The fre-
quent trees extracted contain 2,510,439 nodes - ten times as many as the total

1http://www.ruby-lang.org/
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Table 4: Processing results using extractAllFrequentClosedSubtrees, extractAllFre-
quentSubtrees, and estimates for a naı̈ve brute force solution.

Algorithm # of Subtrees # of addresses Total nodes Runtime
in all subtrees

extractAllFrequentClosedSubtrees 342,401 3,154,232 2,510,439 2000 sec
extractAllFrequentSubtrees 4.2 million 14.1 million 124 million 11,000 sec
Naı̈ve brute force < 6.3 · 1034 > one per subtree > # of subtrees -

number of nodes in the treebank. At its peak, the queue contained roughly half as
much data as the final output.

Algorithm 1 extractAllFrequentSubtrees, which does not check for closure, was
also implemented and run on the same data with a minimum frequency threshold
of 2. Table 4 compares it with extractAllFrequentClosedSubtrees and an estimate
for a brute force approach. Eliminating checking for closure reduced the amount
of time it took to process each address in the output, but increased the size of the
output by much more. Tests of the same algorithms using subsets of the same
treebank show that the difference between extracting all subtrees and extracting
only closed subtrees grows very rapidly as treebank size grows. This follows logi-
cally because larger closed subtrees have more non-closed subtrees, and the larger
a treebank becomes, the more large, low frequency closed subtrees will be discov-
ered.

The hash table used to check for closure grew quite large towards the end of
processing, since there are always more subtrees with low frequencies than with
high frequencies, and low frequency subtrees will have more nodes than higher
frequency ones. At low frequency thresholds, this tended to dominate memory
usage as the program progressed.

Setting higher minimum thresholds reduces the size of the output and speeds
up processing dramatically. Running extractAllFrequentClosedSubtrees with a
threshold of 4 reduced the runtime to less than half what it was with a thresh-
old of 2, roughly halved the number of subtrees found, and reduced the number
of addresses outputted by a third. Peak memory usage was reduced by about two-
thirds. This suggests that choosing the minimum frequency has a very substantial
but non-linear effect on memory usage as well as run time. In all cases, the extra
processing and memory required per subtree to find only closed subtrees domi-
nates processing time at low frequencies.

6 Conclusions and future work

Porting this algorithm to a compiled language and optimizing the code is the first
priority for further work in this field. Some of the results described here cannot be
easily tested for their robustness until a faster implementation is in place. A previ-
ously implemented version of a very similar algorithm was used to extract frequent
combinations of words in sentences from a database of news articles, rather than
finding frequent subtrees, and rewriting a few frequently invoked functions in C
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instead of Ruby improved performance roughly 20-fold. We expect comparable
results for trees.

Using conventional desktop computers, this makes treebanks of hundreds of
thousands of sentences accessible to comprehensive extraction of all reoccurring
closed subtrees, including those appearing infrequently, and makes it feasible to
process much larger treebanks with higher minimum frequency thresholds. This
algorithm is also highly parallelizable, and we are investigating the possibility of
running it over distributed hardware.

The non-linear effect of treebank size and minimum frequency thresholds on
memory usage and runtime is one area that demands deeper investigation. Also,
the empirical performance results described in the previous section may not trans-
port well to treebanks using different linguistc formalisms than Alpino, and may
vary depending on the language. Additionally, work is in progress to find an effi-
cient solution for trees with non-unique child nodes.

The goals of this line of reseach include applications to natural language pro-
cessing, notably to Data Oriented Parsing (Bod et al. 2003), which makes heavy
use of subtree statistics. Applications to machine translation include using bilin-
gual treebanks to extract subtree to subtree translations for the development of
transfer rules. Statistical parsing can also be enhanced with access to subtree statis-
tics by selecting parses that maximize the probabilities of their subtrees.

To date, there has been little corpus research using comprehensive censuses
of frequently occurring structures instead of merely words. This research makes it
possible to directly compare the frequencies of structures without having to specify
those structures in advance. If it is a structure that takes the form of a reoccurring
subtree in a treebank, it is accessible to this algorithm. Although a variety of statis-
tical tools exist in corpus and computational linguistics for handling pairs of words
and short sequences such as n-grams, many of these tools do not transport well to
arbitrary structures. The development of new tools better suited to treebanks, par-
ticularly from within Minimum Description Length theory (Grünwald 2007), is
also in progress as part of this research.
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Abstract

In this paper, we use logistic regression modelling to predict the English benefactive al-
ternation (He baked me a cake vs. He baked a cake for me). We developed a data set
consisting of 107 instances in adult writing and 36 in the writing of 8-to-12-year-olds, and
annotated them with 13 syntactic, semantic and discourse features. We show that a model
trained and tested on the adult data reaches a prediction accuracy of 86.9%. Due to the
small number of data instances, our model includes only 4 significant effects and shows
considerable overfit (reaching 79.6% accuracy in a ten-fold cross-validation setting). The
regression coefficients found are similar to those found in the model for the to-dative al-
ternation (Bresnan et al. 2007). When applying the adult model to the instances in child
writing, 80.6% is predicted correctly. We conclude that there are no indications of major
differences either between the to-dative and benefactive alternation in adult language, nor
between the benefactive alternation in adult language and that in child language.

1 Introduction

There are many situations where speakers can choose between several syntactic
options that are equally grammatical, but that may differ in their acceptability
in the given context. An example is the English benefactive alternation, where
speakers choose between the double object variant (1) and the prepositional dative
variant with the preposition for (2).

(1) He baked me a cake.
(2) He baked a cake for me.

The benefactive alternation is very similar to the to-dative alternation, where the
prepositional dative variant is formed with the preposition to. In both the benefac-
tive and the dative alternation, the constructions contain two objects: a ‘theme’ (a
cake in the examples above) and a ‘recipient’ (me)1.

1In the benefactive alternation, the latter is also referred to as the ‘beneficiary’. In this paper, however,
we stick to the term ‘recipient’ to keep the comparison to the to-dative alternation as transparent as
possible.
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The question how speakers and writers decide which construction to use
has been addressed by many researchers in various fields. Approaches that
have been taken include syntactic (Quirk et al. 1972), semantic (Gries and
Stefanowitsch 2004) and discourse (Collins 1995) approaches. Probabilistic mod-
elling techniques can help in combining these approaches and testing the combina-
tion on corpus data. Bresnan et al. (2007) have applied such an approach to explain
the to-dative alternation in the language produced by adult speakers of American
English. With the help of 14 features taken from the literature, they constructed
logistic regression models which could predict the choice made with an accuracy
of 94%.

In this paper, we apply Bresnan et al.’s probabilistic approach to explain the
alternation with the preposition for (i.e. the benefactive alternation). More specif-
ically, we want to answer the following question: Are the features and the logistic
regression methodology that were successfully applied to the to-dative alternation
also suitable for explaining the benefactive alternation? Once we have answered
this question, we can establish whether the model can also be applied successfully
to the benefactive alternation in child language. This is our second, minor, research
question.

In the research reported here2, we focus on written text produced by adult
native speakers of American and British English. For the child language, we limit
ourselves to writing by children aged 8 to 12 years.

The structure of the paper is as follows: An overview of the related work is
presented in Section 2. Section 3 focuses on the design and collection of our data
set. The description of the features and the annotation process follows in Section
4. In Section 5, we present and discuss the logistic regression models. Final
conclusions are provided in Section 6.

2 Related work

Bresnan et al. (2007) extracted 2360 instances from the three-million word Switch-
board Corpus of transcribed American English telephone dialogues, and annotated
them for features suggested in the literature. With the help of a logistic mixed-
effect regression model with verb as a random effect, they were able to explain
95% of the variation. On previously unseen data, 94% of the test instances was
predicted correctly, showing only a slight overfit. Next, they added 905 instances
from the Wall Street Journal texts in the Penn Treebank and concluded that the
model generalized well to the instances taken from financial newspaper articles

2The research was all carried out as part of the Master course ‘Corpus-based Methods’ in the research
master Language and Communication, being a collaboration between Radboud University Nijmegen
and Tilburg University. The students were involved in all steps of the research process: deciding on
a topic, searching and reading related literature, finding relevant corpora, extracting and annotating
the benefactive instances, applying logistic regression, evaluating the models, presenting at the CLIN
conference and writing this paper. We believe the students have greatly benefited from this ‘hands-on’
experience and therefore recommend that such student projects are designed more frequently, especially
in research masters.
Students appear in alphabetical order in the author list.
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(accuracy of 93% for the combined data set).
Many of the features in the model concern the theme and the recipient. In

prepositional dative constructions, the first-mentioned object is the theme, and the
second the recipient. In double object constructions, the recipient precedes the
theme. Bresnan et al. found that the first object is typically (headed by) a pro-
noun, mentioned previously in the discourse (discourse given), animate, definite
and shorter than the second object. The characteristics of the second object are
generally the opposite: discourse new, nonpronominal, inanimate, indefinite and
relatively long.

Researchers have adopted Bresnan et al.’s approach (2007) to model the to-
dative alternation in other varieties of English. Bresnan and Hay (2008) compared
the to-dative alternation with the verb give in American and New Zealand English.
The model built on the 1667 American and 1127 New Zealand English instances
showed that the to-dative alternation is very similar in both varieties. The only
clear difference they found was that speakers of New Zealand English are more
sensitive to the animacy of the recipient. Theijssen (2009) used the features and
logistic regression methodology in Bresnan et al. (2007) to study the to-dative
alternation in spoken and written British English. The models found appear to be
very similar to those found by Bresnan et al., though with fewer significant features
and with less success in generalizing to previously unseen data. This was probably
a result of the relatively small number of data instances (915).

Some research has also been directed at explaining the to-dative alternation in
child language. De Marneffe et al. (2007) investigated the to-dative alternation as it
occurs in the production of seven children, aged between 2 and 5. They concluded
that the results of the adult and child data were “neither identical nor radically
different” (2007, 13). The differences that did occur mainly concerned the strength
of the influence. An important observation was that each child produced both
constructions from early on in their language.

3 Constructing a data set

In order to compile a data set, we employed several existing corpora contain-
ing British and American English texts written by adults and children3. Ini-
tially, we only selected corpora that contained syntactic annotations and/or Part-
of-Speech (POS) tagging to enable automatic extraction of the instances. For the
adult data, we employed the written component of the ICE-GB Corpus (appr.
424,000 words, Greenbaum 1996) and the SUSANNE Corpus (appr. 130,000
words, Sampson 1995). With respect to child language, we decided to include
texts written by 8-to-12-year-olds only; the resemblance between teenager and
adult writing could be too large to detect differences, whereas the writing of chil-
dren younger than 8 years old is probably too limited to find enough data. These
criteria led to the selection of part of the LUCY corpus (appr. 30,000 words,

3Given the low frequency of benefactive constructions (as described later on in this section) and the
consequent small size of our data set, we include both types of English. We are aware of the fact that
this is a suboptimal solution.
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Sampson 2003). Because this amount of child data was insufficient, the LCCPW
corpus (appr. 78,500 words, Smith et al. 1998) was selected as well, although this
corpus lacks syntactic and POS annotation. In total, our final corpus set consisted
of approximately 662,500 words.

Next, we extracted the benefactive constructions from the corpora in several
steps (the numbers of instances found at each step are presented in Table 1). First,
we used Perl scripts to find sentences containing the construction with the prepo-
sition for. For the ICE-GB, SUSANNE and LUCY corpora, the available syntactic
annotation or POS tags were used. For LCCPW, where no such information was
available, we simply selected all sentences containing the word for.

Each automatically extracted for-instance was then randomly assigned to at
least two annotators, who independently judged its relevance. Many of the in-
stances were irrelevant, even when found with the help of syntactic information in
the corpus. For instance, in example 3, the prepositional phrase for the classifica-
tion has the meaning of for the purpose of classification.

(3) The four shape categories associated with weld defects have been high-
lighted and two methods ... are now proposed for the classification of these
shape types. –ICE-GB W2A-036 #88:1

The relevance judgements were compared pairwise. After that, doubtful instances
were discussed by the annotators and a final decision about relevance was made.

In order to minimize the effect of other syntactic phenomena, we excluded
from the resulting instances those with a phrasal verb, with a split object, and
with fronting of one of the objects. This procedure resulted in a final list of 99
for-prepositional instances with 58 different main verbs.

Next, potentially relevant double object instances were extracted from the cor-
pora using the 58 verbs. In ICE-GB, SUSANNE and LUCY, ditransitive verbs are
marked as such, which facilitated an automatic selection process. For LCCPW, we
extracted all sentences with any form of one of these 58 main verbs.

Irrelevant instances and instances with the syntactic characteristics mentioned
above were removed manually using the same procedure as with the prepositional
instances. For the LCCPW corpus, numerous instances (812 out of 819) had to be
deleted, since the broad selection on the basis of main verbs yielded many clauses
that did not contain a benefactive construction. In total, 44 instances with a double
object construction remained.

As Table 1 shows, our final data set consists of 143 instances, 107 of which
concern adults’ writing and 36 concern children’s writing. This is a rather small
number, especially compared to the 3265 instances in Bresnan et al.’s (2007) data
set. There are two reasons why our data set is smaller. First of all, Bresnan et al.
use the three-million word Switchboard corpus, while our set of corpora contains
‘only’ 662,500 words. Secondly, the benefactive alternation appears to be five
times less frequent than the to-dative alternation: Bresnan et al. found 1.09 in-
stances per 1,000 words on average, while we obtain only 0.22 instances per 1,000
words. The small number of data instances obviously affects our method and the
conclusions to be drawn from the results (see Section 5).
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Table 1: Number of for-prepositional and double object instances found after automatic and
manual selection

Type Corpus Automatic selection Manual selection
for-prep. double obj. for-prep. double obj. Total

Adult ICE-GB 767 30 56 23 79
SUSANNE 165 10 19 9 28
Total 932 40 75 32 107

Child LUCY 20 5 6 5 11
LCCPW 461 819 18 7 25
Total 481 824 24 12 36

4 Feature annotation

4.1 Description of the features

For the annotation of the instances, we adopted the features suggested by Bresnan
et al. (2007). An exception was ‘structure parallelism’. Research has shown that
the writers’ choices are influenced by the construction that has been used previ-
ously in the text (e.g. Szmrecsanyi 2005). However, as concluded in the previous
section, the benefactive alternation is very infrequent. It is therefore unlikely that
any preceding instance of the benefactive alternation influences the current, espe-
cially since many other types of constructions can intervene. As a (suboptimal)
solution to this problem, we decided to remove the feature altogether.

For the remaining thirteen features, the annotators employed a manual4 that
follows the descriptions in Bresnan et al. (2007) as strictly as possible. Below, we
briefly explain the different features.

Animacy of recipient (1)

Following Bresnan et al. (2007), the animacy of the recipient was annotated as a
binary feature: it was labelled either animate (human and animal) or inanimate
(not human or animal). Companies and organizations were considered animate
when it was evident from the context that the writer meant the people working in
these institutions. This is for example the case for Dallas in example 4, which
refers to the players in the Dallas football team.

(4) The Texans made themselves a comforting break on the opening kickoff
when Denver’s Al Carmichael was jarred loose from the ball when Dave
Grayson, the speedy halfback, hit him and Guard Al Reynolds claimed it for
Dallas. –SUSANNE A12

4The annotation manual can be found at http://lands.let.ru.nl/˜daphne/phdproject/AnnotationManual
Benefactive2008.pdf.
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Concreteness of theme (2)

For the annotation of the concreteness of the theme, the instructions in Bresnan
et al. (2007) were not very clear, except that the feature again allowed only two
values: either concrete or inconcrete. We decided to follow Garretson (2003), in
which a noun phrase is deemed concrete if it is prototypically concrete (e.g. this
new table in 5). We assumed that prototypically concrete objects have a known
physical size. The themes that did not fit this description were labelled inconcrete
(e.g. quite a bit of fun in 6).

(5) She ’d buy all the women, who were her mother, this new table and they’d
still use the old one. –ICE-GB W2F-020 #122:1

(6) There is a small brook – here too which provides quite a bit of fun for us and
the dogs as we both can jump across it. –LUCY F10

Definiteness of recipient and theme (3, 4)

For both the recipient and the theme we annotated the definiteness. All (syntactic)
object heads that were preceded by a definite article or a definite pronoun (e.g.
demonstrative and possessive pronouns), and all objects that were proper nouns
or definite pronouns themselves, were annotated definite. The remaining objects
were given the value indefinite.

Discourse givenness of recipient and theme (5, 6)

A recipient or theme was labelled given when it was mentioned in the preceding
context (maximally 20 clauses before). In example 7, the recipient “themselves” is
given because it refers to “The Texans” at the beginning of the sentence. We also
considered an object given when it was stereotypical of something mentioned in
the preceding context, or when it was part of the writing context (e.g. the news
paper article itself, or the reader). You, one and us as impersonal pronouns (e.g.
you in example 8) were annotated as given as well. All remaining objects received
the value new.

(7) The Texans made themselves a comforting break on the opening kickoff
when Denver’s Al Carmichael was jarred loose from the ball ... –SUSANNE
A12

(8) Sewing is a very useful thing when you want to make yourself an apron or
something like that –LUCY M09

Number of recipient and theme (7, 8)

Recipients and themes were annotated for number: singular or plural. In case a
recipient or theme could refer to something singular or plural (which is especially
the case with the pronoun you), the antecedent was checked.
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Person of recipient (9)

Person of recipient was annotated by giving it the value local or nonlocal. Local
recipients are in first or second person (e.g. I, me, yourself ), non-local ones in
third person.

Pronominality of recipient and theme (10, 11)

We also annotated whether or not the recipient and the theme were (syntactically)
headed by a pronoun and thus pronominal, or not (nonpronominal). We treated all
types of pronouns as such, including for instance indefinite and relative pronouns
like all and that.

Semantic verb class (12)

In Bresnan et al. (2007), five semantic classes were distinguished for the dative al-
ternation with ‘to’, mostly being different forms of transfer of possession. For the
annotation of the verbs with the benefactive ‘for’, we encountered problems with
their subdivision since there is generally no transferring. Therefore we formed new
semantic classes for the benefactive verbs. From Pinker (1989, 84), we copied cre-
ation of possession (e.g. produce in example 9) and obtaining of possession (get
in 10), which we supplemented with keeping of possession (keep in 11). In these
classes, the theme is typically created, obtained or kept to cause the recipient to
possess it. Following Bresnan et al. (2007), we add a fourth class, abstract, for in-
stances with a figurative meaning (e.g. do someone a favor in 12). Also, instances
where a situation is created (or arranged) for the recipient were considered abstract
(e.g. arrange something for someone in 13).

(9) The rotting bark also produces food for the stinkbug. –LCCPW DS62HRZ

(10) Thanks again for getting all the stuff for me! –ICE-GB W1B-002 #58:1

(11) Please could I have the following reprints (keep one of each for yourself as
I’ve kept the originals). –ICE-GB W1B-004 #168:5

(12) I’m sure you won’t mind doing me a small favor. –SUSANNE N12

(13) If you would like to have your book displayed at the conference again this
year, please let me know and I will be happy to arrange this for you. –ICE-
GB W1B-030 #96:5

Length difference (13)

An important factor in clause word order is the so-called principle of end weight
(e.g. Quirk et al. 1972), which states that language users tend to place the more
complex constituents at the end of an utterance. Bresnan et al. (2007) therefore
included a feature indicating the length difference between the recipient and the
theme. Following their approach, we counted the number of words in the recipient
and the theme, and took the natural log of these lengths to smoothen outliers. The
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length difference was then calculated by subtracting the recipient length from the
theme length.

4.2 Annotation procedure

During the data extraction phase, the theme, recipient and verb were manually
checked (for ICE-GB, SUSANNE, and LUCY) or established (LCCPW) for each
instance. The lengths of the theme and recipient (in number of words) could be
extracted automatically by splitting them on white space. The remaining twelve
features had to be annotated manually for all corpora. The annotators were each
assigned 50 instances from ICE-GB, SUSANNE, and LUCY and the 25 relevant
instances from LCCPW. All instances were annotated by at least two annotators.

When there was doubt about the exact meaning of a feature, this was discussed
in a meeting. For example, there was discussion about what should be done with
recipients or themes that consisted of a coordination of two elements with oppo-
site properties (e.g. a definite and an indefinite element). To keep the annotators’
decisions as comparable as possible, we decided that these objects should be an-
notated according to the first element in the coordination5. After the discussions,
all features that were experienced as difficult were checked again by the annota-
tors. They were asked to make one decision for each case, with the option to add
a question mark if they were unsure about it.

After the annotation, the inter-annotator agreement was measured for the
twelve features that had been annotated manually. Each pair of annotators was
given a score if they agreed on the feature value for a particular instance. This
score was 1 if both annotators were confident about their decision, 0.5 if one of
them had expressed doubt, and 0.25 if both doubted their choice. If the annotators
disagreed, the score was 0. The relative observed agreement for each feature was
then established by adding all agreement scores for this feature, and dividing it by
the number of comparisons (the total number of annotator pairs in all instances).
Using this value, we calculated Cohen’s Kappa score (K):

K = P (a)−P (e)
1−P (e)

where P (a) is the relative observed agreement among the annotators as ex-
plained above, and P (e) the hypothetical probability of chance agreement. The
latter is calculated by adding for each feature value, the proportion of this value in
the annotations of annotator A times the proportion of this value in the annotations
of B. The Kappa scores for the twelve features are presented in Table 2.

Given the low Kappa scores for some features, we checked all cases where the
annotators disagreed on the feature value. Moreover, for the features that had a
Kappa below 0.5 (discourse givenness of the theme, pronominality of the theme,
and semantic verb class), we checked the feature values for all instances. Given
5Of the 9 coordinations in recipients (5) and themes (4), only 4 contained elements with opposite
characteristics (2 for both object types). Given this small number, we believe our rather crude approach
is justified.
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Table 2: Kappa scores (K) for inter-annotator agreement for each of the features (ordered
by Kappa score)

Feature K Feature K
Number of recipient 0.92 Semantic verb class 0.48
Animacy of recipient 0.87 Pronominality of theme 0.39
Person of recipient 0.86 Givenness of theme 0.32
Pronominality of recipient 0.80
Definiteness of theme 0.78
Definiteness of recipient 0.74
Number of theme 0.71
Concreteness of theme 0.55
Givenness of recipient 0.55

our thorough checks we believe the annotations are sufficiently accurate to proceed
with them.

5 Regression models

5.1 Modelling technique and procedure

In order to gain insight into the way the features may simultaneously influence the
choice for one of two dative constructions, Bresnan et al. (2007) successfully used
a probabilistic modelling technique called logistic regression modelling. Since we
want to compare our findings for the benefactive alternation to their findings for the
dative alternation, we use the same technique6. This means we refrain from the use
of feature selection procedures such as stepwise backward or forward selection7.
Instead, we simply model the benefactive alternation as depending on the values
assigned to the 13 features of the benefactive instances as described in the previous
section.

Because logistic regression models can only handle binary or continuous vari-
ables, the values of all nominal variables were recoded so that they reflected the
presence of one of the feature values (e.g. recipient=animate is 1), or the absence
of that same feature value (recipient=animate is 0)8. The same was done for the
construction used: if the construction was prepositional dative, it received value
1, if it was a double object construction, the value was 0. Apart from the nominal
features, there was also one feature with a continuous scale: the length difference
between the theme and the recipient. The feature is treated as such in regression.

6We use the function lrm() in the Design package in R (R Development Core Team 2008).
7Theijssen (2009) describes the effect of different feature selection procedures on logistic regression
models for the British English dative alternation. She concludes that choosing the best procedure
depends on ones goal. Since our goal is to compare it to Bresnan et al.’s work, we adopt their approach.
8Unlike the other nominal features, the feature ‘semantic verb class’ has four, not two, annotation
values. Here, three values of this feature (all but abstract) are treated as a binary variable, which could
again adopt the values 0 and 1. When all values were 0, the verb class was thus abstract.
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The feature values and the construction used for all instances form the input matrix
that is fed to the modelling technique.

In logistic regression modelling, a regression function is established that fits
the data matrix best. It outputs the log of the odds that the construction used (c) is
1 (a prepositional dative construction) rather than 0 (a double object construction):

logit[P (c = 1)] = α + ~βX

where α is the model intercept, X are the feature values and ~β are the co-
efficients. The coefficients β can be understood as the weights assigned to the
features by the model, where positive values favour the prepositional dative
construction, and negative values the double object construction. The optimal
values for α and ~β are estimated using Maximum Likelihood Estimation.

The regression models found can be employed for two main purposes. First,
it enables us to establish which of the feature values have significantly affected
the benefactive alternation, and which of the two benefactive constructions they
favour. These observations can be compared to the effects found for the to-dative
alternation (Bresnan et al. 2007). Second, the log odds outputted by the regression
function can be used to predict which construction has been used by the writer. The
percentage of correctly predicted instances can be used to evaluate the performance
of the model.

The remainder of this section is structured as follows: The regression model
built and evaluated on the adult data is presented and discussed in Section 5.2.
Section 5.3 contains the results and discussion for the child data.

5.2 A model for the benefactive alternation in adult writing

Prediction

In order to evaluate how suitable the features used to explain the to-dative alter-
nation are for explaining the benefactive alternation, we use them to establish a
logistic regression model for the adult data. We do this by building the optimal re-
gression model for the complete adult data set and applying it to exactly the same
data. The percentage of instances that this model predicted correctly during the
testing phase expresses its ‘model fit’ accuracy.

Our optimal logistic regression model, trained and tested on the 107 instances
in adult writing, reaches a model fit accuracy of 86.9%. The rank coefficient be-
tween the predicted log odds and the construction used (Somers’ Dxy) is 0.88.
These results indicate that even though the model fit accuracy is lower than the
scores of 95% reported by Bresnan et al. (2007), the selected features can explain
the benefactive variation in our data well enough.

In order to test how well the model can predict previously unseen data, we use
10-fold cross-validation. We build a model on 90% percent of the adult data, and
then test it on the remaining 10% of the data. This is repeated ten times, in such a
way that each data instance is tested once.
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For the adult data, this procedure results in a prediction accuracy of 79.6%.
This score is again remarkably lower than the prediction accuracy of 94% obtained
by Bresnan et al. (2007). Still, the prediction accuracy we reach is significantly
higher than the majority baseline of 70.1% (p < 0.001, McNemar test). The
baseline reflects the proportion of instances that would be predicted correctly if
always choosing the most frequent construction (being the prepositional dative).
Given the significant improvement over the baseline, we believe it is justified to
interpret the significance and coefficients of the features in order to compare them
to those found for the to-dative alternation.

Feature relevance

As mentioned in 5.1, the coefficients that were estimated for the features in the
optimal model express the strength and direction of the features’ influences in
the benefactive alternation. Positive coefficients favour the prepositional dative
construction, negative ones the double object construction.

In our model the intercept has a significant effect: α=8.1 (standard error 2.83,
95% confidence interval 2.41 − 13.75, p < 0.005). This implies that when all
feature values are 0, there is a strong bias towards using the prepositional dative
variant. In Bresnan et al. (2007), the intercept is only 0.95, but no information
is given about its significance. The large difference between the intercepts for
the benefactive and the to-dative alternation can be easily explained. In the bene-
factive alternation, the majority of the instances is prepositional dative (70.1% in
our data set), while in the to-dative alternation, the majority has a double object
construction (79%)9.

The significant β-coefficients in our model and those found by Bresnan et al.
(2007) are given in Table 3. Only four features significantly affect the choice
for the two benefactive constructions: semantic verb class, length difference, dis-
course givenness of theme and number of theme.

Clearly, there is a large difference between the number of significant effects
found by Bresnan et al. (2007) for the to-dative alternation and the number we find
for the benefactive alternation. This does not necessarily mean that the benefac-
tive alternation is less complicated than the to-dative alternation. If we compare the
number of instances in our data set (107) to that in Bresnan et al.’s data set (2360),
it is not surprising that many features do not reach significance in our model. Ap-
parently, the four effects listed in Table 3 are strong enough to be significant even
in a data set as small as ours. The directions of these effects are the same as found
in the model for the to-dative alternation (Bresnan et al. 2007)10, but their strengths
differ.

The strongest effect towards the double object construction is found for the

9Apparently, the bias towards the double object construction in the to-dative alternation is completely
accounted for by the β-coefficients, since the intercept favours the prepositional dative construction.

10One of the significant features, semantic class = obtaining of possession, is not present in the models
for the to-dative alternation. Its direction and strength can therefore not be compared to effects in the
to-dative alternation model.
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Table 3: Coefficients (β) of significant effects in regression models (p < 0.05). The coeffi-
cients for the to-dative are copied from Bresnan et al. (2007), page 17. For our benefactive
model, the standard errors (SE) and 95% confidence intervals (CI) are provided as well.

dative benefactive
Effect β β SE CI
theme = indefinite -1.4
semantic class = communication -1.3 NP-NP
semantic class = obtaining ↑

of possession -2.8 1.4 -5.7 – 0.0 |
length difference (th-rec) -1.2 -2.3 0.8 -3.9 – -0.7 |
theme = nonpronominal -1.2 |
theme = discourse new -1.1 -3.0 1.5 -6.1 – 0.0 |
structure parallellism = yes -1.1 |
theme = inconcrete -0.5 |
recipient = nonlocal 0.5 |
theme = plural 0.5 2.6 1.0 4.6 – 0.6 |
recipient = indefinite 0.9 |
semantic class = transfer |

of possession 1.0 |
recipient = discourse new 1.0 ↓
recipient = nonpronominal 1.2 NP-PP
recipient = inanimate 2.5

feature theme = discourse new. This means that when the theme has not been
mentioned previously in the text, the writer is expected to put it after the recipi-
ent, resulting in a double object construction. In the literature (e.g. Collins 1995),
it is generally agreed that language users tend to place information that has al-
ready been introduced before information that is new to the discourse. The model
we found, as well as the model found by Bresnan et al. (2007) for the to-dative
alternation, shows the same effect.

Another strong effect is found for length difference. If the theme is longer
(in words) than the recipient the probability that the construction with for is used
decreases, while it increases if the recipient is longer than the theme. In other
words, the longer object is generally placed at the end. This finding corresponds
with the principle of end weight (Quirk et al. 1972).

A significant effect showing a preference for the prepositional dative construc-
tion is found when the theme is plural. The effect was also found for the to-
dative alternation (Bresnan et al. 2007), though less strong (β = 0.5 compared to
β = 2.6). In cross-linguistic studies, Haspelmath (2004) and Aissen (2003) predict
that number plays a role in the syntactic realization of objects (the use of bound
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object pronouns11 and the case marking of objects), though in combination with
pronominality and/or definiteness. Since our data set is too small to check these
interactions, we can only conclude that the number of the theme is also relevant in
the benefactive alternation in English.

The fourth significant effect concerns the semantic verb class. A comparison
to the to-dative alternation is not possible here since it entails different semantic
classes. For the benefactive alternation, we see that the obtaining of a possession is
more often expressed in the double object construction than the other verb classes.
Pinker (1989) argues that the double object construction will be selected especially
if the subject (or agent) can cause the recipient to possess the theme. He states this
is typically possible for verbs denoting creation or obtaining of the theme. In our
data, the effect is only apparent for ‘obtaining of possession’.

5.3 Applying the adult model to the benefactive alternation in child writing

Now we have found a model for the benefactive alternation in adult writing, we
want to compare it with the benefactive alternation in child writing.

However, during the manual annotations of the child data we noticed that many
sentences (for instance example 14) seemed to have an adult writing level. This
led us to suspect that the children had included benefactive sentences in their writ-
ing that were copied from, or strongly inspired by, texts produced by adults. We
therefore checked the instances in our child data set, and found that almost one
third of all identified data instances can be characterized as strongly ‘adult-like’
and might not be spontaneously produced by children.

(14) They have a large keel-shaped Sternum to provide an anchorage for the large
flight muscles –LCCPW AK53HRZ

Due to the small number of benefactive constructions in our data set and the
large proportion of adult-like sentences, it is undesirable to build a separate model
for the child data. We therefore decide to let the optimal adult model (built on all
107 adult instances) predict the child data instances.

When using the data instances produced by children as test material for the
optimal model for the adult material, the model correctly predicts 80.6% of the
instances. This is similar to that reached for adults in the 10-fold cross-validation
setting (79.6%). The prediction accuracy is significantly higher than the majority
baseline of 66.7% (p < 0.001, McNemar test).

Given the small data set, we cannot draw strong conclusions about the way
children acquire the use of both syntactic constructions. The only thing we can
say is that we have found no indications that there are differences between the use
of the benefactive alternation in adult and child writing.

11A bound pronoun is a pronoun that is added to a word (e.g. a verb) as a suffix or prefix.
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6 Conclusion

In this paper, we have studied the benefactive alternation in English writing. We
followed the successful approach of Bresnan et al. (2007), which combines various
existing theories in a single regression model to explain the to-dative alternation.
We have researched: (1) whether the features used in Bresnan et al. (2007) are
also suitable for predicting the benefactive alternation, and (2) whether the model
found for adult language can be successfully applied to child data.

In order to answer these research questions, we extracted instances of the bene-
factive alternation from language written by American and British English native
speakers. The instances were extracted automatically and were then manually
checked. The final data set included only 107 instances produced by adults and 36
by children. Apparently, establishing a considerably sized data set for the bene-
factive alternation in a limited time frame is not possible. Also, we learned that
the benefactive alternation itself is relatively infrequent (compared to the to-dative
alternation).

The 143 instances were annotated with the desired semantic, discourse and
syntactic information. Due to the complexity of the features, we had to check many
of the annotations, making the annotation process very labour-intensive. With the
resulting, qualitatively acceptable, data set, we could proceed with achieving our
research goals.

First of all, we built a logistic regression model on the adult data. When ap-
plying it to the same set of adult instances, we reached a model fit accuracy of
86.9%, which is lower that the 95% reached by Bresnan et al. (2007), but sig-
nificantly higher than the majority baseline (70.1%). We saw that the coefficients
in the regression function for the benefactive alternation are similar to those for
the to-dative alternation, but the model does not generalize as well (the prediction
accuracy decreases to 79.6% in ten-fold cross-validation) and has fewer signifi-
cant effects (only 4). With the current data set size we can only conclude that the
use of the features for predicting the to-dative alternation for the prediction of the
benefactive alternation seems promising.

For the child data, the set was so small that it was undesirable to build a regres-
sion model on it. Moreover, many of the instances in the texts written by children
seemed to be copied from (or at least strongly inspired by) adult writing. There-
fore, we decided to simply apply the adult model to the child data and compare the
prediction accuracy to that found for the adult data. The accuracy reached (80.6%)
significantly beat the majority baseline (66.7%), and was comparable to the 79.6%
reached for adults in a ten-fold cross-validation setting. We thus have no reason to
assume that the benefactive alternation in the writing of 8-to-12-year-olds differs
from that in adult writing.

Apparently, in order to thoroughly study the benefactive alternation, more data
is needed. We are currently developing an approach for automatically extending
a data set for the to-dative alternation in written British English. If the approach
proves successful, it can also be applied to the benefactive alternation.
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A treebank-driven investigation of predicative complements in
Dutch
An efficient, practical, actually usable approach

Frank Van Eynde

Centrum voor Computerlinguı̈stiek, Universiteit Leuven

Abstract

Treebanks are used for various purposes in language technology, but the wealth of data they
contain can also be put to good use for the purpose of linguistic description and linguistic
theory. To demonstrate this I will show how the treebank of the Spoken Dutch Corpus can
be exploited to improve our understanding of what it is that distinguishes predicative com-
plements from other types of complements. Section 1 shows why this distinction matters,
section 2 provides a brief presentation of the treebank, section 3 gives a comprehensive
survey of the intransitive predicate selecting verbs, based on the treebank data, section 4
presents a number of factors which can be used to differentiate the predicate selecting uses
of the relevant verbs from their other uses, and section 5 summarizes the results.1

1 Predicative complements

Distinguishing a predicative complement from an object complement is easy in
pairs like (1).

(1) a. Fred is a plumber.
b. Fred knows a plumber.

The complement of the copula denotes a property which is attributed to the referent
of the subject, and the copula itself is little more than a carrier of mood and tense.
By contrast, the complement of know denotes an entity and the verb denotes a
binary relation between that entity and the referent of the subject.

Since the verb is the only element that overtly distinguishes (1a) from (1b),
it might seem sufficient to draw the distinction, but the matter is more complex,
since many verbs are used either way. The second complement of call and make,
for instance, is predicative in (2), but not in (3).

(2) a. Don’t call me a liar.
b. They will make you chairman.

1This work is part of a larger project on the syntax and semantics of clauses with predicative comple-
ments. So far, it has yielded an HPSG style analysis of such clauses (Van Eynde 2008) and a semantic
analysis of the copula, presented at the HPSG-2009 conference.
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(3) a. Please call me an ambulance.
b. They will make you a cake.

This shows that the relevant distinction is that between the predicate selecting uses
of the verbs and their other uses. The aim of this paper is to identify and classify
the predicate selecting verbs (section 3) and to provide criteria for distinguishing
their predicate selecting uses from their other uses (section 4). For this purpose
we can get a lot of mileage from a treebank. The one I will employ is that of the
Spoken Dutch Corpus (Corpus Gesproken Nederlands) (section 2).2

2 The CGN treebank

The Spoken Dutch Corpus (CGN) contains approximately 1000 hours of speech,
which roughly corresponds to 10 million words (Oostdijk 2000). Two thirds were
recorded in the Netherlands and one third in Flanders, the Dutch speaking part
of Belgium. All of the recordings have been transcribed and syntactically anno-
tated, following the guidelines of the annotation manual (Hoekstra et al. 2003).
The annotation takes the form of directed acyclic graphs with information about
constituency and dependency, as exemplified in Figure 1. Every word is assigned
a lexical category, such as BW for the adverbs dan and wel,3 every phrase is as-
signed a phrasal category, such as SMAIN for main clauses, and the edges have a
dependency label, such as HD for heads and MOD for modifiers. In the trees, the
lexical categories are given just below the word, the phrasal categories are in ovals
and the dependency labels in rectangles.

Part of the CGN treebank, roughly 10 %, was manually verified and corrected,
where needed. Since this part is obviously more useful for the present purpose
than the unverified and uncorrected data, I will only use the former. Moreover,
since I used the first release of the treebank, in which only the Flemish data had
been verified, the sample exclusively contains the Flemish data.4 It consists of
42750 sentences.5 Their representations jointly contain 382101 tokens, 216485
phrasal categories and 453312 dependency labels. Table 1 gives the frequency in
the sample of a subset of the dependency labels.

Of special interest in this context are the constituents with the PREDC label.
They include the complements of the copular verbs, as listed in Haeseryn et al.
(1997, 1122-4):
2Other studies which have exploited the CGN treebank for the purpose of linguistic description include
Van der Wouden et al. (2003) and Bouma (2004).
3The labels for the lexical categories are abbreviations of Dutch terms; BW, for instance, stands for
bijwoord ‘adverb’ and WW for werkwoord ‘verb’.
4In the second release, also the data from the Netherlands have been verified and corrected.
5For comparison, Sarkar and Zeman (2000) employs a sample of 19126 sentences from the Prague
Dependency Treebank for extracting subcategorization frames for Czech, Kupsc and Abeillé (2008)
employs a sample of about 20000 sentences from the Paris7 Treebank for extracting subcategorization
frames for French, and Hinrichs and Telljohan (2009) employs a sample of approximately 36000 sen-
tences from the Tüba-D/Z treebank for extracting subcategorization frames for German. A sample of
42750 sentences is, hence, comparatively large for this type of investigation.
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Figure 1: ‘It is going to become a lot then.’

HD head 121078
MOD modifier 62381
OBJ1 first or direct object 39398
SU subject 36664
VC verbal complement 14170
PREDC predicative complement 9173
LD location or direction complement 4563
PC prepositional object 4109
PREDM predicative modifier 954
OBJ2 secondary or indirect object 736

Table 1: A subset of the dependency labels with their frequency in the sample
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• zijn ‘be’, worden ‘become’ and their equivalents;

• blijven ‘stay, remain’;

• blijken, dunken, heten, lijken, schijnen, voorkomen ‘seem, appear, be re-
puted, be called’.

The equivalents of zijn include vallen ‘fall’, zitten ‘sit’ and staan ‘stand’, as used in
(4a); those of worden include gaan ‘go’, komen ‘come’, lopen ‘run’ and (ge)raken
‘get’, as used in (4b).

(4) a. De
the

rivier
river

staat
stands

al
already

meer
more

dan
than

een
a

maand
month

droog.
dry

‘The river has been dry for more than a month now.’
b. dat

that
hij
he

soms
sometimes

in
in

de
the

war
confusion

(ge)raakt.
gets

‘that he is sometimes getting confused.’

The PREDC label is also assigned to the constituents which are known as bepa-
ling van gesteldheid. This term was coined by 19th century Dutch grammarians
and is left untranslated here, since it has no equivalent in the grammars of other
languages. As it subsumes a rather heterogeneous class of constituents, it was
partitioned by 20th century grammarians into a number of subtypes, the basic dis-
tinction being that between adjuncts and complements (van den Toorn 1969). An
example of the former is the adjective in Ze vingen de leeuw levend ‘they caught
the lion alive’. In the treebank they are assigned the dependency label PREDM and
for the purpose of this investigation they can be ignored, since we only deal with
predicative complements. An example of the latter is the adjectival complement in
(5).

(5) Dat
that

voorstel
proposal

klinkt
sounds

heel
very

interessant.
interesting

‘That proposal sounds very interesting.’

It denotes a property which is attributed to the referent of the subject, just like the
complements of copular verbs. In combination with a transitive verb the predica-
tive complement can also denote a property which is attributed to the referent of
the direct object, as in (6).

(6) Ik
I

vind
find

de
the

soep
soup

heerlijk.
delicious

‘I consider the soup delicious.’

In contrast to what is usually done for the copular verbs, Dutch grammars do not
provide much detail about the class of verbs which select a bepaling van gesteld-
heid. It is left to the reader to extrapolate from a few clear-cut cases to all relevant
cases.
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3 The selecting verb

For the purpose of natural language processing the current treatment in descriptive
grammars, as sketched above, does not provide a solid starting point. With its
open-ended list of ‘equivalents’ of the copular verbs and its simple enumeration of
examples of bepaling van gesteldheid it is not sufficiently precise and detailed for
inclusion in a parser, for instance. As a first step in the direction of a more precise
and comprehensive treatment I will identify and classify the set of verbs that take
a predicative complement in Dutch, employing the wealth of data that is included
in the CGN treebank.

Given the limitations on the size of contributions for these proceedings, the
section does not cover all of the predicate selecting verbs, but only the intransitive
ones. Characteristic of these verbs is that their predicative complement denotes a
property which is attributed to the referent of the subject, also if they have an object
complement, such as the experiencer denoting pronouns in (7).

(7) a. Arthur
arthur

lijkt
seems

ons
us

een
an

geschikte
appropriate

kandidaat.
candidate

‘Arthur seems an appropriate candidate to us.’
b. De

the
situatie
situation

wordt
becomes

me
me

hier
here

te
too

lastig.
tricky

‘The situation is getting too tricky for me here.’

Another common property is that they cannot be passivized, also if the predicative
complement is a nominal, as in (8).

(8) *
*

Journalist
journalist

wordt
is

niet
not

door
by

iedereen
everyone

geworden.
become

There are, of course, many ways to partition this class of verbs. The one I found
most useful as a starting point is that between stative and dynamic verbs. Repre-
sentative members are respectively blijven ‘remain, stay’ and worden ‘become’.
In model-theoretic terms, they are duals. To become dry, for instance, is not to
stay not dry, i.e. not to stay wet, and to stay dry is not to become not dry, i.e. not
to become wet. In other words, worden is the denial of permanence, and blijven
is the denial of change. A syntactic test is the admissibility in the infinitival aan
het construction. Since the aan het construction presents a situation as evolving in
time, it is compatible with the dynamic worden ‘become’, but not with the stative
blijven ‘stay’.

(9) a. Ze
she

was
was

in
in

ijltempo
fast-rate

volwassen
adult

aan
at

het
the

worden.
become

‘She was becoming an adult in no time.’
b. *

*
Ze
they

zijn
are

volwassen
adult

aan
at

het
the

blijven.
stay

Both types will be discussed and further partitioned in the following paragraphs.
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3.1 The stative intransitive predicate selectors

Table 2 provides a survey of the stative predicate selectors in the CGN sample. For
each of them the PREDC column specifies how often they are combined with a
predicative complement.6 Notice that the numbers concern the intransitive uses.
The transitive predicate selecting uses which some of the listed verbs have, as in
(10), are not included.

(10) a. Ze
she

wil
wants

hem
him

weg.
away

‘she wants him away’
b. Ik

I
zie
see

dat
that

als
as

een
a

bedreiging.
threat

‘I see that as a threat.’

The table also specifies for each verb how often it occurs in the sample, see
the columns called ‘Total’. The fact that these numbers are systematically higher,
and –in some cases– much higher than those in the PREDC columns demonstrates
that all of the predicate selectors are also used in other ways. One of those ways
concerns the combination with a complement of location or direction (LD). The
numbers for this combination are specified as well, since they provide the basis
for a finer-grained classification, differentiating the predicate selectors that also
combine with such complements from those which do not. The former are in the
left half of the table and the latter in the right half.

Orthogonal to this dichotomy is another one which concerns the combination
with infinitival complements. More specifically, the predicate selecting uses of
the verbs in the lower half of the table result from the omission of an infinitival
complement.

(11) a. Het
it

kan
can

niet
not

beter
better

(zijn).
(be)

‘It couldn’t be better.’
b. dat

that
die
that

oplossing
solution

ons
us

geschikt
appropriate

lijkt
seems

(te
(to

zijn).
be)

‘that that solution seems appropriate to us.’

If the infinitive is there, the adjectival predicate is a complement of the infinitive,
but if it is absent, the adjective is a complement of the matrix verb. Characteristic
of these verbs is that they lack the imperative.

(12) a. *
*

Moet/mag/kun
must/may/can

beter!
better!

6Dunken is not mentioned, since it does not have a single predicate selecting use in the sample. The
same holds for the stative vallen, as used in Het afscheid valt ons zwaar ‘the goodbye is emotionally
heavy for us’.
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PREDC LD Total PREDC Total
zijn 7193 800 11919 be er uit zien 27 31 look
blijven 74 38 296 remain zien 2 926 look
staan 77 445 667 stand klinken 23 31 sound
zitten 48 450 752 sit aanvoelen 1 5 feel
liggen 37 121 246 lie smaken 2 4 taste
hangen 7 40 100 hang ruiken 1 7 smell

overkomen 4 15 come across
voorkomen 1 39 appear

kunnen 15 48 1941 can lijken 40 89 seem
moeten 4 47 1978 must blijken 4 39 appear
mogen 1 17 430 may schijnen 3 42 seem
willen 5 14 631 want heten 21 61 be called
hoeven 1 0 31 need
Sum 7462 2020 129

Table 2: The stative intransitive predicate selectors in the sample

b. *
*

Schijn/lijk/blijk
seem/appear

toch
–

wat
what

meer
more

geinteresseerd!
interested!

By contrast, the predicate selecting uses of the verbs in the upper half of the table
do not result from the omission of an infinitival complement, and most of them can
be used in the imperative.

(13) Wees/blijf
be/stay

kalm!
calm!

‘Be/stay calm!’

The combination of the two dichotomies yields four classes. The first com-
prises the copula, blijven and the position verbs. They all combine with locative
complements, and the copula also combines with directional complements.7

(14) a. Ze
they

zijn/zitten/blijven
are/sit/stay

thuis.
home.

‘They are/stay at home.’
b. Ze

they
zijn
are

naar
to

huis.
house

‘They’re going home.’

The second class is that of the deontic modals. They also combine with direc-
tional complements, but not with locative ones.

7In this respect the Dutch copula differs from the English one.
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(15) a. Ze
they

moeten/willen/mogen
must/want/may

naar
to

huis.
house

‘They must/want/may go home.’
b. *

*
Ze
they

moeten/willen/mogen
must/want/may

thuis.
home

The third class is that of the sensory verbs. There are two for visual impressions
(zien, er uitzien), one for each of the other senses, and the holistic overkomen
‘come across’.8

(16) a. Anja
Anja

zag
saw

bruin.
brown

(sfv400350-23)

‘Anja had a tan.’
b. Bij

with
jou
you

voelt
feels

dat
that

altijd
always

zo
so

stroef
awkward

aan. (sfv400269-71)

‘With you it always feels so awkward.’

This class also includes the predicate selecting voorkomen, as used in (17).

(17) Die
that

man
man

komt
comes

me
me

bekend
familiar

voor.
for

‘That man looks familiar to me.’

The fourth class is that of the evidential copulars. That they cannot take an LD
complement is demonstrated by (18).

(18) a. Ze
they

bleken
proved

in
in

Amsterdam
Amsterdam

*(te
*(to

zijn).
be)

‘They proved to be in Amsterdam.’
b. Ze

they
schijnen
seem

naar
to

Brussel
Brussels

*(te
*(to

zijn).
be)

‘They seem to be going to Brussels.’

The fact that these sentences are only well-formed if the infinitive is present shows
that the PPs can be a complement of zijn, but not of bleken or schijnen.9

3.2 The dynamic intransitive predicate selectors

The dynamic predicate selectors come in two types: telic and atelic. Representa-
tive members are respectively worden and doen. Gek worden ‘become mad’, for
instance, denotes a transition from not being mad to being mad, while gek doen ‘do
mad’ denotes an ongoing activity: the madness is presented as a property which is
manifest all along. The difference correlates with the choice of the perfect auxil-
iary: zijn for the telic worden vs. hebben for the atelic doen.
8The sfv numbers refer to those in the treebank. Ogen, as used in Zijn palmares oogt indrukwekkend
‘his cv looks impressive’, also belongs to this class, but it does not occur in the sample.
9The same holds for the English equivalents, as illustrated by the contrast between the well-formed Lee
seems out of his mind and the ill-formed Lee seems out of town (Pollard and Sag 1994, 104).
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PREDC LD Total PREDC Total
(ge)raken 23 21 68 get worden 277 1157 become
gaan 100 378 2413 go
komen 45 353 1025 come
lopen 14 74 165 run
vallen 12 29 156 fall
Sum 194 855 277

Table 3: Telic intransitive predicate selectors

PREDC Total
doen 26 1350 do
zich gedragen 2 3 behave
zich voordoen 1 10 pretend
Sum 29

Table 4: Atelic intransitive predicate selectors

Besides worden, the telic predicate selectors include (ge)raken ‘get’ and the
motion verbs gaan ‘go’, komen ‘come’, lopen ‘run’, and vallen ‘fall’.10

(19) Hij
he

viel
fell

plots
suddenly

in
in

slaap.
sleep

‘He suddenly fell asleep.’

The finer-grained partition which is based on the compatibility with LD com-
plements differentiates worden from the other verbs. See Table 3.

The atelic predicate selectors include doen ‘do’ and the inherently reflexive zich
voordoen ‘pretend’ and zich gedragen ‘behave oneself’. The adjectival predicate
in (20), for instance, expresses ‘a way of being’.

(20) dat
that

ze
she

de
the

laatste
last

tijd
time

zo
so

geheimzinnig
secretive

doet.
does

‘that she is being so secretive lately.’

They are not compatible with an LD complement. See Table 4.11

3.3 Summing up

The stative, telic and atelic predicate selectors in the respective tables jointly ac-
count for 8091 of the predicate selecting uses. Given that 9073 of the 9173 PREDCs

10In contrast to its stative counterpart, the dynamic vallen does occur in the sample.
11Doen is also used as a transitive predicate selector, as in hij doet de ramen dicht ‘he closes the win-
dows’, but those uses are not included in the table.
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in the sample have a verbal head sister, this amounts to 89.18 % of the predicate
selecting verbal uses.12 Most of the rest concerns uses of transitive predicate se-
lectors.

The resulting classification of predicate selecting verbs is considerably more
comprehensive and more detailed than what is standardly offered in descriptive
grammars. This is at least partly due to the availability of the CGN treebank. It
has enabled us to identify the relevant verbs and it has provided useful data for
their classification, such as the compatibility with complements of location and
direction.

4 Differentiating the predicate selecting uses from the other uses

While the lemma of the selecting verb is an important factor for differentiating
the predicative complements from the object complements, it cannot be the only
factor, since the verbs with predicate selecting uses are also used in other ways. A
comprensive survey of the relevant disambiguating factors is beyond the scope of
this paper. Instead, I will focus on two which are readily amenable to a treebank-
driven investigation, i.e. subcategorization and morpho-syntactic selection.

4.1 Subcategorization

Verbs which select a complement routinely require it to belong to some spe-
cific syntactic category, when the complement is an object. The transitive ken-
nen ‘know’ and bezitten ‘own’, for instance, require their object to be nominal,
rather than adjectival, prepositional or verbal. By contrast, when the selected com-
plement is predicative, the verb is considerably less demanding. The copula, for
instance, subcategorizes for an XP where X stands for any of N, A, P or V.

Since the treebank makes the relevant distinctions for both the lexical and the
phrasal categories, this claim can be put to the test. Table 5 shows the result.
It specifies for each of the intransitive predicate selectors how often they combine
with a complement of some given syntactic category.13 The numbers in the column
‘Sum’ are identical to the numbers in the PREDC columns of the previous tables.

The verbs in the upper part of Table 5 are compatible with a nominal predicate,
whereas those in the lower part are not. Interestingly, the former are to a large

12The remaining 100 PREDCs have either no head sister or a non-verbal one, such as the absolutive met
‘with’.

13In terms of the CGN labels N comprises the lexical categories for common nouns (N[1-4]), proper
nouns (N[5-8]), pronouns (VNW[1-27]) and cardinals (TW1), as well as the phrasal category NP. A
comprises the lexical categories for adjectives (ADJ[1-12]) and ordinals (TW2), as well as the phrasal
AP. (For evidence that the cardinals are nominal and the ordinals adjectival, see Van Eynde (2006).)
V comprises the lexical categories for infinitives (WW[4-6]), past participles (WW[7-9]) and present
participles (WW[10-12]), as well as the categories for bare infinitival phrases (INF), te-infinitives (TI),
om te-infinitives (OTI), past participial phrases (PPART) and present participial phrases (PPRES). P
comprises the lexical VZ[1-3] and the phrasal PP. The rest class comprises the lexical categories
for finite verbs, adverbs, conjunctions, articles and interjections, as well as the phrasal categories for
clauses, coordinate phrases and multi-word units.
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N A V P Rest Sum
zijn 2859 2759 327 463 785 7193 be
blijven 15 44 2 5 8 74 remain
lijken 10 19 1 0 10 40 seem
blijken 3 1 0 0 0 4 appear
schijnen 1 0 0 0 2 3 seem
heten 10 0 2 0 9 21 be called
er uit zien 3 16 1 0 7 27 look
worden 106 149 3 (1) 18 277 become
staan (2) 52 2 13 8 77 stand
zitten 0 21 5 13 9 48 sit
liggen (1) 22 2 5 7 37 lie
hangen 0 3 1 1 2 7 hang
kunnen (1) 7 0 0 7 15 can
moeten 0 1 0 3 0 4 must
mogen 0 1 0 0 0 1 may
willen 0 1 0 2 2 5 want
hoeven 0 1 0 0 0 1 need
zien 0 2 0 0 0 2 look
klinken 0 17 0 0 6 23 sound
ruiken 0 1 0 0 0 1 smell
smaken 0 2 0 0 0 2 taste
aanvoelen 0 1 0 0 0 1 feel
overkomen 0 3 0 0 1 4 come across
voorkomen 0 1 0 0 0 1 appear
gaan (1) 57 6 28 8 100 go
komen 0 14 0 29 2 45 come
(ge)raken (1) 9 4 9 0 23 get
lopen 0 11 0 0 3 14 run
vallen 0 3 0 9 0 12 fall
doen 0 21 0 1 4 26 do
zich gedragen 0 2 0 0 0 2 behave
zich voordoen 0 1 0 0 0 1 pretend

Table 5: The category of the predicative complements in the sample
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extent those which are treated as the prototypical copular verbs in Haeseryn et al.
(1997), see section 2.

To avoid misunderstandings, it is worth stressing that the criterion is defined
in terms of compatibility and not in terms of occurrence in the sample. There are
two reasons for that. First, not all combinations which are well-formed can be
expected to occur in the sample. Lijken, for instance, is compatible with a prepo-
sitional predicate, as in dat lijkt in orde ‘that seems in order’, but the sample just
happens to lack any instances of it. Second, the sample contains dysfluencies and
annotation errors, so that verbs which are not compatible with a nominal predicate
can nonetheless be found with a nominal PREDC sister in the sample. Liggen in
(21a) and staan in (21b), for instance, both have a nominal PREDC sister in the tree-
bank, but the former (de een na de ander) is an adjunct, rather than a complement,
and the latter (rond de zestig zeventig) is a PP.

(21) a. Als
when

ik
I

zie
see

dat
that

die
those

dat
that

die
those

eigenlijk
actually

die
those

kunststeden
art-cities

eigenlijk
actually

de
the

één
one

na
after

de
the

ander
other

liggen
lie

hé.
uh

(sfv400295-221)

b. Mja
yeah

rond
around

de
the

zestig
sixty

zeventig
seventy

staat
stands

die
that

nu.
now

(sfv400327-76)

A borderline case is (ge)raken. It is considered incompatible with nominal pred-
icates by many speakers and the combination is indeed absent from the Europarl
treebank (36.252.049 words), but it occasionally occurs in spontaneous speech and
informal discourse. The sample contains one instance (strop geraken ‘get stuck’)
and a Google search on April 22 2009 yielded a dozen of hits, including:14

(22) Gij
you

zult
will

nog
still

burgemeester
mayor

geraken
get

als
if

ge
you

zo
so

voortdoet.
continue

‘You’ll end up a mayor if you continue like that.’

Besides the constraint on the compatibility with nominal predicates, which
neatly differentiates the prototypical copular verbs from the other predicate se-
lectors, there are some other constraints, such as the incompatibility of worden
‘become’ with prepositional predicates. The sample, admittedly, contains one oc-
currence, but this is due to an annotation error: The PP in Nederland in (23) is
treated as a dependent of geworden, whereas it is in fact a dependent of the demon-
strative pronoun dat.

(23) Maar
But

’t
it

is
is

uiteindelijk
in-the-end

dat
that

in
in

Nederland
the-Netherlands

geworden.
become

(sfv901001-66)

‘But it has in the end become that in the Netherlands’.

The relevance of these constraints for NLP is obvious. For example, if one of
the verbs in the lower part of the table is combined with a nominal complement,

14I thank Vincent Vandeghinste for the Europarl search and Geert Adriaens for the Google search.
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NOMINATIVE PREDC OBJ1 ACCUSATIVE PREDC OBJ1
ik 0 0 I mij, me 0 431 me
wij, we 1 (1) we ons 0 239 us
jij 0 0 you jou 0 30 you
hij, ie 2 0 he hem 2 244 him
zij 0 0 she haar 0 138 her
zij 0 0 they hen, hun 0 94 them
Sum 3 (1) Sum 2 1176

Table 6: The case value of the pronominal complements in the sample

then we know that it must be an object complement, rather than a predicative one.
Similarly, if worden is combined with a PP, then we know that it cannot be a
predicative complement.

4.2 Morpho-syntactic selection

The difference between object selectors and predicate selectors is further under-
lined by the fact that the former impose constraints on the morpho-syntactic form
of their complements whereas the latter do not.

Selectors of nominal objects require their complement to have some specific
non-nominative case. The German kennen ‘know’, for instance, requires an ac-
cusative object and helfen ‘help’ a dative one. Predicate selectors, by contrast, do
not impose any constraints on the case of their complement, so that it may also be
nominative. Checking this in the sample is complicated by the fact that the distinc-
tion between nominative and accusative is systematically neutralized in Dutch, but
it is not impossible, since some of the pronouns have separate forms for both cases.
When their numbers are compared for PREDC and OBJ1 positions, the difference
shows, see Table 6. While we find a low but nearly equal number for nominative
and accusative forms in PREDCs, the high number of accusative forms in OBJ1s
clearly contrasts with the virtual absence of nominative forms.15

Because of the lack of a case constraint, it is in principle possible that the choice
of the case value is semantically significant. This is attested in Russian, where the
contrast between nominative and instrumental case for predicate nominals corre-
sponds with an aspectual distinction (Dalrymple et al. 2004, 192). Alternatively, it
is possible to constrain the case value of the predicate in another way. In German
and in Latin, for instance, the predicate nominals are required to show case agree-
ment with their target. The predicate nominal in (24) must be nominative, just like
the subject.16

15The one nominative form in object position is an instance of metalinguistic use: Dat kwam omdat hij
wij had gezegd. (sfv800845-10) ‘that’s because he had said ‘we”.

16In Latin, but not in German, case agreement is also required for the adjectival predicates.
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PREDC PREDC

als 68 as beneden 3 below
binnen 6 inside zonder 3 without
buiten 4 outside naast 2 next to
per 4 per boven 1 above

Table 7: Prepositional complements

(24) Dieser
This.NOM

Mann
man

ist
is

mein/*meinen
my.NOM/*my.ACC

Bruder.
brother

‘This man is my brother.’

Similar remarks apply to the prepositional complements. The selectors of
prepositional objects canonically require their PP complements to be introduced
by some specific preposition: Wachten ‘wait’, for instance, requires the presence
of op and zorgen ‘care’ requires voor. The selectors of prepositional predicates,
by contrast, do not impose any constraints of this kind. As a consequence, we find
a greater variety of prepositions in predicative complements. The prepositions in
Table 7, for instance, occur at least once in a PREDC, but not in any of PC, nor in
OBJ1 or OBJ2. Another consequence is that the choice of the preposition may be
semantically significant in predicates, which indeed it is. The preposition voor in
Hij is voor kernenergie ‘he is in favor of nuclear energy’, for instance, semantically
contrasts with tegen ‘against’.

Also this information can be put to good use for NLP. Nominal complements
which are nominative, for instance, must be predicative, and the same holds for
prepositional complements which are introduced by one of the prepositions in Ta-
ble 7.

4.3 Summing up

What is common to the two disambiguating factors is the fact that the object selec-
tors impose stricter constraints on their complements than the predicate selectors.
This is further underlined by a third factor: object selectors impose tighter con-
straints on the degree of saturation of their complements. The absence of a deter-
miner in a singular count nominal object, for instance, tends to be unusual or even
impossible, whereas it is unexceptional in a singular count nominal predicate, as
illustrated by the contrast between *(een) leraar aanstellen ‘appoint *(a) teacher’
and (een) leraar worden ‘become (a) teacher’. This can be verified in the sample,
albeit with greater difficulty, since the treebank does not contain information about
the mass/count distinction.

5 Conclusion

Distinguishing the predicative complements from other types of complements is
a matter of standard practice in linguistic theory and grammar writing. In spite
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of that, the currently available treatments and descriptions are remarkably vague.
They only mention the prototypical predicate selectors, assuming that the reader
will be able to extrapolate, and they contain little information about how the pred-
icate selecting uses of the relevant verbs can be differentiated from their other
uses. The aim of this paper was to demonstrate how the wealth of data which
treebanks contain can be exploited in order to arrive at a better and more precise
understanding of what is is that differentiates the predicative complements from
the other complements. The relevance of this knowledge for NLP purposes has
been highlighted at the appropriate places.
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