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1. Introduction 
 

Population biology, whether in the guise of population genetics or in the guise of 
a more abstract evolutionary theory, provides a wonderful source of ideas for anyone 
studying the logical problem of language acquisition (see Yang, 2002, for 
discussion).  These models have, at least, been the source of some thought provoking 
metaphors in the study of learnability as well as the study of language change.  
Indeed, there is some hope that the mathematics of population biology could form 
the basis of a learnability proof for parameterized models of grammar.  In this paper, 
I would like to compare what I'll call “competition models” – models based on 
evolutionary theory – with “cooperation models”. These latter models are also 
grounded in mathematical biology, but use cooperative behaviors as seen among 
social insects as their source of inspiration. 

The basic question is how complex behaviors arise out of simple computations.  
Consider, for example, the webs of the Orb Spider (Sherman, 1994).  Orb Spiders are 
simple creatures who are able to build complex structures as a function of (1) time 
from last feeding and (2) production of a new egg sac.  The web is generated by a 
simple set of rules that govern the density of the webbing.  The hungrier the spider is 
the closer the radial threads, thus maximizing the possibility of capturing prey.  Once 
sated, the spider turns her energy to production of an egg sac. Energy is diverted 
from web construction, leading to a looser web.  The probability of capturing prey 
decreases as a result, ultimately leading to a hungry spider. 
 In the case of spiders, a computationally simple rule is repeatedly applied.  Its 
application is tuned by input from the real world.  The result is an architecturally 
complex object.  In the well-known case of bees (Winston, 1987) and other social 
insects, simple agents interact in such a way as to maximize the payoff to the group.  
It's useful, in fact, to distinguish the behavior of the hive from the behavior of 
individuals in the hive. 

My proposal is that grammatical behavior shows aspects of both the spider and 
the bee.  I'm going to propose a set of simple computational agents whose behavior is 
tuned by the world.  These agents can behave cooperatively in such a way that their 
behavior in the aggregate is more complex than the behavior of the individual agents. 

We'll first consider competition models based on population biology. While 
these models might provide a good model of learning, they have been less useful in 
explaining of complex linguistic systems come to be in the first place.  Next, we'll 
consider a cooperation model.  The goal is to explain how a complex sign system (of 
slightly greater than context free generative capacity) could arise from the interaction 
of simpler systems.  
 
 
 



2. Competition Models 
 

One model of complexity has been provided by evolutionary reasoning. These 
models assume a population of fully specified grammars which compete in an 
“environment” which is, in fact, a text made up of simple grammatical sentences 
presented sequentially to the learning algorithm.  The best performers in this 
environment are then selected for some further operation.  For example, Clark (1992) 
develops a “Genetic Algorithm” model which has the following properties: 
 
(1) Linguistically variable features are specified via a bit-string  “genome” 
 
(2) The genome can be thought of as settings for parameters (take as linguistically 

variable properties).  
 
(3) This genome can be translated into a parsing device.   
 
(4) A population of such genomes are (randomly) generated. 
 
(5) Each member of the population is tested against an element  of the input text. 
 
(6) Their performance is evaluated via a ``fitness'' measure. 
 
(7) The best performers are selected for recombinant mating. 
 
The cycle is repeated until some genome strongly dominates the population.  This 
element is usually within three bits of the target grammar. 

Kroch and his colleagues have specified a competition model of grammatical 
change (see, for instance, Kroch & Taylor, 1997; Kroch & Taylor, 2001, and the 
references cited in these works).  They assume that linguistic variability (variations 
in the productions of a single speaker) are due to competition between fully specified 
grammars.  Indeed, it is best to think of Kroch's model as applying to a population of 
speakers, each of whom has learned some set of grammars.   Each speaker has 
acquired multiple grammars and associates each one with a probability of use.  An 
actual production would involve a lottery over the set of grammars. 

Although language learning is perfect, individuals might misestimate the 
probability of using an individual grammar.  For example, a particular grammar 
might be perceived as prestigious and accorded a slightly elevated probability of use.   
If we chart probability of use over time, such a favored grammar would show a 
logisitic curve, not unlike the spread of a disease during an epidemic: 
 
 
 
 
 
 
 
 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1 
 
Notice that all versions of the competition model have an account of language 
variability.  In the case of the GA, we can identify fitness with probability of usage.  
In the case of the Grammar Competition model, variation arises from the subjective 
probabilities assigned by a speaker to the grammars.  The Grammar Competition 
model is particularly interesting in that, at least to a first approximation, it accords 
well with variability in child language and with the "logistic like" emergence of a 
dominant grammatical form.  

Why not, then, simply stick with population models of grammar competition?  
One need not know about the precise basis of variation in order to study the dispersal 
of a gene in a population.  For example, one can study the variation of wing 
morphology in birds without having a precise understanding of how wing 
morphology arises from genes. 

One might argue, equally, that the competition model need never be particularly 
revelatory about the precise mechanisms that underlie grammar.  In order for the 
competition model to work, all that is required is that, first, variation exist in a 
population and, second, that performance can be distinguished in the environment. 

A few years ago, it occurred to me that competition models could rely on 
descriptive complexity to account for the form of the grammar. Kolmogorov 
(descriptive) complexity (see, for instance, Li & Vitanyi, 1993) rests on the fact that 
simple--in a precise computational sense---objects are more likely to occur.  The 
simpler and more well-ordered an object is, the simpler and shorter the Universal 
Turing Machine program for computing its description. A “random” (unordered) 
object would have an uncompressable description; its description would be as 
complex as it is itself. 

The Kolmogorov complexity of an object can be directly related to its 
probability. The simpler an object is, the more likely it is to occur in nature.  
Translating this idea to language learnability, the learnable variable properties would 
be those expressed on structures of low complexity.  The simpler the structure on 
which a variable property is expressed,  the more likely it is that that structure will 



occur in a text.  Supposing the high frequency of expression translates to early 
mastery, we would expect that simple high frequency properties would be learned 
first; more complex properties would be less frequent and, as a result, would be 
learned later. 

The problem is that Kolmogorov complexity is that it is universal; small 
variations between descriptions will depend on the descriptive framework chosen.  
Although the complexity will translate from one computational framework to 
another, the result can be bounded by a (potentially very large) constant.  This 
constant will tend to wash out the differences between constructions of relatively low 
complexity, which are exactly the ones we are interested in. Thus, while 
Kolmogorov complexity can provide a sanity check on our account of learnability, it 
has limits as an investigatory tool.  My hope of combining Kolmogorov complexity 
with population biology to arrive at an explanatory framework that grounded 
linguistic processes in computational complexity ran aground on the mathematics.  It 
was time to look for a different framework. 
 
3. Cooperative Processes 
 

In order to account for the complexity of natural language, I'm going to assume 
that the complexity arises from the interaction of a number of simple computational 
units.  I will take the basic case to be the acquisition of  Context Free structures.  The 
problem is to learn connected graphs rooted is an element of semantic type t; that is, 
a constituent that, when interpreted, carries a truth value.  In this section, I will rely 
heavily on work done in Type-Logical semantics (see Carpenter, 1998, and the 
references cited there), as well as some interesting and important work on the 
learnability of categorial grammars (Kanazawa, 1998; Costa Florêncio, 2003). 

The learner is provided with a finite set of generators and, for each sentence, 
must attempt to assemble a connected graph with lexical items as leaves.  We can 
think of the generators as simple context-free trees.  They might have the following 
form schematically, although nothing forces the generators to be binary branching: 
 
 
 
 
 
 
 
 

Figure 2 
 
We could equally think of the generators as natural deduction rules, where the 
elements are ordered from right to left: 
 
 
 
 
 



 
 
 
 

Figure 3 
 
The categories “F”, “A” and “F(A)” are intended to be semantic types.  We could 
relate them to syntactic categories along the lines of a categorial grammar, or simply 
adopt a standard phrase structure grammar.  If we choose the latter option, then the 
generators are like elementary trees in a Tree Adjoining Grammar (see, for instance, 
Joshi, 1987). 

The learner is allowed to assemble the generators via substitution; that is, it can 
match the labels at leaves (and identify variables that are part of the leaf).  This 
method of generation is clearly context free, since only immediate dominance 
relations are involved in any of the generating units. Thus, we might have generators 
like the following: 
 
 
 
 
 
 
 
 
 
 
 

Figure 4 
 
In the above, I take each element to be a pairing between a syntactic category and a 
semantic argument structure; thus, “S:vp(np)”  is a syntactic unit of category "S" and 
which is interpreted as a VP denotation applied to an NP denotation.  We could 
assemble the following analysis via substitution: 

 
 

 
 

 
 
 

Figure 5 
 

The generators are assembled via substitution at the leaves and halts when the string 
is spanned by a tree rooted in S (or typed with t). 

Note that we might have other analysis, including ones where the lexical items 
are misanalyzed as n-ary predicates: 
 



 
 

 
 

 
 

Figure 6 
 
We can ``devalue'' analyses like the above, either by giving addition support to trees 
rooted in type t or by disfavoring analyses with unsaturated variables.  Notice that 
fixing lexical semantics is crucial in this system.  We can assume that the learning 
system starts by identifying nouns and then works out the distribution characteristics 
of predicates around the nouns.   

Now, suppose that we give a payoff to every successful analysis built by the 
generators.  The learning strategy is to maximize payoffs. 
 
(8) The Equal Pay Principle  

All the elementary generators that are involved in a successful analysis share 
equally in the payoff.  For example, if the payoff is p and there are n generators 
then each generator receives a reward of p divided by n. 

 
Suppose we let each generator accumulate its payoffs in a store, like a personal bank 
account.  The goal for each generator would be to get the highest balance in its bank 
account: 
 
(9) Maximization 

Strategy:  Each generator seeks to maximize its store of payoffs. 
 
Let's call any set of generators involved in a derivation a clique.  Cliques might be 
ephemeral, occurring only in one derivation, or they may repeat. 

The combination of the Equal Pay Principle and Maximization seems to imply: 
 
(10) Fact 1 

Cliques will tend to be as small as possible, since each generator seeks to 
maximize its payoff. 

 
Now, let's call any clique that recurs a coalition. 

We can represent cliques and coalitions as sets of nodes (considered as a pair 
consisting of a grammatical category and a semantic type) in their dominance and 
precedence relations.  Here's a simple learning algorithm: 
 
 
 
 
 



(11) Algorithm: The set of coalitions is empty. 
1. Parse a sentence using the generators (and any coalitions, if available).  
2. Set the current set of cliques to the output of the parse and distribute 

payoffs. 
3. If the set of coalitions is not empty, resolve each member of the cliques with 

each member of the coalitions. 
4. Set the set of coalitions to be the union of the coalitions and the current 

cliques. 
5. Repeat 1-4 ad nauseum. 

 
Resolution is a technique common to automatic theorem proving (Nerode & Shore, 
1997) and, in fact, plays an important part in the Prolog theorem proving engine.  
Think of it as a fussy form of set union.  Elements of the set that disagree will simply 
be tossed out.  Notice that, to make the algorithm work, we need to use the full set of 
dominance relations in the tree; immediate dominance isn't enough. Using full 
dominance will allow nodes internal to the tree to be knocked out of the generator by 
resolution.  This has some significance if we compare this system to TAGs, which 
allow subtrees to be adjoined at internal nodes. We return to this point below. 

We can also assume that lexical content can be knocked out of a generator.  In 
this case, the semantic content of these nodes will be replaced by a variable. This 
will require some modification of the resolution algorithm, but let's put that aside for 
the same of brevity.  For example: 
 
(12) {dom(S,NP), {NP:John}}_{dom(S,NP),{NP:Sue}}= 

{dom(S,NP), {NP:x}} 
 
Notice that coalitions follow compositionally from cliques and, in turn, from basic 
generators. 

Now, when calculating payoffs in this new system, we should let coalitions 
have the status of a generator.  To find new coalitions, unify the current clique in a 
derivation with the generators.  Coalitions will tend to dominate over time, since 
their payoffs will be on average higher than the payoffs to the basic generators that 
make them up. 

From Facts 1 and the reasoning above, it seems to follow that coalitions will 
tend to be as small as possible.  Coalitions involving a large number of generators 
will be built up rather slowly.  The algorithm will produce data structures that are 
similar to lexical TAGS. 

For example, consider the following pair of trees. 
 
 
 
 
 
 
 
 
 



 
 
 
 
 
 
 

 
 

Figure 7 
 
If we apply resolution to them we get something along the lines of: 
 
 
 
 
 
 
 
 

Figure 8 
 
Notice, next, that there is no need for coalitions to be connected graphs.  Nodes that 
are internal to the tree might be knocked out by the resolution algorithm.  Thus, 
exposure to a suitable set of wh-questions might lead to the following coalition: 
 
 
 
 
 
 
 
 
 
 

Figure 9 
 
I'm assuming that a graph with a break in its immediate dominance relation would 
behave like a tree with internal adjunction in a TAG.  Internal adjunction in TAGs 
give rise to mildly context sensitive languages like: 
 
(13) anbncn 
 
Thus, if the above line of reasoning is correct, it would seem that we can derived 
Mildly Context-Sensitive coalitions from context free basic generators. If this 
conjecture is correct, then we have a case where simple context free computational 
agents can cooperate to build more complex mildly context sensitive generators. This 



would be a real jump in complexity. Notice that this arises from basically inductive 
methods and not from the use of parameter setting.  This sort of algorithm might give 
some help in thinking about the problem of the complexity of systems that generate 
natural language and their relationship to learning. 
 
4. Conclusions 
 

Cooperative models of language development provide an interesting way to 
study language form by studying how simple computational units can conspire to 
generate complex outputs.  The learning method exploits techniques from automated 
proof theory and (weakly) game theory to construct a TAG-like grammar with 
affinities to standard categorial grammars. 
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