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1

Introduction

1.1 Linear Algebra Problems
One of my former colleagues used to jokingly accuse me of only concern-
ing myself with elementary linear algebra: matrix–vector multiplication
and the solving of systems of linear equations; anything a first-year
mathematics student should be able to do. To provide a proper response
to these remarks and to explain why I think research in this area is
not only interesting, but also useful, I would like to take a few pages
to illustrate the use and problems of solving elementary linear algebra
problems.

The first of the two operations that the research in this thesis is
applicable to, is matrix–vector multiplication. Let A ∈Rm×n be a matrix
with m rows and n columns and x ∈ Rn a vector with n components.
Denote the entry of A at row 1 ≤ i ≤ m and column 1 ≤ j ≤ n by ai j. We
want to calculate the product y= Ax ∈Rm, that is,

yi =
n∑

j=1
ai j x j, (1≤ i ≤ m). (1.1)

Calculating Ax this way requires m (2n−1) floating point operations.
The second is the simultaneous solving of a collection of linear equa-

tions. Let A ∈ Rn×n and b ∈ Rn. Then, finding a vector x ∈ Rn such
that

Ax = b, (1.2)

is something taught in almost all first-year linear algebra courses as
Gaussian elimination (see algorithm 1 in section 1.3).

A solution x to eq. (1.2) need not always exist, for example(
1 1
1 1

)(
x1
x2

)
=

(
0
1

)
.

In this case, or if we have a non-square matrix A, we can find an approx-
imate solution to eq. (1.2) by finding an x for which the Euclidean norm

1
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of the residual ‖Ax−b‖ is minimal. This is equivalent (x 7→ ‖Ax−b‖2 is
smooth and convex) to solving the linear system

AT Ax = AT b, (1.3)

which is again a problem of the form of eq. (1.2). Equation (1.3) is called
the least-squares problem and solving it is useful for data fitting (cf. the
Gauss–Markov theorem).

A surprisingly large number of problems involve calculating eq. (1.1)
or solving eq. (1.2), see section 1.2. For real-world applications the matrix
A is usually very large (m,n ≥ 106, see [DH11, Fig. 1]) and has few
entries that are not equal to zero. We call entries ai j 6= 0 of A nonzeros
and denote their number by

nz(A) := |{(i, j) ∈ {1, . . . ,m}× {1, . . . ,n} | ai j 6= 0}|.

We call an m×n-matrix A sparse if nz(A) is very small compared to the
maximum possible number of nonzeros, m n:

nz(A)
m n

¿ 1. (1.4)

For sparse matrices A, the evaluation of eq. (1.1) is called a sparse matrix–
vector multiplication. The standard ways to calculate eq. (1.1) and to
solve eq. (1.2) (requiring O (m n) and O (n3) time, respectively) are far too
slow to be effective for such large m and n. By exploiting A’s sparsity
however, this can be done much more efficiently.

1.2 Applications
Calculating the matrix–vector product Ax is the cornerstone of many
efficient algorithms, for example, to solve eq. (1.2) [SV00a], to determine
A’s eigenvectors [SV00b], or to perform Google’s web page ranking algo-
rithm.

Google PageRank
PageRank [BP98] is the famous algorithm responsible for the rise and
success of the Google search engine. The core of this algorithm (its 1998
version) is formed by evaluating sparse matrix–vector multiplications
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efficiently in parallel. Here, the matrix A consists of one row and one
column per website, such that ai j = 1 if website i contains a hyperlink
to website j and ai j = 0 otherwise. This matrix is extremely large: m =
n ≈ 2.4 ·107 for [BP98]. However, since each website only links to a small
number of other websites, the density of A’s nonzeros satisfies

nz(A)
m n

= average number of hyperlinks on a single website
n

¿ 1.

The goal of the PageRank algorithm is to calculate an importance
factor for each website by simulating a ‘random surfer’ who either selects
a hyperlink on a web page at random, or becomes bored with probability
1−d (d = 0.85 in [BP98]) and requests a new web page at random. Let B
be the matrix A, where each row is scaled such that it sums to one (rep-
resenting probabilities for choosing a hyperlink uniformly at random).
Let x ∈ Rn be the vector representing the probability that the random
surfer will end up on a certain page. Initially, set x ← 1

n (1, . . . ,1)T , mak-
ing each website equally probable. Then, the random surfer’s behaviour
is modelled by updating x with a sparse matrix–vector multiplication:

x ← 1−d
n

(1, . . . ,1)T +d Bx. (1.5)

Here, the first term corresponds to becoming bored, while the second
term indicates selecting a random hyperlink on the page.

By its construction, B is a stochastic matrix (which has spectral ra-
dius 1) and eq. (1.5) is therefore guaranteed to converge to the unique
solution

x = 1−d
n

(In −d B)−1 (1, . . . ,1)T ,

for all 0< d < 1.
If a user issues a search query to Google, then all pages satisfying

the text query are listed for this user, sorted by their page ranks in the
final solution x. This ensures (linking-farms notwithstanding) that the
user will receive the highest-quality results first.

Computed Tomography
Computed tomography (CT) is a non-invasive technique capable of look-
ing inside objects and patients (fig. 1.1), which is of great importance to
contemporary medicine [Buz08]. Looking inside objects is achieved by
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Figure 1.1: One of the earliest X-ray images (left, Anna Berthe
Roentgen.gif from the WikiMedia commons): the hand of A. Rönt-
gen, taken in 1895 by her husband W. Röntgen. Example CT medical
image (right, Computed tomography of brain of Mikael Häggström
(6).png from the WikiMedia commons): the head of M. Häggström,
taken in 2008 at the Uppsala University Hospital.

sending X-rays or Röntgen radiation (electromagnetic rays with a wave-
length between 10−13 and 10−8 metres) through the object, and measur-
ing the decrease of intensity of the emitted ray. Doing this for many rays
at different angles and offsets permits us to recover the density profile of
the object.

Here, we give a very brief overview of the basic principles behind CT-
reconstruction. For more detail (particularly about the involved physics),
we would like to refer the reader to [Buz08]. For more information
about the related mathematics of Radon transformations, we recommend
[Hel99].

Suppose we have a density function

f : R2 →R≥0,

which represents the density of the two-dimensional object that we want
to inspect. Suppose that f is smooth and f (x)= 0 whenever ‖x‖ ≥ R for a
fixed R > 0 (so f has compact support).

Let us shoot an X-ray through the object, originating from the fixed
point c ∈ R2 with direction d ∈ R2, ‖d‖ = 1. The intensity of the ray
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is attenuated by interaction with the object, as described by the Beer–
Lambert law:

I(c,d, t)= I(c,d,0) exp
(
−

∫ t

0
f (c+ s d)ds

)
.

Here, I(c,d, t) is the measured intensity after t metres and I(c,d,0) is
the intensity of the emitted X-ray. Because f is only supported within
the ball of radius R, we have for all c ∈R2 with ‖c‖ ≥ R that∫

R
f (c+ s d)ds = log

(
I(c,d,0)

I(c,d,2‖c‖)

)
. (1.6)

So, we can measure the integral of f along any ray passing through
f ’s support by sending out X-rays and measuring their intensity after
they have passed through the object. This means that we can determine1

the complete Radon transformation [Rad17; Rad86] of f . For any smooth
f with compact support, the Radon transformation of f is also smooth
and determines f uniquely [Hel99, Theorem 6.3]. Therefore, if we could
measure I(c,d,2‖c‖) for all c ∈R2 with ‖c‖ ≥ R and d ∈R2 with ‖d‖ = 1,
then we could reconstruct f completely.

In practice, we only have a finite number of m measurements

bi := log
(

I(ci,di,0)
I(ci,di,2‖ci‖)

)
∈R, (1≤ i ≤ m),

which motivates us to reformulate solving eq. (1.6) to solving a linear
system of equations. To do so, we approximate f by a linear combination
of n test functions covering the support of f

f (y)=
n∑

j=1
x j h j(y), (y ∈R2)

and set, for 1≤ i ≤ m and 1≤ j ≤ n,

ai j :=
∫

R
h j(ci + s di)ds, (1.7)

such that Ax = b for the sought-after density profile f . Solving this
equation will give us an approximation of f .

1This not only works for integrals over lines in two dimensions, but also for integrals
over p-dimensional affine subspaces in d dimensions, provided that 0 < p < d [Hel99,
Theorem 6.2].
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In practice, the density profile f is discretised over a 2-dimensional
array of pixels (corresponding to an indicator function h j for each pixel
j), which results in

n = image width× image height.

The CT-scanner sends out and reads X-rays for a fixed number of orien-
tations, giving

m = number of scanner orientations×scanner resolution.

This makes A a very large matrix, typical values [PBS11] are: 360 ori-
entations, a detector resolution of 2048 pixels, and a density profile mea-
sured as a 2048 by 2048 pixel image, making A a matrix with approx-
imately 7.4 ·105 rows and 4.2 ·106 columns. However, eq. (1.7) ensures
that for pixel indicator functions h j,

nz(A)
m n

= average number of pixels touched by an X-ray
n

¿ 1,

making A a sparse matrix.
Equation (1.6) can be solved efficiently using the SIRT algorithm

[Gil72], where the bottleneck of the reconstruction algorithm is carry-
ing out the sparse matrix–vector multiplications x 7→ Ax and y 7→ AT y.
Graphics hardware (see section 1.8) is able to perform these multipli-
cations very efficiently [PBS11]. The FASTRA computer uses only con-
sumer hardware (four NVIDIA 9800GX2 graphics cards) to perform CT
reconstruction and is able to outperform a 512-core cluster (reconstruc-
tion time2 of 52.2s versus 67.4s for the time of a single node of the cluster
divided by 512). This shows that by performing parallelisation which
exploits the specific structure of A (i.e., eq. (1.7) for pixel indicator func-
tions), a significant increase in performance can be reached.

Finite Elements
Approximating solutions to partial differential equations (PDEs) is an-
other example where solving eq. (1.2) arises. The solution to a PDE can
be obtained by projecting the problem to a finite-dimensional subspace

2http://fastra.ua.ac.be/en/benchmarks.html
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of the space of all PDE solutions and then solving this finite-dimensional
problem. This is called the finite element method [SF73].

As a simple example, consider the Laplace equation on a compact
smooth d-dimensional closed submanifold Ω⊆Rd with compact smooth
boundary ∂Ω. Let

V := { f ∈ C∞(Ω,R) | f |∂Ω = 0}

be the collection of all smooth real-valued functions on Ω that vanish
on the boundary ∂Ω. We consider the problem of solving the Laplace
equation on Ω. Let g ∈ V be given, then we want to find an f ∈ V such
that

−∆ f (x)= g(x), (x ∈Ω). (1.8)

The first step in the finite element method is to rewrite the above problem
into its weak formulation.3 Let h ∈ V and suppose f is a solution to
eq. (1.8), then using integration by parts∫

Ω
g(x)h(x)dx =−

∫
Ω
∆ f (x)h(x)dx =

∫
Ω
〈∇ f (x),∇h(x)〉dx.

Hence, every solution f necessarily satisfies the weak formulation of this
problem:

A( f ,h)= b(h), (h ∈V ), (1.9)

where A : V ×V →R and b : V →R are defined by

A(u,v) :=
∫
Ω
〈∇u(x),∇v(x)〉dx, b(u) :=

∫
Ω

g(x)u(x)dx.

If we now choose functions h1, . . . ,hn ∈V , we can look at the approxi-
mate solution f to eq. (1.9) in the subspace Vn ⊆V spanned by h1, . . . ,hn.
Suppose f ∈ Vn satisfies eq. (1.9). Because f ∈ Vn, there exist coeffi-
cients x1, . . . , xn ∈ R such that f =∑n

i=1 xi hi, and because f is a solution
to eq. (1.9),

b(hi)
(1.9)= A( f ,hi)=

n∑
j=1

A(h j,hi) x j, (1≤ i ≤ n).

3If the weak formulation satisfies the conditions of the Lax–Milgram theorem, the
solution f to the weak formulation is unique and hence also the solution to the original
problem, provided such a solution exists [Joh87].



8 CHAPTER 1. INTRODUCTION

Therefore, we can approximate the solution f to eq. (1.9) on Vn by solving
the symmetric linear system

n∑
j=1

A(hi,h j) x j = b(hi), (1≤ i ≤ n),

for (x1, . . . , xn) ∈Rn.
By choosing h1, . . . ,hn ∈V such that their supports only have a small

overlap we create a symmetric sparse matrix A ∈Rn×n with entries ai j :=
A(hi,h j) that are nonzero only for the 1≤ i, j ≤ n with supphi∩supph j 6=
;.

For example, triangulate Ω and choose for each vertex i in the
triangulation a function hi with support contained in all triangles
adjacent to the vertex i. For such a choice of basis, the size n of the
matrix equals the number of vertices in the triangulation of Ω, while
the number of nonzeros is equal to the number of vertices plus twice
the total number of edges, resulting in a sparse matrix for regular
triangulations of Ω.

Washio, Okada, and Hisada use a finite element discretisation of the
bidomain equation in [WOH10] to simulate the dynamics of a human
heart. They decompose the heart using a fine voxel mesh and the torso
by a coarse voxel mesh and then use a multigrid method [Bra77] to solve
the bidomain equation on both coupled meshes in parallel. This permits
them to model the blood flow, heart deformation, currents in specific
points of the heart muscle, and even simulate electrocardiograms (see
[WOH10, Fig. I.5] for a 500ms example).

Arbenz, Lenthe, Mennel, Müller, and Sala use the finite element
method in [Arb+07] to investigate the mechanical properties of human
bones, which takes the porous microstructure of the bone into account.
The finite element method is applied to the stiffness operator, which
maps the strain (relative displacement) of all points within the bone to
the external forces applied to each point. By using a voxel mesh from
the micro-CT-scanned bone microstructure, the stiffness operator can be
discretised and the obtained linear system of equations is then solved
using an algebraic multigrid preconditioner. Using their parallel solver,
Arbenz et al. are able to calculate the strain distribution in the radius
(forearm) bone by solving eq. (1.2) for a sparse symmetric matrix of size
1.5·106 with 9.9·108 nonzeros in 70 seconds, using 100 CRAY XT3 proces-
sors. By mirroring a cube of trabecular bone microstructure, a linear test
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system of 1.2 ·109 equations is created, and can be solved in 12 minutes,
using 1024 processors. This shows that the solution method is effective
for very large problem sizes.

1.3 Matrix Ordering
Now that we have considered a few of the applications of sparse matri-
ces in the previous section, we would like to use the sparse structure of
such matrices to more efficiently perform sparse matrix–vector multipli-
cations or solve sparse systems of linear equations. An effective way to
show the underlying structure of the nonzero entries in a sparse matrix
A is to permute the rows and columns of A such that the nonzero entries
are grouped together. To facilitate the discussion, we first recall a few
facts about permutation matrices.

Definition 1.3.1 (Permutation matrix). Let π ∈ Sn be a permutation (i.e.,
π : {1, . . . ,n}→ {1, . . . ,n} is bijective).

The permutation matrix corresponding to π, denoted by Pπ, is the
matrix Pπ ∈ {0,1}n×n with entries

(Pπ)i j :=
{

1 i =π( j)
0 i 6=π( j), (1≤ i, j ≤ n).

Lemma 1.3.2. Let π,σ ∈ Sn be permutations and A ∈Rn×n.

• PπPσ = Pπ◦σ,

• PT
π = Pπ−1 (in particular, Pπ is orthogonal),

• (PπA)i j = aπ−1(i) j,

• (APT
π )i j = aiπ−1( j).

Proof. See [Bis04, Lemmas 2.5, 2.6].

To elucidate the structure of a sparse m×n-matrix A, we will try to
find π ∈ Sm and σ ∈ Sn such that the matrix PπAPT

σ is more structured.
In particular, we will consider the following forms of A.

Definition 1.3.3. Let A ∈Rm×n.
We say that A has a Bordered Block Diagonal (BBD) structure

[DER86] if there exist b, c ∈ Z2 with 1 ≤ b1 < c1 ≤ m and 1 ≤ b2 < c2 ≤ n,
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Figure 1.2: Bordered Block Diagonal (left) and Separated Block Diagonal
(right) matrix structures for one and two levels of recursion. All matrix
entries outside of the shaded blocks are zero.

such that ai j = 0 for all 1 ≤ i ≤ b1 and b2 < j ≤ c2, and for all b1 < i ≤ c1
and 1≤ j ≤ b2. (See fig. 1.2 (left).)

We say that A has a Separated Block Diagonal (SBD) structure
[YB09] if there exist b, c ∈ Z2 with 1 ≤ b1 < c1 ≤ m and 1 ≤ b2 < c2 ≤ n,
such that ai j = 0 for all 1 ≤ i ≤ b1 and c2 ≤ j ≤ n, and for all c1 ≤ i ≤ m
and 1≤ j ≤ b2. (See fig. 1.2 (right).)

Our goal will therefore be to find permutations π ∈ Sm and σ ∈ Sn
for a sparse A ∈Rm×n such that the permuted matrix PπAPT

σ is in BBD
or SBD form. We do this recursively by also bringing the blocks on the
diagonal into BBD or SBD form as illustrated in figs. 1.2 and 1.3. We will
now discuss the direct uses of these orderings for sparse matrix–vector
multiplication and the solving of a system of linear equations.

Sparse Matrix–Vector Multiplication
Recursive SBD ordering is useful for efficiently performing sparse
matrix–vector multiplications. We briefly illustrate this for a matrix
in one-dimensional (i.e., where only the rows are separated into three
groups) recursive SBD form, following [YB09]. To exploit the full recur-
sive SBD matrix form, fig. 1.2, a more complicated matrix traversal is
necessary [YB11].

When adding the product ai j x j to yi in eq. (1.1), the nonzero element
ai j and vector components yi and x j need to be retrieved from the com-
puter’s main memory and stored in the processor cache4. If a variable is
used several times (e.g., x2 when calculating a12 x2 and a22 x2), it needs
not be retrieved from main memory if it still resides within the cache.

4Modern processors have a hierarchy of increasingly smaller and faster caches.
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Figure 1.3: Nonzero patterns of the matrices rhpentium (left) and
wikipedia-20070206 (right), permuted into recursive BBD (bottom left)
and recursive SBD (bottom right) form. The top-right matrix is sparse,
but appears dense due to the large number of rows and columns per pixel
in the plot.
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B

C

Figure 1.4: Using a one-dimensional recursive SBD form of a given ma-
trix A for cache-oblivious sparse matrix–vector multiplication, for one
(left) and two (right) recursion levels. The dashed lines indicate the
zig-zag order in which A’s nonzeros are traversed, see [YB09, Fig. 6.2].

Should the cache be full when retrieving new data, the least-recently-
used cached data is evicted from the cache.

Since the processor only has a limited amount of cache memory, A’s
nonzeros together with the entire vector x will (generally) not fit in the
cache. This causes cache misses: if the variable x j is used again, but
has since its previous use been evicted to make room for new data, it is
necessary to retrieve x j again from global memory. Since retrieving a
variable from global memory is a costly operation, performance can be
improved by reducing the number of cache misses.

Consider fig. 1.4 (left) and write x = (xB, xC) such that xB (xC) consists
precisely of the components of x indexed by column indices of B (C).
Suppose that B is so small that we can keep all components of xB in
the processor cache during the traversal of B, and similarly for C and
xC. Then, the only time when the sparse matrix-vector multiplication
can experience a cache miss when accessing x’s components, is when the
large horizontal separator between B and C is traversed. By traversing
the rows of the matrix in a zig-zag pattern, fig. 1.4 (left), the number of
cache misses is further reduced in the separator.

It can happen that B and C are too large for xB and xC to be kept
in the cache. By using a recursive SBD ordering with a high level of
recursion, fig. 1.4 (right), there will (almost) always be a recursion level
above which the blocks will be small enough for the corresponding part
of x to fit entirely within the processor cache during the traversal of the
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block. This recursive ordering is therefore called cache oblivious, since it
is oblivious to the cache size and layout of a specific processor.

LU-decomposition
An LU-decomposition of a square matrix A ∈Rn×n is a lower-triangular
matrix L and an upper-triangular matrix U such that A = LU . Calculat-
ing this decomposition amounts to performing Gaussian elimination on
A. Doing so permits us to solve eq. (1.2) efficiently by first calculating
Ly= b and then Ux = y using forward substitution and back-substitution
[GL96, Section 3.1],

yi = 1
l ii

(
bi −

i−1∑
j=1

l i j yj

)
, xi = 1

uii

(
yi −

n∑
j=i+1

ui jx j

)
, (1≤ i ≤ n).

An LU-decomposition of a given A exists if the top-left k×k-submatrix
of A is invertible for all 1 ≤ k ≤ n [GL96, Theorem 3.2.1]. Otherwise, it
is necessary to permute the rows and columns of A during Gaussian
elimination, which is called pivoting. With pivoting, see algorithm 1, we
obtain L, U , and permutations π,σ ∈ Sn such that

A = PπLUPT
σ . (1.10)

Solving Ax = b using eq. (1.10) is numerically stable [GL96, Section
3.4.9]. Furthermore, such a decomposition always5 exists.

Recursive BBD ordering is useful for calculating the LU-
decomposition of our matrix A efficiently [DER86; BJ93; CS95; HMB00;
APC04; Gri+10]. Applying such an ordering to a symmetric A is similar
to performing nested dissection [Geo73; HR98] on the graph correspond-
ing to A, which is a divide-and-conquer approach to solve eq. (1.2).

We will illustrate the use of a recursive BBD ordering with a small
example. Consider the following LU-decomposition:

2 1 1 1
1 2 0 0
1 0 2 0
1 0 0 2

=


1 0 0 0
1
2 1 0 0
1
2 −1

3 1 0
1
2 −1

3 −1
2 1




2 1 1 1
0 3

2 −1
2 −1

2
0 0 4

3 −2
3

0 0 0 1

 .

5 A need not even be invertible.
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Algorithm 1 LU-decomposition with optional full pivoting (cf. [GL96,
Algorithm 3.4.2] and [Bis04, Algorithm 2.3]). Determines, for a given
A ∈ Rn×n, lower- and upper-triangular matrices L,U ∈ Rn×n, as well as
permutations π,σ ∈ Sn such that A = PπLUPT

σ . Returns false if the de-
composition is unsuccessful. Replaces A by lower- and upper-triangular
matrices L and U, such that l i j = ai j for i > j, l ii = 1, and ui j = ai j for
i ≤ j.
1: Initialise π and σ to the identity permutation.
2: for k = 1 to n do
3: if pivoting then
4: (p, q)← argmax{|apq| | k ≤ p ≤ n,k ≤ q ≤ n}
5: Swap rows k and p and columns k and q.
6: Swap π(k) and π(p), and σ(k) and σ(q).
7: if akk = 0 then
8: if pivoting then return true
9: else return false

10: for i = k+1 to n do
11: aik ← aik/akk

12: for i = k+1 to n do
13: for j = k+1 to n do
14: ai j ← ai j −aik ak j

15: return true

Here, the sparsity pattern of the original matrix is lost completely in the
L and U factors, and a fill-in (i.e., entries l i j 6= 0 and ui j 6= 0 for which
ai j = 0) of six new nonzeros is created, increasing the effort required to
calculate the entire decomposition. Suppose we permute the matrix by
swapping the first and last rows and columns to bring it into recursive
BBD form, then we obtain the following decomposition:

2 0 0 1
0 2 0 1
0 0 2 1
1 1 1 2

=


1 0 0 0
0 1 0 0
0 0 1 0
1
2

1
2

1
2 1




2 0 0 1
0 2 0 1
0 0 2 1
0 0 0 1

2

 .

Now, L and U have the same sparsity pattern as the original matrix and
much less effort is required to calculate the decomposition itself.

In general, the recursive BBD form of the matrix reduces fill-in as
shown in fig. 1.5: no fill-in is generated in the empty off-diagonal parts
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B

C

D

Figure 1.5: Effect of applying algorithm 1 on a matrix A in recursive
BBD form for one (left) and two (right) levels of recursion. The black
matrix entry akk on A’s diagonal is being processed, resulting in changes
to all dark-grey parts of the matrix. Note that C is not affected by the de-
composition of B, permitting parallelism, and that no fill-in is generated
outside of the BBD structure.

of the matrix. This ordering furthermore permits parallel decomposition
of both blocks B and C on A’s diagonal, provided both keep track of their
contributions to D and sum them afterwards [MB93]. However, as noted
before, calculating the LU-decomposition may require pivoting if zeros
are encountered along the diagonal, which could destroy the recursive
BBD layout.

To prevent this from happening, it is important to create as few
shared rows and columns between the blocks on the diagonal as possible
when bringing A into BBD form. We found a new way to express this
quantitatively in theorem 1.3.4. Furthermore, Duff and Koster [DK01]
provide a method to strengthen A’s diagonal beforehand by maximising
the product of the diagonal elements of A, which makes it less probable
that pivoting becomes necessary during the LU-decomposition, but does
not guarantee this, as shown by example 1.3.5.

Theorem 1.3.4. Let A ∈Ra×a, B ∈Rb×b, C ∈Rc×c such that d := a− (b+
c)≥ 0 and A is of the form

B

C

D .
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If det(A) 6= 0, then

b+ c−d ≤ rk(B)+rk(C)≤ b+ c. (1.11)

Proof. First of all, note that if the matrix A′ ∈ Ra×a is obtained from A
using Gaussian elimination with column pivoting, then det(A)= 0 if and
only if det(A′)= 0. Suppose that det(A) 6= 0, then by performing Gaussian
elimination on B and C separately, we find the nonzero determinant

Irk(B)

Irk(C)

D

=±

Irk(B)

Irk(C)

D

=±
D

.

Let e := a− rk(B)− rk(C)− d, then e ≥ a− b− c− d = 0. The resulting
smaller matrix has size a−rk(B)−rk(C)= e+d and must be of full rank
because its determinant is nonzero. If e > d, the rank of such a matrix
can be at most 2d < e+d, so that its determinant will be zero. Therefore,
it is necessary that e ≤ d (in which case a matrix with the above nonzero
pattern can have full rank). This is equivalent to a−rk(B)−rk(C)−d ≤
d ↔ a−2d ≤ rk(B)+ rk(C) ↔ (b+ c+d)−2d ≤ rk(B)+ rk(C), from which
eq. (1.11) follows.

Example 1.3.5. Let

A =


2 1 0 0 1
4 2 0 0 1
0 0 2 1 1
0 0 1 2 1
1 1 1 1 2

 , B =
(
2 1
4 2

)
, C =

(
2 1
1 2

)
.

Then a = 5, b = 2, c = 2, d = 1, rk(B) = 1, rk(C) = 2, and det(A) = 3 6= 0.
Therefore, the bound in eq. (1.11) is tight: b+ c−d = 3 = rk(B)+ rk(C).
Note that det(B)= 0 even though the product of the diagonal elements of
A is maximal.

Theorem 1.3.4 and example 1.3.5 show us that we cannot expect the
matrices B and C on the diagonal of A to have full rank, even if A does
have full rank. However, by decreasing the size of D, eq. (1.11) shows
that we can decrease the probability of B or C being rank deficient.
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1.4 Graphs and Hypergraphs
In appendix A, we provide an algorithm with which we can efficiently6

generate a BBD or SBD permutation of the matrix’ rows and columns.
To generate these permutations, it is necessary to have an algorithm
capable of recursively dividing the nonzeros of a matrix into two disjoint
groups. This can be done effectively by modelling the structure of the
nonzeros using graphs and hypergraphs [Ber73], and grouping the nonze-
ros of A by partitioning the (hyper)graph corresponding to A’s nonzero
pattern. Often-used translations between matrices and (hyper)graphs
are given in table 1.1.

This chapter has, until now, been set up to motivate our investigation
into partitioning from the perspective of bringing a given sparse matrix
A into BBD or SBD form. However, this is not at all the only use for the
partitioning of graphs and hypergraphs. Graph partitioning is useful for
a balanced distribution of work, represented by a graph, over different
processors for parallel processing [HK00a]. In this case, the vertices of
the graph represent data to be processed, while the graph’s edges model
data dependencies. Also, by distributing the nonzeros of a matrix A
that belong to the different parts of a partitioning to different proces-
sors, sparse matrix–vector multiplication can be carried out efficiently
in parallel [CA96].

Definition 1.4.1 (Graph). An (undirected) graph is a pair G = (V ,E),
with a set of vertices V , and edges E. All edges e ∈ E are of the form
e = {u,v} for u,v ∈V with possibly u = v, in which case we call the edge a
self-edge.

We call a graph weighted if it is provided with an edge-weight function
ω : E →R>0 and write G = (V ,E,ω) in that case. The vertices can also be
provided with weights ζ : V →R>0, in which case we write G = (V ,E,ω,ζ).

We call a graph bipartite if we can write V =U∪W as a disjoint union,
such that each edge is of the form {u,w} with u ∈U and w ∈W .

For a vertex v ∈V , we define the set of v’s neighbours as

Vv := {u ∈V | {u,v} ∈ E}\ {v}, (1.12)

and its degree (the number of incident edges) as

deg(v) := |Vv|. (1.13)
6For a recursive balanced bipartitioning of the nonzeros of A into k disjoint parts,

the permutations can be generated in O (log2(k)nz(A)) extra time.
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Name Ref. V E

Symmetric [Par61] {1, . . . ,n} {{i, j} | 1≤ i ≤ n,
(if A = AT) 1≤ j ≤ n,ai j 6= 0}
Bipartite [HK00b] {r1, . . . , rm, {{r i, c j} | 1≤ i ≤ m,

c1, . . . , cn} 1≤ j ≤ n,ai j 6= 0}
Column-net [CA96] {r1, . . . , rm} {{r i | 1≤ i ≤ m,ai j 6= 0}

| 1≤ j ≤ n}
Row-net [CA96] {c1, . . . , cn} {{c j | 1≤ j ≤ n,ai j 6= 0}

| 1≤ i ≤ m}
Fine-grain [CA01] {vi j | ai j 6= 0} {{vi j|1≤ i ≤ m,ai j 6= 0}

| 1≤ j ≤ n}
∪{{vi j|1≤ j ≤ n,ai j 6= 0}

| 1≤ i ≤ m}

Table 1.1: Representations of A ∈Rm×n by a hypergraph G = (V ,E ).

For hypergraphs, the notion of an undirected graph is generalised
to allow edges that connect arbitrary numbers of vertices. Partitioning
hypergraphs instead of graphs is useful for partitioning unsymmetric
matrices [CA96; Cat99]. For both graphs and hypergraphs, we will as-
sume that the vertex weights and edge weights are set to 1 if they are
not specified.

Definition 1.4.2 (Hypergraph). A hypergraph is a pair G = (V ,E ), with
a set of vertices V , and hyperedges (or nets) E . All hyperedges e ∈ E are
subsets e ⊆ V .

We call a hypergraph weighted if it is provided with a hyperedge-
weight function ω : E → R>0 and write G = (V ,E ,ω) in that case. The
vertices can also be provided with weights ζ : V →R>0, in which case we
write G = (V ,E ,ω,ζ).

For a vertex v ∈ V , we define the set of v’s neighbours as

Vv := {u ∈ V | ∃e ∈ E : u,v ∈ e}\ {v}. (1.14)

For the representations in table 1.1, note that the symmetric repre-
sentation is only sensible if the matrix is structurally symmetric. Fur-
thermore, the bipartite representation is a bipartite graph with the two
parts consisting of the rows (r1, . . . , rm) and the columns (c1, . . . , cn) of the
matrix. We found [Bis+12] that for minimisation of the communication
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volume for parallel sparse matrix–vector multiplication, combining mul-
tiple7 hypergraph representations is superior to restricting oneself to a
single one (e.g., the column-net representation).

1.5 Partitioning
A partitioning of a (hyper)graph is a partitioning of the vertices of that
(hyper)graph in the mathematical sense: we distribute all vertices over
a fixed number of disjoint parts.

Definition 1.5.1 (Partitioning). Let G = (V ,E,ω,ζ) be a weighted graph
and k ∈Z≥1.

A partitioning of G into k parts is a surjective function

Π : V → {1, . . . ,k}.

For k = 2, we call Π a bipartitioning.
The imbalance of a partitioning Π is defined as

ε(Π) :=
[
k

(
max
1≤i≤k

ζ(Π−1({i}))
)
−ζ(V )

]/
ζ(V ), (1.15)

where ζ(U) :=∑
v∈U ζ(v) for all U ⊆V .

The definition of a hypergraph partitioning of G = (V ,E ,ω,ζ) is the
same as definition 1.5.1, with the graph G replaced by a hypergraph G .

A partitioning Π can have parts that are all of equal size with respect
to the weights of the vertices (in which case we call it perfectly balanced),
but restricting oneself to only such partitionings is very limiting. Note
that, for unit vertex weights, a perfectly balanced partitioning does not
exist if the number of parts does not divide the number of vertices. There-
fore, we use ε(Π) to express the extent to which a partitioning is imbal-
anced, where ε(Π) = 0 corresponds to a perfectly balanced partitioning
and ε(Π)→ k−1 indicates an almost completely imbalanced partitioning
with nearly all weight in a single part.

7The Mondriaan matrix partitioner offers the localbest method which, at each bi-
partitioning step, takes the best result from both the column-net and row-net represen-
tations, as well as the hybrid method which takes the best result from the column-net,
row-net, and fine-grain representations.
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Graph Partitioning
The quality measure by which we judge partitionings depends on the
application for which we want to partition the graph.

Problem 1.5.2. Let Θ be a quality metric for graph partitionings
(eqs. (1.16) and (1.17)). Let G be a graph, k ∈N, and ε≥ 0.

The graph partitioning problem is finding a partitioning Π of G into
k parts such that

ε(Π)≤ ε and Θ(Π) is minimal.

As mentioned at the beginning of section 1.4, we can view a graph
G = (V ,E) as a model for a parallel computation with vertices V rep-
resenting data to be processed and edges E representing dependencies
between different data. Then, a partitioning Π of G into k parts enables
us to divide all the work required to perform the computation on G over
k processors. The imbalance ε(Π) represents to what extent the work
has been fairly distributed over the processors (i.e., with ε(Π) = 0 every
processor has the same amount of work). The number of edges between
different parts in Π measures the amount of data that needs to be com-
municated during the parallel process [HL95], and the total weight of all
these edges is called the edge cut of Π,

EC(Π) :=ω
(
{{u,v} ∈ E | Π(u) 6=Π(v)}

)
. (1.16)

However, as argued by Hendrickson and Kolda [HK00a], the edge
cut metric is actually not proportional to the total communication vol-
ume. For example, if Π(u) = 1 and Π(v) = Π(w) = 2 for u,v,w ∈ V with
{u,v}, {u,w} ∈ E, we count both edges {u,v} and {u,w} in EC(Π). However,
processor 1 only needs to send u’s data to processor 2 once. Particularly
if the degrees of G’s vertices vary wildly, this can make the edge cut a
very inaccurate measure for the actual amount of data that needs to be
exchanged during the parallel computation.

Therefore, it is more accurate to measure, for each vertex v, the num-
ber of different parts to which v’s data has to be sent excluding Π(v),
which is given by |Π(Vv)\{Π(v)}|. By summing this value over all vertices
from a certain part i, we find the total amount of data that needs to be
sent from processor i to the other processors. Taking the maximum of
the total amount of data that each processor has to send will give us a
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(a) (b)

Figure 1.6: Example of two graphs, partitioned into three parts, for which
the maximum amount of sent and received data is different.

good measure for the time spent by the parallel program on exchanging
data. This gives us the communication volume metric of Π, which was
used in the DIMACS challenge [Bad+12],

CV(Π) := max
1≤i≤k

∑
v∈V

Π(v)=i

|Π(Vv)\{Π(v)}|. (1.17)

By giving an example, we will show that eq. (1.17) does not measure
the amount of data that each processor receives. Consider the graphs
in fig. 1.6, divided into three parts of 1, 2, and 3 vertices, which we will
indicate by their size. For these partitionings, we have the following
number of vertices that need to be communicated between the three
processors.

Part Figure 1.6a Figure 1.6b
Sent Received Sent Received

1 2 4 2 5
2 3 3 3 2
3 5 3 4 2

Therefore, for fig. 1.6a, the maximum amount of sent data, 5, is more
than the maximum amount of received data, 4, while for fig. 1.6b the
opposite is true. This means that eq. (1.17) does not measure the amount
of received data.

We can see the difference between sending and receiving data explic-
itly by writing,

|Π(Vv)\{Π(v)}| = ∑
1≤ j≤k
j 6=Π(v)

δ j∈Π(Vv),
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where δφ equals 1 if the statement φ is true and 0 otherwise. Define

CVsend
max (Π) := max

1≤i≤k

∑
1≤ j≤k
j 6=i

∑
v∈V

Π(v)=i

δ j∈Π(Vv)

CVrecv
max(Π) := max

1≤i≤k

∑
1≤ j≤k
j 6=i

∑
v∈V

Π(v)= j

δi∈Π(Vv)

CVΣ(Π) := ∑
1≤i≤k

∑
1≤ j≤k
j 6=i

∑
v∈V

Π(v)=i

δ j∈Π(Vv).

Then CV(Π) = CVsend
max (Π) measures the maximum amount of sent data,

CVrecv
max(Π) the maximum amount of received data8, and CVΣ(Π) the total

amount of exchanged data. Note that CVΣ(Π) is symmetric with respect
to sending and receiving data (exchanging i and j), while CVsend

max (Π) and
CVrecv

max(Π) are not. The CVΣ-measure is called the communication vol-
ume for the METIS graph partitioner [KK98b]. The imbalance between
sending and receiving data is at most a factor k for a partitioning into k
parts, because

1
k

CVΣ(Π)≤CVsend
max (Π)≤CVΣ(Π),

and similarly for CVrecv
max(Π). We investigated the use of the Mondriaan

hypergraph partitioner for the purpose of graph partitioning with re-
spect to both the edge cut and communication volume metrics in [FB13a].
Mondriaan is competitive in terms of partitioning quality, but an order
of magnitude slower than dedicated graph partitioners.

Problem 1.5.2 is NP-complete for the edge cut metric. Garey, John-
son, and Stockmeyer show this in [GJS76, Theorem 1.3] for perfectly
balanced partitionings. Bui and Jones prove NP-completeness for the
general unweighted problem [BJ92, Theorem 3.1]. We have included
their theorem in a form compatible with problem 1.5.2 as theorem 1.5.3.

Theorem 1.5.3. Let G = (V ,E) be a graph, imbalance ε ∈ Q, 0 ≤ ε < 1,
and B ∈Z, 0≤ B < |E|.

It is NP-complete to decide whether there exists a bipartitioning Π of
G such that

ε(Π)≤ ε and EC(Π)= B.

8In the Bulk Synchronous Parallel (BSP) programming model [Val90], the commu-
nication costs are measured as max{CVsend

max (Π),CVrecv
max(Π)} [Bis04, eq. (1.1)].
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Proof. This is Theorem 3.1 of Bui and Jones [BJ92] with α= 1
2 (1+ε) and

b = B. Note that EC(Π)= |{{u,v} ∈ E | Π(u) 6=Π(v)}| is precisely the size of
the separator induced by the bipartitioning Π.

Hypergraph Partitioning
Problem 1.5.4. Let Θ be a quality metric for hypergraph partitionings
(eqs. (1.18) and (1.19)). Let G be a hypergraph, k ∈N, and ε≥ 0.

The hypergraph partitioning problem is finding a partitioning Π of G

into k parts such that

ε(Π)≤ ε and Θ(Π) is minimal.

Let G = (V ,E ,ω,ζ) be a hypergraph and Π a partitioning of G into k
parts. The cut-net metric [SK72] sums the weights of all hyperedges that
are not contained in a single partition of Π,

CN(Π) :=ω
(
{e ∈ E | |Π(e)| ≥ 2}

)
. (1.18)

This metric is useful for matrix ordering for VLSI design [SK72; AK95;
Kar+99] and LU-decomposition by permuting the matrix to BBD form
(see section 1.3). Note that the cut-net metric when applied to the row-
net, column-net, or fine-grain hypergraph models measures the number
of rows and/or columns that belong to the matrix D in fig. 1.5 and theo-
rem 1.3.4, making minimisation of the cut-net metric particularly well
suited for LU-decomposition.

The (λ−1)-metric [Don88] directly measures the total number of data
words sent when performing sparse matrix–vector multiplications in par-
allel by distributing A’s nonzeros over all available processors [CA99a].
It is also an appropriate metric for reducing the number of cache misses
when the matrix is brought into recursive SBD form by recursively bi-
partitioning the row-net hypergraph model of the matrix [YB09]. The
(λ−1)-metric is defined as

LV(Π) := ∑
e∈E

ω(e) (|Π(e)|−1). (1.19)

Here, |Π(e)| equals the number of different processors among which the
hyperedge e has been divided. (This quantity is often denoted by λ, hence
the name (λ−1)-metric.) We study more general hypergraph communi-
cation volume metrics in chapter 3.
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Problem 1.5.4 is NP-complete [Len90]. We can show this directly
using theorem 1.5.3.

Corollary 1.5.5. Let G = (V ,E ) be a hypergraph, imbalance ε ∈ Q, 0 ≤
ε< 1, and B ∈Z, 0≤ B < |E |.

It is NP-complete to decide whether there exists a bipartitioning Π of
G such that

ε(Π)≤ ε and CN(Π)= B.

This also holds for LV(Π)= B instead of CN(Π)= B.

Proof. Note that a graph G = (V ,E) also satisfies the definition of a hy-
pergraph (i.e., G = (V ,E ) with V = V and E = E is a hypergraph). Any
instance (G,ε,B) of the NP-complete graph bipartitioning problem from
theorem 1.5.3 is therefore also an instance of the hypergraph biparti-
tioning problem from this corollary. Furthermore, the definition of a
partitioning Π and its imbalance ε(Π) is the same for both graphs and
hypergraphs.

Let Π be a bipartitioning of G, then (viewing G as a hypergraph)

LV(Π)= ∑
e∈E

(|Π(e)|−1)

= ∑
{u,v}∈E

(|{Π(u),Π(v)}|−1)

= 0+|{{u,v} ∈ E | Π(u) 6=Π(v)}|
=EC(Π).

So, LV(Π)=EC(Π). Therefore, any instance (G,ε,B) is a yes-instance for
the graph bipartitioning problem if and only if it is a yes-instance for the
hypergraph bipartitioning problem. As the graph bipartitioning problem
is NP-complete by theorem 1.5.3, this means that the hypergraph bipar-
titioning problem is also NP-complete. For the last remark, note that
CN(Π)=LV(Π) for bipartitionings Π.

1.6 Multi-level Paradigm
The multi-level paradigm works in its full generality by constructing a
series of increasingly coarser approximations to the full problem until
the coarse approximation becomes so small that generating a solution is
easy. (For example, the full problem is a large hypergraph that needs to
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be partitioned, which we approximate by a series of hypergraphs with
a decreasing number of vertices and hyperedges.) The solution on the
coarsest approximation of the original problem is then propagated to the
less coarse approximations and refined to increase its quality until we
reach the full problem again.

The multi-level paradigm was introduced by Bui and Jones [BJ93]
and Hendrickson and Leland [HL95]. It resembles the multigrid and
algebraic multigrid methods introduced by Brandt, which solve numeri-
cal partial differential equations on a hierarchy of increasingly coarser
grids [Bra77; BMR82]. The multi-level paradigm can also be applied to
modularity clustering, see chapter 5.

Coarsening of graphs and hypergraphs is typically achieved by gen-
erating a matching to identify pairs of neighbouring vertices and then
contracting each matched pair of vertices to a single vertex. This is il-
lustrated in fig. 1.7. Alternatively, the graph can be coarsened by only
retaining the vertices in a maximum independent vertex set [Hu05].

Definition 1.6.1 (Matching). Let G = (V ,E) be a graph. A matching is a
collection of edges M ⊆ E that are disjoint ({u,v}, {u,w} ∈ M implies v = w)
and that connect different vertices ({u,v} ∈ M implies u 6= v).

We call a matching M maximal if there does not exist a matching
M′ of G with M ( M′ and we call a matching perfect if 2 |M| = |V |. If
G = (V ,E,ω) is weighted, then the weight of a matching M of G is defined
as the sum of the weights of all edges in the matching:

ω(M) := ∑
e∈M

ω(e). (1.20)

A matching M of G which satisfies ω(M)≥ω(M′) for every matching M′

of G is called a maximum-weight matching.

Note that not all maximal matchings are maximum-weight match-
ings, as illustrated in fig. 1.8.

Definition 1.6.2 (Coarsening). Let G = (V ,E,ω,ζ) be a weighted graph.
A coarsening of G is a pair (π,G′), where G′ = (V ′,E′,ω′,ζ′) is a weighted
graph and π : V → V ′ a function satisfying the following properties, for
all u′,v′ ∈V ′:

1. π is surjective:

V ′ =π(V ),
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Figure 1.7: Illustration of multi-level graph partitioning. The graph (top-
left) is coarsened by contracting matched pairs of vertices (left column,
with matchings indicated in the centre column) until we are left with
two vertices (bottom-left) for which an initial partitioning (bottom-right)
is generated. This partitioning is refined as the graph is uncoarsened,
which is indicated by the dotted (unrefined) and dashed (refined) lines in
the right column, until a balanced partitioning of the graph is determined
(top-right). The size of the vertices (width of the edges) indicates their
vertex (edge) weight.

Figure 1.8: Example of a maximal matching (left) and a maximum-
weight matching (right) in the same graph. Edges included in the match-
ing are represented by thick lines.
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2. edges are contracted:

E′ = {{π(u),π(v)} | {u,v} ∈ E},

3. edge weights are summed:

ω′({u′,v′})=ω(
{{u,v} ∈ E | π(u)= u′∧π(v)= v′}

)
,

4. and vertex weights are summed:

ζ′(v′)= ζ(
{v ∈V | π(v)= v′}

)
.

The coarsening of hypergraphs by merging pairs of vertices is dis-
cussed in section 2.1. It is important to note that the multi-level
paradigm, together with coarsening by merging matched vertices and
the refinement methods from Kernighan and Lin [KL70] or Fiduccia and
Mattheyses [FM82] forms the core of all modern graph and hypergraph
partitioners, listed in table 1.2.

Name Ref. Seq./
par.

Chaco [HL95] seq.
METIS [KK98b] seq.
Scotch [PR96] seq.
Jostle [WC07] par.
ParMETIS [KK99b] par.
PT-Scotch [CP08] par.

Name Ref. Seq./
par.

hMETIS [KK99a] seq.
ML-Part [CKM00] seq.
Mondriaan [VB05] seq.
PaToH [CA99b] seq.
Parkway [TK08] par.
Zoltan [Dev+06] par.

Table 1.2: Overview of available software for partitioning graphs (left)
and hypergraphs (right), from [Bis+12, Table 12.1].

Note that the coarsening method based on merging matched vertices
is very slow for star-like graphs where high-degree vertices are con-
nected to many low-degree vertices. Take for example the star graph
G = ({1, . . . ,n}, {{1,2}, {1,3}, . . . , {1,n}}) (see fig. 1.9). To coarsen this graph
to a single vertex, we would need n−1 coarsening steps, as every match-
ing consists of at most a single edge (because every edge connects to ver-
tex 1). Compare this to a graph where we can always find perfect match-
ings, for which we would need only log2 n coarsening steps to coarsen
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1 2

3

Figure 1.9: Example of a star graph with n = 9 vertices (left) and the
graph from example 1.6.3 for n = 3 (right).

it to a single vertex. Star-like graphs provide an obstacle to any kind
of multi-level analysis that employs this coarsening method, e.g., graph
drawing [DH11] and clustering, see section 5.4.

This problem can be solved by also merging non-neighbouring ver-
tices that share the same neighbour sets (pairs {u,v} for which Vu =Vv),
as described in [DR96; HR98]. These can be identified efficiently by cal-
culating hash functions for each vertex by summing the indices of all
their neighbours and comparing pairs of vertices with the same hash.
However, in example 1.6.3 we find that performing both matching and
identifying pairs of vertices with the same neighbour sets can still yield
an arbitrarily small fraction of paired vertices.

Example 1.6.3. Here, we give an example of a graph that only permits
very small matchings. Let n ∈N and construct G = (V ,E) as follows. The
graph G consists of a loop of n vertices {1, . . . ,n} with edges {i, i+1} for
1≤ i < n and {n,1}. Apart from this loop, we have a vertex vk,i for every
1≤ k ≤ n and each of the

(n
k
)

subsets of {1, . . . ,n} with k elements, indexed
by i. (So 1≤ i ≤ (n

k
)

and 1≤ k ≤ n.) For each such k and i, create an edge
between vk,i and each of the k vertices in the ith subset of {1, . . . ,n} with
k elements. This yields a connected graph with in total n+∑n

k=1

(n
k
) =

n+2n −1 vertices and n+∑n
k=1

(n
k
)
k = n+2n−1 n edges (see fig. 1.9).

We can make the following observations about G:

1. For all u,v ∈V , Vu =Vv if and only if u = v.

2. For all {u,v} ∈ E there exists an 1≤ i ≤ n such that u = i or v = i.

Let M ⊆ E be any matching. By observation 2 every e ∈ M must contain
at least one vertex from {1, . . . ,n}. Since all edges in M are disjoint, this
implies that |M| ≤ n.
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Therefore, the fraction of vertices that can be matched to each other
is at most

2 |M|
|V | ≤ 2n

n+2n −1
,

which goes to 0 as n →∞. Furthermore, by observation 1 there are no
vertices that have the same set of neighbours.

1.7 The Mondriaan Sparse Matrix
Partitioner

To provide a concrete example of a multi-level hypergraph partitioner
that can be used to order matrices to BBD or SBD form, we will briefly
discuss the Mondriaan partitioner [VB05] in this section. The Mondriaan
partitioner was used in the papers [Bis+12; FB13a], published during
the course of this PhD.

The Mondriaan partitioner has been designed to partition the ma-
trix and the vectors for a parallel sparse matrix–vector multiplication,
where a sparse matrix A is multiplied by a dense input vector x to give
a dense output vector y = Ax as the result. First, the matrix partition-
ing algorithm is executed to minimise the total communication volume,
measured as the (λ−1)-metric, eq. (1.19), of the partitioning, and then
the vector partitioning algorithm is executed with the aim of balancing
the communication among the processors. The matrix partitioning itself
does not aim to achieve such balance, but it is not biased in favour of any
processor part either.

Mondriaan uses recursive bipartitioning to split the matrix or its
submatrices repeatedly into two parts, choosing the best of the row or
column direction in the matrix. The current submatrix is translated
into a hypergraph by the column-net or row-net model, respectively (see
table 1.1). Another possibility is to split the submatrix based on the fine-
grain model, and if desired the best split of the three methods can be
chosen. The outcome of running Mondriaan is a two-dimensional parti-
tioning of the sparse matrix (i.e., a partitioning where both the matrix
rows and columns can be split). The number of parts is not restricted to
a power of two, as Mondriaan can split parts according to a given ratio,
such as 2:1. After each split, Mondriaan adjusts the weight balancing
goals of the new parts obtained, as the new part that receives the largest
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fraction of the weight will need to be stricter in allowing an imbalance
during further splits than the part with the smaller fraction.

The total communication volume of the parallel sparse matrix–vector
multiplication is minimised by Mondriaan in the following manner. Be-
cause the total volume is simply the sum of the volumes incurred by
every split into two parts by the recursive bipartitioning9 [VB05, Theo-
rem 2.2], the minimisation is completely achieved by the bipartitioning.
We will explain the procedure for splits in the column direction (the row
direction is similar).

First, in the bipartitioning, similar columns are merged by matching
columns that have a large overlap in their nonzero patterns. A pair
of columns j, j′ with similar pattern will then be merged and hence
will be assigned to the same processor part in the subsequent initial
partitioning, thus preventing the communication that would occur if two
nonzeros ai j and ai j′ from the same row were assigned to different parts.
Repeated rounds of merging during this coarsening phase result in a final
sparse matrix with far fewer columns, and a whole multi-level hierarchy
of intermediate matrices.

Second, the resulting smaller matrix is bipartitioned using the
Kernighan–Lin algorithm [KL70]. This local-search algorithm with hill-
climbing capabilities starts with a random partitioning of the columns
satisfying the load balance constraints, and then tries to improve it by
repeated moves of a column from its current processor part to the other
part. To enhance the success of the Kernighan–Lin algorithm and to
prevent getting stuck in local minima, we limit the number of columns
to at most 200 in this stage; the coarsening only stops when this number
has been reached. The Kernighan–Lin algorithm is run eight times (as
ties between columns with the same gain are broken at random) and the
best solution is taken.

Third, the partitioning of the smaller matrix is projected back to a par-
titioning of the original matrix, at each level unmerging pairs of columns
while trying to refine the partitioning by one run of the Kernighan–Lin
algorithm. This further reduces the amount of communication, while
still satisfying the load balance constraints.

If the input and output vectors can be partitioned independently, the
vector partitioning algorithm usually has enough freedom to achieve a
reasonable communication balancing. Each component x j of the input

9For a generalisation of this method to more general metrics, see theorem 3.4.1.
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vector can then be assigned to any of the processors that hold nonzeros in
the corresponding column, and each component yi of the output vector to
any of the processors that hold nonzeros in the corresponding row. If the
matrix is square, and both vectors must be partitioned in the same way,
then there is usually little freedom, as the only common element of row i
and column i is the diagonal matrix element aii, which may or may not
be zero. If it is zero, it has no owning processor, and the set of processors
owning row i and column i may be disjoint. This means that the total
communication volume must be increased by one for vector components
xi and yi. If the matrix diagonal has only nonzero elements, however, the
vector partitioning can be achieved without incurring additional commu-
nication by assigning vector components xi and yi to the same processor
as the diagonal matrix element aii. More details on the matrix and vec-
tor partitioning can be found in [VB05]; improved methods for vector
partitioning are given in [BM05], see also [Bis04].

1.8 Parallelism
As we have seen in this chapter, the partitioning of graphs and hyper-
graph is useful for parallel computations. However, the partitioning algo-
rithms themselves can also be parallelised for increased performance or
for the ability to process (hyper)graphs that are so large that their data
needs to be distributed over several processors.

Parallel graph partitioning algorithms have been available since 1997
(ParMETIS 1.0.0, also see the references in table 1.2). However, these
parallel partitioning algorithms have been developed for traditional par-
allel hardware architectures, where different processors work on large
chunks of the available data. (That is, the |V | vertices of a graph G are
distributed over k ¿ |V | processors such that each processor processes
chunks of ≈ |V |/k vertices during partitioning.) Such coarse-grained par-
allelism, where each processor performs a complicated serial algorithm
on a large part of the data, is incompatible with modern parallel archi-
tectures based on stream processing.

In stream processing, we have a large number of stream processors at
our disposal. For example, the NVIDIA Tesla C2075 graphics processing
card possesses 448 CUDA cores and can be installed in a single computer.
These stream processors can only execute one small program (called
a kernel), in such a way that each stream processor applies the same
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kernel to a different data element simultaneously. A parallel program
that wishes to use the processing power of all stream processors therefore
has to make use of fine-grained parallelism, where, for instance, each
vertex or each edge of a graph is treated in parallel.

We are interested in using these new parallel architectures, because
they offer excellent performance in a large number of fields relevant to
scientific computing: dense linear algebra [VD08], computed tomogra-
phy [PBS11], and parallel sparse matrix–vector multiplication [BG09].
Therefore, it is interesting to see whether we can reformulate algorithms
such as matching, coarsening, clustering, and partitioning, in such a way
that they are suitable for fine-grain parallelism on these new architec-
tures. Chapters 4 to 6 are dedicated to this investigation.

Graphical Processing Units (GPUs) were originally designed as dedi-
cated hardware, the purpose of which was to efficiently render computer
graphics to a display. Such hardware has been available since 1978
(Ikonas Graphics Systems’ RDS-1000) [Eng78] and was continually im-
proved upon to assist in the rendering of three-dimensional data. This
process was accelerated in the 1990s, when GPUs were developed to dis-
play three-dimensional computer games at interactive frame rates, and
sold on the consumer hardware market (e.g., the Voodoo Graphics chip
developed by 3dfx in 1996). Rendering three-dimensional graphics is
very well suited to fine-grained parallelism, because all transformations
and projections of vertices from the three-dimensional game world to the
screen, as well as lighting calculations performed for each pixel on the
screen can be done completely in parallel. The demand for increasingly
realistic graphics (e.g., through sophisticated lighting models [MMG06])
led to an increase in the functionality and flexibility of GPUs, making
them more suitable for general computations. This, in turn, increased the
possibilities of using consumer GPU hardware for non-graphics-related
tasks, which gave rise to General Purpose GPU (GPGPU) programming.

For an overview of the early history of GPGPU programming, we
would like to refer the reader to Harris et al. [Har+02, Section 3.2]. An
up-to-date overview of a large number of GPGPU applications can be
found in NVIDIA’s CUDA showcase of applications10.

10http://www.nvidia.com/object/cuda_showcase_html.html
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Current Stream Processing Architecture
We will briefly discuss the architecture of current stream processing
hardware, specifically NVIDIA hardware that can be used via NVIDIA’s
CUDA programming platform, with compute capability 2.0–3.5. The pri-
mary reason to focus on this platform is the fact that our algorithms from
chapters 4 to 6 have been implemented using CUDA. We used CUDA
because of the excellent support offered by NVIDIA for CUDA develop-
ment, as well as the availability of high-performance implementations
of parallel algorithms for sorting, prefix sums, etc. on CUDA-enabled
hardware [HB10].

However, it should be noted that CUDA was created and is main-
tained by NVIDIA and that CUDA programs can only be run on
hardware that NVIDIA produces11. A royalty-free and open alternative
to CUDA is the OpenCL standard, developed by the Khronos group,
which is compatible with hardware from a variety of vendors12, including
NVIDIA. The performance of CUDA and OpenCL implementations of
the same program is comparable, provided the OpenCL implementation
is tuned to the used hardware [FVS11].

The theoretical model for operating a GPU using CUDA is mapping
the parallel computation that needs to be performed to a grid of blocks,
of which each block consists of a fixed number of threads. (In stream-
computing terms, each thread can be viewed as a stream processor.)
Each thread executes the same kernel, but, depending on the thread and
block index, different data may be retrieved per thread by this kernel.
This can result in different execution paths for different threads, even
though the kernel code is the same.

The blocks can be evaluated by the GPU in any order and synchro-
nisation between different blocks is impossible. However, within each
block, threads can communicate by using block-wide barriers (which pre-
vent the thread from progressing until all threads in the same block have
reached the barrier) and a small amount of shared memory that is avail-
able to all threads in the same block, but only during the evaluation of
that particular block. Apart from shared memory, each thread has access
to its own local memory (to store variables necessary to evaluate the
kernel) and all threads can access the GPU’s global memory to retrieve

11http://developer.nvidia.com/cuda-gpus
12http://www.khronos.org/opencl/
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Figure 1.10: Parallel programming model for CUDA GPUs with a single
grid consisting of two blocks, each with three threads.

large amounts of data and store results, see fig. 1.10 for an illustration.
The blocks within a grid and threads within a block need not have a one-
dimensional layout. It is possible to create two- or three-dimensional
layouts, which is useful for, for example, image processing such that we
can map a thread to each pixel in the image.

At the hardware level, a GPU consists of a fixed number of Streaming
Multiprocessors (SMs) to which blocks in the current grid are assigned.
A SM executes all threads in a single block simultaneously and does so
by dividing them into warps of 32 threads. Within each warp all threads
execute the kernel one instruction at the time, in parallel. Because all
threads in the same warp execute the same instruction simultaneously,
different code paths among the threads within the same warp will result
in part of the warp being disabled while these different code paths are
evaluated.

For example, say that in each kernel we have the following statement
for an array c in global memory, containing the sequence 1,2,3, . . .:

if c[thread index] is even then
Perform calculation A.

else
Perform calculation B.

When this code is evaluated by the SM, first calculation A will be per-
formed by all 16 even-numbered threads in the warp, while the other 16
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odd-numbered threads are idle and then calculation B will be performed
by all odd-numbered threads while all even-numbered threads are idle.
Therefore, such branching will effectively halve GPU performance. For
good parallel performance it is therefore essential that the code diver-
gence within each warp is as small as possible.

Apart from minimising code divergence within each warp, perfor-
mance can also be improved by using the block’s shared memory instead
of the GPU’s global memory if the same data is used several times, as
shared memory is kept on-chip of the SM and therefore has a much lower
latency. If global memory is used, retrieving data such that subsequent
threads read from subsequent addresses in global memory simultane-
ously will permit these memory accesses to be coalesced into large mem-
ory transactions (e.g., turning the retrieval of c[1], c[2], c[3], and c[4]
into a single memory transaction, instead of four separate ones).

Tuning parallel algorithms for maximum performance on GPUs by
taking these considerations into account has been done using C++ tem-
plate metaprogramming in the Thrust library [HB10] and for sparse
linear algebra in the Cusp library [BG12]. Particularly for sparse linear
algebra, such as sparse matrix–vector multiplications, it is very impor-
tant to ensure that the threads within the same warp do not diverge (e.g.,
divergence is likely to happen when we have each thread process a single
row, because the number of nonzeros in a row can vary greatly).
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1.9 Outline
This thesis is divided into two parts. The first part is concerned with
serial hypergraph partitioning. Chapter 2 is dedicated to the efficient
construction of high-quality matchings for hypergraph coarsening. Chap-
ter 3 investigates the use of the λ (λ−1)-metric for the partitioning of
finite element meshes, as well as more general communication volume
metrics for hypergraph partitioning (see theorem 3.4.1).

The second part is concerned with creating a parallel implementa-
tion of the multi-level paradigm on GPU hardware. Chapter 4 presents
a GPU-friendly algorithm to greedily create heavy graph matchings. In
chapter 5 we use this matching algorithm, together with a parallel coars-
ening algorithm, to develop a modularity clustering heuristic for the
DIMACS challenge. The ultimate goal of this thesis is to develop a graph
partitioning algorithm that is suitable for GPUs, which is done in chap-
ter 6.
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Matching for Column Intersection Graphs

This chapter is based directly on the paper [FB13b], submitted to the
ACM Journal of Experimental Algorithmics.

2.1 Introduction
In this chapter, we investigate efficient matching algorithms that can
be used for high-quality coarsening of hypergraphs, to improve the per-
formance and quality of matrix partitioners such as Mondriaan [VB05],
PaToH [CA99b], and Zoltan [Dev+06]. Internally, these partitioners rep-
resent the matrix that is to be partitioned as a hypergraph. To partition
this hypergraph, they use a multi-level coarsening strategy based on
merging matched vertices, together with refinement during uncoarsen-
ing (e.g., [KL70; FM82]). Generating a matching within the hypergraph
for coarsening is a costly operation1 and the quality of the matching has
a direct influence on the quality of the partitioning, which is why we are
interested in investigating this problem.

A recent investigation into the use of multi-threading to parallelise
the matching and clustering of vertices for hypergraph coarsening was
undertaken by Çatalyürek et al. in [Cat+12]. They showed that the
greedy matching algorithm discussed in section 2.5 (algorithm 2) can
be parallelised effectively for increased performance. In this chapter,
we will consider multiple sequential matching algorithms instead, and
determine how these can be used to improve either the performance or
the quality of the matching process.

The presented algorithms can be viewed as methods to efficiently
generate heavy graph matchings if the graph’s weighted adjacency ma-
trix can be factorised as AT A for a sparse binary matrix A. Even
though maximum-weight graph matching can be solved in polynomial

1When partitioning the sparse matrix rhpentium from our test set into two parts
with imbalance 0.03 for the row-net hypergraph model, the Mondriaan 3.11 hypergraph
bipartitioner can spend as much as 91% of its time on generating matchings for the
coarsening; the remaining 9% is then spent on coarsening and refinement.

41
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time [Edm65b; Edm65a], the size of the matrices that need to be parti-
tioned in practice precludes the use of exact solution methods.

In this chapter, we will only consider weighted graphs G = (V ,E,ω)
with positive integer edge weights, ω : E → Z>0, that possess no self-
edges (i.e., u 6= v for all {u,v} ∈ E). The symmetric |V |×|V |-matrix B with
entries

buv =
{
ω({u,v}) {u,v} ∈ E
0 {u,v} ∉ E,

is the weighted adjacency matrix of G.
A matching of G is a set M ⊆ E of edges that are mutually disjoint

(i.e., for all d, e ∈ M, d∩ e 6= ;→ d = e). The weight of M is defined as the
sum of the weights of all edges in the matching:

ΩG(M) := ∑
e∈M

ω(e).

Problem 2.1.1 (W G M ). Let G = (V ,E,ω) be a weighted graph with posi-
tive integer edge weights and without self-edges. We call finding a match-
ing M of G with maximum weight ΩG(M) the weighted graph matching
problem.

We say that a graph matching algorithm is an α-approximation
algorithm, for α ∈ [0,1], if for every graph G the algorithm generates a
matching M such that ΩG(M)≥αΩG(M∗), where M∗ is a matching of G
with the largest possible weight. We call an algorithm optimal or exact
if it is a 1-approximation algorithm. There are a large number of exact
and approximation algorithms available to solve W G M ; for an overview,
we refer the reader to [DPS11, Tables 1–4].

We now turn to the primary problem that we want to solve: AT A-
matching. Let A ∈ {0,1}m×n be a binary matrix (i.e., with only zeros and
ones as entries) with m rows and n columns. We consider only binary
matrices because we are interested in partitioning the matrix nonzeros,
which is only influenced by the row-column position of the nonzeros and
not their numerical values. The results of this chapter can be applied
to hypergraphs by viewing A as a hypergraph in the row-net model (cf.
table 1.1).

Denote the columns of A by a j for 1≤ j ≤ n. We call two columns a j,
ak ( j 6= k) neighbours if 〈a j,ak〉 > 0, where for arbitrary vectors x, y ∈Rn,
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we denote their inner product by

〈x, y〉 :=
n∑

i=1
xi yi.

A column matching of A is a collection M of unordered pairs of different
column indices that are mutually disjoint and satisfy 〈a j,ak〉 > 0 for all
{ j,k} ∈ M. The weight of M is defined as the sum of these inner products:

ΩA(M) := ∑
{ j,k}∈M

〈a j,ak〉. (2.1)

Note that we have the following upper bound for ΩA(M):

ΩA(M)≤
⌊

nz(A)
2

⌋
, (2.2)

where nz(A) is the number of nonzero entries in A.

Problem 2.1.2 (A T A M ). Let A ∈ {0,1}m×n be a binary matrix. We call
finding a column matching M of A with maximum weight ΩA(M) the
AT A-matching problem.

The inner products from eq. (2.1) are the origin of the name ‘AT A-
matching’, since (cf. [Cat+12, Section D])

AT A =

 aT
1
...

aT
n


a1 · · · an

=

〈a1,a1〉 · · · 〈a1,an〉
... . . . ...

〈an,a1〉 · · · 〈an,an〉

 ,

so solving A T A M amounts to solving W G M in the graph with n vertices
that has weighted adjacency matrix AT A with zeros along the diagonal.
Such a graph is called the column intersection graph of the matrix A
[GMP05].

Solving A T A M is essential for the coarsening step of matrix partition-
ing. During the coarsening phase, we want to coarsen a matrix A to
a matrix A′ by merging columns, based on a column matching M of A.
We merge every pair of columns a j and ak of A for which { j,k} ∈ M to a
single column a′

l of A′:

a j ak
1 1
0 1
1 0
0 0

→

a′
l

1
1
1
0

.



44 CHAPTER 2. MATCHING C. I. GRAPHS

1

2

3

3

1
1A =


1 1 0
1 1 0
1 1 1
0 1 0


Figure 2.1: Instances A and G of problems A T A M and W G M that have
the same optimal solution, M = {1,2} with weight 3. G is the column
intersection graph G(A) of A.

This yields a matrix A′ with fewer columns and nonzeros than A, per-
mitting a multi-level approach to partitioning. Note that the number of
nonzeros we eliminate by merging a j and ak is precisely equal to the
number of nonzeros that both columns share and hence is equal to the
inner product 〈a j,ak〉. Therefore, the number of nonzeros of A′ satisfies

nz(A′)= nz(A)−ΩA(M). (2.3)

Every eliminated nonzero is one less possibility of a nonzero causing com-
munication in a parallel computation2, leading to higher-quality parti-
tionings of the matrix. Furthermore, elimination of all but one nonzero in
a row allows for deleting that row from the partitioning problem. There-
fore, we seek to maximise ΩA(M), which amounts to solving A T A M .

2.2 The Relationship between Weighted
Graph Matching and AT A-matching

We now investigate the correspondence between the problems W G M and
A T A M . In fig. 2.1, we see an example of instances of W G M and
A T A M with the same solution.

Let A ∈ {0,1}m×n be an instance of A T A M . Construct the graph G =
G(A) with vertices V = {1, . . . ,n} and edges { j,k} ∈ E for all 1 ≤ j < k ≤ n
with 〈a j,ak〉 > 0. We define the weight ω({ j,k}) to be equal to 〈a j,ak〉.
Then, G’s weighted adjacency matrix is given by AT A so that G is the
column intersection graph of A. Let M be a matching of G, then M is also
a column matching of A. Furthermore, by choice of ω, ΩA(M)=ΩG(M).

2Typically a sparse matrix–vector multiplication y= Ax where matrix columns are
assigned to different processors.
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Let G = (V ,E,ω) be an instance of W G M . Enumerate V = {v1, . . . ,vn}
and let m = ∑

e∈Eω(e). We construct A = A(G) ∈ {0,1}m×n by adding
ω({v j,vk}) identical rows to A that have nonzeros only in columns j and
k, for all edges {v j,vk} ∈ E. This ensures that (AT A) jk =ω({v j,vk}). Let
M be a column matching of A and define the matching M′ of G by letting
{v j,vk} ∈ M′ if and only if { j,k} ∈ M. By construction of A,

ΩA(M)= ∑
{ j,k}∈M

〈a j,ak〉

=
m∑

i=1

∑
{ j,k}∈M

ai j aik

= ∑
{vp,vq}∈E

ω({vp,vq})
∑

{ j,k}∈M
δ{ j,k}={p,q}

= ∑
{vp,vq}∈E

ω({vp,vq})
∑

{v j ,vk}∈M′
δ{v j ,vk}={vp,vq}

= ∑
{vp,vq}∈E

ω({vp,vq})δ{vp,vq}∈M′

=ΩG(M′).

Here, δ{ j,k}={p,q} equals 1 if { j,k} = {p, q} and 0 otherwise. This per-
mits us to use an algorithm that is capable of solving W G M to solve
A T A M and vice versa, while preserving the objective function. It further-
more shows us that we can encounter any combination of integer weights
in A T A M problems. We have proven the following lemma.

Lemma 2.2.1. Let G = (V ,E,ω) be an integer-weighted graph and B its
weighted adjacency matrix. Then, there exists an A ∈ {0,1}m×n with m =∑

e∈Eω(e) and n = |V |, such that

Bi j = (AT A)i j for all 1≤ i < j ≤ n.

The maps A 7→G(A) and G 7→ A(G) are not inverses of each other. For
example, consider the matrices

1 1 1
1 1 1
0 1 0

 and


1 1 1
1 0 1
1 1 0
0 1 1

 ,

which both map to the same column intersection graph. Thus, A 7→G(A)
is not a bijection. Furthermore, consider a sequence of graphs with n



46 CHAPTER 2. MATCHING C. I. GRAPHS

A =


1 1 0
1 1 0
1 1 1
0 1 0


1

2

3

1

2

3

4

Figure 2.2: Instances A and B of problems A T A M and B G 2 M that have
the same optimal solution, M = {1,2} with weight 3. Note that these
instances are related to each other by A = A(B), B = B(A).

vertices and a single edge with weight nn:

Gn = ({1, . . . ,n}, {{1,2}}, {1,2} 7→ nn).

Then, translating this to A T A M gives us matrices A(Gn) with n columns
and nn rows, requiring super-exponential storage.

2.3 The Relationship between Bipartite
Graph Matching and AT A-matching

A bipartite graph B is a triple (U ,V ,E) with vertices U∪V , where U∩V =
;, and edges E of the form {u,v} with u ∈U and v ∈V . Here, we present a
definition of a type of matching that differs from what is usual for graphs:
a distance-2 matching of V in B is a collection of unordered pairs M of
different vertices from V that are mutually disjoint and such that there
exists at least one u ∈ U for each {v,w} ∈ M with {u,v}, {u,w} ∈ E. The
weight of M is defined as

ΩB(M) := ∑
{v,w}∈M

|{u ∈U | {u,v} ∈ E∧ {u,w} ∈ E}|.

So, for every pair {v,w} ∈ M, we count the number of length-two paths
between v and w. Hence ‘distance-2 matching’, in the vein of distance-2
colouring [GMP02].

Problem 2.3.1 (B G 2 M ). Let B = (U ,V ,E) be a bipartite graph. We call
finding a distance-2 matching M of V in B with maximum weight ΩB(M)
the distance-2 matching problem.



2.3. B G 2 M COMPARED TO ATA M 47

The weight ΩB for B G 2 M is relevant for constructing Disease Gene
Networks (DGNs) or Human Disease Networks (HDNs) from bipar-
tite disease phenome-genome graphs [Goh+07]. The bipartite disease
phenome-genome graph B = (U ,V ,E) consists of disease vertices U , gene
vertices V , and edges {u,v} ∈ E linking a disease u to a gene v if and only
if mutations in v lead to the disease u. The number of shared diseases
between two different genes gives us the weight of the edge connecting
these genes in the DGN. Similarly, the number of shared genes between
two different diseases gives us the weight of the edge connecting these
diseases in the HDN.

Note that B G 2 M is not the same as the NP-complete Maximum 2-
Separated Matching Problem [SV82], because M is not a subset of E. In
fact, B G 2 M is equivalent to A T A M and therefore in P, as we will show be-
low by using the bipartite graph model for sparse matrices from [HK00b].

Let A ∈ {0,1}m×n be an instance of A T A M and let us construct a bipar-
tite graph B = B(A) as follows: the vertices U ∪V of B(A) are defined to
be the rows and columns {r1, . . . , rm}∪ {c1, . . . , cn} of A, respectively, and
there exists an edge {r i, c j} ∈ E between r i ∈ U and c j ∈ V in B if and
only if the entry ai j 6= 0 in A. By this construction, B is a bipartite graph.
Furthermore, a distance-2 matching M of V in B consists of pairs of
vertices in V = {c1, . . . , cn} and therefore corresponds directly to a column
matching M′ of A.

Conversely, let B = (U∪V ,E) be a bipartite graph (instance of B G 2 M ).
Enumerate U = {u1, . . . ,um} and V = {v1, . . . ,vn}. Construct a matrix A =
A(B) as A ∈ {0,1}m×n with ai j = 1 if {ui,v j} ∈ E and ai j = 0 otherwise. Let
M be a column matching of A, then we can translate M to a distance-2
matching M′ of V in B by letting {v j,vk} ∈ M′ if and only if { j,k} ∈ M.

Note that by these constructions, going from a matrix A to B(A) and
then back to A(B(A)), yields the original matrix A up to a permutation
of the rows and columns (because we have freedom in enumerating the
vertices of B(A)). Similarly, B(A(B)) yields the original graph B, up to a
relabelling of the vertices of B.

A permutation of the rows and columns of an instance A of
A T A M with column matching M does not change ΩA(M) if the pairs of
matched columns in M are permuted accordingly and relabelling ver-
tices of bipartite graphs does not affect the distance-2 matching weight.
Therefore, the map A 7→ B(A) forms a bijection with inverse B 7→ A(B),
between classes of permuted instances of A T A M and classes of relabelled
instances of B G 2 M (see fig. 2.2).



48 CHAPTER 2. MATCHING C. I. GRAPHS

Let A and B be a matrix and bipartite graph related to each other by
this bijection. Let {v,w} ⊆ V be a pair of vertices in B corresponding to
columns j and k in A. Then, the number of length-two paths between
v and w equals the number of u ∈U for which {u,v}, {u,w} ∈ E, which is
equal to the number of rows i for which ai j 6= 0 and aik 6= 0, which equals
〈a j,ak〉. Hence, the bijection relating A and B preserves the weights of
matchings of A and B and therefore A T A M and B G 2 M are equivalent
problems.

2.4 Building Blocks of the AT A-matching
Algorithm

As shown by Edmonds using linear programming duality [Edm65b;
Edm65a], W G M can be solved optimally in polynomial time. Hence,
A T A M can also be solved optimally: we can calculate the symmet-
ric matrix AT A in O (n2 m) time and run Edmonds’ algorithm on
the weighted graph represented by this matrix. With Gabow and
Tarjan’s version of Edmonds’ algorithm for bounded integer edge
weights [GT91, Theorem 10.1], an optimal matching can be found in
O (

√
nα(n2,n) log(n)n2 log(n m)) time3 and O (n2) space.

However, this strategy is infeasible in practice: for current sparse
problems, values as m,n ∼ 106 are common [DH11]. Therefore, even
storing the matrix AT A is problematic (it is often much less sparse than
the matrix A), as is keeping track of dual variables associated with all
of G(A)’s edges to solve A T A M optimally. In fact, should A possess a
single dense row (almost-dense rows occur often in practice, e.g., the
matrix rhpentium), then all columns of A have a mutual inner product
of at least one. Viewed as a W G M problem, this means that we need to
perform matching on a weighted clique graph, making exact matching
algorithms very slow.

Apart from this problem, lemma 2.2.1 shows us that AT A factori-
sation does not impose any constraints on the integer edge weights
that we can encounter, so we cannot exploit the fact that we can write
G’s weighted adjacency matrix as AT A if we were to view this purely
as a graph matching algorithm. This motivates us to separate the
A T A M algorithm into two building blocks:

3Here, α(m,n) denotes the inverse Ackermann function.
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1. A known graph matching algorithm to solve W G M (e.g., one of the
algorithms listed in [DPS11]), where we incrementally build the
graph G(A) for which we generate the matching as the algorithm
progresses. We refer to this algorithm as the graph-matching func-
tion of the A T A M algorithm.

2. An algorithm which finds unmatched column neighbours of a col-
umn in A and which calculates or approximates the inner products
with these neighbours. We refer to this algorithm as the neighbour-
finding function of the A T A M algorithm.

Due to lemma 2.2.1, it is in the second part that we expect to be able to
improve the A T A M algorithm’s performance.

2.5 Mondriaan’s AT A-matching Algorithm
The matching algorithm used in the Mondriaan software package (a
similar algorithm is also available in PaToH and Zoltan) is described by
algorithm 2. It considers each column j of a given matrix A ∈ {0,1}m×n

one-by-one and, should j not yet be matched, finds a neighbour column
k 6= j that is not yet matched such that the inner product 〈a j,ak〉 is as
large as possible, and then matches j to k.

For convenience, we define for row 1≤ i ≤ m in our matrix A the set
of nonzero column indices as

Ji := {1≤ j ≤ n | ai j 6= 0}, (2.4)

and for 1≤ j ≤ n the set of nonzero row indices in column j as

I j := {1≤ i ≤ m | ai j 6= 0}. (2.5)

Let nz = nz(A) denote the number of nonzeros of A, and nzr (nzc) the
maximum number of nonzeros in all rows (columns) of A. Furthermore,
instead of considering a matching as a collection M of pairs { j,k} of col-
umn indices, we describe M in terms of a map µ : {1,2, . . . ,n}→ {1,2, . . . ,n}
such that { j,k} ∈ M if and only if j 6= k, µ[ j] = k, and µ[k] = j. We set
µ[ j]= j to indicate that j is unmatched and always start with an empty
matching where all vertices are unmatched.

The best unmatched neighbour of an unmatched column j of A is
determined as follows. We start with an array S containing the inner
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product of j with all other columns k of A, initialised to 0. Then, we
traverse all rows i ∈ I j, where for each column k ∈ Ji, we increment the
value S[k] in the inner product array. If we encounter a new column
for the first time, it is added to a visited list V (as not all columns are
necessarily neighbours of j). This will result in the inner product array
containing the values 〈a j,ak〉 for all 1≤ k ≤ n and a visited list containing
all column indices k for which 〈a j,ak〉 > 0. Then, from all visited columns,
we select the one having the highest inner product with j and match j to
this column.

Algorithm 2 requires O (nnzc nzr) time and O (n) storage. It is possible
for the matrix A to possess (nearly) dense rows, which is problematic,
because in this case algorithm 2 takes a lot of time since each unmatched
column j considers all other unmatched columns k as matching candi-
dates.

Algorithm 2 A T A M algorithm used in Mondriaan 3.11.
Input: Matrix A ∈ {0,1}m×n.
Output: Column matching µ of A.

1: Initialise S[ j]← 0 for all 1≤ j ≤ n.
2: for j ← 1 to n do
3: if µ[ j]= j then
4: V ←;
5: for i ∈ I j do
6: for k ∈ Ji do
7: if µ[k]= k and k 6= j then
8: if S[k]= 0 then
9: V ←V ∪ {k}

10: S[k]← S[k]+1
11: k ← argmaxk∈V S[k]
12: for l ∈V do
13: S[l]← 0
14: µ[ j]← k
15: µ[k]← j
16: Remove columns j and k from A.

A second issue is that algorithm 2 provides solutions to A T A M that
can be arbitrarily bad. Consider the matrix A ∈ {0,1}2(k−1)×3 with ai1 = 1
if i ≤ k and ai j = 1 for j = 2,3 if i ≥ k, and 0 otherwise. For k = 4, this
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gives

A =



1 0 0
1 0 0
1 0 0
1 1 1
0 1 1
0 1 1

 . (2.6)

Note that the columns of A are ordered by decreasing number of nonzeros
(which is beneficial, see section 2.8). Still, algorithm 2 yields a matching
{{1,2}} with weight 1, instead of the optimal solution {{2,3}} with weight
k−1. Therefore, algorithm 2 is not a 1

k−1 -approximation algorithm for
A T A M , for every k > 2.

2.6 Graph-matching Functions
To improve algorithm 2, we will separate it into the graph-matching
and neighbour-finding functions mentioned before. The graph-matching
function of algorithm 2 visits the vertices of G(A) in order, adding the
heaviest edge originating from the current vertex to the matching; we
call this function Greedy (algorithm 3). We consider three other graph-
matching algorithms, apart from Greedy, to improve solution quality.

Algorithm 3 Greedy matching algorithm as used by algorithm 2.
Input: Matrix A ∈ {0,1}m×n and a function FindHUN().
Output: Column matching µ of A.

1: Initialise S[ j]← 0 for all 1≤ j ≤ n.
2: for j ← 1 to n do
3: if µ[ j]= j then
4: V ←;
5: FindHUN( j, µ, V , S)
6: k ← argmaxk∈V S[k]
7: for l ∈V do
8: S[l]← 0
9: if k 6= j then

10: µ[ j]← k
11: µ[k]← j
12: Remove columns j and k from A.
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The neighbour-finding function of algorithm 2 is described by
Mondriaan, algorithm 4. We denote this function by FindHUN and con-
sider three other implementations, apart from Mondriaan, to improve
performance.

In general, the function FindHUN( j, µ, V , S) updates a collection
of columns V ⊆ {1, . . . ,n} \ { j} to be a set of Heavy (i.e., having large in-
ner product with a j) Unmatched Neighbours of j. It also calculates a
collection of scores S : {1, . . . ,n}→Z such that S[k]≈ 〈a j,ak〉 for all k ∈V .

Algorithm 4 Mondriaan implementation of FindHUN( j, µ, V , S) (cf.
algorithm 2). Note that the calculated scores satisfy S[k] = 〈a j,ak〉 for
k ∈V .
Input: Matrix A ∈ {0,1}m×n, column index j, matching µ, empty set of

neighbours V , and an array of scores S, set to zero.
Output: A set of unmatched neighbours V of j, together with their

scores S.
1: for i ∈ I j do
2: for k ∈ Ji do
3: if µ[k]= k and k 6= j then
4: if S[k]= 0 then
5: V ←V ∪ {k}
6: S[k]← S[k]+1

We indicate which combination of graph-matching and neighbour-
finding functions we use to solve A T A M by the notation

Matching_function-Neighbour_finding_function.

Mondriaan 3.11’s A T A M algorithm, algorithm 2, is thus described by
Greedy-Mondriaan.

The quality of the matching can be improved by replacing Greedy by
an algorithm which has a matching quality guarantee. For this chapter,
we focus on three such algorithms, which are all compatible with large
matrices A in the sense that we do not have to keep track of variables
associated with all edges of the graph G(A).

The first of these algorithms is the Path Growing Algorithm (PGA), a
1
2 -approximation algorithm introduced in [DH03a] and further refined in
[DH03b] to PGA’. The second 1

2 -approximation algorithm is the Global
Paths Algorithm (GPA) introduced in [MS07] and the third algorithm is
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the Random Order Augmentation Matching Algorithm (ROMA) from
[MS07], which is based on the (2

3 − ε)-approximation algorithm from
[PS04], which in turn was based on [DH03b].

The usual assumption for W G M that we have direct access to all
edges or vertex neighbours and all edge weights does not hold for
A T A M , which causes problems for matching algorithms that rely on this
assumption. For example, Preis’ 1

2 -approximation algorithm based on
locally dominant edges [Pre99] is not suitable for A T A M , because it is
necessary to maintain flags for all edges in G(A).

Let G = (V ,E,ω) be the column intersection graph G(A) for a matrix
A. The PGA’ algorithm works by constructing a path P ⊆ G as follows.
Initially P consists of a single vertex v1 ∈V . For the last vertex vi added
to P we find the edge {vi,vi+1} ∈ E such that vi+1 is unmatched and not
in P and ω({vi,vi+1}) is maximal, and extend P along this edge. This
is done until the path P cannot be extended further. The original PGA
algorithm would then add either all odd-numbered or all even-numbered
edges in the path P to M, whichever has highest total weight. The PGA’
algorithm adds a maximum matching on P (constructed using dynamic
programming) to M, which is what we do as well. Such a path is con-
structed for each unmatched vertex in G. For our implementation, we
find the heaviest edge originating from a vertex using FindHUN(), flag-
ging vertices that are already in the path P using µ. We furthermore
choose the starting vertices v1 in order of decreasing number of nonzeros
in the corresponding columns of the matrix A, see section 2.8. We denote
this algorithm by PGA.

The GPA algorithm constructs disjoint paths and even cycles by
adding all edges e ∈ E of the graph in order of decreasing ω(e) and uses
each edge to either start a path, lengthen a path, or close an existing
path to an even cycle (in all other cases the edge is discarded). Then max-
imum matchings are generated for each path and cycle using dynamic
programming. Because it is infeasible for large matrices A to order all
edges in G(A) by weight, we look at columns j = 1, 2, . . . , n of A and
select the neighbour k of j with the highest score determined by Find-
HUN() for which the edge {k, j} can be added to the paths constructed
thus far by the algorithm. This has an adverse effect on the quality of
GPA’s matchings. As done in [MS07], we perform 3 GPA rounds and
afterwards sequentially match all unmatched columns to obtain a maxi-
mal matching. We denote this algorithm by GPA. In [HSS10] it is shown
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that using GPA yields better quality graph partitionings than greedy
matching algorithms which do not offer any quality guarantees.

The ROMA algorithm visits all vertices v in V in a random or-
der and finds the highest-gain 2-augmentation centred at v. If this
2-augmentation has positive gain, it is used to increase the weight of
the matching. An augmentation with respect to a matching M of G is
an alternating (successive edges belong to M and E \ M) path or cycle
P ⊆ E such that (M \P)∪(P \ M) is a matching, and its gain is defined as
ΩG(P\M)−ΩG(P∩M). A 2-augmentation centred at a vertex v is an aug-
mentation containing at most 2 edges in E\M, which are incident either
to v or to the vertex matched to v. If no 2-augmentations with positive
gain exist for a matching M, then that matching is guaranteed [PS04]
to have weight at least 2

3 of the maximum possible. We implemented the
algorithm as indicated in [PS04], using the columns returned by Find-
HUN() as neighbourhoods in which we search for 2-augmentations. The
gains are calculated using the scores as determined by FindHUN() and
may therefore be approximate. We use 4 ROMA rounds and start with
an empty matching. We denote this algorithm by ROMA.

2.7 Neighbour-finding Functions
Matrices that possess dense rows slow down Mondriaan significantly. To
be able to effectively deal with such matrices, we consider the neighbour-
finding problem from the perspective of the matrix rows, instead of the
columns. We partition the set of all columns {1, . . . ,n} into disjoint ranges
that contain at least a fixed number of N ≥ 2 columns, such that all pairs
of columns in a specific range are guaranteed to have a certain minimum
inner product. To visualise this process, we can think of these ranges as
sorted by their inner product, forming a stairway. This provides us with a
fast Stairway heuristic for FindHUN(), which is outlined in algorithm 5.
We take a minimum range size of N = 2 such that each column has at
least one other matching candidate (odd-length ranges, however, may
occur).

Construction of the stairway is illustrated in fig. 2.3. We start with
a single range containing all columns {1, . . . ,n} of A with lower bound 0
(fig. 2.3a). Then, we consider the first row with index set J1. All columns
j,k ∈ J1 share at least one row (namely row 1), and therefore 〈a j,ak〉 ≥ 1.
So, we can move all columns in J1 from {1, . . . ,n} to a new range with
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Algorithm 5 Stairway implementation of FindHUN( j, µ, V , S). As-
sumes that the stairway ranges for A have already been constructed
(algorithm 6) for N = 2.
Input: Matrix A ∈ {0,1}m×n, column index j, matching µ, empty set of

neighbours V , and an array of scores S, set to zero.
Output: A set of unmatched neighbours V of j, together with their

scores S.
1: V ← { unmatched columns k 6= j in the same range as j }
2: for k ∈V do
3: S[k]← the inner-product lower bound of the range of j

lower bound 1. Next, we consider J2. All columns that are in both J1
and J2 share at least two rows, and therefore they can be moved to the
range J1 ∩ J2 with lower bound 2. Both ranges in fig. 2.3b can have a
non-empty intersection with J2 and therefore both can be split, resulting
in up to four ranges (fig. 2.3c). We continue adding rows 3, 4, . . . , m and
subdivide ranges until they contain N columns, moving columns that
share a large number of rows up the stairway in the process.

To prevent the algorithm from terminating early because all columns
are assigned to small ranges, we order the rows of A by decreasing
number of nonzeros: |J1| ≥ |J2| ≥ · · · ≥ |Jm|. With this ordering, it
may still happen early on that two large rows only share a small num-
ber of columns. We found that we could remedy this by only accept-
ing intersections of a range r ⊆ {1, . . . ,n} and row i with probability
|r∩ Ji|/min{|r|, |Ji|}.

The details of this procedure are described in algorithm 6. Here, we
generate a partitioning of all columns {1, . . . ,n} into disjoint ranges by
assigning an index to each column, stored in the range array, such that
columns belong to the same range if and only if they have the same index.
We keep track of the number of columns in each range, stored in the size
array, as well as the lower bound on the inner products between all pairs
of columns in the same range, stored in the ip array. We denote the
number of ranges by R.

In algorithm 6 we start out with a single range, with index 1, that
contains all columns of A. Suppose that at some stage we process row
i with column indices Ji. Algorithm 6 first determines the indices in V
of all ranges that have a non-empty intersection with row i and stores
the size of these intersections in the array intersect. To prevent adding
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the same range twice to V , we use the visited array. Then, each visited
range r ∈V either remains intact or is split into two ranges.

Suppose r ∈ V needs to be split. This means that we have to create
two new ranges, one containing intersect[r] columns and one contain-
ing size[r]− intersect[r] columns. The latter can overwrite r, so that we
only need to create one new range, which is done using the child array.
Initially, all indices in the child array are set to 0, indicating that no
ranges need to be split. To indicate that we want to move the intersect[r]
columns shared by r and row i into a new range, we set child[r] to the in-
dex of this new range. After doing this for all r ∈V , we move all columns
j ∈ Ji to the new ranges child[range[ j]], provided this value is not equal
to zero, by modifying range[ j]. Note that the maximum number of ranges
is equal to n, because all ranges need to be disjoint and non-empty.

The advantage of algorithm 6 is that it can generate the stairs in
O (nz+m+n) time and using O (nz+m+n) storage, which makes Stairway
very fast and not susceptible to slow-downs because of nearly dense rows
in A. Note that algorithm 6 only needs to be called once for the en-
tire A T A M algorithm. However, the quality of Stairway, see table 2.2
and fig. 2.4, is not very good compared to Mondriaan.

It was pointed out to us that algorithm 6 is very similar to the
supervariable algorithm by Duff and Reid [DR96, Section 2.5], applied
to AT . Indeed, we can determine groups of columns that have exactly
the same sets of row indices by choosing N = 1 and removing the
randomisation on line 20. In that sense algorithm 6 can be viewed as an
adaptation of the supervariable algorithm to the A T A M problem.

To improve upon this, we combine the strengths of Stairway and
Mondriaan into a new algorithm StairwayM (algorithm 7). The main
disadvantage of Stairway is that the algorithm often terminates before
it can treat rows with a small number of nonzeros, while these rows can
have a large influence on the column’s inner products. The main disad-
vantage of Mondriaan is that the algorithm slows down when treating
rows with a large number of nonzeros.

This inspired us to split the matrix into top and bottom parts At (rows
i with |Ji| ≤ N) and Ab (rows i with |Ji| > N), for a certain size parameter
N, and treat At with Mondriaan and Ab with Stairway. Doing so is an
improvement, but has two disadvantages: (i) the set of neighbouring
columns that is constructed for the column under consideration can grow
very quickly if the sparsity patterns of At’s rows are disjoint and (ii) rows
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(c) Added rows 1 and 2.
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(d) Added rows 1, 2, and 3.

Figure 2.3: Illustration of the stairway heuristic where {1, . . . ,n} is the set
of all columns of A ∈ {0,1}m×n and Ji = {1 ≤ j ≤ n | ai j 6= 0} for 1 ≤ i ≤ m.
The numbers 0, 1, 2, and 3 on the left are lower bounds on the inner
product between all pairs of columns in the same range on the right.
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Algorithm 6 Building column ranges for a given matrix A ∈ {0,1}m×n.
Input: Matrix A ∈ {0,1}m×n and minimum range size N.
Output: An array range of length n containing the range index of every

column of A.
1: for j = 1 to n do {Create starting range.}
2: range[ j]← 1
3: ip[1]← 0
4: size[1]← n
5: visited[1]← false
6: child[1]← 0
7: intersect[1]← 0
8: R ← 1
9: for rows i of A in order of decreasing |Ji|, with |Ji| ≥ N do

10: V ←;
11: for j ∈ Ji do {Mark all ranges that contain columns in row i.}
12: if not visited[range[ j]] then
13: V ←V ∪ {range[ j]}
14: visited[range[ j]]← true
15: intersect[range[ j]]← intersect[range[ j]]+1
16: for r ∈V do {Split visited ranges in V if necessary.}
17: if size[r]= intersect[r] then
18: ip[r]← ip[r]+1
19: else if intersect[r]≥ N and intersect[r]≤ size[r]−N then
20: if random(0,1)≤ intersect[r]/min{size[r], |Ji|} then
21: R ← R+1
22: child[r]← R
23: size[r]← size[r]− intersect[r]
24: ip[R]← ip[r]+1 {Create new range.}
25: size[R]← intersect[r]
26: visited[R]← false
27: child[R]← 0
28: visited[r]← false
29: for j ∈ Ji do {Reassign columns in split ranges.}
30: if child[range[ j]] 6= 0 then
31: range[ j]← child[range[ j]]
32: for r ∈V do
33: child[r]← 0
34: intersect[r]← 0
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with only slightly more than N nonzero elements are likely to be rejected
for splitting ranges during algorithm 6, as the minimum range size is N.

To remedy both issues, we continue considering rows a little longer
(going from At into Ab), as long as we do not discover too many new
neighbours. This also requires us to only consider the first N nonzeros
contained in rows i with |Ji| > N, because otherwise StairwayM would
experience the same slowdown caused by dense rows as Mondriaan. Note
that this causes the scores S calculated by StairwayM to be approxima-
tions, not necessarily lower bounds, of the actual inner products, because
the same row may be counted more than once.

Algorithm 7 StairwayM combination of Stairway and Mondriaan to effi-
ciently perform FindHUN( j, µ, V , S). Assumes that the stairway ranges
for A have already been constructed using algorithm 6 for the given N.
Input: Matrix A ∈ {0,1}m×n, column index j, matching µ, empty set of

neighbours V , and an array of scores S, set to zero.
Output: A set of unmatched neighbours V of j, together with their

scores S.
1: V ← { up to N unmatched columns k 6= j in the same range as j }
2: for k ∈V do
3: S[k]← the inner-product lower bound of the range of j
4: for rows i ∈ I j in order of increasing |Ji| do
5: if |V | ≥ 4 N then return
6: for the first min{N, |Ji|} columns k ∈ Ji do
7: if µ[k]= k and k 6= j then
8: if S[k]= 0 then
9: V ←V ∪ {k}

10: S[k]← S[k]+1

StairwayM takes O (nzc N) time to construct a set of heavy unmatched
neighbours for a given column j, which can offer significant benefits
compared to Mondriaan’s O (nzc nzr) in the case of nearly-dense rows. We
use

N :=
⌈

max
{p

n,
3nz
2m

}⌉
, (2.7)

which strikes a good balance between performance and quality (the sec-
ond term was added to accommodate relatively dense matrices A).
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2.8 Matrix Column Ordering and Tie
Breaking

The quality of the generated matchings can be improved by reorder-
ing the columns of A ∈ {0,1}m×n. Suppose that we have two columns,
1 ≤ j < k ≤ n and that the |I j| and |Ik| nonzeros in both these columns
are randomly distributed over the m rows of A with uniform probability.
For 1 ≤ i ≤ m, the probability that ai j 6= 0 equals |I j|/m and similarly
the probability that aik 6= 0 equals |Ik|/m. Since the distribution of the
nonzeros is independent for both columns, the probability that ai j 6= 0
and aik 6= 0 equals |I j||Ik|/m2, independent of i. This means that the ex-
pected number of rows 1≤ i ≤ m that satisfy ai j aik 6= 0 (i.e., the expected
value of 〈a j,ak〉) equals

E(〈a j,ak〉)= m
|I j||Ik|

m2 = |I j||Ik|
m

. (2.8)

From eq. (2.8), we see that the expected inner product between two
columns scales directly with the number of nonzeros contained in them.
Therefore, ordering the columns of A by decreasing number of nonzeros
(such that |I j| ≥ |Ik| for all 1 ≤ j ≤ k ≤ n) and matching the columns in
this order is expected to yield the highest inner products. Even though
this is no guarantee, see eq. (2.6), improved quality is confirmed by the
experiments performed for fig. 2.5. Unless stated otherwise, we will order
the columns of A by decreasing number of nonzeros.

The quality can also be improved by better tie breaking. Instead of
returning an arbitrary best-scoring column k ∈ V , we return the best-
scoring column k for which the number of nonzeros, |Ik|, is smallest. By
eq. (2.8) this is a sensible approach, because columns k with smaller
|Ik| have a smaller probability of reaching a higher inner product with
columns other than the column j to be matched. This has a positive effect
on the matching quality, as can be seen in table 2.2 for the tie-breaking
(TB) variants.

2.9 Experimental Results
We have implemented the Greedy (algorithm 3), PGA, GPA, and ROMA
matching algorithms from section 2.6 in C++, as well as the implementa-
tions Mondriaan (algorithm 4), Stairway (algorithm 5), and StairwayM
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(algorithm 7) of FindHUN() used by these matching algorithms. An im-
plementation of Mondriaan with different tie breaking, section 2.8, has
been included as MondriaanTB. In total, this gives us 16 combinations
of matching algorithms and neighbour finders to investigate for A T A M .
Recall that Greedy-Mondriaan is Mondriaan 3.11’s A T A M algorithm. It
is important for the partitionings generated by Mondriaan that the qual-
ity of the generated matchings is as good as possible for a wide variety
of matrices.

The small-matrix test set consists of 1772 matrices, of which the first
1533 are consecutive, from the full list of 2558 matrices available from
[DH11], ordered by their number of nonzeros (accessed March 6, 2012).
The number of rows and columns of these small matrices range from 1 to
129,164 and the number of nonzeros ranges from 1 to 733,118. Because
of the Mondriaan matrix partitioning algorithm, which can alternate
between row and column partitioning directions [VB05], we generate
matchings for both A and AT for all matrices A in the small-matrix
test set, as long as we can determine the weight of the optimal solution
without running out of memory. We can determine this weight for 1764
matrices without transposition (i.e., for A) and for 1770 matrices with
transposition (i.e., for AT), resulting in 1772 matrices for which we can
find either optimal weight.

The large-matrix test set, see table 2.1, is drawn from a multitude
of fields in scientific computing (cryptography, web search, information
retrieval, circuit simulation, DNA electrophoresis, linear programming,
. . . ) and therefore provides a meaningful test set of real-world data. The
test set consists of 10 matrices used in [Bis+12], together with the matrix
rhpentium from Sandia National Laboratories.

In order to compare the performance of all 16 algorithms, we nor-
malise, per matrix A, the obtained A T A M weights ΩA(M) for matchings
M by the upper bound eq. (2.2) to obtain a value between 0 and 1 as
a dimensionless indicator of M’s quality. Apart from this, we also use
the LEMON 1.2.3 template graph library [DJK11] to find the optimal
solution to W G M for G(A) and normalise ΩA(M) by the weight of this
optimal solution. Unfortunately, the memory requirements of LEMON
only permitted us to find optimal solutions for the small-matrix test set.
The experiments were performed on an Intel Core i7 860 (2.8GHz) with
8 GiB RAM and compiled using g++ 4.6.3.

Table 2.2 compares all A T A M algorithms with respect to both qual-
ity measures. We generate a matching 10 times for every matrix, as



62 CHAPTER 2. MATCHING C. I. GRAPHS

A m n nz bnz
m c nzr nzc

dfl001 6,071 12,230 35,632 5 228 14
rhpentium 25,187 25,187 258,265 10 22,818 22,818
cre_b 9,648 77,137 260,785 27 844 14
tbdmatlab 19,859 5,979 430,171 21 2,921 1,423
nug30 52,260 379,350 1,567,800 30 30 60
c98a 56,243 56,274 2,075,889 36 29,622 149
tbdlinux 112,757 20,167 2,157,675 19 7,121 3,721
stanford 281,903 281,903 2,312,497 8 38,606 255
stanford- 683,446 683,446 7,583,376 11 83,448 249
berkeley
cage13 445,315 445,315 7,479,343 16 39 39
wikipedia- 1,634,989 1,634,989 19,753,078 12 4,970 75,547
20051105

Table 2.1: Statistics of the large-matrix test set. Here, the m×n-matrix A
has nz nonzeros and the maximum number of nonzeros in a row (column)
equals nzr (nzc).

algorithms 6 and 7 generate different results with different random
seeds, and average the normalised matching weights over these 10 runs.
Recorded timing results are also averaged over 10 runs and include the
time required to sort the rows and columns of the matrix. To get a good
impression of the quality of the 16 algorithms under consideration, we
have created histograms of the normalised A T A M weights (with respect
to the highest possible weight as determined by LEMON) in fig. 2.4. The
average of all normalised A T A M weights can be found in table 2.2.

The effect of ordering A’s columns by decreasing number of nonze-
ros on the matching quality (section 2.8) is investigated in fig. 2.5 for
Greedy-Mondriaan, where we find that the quality of the generated
matchings is improved significantly. Since ordering the matrix columns
can be done with an O (n+m) counting sort, doing so is an efficient way to
increase matching quality. (This is also the default option in Mondriaan
3.11.)

For the large matrices from [Bis+12], we have compared the different
matching algorithms from section 2.6 in fig. 2.6, where we use Mondriaan
neighbour finding. Here, we see that ROMA is quite slow compared to the
other matching algorithms, while it does offer the best quality. Based
on the results from table 2.2, we have compared the performance of a
selection of A T A M algorithms in fig. 2.7. GPA does not perform signifi-
cantly better than PGA, which we suspect can be attributed to the fact
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Figure 2.4: Histograms for the obtained matching weight, as percentage
of the weight of an optimal solution of A T A M , for all sparse matrices
from the small-matrix test set and their transposes. Notice that the
percentage range of Stairway is [0,100] in contrast to [80,100] for the
other neighbour-finding functions. The vertical range is [0,1600] for all
histograms.
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Method Mean (%) Std. dev. (%) Mean (%)
(w.r.t. Opt.) (w.r.t. bnz(A)

2 c)
ROMA-MondriaanTB 98.5 1.6 56.8
ROMA-Mondriaan 98.5 1.6 56.8
PGA-MondriaanTB 97.5 2.6 56.2
GPA-MondriaanTB 97.0 3.2 55.8
GPA-Mondriaan 97.0 3.2 55.8
PGA-StairwayM 96.4 4.2 55.7
PGA-Mondriaan 96.2 3.4 55.5
Greedy-MondriaanTB 96.0 4.1 55.4
ROMA-StairwayM 95.7 7.6 55.2
GPA-StairwayM 95.6 5.3 55.0
Greedy-Mondriaan 95.4 4.5 55.1
Greedy-StairwayM 94.4 6.2 54.5
PGA-Stairway 81.3 12.6 47.9
GPA-Stairway 78.9 13.0 46.3
Greedy-Stairway 77.2 13.4 45.5
ROMA-Stairway 75.8 13.4 44.6

Table 2.2: Average matching quality compared to the weight of an op-
timal solution to A T A M (left) and to the upper bound bnz(A)

2 c (right) for
the different matching algorithms from section 2.6. These results are
averages over all matrices from fig. 2.4.
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Figure 2.5: Influence of processing the columns of A in natural order
(left) or by decreasing number of nonzeros (right), see section 2.8. This
is evaluated for Greedy-Mondriaan, for the same data set as fig. 2.4 and
with vertical range [0,1600].
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that we do not process all edges in G(A) in order of descending weight,
as mentioned in section 2.6. Since PGA is faster than GPA, this makes PGA
a more suitable matching algorithm for A T A M .

From table 2.2 we see that ROMA-MondriaanTB yields the best results,
as was to be expected. However, in fig. 2.6 we can see that the ROMA al-
gorithm is very expensive to perform, because already matched columns
can be reconsidered and may therefore not be removed from the matrix.
Therefore, for large matrices, the PGA-MondriaanTB combination with tie
breaking as described in section 2.8 is a better choice: the quality is sig-
nificantly better than that of the original algorithm (Greedy-Mondriaan),
it is guaranteed to be a 1

2 -approximation (while the original can yield ar-
bitrarily bad results, eq. (2.6)), and it is only slightly slower than the
original algorithm (fig. 2.6).

The Stairway neighbour finding heuristic performs quite badly, but
this is improved significantly by using StairwayM: PGA-StairwayM offers
slightly better quality than Greedy-Mondriaan according to table 2.2,
while it is a lot faster for matrices with dense rows (such as rhpentium,
c98a, stanford, tbdlinux, and stanfordberkeley), as shown in fig. 2.7
and table 2.1. On average, PGA-StairwayM is 4.9 times as fast as
Greedy-Mondriaan for large matrices, with speedups as high as 18.4
for c98a. For the set of large matrices, the quality of PGA-StairwayM is
2% better, on average, than that of Greedy-Mondriaan.

2.10 Conclusion
In this chapter, we have investigated the column intersection graph or
AT A matching problem A T A M in the context of matrix partitioning and
established the relation of this problem to weighted graph matching.
We have performed an investigation of 16 different algorithms to solve
A T A M on a large set of real-world matrices and found an algorithm for
A T A M that combines PGA’ graph matching with Mondriaan’s exact neigh-
bour finding, which significantly increases the quality of the generated
matchings in the Mondriaan matrix partitioner and is guaranteed to be a
1
2 -approximation. Apart from an algorithm offering improved quality, we
also provided a combined stairway/Mondriaan heuristic that in practice
offers slightly better quality than Mondriaan’s current A T A M algorithm,
at much higher speed for matrices that possess dense rows: we attained
speedups of up to 18.4 for the sparse test matrix c98a.
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Figure 2.6: Timings and quality (as percentage of the upper bound
bnz(A)

2 c) of the algorithms from section 2.6 with Mondriaan neighbour
finding, for the large-matrix test set.
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All-to-all Communication Metric

This chapter is based directly on the paper [For+13], published in Parallel
Computing.

3.1 Introduction
A parallel implementation of a finite element method on a distributed-
memory computer demands a mapping of the underlying triangulation to
the processes. The goal of this distribution is to minimise the data com-
munication necessary between the processes when computation is car-
ried out using this finite element triangulation. The distribution is only
acceptable if the resulting computational load is evenly balanced among
all participating processes. Modelling this data distribution as a graph
partitioning problem has a long tradition in parallel computing; see the
survey [SKK03] and the references therein. In such an undirected graph
model, the vertices represent the computational tasks while the edges
represent the dependencies between these tasks. An edge in a graph
connects exactly two vertices. In a hypergraph model, this is extended
by hyperedges that connect any number of vertices and hence are capa-
ble of expressing more general connectivity information. This additional
flexibility of the hypergraph model is exploited in various application ar-
eas of parallel computing including sparse matrix–vector multiplication
[CA99a], volume rendering [CA07], and scheduling [Kha+05]. Previ-
ous work on representing aspects of finite element triangulations using
hypergraph models includes partitioning followed by local reorderings
within each partition in an attempt to improve data locality [Str+09].

Standard techniques for distributing finite element triangulations on
distributed-memory computers focus on parallel sparse matrix–vector
multiplications which is often the most time-consuming operation of a
finite element method. Though, in practice, a large number of finite
element codes carry out this operation differently, these approaches con-
ceptually rely on assembling the stiffness matrix and employing any
graph or hypergraph partitioning for the resulting sparse matrix–vector

69
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multiplication. Another class of techniques is based on performing graph
partitioning on the dual graph of the finite element triangulation. Here,
the dual graph represents the elements of the triangulations and their
adjacencies. While both these classes of techniques have been success-
fully used in practice, they fall short in modelling the communication
volume exactly.

The communication volume is defined as the number of data words
to be communicated between processes when computations are carried
out using the underlying finite element triangulation. While all estab-
lished models only approximate the “true” communication volume, the
first contribution of this chapter is to develop a hypergraph model that
represents the communication volume exactly. When preparing the re-
vised version of this chapter, we found out that an exact hypergraph
model for a mesh is also mentioned in [CB09; Bom+12] whose implemen-
tation is available via Zoltan [Dev+02]. Our work, which was carried
out independently from this related work, is inspired by analysing the
communication pattern occurring in the parallel finite element solver
D R O P S [GR11]. Previous approaches based on the undirected graph
model [FHB10; FBB11] were not successful in modelling the communi-
cation volume of that software accurately.

The finite element software package D R O P S is being developed for
the solution of two-phase flow problems where two immiscible fluids are
interacting in three space dimensions. D R O P S is based on the level-set
approach to capture the time-dependent boundary between the two flu-
ids and discretises the flow and the level set function on an adaptively
refined unstructured tetrahedral mesh. Though adaptivity is an impor-
tant issue in real-world finite element computations, we do not consider
hypergraph models for dynamic partitioning [Cat+07; Cat+09]. By focus-
ing on a hypergraph model for static partitioning, we defer the extension
from static to dynamic partitioning for future research. An overview
of algorithms and techniques to dynamically partition application data
and work among processes for numerically solving partial differential
equations is given in [TDF].

There are different communication volume metrics used in hyper-
graph partitioning models. The (λ−1)-metric, eq. (1.19), is widely used
for sparse matrix–vector multiplication [CA99a]. For the distribution
of finite element triangulations, we show that the (λ−1)-metric exactly
models the communication volume when each data item is kept by a
single owner during the computation and communicated when needed.
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However, it fails to model the communication volume for implementa-
tions like D R O P S where all neighbours share data among each other
and communicate in an all-to-all fashion. To reflect this situation, we
propose the novel λ (λ−1)-metric, which models the number of commu-
nicated data words exactly in that case. The new metric falls into the
category partitioning for complex objectives, a term coined by Pinar and
Hendrickson in 2001 [PH01]. Another recent example of complex objec-
tives is the work by Kaya, Rouet, and Uçar [KRU12] who try to achieve
balance on the number of nonzeros on certain parts of sparse matrices.
Whereas Kaya et al. adapt vertex weights at each bisection step to ap-
proximate a balance issue, we adapt hyperedge weights to minimise a
general communication volume metric exactly. In this chapter, we in-
troduce the λ (λ−1)-metric, as well as a bipartitioning heuristic for the
solution of the hypergraph partitioning problem with this new metric as
the objective function.

In section 3.2, we discuss the finite element triangulation and the dif-
ferent types of communication patterns required by the parallel software
package D R O P S . Minimising the number of communicated data words
while, at the same time, balancing the computational load is reformu-
lated as a hypergraph partitioning problem in section 3.3. In section 3.4,
we show that such partitioning problems, with general communication
volumes, can be minimised greedily using a standard hypergraph par-
titioner. To measure the performance of this strategy, we partition a
finite element triangulation from a real-world application taken from
[FB11] in section 3.5 and measure the resulting communication volumes
and communication times of D R O P S for up to 1024 processes. We com-
pare partitionings obtained by the Mondriaan hypergraph partitioner
[VB05] together with PaToH [CA99b] to those generated by partitioning
the undirected graph model using METIS [KK98b]. Our new hypergraph
model for the communication volume leads to communication volumes
that are smaller than the undirected graph model. Furthermore, it tends
to reduce the number of messages sent among all processes and also
results in slightly lower communication times.
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3.2 Distribution of Finite Element
Triangulations

Triangulations of computational domains are crucial for various numer-
ical techniques in scientific computing, in particular for finite element
methods. In this section, we first consider triangulations with a focus
on how they are represented on distributed-memory parallel computers.
We then discuss the parallel execution of finite element computations
on these triangulations with a focus on the communication volume. Af-
terwards, we formulate a problem describing a “perfect” distribution
of these triangulations in the sense of minimising communication vol-
ume while balancing computational load. We stress that the aim of this
section is to describe the communication volume of the finite element
software package D R O P S exactly rather than approximately. Since the
techniques implemented in D R O P S are also used elsewhere, the discus-
sion is intentionally formulated in a general notation.

Distributed Triangulations
Throughout this chapter, we consider a triangulation

T = {t1, . . . , tK }

of a three-dimensional domain Ω⊆R3 by a tetrahedral mesh. The mesh
consists of K tetrahedra ti, whose neighbourship relation is defined by
the topological adjacency in the mesh. A tetrahedron consists of nodes,
edges, and faces. Let

N = {n1, . . . ,nL}

denote the set of nodes and edges of the triangulation. We refer to all el-
ements of N as nodes without distinguishing whether these are actually
nodes or edges. The face between a tetrahedron ti and a neighbouring
tetrahedron t j is denoted by ti ∩ t j.

We assume that the triangulation is represented by separate data
structures for the tetrahedra, nodes, and faces which are distributed
among P ≥ 2 processes. We further assume that each tetrahedron t ∈ T
is stored by a unique process 1≤ p ≤ P. That is, there is no tetrahedron
stored by more than one process. Let the symbol Tp denote the set of
tetrahedra which is stored by process p. Since a node or a face can belong
to more than one tetrahedron, they are distributed differently than the
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tetrahedra. While a tetrahedron is assigned to exactly one process, nodes
and faces can be assigned to multiple processes, yielding an overlap at
process boundaries as illustrated in fig. 3.1. The discussions and results
given in this chapter apply to three spatial dimensions, but for clarity the
example in fig. 3.1 is two-dimensional. This example illustrates the dis-
tribution of the triangulation T = {t1, t2, . . . , t10} with K = 10 tetrahedra
among P = 3 processes p1, p2, and p3. The process boundaries between
these sets of tetrahedra T1, T2, and T3 consist of faces and nodes. For
instance, the boundary of the two processes p1 and p2 is given by the two
faces t1 ∩ t2 and t7 ∩ t8 and the three nodes n1, n5, and n9. The process
boundary between the two processes p1 and p3 is solely described by the
node n9.

This example illustrates the distribution of tetrahedra among pro-
cesses which is formally described by the following definition.

Definition 3.2.1 (P-way Tetrahedron Distribution). Given a triangula-
tion T and a number of processes P ≥ 2, a distribution of its tetrahedra
among P processes denoted by T := {T1, . . . ,TP } is called a P-way tetra-
hedron distribution of T if the following three conditions hold:

1. Each process stores one or more tetrahedra, i.e.,

Tp ⊂ T and Tp 6= ; for 1≤ p ≤ P.

2. Processes store disjoint subsets of tetrahedra, i.e.,

Tp ∩Tq =; for 1≤ p < q ≤ P.

3. The union of tetrahedra stored on all processes is the triangulation
itself, i.e.,

P⋃
p=1

Tp = T.

A given P-way tetrahedron distribution induces a distribution of the
nodes N. We assume that if a tetrahedron t is stored on a process p then
all the nodes of t are also located at the same process. We formalise this
node distribution as follows. Let P (S) denote the power set of a set S.
Then, for a given P-way tetrahedron distribution T , we introduce the
mapping

ΛT : N →P ({1, . . . ,P})
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Figure 3.1: A 3-way tetrahedron distribution T = {T1,T2,T3} of a given
triangulation T = {t1, t2, . . . , t10} with nodes N = {n1, . . . ,n10}. The tetra-
hedra of this triangulation are distributed among three processes p1,
p2, and p3. The shading indicates the sets of tetrahedra T1, T2, and T3
assigned to these processes: tetrahedra assigned to p1 are coloured light
grey, those assigned to p2 white, and those assigned to p3 dark grey.

which maps each node n ∈ N to the set of processes that store a tetrahe-
dron containing n. Let

λT (n) := |ΛT (n)|
denote the number of processes on which a node n is stored. A node n
that is stored at a single process, i.e., λT (n)= 1, is called local whereas
a node for which λT (n)≥ 2, is called distributed. For instance, in fig. 3.1
with L = 10 nodes, the local node n2 is stored only by process p2. Thus,
ΛT (n2)= {p2} and λT (n2)= 1. Since the distributed node n9 is found at
all three processes, we have ΛT (n9)= {p1, p2, p3} and λT (n9)= 3.

Distributed Degrees of Freedom
In triangulations arising from finite element discretisations of partial
differential equations, degrees of freedom (DOF) are introduced to rep-
resent finite element functions which, in turn, describe a solution of an
underlying problem. We assume that these DOF are located at nodes
n ∈ N. The values of the DOF at a node n are represented by a vector
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xn ∈Rc(n) where c(n) denotes the number of DOF. This number c(n) may
vary for different nodes. Now suppose that there is a P-way tetrahedron
distribution of the triangulation together with its induced node distribu-
tion. Let xp

n ∈Rc(n) denote the value of the DOF of a node n assigned to
process p. For a local node n, we have xp

n = xn. For distributed nodes,
however, we store the distributed additive contributions: each of the
processes p ∈ΛT (n) stores the portion xp

n of xn such that

xn = ∑
p∈ΛT (n)

xp
n . (3.1)

To evaluate eq. (3.1) for a distributed node n, the processes p ∈ΛT (n)
need to communicate their local values. We assume the following all-
neighbour approach to transform the local values xp

n into the global
value xn by all processes p ∈ ΛT (n) such that each process p ∈ ΛT (n)
stores a copy of the global value, afterwards. In this approach, each
process p ∈ΛT (n) sends its xp

n to all other processes in ΛT (n). The com-
munication pattern of the all-neighbour approach corresponds to an all-
to-all broadcast within the group of processes ΛT (n). Afterwards, each
process in ΛT (n) is capable of evaluating the global value xn according
to eq. (3.1) by adding the received data to its local value xp

n .
We now consider the communication volume that is caused by dis-

tributed nodes. Given the number of processes, λT (n), on which node
n is stored, let f (λT (n)) denote the number of data words to be com-
municated between the processes in ΛT (n) to evaluate a scalar entry of
eq. (3.1) for this node n. Then, summing up the contributions of all n ∈ N
with the corresponding number of DOF gives the total communication
volume

C f (T ) := ∑
n∈N

c(n) f (λT (n)). (3.2)

For the all-neighbour approach, the function f is given by

fall-neigh(λT (n)) :=λT (n) · (λT (n)−1
)
, (3.3)

because each of the λT (n) processes p ∈ ΛT (n) sends its local xp
n

to λT (n)− 1 other processes. Here we assume that, rather than per-
forming multiple send operations between any two processes separately,
communication between these processes is carried out by collecting the
data in a single message. Adding up the message volumes between all
neighbouring processes yields the total communication volume given by
eq. (3.2).
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For parallel finite element simulations on a distributed triangulation,
it is not uncommon that communication among neighbouring processes
resulting from computations of the form eq. (3.1) is the only type of neigh-
bouring communication occurring in linear algebra operations. In this
chapter, we will therefore assume that eq. (3.2) represents the total com-
munication volume exactly—an assumption which is valid for D R O P S .

Problem of Finding a Distribution
After identifying the total communication volume of a given P-way tetra-
hedron distribution of a triangulation, the problem is now to find the
best distribution of the tetrahedra among a set of P processes. Here, the
meaning of “best” is understood as finding a distribution of the tetrahe-
dra such that the total communication volume involved in the computa-
tions is minimised while, at the same time, the number of tetrahedra is
evenly balanced among the processes. This problem is formally stated as
follows.

Problem 3.2.2 (Triangulation Distribution Problem). Given a triangu-
lation T with c(n) DOF located at each node n ∈ N, a number of pro-
cesses P ≥ 2, a function f (λT (n)) representing the number of data words
to be communicated caused by a node n ∈ N which is stored at λT (n)
processes, and a balancing tolerance parameter ε> 0, find a P-way tetra-
hedron distribution T = {T1, . . . ,TP } of T which minimises the total com-
munication volume

C f (T ) := ∑
n∈N

c(n) f (λT (n)),

while satisfying the balancing constraint

|Tp| ≤ (1+ε) |T|
P

for all 1≤ p ≤ P. (3.4)

A P-way tetrahedron distribution T satisfying eq. (3.4) is called ε-
balanced. (Compare with eq. (1.15).)

A Related Communication Pattern
Apart from the all-neighbour approach of D R O P S , an often used com-
munication pattern is the owner approach [SS06; Sah+09]. Here, we
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define a particular process p∗ ∈ ΛT (n) for each node n ∈ N. This pro-
cess p∗ is called the owner process of the node n. Then, each pro-
cess p ∈ ΛT (n) \ {p∗} sends its xp

n to the owner process that evaluates
the global value xn by formula eq. (3.1). Afterwards, the owner sends xn
back to all processes p ∈ΛT (n) \ {p∗}. In this approach, all xp

n are first
sent by λT (n)−1 processes to the owner. Then, the owner sends the
global xn back to λT (n)−1 processes. Hence, the number of data words
to be communicated between the processes in ΛT (n) is given by

fowner(λT (n)) := 2
(
λT (n)−1

)
. (3.5)

Note that the communication volumes for the two approaches denoted
by C fall-neigh and C fowner are different, by choice of f we have that

C fowner(T )≤ C fall-neigh(T )

for all tetrahedron distributions T . The main focus of this chapter is
on the all-neighbour approach. However, to judge it against a different
approach we take the owner approach into account for the numerical
experiments.

3.3 A Hypergraph Model for Distributions
of Triangulations

In this section, we transform the triangulation distribution problem 3.2.2
into an equivalent partitioning problem on a hypergraph. The cor-
responding hypergraph model enables a systematic approach to find
a distribution of the tetrahedra among processes. To a triangulation
T = {t1, . . . , tK } with nodes N = {n1, . . . ,nL} we associate a hypergraph
G = (V ,E ) where V denotes the set of vertices and E ⊂ P (V ) the set of
hyperedges. Every tetrahedron ti ∈ T is associated with a vertex vi ∈ V .
Thus, the hypergraph has K vertices V = {v1, . . . ,vK }. Every node ni ∈ N
is associated with a hyperedge e i ∈ E such that there are L hyperedges
and E = {e1, . . . , eL}. A vertex vi is in the hyperedge e j if and only if the
tetrahedron represented by vi contains the node represented by e j. Such
a vertex vi ∈ e j is called a pin of the hyperedge e j. The number of pins
of a hyperedge is referred to as hyperedge size. A hyperedge in a hy-
pergraph represents connections between any number of vertices; this
is necessary because more than two tetrahedra in T can intersect in a
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Figure 3.2: A partitioning V = V1∪V2∪V3 of the hypergraph G associated
to the triangulation T from fig. 3.1 into three parts. The vertices are
illustrated by circles whereas the hyperedges are drawn using squares
and pins. The vertices of this hypergraph are distributed among three
processes as indicated by the same shading used in fig. 3.1.

single node. Alternatively, the hyperedges can be interpreted as a means
to capture the neighbourship relation between tetrahedra in T. Two or
more tetrahedra that are adjacent in T share a common node. The hyper-
edge representing that node then contains all the vertices representing
these adjacent tetrahedra.

The hypergraph G associated to the triangulation T given in fig. 3.1 is
displayed in fig. 3.2. Since T = {t1, . . . , t10} consists of K = 10 tetrahedra
this hypergraph G consists of ten vertices V = {v1, . . . ,v10}, which are
illustrated by circles. The L = 10 nodes N = {n1, . . . ,n10} in T correspond
to ten hyperedges E = {e1, . . . , e10} in G . A hyperedge in this figure is
shown by a square together with pins to the vertices belonging to that
hyperedge. For instance, the node n9 is adjacent to the tetrahedra t7, t8,
and t9. Thus, the associated hyperedge e9 = {v7,v8,v9} connects the three
corresponding vertices.

A distribution of tetrahedra in T induces a partitioning of the ver-
tices in G and vice versa. More precisely, we identify a given P-way
tetrahedron distribution of T with a partitioning Π of G into P parts (cf.
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definition 1.5.1) by

Π(vi)= p ⇐⇒ ti ∈ Tp, for all 1≤ i ≤ L and 1≤ p ≤ P.

We will denote the parts of a partitioning Π of G by

Vp := {v ∈ V | Π(v)= p}, for 1≤ p ≤ P,

such that Vp corresponds to Tp.
Next, we focus on the communication volume and how it is trans-

formed from the triangulation to the hypergraph. Recall from eq. (3.2)
that, in T, the communication volume depends on the number λT (n) of
different processes on which a node n is stored. Processes in a tetrahe-
dron distribution T = {T1, . . . ,TP } correspond to parts Vp with V =∪P

p=1Vp
in the induced hypergraph partitioning Π. Since a node n in T corre-
sponds to a hyperedge e in G , the number λT (n) corresponds to the
number of different parts in which e has vertices. This number is called
the connectivity λΠ(e) of a hyperedge e ∈ E and is defined by

λΠ(e) := |{1≤ p ≤ P | e∩Vp 6= ;}| = |Π(e)|.

This definition allows us to describe the total communication volume,
eq. (3.2), in terms of the hypergraph G as

C f (Π) := ∑
e∈E

ω(e) f (λΠ(e)). (3.6)

Here, we define the weight ω(e) of a hyperedge e as the number of DOF
located at the node n ∈ N to which e is associated:

ω(e) := c(n).

The function f in eq. (3.6) is a communication volume metric and is given
by

fall-neigh(λΠ(e)) :=λΠ(e) · (λΠ(e)−1
)

for the all-neighbour approach; cf. eq. (3.3).
Overall, the discussion in this section shows that the triangulation

distribution problem, problem 3.2.2, is equivalent to the hypergraph
partitioning problem, problem 1.5.4, with Θ given by eq. (3.6) and the
same imbalance factor ε. This partitioning problem is an exact model of
the total communication volume.
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Related Communication Volume Metrics
Though the focus of this chapter is on the all-neighbour communication
volume metric, we mention that different metrics are also commonly used
in hypergraph partitioning. In particular, we consider two additional
metrics in the numerical experiments so that, overall, we are concerned
with the following three metrics:

fall-neigh(λΠ(e)) :=λΠ(e) · (λΠ(e)−1
)

(3.7)
fowner(λΠ(e)) := 2

(
λΠ(e)−1

)
, (3.8)

fcut-net(λΠ(e)) :=min(λΠ(e)−1,1). (3.9)

The first two metrics, eqs. (3.7) and (3.8), represent the all-neighbour and
owner approaches to transform the local DOF to global DOF. Note that
C fcut-net and C fowner correspond to the cut-net and (λ−1)-metrics, eqs. (1.18)
and (1.19), respectively. The choice of f (λΠ) = λΠ (λΠ−1) we propose in
eq. (3.7) is new in the context of partitioning finite element triangula-
tions, to the best of our knowledge. However, a scaled version of this
all-neighbour metric is briefly mentioned in [San89] where the author
conjectures that this metric

“may be useful in distributed systems applications where it
is desired to assign a unit cost to each processor-to-processor
communication.”

The formulation of the total communication volume, eq. (3.6), does not
distinguish between hyperedges that connect multiple parts and those
that contain only vertices of a single part. That is, the sum runs over
all hyperedges, regardless of their connectivity. However, hyperedges
containing only vertices of a single part do not cause any communication
at all. The formulation of the total communication volume takes this into
account by requiring the property

f (1)= 0

of a communication volume metric. More precisely, if the connectivity
of a hyperedge is λΠ(e) = 1, then the corresponding term in the sum
eq. (3.6) vanishes due to the factor λΠ(e)−1 in the metrics from eqs. (3.7)
to (3.9). Hence, this term in the sum does not contribute to the total
communication volume.
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3.4 Recursive Bisection for the
Hypergraph Partitioning Problem

The hypergraph partitioning problem, problem 1.5.4, is NP-hard for non-
decreasing f with f (1) = 0 and f (2) > 0; see corollary 1.5.5. Therefore,
this problem is commonly solved by heuristic approaches.

A powerful heuristic is based on recursively partitioning the hyper-
graph into two parts. The following theorem establishes the foundation
for such a recursive bisection.

Theorem 3.4.1. Let V = V1∪ . . .∪VP−1∪VP be a partitioning Π of a hyper-
graph G = (V ,E ) into P parts. Suppose we split VP =U ∪W as a disjoint
union such that V = V1 ∪ . . .∪VP−1 ∪U ∪W is a partitioning Π′ of G into
P +1 parts, then

C f (Π′)= C f (Π)+ ∑
e∈E (U ,W)

ω(e)
(
f (λΠ(e)+1)− f (λΠ(e))

)
, (3.10)

where
E (U ,W) := {e ∈ E | e∩U 6= ;∧ e∩W 6= ;}.

Proof. Note that E (U ,W) consists precisely of all hyperedges that are cut
or cut further in the splitting of VP into U and W. All other hyperedges
are oblivious to the splitting of VP , i.e., the number of different parts they
connect does not change:

λΠ′(e)=
{
λΠ(e)+1 if e ∈ E (U ,W),
λΠ(e) otherwise. (3.11)

Therefore,

C f (Π′)−C f (Π)= ∑
e∈E

ω(e)
(
f (λΠ′(e))− f (λΠ(e))

)
= ∑

e∈E (U ,W)
ω(e)

(
f (λΠ′(e))− f (λΠ(e))

)
+ ∑

e∈E \E (U ,W)
ω(e)

(
f (λΠ′(e))− f (λΠ(e))

)
= ∑

e∈E (U ,W)
ω(e)

(
f (λΠ(e)+1)− f (λΠ(e))

)
+0,

which shows the desired result.
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The theorem can be seen as a generalisation of [VB05, Theorem 2.2],
which deals with the case of f (λΠ)=λΠ−1 in the context of sparse matrix–
vector multiplication with a two-dimensional partitioning. This, in turn,
generalises an earlier result [CA99a] for a one-dimensional matrix parti-
tioning.

In particular, eq. (3.10) shows us that we can minimise the communi-
cation volume C f for any f by using recursive bipartitioning (i.e., gener-
ating a partitioning by recursively cutting a subset of the vertices into
two) as outlined in algorithm 8. We start out with the partitioning Π
consisting of a single part, containing all vertices. Then, until we have
created P parts, we select the largest part Vp in Π and cut it up into two
parts by bipartitioning the subhypergraph G ′ := (V ′,E ′)⊆G , with

V ′ := Vp, E ′ := {e∩V ′ | e ∈ E ∧ e∩V ′ 6= ;}.

For more details on how to perform hypergraph bipartitioning based on
this theorem (in particular load balancing), we would like to refer the
reader to [VB05, Algorithm 1] derived from [VB05, Theorem 2.2]. We
provide G ′ with vertex weights obtained from restricting the nodes V

to the set V ′, i.e., ζ′ := ζ|V ′ , and hyperedge weights ω′ determined by
eq. (3.10):

ω′(e∩V ′) :=ω(e)
(
f (λΠ(e)+1)− f (λΠ(e))

)
, (e∩V ′ ∈ E ′). (3.12)

Now we find a bipartitioning V ′ =U∪W such that the total cost of all cut
hyperedges, ∑

e∈E ′(U ,W)
ω′(e),

is minimal, and replace V ′ = Vp in the partitioningΠ by U and W . Accord-
ing to eq. (3.10) this will yield an increase of the communication volume
that is as small as possible, and therefore provides a heuristic for min-
imising the total communication volume for the partitioning into P parts,
for any function f . The only tool we require is a standard hypergraph
bipartitioner at line 7 of algorithm 8.

The new hyperedge weights, eq. (3.12), in each bipartitioning step of
algorithm 8 depend on the metric f . For the all-neighbour metric, these
new hyperedge weights are given by

ω′
all-neigh(e∩V ′)=ω(e)

((
λΠ(e)+1

)
λΠ(e)−λΠ(e)

(
λΠ(e)−1

))= 2ω(e)λΠ(e).
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Algorithm 8 Algorithm outline for generating an ε-balanced partition-
ing Π of a given hypergraph G = (V ,E ,ζ,ω) into P parts. This algorithm
greedily minimises C f (Π) for a given function f .

1: Let Π(v)← 1 for all v ∈ V and λΠ(e)← 1 for all e ∈ E .
2: while |Π(V )| < P do
3: Select the largest part V ′ of the partitioningΠ and determine the

bipartitioning imbalance ε′ < ε from Π, P, and ε (e.g., using [VB05,
Algorithm 1]).

4: Extract the subhypergraph G ′ of G corresponding to V ′.
5: Obtain the vertex weights of G ′ through restriction ζ′ := ζ|V ′ .
6: Calculate the hyperedge weights ω′ of G ′ using eq. (3.12).
7: Create an ε′-balanced partitioning of G ′ = (V ′,E ′,ζ′,ω′) into two

parts V ′ =U ∪W .
8: Update the partitioning Π by splitting V ′ into U and W .
9: Let λΠ(e)←λΠ(e)+1 for all e ∈ E (U ,W) according to eq. (3.11).

return Π

In summary, by inserting the different metrics from eqs. (3.7) to (3.9)
into eq. (3.12), we arrive at the following three hyperedge weights:

ω′
all-neigh(e∩V ′)= 2ω(e)λΠ(e) for λΠ(e)≥ 1,

ω′
owner(e∩V ′)= 2ω(e) for λΠ(e)≥ 1,

ω′
cut-net(e∩V ′)=

{
ω(e) if λΠ(e)= 1,
0 λΠ(e)> 1.

From inspection of these hyperedge weights, we conclude that the
partitioning strategy for the all-neighbour metric is straightforward in
case of sequential partitioning. However, it will make parallelisation of
the partitioning process more difficult, because we need the λΠ(e) values
of all hyperedges e∩V ′ ∈ E ′ in the hypergraph. Hence, after the parti-
tioning of any part V ′ of Π, the λΠ values of G will need to be updated,
resulting in a global synchronisation step after each partitioning. For the
owner or cut-net metrics this problem is less severe, as ω′(e∩V ′) becomes
independent of λΠ(e) once λΠ(e)> 1.
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Figure 3.3: Computational domain Ω, from [FB11].

Problem |V | |E | |pins|
small 5,059 12,042 59,847

medium 16,247 101,462 374,947
large 66,616 551,425 1,914,326

Table 3.1: Problem sizes of three finite element meshes based on the
computational domain depicted in fig. 3.3.

3.5 Numerical Experiments

In the remainder of this chapter, we present numerical experiments.
These results are gathered on a compute cluster at the Center for Com-
puting and Communication at RWTH Aachen University. This cluster
consists of dual socket nodes (Bullx Blade B500) equipped with two In-
tel Westmere (X5675) processors each. The processors run at a clock
rate of 3.06 GHz and the nodes are connected by a QDR Infiniband net-
work. In the following, we investigate three different problems which
vary in the number of tetrahedra and, hence, in the number of vertices,
hyperedges, and DOF. In all problems, the underlying computational
domain Ω describes a measurement cell [Gro+08] which is used to study
the behaviour of levitated droplets [Gro+06]. The cell is schematically
depicted in fig. 3.3. We recursively apply different numbers of local re-
finements to the triangulation yielding the problem sizes illustrated in
table 3.1. For each problem size, this table presents the number of ver-
tices |V |, the number of hyperedges |E |, and the number of pins of the
resulting hypergraphs.

Once a hypergraph corresponding to one of the meshes from this ta-
ble is set up, the solution to the hypergraph partitioning problem can be
computed by algorithm 8 for any of the three communication volume met-
rics from eqs. (3.7) to (3.9). However, in the present implementation of
D R O P S , solely the all-neighbour approach with f = fall-neigh is available.
Therefore, only C fall-neigh models the communication volume accurately. A
novel communication library is currently being developed that will allow
future versions of D R O P S to evaluate this sum by the owner approach
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with f = fowner.
We will use the following approaches to partition the tetrahedra:

all-neigh: We determine a decomposition T of T using f = fall-neigh.

owner: We determine a decomposition T of T using f = fowner.

graph: We decompose the triangulation T using a standard (undirected)
graph partitioning formulation in which vertices are identical to
those defined by the hypergraph model, while the edges differ. An
edge of this graph model represents adjacent tetrahedra sharing
a common face. The resulting P-way graph partitioning prob-
lem is solved by the library METIS (v. 5.0.2) [KK98b], using the
high-quality PartGraphKway() function with the edge cut metric,
eq. (1.16). The details of this approach are described in [For11]
where it is referred to as the “triangulation graph partitioning
model”.

For the all-neigh and owner distributions, we use the Mondriaan matrix
partitioner [VB05], together with PaToH [CA99b] as external biparti-
tioner. For all-neigh, owner and graph, we carried out 50 runs with a
partitioning algorithm using different random seeds. We then determine
the minimum communication volumes over these 50 runs. We did not
use the internal hypergraph bipartitioner of Mondriaan, as it assumes
unit hyperedge weights (which is incompatible with eq. (3.12)). There-
fore, Mondriaan will perform algorithm 8 except for the bipartitioning
step at line 7, which is done using PaToH. For the owner distributions,
we also use Mondriaan’s vector partitioning functionality [VB05, Section
3] to minimise the total number of data words sent and received by each
processor.

We investigate the total communication volume that occurs when
evaluating the sum in eq. (3.1) for all DOF. Recall that this communica-
tion volume is given by C fowner(T ) and C fall-neigh(T ) when evaluating the
sum from eq. (3.2) with f = fowner and f = fall-neigh, respectively. We com-
pare these communication volumes for three different decompositions of
the tetrahedra: graph, owner, and all-neigh.

The total communication volumes C fowner(T ) and C fall-neigh(T ) are il-
lustrated for all three partitioning approaches in figs. 3.4 and 3.5. A
tolerance of ε = 5% for the balance condition in problem 1.5.4 is used
for all partitioning approaches. All partitioners are able to satisfy the
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balancing constraint for all problems, with the exception of the owner
partitioner for the medium problem divided into P = 1024 parts.

From figs. 3.4 and 3.5 we find that, compared to graph, the com-
munication volume is almost always smaller when using a hypergraph-
based approach. For instance, when considering the medium problem for
P = 1024 and C fall-neigh(T ), we observe that the communication volume
determined by graph decreases from 261,774 to 252,742 and 250,456 for
the hypergraph-based approaches owner and all-neigh, respectively. This
corresponds to savings of 3.6% and 4.5%, respectively. On average the all-
neighbour communication volume obtained by all-neigh is 3% lower than
the volume obtained by graph, while the all-neighbour communication
volume obtained by owner is very close to that of all-neigh. If we focus on
the differences between the two hypergraph approaches, the minimum
of volumes for a given number of processes is—almost always—achieved
if the corresponding objective function is used. That is, C fall-neigh(T ) is
minimal for all-neigh and C fowner(T ) is minimal for owner. When com-
paring the results in figs. 3.4 and 3.5, we also notice that the volumes
obtained by the owner approach are smaller than those of all-neigh. This
observation is sound, since fowner(λΠ)≤ fall-neigh(λΠ) holds for all λΠ.

The formulation of the triangulation distribution problem, prob-
lem 3.2.2, as a hypergraph partitioning problem aims at finding a parti-
tioning of the triangulation such that the communication volume is min-
imised. Nevertheless, we next focus on the communication time needed
for determining the sum eq. (3.1) for all nodes n ∈ N. In D R O P S , the all-
neighbour approach is used for evaluating the sum eq. (3.1). Therefore, in
fig. 3.6, we present the communication time for evaluating this sum 1000
times. Here, we see that for a small number of processes, performance
of all three approaches is nearly identical, while for a large number of
processes all-neigh tends to result in less communication time than both
graph and owner. In most cases, the longest communication time is ob-
served when using the hypergraph-based approach owner. Distributing
the triangulation by the graph partitioning problem yields shorter com-
munication times than the distribution obtained by the approach owner
but longer times than the one determined by all-neigh. Thus, modelling
the exact communication volume by the hypergraph model, as done by
all-neigh, seems to be advantageous to reduce communication time.

In table 3.2, we present the number of messages which are needed to
compute the sum eq. (3.1) for all n ∈ N. Note that the all-neigh partition-
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P
Problem Approach 2 4 8 16 32 64 128 256 512 1024

small graph 2 6 20 62 186 544 1690 — — —
all-neigh 2 6 24 66 178 502 1510 — — —

medium graph 2 12 46 156 406 898 2008 4772 10972 27050
all-neigh 2 12 48 174 392 918 2004 4572 10770 25810

large graph 2 12 48 148 396 914 1934 4158 9036 20000
all-neigh 2 12 50 146 412 952 2010 4322 9126 19812

Table 3.2: Number of messages sent among the processes while com-
puting the sum in eq. (3.1) using the all-neighbour approach. The rows
labelled by graph use METIS to determine a graph partitioning, whereas
the rows all-neigh employ a hypergraph partitioner which minimises the
all-neighbour cost function.

ing approach is able to reduce the number of messages when the number
of parts P becomes large.

The time it takes to generate a partitioning is comparable for owner
and all-neigh (within 3% of each other on average), but the METIS graph
partitioner is faster than the hypergraph-based Mondriaan and PaToH
combination (on average 60× as fast). In real-life finite element com-
putations, there is a trade-off between the time spent in determining
a distribution of the tetrahedra and the time spent in determining the
sum eq. (3.1). In our findings, we illustrate that determining a “bet-
ter” distribution of the tetrahedra among the processes by the more
time-consuming hypergraph model yields better communication times
for linear algebra operations in the simulation, such as determining the
sum eq. (3.1). This may be advantageous if a static triangulation is used,
i.e., a single triangulation is given for the whole simulation. However,
this may become disadvantageous if an adaptive triangulation strategy
is used where the triangulation constantly changes. In this case, many
tetrahedral decompositions need to be determined and only a few linear
algebra operations are performed on each triangulation. Here, a fast but
less accurate graph partitioning is likely to be a better choice to reduce
the overall simulation time.

From fig. 3.5 we see that the communication volume of the partition-
ing approach all-neigh is similar to that of owner. This can be explained
by the fact that, in the hypergraphs arising from the triangulation dis-
tribution problem, the resulting hyperedge sizes are small. Indeed, any
hyperedge size is no larger than the maximal number of different tetra-
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Matrix |V | |E | |pins| P
commanche_dual 7,920 7,920 31,680 89
skirt 12,598 12,598 196,520 113
poli_large 15,575 15,575 33,074 125
ex3sta1 16,782 16,782 678,998 130
memplus 17,758 17,758 126,150 134
aug3d 24,300 24,300 69,984 156
gupta1 31,802 31,802 2,164,210 179
helm3d01 32,226 32,226 428,444 180
mario001 38,434 38,434 206,156 197
polyDFT 46,176 46,176 3,690,048 215
sparsine 50,000 50,000 1,548,988 224
mip1 66,463 66,463 10,352,819 258
lp_cre_b 77,137 9,648 260,785 278
fe_tooth 78,136 78,136 905,182 280
stanford_berkeley 683,446 683,446 7,583,376 827

Table 3.3: Matrices used to test the performance of the cut-net, owner,
and all-neigh partitioning strategies, together with the number of parts
P.

hedra that can meet at a single node. This way, the greedy approach of al-
gorithm 8 does not have the chance to differ significantly for all-neigh and
owner. Therefore, we also investigated the strategy from section 3.4 for
hypergraphs with a greater variation in hyperedge size, represented by
matrices from the University of Florida Sparse Matrix Collection [DH11]
and the matrix polyDFT from Sandia National Laboratories, all listed
in table 3.3. These matrices originate from a variety of fields, includ-
ing finite element simulations. We interpret each matrix column as a
vertex with weight 1 and each matrix row as a hyperedge, containing
all columns that have a nonzero entry in that row (i.e., we use the row-
net model from table 1.1). Because not all of these problems have an
underlying mesh, we did not partition these problems with METIS.

We create a partitioning Π of the vertices V of each |E |× |V |-matrix
with |pins| nonzeros into P = dp|V |e parts, with imbalance ε= 5%. The
recorded communication volumes and message counts are averaged over
50 partitioning runs. This is done using three partitioning strategies:
cut-net, owner, and all-neigh, where the partitioner minimises C f (Π) with
f given by fcut-net, fowner, and fall-neigh, respectively. A comparison of
the obtained communication volumes is made in tables 3.4 to 3.6, which
list the obtained average volumes C fcut-net , C fowner , and C fall-neigh for the
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Matrix cut-net owner all-neigh
commanche_dual 1,698 1.03× 1.07×
skirt 5,033 1.03× 1.11×
poli_large 136 1.67× 2.60×
ex3sta1 15,843 1.05× 1.06×
memplus 7,298 1.16× 1.22×
aug3d 4,985 1.12× 1.17×
gupta1 31,192 1.02× 1.02×
helm3d01 20,741 1.04× 1.08×
mario001 7,544 1.05× 1.07×
polyDFT 42,212 1.05× 1.06×
sparsine 48,841 1.02× 1.02×
mip1 66,257 1.00× 1.00×
lp_cre_b 2,554 1.71× 2.39×
fe_tooth 36,475 1.02× 1.07×
Stanford_Berkeley 23,798 1.26× 1.73×

Table 3.4: Communication volume C fcut-net(Π) for the matrices from ta-
ble 3.3 divided into P parts, with 5% imbalance. Best result in bold.

Matrix cut-net owner all-neigh
commanche_dual 1.04× 1,816 1.02×
skirt 1.10× 6,193 1.04×
poli_large 3.14× 554 1.07×
ex3sta1 2.93× 60,716 0.98×
memplus 2.44× 12,451 1.05×
aug3d 1.44× 5,838 1.02×
gupta1 4.76× 92,323 1.22×
helm3d01 1.58× 34,857 1.02×
mario001 1.54× 8,189 1.01×
polyDFT 3.35× 130,734 1.04×
sparsine 2.18× 304,685 1.04×
mip1 12.50× 179,405 1.04×
lp_cre_b 2.44× 17,251 1.34×
fe_tooth 1.37× 52,735 1.03×
Stanford_Berkeley 3.02× 56,129 1.19×

Table 3.5: Communication volume C fowner(Π) for the matrices from ta-
ble 3.3 divided into P parts, with 5% imbalance. Best result in bold.
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Matrix cut-net owner all-neigh
commanche_dual 1.10× 1.01× 3,752
skirt 1.25× 1.01× 14,597
poli_large 22.58× 1.68× 2,251
ex3sta1 8.93× 1.10× 316,068
memplus 10.67× 1.10× 68,310
aug3d 2.32× 1.01× 12,140
gupta1 12.78× 2.65× 1,203,979
helm3d01 2.46× 1.00× 105,702
mario001 2.28× 1.00× 16,800
polyDFT 11.54× 1.13× 676,827
sparsine 4.35× 0.97× 2,756,078
mip1 139.31× 1.09× 1,071,572
lp_cre_b 10.13× 1.35× 213,318
fe_tooth 1.94× 0.99× 148,569
Stanford_Berkeley 53.33× 1.25× 449,926

Table 3.6: Communication volume C fall-neigh(Π) for the matrices from ta-
ble 3.3 divided into P parts, with 5% imbalance. Best result in bold.

Matrix cut-net owner all-neigh
commanche_dual 1.08× 451 0.99×
skirt 1.23× 532 0.89×
poli_large 3.35× 948 0.92×
ex3sta1 1.66× 7,607 0.99×
memplus 3.29× 4,084 0.96×
aug3d 1.91× 1,527 1.00×
gupta1 1.17× 26,843 0.48×
helm3d01 2.40× 2,631 0.94×
mario001 2.37× 1,069 0.99×
polyDFT 2.77× 6,933 0.86×
sparsine 1.69× 25,737 0.96×
mip1 6.20× 7,054 0.89×
lp_cre_b 2.65× 14,254 0.93×
fe_tooth 2.49× 3,499 0.92×
Stanford_Berkeley 6.47× 20,530 0.88×

Table 3.7: Number of messages sent with owner communication, for the
matrices from table 3.3 divided into P parts, with 5% imbalance. Best
result in bold.
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Matrix cut-net owner all-neigh
commanche_dual 1.12× 1.02× 447
skirt 1.40× 1.13× 485
poli_large 8.06× 1.77× 1,389
ex3sta1 1.64× 1.01× 8,975
memplus 1.52× 1.11× 11,644
aug3d 2.31× 1.02× 1,537
gupta1 1.60× 1.59× 19,946
helm3d01 2.70× 1.06× 2,713
mario001 2.68× 1.01× 1,070
polyDFT 3.57× 1.16× 6,701
sparsine 1.53× 1.06× 31,601
mip1 1.00× 1.00× 66,306
lp_cre_b 2.29× 1.39× 32,639
fe_tooth 2.94× 1.09× 3,491
Stanford_Berkeley 4.94× 1.59× 85,913

Table 3.8: Number of messages sent with all-neighbour communication,
for the matrices from table 3.3 divided into P parts, with 5% imbalance.
Best result in bold.

three different partitioning strategies. To facilitate comparing the three
partitioning strategies, the volumes of two partitioners are written as
multiplicative factors. For example, consider the first row of table 3.4.
Here, the absolute communication volume C fcut-net of 1,698 is given for
the approach cut-net. The corresponding value of C fcut-net is about 1.07
times as large for all-neigh. In these tables, the smallest communication
volumes are denoted in bold font. An analysis of these tables indicates
that each partitioning strategy yields the smallest volume for the corre-
sponding metric in almost all cases. In particular, table 3.6 shows that
all-neigh is effective for minimising C fall-neigh . However, for problems with
a regular structure (with small hyperedge sizes, such as the finite ele-
ment matrix fe_tooth), the all-neigh partitioning strategy does not yield
any improvement over owner in terms of C fall-neigh . For more complicated
matrices (such as gupta1), the all-neigh strategy is very effective.

We have also counted the number of messages for the owner and all-
neighbour communication patterns in tables 3.7 and 3.8, where we see
that using the all-neigh partitioning strategy results in having to send
the smallest number of messages for both communication patterns. This
makes the λ (λ−1)-metric interesting for partitioning on systems where
creating messages is time consuming. Similarly to the communication
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volume, the gains in the number of messages are small for regularly
structured matrices (e.g., aug3d), but large for matrices with irregular
structure (e.g., poli_large).

Therefore, in summary, the approach from section 3.4 provides an
effective way to minimise different communication volume metrics and
the λ (λ− 1)-metric is also useful for minimising the total number of
messages, but for problems where the hyperedge sizes are small, the
gains are also small.

3.6 Conclusion
In this work, we have introduced a hypergraph model for the distribution
of a finite element triangulation to processes of a distributed-memory
computer. The crucial feature of this hypergraph model is its capability
to represent the communication volume exactly rather than giving an
approximation. To this end, we presented a new metric for hypergraph
partitioning, the λ (λ−1)-metric, which was inspired by the all-neighbour
communication pattern occurring in the finite element software package
D R O P S . This metric is an alternative to the common (λ− 1)-metric,
which accurately measures the communication volume in an owner com-
munication pattern, as well as in parallel sparse matrix–vector multipli-
cation. Both metrics are special instances of a more general family of
metrics, defined by a cost function f (λ) which is a non-decreasing func-
tion of the connectivity λ of a hyperedge of the hypergraph. The three
metrics studied in our work can be ordered by increasing dependence on
the connectivity as: min(λ−1,1), 2(λ−1), and λ (λ−1). Furthermore, we
have given an explicit formula, eq. (3.10), for hypergraph bipartitioning
with the new metric which enables implementation using a standard
hypergraph partitioner, provided it has the option of setting hyperedge
weights.

The experimental results for the finite element problems show that,
though small, there are differences in the communication volume be-
tween graph and hypergraph partitioning. Compared to a graph parti-
tioning, we observed reductions in the communication volume of up to
about 5% for hypergraph partitioning. Also, the number of messages
as well as the communication time needed to evaluate linear algebra
operations on the distributed triangulation tend to be reduced when us-
ing a hypergraph model rather than an undirected graph model. On
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the other hand, the difference in communication volume between the
2(λ−1)-metric and the λ (λ−1)-metric is almost negligible. Still, the com-
munication time obtained from a partitioning based on the all-neighbour
metric is smaller than when using a partitioning based on the owner
metric. For 1024 processes we observed roughly a factor of two between
these two communication times, see fig. 3.6c.

In finite element meshes, the number of neighbours of a given node
does not vary very much, which accounts for the small differences ob-
served in communication volume and which explains the continued use
of graph partitioning instead of the more accurate hypergraph partition-
ing in many applications. In situations, however, where the number
of neighbours of a vertex varies wildly, see table 3.6, the new metric
is suited for applications that follow the all-neighbour communication
pattern in their implementation.
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Matching

This chapter is based directly on the paper [FB12], published in the
proceedings of the Facing the Multicore Challenge II conference, held in
Karlsruhe, 27–29 September 2011.

4.1 Introduction
We propose a fine-grained shared-memory parallel algorithm for generat-
ing greedy matchings of undirected graphs. This algorithm was inspired
by the parallel graph coarsening algorithm discussed in [Pel09, Section
3.2] and follows a bidding and assignment paradigm similar to that of
the auction algorithm for bipartite graphs [Ber85] (implemented on the
GPU in [VR09]), but applying to general greedy matchings in arbitrary
undirected graphs.

Graph matchings have numerous applications: minimising power
consumption in dynamic wireless networks [Xin+07], heuristics for
solving the travelling salesman problem [KR04], and organ donation
[Seg+05]. Our primary interest however, will be the coarsening of graphs,
for which we will employ this matching algorithm in chapters 5 and 6.

Let G = (V ,E,ω) be a weighted undirected graph. We will encode a
matching in G as a map µ : V →N, satisfying the following conditions:

1. for all v ∈V there exists at most one u ∈V \{v} such that µ(u)=µ(v)
(we match at most two vertices to each other),

2. for all u,v ∈V , u 6= v, if µ(u)=µ(v), then u ∈Vv and v ∈Vu (we only
match neighbouring vertices).

The map µ corresponds to a matching M ⊆ E via

M = {{u,v} ∈ E | µ(u)=µ(v)∧u 6= v} (4.1)

and we define the weight of µ as the weight ω(M) of the matching M,
eq. (1.20).

99
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4.2 Serial Matching
We will compare our algorithm to two simple and efficient serial matching
algorithms. For these algorithms we use µ(v) =∞ to indicate that the
vertex v is unmatched.

The first serial algorithm performs greedy random matching, as out-
lined in algorithm 9.

Algorithm 9 Serial greedy matching algorithm.
Input: Graph G = (V ,E) with V ⊆N.
Output: A matching µ : V →N∪ {∞}.

1: Randomise the order of the vertices in V .
2: for v ∈V do µ(v)←∞
3: for v ∈V do
4: if µ(v)=∞ then
5: u ← select(v,Vv ∩µ−1({∞}))
6: if u 6=∞ then
7: µ(u)←min{u,v}
8: µ(v)←min{u,v}

The function select(v,U) is defined for vertices v ∈V and collections
of neighbours U ⊆ Vv. Typically, U consists of all neighbours of v that
are valid matching candidates for v with respect to the current matching.
Should U be empty, then select(v,U)=∞, otherwise select(v,U)= u for
some neighbour u ∈U of v. Choosing different prescriptions for selecting
neighbours gives us different kinds of matchings. Here, we consider two
options for select, random and weighted, which are used respectively for
the cardinality and weighted matching problems.

For random matching, we let select(v,U) return the first available
u ∈ U. Because we randomise vertex order, this amounts to matching
vertices to random neighbours, while providing an early exit for the
selection mechanism.

For weighted matching, select(v,U) returns a neighbour u ∈U with
ω({v,u})=maxw∈U ω({v,w}). Here the selection process takes longer: ev-
ery neighbour needs to be considered to find the heaviest edge originating
from v.

Note that in either case algorithm 9 produces maximal matchings.
This ensures that the number of matched vertices is at least half of the
maximum possible number of matched vertices when considering all
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possible matchings [Avi83, Theorem 4]. Other greedy matching strate-
gies such as dynamic minimum degree (vertices with fewest unmatched
neighbours are matched first) or Karp–Sipser [KS81] (vertices with
a single unmatched neighbour are matched first) are not considered,
because dynamically keeping track of all vertex degrees leads to serial-
isation. A more in-depth discussion and comparison of such matching
strategies can be found in [LMS10]. A distributed-memory parallel
implementation of the Karp–Sipser algorithm is presented in [PBM10b].

The second serial algorithm we consider creates a matching by adding
edges in order of decreasing edge weight, algorithm 10.

Algorithm 10 Serial 1
2 -approximation algorithm for creating a heavy

weight matching.
Input: Weighted graph G = (V ,E,ω) with V ⊆N.
Output: A matching µ : V →N∪ {∞}.

1: for v ∈V do µ(v)←∞
2: for {u,v} ∈ E in order of decreasing ω({u,v}) do
3: if µ(u)=∞ and µ(v)=∞ and u 6= v then
4: µ(u)←min{u,v}
5: µ(v)←min{u,v}

Algorithm 10 ensures that we always match the vertices belonging
to an edge with maximum weight in the entire graph, in contrast to
weighted matching by algorithm 9 where the edge with maximum weight
originating from a random vertex is matched. Because of this, algo-
rithm 10 is a 1

2 -approximation algorithm, i.e., the weight of the matching
µ generated by algorithm 10 is guaranteed to be at least half of the maxi-
mum weight that any matching of this graph can attain [Avi83, Theorem
4]. A distributed-memory parallel algorithm for weighted matching is
given in [MB08]; this algorithm is based on locally dominant edges1 and
is also a 1

2 -approximation algorithm.

1An edge {u,v} ∈ E \ M is locally dominant [Pre99] with respect to a matching M
if ω({u,v}) is greater than or equal to the maximum weight of all unmatched edges
incident to u and v.
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(a) Colour. (b) Propose. (c) Respond. (d) Match.

Figure 4.1: Illustration of one iteration of algorithm 11’s main loop: (a)
we colour all vertices blue or red; (b) let the blue vertices propose to the
red vertices; (c) let the red vertices respond to one of these proposals; (d)
and match the mutual proposals.

4.3 Parallel Matching

A problem with algorithm 9 is its serial nature: in order to prevent
matching more than two vertices to each other, we seemingly have to
consider vertices one-by-one. To be able to match vertices simultaneously,
while still satisfying the matching criteria, we propose algorithm 11,
which permits us to evaluate select in parallel for many vertices. The
principle of algorithm 11 is illustrated in fig. 4.1.

For this algorithm µ(v) ∈ {blue,red,dead} indicates that v is un-
matched. The function colour(v) determines for vertices v ∈V whether
they are put into the blue or the red group. The for . . . parallel do
construct indicates a for-loop where each iteration can be executed inde-
pendently. These for-loops make algorithm 11 suitable for a GPU imple-
mentation, where each independent loop iteration (corresponding to a
vertex) is mapped to a different GPU thread. Furthermore, the graph’s
adjacency data, µ, and σ can be kept on the GPU during the iterations
of algorithm 11, such that communication between the CPU and GPU is
limited to only the start and the end of the matching process.

Algorithm 11 starts by marking all vertices v ∈ V as blue (line 1),
such that they are unmatched. Then, we enter the main loop (line 3) and
colour each unmatched vertex blue or red (line 8, this is irrespective
of the current colour of the vertex). All blue vertices propose to red
neighbours, chosen by select (line 14). Vertices without unmatched
neighbours are flagged as being dead (unmatchable). Red vertices then
consider proposals made to them by their neighbours, and respond to one
of those, chosen by select (line 22). Here, data thrashing due to parallel
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Algorithm 11 Parallel matching algorithm.
Input: Graph G = (V ,E) with V ⊆N.
Output: A matching µ : V →N∪ {blue,red,dead}.

1: for v ∈V parallel do µ(v)← blue
2: done← false;
3: while not done do
4: done← true
5: for v ∈V parallel do {Assign vertex colours.}
6: if µ(v) ∈ {blue,red} then
7: done← false
8: µ(v)← colour(v)
9: for v ∈V parallel do {Blue vertices propose to red vertices.}

10: if µ(v)=blue then
11: if Vv ∩µ−1({blue,red})=; then
12: σ(v)←dead
13: else
14: σ(v)← select(v,Vv ∩µ−1({red}))
15: else
16: σ(v)←∞
17: for v ∈V parallel do {Red vertices respond.}
18: if µ(v)= red then
19: if Vv ∩µ−1({blue,red})=; then
20: σ(v)←dead
21: else
22: σ(v)← select(v,Vv ∩µ−1({blue})∩σ−1({v}))
23: for v ∈V parallel do {Match mutual proposals.}
24: if σ(v)=dead then
25: µ(v)←dead
26: else if σ(v) 6=∞ then
27: if σ(σ(v))= v then
28: µ(v)←min{v,σ(v)}
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Figure 4.2: The ratio between the number of matched vertices and the
total number of vertices, as a function of the number of iterations of the
while-loop at line 3 of algorithm 11. The number after each graph name
indicates the number of edges.

reads and writes to σ is avoided by only checking whether σ(u) = v for
neighbours u ∈Vv with µ(u)=blue. After this, we match all vertices that
have compatible proposals and responses (line 23). Vertices that were
flagged as dead receive a special matching value (dead) so that they are
no longer considered for matching in subsequent iterations. We restart
the main loop and reassign unmatched vertices to either the blue or red
group. The main loop is repeated until we obtain a maximal matching.

The effect of iterating the main loop of algorithm 11 can be seen
in fig. 4.2. Here we observe that the number of unmatched vertices
decreases rapidly as the number of iterations increases, stabilising when
the matching is maximal. Note that the matching is maximal when all
vertices are either matched or dead. Therefore, we keep track of a ‘done’
flag in algorithm 11, which becomes true when µ−1({blue,red}) = ;.
Because we only need to store a fixed value in ‘done’ at line 7, we can do
this directly in parallel without having to resort to atomic operations (an
atomic compare-and-swap halved performance during experiments).
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Vertex Labelling
It is important that the function colour finds different blue and red
groups every iteration, because otherwise we can get stuck in situations
where a non-maximal matching is not enlarged. A direct way to define
this function is to determine the blue and red groups by randomly as-
signing each vertex to the blue group with probability p and to the red
group with probability 1− p, i.e.,

colour(v)=
{

blue with probability p ∈ [0,1],
red otherwise. (4.2)

Intuitively, we should ensure that the blue and red groups are ap-
proximately of equal size (by picking p = 1

2 , similar to [Pel09]) so that all
unmatched vertices have a good chance of possessing a neighbour of a
different colour and are therefore able to propose or respond in the cur-
rent iteration. This leads to a large number of matched or dead vertices,
which will speed up later iterations.

Let us make this more precise by considering random matching in a
random graph G with vertices V = {1, . . . ,n}, where an edge between two
vertices u,v ∈V exists with probability P({u,v} ∈ E)= d for a fixed density
parameter d ∈ [0,1] (Gilbert’s random graph model [Gil59]). During a
single iteration of algorithm 11 we match a number of vertices equal to
twice the number N of red vertices that receive a proposal from a blue
neighbour. The expectation value of N equals

E(N)= ∑
v∈V

P(µ(v)= red)P(v is proposed to | µ(v)= red)

= ∑
v∈V

P(µ(v)= red)

×
(
1− ∏

u∈V\{v}
(1−P(u proposes to v | µ(v)= red))

)
= ∑

v∈V
P(µ(v)= red)

×
(
1− ∏

u∈V\{v}

(
1− P(µ(u)=blue)P({u,v} ∈ E)

nr. of red neighbours of u

))
.

We now approximate the number of red neighbours of u by its average
1+(1−p) (d (n−1)−1) (since v is already a red neighbour of u). This gives

E(N)≈ N∗ := n (1− p)
(
1−

(
1− p d

1+ (1− p) (d (n−1)−1)

)n−1)
.
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Figure 4.3: The effect of the probability p from eq. (4.2) on algorithm 11
for the matrix ecology1. Left, the effect on the absolute matching size,
weight (these coincide), and time required to generate the matching,
rescaled to a range of 100%. Right, the effect on the observed and ex-
pected, eq. (4.3), fraction 2 N/n of matched vertices during the first itera-
tion of algorithm 11.

The approximate expected fraction of matched vertices in a large random
graph for a single iteration of algorithm 11 then equals

lim
n→∞

2 N∗

n
= 2(1− p)

(
1− e−

p
1−p

)
. (4.3)

This function is maximal for p ∈ [0,1] satisfying 1− p = e−
p

1−p (2− p),
yielding

p = 0.53406 . . . , (4.4)

independent of the density d. Therefore, this choice of p yields the largest
number of matched vertices per iteration, and hence the shortest running
time of algorithm 11, regardless of the edge density of the random graph.
Because of this, we expect such a p also to work well for non-random
graphs, which we confirmed experimentally for ecology1 in fig. 4.3.

Random Colour Assignment
To evaluate eq. (4.2) in parallel on the GPU we use the MD5 message
digest algorithm [Riv92]. This algorithm calculates a 128-bit value, the
MD5 hash, of a given sequence of bits, such that small changes in this se-
quence in general result in a completely different MD5 hash. A sequence
of bits is converted to an MD5 hash by padding the sequence such that
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its number of bits is a multiple of 512, and then adding the contribution
of each 512-bit chunk of the padded sequence to the hash.

To employ the MD5 algorithm as a random number generator we
generate a single random number r on the CPU, which we pass to the
GPU as a parameter for all threads (we again create a GPU thread for
each vertex v ∈ V ). Then, we create for each 32-bit vertex number v a
512-bit array consisting of {v, r v, . . . , r15 v} and calculate the hash of this
array, which we normalise to obtain a pseudorandom number in [0,1]
for eq. (4.2). Changing either v or r will result in a different array and
therefore a completely different hash. By generating different values r,
we therefore create completely different assignments of the unmatched
vertices of the graph, for each iteration of algorithm 11.

Algorithm 12 Parallel evaluation of eq. (4.2) based on the first quarter
of Section 3.4 of [Riv92]. K and R are arrays storing MD5 constants and
shift amounts, kept in constant GPU memory.
Input: A vertex v ∈N, parameter r ∈N, and probability p ∈ [0,1].
Output: The value colour(v).

1: Initialise hash as four 32-bit integers h0, h1, h2, and h3.
2: Let a0 ← h0, a1 ← h1, a2 ← h2, a3 ← h3.
3: for i = 0 to 15 do
4: a4 ← (a1 and a2) or ((not a1) and a3)
5: a5 ← a3, a3 ← a2, a2 ← a1
6: a1 ← a1 +rol(a0 +a4 +K(i)+v,R(i)) {Bitwise rotate left.}
7: a0 ← a5
8: Add a0, . . . ,a3 to h0, . . . ,h3.
9: v ← r v

10: if (h0 +h1 +h2 +h3) mod 232 < p232 then return blue
11: else return red

To improve performance, algorithm 12 only uses the first quarter
of the MD5 algorithm, which did not reduce the quality of the match-
ings during experiments. This makes algorithm 12 fast and parallel,
requires only a small amount of thread-independent storage (we do not
store {v, r v, . . . , r15 v} explicitly), and yields reproducible vertex colour-
ings.
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4.4 Results
For graph coarsening it is important to randomise the ordering of the
vertices of the graph to ensure that we do not get stuck in star graphs
[Pre01, Section 5.3]. Therefore, we randomly permute all vertices on
the CPU after the graph has been read from disk (as was also done in
the experiments in [LMS10]), where we use the same permutation for
benchmarking the serial and parallel algorithms. Randomisation of the
vertices will decrease performance, because it prevents coalesced reading
on the GPU when looping over vertex neighbours. As we are interested
in the performance of the greedy matching process itself, permuting the
graph and I/O transfer (for the GPU this takes up, on average, 39% of
the time) have not been included in the recorded timings.

The actual implementation of algorithm 11 was done with both
NVIDIA’s Compute Unified Device Architecture (CUDA) library version
3.1.2 and Intel’s Threading Building Blocks (TBB) library version 3.0 in
C++, compiled with g++ version 4.1.2 using the O3 optimisation flag. For
the CUDA implementation, static graph data (neighbour ranges, indices,
and edge weights) were placed in one-dimensional textures to improve
cache use. Dynamic data (µ and σ) were placed in one-dimensional ar-
rays, such that using a one-dimensional thread distribution (one thread
per vertex and a CUDA block size of 256) gives us coalesced data-writing
everywhere in the algorithm.

For weighted matching, we use 425 symmetric matrices from the
University of Florida sparse matrix collection [DH11], where the edge
weights are set to the absolute value of the corresponding matrix entry.
For random matching this set is augmented with the graphs from the
10th DIMACS challenge on graph partitioning [Bad+12], which do not
possess edge weights. This gives us a large, unbiased test set of matrices
arising from real-world applications.

The experiments were performed on a computer equipped with two
quad-core 2.4 GHz Intel Xeon E5620 processors with hyperthreading, 24
GiB RAM, and an NVIDIA Tesla C2050 with 2687 MiB global memory.
We measured the scaling of the TBB implementation of algorithm 11 with
respect to the number of threads used by the CPU in fig. 4.4 and com-
pared both the CUDA and TBB (using 16 threads) implementations to
the serial matching algorithms (algorithms 9 and 10) in figs. 4.5 and 4.6.
Figures 4.5 and 4.6 show the ratios between the average (over 32 ran-
dom permutations of the graph vertices) matching size, time, and weight,
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Figure 4.4: Scaling of the random matching time of algorithm 11 with the
number of TBB threads, on a dual quad-core CPU with hyperthreading
(8 physical cores) in a log-log plot. The matching time is relative to the
matching time required by algorithm 11 on a single core.

together with error bars of one standard deviation. From these results,
we observe the following:

• Algorithm 11 scales well as we increase the used number of threads
(fig. 4.4). The test system possesses 8 physical cores, but it has up
to 16 threads with hyperthreading, which explains good speedups
up to 8 threads and smaller speedups thereafter.

• The quality of the generated random matchings by algorithm 11 is
comparable to that of the serial algorithm (fig. 4.5), for both CUDA
and TBB the average matching size ratio is more than 99%.

• Weighted matching with algorithm 11, for both CUDA and TBB,
yields higher quality matchings than algorithm 9 (fig. 4.5, average
matching weight ratio 115%), but lower quality matchings than al-
gorithm 10 (ratio of 85%). This is not surprising, since algorithm 10
always picks the globally heaviest edge, whereas algorithm 9 and
algorithm 11 pick heavy edges locally. Furthermore, algorithm 9
does this one-sidedly, whereas algorithm 11 performs a two-sided
comparison (both proposers and responders pick the heaviest neigh-
bour), which leads to an increase in matching weight.
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• In fig. 4.6 we see that algorithm 11 does not obtain the same
speedup for all graphs. This is related to the ratio of the maxi-
mum and minimum degree of the vertices of the graph,(

max
v∈V

|Vv|
)/(

min
v∈V

|Vv|
)
.

When this ratio is large, vertices with a high degree will keep a
small number of CUDA threads occupied for a long time, while the
other kernels have already finished, leading to a low occupancy of
the GPU and decreased performance.

• The speedups in fig. 4.6 increase as the graphs become larger. For
CUDA, algorithm 11 reaches speedups up to 6.8, 4.8, and 37 com-
pared to random matching with algorithm 9 and weighted match-
ing with algorithms 9 and 10. However, for TBB we only reach
speedups up to 1.3, 0.6, and 10. For the majority of graphs, TBB is
actually slower than the serial implementation.

Most of the time in algorithm 11 is spent loading and storing data,
instead of performing calculations. This is confirmed by the NVIDIA
CUDA profiler for random matching of ecology1, where the instruction-
to-byte ratios are equal to 2.36 and 1.31 (according to the profiler, they
should be close to 4.06) for proposing and responding to proposals in al-
gorithm 11: this makes the algorithm bandwidth limited. Non-coalesced
memory access due to randomisation is reflected in a low texture-cache
hit rate, which is 35% for proposing, and 3% for responding, but we do
utilise 70% and 82% respectively of the maximum available global mem-
ory bandwidth. This explains the fact that the GPU, with its much larger
bandwidth (144 GB/s for a Tesla C2050’s global memory vs. 17 GB/s for
DDR3 RAM), performs better than the CPU TBB implementation, and
that for weighted matching (where the edge weights also need to be read)
the speedups are smaller, because memory traffic is increased. We there-
fore expect performance to be increased further when select involves a
more compute-intensive assessment of each of the vertex’s neighbours.

4.5 Conclusion
We have described a fine-grained shared-memory parallel algorithm for
greedy graph matching (algorithm 11) and created a GPU implementa-
tion of this algorithm to compare it with serial greedy matching on the
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CPU (algorithms 9 and 10). For random matching, algorithm 11 pro-
vides maximal matchings of similar quality as algorithm 9; it is slower
for smaller graphs (< 105 edges), but becomes increasingly faster as the
number of edges increases (up to a speedup factor of 6.8). For weighted
matching of large graphs, algorithm 11 offers both better performance
(speedups up to 4.8) and better quality than algorithm 9, while compared
to algorithm 10 we sacrifice matching quality for a much better perfor-
mance (speedups up to 37). Algorithm 11 performs much better on the
GPU than on the multi-core CPU because of the GPU’s superior memory
bandwidth. These results were obtained for a large set of graphs arising
from real-world applications.





5

Clustering and Coarsening

This chapter is based directly on the paper [FB13c], published in the
proceedings of the 10th DIMACS challenge on graph partitioning and
clustering held the 13th and 14th of February 2012 [Bad+12]. The clus-
tering software developed for this paper was awarded with an award for
raw performance in the category of modularity clustering.

5.1 Introduction
We present a fine-grained shared-memory parallel algorithm for graph
coarsening and apply this algorithm in the context of graph clustering
to obtain a fast greedy heuristic for maximising modularity in weighted
undirected graphs. This is a follow-up to [FB12], which was concerned
with generating weighted graph matchings on the GPU, in an effort
to use the parallel processing power offered by multi-core CPUs and
GPUs for discrete computing tasks, such as partitioning and clustering
of graphs and hypergraphs. Just as generating graph matchings, graph
coarsening is an essential aspect of both graph partitioning [BJ93; HL95;
KK95] and multi-level clustering [Zhu+08] and therefore forms a logical
continuation of the research done in [FB12].

Our contribution is a parallel greedy clustering algorithm, that
scales well with the number of available processor cores, and generates
clusterings of reasonable quality in very little time. We have tested this
algorithm, see section 5.6, against a large set of clustering problems, all
part of the 10th DIMACS challenge on graph partitioning and clustering
[Bad+12], such that the performance of our algorithm can directly be
compared with the state-of-the-art clustering algorithms participating
in this challenge.

Clustering is concerned with partitioning the vertices of a given graph
into sets consisting of vertices related to each other, e.g., to isolate com-
munities in graphs representing large social networks [BAX10; Les+08].

115
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Definition 5.1.1 (Clustering). Let G = (V ,E,ω) be a weighted graph.
A clustering of G is a collection C of non-empty subsets of V , where
elements C ∈C are called clusters, that forms a partition of G’s vertices,
i.e.,

V = ⋃
C∈C

C, as a disjoint union.

(For all C,C′ ∈C we have that C 6= C′ → C∩C′ =;.)

Note that the number of clusters is not fixed beforehand, and that
there can be a single large cluster, or as many clusters as there are ver-
tices, or any number of clusters in between. A quality measure for clus-
terings, modularity, was introduced by Newman and Girvan in [New04;
NG04], which we will use to judge the quality of the generated cluster-
ings.

Let G = (V ,E,ω) be a weighted undirected graph. We define the
weight ζ(v) of a vertex v ∈V in terms of the weights of the edges incident
to this vertex as

ζ(v) :=


∑
u∈Vv

ω({u,v}) if {v,v} ∉ E,∑
u∈Vv

ω({u,v})+2ω({v,v}) if {v,v} ∈ E. (5.1)

The modularity, cf. [Bad+12], of a clustering C of G is defined by

mod(C ) :=

∑
C∈C

∑
{u,v}∈E
u,v∈C

ω({u,v})

∑
e∈E

ω(e)
−

∑
C∈C

( ∑
v∈C

ζ(v)
)2

4
( ∑

e∈E
ω(e)

)2 . (5.2)

Its value lies between −1
2 ≤mod(C )≤ 1, which we show in lemma 5.2.1.

Finding a clustering C which maximises mod(C ) is an NP-complete
problem, i.e., ascertaining whether there exists a clustering that has at
least a fixed modularity is strongly NP-complete [Bra+08, Theorem 4.4].
Hence, to find clusterings that have maximum modularity in reasonable
time, we need to resort to heuristic algorithms for large graphs. Many
different clustering heuristics have been developed, for which we would
like to refer the reader to the overview in [Sch07, Section 5] and the refer-
ences contained therein: there are heuristics based on spectral methods,
maximum flow, graph bisection, betweenness, Markov chains, and ran-
dom walks. The clustering method we present belongs to the category
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of greedy agglomerative heuristics [CNM04; New04; Zhu+08; BAX10;
OGS10]. Our overall approach is similar to the parallel clustering algo-
rithm discussed by Riedy et al. in [Rie+12] and a detailed comparison is
included in section 5.6.

5.2 Modularity Clustering
We will now rewrite eq. (5.2) to a more convenient form. Let C ∈C be a
cluster and define the weight of this cluster as

ζ(C) := ∑
v∈C

ζ(v), (5.3)

the sets of all internal and external edges as

int(C) := {{u,v} ∈ E | u,v ∈ C},
ext(C) := {{u,v} ∈ E | u ∈ C,v ∉ C},

and the set of all cut edges between C and C′ ∈C as

cut(C,C′) := {{u,v} ∈ E | u ∈ C,v ∈ C′}.

Denote furthermore the sum of all edge weights by Ω :=∑
e∈Eω(e).

Note that for every cluster C ∈C , by eq. (5.1):

ζ(C)= 2ω(int(C))+ω(ext(C)). (5.4)

We have the following bounds on the modularity of a clustering, re-
gardless of the graph’s edge weights. This is a generalisation of [Bra+08,
Lemma 3.1], where the bounds are established for unweighted graphs.

Lemma 5.2.1. Let G = (V ,E,ω) be a weighted graph and C a clustering
of G. Then,

−1
2
≤mod(C )≤ 1. (5.5)

Proof. From eq. (5.2),

mod(C )≤

∑
C∈C

∑
{u,v}∈E
u,v∈C

ω({u,v})

∑
e∈E

ω(e)
−0≤

∑
{u,v}∈E
u,v∈V

ω({u,v})

∑
e∈E

ω(e)
= 1,
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which shows one of the inequalities. For the other inequality, note that
for every C ∈C we have

0≤ω(int(C))≤Ω−ω(ext(C)), (5.6)

and therefore

mod(C )=
∑

C∈C
ω(int(C))

Ω
−

∑
C∈C

ζ(C)2

4Ω2

= 1
4Ω2

∑
C∈C

(
4Ωω(int(C))−ζ(C)2

)
(5.4)= 1

4Ω2

∑
C∈C

(
4Ωω(int(C))−4ω(int(C))2

−4ω(int(C))ω(ext(C))−ω(ext(C))2
)

= 1
4Ω2

∑
C∈C

(
4ω(int(C)) [Ω−ω(ext(C))−ω(int(C))]

−ω(ext(C))2
)

(5.6)≥ 1
4Ω2

∑
C∈C

(
0−ω(ext(C))2

)
=− ∑

C∈C

(
ω(ext(C))

2Ω

)2
.

Enumerate C = {C1, . . . ,Ck} and define xi := ω(ext(Ci))
2Ω for 1 ≤ i ≤ k to ob-

tain a vector x ∈ Rk. Note that 0 ≤ xi ≤ 1
2 (as 0 ≤ ω(ext(Ci)) ≤ Ω) for

1 ≤ i ≤ k, and because every external edge connects precisely two clus-
ters, we have

∑k
i=1ω(ext(Ci))≤ 2Ω, so

∑k
i=1 xi ≤ 1. By the above, we know

that
mod(C )≥−‖x‖2,

hence we need to find an upper bound on ‖x‖2, for x ∈ [0, 1
2 ]k satisfying∑k

i=1 xi ≤ 1. For all k ≥ 2, this upper bound equals ‖(1
2 , 1

2 ,0, . . . ,0)‖2 = 1
2 , so

mod(C )≥−1
2 . The proof is completed by noting that for a single cluster,

mod({V })= 0≥−1
2 .

Now, we rewrite eq. (5.2) using the definitions we gave before:

mod(C )=
∑

C∈C
ω(int(C))

Ω
−

∑
C∈C

ζ(C)2

4Ω2

= 1
4Ω2

∑
C∈C

(
4Ωω(int(C))−ζ(C)2)
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(5.4)= 1
4Ω2

∑
C∈C

(
4Ω

[
1
2
ζ(C)− 1

2
ω(ext(C))

]
−ζ(C)2

)
.

Therefore, we arrive at the following expression,

mod(C )= 1
4Ω2

∑
C∈C

(
ζ(C) (2Ω−ζ(C))−2Ωω(ext(C))

)
. (5.7)

Since
ext(C)= {{u,v} ∈ E | u ∈ C,v ∉ C}= ⋃

C′∈C
C′ 6=C

cut(C,C′),

as a disjoint union, eq. (5.2) can be rewritten to

mod(C )= 1
4Ω2

∑
C∈C

ζ(C) (2Ω−ζ(C))−2Ω
∑

C′∈C
C′ 6=C

ω(cut(C,C′))

 . (5.8)

This way of looking at the modularity is useful for reformulating the
agglomerative heuristic in terms of graph coarsening, as we will see in
section 5.3.

For this purpose, we also need to determine what effect the merging
of two clusters has on the clustering’s modularity. Let C,C′ ∈C be a pair
of different clusters, set C′′ = C ∪C′ and let C ′ := (C \ {C,C′})∪ {C′′} be
the clustering obtained by merging C and C′.

Then ζ(C′′) = ζ(C)+ ζ(C′) by eq. (5.3). Furthermore, as cut(C,C′) =
ext(C)∩ext(C′), we have that

ω(ext(C′′))=ω(ext(C))+ω(ext(C′))−2ω(cut(C,C′)). (5.9)

Using this, together with eq. (5.7), we find that

4Ω2(mod(C ′)−mod(C ))=−ζ(C) (2Ω−ζ(C))+2Ωω(ext(C))
−ζ(C′) (2Ω−ζ(C′))+2Ωω(ext(C′))
+ζ(C′′) (2Ω−ζ(C′′))−2Ωω(ext(C′′))

(5.9)= −ζ(C) (2Ω−ζ(C))+2Ωω(ext(C))
−ζ(C′) (2Ω−ζ(C′))+2Ωω(ext(C′))
+ (ζ(C)+ζ(C′)) (2Ω− (ζ(C)+ζ(C′)))
−2Ω

[
ω(ext(C))+ω(ext(C′))−2ω(cut(C,C′))

]
= 4Ωω(cut(C,C′))−2ζ(C)ζ(C′).
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So merging clusters C and C′ from C to obtain a clustering C ′, leads to
a change in modularity given by

mod(C ′)=mod(C )+ 1
2Ω2

(
2Ωω(cut(C,C′))−ζ(C)ζ(C′)

)
, (5.10)

and the new cluster has weight

ζ(C∪C′)= ∑
v∈C

ζ(v)+ ∑
v∈C′

ζ(v)= ζ(C)+ζ(C′). (5.11)

5.3 Agglomerative Clustering Heuristic
Equations (5.8), (5.10) and (5.11) suggest an agglomerative heuristic to
generate a clustering [New04; Zhu+08; Rie+12]. Let G = (V ,E,ω,ζ) be
a weighted undirected graph, provided with edge weights ω and vertex
weights ζ as defined by eq. (5.1), for which we want to calculate a cluster-
ing C of high modularity.

We start out with a clustering where each vertex of the original graph
is a separate cluster, and then progressively merge these clusters to
increase the modularity of the clustering. This process is illustrated
in fig. 5.1. The decision which pairs of clusters to merge is based on
eq. (5.10): we generate a weighted matching in the graph with all the
current clusters as vertices and the sets {C,C′} for which cut(C,C′) 6= ;
as edges. The weight of such an edge {C,C′} is then given by eq. (5.10),
such that a maximum-weight matching will result in pairwise merging
of clusters for which the increase of the modularity is maximal.

We do this formally by, starting with G, constructing a sequence of
weighted graphs G i = (V i,E i,ωi,ζi) with surjective maps πi : V i →V i+1,

G = G0 π0
→ G1 π1

→ G2 π2
→ . . .

These graphs G i correspond to clusterings C i of G in the following way:

C i := {{v ∈V | (πi−1 ◦ · · · ◦π0)(v)= u} | u ∈V i}, i = 0,1,2, . . .

Each vertex of the graph G i will correspond to precisely one cluster in
C i: all vertices of G that were merged together into a single vertex in
G i via π0, . . . , πi−1, are considered as a single cluster. (In particular for
G0 =G each vertex of the original graph is a separate cluster.)
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From eq. (5.11) we know that weights ζ(·) of merged clusters should be
summed, while for calculating the modularity, eq. (5.8), and the change
in modularity due to merging, eq. (5.10), we only need the total edge
weight ω(cut(·, ·)) of the collection of edges between two clusters, not of
individual edges. Hence, when merging two clusters, we can safely merge
the edges in G i that are mapped to a single edge in G i+1 by πi, provided
we sum their edge weights. This means that the merging of clusters in
G i to obtain G i+1 corresponds precisely to coarsening the graph G i to
G i+1 (see definition 1.6.2). Furthermore, weighted matching in the graph
of all current clusters corresponds to a weighted matching in G i where
we consider edges {ui,vi} ∈ E i to have weight 2Ωωi({ui,vi})−ζi(ui)ζi(vi)
during matching (cf. eq. (5.10)). This entire procedure is outlined in
algorithm 13, where we use a map µ : V → N to indicate matchings
M ⊆ E via eq. (4.1),

M = {{u,v} ∈ E | µ(u)=µ(v)∧u 6= v}.

Algorithm 13 Agglomerative clustering heuristic.
Input: Weighted graph G = (V ,E,ω,ζ) with ζ given by eq. (5.1).
Output: A clustering C best of G.

1: modbest ←−∞
2: G0 = (V 0,E0,ω0,ζ0)←G
3: i ← 0
4: C 0 ← {{v} | v ∈V }
5: while |V i| > 1 do
6: if mod(C i)≥modbest then
7: modbest ←mod(C i)
8: C best ←C i

9: µ←match_clusters(G i)
10: (πi,G i+1)← coarsen(G i,µ)
11: C i+1 ← {{v ∈V | (πi ◦ · · · ◦π0)(v)= u} | u ∈V i+1}
12: i ← i+1

5.4 Coarsening of Star-like Graphs
Graph coarsening is the merging of vertices in a graph to obtain a coarser
version of the graph. Doing this recursively, we obtain a sequence of
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(a) (b) (c) (d)

Figure 5.2: Merging vertices in star-like graphs: by matching in (a), by
merging vertices with the same neighbours in (b), and by merging more
than two vertices in (c). In (d) we see a star-like graph with a centre
clique of 3 vertices and 4 satellites.

increasingly coarser approximations of the original graph. Such a multi-
level view of the graph is useful for graph partitioning [BJ93; HL95;
KK95], but can also be used for clustering [Zhu+08].

Recall definition 1.6.2, where a coarsening of G to G′ via a surjective
map π : V →V ′ is defined. Let µ : V →N be a map indicating the desired
coarsening, such that vertices u and v should be merged into a single
vertex precisely when µ(u)=µ(v). We call a coarsening (π,G′) compatible
with µ if for all u,v ∈V it holds that π(u)=π(v) if and only if µ(u)=µ(v).
The task of the coarsening algorithm is, given G and µ, to generate a
graph coarsening (π,G′) that is compatible with µ.

As noted at the end of section 5.3, the map µ can correspond to a
matching M, by letting µ(u) = µ(v) if and only if the edge {u,v} ∈ M.
This ensures that we do not coarsen the graph too aggressively, only
permitting a vertex to be merged with at most one other vertex during
coarsening. For our coarsening algorithm, however, it is not required
that µ is derived from a matching: any map µ : V →N is permitted.

The reason for permitting a general µ (i.e., where more than two
vertices are contracted to a single vertex during coarsening), instead of
a map µ arising from graph matchings is that the recursive coarsening
process can get stuck on star-like graphs [DH11, Section 4.3], which was
also discussed in section 1.6.

In fig. 5.2a, we see a star graph in which a maximum matching is
indicated. Coarsening this graph by merging the two matched vertices
will yield a graph with only one vertex less. In general, with a k-pointed
star, coarsening by matching will reduce the total number of vertices
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from k + 1 to k, requiring k coarsening steps to reduce the star to a
single vertex. This is slow compared to a graph for which we can find a
perfect matching at each step of the coarsening, where the total number
of vertices is halved at each step and we require only log2 k coarsening
steps to reduce the graph to a single vertex. Hence, star graphs increase
the number of coarsening iterations at line 5 of algorithm 13 we need
to perform, which increases running time and has an adverse effect on
parallelisation, because of the few matches that can actually be made in
each iteration.

A way to remedy this problem is to identify vertices with the same
neighbours and match these pairwise, see fig. 5.2b [DR96; HR98]. When
maximising clustering modularity however, this is not a good idea: for
clusters C,C′ ∈ C without any edges between them, cut(C,C′) = ;, so
that merging C and C′ will change the modularity by −1

2Ω2 ζ(C)ζ(C′)≤ 0.
Because of this, we will use the strategy from fig. 5.2c, and merge

multiple outlying vertices, referred to as satellites from now on, to the
centre of the star simultaneously. To do so, however, we need to be able
to identify star centres and satellites in the graph.

As the defining characteristic of the centre of a star is its high degree,
we will use the vertex degrees to measure to what extent a vertex is a
centre or a satellite. We propose, for vertices v ∈V , to let

cp(v) := deg(v)2∑
u∈Vv

deg(u)
, (5.12)

be the centre potential of v. Note that for satellites the centre potential
will be small, because a satellite’s degree is low, while the centre to which
it is connected has a high degree. On the other hand, a star centre will
have a high centre potential because of its high degree. Let us make this
a little more precise.

For a regular graph where deg(v)= k for all v ∈V , the centre potential
will equal cp(v) = k2/k2 = 1 for all vertices v ∈ V . Now consider a star-
like graph, consisting of a clique of l vertices in the centre which are
surrounded by k satellites that are connected to every vertex in the clique,
but not to other satellites (fig. 5.2d has l = 3 and k = 4), with 0< l < k. In
such a graph, deg(v)= l for satellites v and deg(u)= l−1+k for vertices
u in the centre clique. Hence, for satellites v

cp(v)= l2

l (l−1+k)
≤ l

l−1+ l+1
= 1

2
,
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while for centre vertices u

cp(u)= (l−1+k)2

(l−1)(l−1+k)+k l
= 1+

(
k−1

2 l−1+ (l−1)2
k

)
≥ 4

3
.

If we fix l > 0 and let the number of satellites k →∞, we see that

cp(v)→ 0 and cp(u)→∞.

Hence, the centre potential seems to be a good indicator for determin-
ing whether vertices v are satellites, cp(v)≤ 1

2 , or centres, cp(v)≥ 4
3 .

In algorithm 13, we will therefore, after line 9, use cp(v) to iden-
tify all satellites in the graph and merge these with the neighbouring
non-satellite vertex that will yield the highest increase of modularity as
indicated by eq. (5.10). This will both provide greedy modularity maximi-
sation, and stop star-like graphs from slowing down the algorithm.

5.5 Parallel Coarsening
In this section, we will demonstrate how the different parts of the clus-
tering algorithm can be implemented in a style that is suitable for the
GPU.

To make the description of the algorithm more explicit, we will need
to deviate from some of the graph definitions of the introduction. First
of all, we consider arrays in memory as ordered lists, and suppose that
the vertices of the graph G = (V ,E,ω,ζ) to be coarsened are given by
V = (1,2, . . . , |V |). We index such lists with parentheses, e.g., V (2) = 2,
and denote their length by |V |. Instead of storing the edges E and edge
weights ω of a graph explicitly, we will store for each vertex v ∈V the set
of all its neighbours Vv, and include the edge weights ω in this list. We
will refer to these sets as extended neighbour lists and denote them by
Vω

v for v ∈V .
Let us consider a small example: a graph with 3 vertices and edges

{1,2} and {1,3} with edge weights ω({1,2})= 4 and ω({1,3})= 5. Then, for
the parallel coarsening algorithm we consider this graph as V = (1,2,3),
together with Vω

1 = ((2,4), (3,5)) (since there are two edges originating
from vertex 1, one going to vertex 2, and one going to vertex 3), Vω

2 =
((1,4)) (as ω({1,2})= 4), and Vω

3 = ((1,5)) (as ω({1,3})= 5).
In memory, such neighbour lists are stored as an array of indices and

weights (in the small example, ((2,4), (3,5), (1,4), (1,5))), with for each
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vertex a range in this array (in the small example, range (1,3) for vertex
1, (3,4) for 2, and (4,5) for 3). Note that we can extract all edges together
with their weights ω directly from the extended neighbour lists. Hence,
(V ,E,ω,ζ) and (V , {Vω

v | v ∈V },ζ) are equivalent descriptions of G.

Algorithm 14 Parallel coarsening algorithm on the GPU.
Input: Weighted graph G = (V ,E,ω,ζ) with V = (1,2, . . . , |V |) and a map

µ : V →N.
Output: A coarsening (π,G′) of G compatible with µ.

1: ρ←V
2: (ρ,µ)←parallel_sort_by_key(ρ,µ)
3: µ←parallel_adjacent_not_equal(µ)
4: π−1 ←parallel_copy_index_if_non_zero(µ)
5: V ′ ← (1,2, . . . , |π−1|)
6: append_to(π−1, |V |+1)
7: µ←parallel_inclusive_scan(µ)
8: π←parallel_scatter(ρ,µ)
9: for v′ ∈V ′ parallel do {Sum vertex weights.}

10: ζ′(v′)← 0
11: for i =π−1(v′) to π−1(v′+1)−1 do
12: ζ′(v′)← ζ′(v′)+ζ(ρ(i))
13: for v′ ∈V ′ parallel do {Copy neighbours.}
14: V ′ω′

v′ ←;
15: for i =π−1(v′) to π−1(v′+1)−1 do
16: for (u,ω) ∈Vω

ρ(i) do
17: append_to(V ′ω′

v′ , (π(u),ω))

18: for v′ ∈V ′ parallel do {Compress neighbours.}
19: V ′ω′

v′ ← compress_neighbours(V ′ω′
v′ )

We will now discuss the parallel coarsening algorithm described
by algorithm 14, in which the parallel_* functions are slight adapta-
tions of those available in the Thrust template library [HB10]. The for
. . . parallel do construct indicates a for-loop of which each iteration can
be executed in parallel, independent of all other iterations.

We start with an undirected weighted graph G with vertices V =
(1,2, . . . , |V |), vertex weights ζ, and edges E with edge weights ω encoded
in the extended neighbour lists as discussed above. A given map µ : V →
N indicates which vertices should be merged to form the coarse graph.



5.5. PARALLEL COARSENING 127

Algorithm 14 starts by creating an ordered list ρ of all the vertices V ,
and sorting ρ according to µ. The function parallel_sort_by_key(a,b)
sorts b in increasing order and applies the same sorting permutation to
a, and does so in parallel. Consider for example a graph with 12 vertices
and a given µ:

ρ 1 2 3 4 5 6 7 8 9 10 11 12
µ 9 2 3 22 9 9 22 2 3 3 2 4

Then applying parallel_sort_by_key will yield

ρ 2 8 11 3 9 10 12 1 5 6 4 7
µ 2 2 2 3 3 3 4 9 9 9 22 22

We then apply the function parallel_adjacent_not_equal(a) which
sets a(1) to 1, and for 1 < i ≤ |a| sets a(i) to 1 if a(i) 6= a(i −1) and to
0 otherwise. This yields

ρ 2 8 11 3 9 10 12 1 5 6 4 7
µ 1 0 0 1 0 0 1 1 0 0 1 0

Now we know where each group of vertices of G that needs to be
merged together starts. We will store these numbers in the ‘inverse’
of the projection map π, such that we know, for each coarse vertex v′,
what vertices v in the original graph are coarsened to v′. The function
parallel_copy_index_if_non_zero(a) picks out the indices 1 ≤ i ≤ |a|
for which a(i) 6= 0 and stores these consecutively in a list, π−1 in this case,
in parallel.

ρ 2 8 11 3 9 10 12 1 5 6 4 7
µ 1 0 0 1 0 0 1 1 0 0 1 0
π−1 1 4 7 8 11

This gives us the number of vertices in the coarse graph as |π−1| = 5, so
V ′ = (1,2, . . . , |π−1|). To make sure we get a valid range for the last vertex
in G′, at line 6 we append |V | +1 to π−1. Now, we want to create the
map π : V →V ′ relating the vertices of our original graph to the vertices
of the coarse graph. We do this by re-enumerating µ using an inclusive
scan. The function parallel_inclusive_scan(a) keeps a running sum s,
initialised as 0, and updates for 1≤ i ≤ |a| the value s ← s+a(i), storing
a(i)← s.
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ρ 2 8 11 3 9 10 12 1 5 6 4 7
µ 1 1 1 2 2 2 3 4 4 4 5 5
π−1 1 4 7 8 11 13

From these lists, we can see that vertices 3,9,10 ∈ V are mapped to
the vertex 2 ∈ V ′ (so, we should have π(3) = π(9) = π(10) = 2), and from
2 ∈ V ′ we can recover 3,9,10 ∈ V by looking at values of ρ in the range
π−1(2), . . . ,π−1(2+1)−1. From the construction of ρ and µ we know that
we should have that π(ρ(i))=µ(i) for our map π : V →V ′. Note that ρ(i)
is the original vertex in V and µ(i) is the current vertex in V ′. Hence, we
use the c =parallel_scatter(a,b) function, which sets c(a(i))← b(i) for
1≤ i ≤ |a| = |b| in parallel, to obtain π. Now we know both how to go from
the original to the coarse graph (π), and from the coarse to the original
graph (π−1 and ρ). This permits us to construct the extended neighbour
lists of the coarse graph.

Let us look at this from the perspective of a single vertex v′ ∈V ′ in the
coarse graph. All vertices v in the fine graph that are mapped to v′ by π
are given by ρ(π−1(v′)), . . . ,ρ(π−1(v′+1)−1). All vertex weights (line 9) ζ(v)
of these v are summed. By considering all extended neighbour lists Vω

v
(line 13), we can construct the extended neighbour list V ′ω′

v′ of v′. Every
element in the neighbour list is a pair (u,ω) ∈ Vω

v . In the coarse graph,
π(u) will be a neighbour of v′ in G′, so we add (π(u),ω) to the extended
neighbour list V ′ω′

v′ of v′.
After copying all the neighbours, we compress the neighbour lists

of each vertex in the coarse graph by first sorting elements (u′,ω) ∈
V ′ω′

v′ of the extended neighbour list by u′, and then merging ranges
((u′,ω1), (u′,ω2), . . . , (u′,ωk)) in V ′ω′

v′ to a single element (u′,ω1+ω2+·· ·+ωk)
with compress_neighbours.

Afterwards, we have V ′, {V ′ω′
v′ | v′ ∈ V ′}, and ζ′, together with a map

π : V →V ′ compatible with the given µ.

Parallelisation of the Remainder of Algorithm 13

Now that we know how to coarsen the graph in parallel in algorithm 13
by using algorithm 14, we will also look at parallelising the other parts of
the algorithm. We generate matchings µ on the GPU using algorithm 11
from chapter 4, where we perform weighted matching with edge weight
2Ωω({u,v})−ζ(u)ζ(v) (cf. eq. (5.10)), for each edge {u,v} ∈ E.
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Algorithm 15 Algorithm for marking and merging unmatched satellites
in parallel.
Input: Weighted graph G = (V ,E,ω,ζ) and a map µ : V →N.
Output: The map µ, in which satellite vertices have been matched to

non-satellite vertices.
1: for v ∈V parallel do {Mark unmatched satellites.}
2: if |µ−1({µ(v)})| = 1 and cp(v)≤ 1

2 then
3: σ(v)← true
4: else
5: σ(v)← false
6: for v ∈V parallel do {Merge unmatched satellites.}
7: if σ(v) then
8: ubest ←∞
9: wbest ←−∞

10: for u ∈Vv do
11: w ← 2Ωω({u,v})−ζ(u)ζ(v)
12: if w > wbest and not σ(u) then
13: wbest ← w
14: ubest ← u
15: if ubest 6=∞ then
16: µ(v)←µ(ubest)

Satellites can be marked and merged in parallel as described by al-
gorithm 15, where the matching algorithm indicates that a vertex has
not been matched to any other vertex by using a special value for µ, such
that the validity of |µ−1({µ(v)})| = 1 can be checked very quickly. Note
that in this case the gain of merging a satellite with a non-satellite as
described by eq. (5.10) is only an approximation, since we can merge
several satellites simultaneously in parallel.

In algorithm 13 (line 11), we can also keep track of clusters in parallel.
We create a clustering map κ : V →N that indicates the cluster index of
each vertex of the original graph, such that for i = 0,1, . . ., our clustering
will be C i = {{v ∈V | κi(v)= k} | k ∈N} (i.e., vertices u and v belong to the
same cluster precisely when κi(u)= κi(v)). Initially we assign all vertices
to a different cluster by letting κ0(v) ← v for all v ∈ V . After coarsening,
the clustering is updated at line 11 by setting κi+1(v)←πi(κi(v)). We do
this in parallel using c ←parallel_gather(a,b), which sets c(i)← b(a(i))
for 1≤ i ≤ |a| = |c|.
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Note that unlike [Zhu+08; OGS10], we do not employ a local refine-
ment strategy such as Kernighan–Lin [KL70] to improve the quality of
the obtained clustering from algorithm 13, because such an algorithm
does not lend itself well to parallelisation. This is primarily caused by
the fact that exchanging a single vertex between two clusters changes
the total weight of both clusters, leading to a change in the modularity
gain of all vertices in both the clusters. A parallel implementation of the
Kernighan–Lin algorithm for clustering is therefore even more difficult
than for graph partitioning [HL95; KK95], where exchanging vertices
only affects the vertex’s neighbours. Remedying this is an interesting
avenue for further research. A discussion of how to adapt the Kernighan–
Lin heuristic for graph partitioning to modularity clustering is provided
in [Cat+13, Section 3.1].

To improve the performance of algorithm 13 further, we make use of
two additional observations. We found during our clustering experiments
that the modularity would first increase as the coarsening progressed
and then would decrease after a peak value was obtained, as is also
visible in [New04, Figure 6 and 9]. Hence, we stop algorithm 13 after the
current modularity drops below 95% (to permit small fluctuations) of the
highest modularity encountered thus far.

The second optimisation makes use of the fact that we do not perform
uncoarsening steps in algorithm 13 (although with the data generated by
algorithm 14 this is certainly possible), which makes it unnecessary to
store the entire hierarchy G0, G1, G2, . . . in memory. Therefore, we only
store two graphs, G0 and G1, and coarsen G0 to G1 as before, but then
we coarsen G1 to G0, instead of a new graph G2, and alternate between
G0 and G1 as we coarsen the graph further.

5.6 Results
Algorithm 13 was implemented using NVIDIA’s Compute Unified De-
vice Architecture (CUDA) language together with the Thrust template
library [HB10] on the GPU and using Intel’s Threading Building Blocks
(TBB) library on the CPU. The experiments were performed on a com-
puter equipped with two quad-core 2.4 GHz Intel Xeon E5620 processors
with hyperthreading (we use 16 threads), 24 GiB RAM, and an NVIDIA
Tesla C2075 with 5375 MiB global memory. It is important to note that
the clustering times listed in tables 5.1 and 5.2 and fig. 5.3 do include
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data transfer times from CPU to GPU, but not data transfer from hard
disk to CPU memory. On average, 5.5% of the total running time is
spent on CPU–GPU data transfer. The recorded time and modularity
are averaged over 16 runs, because of the use of random numbers in
the matching algorithm [FB12]. These are generated using the TEA-4
algorithm [ZOC10] to improve performance.

The modularity of the clusterings generated by the CPU implemen-
tation is generally a little higher (e.g., eu-2005) than those generated
by the GPU. The difference between both algorithms is caused by the
matching stage of algorithm 13. For the GPU implementation, we always
generate a maximal matching to coarsen the graph as much as possible,
even if including some edges {u,v} ∈ E with 2Ωω({u,v})−ζ(u)ζ(v)< 0 will
decrease the modularity. This yields a fast algorithm, but has an adverse
effect on the obtained modularity. For the CPU implementation, we only
include edges {u,v} ∈ E which satisfy 2Ωω({u,v})− ζ(u)ζ(v) ≥ 0 in the
matching, such that the modularity can only be increased by each match-
ing stage. This yields higher modularity clusterings, but will slow down
the algorithm if only a few modularity-increasing edges are available (if
there are none, we perform a single matching round where we consider
all edges).

Comparing table 5.1 with modularities from [OGS10, Table 1] for
karate (0.412), jazz (0.444), email (0.572), and PGPgiantcompo (0.880),
we see that algorithm 13 generates clusterings of lesser modularity.
We attribute this to the absence of a local refinement strategy in algo-
rithm 13, as noted in section 5.5. The modularity of the clusterings of ir-
regular graphs from the kronecker/ categories is an order of magnitude
smaller than those of graphs from other categories. We are uncertain
about what causes this behaviour.

Algorithm 13 is fast: for the road_central graph with 14 million
vertices and 17 million edges, the GPU generates a clustering with mod-
ularity 0.996 in 4.6 seconds, while for uk-2002, with 19 million vertices
and 262 million edges, the CPU generates a clustering with modularity
0.974 in 30 seconds. In particular, for clustering of nearly regular graphs
(i.e., where the ratio

(
maxv∈V deg(v)

)
/
(
minv∈V deg(v)

)
is small) such as

street networks, the high bandwidth of the GPU enables us to find high-
quality clusterings in very little time (table 5.2). Furthermore, fig. 5.3a
suggests that in practice, algorithm 13 scales linearly with the number
of edges of the graph, while fig. 5.3b shows that the parallel performance
of the algorithm scales reasonably with the number of available cores,
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Figure 5.3: In (a), we show the clustering time required by algorithm 13
for graphs from the 10th DIMACS challenge [Bad+12] test set (categories
clustering/, streets/, coauthor/, kronecker/, matrix/, random/,
delaunay/, walshaw/, dyn-frames/, and redistrict/). In (b), we show
the parallel scaling of the TBB implementation of algorithm 13 as a
function of the number of threads, normalised to the time required by a
single-threaded run for graphs rgg_n_2_k_s0.
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G |V | |E| mod1 t1 %1 mod2 t2
karate 34 78 0.363 0.020 13 0.387 0.004
dolphins 62 159 0.453 0.027 7 0.485 0.007
chesapeake 39 170 0.186 0.024 7 0.220 0.005
lesmis 77 254 0.444 0.023 8 0.528 0.006
adjnoun 112 425 0.247 0.032 5 0.253 0.009
polbooks 105 441 0.437 0.034 6 0.472 0.008
football 115 613 0.412 0.033 5 0.455 0.009
c...metabolic 453 2,025 0.374 0.055 3 0.394 0.013
celegansneural 297 2,148 0.390 0.055 3 0.441 0.011
jazz 198 2,742 0.314 0.048 4 0.372 0.010
netscience 1,589 2,742 0.948 0.060 4 0.955 0.040
email 1,133 5,451 0.440 0.078 2 0.479 0.021
power 4,941 6,594 0.918 0.066 3 0.925 0.033
hep-th 8,361 15,751 0.795 0.093 2 0.809 0.070
polblogs 1,490 16,715 0.330 0.129 1 0.396 0.039
PGPgiantcompo 10,680 24,316 0.809 0.095 3 0.842 0.040
cond-mat 16,726 47,594 0.788 0.122 2 0.798 0.083
as-22july06 22,963 48,436 0.607 0.184 1 0.629 0.036
cond-mat-2003 31,163 120,029 0.674 0.195 2 0.690 0.103
astro-ph 16,706 121,251 0.588 0.219 1 0.611 0.085
cond-mat-2005 40,421 175,691 0.624 0.248 2 0.639 0.113
pr...Attachment 100,000 499,985 0.214 1.177 0 0.216 0.217
smallworld 100,000 499,998 0.636 0.468 2 0.663 0.175
G_n_pin_pout 100,000 501,198 0.241 0.851 1 0.246 0.231
caida...Level 192,244 609,066 0.768 0.506 2 0.791 0.198
cnr-2000 325,557 2,738,969 0.828 2.075 1 0.904 0.342
in-2004 1,382,908 13,591,473 0.946 4.403 3 0.974 1.722
eu-2005 862,664 16,138,468 0.816 8.874 1 0.890 1.854
road_central 14,081,816 16,933,413 0.996 4.562 11 0.996 13.058
road_usa 23,947,347 28,854,312 - -.- - 0.997 20.227
uk-2002 18,520,486 261,787,258 - -.- - 0.974 29.958

Table 5.1: For graphs G = (V ,E), this table lists the average modularities
mod1,2, eq. (5.2), of clusterings of G generated in an average time of t1,2
seconds by the CUDA1 and TBB2 implementations of algorithm 13. The
‘%1’ column indicates the percentage of time spent on CPU–GPU data
transfer. A ‘-’ indicates that the test system ran out of memory in one of
the runs. Results are averaged over 16 runs. This table lists graphs from
the clustering/ category of the 10th DIMACS challenge [Bad+12].
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G |V | |E| mod1 t1 %1 mod2 t2
luxembourg 114,599 119,666 0.986 0.125 6 0.987 0.138
belgium 1,441,295 1,549,970 0.992 0.440 10 0.993 1.106
netherlands 2,216,688 2,441,238 0.994 0.615 13 0.995 1.716
italy 6,686,493 7,013,978 0.997 1.539 13 0.997 5.256
great-britain 7,733,822 8,156,517 0.997 1.793 13 0.997 5.995
germany 11,548,845 12,369,181 0.997 2.818 14 0.997 9.572
asia 11,950,757 12,711,603 0.998 2.693 15 0.998 9.325
europe 50,912,018 54,054,660 - -.- - 0.999 45.205
coA...Citeseer 227,320 814,134 0.837 0.420 3 0.848 0.225
coA...DBLP 299,067 977,676 0.748 0.592 3 0.761 0.279
cit...Citeseer 268,495 1,156,647 0.643 0.894 2 0.682 0.315
coP...DBLP 540,486 15,245,729 0.640 6.427 1 0.666 2.277
coP...Citeseer 434,102 16,036,720 0.746 6.490 2 0.774 2.272
kron...logn18 262,144 10,582,686 0.025 13.598 0 0.025 2.315
kron...logn19 524,288 21,780,787 0.023 28.752 0 0.023 5.007
kron...logn20 1,048,576 44,619,402 - -.- - 0.022 10.878
kron...logn21 2,097,152 91,040,932 - -.- - 0.020 23.792
333SP 3,712,815 11,108,633 0.983 2.712 7 0.984 4.117
ldoor 952,203 22,785,136 0.945 6.717 2 0.950 2.956
audikw1 943,695 38,354,076 - -.- - 0.857 4.878
cage15 5,154,859 47,022,346 - -.- - 0.682 13.758
memplus 17,758 54,196 0.635 0.160 1 0.652 0.043
rgg_n_2_20_s0 1,048,576 6,891,620 0.974 1.614 5 0.977 1.383
rgg_n_2_21_s0 2,097,152 14,487,995 0.978 3.346 4 0.980 2.760
rgg_n_2_22_s0 4,194,304 30,359,198 - -.- - 0.983 5.799
rgg_n_2_23_s0 8,388,608 63,501,393 - -.- - 0.986 12.035
rgg_n_2_24_s0 16,777,216 132,557,200 - -.- - 0.988 25.139

Table 5.2: Continuation of table 5.1: remaining graphs of the DIMACS
clustering challenge instances. From top to bottom, we list graphs
from the streets/, coauthor/, kronecker/, numerical/, matrix/,
walshaw/, and random/ categories.
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increasingly so as the size of the graph increases. Note that with dual
quad-core processors, we have eight physical cores available, which ex-
plains the smaller increase in performance when the number of threads
is extended beyond eight via hyperthreading.

From fig. 5.3a, we see that while the GPU performs well for large,
|E| ≥ 106, nearly regular graphs, the CPU handles small and irregular
graphs better. This can be explained by the GPU setup time that becomes
dominant for small graphs, and by the fact that for large irregular graphs,
vertices with a higher-than-average degree keep one of the threads oc-
cupied, while the threads treating the other, low-degree, vertices are
already done, leading to a low GPU occupancy (i.e., where only one of
the 32 threads in a warp is still doing actual work). On the CPU, vary-
ing vertex degrees are a much smaller problem because threads are not
launched in warps: they can immediately start working on a new vertex,
without having to wait for other threads to finish. This results in better
performance for the CPU on irregular graphs.

The most costly per-vertex operation is compress_neighbours,
used during coarsening. We therefore expect the GPU to spend more
time, for irregular graphs, on coarsening than on matching. For the reg-
ular graph asia (GPU 3.4× faster), the GPU (CPU) spends 68% (52%)
of the total time on matching and 16% (41%) on coarsening. For the ir-
regular graph eu-2005 (CPU 4.7× faster), the GPU (CPU) spends 29%
(39%) on matching and 70% (57%) on coarsening, so coarsening indeed
becomes the bottleneck for the GPU when the graph is irregular.

The effectiveness of merging unmatched satellites can also be il-
lustrated using these graphs: for asia the number of coarsenings per-
formed in algorithm 13 is reduced from 47 to 37 (1.1× speedup), while for
eu-2005 it is reduced from 10,343 to 25 (55× speedup), with similar mod-
ularities. This explains the good speedup of our algorithm over [Rie+12]
in table 5.3 for eu-2005, while we do not obtain a speedup for belgium.

In the remainder of this section, we will compare our method to the
existing clustering heuristic developed by Riedy et al. [Rie+12]. We use
the same global greedy matching and coarsening scheme (algorithm 13)
to obtain clusters as [Rie+12]. However, our algorithm is different in the
following respects.

Stopping criterion: in [Rie+12] clusters are only merged if this results
in an increase in modularity and if no such merges exist, the algorithm
is terminated. We permit merges that decrease modularity to avoid
getting stuck in a local maximum and continue coarsening as long as the
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modularity is within 95% of the highest encountered modularity so far.

Matching: in [Rie+12] a 1
2 -approximation algorithm is used to gener-

ate matchings, while we use the randomised matching algorithm from
[FB12].

Coarsening: in addition to merging matched edges, we propose a cen-
tre potential to treat star-like subgraphs efficiently, which is not done in
[Rie+12].

Data storage: [Rie+12] uses a clever bucketing approach to only store
each edge once as a triplet, while we use adjacency lists (section 5.5), thus
storing every edge twice. A direct comparison of the performance of the
DIMACS versions of both algorithms is given in table 5.3. We outperform
the algorithm from [Rie+12] in terms of quality. A fair comparison of
computation times is hard because of the different test systems that
have been used: we (t1 and t2) used two quad-core 2.4 GHz Intel Xeon
E5620 processors with a Tesla C2050, while the algorithm from [Rie+12]
used four ten-core 2.4 GHz Intel Xeon E7-8870 processors (tO) and a Cray
XMT2 (tX).

5.7 Conclusion

In this chapter, we have presented a fine-grained shared-memory paral-
lel algorithm for graph coarsening, algorithm 14, suitable for both multi-
core CPUs and GPUs. Through a greedy agglomerative clustering heuris-
tic, algorithm 13, we try to find graph clusterings of high modularity to
measure the performance of this coarsening method. Our parallel clus-
tering algorithm scales well for large graphs if the number of threads is
increased, fig. 5.3b, and can generate clusterings of reasonable quality
in very little time, requiring 4.6 seconds to generate a modularity 0.996
clustering of a graph with 14 million vertices and 17 million edges.

An interesting direction for future research would be the develop-
ment of a local refinement method for clustering that scales well with
the number of available processing cores, and that can be implemented
efficiently on GPUs. This would greatly benefit the quality of the gener-
ated clusterings.
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6

Partitioning

This chapter combines the matching algorithm from chapter 4 and part
of the coarsening algorithm from chapter 5 to create a graph partitioning
algorithm that runs entirely on the GPU. To facilitate the reading of
this chapter, we have added a small flow chart to indicate the relevant
sections from the previous chapters below, as well as the dependencies
between the theoretical sections of this chapter:

§6.1 §6.2

§6.3 §6.4 §6.5

§6.6

§6.7
§1.5
§1.6

§4.3 §5.4 §5.5

6.1 Introduction
As stated in section 1.9, the main goal of this thesis is to create a graph
partitioning algorithm that is suitable for GPUs.

In this chapter, we will combine the matching algorithm from
chapter 4 and the coarsening algorithm from chapter 5 to create a full
multi-level graph partitioning algorithm that can be run effectively on
GPUs, or any other fine-grained shared-memory parallel architecture.
To verify that this GPU algorithm is able to provide good partitionings
in reasonable time, we compare it to the serial METIS graph partitioner
developed by Karypis and Kumar [KK98b]. We will also address a few of
the problems that arose in chapters 4 and 5, in particular the decreased
performance for graphs with vertices that have a wildly varying degree
distribution. By using a general matrix–vector multiplication and by

139
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reformulating part of the coarsening algorithm, we are better able to use
the computing power offered by the GPU.

Throughout this chapter, we will consider weighted undirected
graphs without self-edges, since self-edges do not contribute to a par-
titioning of the graph’s vertices.

Using a recursive bipartitioning algorithm, such as [Bis+12, Algo-
rithm 6], we can generate partitionings of G into k parts by repeatedly
splitting parts of G into two parts. Therefore, we will restrict ourselves
to creating bipartitionings Π of G. However, for recursive bipartition-
ing algorithms to be able to satisfy the balancing requirements of prob-
lem 1.5.2, it is necessary to consider a variant of this problem, discussed
below.

Problem 6.1.1. Let G = (V ,E,ω,ζ) be a weighted graph without self-
edges and 0< ζlo ≤ ζhi.

The skewed graph bipartitioning problem is finding a bipartitioning
Π : V → {1,2} of G such that

ζ ({v ∈V | Π(v)= 1})≤ ζlo, ζ ({v ∈V | Π(v)= 2})≤ ζhi, (6.1)

and
EC(Π) is minimal. (6.2)

For example, when we partition a graph into three equal-weighted
parts with imbalance ε≥ 0 using two bipartitionings, the first bipartition-
ing step necessarily has to divide the graph into two parts that have a 1:2
vertex weight ratio, which can be achieved by choosing ζlo = 1

3 (1+ε)ζ(V )
and ζhi = 2

3 (1+ε)ζ(V ). We can view problem 6.1.1 as the graph partition-
ing problem 1.5.2 for k = 2, Θ=EC, and ε≥ 0 by choosing

ζlo = ζhi =
(
1+ε

2

)
ζ(V ).

Throughout this chapter, we will identify G with its sparse weighted
adjacency matrix A = A(G) ∈R|V |×|V |, with entries

auv =
{
ω({u,v}) {u,v} ∈ E

0 {u,v} ∉ E.

Since we assume graphs to have no self-edges, the diagonal of A(G) will
always be zero. We furthermore consider all sets (e.g., the set of all edges
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Algorithm 16 Multi-level bipartitioning algorithm to solve prob-
lem 6.1.1.
Input: Weighted graph G = (V ,E,ω,ζ) and 0< ζlo ≤ ζhi.
Output: Bipartitioning Π : V → {1,2} satisfying eq. (6.1).

1: G0 = (V 0,E0,ω0,ζ0)←G
2: i ← 0
3: while G i is too large do {Repeatedly coarsen the graph.}
4: Create a matching µ in G i (algorithm 18).
5: Extend µ to efficiently coarsen star graphs (algorithm 19).
6: Coarsen G i according to µ to obtain (πi,G i+1) (algorithm 20).
7: i ← i+1
8: if we use greedy partitioning then
9: Create initial bipartitioning Πi for G i (algorithm 21).

10: while i > 0 do
11: i ← i−1
12: for v ∈V i parallel do Πi(v)←Πi+1(πi(v))
13: Refine Πi for G i (algorithm 22).
14: Π←Π0

15: else if we use spectral partitioning then
16: Determine initial Fiedler vector xi of G i.
17: while i > 0 do
18: i ← i−1
19: for v ∈V i parallel do xi(v)← xi+1(πi(v))
20: Refine xi for G i (algorithm 23).
21: Convert x0 to a balanced bipartitioning Π of G (algorithm 24).
22: return Π

of a graph) to be stored in computer memory and therefore to have an
intrinsic ordering. This facilitates discussing the sorting of such sets.

There are two multi-level approaches (algorithm 16, also see
section 1.6) that we will use to solve problem 6.1.1: greedy graph parti-
tioning and spectral graph partitioning. With greedy graph partitioning,
we directly create a bipartitioning Π and greedily try to reduce EC(Π).
With spectral graph partitioning, we determine an eigenvector, called the
Fiedler vector and denoted by x in algorithm 16, of the graph’s Laplacian
matrix and use this eigenvector to create the final bipartitioning.
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Before we discuss both approaches, we would like to first consider a
parallel primitive that is essential for almost all algorithms from this
chapter. Afterwards, we will explain implementing all stages of algo-
rithm 16 on the GPU in more detail.

6.2 General Sparse Matrix–Vector
Multiplication

When formulating the parallel graph partitioning algorithm, we noticed
that there was one operation that was used repeatedly during matching
and refinement: a general sparse matrix–vector multiplication (GSpMV).
To formulate matrix–vector multiplication in a more general context, we
will follow McColl’s description of the algebraic path problem in [McC93,
p. 349]. Our formulation is slightly more general than McColl’s to allow
us to perform all algorithms with the same procedure. Only associativity
and commutativity of addition are essential for efficient parallel reduc-
tions, while distributivity of addition over multiplication is not useful for
matrix–vector multiplication.

Definition 6.2.1 (Commutative monoid). A commutative monoid is a
triplet (T,⊕,0), where the map ⊕ : T ×T → T (called addition) satisfies
the following properties for all a,b, c ∈ T:

1. (a⊕b)⊕ c = a⊕ (b⊕ c) (associativity),

2. a⊕b = b⊕a (commutativity),

3. a⊕0= 0⊕a = a (identity).

In our general sparse matrix–vector multiplication, we replace addi-
tion in ordinary matrix–vector multiplication,

zi =
n∑

j=1
ai j x j, (1≤ i ≤ m),

by the addition operator ⊕ of a commutative monoid. Multiplication is
replaced by a more general combine operator, which, instead of multi-
plying the nonzero entry ai j with the corresponding vector component
x j, combines the three values yi, ai j, and x j to a single value that is then
added to zi using ⊕. Apart from the vector component x j corresponding
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to matrix column j, we also permit the retrieval of a component yi for
matrix row i when processing matrix element ai j. This permits us to
rewrite more complicated parallel operations as a single general sparse
matrix–vector multiplication.

The general sparse matrix–vector multiplication algorithm using
these operators is given in algorithm 17. In this algorithm, for a given
matrix A ∈ Rm×n, we denote the set of nonzero column indices for a given
row by (cf. eq. (2.4))

Ji(A) := {1≤ j ≤ n | ai j 6= 0}, (1≤ i ≤ m).

Algorithm 17 General sparse matrix–vector multiplication z ←
gspmvT (I, y, A, x).
Input: A tuple T = (Q,R,S,combine,T,⊕,0), where (T,⊕,0) is a com-

mutative monoid, combine : Q×R×S → T, y ∈Qm, A ∈ Rm×n, x ∈ Sn,
z ∈ Tm, and I ⊆ {1, . . . ,m}.

Output: All components zi for i ∈ I are updated by a sparse matrix–
vector multiplication.

1: for i ∈ I do
2: zi ← 0
3: for j ∈ Ji(A) do
4: zi ← zi ⊕combine(yi,ai j, x j)

Note that with Q = R = S = T =R, I = {1, . . . ,m}, and

a⊕b = a+b and combine(yi,ai j, x j)= ai j x j,

algorithm 17 reduces to ordinary sparse matrix–vector multiplication.
During general sparse matrix–vector multiplication, the values of the

vector z are updated only for the indices in a set I ⊆ {1, . . . ,m}, while we
perform the reduction over all columns. This is done because it would
yield no performance benefit to skip certain column indices while travers-
ing the sparse rows of A, in contrast to calculating just a few entries of
z, which can be done efficiently by using I. Furthermore, we often only
want to update part of the vector z, not calculate the entire vector from
scratch.
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We have implemented algorithm 17 in parallel using the GPU Com-
pressed Sparse Row (CSR) sparse matrix–vector multiplication algo-
rithm from CUSP [BG09; BG12]. It is important that this implemen-
tation is efficient, since algorithm 17 is one of the most time-consuming
operations of the partitioning algorithm.

Note that algorithm 17 is similar to the MapReduce parallel program-
ming model by Dean and Ghemawat [DG08], where the Map and Reduce
stages of this model correspond to the combine and ⊕ operations in algo-
rithm 17, respectively. However, both algorithms are not quite the same.
MapReduce is far more general and set up to facilitate Mapping and Re-
ducing of arbitrary key-value pairs, where both operations can create an
arbitrary number of new key-value pairs. We, on the other hand, always
map a triplet of values (yi,ai j, x j) to a single value with combine and
reductions always yield a single value per matrix row. Furthermore, the
triplets that are processed by algorithm 17 are completely determined
by a given sparse matrix.

The MapReduce programming model is a good candidate for gen-
eralising the presented algorithms to distributed-memory parallel
architectures.

Now that we have algorithm 17, we can discuss the tools necessary
to perform graph coarsening in algorithm 16.

Unless stated otherwise, the matrix A used in algorithm 17 will be
G’s |V | × |V | sparse weighted adjacency matrix1, with R = R such that
auv =ω({u,v}) for {u,v} ∈ E and auv = 0 for {u,v} ∉ E. The tuple T from
algorithm 17 will be described in the text accompanying the algorithms
that use general sparse matrix–vector multiplications.

6.3 Matching
To generate matchings in parallel, we will use algorithm 11 from chap-
ter 4, illustrated in fig. 4.1. However, to implement this algorithm more
efficiently (particularly for graphs with strongly varying vertex degrees),
we will reformulate it using general sparse matrix–vector multiplications.
Let

N∗ :=N∪ {blue,red,dead}.
1For notational convenience, we assume that we also have access to the row and

column indices of A’s nonzeros without explicitly storing them in R.
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As done in chapter 4, eq. (4.1), we view the matching M ⊆ E that we wish
to create as a map µ : V →N∗ such that {u,v} ∈ M if and only if µ(u)=µ(v)
and µ(u),µ(v) ∈ N. We use µ to store both the matching indices and the
colours of all vertices and initialise µ(v)=blue for all v ∈V to start with
an empty matching. We then perform the following steps for a desired
number of iterations, or until the matching is maximal.

Colour. We randomly determine the blue/red colour of the vertex
in µ in parallel using the Tiny Encryption Algorithm (TEA-4) [ZOC10].
Furthermore, we take the value p = 0.53406 . . . from eq. (4.4) as the
probability p of colouring a vertex blue.

Propose. The blue vertices propose via a general sparse matrix–vector
multiplication. In [HSS10] it is observed that contracting edges {u,v} ∈ E
for which the scaled weight

σ(u,v) := ω({u,v})2

ζ(u)ζ(v)
, (6.3)

is high, yields high-quality partitions. Therefore, blue vertices will pro-
pose to neighbours for which this value is high. (The difference between
using the edge weight ω({u,v}) and eq. (6.3) to rate proposals is illus-
trated in fig. 6.1.)

To accommodate weight-scaling in the parallel matching algorithm,
we choose Q =R and let the vector y contain all vertex weights: yu = ζ(u).
We only wish to make proposals to red vertices, so we choose S =R×N∗
and let the vector x consist of all vertex weights and matching values:
xv = (ζ(v),µ(v)). The blue vertices should propose, therefore I will consist
of all rows corresponding to a blue vertex. To combine the vertex weights
and matching values, taking eq. (6.3) into account, we pick T = R×N∗
and define

combine(ζ(u),ω({u,v}), (ζ(v),µ(v)))=
{ (

ω({u,v})2
ζ(u)ζ(v) ,v

)
µ(v)= red,

(−∞,∞) otherwise.

The blue vertex u needs to propose to the red neighbour v for which
σ(u,v) is highest. Therefore, the addition operator will be defined as:

(σ1, p1)⊕ (σ2, p2) :=


(σ1, p1) σ1 >σ2
(σ2, p2) σ1 <σ2

(σ1,min{p1, p2}) σ1 =σ2,
(6.4)

such that (R×N∗,⊕, (−∞,∞)) is a commutative monoid. This gives us all
ingredients necessary, as a tuple T p, to calculate a vector zp of proposals
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with components zp
u = (σ(u, p(u)), p(u)) for all blue vertices u, with a

general sparse matrix–vector multiplication.

Respond. Letting the red vertices respond to proposals from blue
vertices is done in a similar way as making the proposals. Note that
eq. (6.3) is symmetric with respect to u and v, and that these values have
already been stored in zp for all made proposals. Therefore, we do not
need to evaluate eq. (6.3) again when making responses: we take Q =;.
Let T be the same as in the propose stage, with ⊕ given by eq. (6.4). We
take S = T, because red vertices can only respond to proposals made
specifically to them by blue vertices, and let xv = (σ(v, p(v)), p(v)) ∈ T be
the proposal made by the blue vertex v to the red vertex p(v) during the
propose stage. Choose

combine(·,ω({u,v}), (σ(v, p(v)), p(v)))=
{

(σ(v, p(v)),v) p(v)= u,
(−∞,∞) otherwise.

Then, a general sparse matrix–vector multiplication will give us a vector
zr of responses with components zr

u = (σ(p(u),u), p(u)) for all red vertices
u. Denote the associated tuple by T r.

Match. We extend the matching by adding all compatible proposal-
response pairs. Since the set of all blue vertices and the set of all red
vertices are disjoint, so are the updated components in zp and zr. There-
fore, we combine them in a single vector z = zp ⊕ zr using eq. (6.4).

Suppose u,v ∈V are vertices that form a propose-respond pair, such
that p(u)= v and p(v)= u. To match u and v, we update µ(u) and µ(v) to
the same value min{u,v}=min{u, p(u)}=min{p(v),v}.

If u issued a proposal that is not responded to, then p(p(u)) 6= u. If u
had no neighbours at all to propose or respond to, then p(u)=∞. In both
cases we set µ(u) to blue to indicate that u is still unmatched.

Discard. In this stage we discard all vertices that are unmatched,
i.e., the vertices u for which µ(u) = blue after the matching stage, and
that have no unmatched neighbours. (Because these vertices can never
be added to the current matching, we do not want to consider them
in subsequent matching rounds.) We do so by setting µ(u) to dead
for all unmatched vertices u without unmatched neighbours, using a
general sparse matrix–vector multiplication. We take Q = ;, S = N∗,
T = {true,false}, and let x consist of all matching values, xv = µ(v) for
v ∈ V . The combine operator will return true if the neighbour under
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consideration is unmatched and false otherwise:

combine(·,ω({u,v}),µ(v))=
{

true µ(v) ∈ {blue,red},
false otherwise.

A vertex should be considered as long as it possesses at least a single
unmatched neighbour. Therefore, we reduce using an or operation, such
that ({true,false}, or ,false) is a commutative monoid. Then, a general
sparse matrix–vector multiplication will give us a vector znd indicating
which vertices should be considered for the next matching round. Denote
the associated tuple by T nd. If all unmatched vertices are dead we have
a maximal matching and stop the matching algorithm.

The entire matching algorithm is summarised in algorithm 18. Note
that the general sparse matrix–vector multiplication is the backbone
of the matching algorithm. Therefore, if algorithm 18 were to be im-
plemented on a distributed-memory parallel architecture, the general
matrix–vector multiplication is likely to be the most expensive operation
in terms of communication time. Compare this to the parallel distributed-
memory matching algorithm by Patwary, Bisseling, and Manne, where
it is established that, for their algorithm, the communication volume
is proportional to that of a parallel sparse matrix–vector multiplication
[PBM10b, Section 2.3].

6.4 Matching Extension
Because coarsening slows down on star-like subgraphs, we will extend
the matching by also matching non-neighbouring vertices that have a
similar set of neighbours [HR98], see fig. 5.2b. Using the centre poten-
tial from eq. (5.12), which works well for modularity clustering, yields
partitionings of poor quality when minimising the edge cut. We attribute
this to the fact that coarsening by merging non-centre vertices with cen-
tre vertices is very aggressive: many vertices may be merged together
in a single coarsening step. However, using the strategy from fig. 5.2b,
we merge every vertex with at most one other vertex at each coarsening
step. The greater number of coarsening levels increases the run-time
of algorithm 16, but also permits better refinement of the partitioning
during uncoarsening, thereby reducing the edge cut.

In the following discussion, suppose we have already created a max-
imal matching µ using algorithm 18, which we would like to extend
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Algorithm 18 Parallel graph matching algorithm. An adaptation of
algorithm 11 to use general sparse matrix–vector multiplications.
Input: Weighted graph G = (V ,E,ω,ζ).
Output: A maximal matching M ⊆ E, represented by µ : V → N∗ such

that {u,v} ∈ M iff. µ(u)=µ(v) and µ(u),µ(v) 6=dead.
1: for v ∈V parallel do µ(v)←blue
2: I ←V
3: while I 6= ; do
4: for v ∈ I parallel do

5: µ(v)←
{

blue with probability 0.53406 . . .
red otherwise.

6: zp(v)← (−∞,∞)
7: zr(v)← (−∞,∞)
8: zp ← gspmvT p({v ∈ I | µ(v)=blue},ζ, A(G), (ζ,µ))
9: zr ← gspmvT r({v ∈ I | µ(v)= red}, ·, A(G), zp)

10: z = (σ, p)← zp ⊕ zr (eq. (6.4))
11: for v ∈ I parallel do
12: if p(v)<∞ and p(p(v))= v then µ(v)←min{v, p(v)}
13: else µ(v)←blue
14: znd ← gspmvT nd(I, ·, A(G),µ)
15: for v ∈ I parallel do
16: if not znd(v) then µ(v)←dead
17: I ← {v ∈V | µ(v)=blue}

by matching unmatched non-neighbouring vertices that have the same
neighbours.

Suppose we have u,v ∈ V such that Vu = Vv. (This is only possible
if u and v are not neighbours, since v ∉ Vv.) Then, the sum of all vertex
indices in Vu equals the sum of all vertex indices in Vv and is therefore
useful as a hash value to compare Vu and Vv:∑

w∈Vu

w = ∑
w∈Vv

w.

The converse is not true (e.g., Vu = {2,5} and Vv = {3,4}), so merging
vertices for which the sum of all neighbour indices is equal can lead to
low-quality coarsenings. Furthermore, if we have a group of vertices
that share the same sum of neighbour indices, determining which pairs
of vertices in this group have exactly the same set of neighbours is costly.
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Therefore, we will merge two vertices u,v ∈V if they satisfy the following
requirements:

• u and v are unmatched with respect to µ (since µ is a maximal
matching by assumption, this means that u and v are not neigh-
bours),

•
∑

w∈Vu w =∑
w∈Vv w,

• max{w ∈Vu}=max{w ∈Vv}.

The last condition will ensure that u and v share at least a single neigh-
bour, such that, even if the neighbour sets are different but the sums
of neighbour indices are the same, we will not accidentally match two
vertices that are far apart in G.

The sum and maximum of all neighbour indices is determined using
a general sparse matrix–vector multiplication. We do not need to pass
vertex-dependent values in y and x (we only need the neighbour indices),
so we can take Q = S =; and have a simple combine operation:

combine(·,ω({u,v}), ·)= (v,v).

We wish to calculate both the sum and the maximum of all neighbour
indices, so we take T =N×N and define

(a1,b1)⊕ (a2,b2)= (a1 +a2,max{b1,b2}).

This makes (N×N,⊕, (0,0)) a commutative monoid. A general sparse
matrix–vector multiplication will now give us a vector z with as com-
ponents the sum and maximum of all neighbour indices, for all un-
matched vertices u. Denote the associated tuple by T pm. We then sort
all unmatched vertices lexicographically by their components in z and
match subsequent vertices pairwise if they share the same z-value. Al-
gorithm 19 summarises this procedure.

6.5 Coarsening
The parallel coarsening algorithm used in algorithm 16 will be based on
algorithm 14 from chapter 5. However, compressing all neighbours is
a very costly operation for irregular graphs, see section 5.6, because of
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Algorithm 19 Parallel algorithm that extends a given graph matching
to expedite coarsening of star-like graphs by matching unmatched non-
neighbouring vertices that share a similar set of neighbours [HR98].
Input: Weighted graph G = (V ,E,ω,ζ) and matching µ : V → N∗ from

algorithm 18.
Output: A map µ : V →N∗.

1: I ← {v ∈V | µ(v)=dead}
2: z ← gspmvT pm(I, ·, A(G), ·)
3: zI ←parallel_gather(I, z)
4: (I, zI)←parallel_sort_by_key(I, zI)
5: for i = 1 to |I|−1 step 2 parallel do
6: if µ(I(i))=µ(I(i+1))=dead and zI(i)= zI(i+1) then
7: µ(I(i))←min{I(i), I(i+1)}
8: µ(I(i+1))←min{I(i), I(i+1)}
9: for i = 2 to |I|−1 step 2 parallel do

10: if µ(I(i))=µ(I(i+1))=dead and zI(i)= zI(i+1) then
11: µ(I(i))←min{I(i), I(i+1)}
12: µ(I(i+1))←min{I(i), I(i+1)}

GPU warp divergence for vertices with varying degrees. To remedy this,
we will implement an algorithm with a worse time-complexity, but which
maps well to GPU architectures.

Let G = (V ,E,ω,ζ) be a weighted graph and µ : V → N a map which
indicates the desired coarsening (π,G′) (cf. definition 1.6.2) in the fol-
lowing sense: µ(u) = µ(v) if and only if π(u) = π(v). It is permitted that
more than two vertices share the same µ-value. The map µ will, in
the partitioning algorithm, be generated by algorithm 18, possibly fol-
lowed by algorithm 19. However, since we do not want to merge all
unmatched vertices to a single vertex, we set µ(v)← v for all v ∈V with
µ(v) ∈ {blue,red,dead} before passing µ to the coarsening algorithm.

The first stage of the coarsening algorithm will be the same as in
algorithm 14: we re-enumerate µ to obtain π. For an explanation of this
procedure and the involved parallel primitives, we refer the reader to
section 5.5.

After obtaining π : V → V ′, we use an approach different from algo-
rithm 14. A problem with algorithm 14 is that the amount of work per
GPU thread depends directly on the degree of the vertex that particu-
lar thread is processing. In particular, compressing the neighbour lists
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(i.e., sorting indices and summing edge weights for neighbours that are
merged to a single vertex) requires

O

 ∑
v′∈V ′

 ∑
v∈V

π(v)=v′

deg(v)

 log

 ∑
v∈V

π(v)=v′

deg(v)


 (6.5)

time, where we sum over all vertices v′ ∈ V ′ in the coarse graph. This
means that most threads in a warp will be idle if a single thread has to
process a high-degree vertex v′.

To circumvent this problem, we use a more brute-force approach. In
parallel, we calculate the projected edges {π(u),π(v)} for all {u,v} ∈ E
and sort these lexicographically, applying the same sorting permutation
to the edge weights in ω using parallel_sort_by_key. This is a more
costly sorting operation, O (|E| log |E|) instead of eq. (6.5), but it is able to
fully utilise the computing power of the GPU [SHG09], regardless of the
degree distribution of the graph’s vertices.

Before sorting the coarsened edges, we remove all self-edges
using parallel_remove_self_edges(ω′,E′), which deletes all entries
(ω′({π(u),π(v)}), {π(u),π(v)}) from (ω′,E′) with π(u)=π(v), in parallel.

After sorting the coarsened edges, we calculate all coarse edge
weights by using a parallel reduction by key. The parallel reduction
by key (c,d)←parallel_reduce_by_key(a,b), for |a| = |b|, sums all ele-
ments in a that share the same key in b, in parallel:

c ←;
d ←;
i ← 1
while i < |b| do

s ← a(i)
j ← i+1
while j < |b| and b( j)= b(i) do

s ← s+a( j)
j ← j+1

append_to(c,b(i))
append_to(d, s)
i ← j

By performing a parallel reduction on the sorted edge weights and the
sorted projected edges, we obtain E′ and ω′.
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The summed vertex weights, ζ′, are also obtained using a parallel
reduction of the original vertex weights after a O (|V | log |V |) sort, both
using the projected vertex indices π(v) as sorting/reduction keys for ζ(v).
This is more GPU-friendly than traversing all vertices that are projected
to a single vertex per thread and summing their vertex weights, as is
done in algorithm 14. The entire coarsening algorithm is summarised in
algorithm 20.

Algorithm 20 Parallel graph coarsening algorithm, adaptation of algo-
rithm 14.
Input: Weighted graph G = (V ,E,ω,ζ) and map µ : V →N.
Output: A coarsening (π,G′) of G such that π(u)=π(v) iff. µ(u)=µ(v).

1: I ←V
2: (I,µ)←parallel_sort_by_key(I,µ)
3: µ←parallel_adjacent_not_equal(µ)
4: µ←parallel_inclusive_scan(µ)
5: π←parallel_scatter(I,µ)
6: ω′ ← {ω({u,v}) | {u,v} ∈ E}
7: E′ ← {{π(u),π(v)} | {u,v} ∈ E}
8: (ω′,E′)←parallel_remove_self_edges(ω′,E′)
9: (ω′,E′)←parallel_sort_by_key(ω′,E′)

10: (ω′,E′)←parallel_reduce_by_key(ω′,E′)
11: ζ′ ← {ζ(v) | v ∈V }
12: V ′ ← {π(v) | v ∈V }
13: (ζ′,V ′)←parallel_sort_by_key(ζ′,V ′)
14: (ζ′,V ′)←parallel_reduce_by_key(ζ′,V ′)

Now that we have parallel matching and coarsening algorithms, we
can perform the coarsening stage of algorithm 16 efficiently on the GPU.

6.6 Greedy Graph Partitioning

Initial Partitioning
We implemented the Greedy Graph Growing partitioning algorithm
(GGGP) [KK98a] on the GPU to generate bipartitionings for small graphs.
We chose GGGP because it offers good quality [KK98a, Table 4] and is
amenable to GPU parallelisation. The GGGP algorithm works by grow-
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ing a part from a given starting vertex by repeatedly adding the highest-
gain (which may be negative) vertex on the boundary of this part. Here,
the gain of a vertex v ∈ V is defined as the decrease of EC(Π) when v is
moved from its current part Π(v) ∈ {1,2} to the other part 3−Π(v) in the
bipartitioning Π,

gain(v) :=ω ({{u,v} ∈ E | Π(u) 6=Π(v)})
−ω ({{u,v} ∈ E | Π(u)=Π(v)}) . (6.6)

We have implemented GGGP on the GPU as algorithm 21. The al-
gorithm begins with a given starting vertex v1 assigned to part 1 and
all the other vertices assigned to part 2. Then, vertices v2,v3, . . . on the
boundary of parts 1 and 2, i.e., vertices belonging to part 2 but having
at least one neighbour in part 1, are added to part 1. A value of Π(v)= 3
is used to indicate boundary vertices v. This is done until all vertices
belong to part 1, after which the balanced bipartitioning with the lowest
edge cut encountered during the growing of part 1 is returned by the
algorithm.

Note that this algorithm requires O (|V |2) time (because of line 13)
and is therefore not suitable for large graphs. However, we can run the
GGGP algorithm effectively in O (|V |) time by using the GPU’s parallel
architecture (see section 1.8). Suppose G is small enough2 that |V | is
less than the maximum number of threads per block on the GPU and
such that we can store arrays of length |V | in the GPU’s shared memory.
Then, we run the GGGP algorithm in parallel on each block, with a
different starting vertex v1 for each block and take the lowest edge-cut
bipartitioning over all these starting vertices.

G’s weighted adjacency matrix is stored as a dense |V |× |V |-matrix
in global memory and is not changed by the GGGP algorithm, while, per
block, the arrays containing the bipartitioning and the vertex gains are
all stored in the GPU’s shared memory to ensure efficient manipulation.
Within a single block on the GPU, we use |V | threads to perform the
operations at lines 1, 10, 13 and 26 of algorithm 21 in O (1) time, which
reduces the effective overall complexity of the GGGP algorithm from
O (|V |2) to O (|V |). By storing G’s weighted adjacency matrix as a dense
array, the global memory access at line 12 is coalesced. To efficiently
perform a parallel reduction, line 13, in the GPU’s shared memory, we
use the heavily optimised GPU reduction algorithm from Harris et al.

2For our implementation this means that |V | ≤ 256.
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Algorithm 21 Parallel GGGP algorithm [KK98a] to greedily construct
an initial graph partitioning.
Input: Connected weighted graph G = (V ,E,ω,ζ), vertex v1 ∈ V , and

0< ζlo ≤ ζhi.
Output: A bipartitioning Π : V → {1,2} that satisfies eq. (6.1) and has

small EC(Π).
1: for u ∈V parallel do

2: Π(u)←
{

1 u = v1
2 u 6= v1

3: gain(u)←−∑
w∈Vu ω({u,w})

4: plo ← 1
5: ibest ←∞
6: ECbest ←∞
7: ECcur ←−gain(v1)
8: ζcur ← ζ(v1)
9: for i = 2 to |V | do

10: for u ∈Vvi−1 parallel do
11: if Π(u)= 2 then Π(u)← 3
12: gain(u)← gain(u)+2ω({u,vi−1})
13: vi ← argmax{gain(v) | v ∈V ,Π(v)= 3}
14: ECcur ←ECcur−gain(vi)
15: ζcur ← ζcur +ζ(vi)
16: Π(vi)← 1
17: if ECcur <ECbest then
18: if ζcur ≤ ζlo ∧ (ζ(V )−ζcur)≤ ζhi then
19: plo ← 1
20: ibest ← i
21: ECbest ←ECcur
22: else if ζcur ≤ ζhi ∧ (ζ(V )−ζcur)≤ ζlo then
23: plo ← 2
24: ibest ← i
25: ECbest ←ECcur

26: for i = 1 to |V | parallel do

27: Π(vi)←
{

plo i ≤ ibest
3− plo i > ibest



156 CHAPTER 6. PARTITIONING

[Har+07]. Because of the small number of vertices, we run the GGGP
algorithm with each vertex in G as a starting point, resulting in |V |
blocks. This makes the total running time of the initial partitioning
phase O (|V |3) sequentially, but O (|V |2) effectively, because of our parallel
implementation.

After growing a bipartitioning from each starting vertex, we try to
lower the edge cut of all bipartitionings using the Fiduccia–Mattheyses
algorithm [FM82]. This algorithm decreases the edge cut by moving the
vertex that can be moved without violating the balancing constraints,
eq. (6.1), with the highest gain (this gain may be negative), to the other
partition. Each vertex can only be moved once, and the algorithm keeps
track of the bipartitioning with the lowest edge cut that is encountered
during all moves. This refinement algorithm’s implementation is very
similar to algorithm 21.

After refinement, we select the refined bipartitioning (of all |V | bipar-
titionings that we created) with the lowest edge cut as initial balanced
bipartitioning of the graph.

Refinement

At each uncoarsening step of algorithm 16, the bipartitioning Π is im-
proved to lower its edge cut. We considered three refinement algorithms
to do so efficiently in parallel: ParMETIS’ greedy refinement by Karypis
and Kumar [KK99b], the jug of the Danaides diffusive refinement by
Pellegrini [Pel07], and the pass-pair algorithm used by Devine et al.
[Dev+06].

ParMETIS’ refinement works by, for a fixed number of iterations, cre-
ating an independent set of vertices3 U ⊆V and moving all vertices in U
with positive gain to the other partition. The advantage of this method is
that for any two vertices u,v ∈U , u 6= v, if we move u from Π(u) ∈ {1,2} to
the other part 3−Π(u), the gain of v is not influenced by this, as {u,v} ∉ E
because U is an independent set of vertices. This means that the change
in edge cut is exactly the sum of the gains of all moved vertices, regard-

3For a graph G = (V ,E) an independent set of vertices U ⊆ V satisfies {u,v} ∉ E for
all u,v ∈U .
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less of the order in which we perform the moves, permitting doing this in
parallel. Furthermore, using Luby’s algorithm [Lub86], the independent
vertex set can efficiently be determined in parallel.

However, this method has two drawbacks. The first is that the
independent set of vertices can be very small if the graph has a low
diameter, leading to few exchanged vertices at each iteration. The
second drawback is that enforcing the balancing constraints, eq. (6.1),
is hard, because we move vertices from both parts in the bipartitioning
simultaneously and all vertices may have different vertex weights.

The jug of the Danaides refinement method works by taking a small
strip of vertices U ⊆V around the boundary between the two partitions
in Π (e.g., by performing a few breadth-first-search iterations starting
with all vertices v ∈V that have |Π(Vv∪{v})| > 1). The remaining vertices
in part 1, i.e., Π−1({1}) \U, are merged into a single source vertex s1,
and the remaining vertices in part 2 to a single source vertex s2. These
source vertices serve as barrels that leak two liquids into U , scotch from
s1 and anti-scotch (i.e., a negative scotch value) from s2. Every itera-
tion, s1 emits ζ(V )/2 and s2 emits −ζ(V )/2 scotch. Each vertex v ∈ U
leaks ζ(v) scotch or anti-scotch (based on whichever is dominant in v)
and distributes the remaining (anti-)scotch among its neighbours u ∈Vv,
proportional to the weight ω({u,v}). After a fixed number of iterations,
all vertices containing scotch are assigned to part 1 and all vertices con-
taining anti-scotch are assigned to part 2.

The advantage of this method is that it balances both partitions and
parallelises very well. However, it does not directly minimise the edge
cut.

A solution to the balancing problem of the ParMETIS refinement
algorithm and the absence of direct minimisation of the edge cut in
the jug of the Danaides algorithm is offered by the pass-pair algorithm.
Pass-pair works by considering the two parts of the bipartitioning
alternately and moving vertices with non-negative gain from the current
part to the other part. By only moving vertices from part 1 to part 2
or vice versa, it is much easier to enforce the balancing constraints,
compared to ParMETIS. Furthermore, pass-pair also greedily tries to
minimise the edge cut, although it should be noted that the sum of the
gains of all moved vertices is a lower bound on the actually achieved
total gain (i.e., the achieved decrease in edge cut).
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Because of these advantages, we will use the pass-pair method for
our GPU partitioner and show how to implement this method efficiently
on the GPU using general sparse matrix–vector multiplications.

Calculating the boundary. For increased efficiency4 we, just like Pel-
legrini, only consider moving vertices in a narrow strip U ⊆ V around
the boundary between the two partitions in Π. It might be possible
that U = V , but for high-diameter graphs we will generally have that
|U |¿ |V |, making the following operations more efficient. Determining
U is done using general sparse matrix–vector multiplications. We take
Q = S = N and pass the partition-indices in Π such that yu =Π(u) and
xv =Π(v). The combine operation flags all vertices on the boundary with
true, so we take T = {true,false} and

combine(Π(u),ω({u,v}),Π(v))=
{

true Π(u) 6=Π(v),
false Π(u)=Π(v).

As ⊕ operator on T we use the or operator to make
({true,false}, or ,false) a commutative monoid. Then, a general
sparse matrix–vector multiplication will flag all vertices on the bound-
ary between the parts in the bipartitioning, giving us a vector zb. Denote
the associated tuple by T b.

We propagate these flags by taking Q =;, S = {true,false} and pass-
ing the flags xv = zb

v from the previous multiplication,

combine(·,ω({u,v}), zb
v)= zb

v.

Again, we take T = {true,false} with the or operator. With this choice,
each general sparse matrix–vector multiplication will perform a single
breadth-first-search step around all the already flagged vertices. Denote
the associated tuple by T bfs. We take U to be the set of all flagged
vertices after a fixed number of iterations.

Refinement. After determining U, we will consider all vertices in
the intersection of U and part 1. Then, we calculate the gains of all
v ∈ U1 := U ∩Π−1({1}) in parallel with a general sparse matrix–vector
multiplication. We take Q = S = N and pass the partition-indices in Π

4And improved quality, as noted in [Pel07, Section 3.2], since we discard many local
EC-minima by only considering the vertices close to the boundary between the two
partitions.
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such that yu =Π(u) and xv =Π(v). The combine operation calculates all
positive and negative contributions to eq. (6.6),

combine(Π(u),ω({u,v}),Π(v))=
{

ω({u,v}) Π(u) 6=Π(v),
−ω({u,v}) Π(u)=Π(v).

To sum all these contributions we take T = R, such that (R,+,0) is a
commutative monoid. A sparse matrix–vector multiplication will then
give us all gains in a vector zg, such that zg

u = gain(u) for u ∈U1. Denote
the associated tuple by T g.

Note that when we move vertices from part 1 to part 2, the calculated
gains are lower bounds for the actual gains (which depend on the move
order of the vertices). Therefore, we try to move all vertices v ∈U1 that
have gain(v) ≥ 0. To make sure that we satisfy eq. (6.1), we sort all
v ∈U1 by decreasing gain(v) and move the maximum number of highest-
gain vertices with gain(v) ≥ 0 such that we still satisfy the balancing
constraints. The amount of leeway we have in moving vertices from part
1 to part 2 is stored in the variable ζlee. This is much easier than with
the method employed by ParMETIS, because we only move vertices from
part 1 to part 2.

Afterwards, we perform the same algorithm on part 2, moving
vertices with gain ≥ 0 to part 1. We continue doing this for a fixed
number of iterations.

The entire algorithm is summarised in algorithm 22. This algorithm
will guarantee that we satisfy eq. (6.1) at every iteration, while also
greedily trying to decrease the edge cut. Now, we have all components
necessary to perform greedy parallel multi-level graph bipartitioning in
algorithm 16. In the next section we will discuss spectral bipartitioning.

6.7 Spectral Graph Partitioning
In spectral graph partitioning, we use an eigenvector with the second-
smallest eigenvalue of the graph’s Laplacian matrix to partition the
graph into two parts. For an overview of this method, we would like
to refer the reader to [PSL90; Pot97]. We chose to investigate the per-
formance of spectral graph partitioning, because efficient sparse matrix–
vector multiplication on the GPU [BG09] gives us an effective way to use
the GPU’s computing power to refine a Fiedler vector.
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Algorithm 22 Parallel greedy refinement of a given bipartitioning.
Input: Weighted graph G = (V ,E,ω,ζ), 0< ζlo ≤ ζhi, and a bipartitioning

Π : V → {1,2} satisfying eq. (6.1).
Output: Bipartitioning Π : V → {1,2} satisfying eq. (6.1).

1: zb ← gspmvT b(V ,Π, A(G),Π)
2: for a fixed number of iterations do zb ← gspmvT bfs(V , ·, A(G), zb)
3: U ← {v ∈V | zb

v = true}
4: i ← 1
5: for a fixed number of iterations do
6: U i ←U ∩Π−1({i})
7: for j ∈ {1,2} do ζ j ← ζ(Π−1({ j}))
8: zg ← gspmvT g(U i,Π, A(G),Π)
9: U i ← {v ∈U i | zg

v ≥ 0}
10: G i ←parallel_gather(U i, zg)
11: (U i,G i)←parallel_sort_by_key(U i,G i) {Decreasing gain.}
12: Z i ←parallel_gather(U i,ζ)
13: Z i ←parallel_inclusive_scan(Z i)
14: ζlee ← 0
15: if ζi ≤ ζlo and ζ3−i ≤ ζhi then ζlee ← ζhi −ζ3−i

16: if ζ3−i ≤ ζlo and ζi ≤ ζhi then ζlee ←max{ζlee,ζlo −ζ3−i}
17: for v ∈U i parallel do {Move vertices.}
18: if Z i(v)≤ ζlee then Π(v)← 3−Π(v)
19: i ← 3− i

Our multi-level spectral approach is quite similar to that of Barnard
and Simon [BS94], but uses a different graph coarsening scheme and a
different method to refine the Fiedler vector. In [BS94] the graph is coars-
ened using maximal independent vertex sets, whereas we contract pairs
of neighbouring vertices. The Fiedler vector is refined in [BS94] by the
Rayleigh-quotient method, which involves solving a (nearly) degenerate
linear system each iteration. For large graphs and using single-precision
floating-point, this led to numerical instability, which motivated us to
use the Jacobi–Davidson method (algorithm 23) instead, to refine the
Fiedler vector.
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Definition 6.7.1 (Graph Laplacian). Let G = (V ,E,ω) be a weighted
graph.

The Laplacian L(G) ∈R|V |×|V | is defined as (cf. [Fie75, (6)])

L(G)u v :=
{ −ω({u,v}) u 6= v,∑

w∈Vv

ω({w,v}) u = v. (6.7)

We denote the eigenvalues of L(G) by λ1(G)≤λ2(G)≤ ·· · ≤λ|V |(G) (since
L(G) is real and symmetric, all of its eigenvalues are real). The second
smallest eigenvalue λ2(G) is called the algebraic connectivity of G. An
eigenvector of L(G) with eigenvalue λ2(G) is called a Fiedler vector of G.

Theorem 6.7.2. Let G = (V ,E,ω) be a weighted graph.
The Laplacian L(G) satisfies the following properties:

1. L(G) is symmetric positive semidefinite and diagonally dominant,

2. for every x ∈R|V |, we have

〈x,L(G) x〉 = ∑
{u,v}∈E

ω({u,v}) (xu − xv)2, (6.8)

3. λ1(G) = 0 and (1, . . . ,1) is an eigenvector of L(G) with this eigen-
value,

4. λ2(G)> 0 if and only if G is connected,

5. if G is connected, λ2(G) is the minimum of the function

x 7→ 〈x,L(G) x〉
〈x, x〉 , (6.9)

over all x ∈ R|V | that are non-constant (i.e., there is no ξ ∈ R such
that xv = ξ for all v ∈V ).

Proof. This is shown in [Fie75] and Theorem 2.2 of [Moh91].

Geometric Interpretation of the Fiedler Vector
Why do we call L(G) the Laplacian of G and why are we so interested in
its eigenvalues and eigenvectors? To illustrate this, we will investigate
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(a) (b)

Figure 6.2: A circle graph G (a) with vertices V = {1,2, . . . ,n} and edges
E = {{1,2}, . . . , {n−1,n}, {n,1}}, for n = 8, and a Fiedler vector (eq. (6.13)
for α= 1 and β= 1

2 ) of G used to partition G into two parts (b).

the correspondence between L(G) and the Laplacian differential operator
∆ on a simple graph.

Let f ∈C∞(R,R) be a smooth, 2π-periodic function, x ∈R, and h > 0.
Then, using Taylor’s theorem and the intermediate value theorem, we
find that

f (x−h)−2 f (x)+ f (x+h)=
(
f (x)−h f (x)+ 1

2
h2 f ′′(x)

− 1
6

h3 f (3)(x)+ 1
24

h4 f (4)(ξ1)
)

−2 f (x)

+
(
f (x)+h f (x)+ 1

2
h2 f ′′(x)

+ 1
6

h3 f (3)(x)+ 1
24

h4 f (4)(ξ2)
)

= h2 f ′′(x)+ h4

12
f (4)(ξ),

for some ξ ∈ [x−h, x+h]. Hence, we have the following approximation
for the Laplacian of f :

−∆ f (x)=− f ′′(x)= − f (x−h)+2 f (x)− f (x+h)
h2 + h2

12
f (4)(ξ). (6.10)

We can discretise f on a circle graph with an even number of n ver-
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tices (see fig. 6.2a), by setting

h := 2π
n

,

and defining the vector y ∈Rn as

yi := f (x+h i) (6.11)

for 1≤ i ≤ n. Applying the Laplacian L(G) on y yields (take y0 ≡ yn and
yn+1 ≡ y1, as f is periodic)

(L(G)y)i =−yi−1 +2 yi − yi+1

(6.10)= −h2 ∆ f (x+h i)− h4

12
f (4)(ξi),

for ξi ∈ [x+h (i−1), x+h (i+1)] and 1≤ i ≤ n. Therefore, L(G)/h2 is a good
approximation of −∆ on G if we discretise f on G via eq. (6.11) and have
n À 1.5

This also means that we can expect a correspondence between the
eigenvectors of −∆ and L(G). The eigenspace of −∆ with eigenvalue
λ≥ 0 is spanned by

x 7→ cos(
p
λx) and x 7→ sin(

p
λx), (x ∈R).

Similarly, the eigenspace of L(G) with eigenvalue 2
(
1−cos

(
2π k

n
))≥ 0 is

spanned by

i 7→ cos
(
2π

k i
n

)
and i 7→ sin

(
2π

k i
n

)
, (1≤ i ≤ n), (6.12)

for6 0≤ k ≤ n
2 . From this, we know that the algebraic connectivity equals

λ2(G)= 2
(
1−cos

(
2π
n

))
,

with Fiedler vectors (the linear span of eq. (6.12) for k = 1) given by

v(2)
i =α cos

(
2π

i−β
n

)
, (6.13)

5This derivation also holds for higher-dimensional Laplacians where periodic func-
tions are discretised on higher-dimensional torus graphs.

6Note that for k = 0 and k = n
2 , sin(2πk i/n) = 0 for 1 ≤ i ≤ n, which makes those

eigenspaces one-dimensional. For 0< k < n
2 the eigenspace is two-dimensional.
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for all 1 ≤ i ≤ n, α 6= 0, and β ∈ R. These can be used to partition G into
two parts by assigning all vertices i with v(2)

i ≤ 0 to the first part and all
i with v(2)

i > 0 to the second part (see fig. 6.2b).
Note that the eigenvectors, eq. (6.12), form a discrete Fourier-basis

for functions defined on the circle graph. It is actually possible to per-
form a Fourier analysis of embedded graphs by using such eigenvectors.
Consider a graph G = (V ,E) embedded in Rn via coordinate functions
xi : V →R for 1≤ i ≤ n. Then, the eigenvectors of the discretised Laplace–
Beltrami operator7 give a good basis for decomposing the coordinate func-
tions xi, which in turn permits a spectral analysis of G’s embedding. We
would like to refer the reader to [ZVD10] for an overview of this tech-
nique.

Algebraic Interpretation of the Fiedler Vector

Let G = (V ,E,ω) be a connected weighted graph with an even number
of vertices. Consider the problem of creating a perfectly balanced bipar-
titioning of G with minimal edge cut (i.e., problem 1.5.2 for k = 2, ε= 0,
and Θ=EC).

LetΠ be a perfectly balanced bipartitioning of G. Construct the vector
x ∈R|V | by

xv =
{ −1 Π(v)= 1,

1 Π(v)= 2. (6.14)

Then, from eq. (6.8), we find that

〈x,L(G)x〉 = 0+ ∑
{u,v}∈E

Π(u)6=Π(v)

4ω({u,v})= 4 EC(Π). (6.15)

Furthermore, since Π is perfectly balanced, 〈x, (1, . . . ,1)〉 = 0.
Conversely, any x ∈ R|V | satisfying 〈x, (1, . . . ,1)〉 = 0 and xv ∈ {−1,1}

for all v ∈ V yields a perfectly balanced bipartitioning Π of G via the
correspondence in eq. (6.14), with edge cut given by eq. (6.15). Therefore,
finding a perfectly balanced bipartitioning of G with minimal edge cut is
equivalent to solving the following problem.

7An operator similar to L(G), but which also takes the geometry of the embedding
into account [ZVD10, Section 6.4.1].
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Problem 6.7.3. Let G = (V ,E,ω) be a connected weighted graph with an
even number of vertices. Minimise

〈x,L(G)x〉,

for vectors x ∈R|V | satisfying

〈x, (1, . . . ,1)〉 = 0 and xv ∈ {−1,1}, (v ∈V ).

Following [HO99], we can solve an easier version of problem 6.7.3,
where we replace the integrality constraints xv ∈ {−1,1} with

〈x, x〉 = |V | (6.16)

and use Lagrange multipliers (note that xv ∈ {−1,1} for all v ∈V implies
that 〈x, x〉 = |V |).

Let x ∈ R|V | be a solution to problem 6.7.3 with the integrality con-
straints replaced by eq. (6.16). Then (use that L(G) is symmetric), with
Lagrange multipliers λ1 and λ2 for both constraints,

2L(G)x−λ1 (1, . . . ,1)−2λ2 x = 0.

Applying 〈(1, . . . ,1), ·〉 to this equation yields

0= 〈(1, . . . ,1),2L(G)x−λ1 (1, . . . ,1)−2λ2 x〉
= 2〈L(G)(1, . . . ,1), x〉−λ1 |V |−2λ2〈(1, . . . ,1), x〉
= 0−λ1 |V |−0.

Therefore λ1 = 0 and we are left with

L(G)x−λ2 x = 0 → L(G)x =λ2 x,

so that the solution x necessarily is an eigenvector of L(G) with eigen-
value λ2. Because x is an eigenvector, we have

〈x,L(G)x〉
〈x, x〉 =λ2.

Since x is a solution to problem 6.7.3, x minimises 〈x,L(G)x〉 and is non-
constant because 〈x, (1, . . . ,1)〉 = 0 and ‖x‖2 = |V | > 0. Therefore, with the
observation that for all α ∈R,

〈(x+α (1, . . . ,1)),L(G)(x+α (1, . . . ,1))〉 = 〈x,L(G)x〉,
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eq. (6.9) shows us that λ2 is actually equal to the algebraic connectivity
λ2(G), so x must be a Fiedler vector.

Conversely, let x be a Fiedler vector and rescale x such that ‖x‖2 = |V |.
Since L(G) is symmetric, it has orthogonal eigenspaces. As (1, . . . ,1) has
eigenvalue 0 and x, by assumption, is an eigenvector with eigenvalue
λ2(G) > 0, this means that 〈x, (1, . . . ,1)〉 = 0. By eq. (6.9), x minimises
〈x,L(G)x〉, so x is a solution to the relaxation of problem 6.7.3. This shows
us that the Fiedler vectors are precisely the solutions to the relaxation
of finding a perfectly balanced bipartitioning with minimal edge cut of a
connected graph with an even number of vertices.

Furthermore, as shown by Fiedler, any bipartitioning created using
a Fiedler vector of a connected graph yields two parts which are again
connected, permitting recursively bipartitioning the graph.

Theorem 6.7.4. Let G = (V ,E,ω) be a weighted graph that is connected.
Let x ∈R|V | be a Fiedler vector of G.

Then, for every r ∈ R satisfying minv∈V xv < r < maxv∈V xv and xv 6= r
for all v ∈V , the subgraphs G1 and G2 of G, induced by the bipartitioning
Π of G,

Π(v) :=
{

1 xv < r,
2 xv > r,

are connected.

Proof. This is Corollary 3.5 of [Fie75].

Initial Fiedler Vector
After a sufficient number of matching and coarsening rounds, the graph
has become small enough8 to determine the Fiedler vector exactly. We
do so by converting G’s weighted adjacency matrix to a dense matrix and
calculating the Fiedler vector using LAPACK’s ssyev function [And+99],
which calculates all eigenvectors and eigenvalues of a given real symmet-
ric matrix. We could calculate only a single Fiedler vector, or perform
ssyev on the GPU using software such as MAGMA [Agu+09], however,
the computation time for determining the eigenvectors of such a small
matrix is negligible compared to that of the entire multi-level algorithm
(see fig. 6.6).

8In our case, |V | ≤ 256.
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Refinement of the Fiedler Vector

Algorithm 23 Jacobi–Davidson algorithm [SV00b, Algorithm 1] for re-
finement of a Fiedler vector approximation.
Input: Weighted graph G = (V ,E,ω) and an approximation of a Fiedler

vector x ∈R|V |.
Output: An improved Fiedler vector approximation x.

1: x ← x/‖x‖, q ← L(G) x, h11 ← 〈x, q〉, V1 ← [x], H1 ← [h11], θ ← h11,
r ← q−θ x

2: for i = 1,2, . . . do
3: Solve (L(G)−θ I) q =−r for q ⊥ (1, . . . ,1) and q ⊥ x.
4: Orthogonalise q against Vi to obtain vi+1.
5: Vi+1 ← [Vi | vi+1]
6: q ← L(G)vi+1
7: Construct Hi+1 ←V T

i+1 L(G)Vi+1, by calculating V T
i+1 q.

8: (θ, s)← largest eigenpair of Hi+1 with ‖s‖ = 1.
9: x ←Vi+1 s

10: r ← L(G) x−θ x

We use the Jacobi–Davidson method developed by Sleijpen and van
der Vorst [SV00b] to improve the Fiedler vector, see algorithm 23. Jacobi–
Davidson is a Krylov-subspace method which iteratively improves an
approximation of a matrix’ eigenvector. The method converges quickly9

and is numerically stable, because of the orthogonalisation of the search
directions. We solve the system at line 3 of algorithm 23 approximately
using the conjugate gradients algorithm (as L(G) is symmetric) [HS52].

We implement the Jacobi–Davidson algorithm on the GPU by carry-
ing out all linear algebra operations (sparse matrix–vector multiplica-
tions, inner products, . . . ) on the GPU using CUSP. To refine the Fiedler
vector, we perform 2 iterations of Jacobi–Davidson, which both use 3
iterations of conjugate gradients to solve the linear system at line 3. The
CPU is only used to determine the largest eigenpair of the (small) matrix
Hi+1 with LAPACK, at line 8 of algorithm 23.

The Fiedler vector xi for the coarsest graph G i in algorithm 16 is
exact. Therefore, uncoarsening xi to a vector xi−1 defined on the ver-

9As explained in [SV00b, Section 4.1.(c)], the Jacobi–Davidson method has the same
convergence behaviour as the inverse Rayleigh-quotient method, which converges cubi-
cally if the Rayleigh-quotient, 〈x, Ax〉/〈x, x〉, is sufficiently close to the exact eigenvalue.
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tices of the finer graph G i−1 (line 19 of algorithm 16), will yield a good
approximation of a Fiedler vector of G i−1. Because xi−1 is close to a
Fiedler vector of G i−1, we have fast convergence of the Jacobi–Davidson
method when applied to xi−1, yielding a Fiedler vector10 xi−1 of G i−1 in a
small number of iterations. Then, uncoarsening xi−1 will provide a good
approximation for a Fiedler vector of G i−2.

In this way, we continue to uncoarsen the graph, refining the Fiedler
vector at each coarsening level using algorithm 23, until we arrive at a
Fiedler vector x0 for our original graph G. We then convert this Fiedler
vector to a balanced bipartitioning, as will be explained in the next sec-
tion.

From Fiedler Vector to Bipartitioning

Let x ∈ R|V | be an (approximate) Fiedler vector of G = (V ,E,ω,ζ). We
wish to use x to create a balanced bipartitioning Π : V → {1,2} of G (see
fig. 6.3). This is done by ordering all vertices in V by their component in
x, which gives a linear ordering of the graph. Then, we cut this linear
ordering into two parts (cf. theorem 6.7.4) that satisfy eq. (6.1). Ordering
all vertices V and their weights ζ by their component in the Fiedler vector
is done through a parallel_sort_by_key, such that xu < xv → u < v.

Now, we need to determine the edge cut at each position within the
ordered vertex list V . Let v ∈ V and suppose we know the total weight
ECv of all edges we would cut if we were to bipartition V into {u ∈V | u <
v} and {u ∈ V | u ≥ v}. We would like to determine ECv+1 from ECv.
Moving from v to v+1, the edge cut will increase by the weight of all
edges originating from v and ending in u > v. On the other hand, the
edge cut will decrease by the weight of all edges that originate from u < v
and terminate at v. Therefore, we have the following relation between
ECv and ECv+1:

ECv+1 =ECv+ω({{v,u} ∈ E | v < u})−ω({{u,v} ∈ E | u < v}). (6.17)

Together with EC1 = 0, this permits us to calculate the edge cuts using a
general sparse matrix–vector multiplication and an inclusive scan. We
do not need any auxiliary variables, so we take Q = S =;. The combine-

10That is, finding a vector for which the residual r in algorithm 23 is very small.
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1

0

−1

Figure 6.3: Conversion of a Fiedler vector x ∈ R2,216,688 for the graph
netherlands_osm (top) to a bipartitioning (bottom) using algorithm 24.
Blue vertices v ∈V have xv < 0 and red vertices have xv > 0.
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operator is defined directly from eq. (6.17),

combine(·,ω({u,v}), ·)=
{

ω({u,v}) u < v
−ω({u,v}) u > v.

To sum all these contributions, we take T = R, such that (R,+,0) is a
commutative monoid. A general sparse matrix–vector multiplication will
then give us changes in edge cut in a vector zc. Denote the associated
tuple by T c. We determine the actual edge cuts by summing all these
changes using a parallel_inclusive_scan on zc.

Performing a parallel_inclusive_scan on the sorted vertex weights
ζ gives us the weights of the parts we would create, were we to cut at a
specific point along the ordering. To force the algorithm to take a mini-
mum edge cut which satisfies the balancing constraints, we set the edge
cuts to ∞ in zc at all points where the balancing constraints are violated.
Then, we determine the vertex vc for which zc

vc is minimal and create the
bipartitioning Π by assigning all vertices before vc to part 1 and all ver-
tices after, and including, vc to part 2, or vice versa (depending on which
part has the largest weight). This bipartitioning satisfies eq. (6.1) and
has a low EC(Π). The entire algorithm is summarised in algorithm 24.

6.8 Results
We have implemented algorithm 16 in C++ using CUDA version 5.0,
together with the CUSP version 0.3 [BG12] and Thrust version 1.5.3
[HB10] template libraries. The code has been set up, such that it makes
graph partitioning available as part of the open source CUSP library.
The greedy and spectral variants of algorithm 16 will be referred to as
Greedy and Spectral, respectively. For improved performance, we have
implemented the general sparse matrix–vector multiplications involving
an or operation differently in algorithms 18 and 22. Instead of perform-
ing a reduction of all boolean variables, we write true directly to zu for
any neighbour v ∈ Vu for which combine returns true. This does not
cause problems when multiple threads write to zu simultaneously, since
only the value true is stored.

The experiments were performed on a computer equipped with two
quad-core 2.4 GHz Intel Xeon E5620 processors with hyperthreading, 24
GiB RAM, and an NVIDIA Tesla C2075 with 6143 MiB global memory.
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Algorithm 24 Convert a given Fiedler vector to a balanced bipartition-
ing with a small edge cut.
Input: Weighted graph G = (V ,E,ω,ζ), (approximate) Fiedler vector x ∈

R|V |, and 0< ζlo ≤ ζhi.
Output: Bipartitioning Π : V → {1,2} satisfying eq. (6.1).

1: ((V ,ζ), x)←parallel_sort_by_key((V ,ζ), x)
2: zc ← gspmvT c(V , ·, A(G), ·)
3: zc ←parallel_inclusive_scan(zc)
4: Z ←parallel_inclusive_scan(ζ)
5: for v ∈V parallel do
6: if (Z(v) > ζlo or (ζ(V ) − Z(v)) > ζhi) and (Z(v) > ζhi or (ζ(V ) −

Z(v))> ζlo) then zc
v ←∞

7: vc ← argmin{zc
v | v ∈V }

8: if Z(vc)≤ ζ(V )−Z(vc) then plo ← 1
9: else plo ← 2

10: for v ∈V parallel do

11: Π(v) :=
{

plo v < vc

3− plo v ≥ vc

We compare both partitioning quality (i.e., edge cut) and partitioning
time to those of METIS version 5.1.0 [KK98b].

The average edge cut and partitioning time is recorded for a variety
of graphs over 16 bipartitioning runs with an imbalance of up to 3% (i.e.,
problem 1.5.2 with k = 2, ε= 0.03, and Θ=EC). Because of algorithm 21
and theorem 6.7.2, we create a bipartitioning of the largest connected
component of each graph, which is determined using Rem’s algorithm
[PBM10a, Algorithm 2]. Determining the largest connected component
has not been included in the partitioning time. We furthermore set the
edge weights ω and vertex weights ζ to 1 at the start of the partitioning
algorithm. Note that Greedy and Spectral have been set up such that
they are able to solve problem 6.1.1 in full generality, see fig. 6.4c, even
though we only use them for non-skewed bipartitioning in this bench-
mark.

To compare the partitioning quality of two different partitioners, we
calculate, for each graph in the test set, the ratio of the average edge
cuts obtained by both partitioners. Then, we take the geometric mean
of these ratios, over all graphs in the test set to obtain a single quality
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value by which we can compare both partitioners. The geometric mean
is appropriate for calculating the average of ratios, because it will ensure
that the quality value of partitioner A compared to partitioner B is the
reciprocal of the quality value of partitioner B compared to partitioner A.
This is not true, in general, for the arithmetic mean.

To ensure that the quality of the generated bipartitionings by Greedy
and Spectral is sufficient, we compared the average11 edge cuts gen-
erated by our GPU algorithms to the best known edge cuts for bipar-
titioning with an imbalance of up to 3% from Walshaw’s Graph Parti-
tioning Archive12 [SWC04] in table 6.1. Of these graphs, four were not
connected: bcsstk29 (98.8%), bcsstk31 (100.0%), fe_pwt (99.9%), and
fe_body (67.8%). (The percentage indicates the number of vertices in the
largest connected component, compared to the total number of vertices
in the graph.)

METIS, Greedy, and Spectral have an edge cut that is 16%, 18%,
and 49% higher, respectively, than the best known (as the geometric
mean of the average edge cut divided by the best-known edge cut,
over all graphs from [SWC04]). The partitioning algorithm of Greedy
therefore has quality comparable to METIS and seems better suited for
high-quality partitioning than Spectral.

To compare our partitioners to PT-Scotch and ParMETIS, we have
bipartitioned the graphs from [HP10] that were available from the Uni-
versity of Florida Sparse Matrix Collection [DH11] using METIS, Greedy,
and Spectral (again with an imbalance of up to 3%). All these graphs
are connected. The results can be found in table 6.2. Note that the per-
formance of Greedy is quite good compared to PT-Scotch and ParMETIS:
quality is comparable and Greedy is faster for all three graphs.

However, it should be noted that the graphs from table 6.2 are
small enough to be partitioned on a single machine, which hampers
the performance of the distributed-memory parallel algorithms from
PT-Scotch and ParMETIS. Furthermore, in [HP10] the timings were
recorded on different hardware: a Bull Novascale cluster with 932
Infiniband-connected nodes, each possessing four dual-core Intel Ita-

11We are interested in the expected quality of a single run of our partitioning algo-
rithm.

12From http://staffweb.cms.gre.ac.uk/~wc06/partition/, retrieved 1st of
April, 2013.
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G |V | |E| [SWC04] METIS Greedy Spectral
add20 2,395 7,462 560 736 759 1,351
data 2,851 15,093 185 229 220 241
3elt 4,720 13,722 87 103 101 106
uk 4,824 6,837 18 27 25 29
add32 4,960 9,462 10 11 12 18
bcsstk33 8,738 291,583 10,064 11,072 11,039 10,272
whitaker3 9,800 28,989 126 136 139 129
crack 10,240 30,380 182 203 220 213
wing_nodal 10,937 75,488 1,678 1,817 1,870 2,477
fe_4elt2 11,143 32,818 130 131 133 130
vibrobox 12,328 165,250 10,310 11,666 11,856 13,800
bcsstk29∗ 13,830 302,424 2,818 2,929 3,108 3,080
4elt 15,606 45,878 137 158 165 162
fe_sphere 16,386 49,152 384 444 458 462
cti 16,840 48,232 318 360 417 498
memplus 17,758 54,196 5,353 6,496 6,098 12,307
cs4 22,499 43,858 360 420 460 455
bcsstk30 28,924 1,007,284 6,251 6,991 6,624 6,440
bcsstk31∗ 35,586 572,913 2,676 2,967 3,113 10,988
fe_pwt∗ 36,463 144,794 340 366 398 388
bcsstk32 44,609 985,046 4,667 5,782 6,057 7,399
fe_body∗ 30,581 113,424 262 313 310 499
t60k 60,005 89,440 71 100 92 98
wing 62,032 121,544 773 914 1,003 1,366
brack2 62,631 366,559 684 772 838 706
finan512 74,752 261,120 162 162 162 295
fe_tooth 78,136 452,591 3,788 4,476 4,485 5,015
fe_rotor 99,617 662,431 1,959 2,217 2,260 2,896
598a 110,971 741,934 2,367 2,485 2,564 3,162
fe_ocean 143,437 409,593 311 506 438 946
144 144,649 1,074,393 6,432 6,934 7,026 8,164
wave 156,317 1,059,331 8,591 9,302 9,531 12,896
m14b 214,765 1,679,018 3,823 4,075 4,287 7,418
auto 448,695 3,314,611 9,673 10,666 11,010 18,752

Table 6.1: Comparison between the best known edge cuts EC(Π) from the
Walshaw Graph Partitioning Archive [SWC04] and the average results
in 16 runs of METIS, Greedy, and Spectral for a bipartitioning Π with
imbalance ε(Π)≤ 0.03. A star ·∗ indicates that the graph is not connected
and that we partition only the largest connected component.
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nium II processors. It is therefore unclear to what extent the observed
bipartitioning times may be compared. Nevertheless, table 6.2 shows
that Greedy’s performance compares well to PT-Scotch and ParMETIS
for these graphs.

Our final assessment of the quality and performance of Greedy and
Spectral will be using graphs from the 10th DIMACS challenge test set
[Bad+12], which provides a large collection of graphs from real-world
applications to test the partitioners. To do so, we bipartition 127 graphs
with an imbalance of up to 3%, using METIS, Greedy, and Spectral.
These comprise of all 143 graphs that can directly be retrieved13, except
for 6 graphs for which no balanced initial bipartitioning could be found
by algorithm 21 and 10 graphs that were too large to be bipartitioned
on the GPU. Of these 127 graphs, 100 are connected and the average
size of the largest connected component, as the number of vertices of this
component divided by the total number of vertices in the graph, is 97.8%.

In terms of quality, Greedy and Spectral have an edge cut that is
9%14 and 49% higher, respectively, than that of METIS (as the geometric
mean of the ratio of the average edge cuts). Therefore, Greedy’s quality
is close to that of METIS.

Partitioning times and speedups are shown in fig. 6.5. These parti-
tioning times include the transfer of the graph from CPU to GPU memory,
which, on average for graphs with at least 106 vertices, takes 4% of the
time for Greedy, and 3% of the time for Spectral. Note that for graphs
having less than 106 vertices, the GPU algorithm is slower than METIS
running on the CPU.

However, fig. 6.5b shows that the speedup of the GPU algorithms
compared to METIS scales well with the graph’s number of vertices,
for a large collection of different graphs. We attribute this better
scaling, compared to the obtained speedups for matching of fig. 4.6,
to the reformulation of matching and coarsening using methods (e.g.,
general sparse matrix–vector multiplication) that map well to GPU
architectures. The highest speedup obtained is 6.2 for road_usa, with
comparable average edge cuts for both partitioners (324 for METIS
and 329 for Greedy). Greedy is able to bipartition road_usa, which has

13Via wget -r -np http://www.cc.gatech.edu/dimacs10/archive/data/.
14This is primarily due to the kron_g500-simple-logn* graphs, which are hard

to bipartition. Without these, Greedy’s edge cut is 6% higher than that of METIS, on
average.
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Figure 6.5: In (a), we show the average time, over 16 runs, required
by METIS, Greedy, and Spectral to calculate a bipartitioning Π with
an imbalance ε(Π) ≤ 0.03 for graphs from the 10th DIMACS challenge
[Bad+12]. In (b), we show the obtained speedups of Greedy and Spectral
with respect to METIS.
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Figure 6.6: Time spent by Greedy and Spectral on various stages of
algorithm 16 for the bipartitioning of road_usa.

23,947,347 vertices and 28,854,312 edges, in 3.5 seconds, 3.7 seconds if
we include CPU to GPU data transfer.

Spectral performs quite a bit worse than Greedy: both quality
and speedups are worse. On average, over the DIMACS set of graphs,
Spectral is 23% slower than Greedy. To illustrate why this is the case,
we provide a more detailed analysis of the time required by algorithm 16
in fig. 6.6. Here, we see that the refinement for Spectral requires more
time than the refinement of Greedy. This is the case, because Jacobi–
Davidson requires more sparse matrix–vector multiplications than the
pass-pair algorithm (in algorithm 23 we solve a linear system of equa-
tions using conjugate gradients), and these sparse matrix–vector multi-
plications involve all vertices in the graph, not just a small band around
the interface between the two partitions (as is the case in algorithm 22).

The reduced quality of Spectral can be explained by the fact that we
do not directly minimise the edge cut. (This was also observed in [LH94].)
Take, for example, the graph G = belgium_osm shown in fig. 6.4. For
this graph, Spectral finds a Fiedler vector x with ‖x‖ = 1 and ‖L(G)x−
21 x‖ = 8 ·10−5 (so λ2(G) ≈ 〈x,L(G)x〉/〈x, x〉 = 21), using single-precision
floating-point. However, the bipartitioning Π extracted by algorithm 24
in fig. 6.4b has EC(Π) = 174 (on average, Spectral obtains an edge cut
of 168 for this graph). Compared to the average edge cut obtained by
METIS (109) and Greedy (119), this edge cut is a lot worse, even though
x is a good approximation of a Fiedler vector. This makes Spectral less
suitable for edge cut minimisation than Greedy.
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6.9 Conclusion
In this chapter, we presented a greedy and a spectral graph bipartition-
ing algorithm, formulated entirely in terms of primitives that are suit-
able for fine-grained shared-memory parallel architectures such as GPUs.
We provided a variant of McColl’s general matrix–vector multiplication
(algorithm 17) which is central to most parts of our partitioning algo-
rithm.

We tested the greedy and spectral bipartitioning algorithms on the
GPU for a large set of test graphs and compared our results to those of
the serial METIS graph partitioner on the CPU, both in terms of edge cut
and partitioning time. Compared to the greedy algorithm, the spectral
algorithm performs worse both in terms of edge cut and partitioning
time: the greedy algorithm is a better choice for graph partitioning.

For graphs with less than a million vertices, the GPU algorithms are
slower than METIS. However, the speedup of the GPU algorithms over
METIS, increases directly with the number of vertices in the graph (see
fig. 6.5), both for regular and irregular graphs (see table 6.2, cage15).

For graphs with a million or more vertices, the GPU algorithms start
to outperform METIS. In particular, the greedy GPU partitioning algo-
rithm is able to bipartition the graph road_usa with 24 million vertices
and 29 million edges in just 3.7 seconds, resulting in a speedup of 6.2
over the serial METIS partitioner. Furthermore, the quality of the bi-
partitionings created by the greedy GPU bipartitioner is close to those
created by METIS.

Therefore, it is possible to create a graph partitioning algorithm com-
patible with fine-grained parallelism, that is effective both in terms of
quality and performance.

A downside of the current implementation of the presented algo-
rithms is that they require a shared-memory parallel architecture, such
as a GPU. Therefore, the GPU memory capacity places a limit on the
size of the graphs that can be treated with these algorithms. However,
any parallel system on which the parallel primitives from the Thrust
library (sorting, prefix sums, reductions, . . . ), as well as the general
sparse matrix–vector multiplication from algorithm 17 can be imple-
mented (whether the system has distributed memory or not) permits an
implementation of the presented partitioning algorithms. Implementing
these algorithms on an architecture-oblivious parallel framework such
as MapReduce is therefore an interesting avenue for future research.
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Conclusion and Outlook

The main result of this thesis is the development of an effective fine-
grained shared-memory parallel algorithm for graph partitioning in chap-
ter 6, which is suitable for GPUs. This partitioning algorithm combines
the parallel matching algorithm from chapter 4 and part of the parallel
coarsening algorithm, developed for modularity clustering, from chap-
ter 5.

I think that this graph partitioning algorithm is a contribution to the
field of Scientific Computing for the following reasons:

• The comparison between our GPU partitioner and METIS in sec-
tion 6.8 shows that the GPU can indeed be used effectively for the
partitioning of graphs with a million or more vertices.

• In sections 6.3 and 6.6, we reformulate parallel matching and par-
titioning refinement in terms of generalised sparse matrix–vector
multiplications, which map well to a variety of parallel architec-
tures.

• Although chapter 6 is dedicated to graph partitioning, our fine-
grained parallel implementation of all parts of the multi-level
paradigm is applicable to any multi-level graph analysis algorithm,
such as clustering (chapter 5) and graph visualisation [Hu05].

Apart from the main result, we have illustrated the importance
of minimising separator sizes for parallel LU-decomposition in theo-
rem 1.3.4 and investigated serial algorithms for hypergraph partitioning
in chapters 2 and 3. A comparison of efficient high-quality matching
algorithms for hypergraph coarsening is presented in chapter 2. Chap-
ter 3 provides an exact model for the communication volume in finite
element computations in the form of the λ (λ−1)-metric, as well as a
bipartitioning heuristic for general communication volume metrics in
theorem 3.4.1.
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For future research, I would like to suggest the following investiga-
tions:

• An implementation of the parallel graph partitioning algorithm
from chapter 6 using the MapReduce [DG08] framework would
give us a distributed-memory parallel algorithm that should scale
well on a large number of parallel architectures. This would permit
us to efficiently partition extremely large graphs and, furthermore,
the generalised sparse matrix–vector multiplication should map
very well to MapReduce.

• A generalisation of the parallel graph partitioning algorithm to dif-
ferent metrics for partitioning quality (such as the communication
volume, eq. (1.17)) or to the partitioning of hypergraphs.

• An adaptation of the recursive bipartitioning algorithm from chap-
ter 6 to a k-way GPU partitioner. For a large number of parts k,
efficient parallel k-way refinement on the GPU will be a challeng-
ing problem.

• An investigation into high-quality hypergraph partitioning with
respect to different metrics (cf. chapter 3), using the matching
algorithms from chapter 2 and various other algorithms for refine-
ment and initial partitioning. This would be interesting, because
it would permit us to measure the actual effect of the matching
weight on the partitioning quality.



A

An Algorithm for Matrix Permutations

This appendix provides an algorithm for creating permutations that
bring a given matrix into recursive BBD or SBD form, see section 1.3,
using a recursive bipartitioning of the matrix’ nonzeros. This permu-
tation algorithm was developed by Albert-Jan Yzelman and the author
during the development of Mondriaan 3.1, but has not been described
elsewhere. Therefore, we have added the algorithm as an appendix,
which could be helpful when implementing a sparse matrix ordering
program based on recursive bipartitioning.

Let A ∈Rm×n and suppose we recursively divide the nonzero entries
of A into two groups (e.g., using Mondriaan, see section 1.7). We need to
determine permutations ρ ∈ Sm and σ ∈ Sn such that PρAPT

σ is in either
recursive BBD or SBD form.

Note that it is only necessary for us to determine the permutation of
A’s rows ρ, as σ can be determined in exactly the same way by applying
the algorithm to AT . Furthermore, we assume that A has no empty rows,
since we can permute those to the bottom of A as a preprocessing step.

The following permutation algorithm determines π ∈ Sm such that
π= ρ−1 by performing a counting sort of the rows, based on the sparsity
pattern of A. It works as follows:

1. We start out with all rows grouped together in a single range
{1, . . . ,m}. The range to which row i belongs is denoted by r(i).
Furthermore, for each range r, the rows belonging to r (i.e., rows
i satisfying r(i) = r) are placed consecutively in π, starting at the
low index πl(r) and ending at the high index πh(r). The current
number of ranges is denoted by R.

2. Then, we consider the bipartitioning of A’s nonzeros into two parts:
A1, A2 ∈ Rm×n (such that A1 + A2 = A and the nonzero entries of
A1 and A2 are disjoint).

3. This causes each row 1 ≤ i ≤ m to belong to one of the following
three categories: containing only nonzeros from A1, containing
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only nonzeros from A2, or containing nonzeros from both A1 and
A2. The category to which row i belongs is denoted by f (i) in the
algorithm. If a range contains rows from several categories, it
needs to be split. Therefore, we keep track of a list V of visited
ranges that may be split due to the bipartitioning.

4. We then count, for each visited row range r, the number of rows
belonging to each of the three categories. These counts are stored
in t(r) (top), b(r) (bottom), and s(r) (split) for the number of rows
containing nonzeros solely from A1, solely from A2, and from both
A1 and A2, respectively. If more than one of t(r), b(r), and s(r) are
greater than zero (i.e., r contains rows from at least two categories),
we need to split r and create new ranges. Based on the desired
ordering (BBD or SBD), we calculate the offsets of these new ranges
as πt(r), πb(r), and πs(r) to prepare for the final placement of the
rows contained in r.

5. For each visited range r that needs to be split, we create new (child)
ranges with indices ct(r), cb(r), and cs(r), one for each category
and reassign the rows contained in r to these new ranges. To
prevent leaving empty ranges behind, we let one of the new ranges
overwrite the old range r.

The precise implementation is provided in algorithm 25. Because
each range has to contain at least a single row, the total number of ranges
is limited by m. Determining π requires O (m) storage (since there can
be at most m ranges) and O (nz(A)) operations if we split A into two
parts. For balanced recursive bipartitioning into k parts, this means
that the total time complexity for algorithm 25 is O (log2(k)nz(A)). We
can therefore efficiently bring A into recursive BBD or SBD form.
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Algorithm 25 Mondriaan 3.1’s matrix ordering algorithm.
Input: A matrix A ∈Rm×n and an algorithm to bipartition A’s nonzeros.
Output: A permutation π ∈ Sm such that the rows of Pπ−1 A are in BBD

form.
1: R ← 1
2: πl(1)← 1
3: πh(1)← m
4: for i = 1 to m do
5: π(i)← i
6: r(i)← 1
7: Acur ← A
8: while we split Acur into two parts A1 and A2 do
9: V ←;
10: for all ai j 6= 0 in Acur do {Initialise range variables.}
11: r ← r(i)
12: f (i)← 0, t(r)← 0, b(r)← 0, s(r)← 0
13: ct(r)← 0, cb(r)← 0, cs(r)← 0
14: for all ai j 6= 0 in A1 do {Count A1’s rows.}
15: r ← r(i)
16: if f (i)= 0 then
17: V ←V ∪ {r}
18: f (i)← 1
19: t(r)← t(r)+1
20: for all ai j 6= 0 in A2 do {Count A2’s rows and split rows.}
21: r ← r(i)
22: if f (i)= 0 then
23: V ←V ∪ {r}
24: f (i)← 2
25: b(r)← b(r)+1
26: else if f (i)= 1 then {Row i is split.}
27: f (i)← 3
28: t(r)← t(r)−1
29: s(r)← s(r)+1
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Algorithm 26 Part two of algorithm 25.
30: for all r ∈V do {Calculate offsets for BBD ordering.}
31: πt(r)←πl(r)
32: πb(r)←πl(r)+ t(r)
33: πs(r)←πl(r)+ t(r)+b(r)
34: for all ai j 6= 0 in Acur do {Split ranges and update π.}
35: if f (i)= 1 then
36: if ct(r(i))> 0 then
37: r(i)← ct(r(i))
38: else
39: ct(r(i))← r(i)
40: π(πt(r(i)))← i
41: πt(r(i))←πt(r(i))+1
42: else if f (i)= 2 then
43: if cb(r(i))> 0 then
44: r(i)← cb(r(i))
45: else if t(r(i))= 0 then
46: cb(r(i))← r(i)
47: else{Create new range.}
48: R ← R+1
49: cb(r(i))← R
50: π(πb(r(i)))← i
51: πb(r(i))←πb(r(i))+1
52: else if f (i)= 3 then
53: if cs(r(i))> 0 then
54: r(i)← cs(r(i)).
55: else if t(r(i))= 0 and b(r(i))= 0 then
56: cs(r(i))← r(i)
57: else{Create new range.}
58: R ← R+1
59: cs(r(i))← R
60: π(πs(r(i)))← i
61: πs(r(i))←πs(r(i))+1
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Algorithm 27 Part three of algorithm 25.
62: for all r ∈V do {Calculate new low and high indices.}
63: π′

l ←πl(r)
64: π′

h ←πh(r)
65: if ct(r)> 0 then
66: πl(ct(r))←π′

l
67: πh(ct(r))←π′

l + t(r)−1

68: if cb(r)> 0 then
69: πl(cb(r))←π′

l + t(r)
70: πh(cb(r))←π′

l + t(r)+b(r)−1

71: if cs(r)> 0 then
72: πl(cs(r))←π′

l + t(r)+b(r)
73: πh(cs(r))←π′

h

74: Let Acur be the largest of all parts of A generated so far.
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Samenvatting

Dit hoofdstuk betreft de Nederlandstalige samenvatting van dit proef-
schrift en is gericht op niet-experts, enigszins bekend met lineaire alge-
bra en verzamelingenleer.

Grafen en Hypergrafen
Omdat het woord (hyper)graaf 464 keer voorkomt in deze dissertatie,
lijkt het mij passend om deze samenvatting te beginnen met een korte
uitleg van dit begrip alvorens de verdere inhoud van dit boekje te be-
spreken. Een graaf is simpelweg een verzameling vertices (of knopen)
verbonden door lijnen. Deze vertices en lijnen kunnen allerhande dingen
vertegenwoordigen: plaatsen verbonden door wegen, personen verbon-
den door een stamboom of genen verbonden door gedeelde functionaliteit.

Beschouw bijvoorbeeld de simpele kaart in figuur 1a. In deze kaart
zien we vijf plaatsen verbonden door wegen. De onderlinge bereikbaar-
heid van de plaatsen in de kaart vatten we samen als een graaf G = (V ,E)
met vijf vertices V = {U , N,H,V , M} en zes lijnen

E = {{U , N}, {U ,H}, {U ,V }, {U , M}, {N,H}, {V , M}}.

Utrecht

Nieuwegein

Houten

Vleuten

Maarssen

(a)

Utrecht

Nieuwegein

Houten

Vleuten

Maarssen

(b)

Figuur 1: Voorbeeld van een graaf G (a) en een hypergraaf G (b).
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(Voor het gemak hebben we plaatsnamen afgekort tot hun eerste letter.)
In het algemeen is een graaf G een paar (V ,E) van twee verzamelingen:
een verzameling vertices V en een verzameling lijnen E die de vertices
onderling verbinden. Verder kunnen we aan alle lijnen en vertices nog
getallen toekennen (respectievelijk de weglengte en het aantal inwoners
bijvoorbeeld). Dit doen we via afbeeldingen ω : E → R>0 (de lijngewich-
ten) en ζ : V →R>0 (de vertexgewichten).

Een hypergraaf is een generalisatie van een graaf, waarbij de ‘lij-
nen’, netten genoemd in de context van hypergrafen, een willekeurig
aantal vertices mogen verbinden in plaats van twee. Figuur 1b toont
een hypergraaf G = (V ,E ) met dezelfde vijf vertices V = {U , N,H,V , M}
als G en twee netten die respectievelijk ‘Zuid Utrecht’ en ‘Noord Utrecht’
beschrijven in deze kleine kaart:

E = {{U , N,H}, {U ,V , M}}.

Merk op dat alle grafen hypergrafen zijn, maar niet omgekeerd.

Deel I
Het eerste deel van deze dissertatie is gewijd aan hypergraafpartitione-
ring. Een partitionering van een graaf of hypergraaf is een verdeling van
de vertices in een opgegeven aantal niet-overlappende stukken. Precie-
zer gezegd, voor een gegeven aantal stukken k ≥ 2 is iedere surjectieve1

afbeelding
Π : V → {1, . . . ,k},

een partitionering van de hypergraaf G = (V ,E ). (De definitie voor grafen
is hetzelfde.) Deze afbeelding Π kent aan iedere vertex het nummer toe
van het stuk waarin de vertex is ingedeeld.

Stelsels Lineaire Vergelijkingen
Eén van de toepassingen van hypergraafpartitionering is het vergemak-
kelijken van het oplossen van stelsels lineaire vergelijkingen.

1Dat wil zeggen, voor elke 1 ≤ i ≤ k bestaat er tenminste één v ∈ V zodanig dat
Π(v) = i. Dit zorgt ervoor dat de partitionering uit k verschillende, niet-lege stukken
bestaat.
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Een stelsel van lineaire vergelijkingen is een aantal vergelijkingen
die lineair zijn in meerdere onbekenden, bijvoorbeeld

2α+3β= 7,
6α+4β= 6,

2β= 6. (G.1)

Het bovenstaande stelsel bestaat uit drie vergelijkingen en heeft twee
onbekenden (α en β). Er is precies één oplossing, (α,β)= (−1,3), en deze
is eenvoudig te vinden met de hand.

Mocht het stelsel veel groter worden, dan is het handmatig oplossen
niet meer vanzelfsprekend en vergt dit een meer systematische aanpak.
Hiervoor schrijven wij het stelsel als een matrix met een rij voor iedere
vergelijking en een kolom voor iedere onbekende. Het stelsel (G.1) is
equivalent met 2 3

6 4
0 2

(
α

β

)
=

7
6
6

 , ofwel Ax = b. (G.2)

A =
(2 3

6 4
0 2

)
is in dit geval de 3× 2-matrix en we schrijven de vectoren

x = (α,β) en b = (7,6,6) voor respectievelijk de gezochte oplossing en de
rechterhandleden van de lineaire vergelijkingen. De matrixcoëfficiënten
van A geven we aan met ai j, met i een rij-index en j een kolom-index.
(Bijvoorbeeld: a11 = 2, a12 = 3 en a31 = 0.) Een systematische manier om
voor een algemeen stelsel Ax = b de oplossing x te bepalen is vegen of
Gauss-eliminatie (algoritme 1 in hoofdstuk 1).

In paragraaf 1.2 worden een aantal toepassingen besproken van het
oplossen van stelsels lineaire vergelijkingen: beeldreconstructie voor
CT-scanners, simulatie van botsterkte voor osteoporose-onderzoek en
het simuleren van een electrocardiogram van een menselijk hart. De
matrices zijn voor deze voorbeelden veel groter dan voor het 3×2 stelsel
(G.1); het aantal rijen en kolommen loopt hier in de miljoenen. Dit maakt
een slimmere oplossingsmethode noodzakelijk.

Matrixordening
Bij het met de hand oplossen van stelsel (G.1) zal het de lezer niet ont-
gaan zijn dat de laatste vergelijking, vanwege het ontbreken van de
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variabele α, het oplossen vergemakkelijkt. Dit ontbreken correspondeert
met de waarde a31 = 0 linksonder in de matrix A in vergelijking (G.2).
Een algemene m×n-matrix A noemen we ijl als het aantal nullen groot
is, dat wil zeggen als het aantal niet-nullen (matrixcoëfficiënten ai j 6= 0)
klein is in vergelijking met het maximaal aantal mogelijke niet-nullen,
m n.

De grote matrices uit de praktijk zijn vrijwel altijd ijl. Dit kunnen we
uitbuiten bij het oplossen van de corresponderende grote lineaire stelsels
door de rijen en kolommen van de matrix om te wisselen zodat er grote
blokken gevuld met nullen ontstaan.

Zij A ∈ Rm×n een gegeven ijle m× n-matrix die een stelsel van m
lineaire vergelijkingen in n variabelen representeert dat wij graag wil-
len oplossen. Aangezien wij, als wiskundigen, liever lui dan moe zijn,
willen we de ijlheid van A uitbuiten om onszelf hierbij rekenwerk te be-
sparen. Om het vegen van grote matrices A verder te versnellen, willen
we dit veegwerk graag parallel uitvoeren door de matrix te verdelen over
meerdere processoren.

Stel dat de matrix A een Bordered Block Diagonal-vorm (BBD-vorm)
heeft,

A =


B

C

D

 , (G.3)

waarbij de matrixcoëfficiënten nul zijn buiten de grijze blokken. (Zie ook
definitie 1.3.3.)

Als dit het geval is, dan hoeven we effectief een veel kleinere matrix
dan A te vegen om dit probleem op te lossen. Dit wordt geïllustreerd
in figuur 1.5, waarin we kunnen zien dat we alleen hoeven te vegen
binnen de blokken B en C en het smalle gedeelde stuk D van de matrix
tussen de twee blokken. Dit doen we recursief, waarbij we de blokken
op de diagonaal ook in BBD-vorm brengen om onszelf nog meer werk te
besparen (zie figuur 1.3). Verder kunnen we het vegen in de blokken B
en C parallel uitvoeren (zie paragraaf 1.3) door de eerste processor blok
B te laten vegen en de tweede processor blok C. Jammer genoeg worden
matrices vaak niet aangeleverd in (recursieve) BBD-vorm, dus moeten
wij ze handmatig in een dergelijke vorm brengen.

Zij A ∈ Rm×n een ijle matrix, niet noodzakelijkerwijs in BBD-vorm.
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Aangezien het herordenen van de rijen en kolommen van A de oplossing
x en het rechterhandlid b van Ax = b niet verandert (op omwisselen van
de componenten van x en b na), zal het ons doel zijn om de rijen en ko-
lommen van A zo te ordenen dat we A in BBD-vorm brengen om onszelf
veegwerk te besparen. Met behulp van het permutatie-algoritme 25 in
appendix A is het voldoende om de niet-nullen van A in twee disjuncte
groepen, 1 en 2, te verdelen. Het permutatie-algoritme construeert ver-
volgens B, C en D door alle rijen en kolommen die enkel niet-nullen van
groep 1 bevatten toe te kennen aan B, alle rijen en kolommen die enkel
niet-nullen van groep 2 bevatten toe te kennen aan C en alle rijen en
kolommen die niet-nullen uit beide groepen bevatten toe te kennen aan
D.

Figuur 1.5 en stelling 1.3.4 suggereren dat we moeten proberen om
D zo klein mogelijk te maken om effectief te kunnen vegen. Voor parallel
oplossen willen we echter ook dat het werk (dat wil zeggen B en C) zo
eerlijk mogelijk verdeeld is. Beide eisen kunnen we precies formuleren
door de matrix om te zetten naar een hypergraaf.

We gebruiken hiervoor het fine-grain model uit tabel 1.1. Van de
matrix A maken we een hypergraaf G = (V ,E ) met als vertices alle niet-
nullen,

V := {vi j | 1≤ i ≤ m,1≤ j ≤ n,ai j 6= 0},

en als netten alle rijen en kolommen,

E := {{vi j | 1≤ j ≤ n,ai j 6= 0} | 1≤ i ≤ m}
∪ {{vi j | 1≤ i ≤ m,ai j 6= 0} | 1≤ j ≤ n}.

Een partitionering
Π : V → {1,2},

van G in twee stukken, geeft ons vanwege de definitie van V direct een
verdeling van A’s niet-nullen in twee disjuncte groepen. Eén eis die wij
onszelf stelden was het minimaliseren van de grootte van het blok D,
waaraan alle rijen en kolommen worden toegekend die niet-nullen van
beide groepen bevatten. Het totale aantal van deze rijen en kolommen
in D is gelijk aan het aantal netten in G die vertices bevatten uit beide
stukken van de partitionering Π,

grootte(Π) := |{e ∈ E | |Π(e)| > 1}|. (G.4)
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Hier is voor netten e ∈ E de grootheid |Π(e)| := |{Π(v) | v ∈ e}| gedefinieerd
als het aantal verschillende stukken in de partitionering Π waarvan e
vertices bevat. Verder willen we dat de blokken B en C ongeveer even
groot zijn. Hiervoor kijken we naar de onbalans ε(Π) (zie definitie 1.5.1)
van de partitionering Π. Schrijf de twee stukken van de partitionering
als

V1 := {v ∈ V | Π(v)= 1} en V2 := {v ∈ V | Π(v)= 2},

dan is de onbalans ε(Π) gedefinieerd door

max{|V1|, |V2|}= (1+ε(Π))
|V |
2

. (G.5)

Als ε(Π) = 0 dan zijn beide stukken even groot, terwijl ε(Π) → 1 als we
één stuk laten groeien tot de hele hypergraaf.

Met deze ingrediënten kunnen we het in BBD-vorm brengen van
A formuleren als het vinden van een partitionering Π van G in twee
stukken zodat grootte(Π) minimaal is, terwijl ε(Π)≤ ε voor een opgegeven
toegestane onbalans ε≥ 0.

Dit is precies het hypergraafpartitioneringsprobleem (probleem 1.5.4)
met de cut-net metriek (vergelijking 1.18). Dus als we dit hypergraaf-
partitioneringsprobleem oplossen, dan krijgen we een partitionering van
de vertices van G , die ons een verdeling geeft van A’s niet-nullen in
twee disjuncte groepen, die ons permutaties geeft om A in BBD-vorm te
brengen, wat ons in staat stelt om A te vegen met aanzienlijk minder
werk.

Opzet
In het eerste deel van de dissertatie houden we ons bezig met het hy-
pergraafpartitioneringsprobleem. We kijken in het bijzonder in hoofd-
stuk 2 naar manieren om paren gelijksoortige hypergraafvertices te vin-
den. Een matching is een verzameling van dergelijke paren vertices, met
de restrictie dat alle paren in de matching onderling disjunct moeten zijn
(zie paragraaf 2.1 en probleem 2.1.2). Het hypergraafpartitioneringspro-
bleem wordt opgelost door alle paren van vertices in een matching samen
te trekken tot enkele vertices en dan het probleem te beschouwen op de
kleinere hypergraaf. (De multi-level aanpak, zie paragraaf 1.6.) Het snel
kunnen vinden van gelijksoortige vertices is daarom belangrijk voor het
partitioneringsprobleem.
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Afhankelijk van de toepassing zijn bepaalde metrieken voor de
kwaliteit van hypergraafpartitioneringen meer of minder geschikt.
Voor efficiënte ijle matrix–vectorvermenigvuldiging is bijvoorbeeld niet
de hier besproken cut-net metriek, maar de (λ− 1)-metriek (vergelij-
king 1.19) meer geschikt. Het getal λ staat hier voor de grootheid
|Π(e)| uit (G.4). In hoofdstuk 3 kijken we naar andere metrieken om de
kwaliteit van hypergraafpartitioneringen te beoordelen, in het bijzonder
de nieuwe λ (λ−1)-metriek.

Deel II
Het tweede deel van deze dissertatie is gewijd aan parallelle algoritmes
voor graafpartitionering. De ontwikkeling van nieuwe, krachtiger pro-
cessoren (CPU’s) is ingrijpend veranderd sinds 2003. Voorheen was één
van de voornaamste manieren om de rekenkracht te vergroten het verho-
gen van de kloksnelheid van de processor. Vanaf drie gigahertz zorgt dit
echter voor een dermate hoge warmteproductie en hoog energieverbruik
dat het efficiënter is om de rekenkracht te vergroten door het aantal
rekenkernen, processor cores, van de processor te verhogen.

Hiernaast zorgde de vraag naar steeds realistischer uitziende compu-
terspellen voor een snelle ontwikkeling van gespecialiseerde hardware
om deze spellen weer te geven. Grafische kaarten (GPU’s, zie para-
graaf 1.8) zijn hardware speciaal gebouwd om bijzonder veel simpele
berekeningen (zoals de belichting van pixels op het scherm) parallel
uit te voeren. Om dit snel te kunnen doen, bestaat de GPU intern uit
een groot aantal simpele rekenkernen waarover dit werk wordt verdeeld.
Met het toenemen van de mogelijkheden van deze rekenkernen werden
grafische kaarten ook toepasbaar op algemenere problemen. Dit bleek
voor sommige problemen zo succesvol dat er nu GPU’s worden gemaakt,
zoals de NVIDIA Tesla, die alleen gericht zijn op probleemoplossing en
niet langer op het weergeven van graphics.

De nieuwe hardware-architecturen, zowel voor CPU’s als GPU’s, la-
ten een sterk toenemend aantal rekenkernen zien. Het tweede deel
van de dissertatie is gericht op de ontwikkeling van een graafpartitio-
neringsalgoritme (zie probleem 1.5.2) dat geschikt is voor deze nieuwe
architecturen. Omdat we niet weten hoeveel rekenkernen we tot onze be-
schikking hebben, is het belangrijk dat de algoritmes zo schaalbaar zijn
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dat ze in principe iedere vertex van de graaf parallel kunnen behandelen.
In deze zin zijn we op zoek naar fijnmazige parallelle algoritmes.

Multi-level Aanpak
Het graafpartitioneringsprobleem wordt in het algemeen opgelost aan
de hand van de volgende procedure:

1. begin met het volledige probleem P0,

2. benader het huidige probleem Pi met een kleiner probleem Pi+1,

3. blijf dit doen totdat het probleem Pi zo klein is dat we eenvoudig
een oplossing Oi voor Pi kunnen vinden,

4. construeer een oplossing Oi−1 voor Pi−1 op basis van de oplossing
Oi voor Pi en verfijn de oplossing Oi−1 ten aanzien van Pi−1,

5. blijf dit doen totdat we een oplossing O0 voor ons oorspronkelijke
probleem hebben.

Dit wordt de multi-level aanpak (zie paragraaf 1.6) genoemd. Voor het
graafpartitioneringsprobleem is het volledige probleem de graaf en zijn
de oplossingen partitioneringen. Door paren naburige vertices uit een
matching in een grote graaf samen te trekken tot enkele vertices (zie
definities 1.6.1 en 1.6.2) kunnen we een kleinere graaf construeren die
de oorspronkelijke grote graaf goed benadert. Het samentrekken van
vertices om een benadering van een graaf te vinden met een kleiner
aantal vertices wordt coarsening genoemd (definitie 1.6.2).

Opzet
In het tweede deel van de dissertatie maken we fijnmazige parallelle
algoritmes voor de verschillende onderdelen van de multi-level aanpak.
Hoofdstuk 4 is gericht op het uitrekenen van matchings in grafen op de
GPU. Dit matchingsalgoritme gebruiken we in hoofdstuk 5 om een snel
parallel clusteringsalgoritme te ontwikkelen.

Het clusteren van vertices in een graaf (zie definitie 5.1.1) is vergelijk-
baar met partitioneren in de zin dat we wederom alle vertices verdelen
in een aantal disjuncte stukken. Echter, weten we bij clusteren niet van
tevoren in hoeveel stukken we de vertices gaan verdelen en wordt er
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ook geen balanscriterium opgelegd aan de stukken zoals (G.5) in het eer-
der genoemde voorbeeld. Een voorbeeld van clusteren is het vinden van
vriendengroepen in een sociaal netwerk, waarbij we het netwerk zien
als een graaf met de mensen als vertices en onderlinge vriendschappen
als lijnen die de mensen verbinden. Hierbij weten we niet van tevoren
hoeveel natuurlijke groepen er te vinden zijn in de graaf. Om vertices
efficiënt samen te voegen voor het clusteren, ontwikkelen we een GPU-
algoritme voor coarsening in hoofdstuk 5.

In hoofdstuk 6 worden het matchingsalgoritme uit hoofdstuk 4 en
het coarseningsalgoritme uit hoofdstuk 5 gecombineerd met een parallel
verfijningsalgoritme om een graafpartitioneringsalgoritme te maken dat
in het geheel op de GPU grafen kan partitioneren.

Door dit GPU-algoritme te vergelijken met de (CPU) METIS graaf-
partitioneerder laten we zien in paragraaf 6.8 dat het inderdaad mogelijk
is om een parallel graafpartitioneringsalgoritme te maken dat effectief
gebruik kan maken van nieuwe hardware-architecturen.
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