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I INTRODUCTION

In articulatory phonetics speech production is described as a sequence of articulatory gestures.
Each gesture specifies the movements of the positions of the tongue, the lips and other articulators
characteristic of one phoneme. Adjacent gestures overlap one another, resulting in the characteristic
transitions between phonemes that can be observed in almost any parametric representation of the
acoustic speech signal. In some cases a target may not be reached before movement towards the
next begins. It has long been assumed that such targets cannot be determined from the acoustic
signal alone, detailed knowledge of the production of all component phonemes being required before
the speech signal can be 'decoded" [4].

Atal [I], however, has proposed a so-called temporal decomposition method for analysing the speech
signal without recourse to any explicit phonetic knowledge. This method takes into account the
above articulatory considerations and results in a description of speech as a sequence of overlapping
target function.. The method was originally intended for economical speech coding, but if it is
possible to find overlapping target functions as represented by the model of speech production, we
have a new tool with which to derive phonetic information from the speech signal in an objective

way.

For this purpose we have extended and modified the method, in order to make the determination
of the number and location of the target functions more robust and to overcome the problems of
Atal's original method [6,7]. This modified method will be described in some detail in the next

section. Within this modified method, there are some degrees of freedom, one of which is the
measure used to model a targei. function. Atal used a quadratic compactness measure which, we

think, tends to yield too many target functions. This, however, was difficult to confirm since this

measure was embedded in the original temporal decomposition method which differs considerably

from our modified method. Here, we have implemented Atal's measure in our method in order

to compare its performance with two of our measures. The criterion with which this performance

will be evaluated is the quality of the correspondence of the target functions with hand-labelled
phonemes or subphonemes. In a later paper we will also consider the phonetic relevance of the

targets.

The work reported here is part of a project to study the relationship between the target functions

obtained and a more traditional phonetic classification of the same utterance. Such knowledge

will not only give deeper insight into the composition of the speech signal, but may also have

applications for yet more economical methods of speech coding based on phonetic or subphonetic

classes or as a preprocessor for automatic speech recognition.

'This research was supported by the Foundation for Linguistic Research, which I. funded by the Netherlands

Organisation for Scientific Research, NWO.
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2 TEMPORAL DECOMPOSITION

Atal assumed that, given some suitable parametric representation of the input speech, coarticulation
can be described by simple linear combinations of the underlying targets. This makes it possible
to investigate speech using well-developed methods from linear algebra. Suppose that a given
utterance has been produced by a sequence of K movements towards and away from K articulatory
targets. Let us denote the speech parameters corresponding to the kth target by a target vector,
a(k), and the movement itself by a target function, Ok(n). The frame number n varies between 1
and the the total number of frames N of the utterance, and is in fact an indication of time. Ata Ps
assumption is that we can approximate the observed speech parameters, y(n), by the following
linear combination of target vectors and functions

(n) = a(k)Ok(n), 1 n N
k=1

(1)

where y(n) is the approximation of y(n). In this equation, both the target vectors and functions
and also their number and locations are unknown. However, for a moderate speaking rate the
number of phonemes varies between 10 and 15 per second, so we should expect about 3 target
functions to be present in a time window of 200 me.

The set of acoustic parameters chosen by Atal to describe the speech signal are the log area
parameters, determined every 10 me from an LPC analysis. These parameters vary slowly in
time and show a high mutual linear dependence which makes them eminently suited for temporal
decomposition. Since we want to impose some boundary conditions on the target functions, we will
solve equation (1) for the Ok(n); after that, the optimal acoustic target vectors can be computed.

The relation between the observed speech parameters and the target functions and vectors, given
by equation (1), can also be expressed in matrix notation

Y = AC> (2)

where Y is an I x N matrix whose (i, n) element is y,(n), A is an I x K matrix whose (i, element
is as (k), and is a KxN matrix whose (k, n) element is Ok(n). I, K and N are the number of
parameters within one frame, the number of supposed speech events and the number of frames
respecti vely.

Whenever the rank of the matrix Y is larger then the number of speech events within this speech
segment, equation (2) can be inverted to give the kth target function Ok(n) as a linear combination
of the speech parameters y,(n)

Ok(n) = E wki14(^)
i=1

1344
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where the wk.; are a set of weighting coefficients. A first useful step in determining the target
function is to perform a singular value decomposition (e.g. [2]) on the matrix of speech parameters
Y. Since we use 10 log area parameters per frame, this results in 10 singular vectors u,(n) which
are ordered with respect to their significance. Usually 3 to 6 singular vectors are enough to contain
more than 95 % of the variance of Y. Substituting the singular vectors u(n) for the speech
parameters y,(n) in equation (3) and taking only the s most significant singular vectors, the target
function it.k(n) can be represented as

Ok(n) = E bkitii(n) (4)

where the 62., are a set of amplitude coefficients. The u(n) in equation (4) are known, and the bki
can be chosen subject to a suitable measure of compactness.

2.1 Determination of the target functions
Since each target function represents an articulatory gesture, the Ok(n) we require within a given
analysis window (nc,n), should be zero until a certain frame, say n1, nonzero over a certain
following interval, say until n2, and zero again from that frame onwards. A suitable compactness
measure 0(n) is given by

0(n) = (5)

where the sum extends over the n frames of the analysis window. There are several possibilities
for the weighting factor o(n) and some of them will be discussed in the following subsections.
Depending on the choice of a(n), the spread measure 0(n) has to be minimized or maximized. In
order to obtain the optimal target function, we replace Ok(n) of equation (5) by the expression of
equation (4), and set the derivatives of 0(n) with respect to the coefficients bk, equal to 0. This
results in the eigenvalue equation

Rh = Ab

with eigenvalues A, where the coefficients r,3 of the matrix R are given by

=

(6)

(7)

A more detailed derivation of these equations is described by Atal [11. The smallest (or largest)
eigenvalue A provides the optimal choice of the coefficients bki, and with equation (4) the target
function Ok(n) is determined.

The shape of the target function is mainly determined by the weighting factor a(n). In fact, a(n)
can be considered as a model for the target function. However, since both the location and the
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length of the target function in a given analysis window are unknown, it is impossible to choose

an a(n) which is optimal in all situations. To overcome this problem the above computation is

embedded in an iterative procedure. This procedure starts with a symmetric a(n) around the

centre of the analysis window. Then the computation is performed and the location and the length

of the resulting target function are compared with the model a(n). If necessary, a(n) is adapted

within certain limits to the target function and a new computation is performed. This is repeated

until the adapted a(n) equals the previous one.

2.1.1 Rectangular model The first weighting factor we will propose provides a very simple

model.

a(n) = I for ni n < n2

a(n) = 0 elsewhere.

Thus, here we have a rectangular model for the target function. In this case we have to maximise

the compactness measure 9(n) in order to determine the optimal Ok(n). During the iterative

procedure the locations of n1 and n2 are adapted to the target function. Since they are changed

independently, both the length and the location of the rectangular model are optimized (see also

[6,7]). In Figure la two examples of the convergence process can be seen for two segments of speech.

To understand why this simple and unrealistic model gives reasonable results, we have to consider

equation (4). There, the target function Ok(n) is expressed as a linear combination of only 3 to

5 singular vectors, and thus the possible shapes of the target function are limited. Furthermore,

although the compactness measure will be maximal whenever the target function has an exact

rectangular shape, this situation will never be reached given this limited number of possibilities

and the fact that the speech parameters vary smoothly in time. This also explains why different

weighting factors often result in more or less identical target functions (Fig. 1).

2.1.2 Exponential model As we have found in unpublished experiments, the target functions

can be described very efficiently by an exponential function. This has led to the idea of using an

exponential model in the determination process of the target function:

a(n) = e crl
(8)

where p represents the location and a the length of the target function. Both p and a are optimized

during the iteration. Examples of target functions determined using this model can be found in

Figure lb.

2.1.3 Compactness measure of Atal Atal proposed a quadratic weighting factor:

a(n) = (n ne)2
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Figure 1: Examples of the determination of a target function inside a 210 ms anal-
ysis window for two segments of speech and three different weighting factors. a)
Rectangular model. b) Exponential model. c) Compactness measure of Atal.

where ne is the centre of the analysis window. With this o(n) the compactness measure 6(n) should
be minimized. Since a(n) is quadratic, it forces the target functions to be as compact as possible
around n, which impedes the search for speech events of long duration and thus yields too many
target functions. Atal solved the problem of the location of the target function with an extensive
analysis of the complete utterance and selecting the optimally located target functions afterwards.
We have embedded his compactness measure within our iterative procedure for comparison.

As described above, the iteration stops as soon as the weighting factor is optimally adjusted to
the target function. The criteria used for this adaptation depend upon the a(n) chosen, so we
had to choose a suitable convergence criterion for this special case. A very simple and efficient
criterion appeared to be to stop if the maximum of the target function occurs al the
ne. Otherwise, the location of n, is shifted to the place of this maximum. Although with this
procedure a(n) is only adjusted to the location of the target function and not to its length, this
criterion provides a fast convergence. Furthermore, since this is the original compactness measure
of Atal, we are now able to compare its performance with two of our own measures.

In Figure lc the successive steps of the iteration are shown for the same segments of speech as in
Figures la and b. The location of ne is indicated by a vertical bar.

2.2 Modification of the analysis window
As already pointed out by Marcus and Van Lieshout [5], the use of an analysis window with a fixed
length has some serious drawbacks. The required target function should only be nonzero during
a limited number of consecutive frames, but the result of the iterative procedure described above
does not always fulfil this requirement. Sometimes the window size is too large, which results in
edge effects due to neighbouring speech events. At other times the resulting target function is not
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complete, because the window size is too small to accommodate the whole target function.

Therefore, we have added an extra iterative procedure to optimize the window length and location.
We described this procedure with all details in previous papers 16,7).

2.3 Analysis of a complete utterance
So far we have determined a target function for one particular analysis window. In order to analyse
an entire utterance, the above procedure has to be repeated with windows located at intervals
throughout the utterance. We have developed robust method of shifting the analysis window
position, such that all the different target functions are found with a minimum of computational
effort. With equation (1) the optimal associated target vectors (k) can also be computed.

In Figure 2 the decomposition of a speech utterance is shown, using the three different compactness
measures described in the previous sections.

Figure 2: Temporal decomposition of a speech utterance using three
different compactness measures. a) Rectangular model. b) Exponential
model. c) Original compactness measure of Atal.

3 RELATIONSHIP TO PHONEMES

Temporal decomposition of a speech utterance results in a new description of the speech parameters
in terms of target functions and vectors which we hope will be related to a phonetic description.
In this paper we are especially interested in the correspondence between target functions and

articulatory gestures

A small database was constructed consisting of CVC-combinations embedded in the context
/claCIVC2a/. The consonants C1 and C3 were one of the phonemes /1/,/m/,/b/ or /p/ and the
short vowel V was one of the phonemes /a/,/i/ or /o/. Each of the 48 combinations was produced
by a single male speaker. A phonetic labelling was carried out by hand, closure and burst of the
ploeives being separately labelled. Temporal decomposition analysis using the three compactness
measures described above was carried out automatically on all utterances.

A tentative phonetic labelling by hand of the target functions was made for each utterance, and
Table 1 shows for each method the percentage of phonemes described by 0, 1, 2 or more target

1348
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Table 1 : Percentages of phonemes de- Table 2 : Percentages of phonemes (with-scribed by 0, 1, 2 or more target func- out bursts) described by 0, 1, 2 or moretions target functions

no. of target functions
0 1 2 more

Rectangular 17.8 63.2 18.4 0.5
Exponential 18.9 60.5 20.5 0.0
Atal 15.1 55.1 26.5 3.2

no. of target functions
0 1 2 more

Rectangular 1.4 73.2 24.6 0.7
Exponential 1.4 71.0 27,5 0.0
Atal 0.0 60.1 35.5 4.3

functions respectively. Although a reasonable percentage of the phonemes is described by onlyone target function, also an unacceptable percentage of the phonemes is missed. However, thispercentage is mainly due to missing bursts of the stop consonants which were labelled separately.
It is not surprising that these bursts are poorly detected: they are poorly represented by the initial
LPC analysis and the temporal decomposition itself results in further smoothing out of such short-duration events.

To get a better idea of the achievements of temporal decomposition, we show the results of the
analysis of the same words leaving out the bursts in Table 2. A. can be seen, the improvement
is considerable; only a very small percentage of the phonemes is really missed and most of the
phonemes are described by only one target function. Furthermore, although the bursts of the
plosives are not considered, this does not lead to problems for the plosives since their closuresare always detected. In both Tables 1 and 2 can it be seen that the compactness measure of
Atal results in more target functions, as we already expected. Although the rectangular measure
performs slightly better than the exponential measure, this difference is probably not significant.

As in general the vowels, and especially the short vowels, are more stable than the consonants, we
have splitted the results of Table 2 for vowels and consonants (Tables 3 and 4 respectively). These
Tables show, however, that the temporal decomposition method performs better on consonants
than on vowels, except when the compactness measure of Atal is used.

Table 3 : Percentages of consonants
(without bursts) described by 0, 1, 2 or
more target functions

no. of target functions
0 1 2 more

Rectangular 2.2 77.2 19.6 1.1
Exponential 1.1 76.1 22.8 0.0
Atal 0.0 57.6 38.0 4.3

7th FASE Symposium, Edinburgh

Table 4 : Percentages of vowels described
by 0, 1, 2 or more target functions

no of target functions
0 1 2 more

Rectangular 0.0 65.2 34.8 0.0
Exponential 2.2 60.9 37.0 0.0
Atal 0.0 65.2 30.4 4.3
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4 DISCUSSION AND CONCLUSION

Temporal decompoeition results in a description of speech as the sum of products of target functionsand their associated target vectors. Though based on an articulatory model, the resemblance ofboth descriptions has to be verified.

If we use as a criterion the one-to-one correspondence of target functions to phonemes, both com-pactness measures we have proposed perform better than the original measure of Atal, which tendsto yield too many target functions. This is due to the quadratic weighting factor which forces thetarget function to be as compact as possible. Although all reasonable weighting factors will oftenlead to the same target function, as was shown in Figure 1, we prefer to use a measure which isnot especially focussed on short speech events. The rectangular and exponential weighting factorsdo not differ significantly, except maybe for the vowels. Since the rectangular factor has somecomputational advantages, our preference is for this measure.
It is clear that temporal decompoeition cannot be considered as a simple 'phoneme segmenter",since a certain amount of subphonetic detail also results in distinct target functions. The articula-tory and phonetic interpretation of these results will be examined in future studies. Nevertheless,it is encouraging that the present robust outcomes of the method are obtained without making useof any specific phonetic knowledge.
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