
Dutch-Flemish Research Programme for Dutch Language and Speech Technology

stevin programme 
p r o j e c t  r e s u lt s





3

Contents
 4 – Introduction

R&D projects
 6 – AUTONOMATA (Too)
 8 – COREA
 10 – D-Coi
 12 – IRME
 14 – JASMIN-CGN
 16 – DAESO
 18 – DPC
 20 – Lassy
 22 – Midas
 24 – NBest
 26 – STEVIN can PRAAT
 28 – SPRAAK
 30 – Cornetto
 32 – SoNaR
 34 – Daisy
 36 – Disco
 38 – DuOMAn
 40  – PaCo-MT

Demonstration projects
 42 – Rechtsorde
 44 – CommunityConnect!
 46  – The licence plate line
 48 – AudioKrant
 50 – Primus
 52 – RechtspraakHerkenning
 54 – SonaLing
 56 – SpelSpiek
 58 – WebAssess
 60 – NEON
 62 – WoDy
 64 – YourNews
 66 – HATCI
 68 – AAP

Educational projects
 70 – HLT on Kennislink
 72 – Diademo

Master classes
 74 – ICT & Dyslexia
 76 – HLT for Governments

 79 – IndexDesign and editing: Erica Renckens (www.ericarenckens.nl)
Design front cover: www.nieuw-eken.nl
Proofreading: Lynn Packwood



4 5

Introduction
There are some 22 million native speakers of the Dutch language, mainly in the 
Netherlands and the Flanders region of Belgium. The market for language and 
speech technology (LST) for the Dutch language is often too small for companies to 
invest in. However, it is highly desirable that speakers of Dutch can use their native 
language in the modern communication and information society. The STEVIN 
programme was set up for this purpose. “STEVIN” is an acronym for “Essential 
Speech and Language Technology Resources for Dutch”. 

The programme, which ran from 2004 through 2011, aimed to contribute to the 
further progress of LST for the Dutch language in Flanders and the Netherlands 
and to stimulate innovation in this sector. In addition, it aimed to strengthen the 
economic and cultural position of the Dutch language in the modern ICT-based 
society. The programme had a budget of 11.4 million Euros and was jointly financed 
by the Flemish (Department of Economy, Science and Innovation (EWI), IWT 
Flanders, FWO Flanders) and Dutch governments (Ministry of Education, Culture 
and Science, Ministry of Economic Affairs and the Netherlands Organisation 
for Scientific Research (NWO)). The programme was coordinated by the Dutch 
Language Union with the support of the Programme Office implemented by NWO 
and SenterNovem (currently NL Agency).

The programme is exemplary for cooperation between the Netherlands and Flanders 
on the one hand, and between academia and the industry on the other. A variety of 
project types were initiated, covering all layers of the stratified innovation system. 
First, there were Research & Development projects (marked with blue tabs in this 
booklet), which can be further subdivided into: 
 
• projects focused on the creation of a suitable basic language resources kit (basic   
 resources layer)
• projects focused on strategic research in LST (research layer) 
• projects focused on applications and their targeted users (application layer)

Next, there are the demonstration projects (marked with green tabs), which yielded 
demonstrators of applications and services to illustrate their feasibility and value, 
thus stimulating demand for LST (end user layer).

In addition, several educational projects (marked with red tabs) and master classes 
(marked with yellow tabs) provided education and training for different target 
groups, thus stimulating knowledge transfer in the domain of LST for Dutch. The 
STEVIN Programme therefore contributed to consolidating the excellent position 
in Europe1  of LST research carried out in the Netherlands and Flanders, and it has 
done so in an excellent way, witness the positive evaluation by Technopolis Group2.

1 Andrew Joscelyne and Rose Lockwood, Benchmarking HLT Progress in Europe. The 
EUROMAP study. Copenhagen 2003.

2 Technopolis Group, Eindevaluatie STEVIN-Programma, July 2010. http://goo.gl/KeEEp

In this results book, each of the STEVIN projects will be presented in a few pages, 
focusing on the results achieved by the project. For each project, the project team, 
the problem(s) that the project aimed to address and the results that it targeted will 
be briefly described. Next, the focus will be on the results achieved, whether and how 
resources from other STEVIN projects were used, and whether and how the results 
of the project have been used since the project finished. 

Obviously, in two pages only the major aspects of a project can be dealt with. A 
complete overview of the factual information about the STEVIN programme and the 
projects carried out can be found in the STEVIN fact file3. A lot of information on the 
STEVIN programme can also be found on the STEVIN website4.   

The results of the STEVIN programme are available via the Dutch HLT Agency 
(‘TST-Centrale’)5 and are being used in current LST research, in education and in 
companies. A new cooperation project between the Netherlands and Flanders has 
been set up in the context of the CLARIN research infrastructure6 for humanities 
researchers to make several of the STEVIN results compatible with this infrastructure.  
The LST community is looking forward to other opportunities offered by the Dutch 
and Flemish governments to set up initiatives to exploit the STEVIN results fully.

The STEVIN programme could only be a success thanks to intensive efforts of many 
people. In particular, I would like to thank the members of the LST Board, of the 
Programme Committee, of the various working groups (WGFA, working group 
IPR, pricing committee, working group PR&C), the members of the International 
Advisory Panel, the people involved from the Dutch Language Union, the HLT 
Agency employees and the staff members of the Programme Office.    

The intended audience of this results book are scientists from LST and from other 
disciplines, government officials, and interested laymen. We hope the reader will 
enjoy reading this booklet with its descriptions of fascinating technologies and 
applications that will play an increasingly greater role in daily life and will contribute 
to ensuring a solid position of the Dutch language in the modern information and 
communication society. 

Jan Odijk
Chair of the STEVIN Programme Committee

3 http://goo.gl/BFFKg

4 http://goo.gl/6umZ6

5 http://goo.gl/f39f4

6 http://goo.gl/rf7Hl and http://goo.gl/y8O8i
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AUTONOMATA (Too)
In many modern applications such as directory assistance, name dialing, car 
navigation, and the like, one needs a speech recognizer and/or a speech synthesizer 
with the specific ability to deal with names.  A problem, especially in view of the 
automatic recognition of names, is the existence of different pronunciations for the 
same name. These pronunciations often depend on the background (mother tongue) 
of the user and the name. Typical examples are the pronunciation of foreign city 
names, foreign proper names, and so on. 
 Two projects under the name AUTONOMATA were funded by the STEVIN 
program. Their objective was to improve the automatic recognition and synthesis of 
names, and to provide tools for supporting project developers in the design of name 
lexicons. The first project focused on the development of two essential resources: a 
grapheme-to-phoneme (g2p) conversion tool with good performance on names and 
a substantial corpus of spoken name utterances from native and non-native speakers 
of Dutch and Flemish. The second project utilized the developed resources for the 
experimental validation of a novel methodology, based on multilingual acoustic 
models and automatically created pronunciation variants. Our approach proved 
successful in improving the automatic recognition of Points of Interest (POI).  In 
addition, the AUTONOMATA Too project aimed at developing a demonstrator 
version of a Dutch/Flemish POI information providing business service. This service 
was also used to create an evaluation database with POI names. 

Results
• The AUTONOMATA Too Transcription Toolset. This toolset consists of a 
grapheme-to-phoneme (g2p) transcription tool and a phoneme-to-phoneme 
(p2p) learning tool. The transcription tool is designed to enrich word lists with 
detailed phonetic transcriptions. It embeds the state-of-the-art general purpose 
g2p converters of Nuance (for northern and southern Dutch, English, French and 
German) and it can upload one or more specialized p2p converters that were trained 
to improve the outputs of the general-purpose g2p converter for names from a 
specific domain (e.g. street names, POIs, brand names, etc.). The p2p learning tool 
offers the lexicon developer the means of creating suitable p2p converters from a 
small lexical database of domain names and their correct transcription. The p2p 
converters can be configured to generate multiple pronunciations with associated 
probabilities.  http://goo.gl/nm6kb
• The AUTONOMATA Spoken Names Corpus. The corpus contains read-aloud first 
names, surnames, street names, city names and control words spoken by 60 native 
Flemish, 60 native Dutch speakers, and 120 non-native Dutch/Flemish speakers 
(English, French, Turkish, Moroccan). Each speaker read 50 control words and 180 
different person names (first name + surname) and topographical names (street 
name or city name) from a list of approximately 5000 different names. The latter 
means that several repetitions of the same name by different speakers are available 
in the corpus. All utterances are provided with manually generated phonetic 
transcriptions. http://goo.gl/wl2N2
• A speech recognition demo for POIs. This is a demonstrator version of a Dutch/
Flemish POI information providing business service that recognizes the names of 

places to stay and places to eat in a number of cities (such as Amsterdam, Antwerp, 
Gent, Rotterdam). http://goo.gl/zcval
• The AUTONOMATA POI Corpus. This database contains read-aloud POIs from 
the Netherlands and Belgium (names of restaurants, hotels, campsites, bars, etc.) 
spoken by 80 speakers with various native languages. Each speaker read 2000 
names from a list of approximately 8000 different names, which resulted in 16,000 
sound files. The recordings were made with the POI demo and speakers were able 
to record another attempt if the first one was mis-recognized. This resulted in 5677 
additional sound files. All utterances are provided with manually generated phonetic 
transcriptions. http://goo.gl/K4cDk

Dissemination
The available p2p technology has been proven to facilitate the maintenance of the 
lexical databases of topographical and POI names at Tele Atlas. The p2p converters 
can perform a lot of the otherwise manual corrections automatically, thus avoiding a 
lot of time consuming labour.
 The results of the work were presented at an internal Nuance conference, 
triggering attention for multilingual application domains. Scientific insights from 
the project are going to be applied in the next generation of Nuance’s automatic 
transcription products for multilingual applications.
 Thanks to the availability of manually verified phonetic annotations, the spoken 
name corpora (the AUTONOMATA Spoken Name Corpus and the AUTONOMATA 
POI corpus) are quite unique and valuable for the international speech community.

 • Heuvel, H. van den, Martens, J.P., Konings, N. (2007). G2P conversion of names. What 
can we do (better)?, Proceedings Interspeech (Antwerp), 1773-1776.

 • Heuvel, H. van den, Martens, J.P., D’hoore, B., D’hanens, K., Konings, N. (2008). The 
Autonomata Spoken Name Corpus. Proceedings LREC 2008 (Marrakech).

 • Réveil, B., Martens, J.P., Heuvel, H. van den (2011). Improving proper name recognition 
by adding automatically learned pronunciation variants. To appear in: Speech 
Communication.

 • Schraagen, M., Bloothooft, G. (2011). A qualitative evaluation of phoneme-to-phoneme 
technology. Proceedings Interspeech 2011 (Florence), 2321-2324.

Radboud University Nijmegen
Dr. H. van den Heuvel (project leader), 
Drs. N. Konings

Ghent University
Prof. dr. J. P. Martens (project leader), 
Dr. Q. Yang, Dr. K. D’Hanens,
B. Réveil Msc

Utrecht University
Dr. ir. G. Bloothooft, G. Stevens MA,
M. Schraagen Msc

Nuance
Dr. J. Verhasselt, Ir. B. D’hoore

TeleAtlas
Dr. L. Peirlinckx, L. Mortier Msc,
M. Verheye
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COREA
Coreference Resolution for Extracting Answers

Coreference resolution is a key ingredient for the automatic interpretation of text. The 
extensive linguistic literature on this subject has restricted itself mainly to establishing 
potential antecedents for pronouns. Practical applications, such as Information 
Extraction, Summarization and Question Answering, require accurate identification 
of coreference relations between noun phrases in general. Computational systems 
currently available for assigning such relations automatically have mainly been 
developed for English. A large number of these approaches are corpus-based and 
require the availability of a sufficient amount of annotated data. Annotated data 
for Dutch is scarce. In the COREA project we tackled this problem. We developed 
guidelines for the manual annotation of coreference resolution for Dutch, we created 
a corpus annotated with coreferential relations of over 200 thousand words, and, 
using this data, we developed and tested an automatic coreference resolution system.

For the annotation of coreference relations we developed a set of annotation 
guidelines largely based on existing annotation schemes for English. Annotation 
focused primarily on coreference or identity relations between noun phrases, where 
both noun phrases refer to the same extra-linguistic entity, as in the following 
example:

 [Xavier Malisse]1 heeft zich geplaatst voor de halve finale in Wimbledon. [De   
 Vlaamse tennisser]1 zal dan tennissen tegen een onbekende tegenstander.
	 (English:	Xavier	Malisse	has	qualified	for	the	semi-finals	at	Wimbledon.	The			
 Flemish tennis player will play against an unknown opponent on that occasion.)

We annotated several other coreference relations and flagged certain special cases.
 The COREA corpus covers a number of different genres (speech transcripts, 
news, medical texts) and contains both Dutch and Flemish sources. The latter is 
particularly relevant as the use of pronouns in Dutch is different from the use in 
Flemish. We annotated texts from different sources: newspaper articles gathered 
in the Stevin D-Coi project, transcribed spoken language from the Spoken Dutch 
Corpus (CGN), and entries from the Spectrum (Winkler	Prins) medical encyclopedia 
as gathered in the NWO IMIX project. Furthermore, we incorporated data from an 
already existing corpus with material from Knack, a Flemish weekly news magazine. 
Manually corrected syntactic dependency structures were available for the CGN and 
D-Coi material. We used these to create an initial set of markables and to simplify the 
annotation task. The labelling was done by linguists.
 For the Dutch coreference resolution system we used a machine learning 
approach. We focussed on identity relations. We started with the detection of noun 
phrases in the documents after automatically pre-processing the raw text corpora. 
Dutch named entity recognition was performed by looking up the entities in lists 
of location names, person names, organization names and other miscellaneous 
named entities. We used a memory based part-of-speech tagger, a text chunker and 
a grammatical relation finder, each trained on the CGN corpus.

 On the basis of the pre-processed texts instances were created. We created an 
instance between every noun phrase (candidate anaphor) and its preceding noun 
phrases (candidate antecedents).

Corpus D-Coi CGN MedEnc Knack
# docs 105 264 497 267
# tokens 35,166 33,048 135,828 122,960
# ident 2,888 3,334 4,910 9,179
# bridge 310 649 1,772 na
# pred 180 199 289 na
# bound 34 15 19 43

The COREA coreference resolution module was used in an information extraction 
system for the medical domain. Experiments showed that incorporating coreference 
information has a small positive effect on extraction performance. Coreference 
resolution was also included in the Question Answering system developed within 
the NWO IMIX program that has participated in several European evaluation 
campaigns. Coreference resolution helped to improve the recall of the information 
extraction components in the system substantially, leading to an overall performance 
improvement of 5%.

 • Hendrickx, I., Bouma, G., Coppens, F., Daelemans, W., Hoste, V., Kloosterman, G., 
Mineur, A., Van Der Vloet, J., Verschelde, J. (2008). Coreference Resolution for 
Extracting Answers for Dutch. Proceedings LREC (Marrakech).

 • Hendrickx, I., Hoste, V., Daelemans, W. (2008). Semantic and Syntactic features for 
Anaphora Resolution for Dutch. Proceedings CICLing 2008, (4919) 351-361.

 • Hoste, V., Hendrickx, I., Daelemans, W. (2007). Disambiguation of the neuter 
pronoun and its effect on pronominal coreference resolution. Proceedings of the 10th 
International Conference on Text, Speech and Dialogue, (4629) 48-55.

 • Bouma, G., Kloosterman, G. (2007). Mining Syntactically Annotated Corpora using 
XQuery. Proceedings	of	the	Linguistic	Annotation	Workshop,	17-24.

Table: Corpus statistics for 
the coreference corpora 
used in the COREA project. 
Lines 3-6 list different 
types of coreference 
relations included in the 
annotation.

University of Groningen
Dr. G. Bouma (project leader), Drs. A. Mineur

University of Antwerp
Prof.	dr.	W.	Daelemans,	Dr.	I.	Hendrickx,	Prof.	dr.	V.	Hoste

Nuance (formerly Language and Computing NV)
Dr. J. Verschelde
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D-Coi
Coreference Resolution for Extracting Answers

The construction of a large and richly annotated corpus of written Dutch was 
identified as one of the priorities of the STEVIN program. Such a corpus, sampling 
texts from conventional and new media, is invaluable for scientific research and 
application development. The D-Coi project was intended as a pilot project that 
would produce a blueprint for the construction of a 500-million-word corpus. 

Work in the D-Coi project was directed at the design of the 
corpus and the development (or adaptation) of protocols, 
procedures and tools needed for sampling data, cleaning 
up, converting file formats, marking up, annotating, post-
editing, and validating the data. In order to support these 
developments, it was envisaged that a 50-million-word pilot 
corpus would be compiled, parts of which would be enriched 
with linguistic annotations. 

The project put in place all means necessary for the construction of a truly large 
corpus. This includes a procedure for cleaning up the data (Corpus-induced corpus 
clean-up, Reynaert 2006), a specification of the D-Coi format, validation tools, a tool 
for sentence-splitting and tokenization, an adapted version of the tagset and tagger/
lemmatizer used in the Spoken Dutch Corpus (CGN) project, and an adapted version 
of the Alpino parser and accompanying tools. 
 The project yielded a 54-million-word pilot corpus that was annotated for parts of 
speech and lemmas. Part of the corpus (200,000 words) was syntactically annotated 
using the Alpino parser, the output of which was manually verified. 
 The COREX exploitation tool originally developed in the CGN project was adapted 
so as to be able to cope with written text data.
 For the annotation of semantic roles and spatio-temporal relations annotation 
schemes were developed.
 Results from the D-Coi project are available through the Dutch-Flemish HLT 
Agency (TST-Centrale).

Dissemination and exploitation
Results from the D-Coi project have been used in various other projects, including 
the SoNaR and the Lassy projects.
 D-Coi has contributed to the development and consolidation of de facto standards 
for Duch language corpora and annotations. These standards have been and are 
being adopted in other initiatives aimed at developing Dutch language resources, 
such as the STEVIN JASMIN-CGN and Dutch Parallel Corpus projects but also the 
NWO-funded BasiLex and Dutch SemCor projects.
 D-Coi has also guided the development of such widely used tools as the Tilburg 
tagger/lemmatizers and the Alpino parser.
 The Corpus-induced Corpus Clean-up procedure, developed by Martin Reynaert, 
has also been used by the National library of the Netherlands (KB).

The D-Coi project has been presented at various international and national 
conferences and workshops where it has contributed to discussions on issues of 
corpus design, compilation and annotation.
 Experiences obtained D-Coi are sought after by other initiatives that are 
considering undertaking a similar enterprise.

 • Bosch, A. van den, Schuurman, I., Vandeghinste, V. (2006). Transferring POS tagging 
and lemmatization tools from spoken to written Dutch corpus development. Proceedings 
LREC 2006 (Genoa).

 • Oostdijk, N., Boves, L. (2006). User requirement analysis for the design of a reference 
corpus of written Dutch. Proceedings LREC 2006 (Genoa), 1206-1211.

 • Reynaert, M. Corpus-induced corpus clean-up. Proceedings LREC 2006 (Genoa), 87-
92.

 • Schuurman, I., Monachesi, P. (2006). The contours of a semantic annotation scheme for 
Dutch. Proceedings 16th Meeting of Computational Linguistics in the Netherlands. K. 
Sima’an, M. de Rijke and R. van Son (eds). 67-92. Amsterdam: University of Amsterdam.

Radboud University Nijmegen
Dr. N. Oostdijk (project leader), Dr. O. van Herwijnen, Prof. dr. L. Boves

Tilburg University
Prof. dr. A. van den Bosch, Dr. M. Reynaert

University of Twente
Prof. dr. F. de Jong, Drs. H. Hondorp, Dr. A. van Hessen, Dr. R. Ordelman,
Drs. T. Verschoor

University of Groningen
Prof. dr. G. van Noord, drs. G. Kloosterman

Utrecht University
Dr. P. Monachesi, Dr. J. Trapman

KU Leuven
Prof. dr. F. Van Eynde, Drs. I. Schuurman, Dr. V. Vandeghinste

Polderland Language and Speech Technology BV
Drs.	Th.	van	den	Heuvel,	Drs.	W.	Apperloo,	Drs.	P.	Beinema
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IRME
Identification and Lexical Representation of Multi-word Expressions

Multi-word Expressions (MWEs) are word combinations with properties that 
cannot be predicted from the properties of the individual words or the way they 
have been combined. A word combination in Dutch, for example, can have an 
unpredictable meaning (de	boeken	neerleggen, lit. ‘to put down the books’, meaning 
‘to go bankrupt’), or it can have only limited usage (e.g. met vriendelijke groet ‘kind 
regards’, used as the closing of a letter), or an unpredictable translation (kerncentrale 
– nuclear plant), and so on. MWEs occur frequently and are usually highly domain-
dependent. A proper treatment of MWEs is essential for the success of Natural 
Language Processing (NLP) systems. State of the art NLP systems usually work best 
if they are adapted to a specific domain. For all of these reasons it is highly desirable 
to have technology that can identify MWEs in a maximally automated manner, and 
research into this topic has been carried out in the identification part of the IRME 
project. 
 An NLP system can only use an MWE if it is represented in a way suitable for 
that NLP system. Unfortunately, each NLP system requires its own formats and 
properties, and the way MWEs are represented differs widely from NLP system to NLP 
system. Therefore a representation of MWEs that is as theory and implementation 
independent as possible and from which NLP system-specific representations can be 
derived in a maximally automated manner is highly desirable. And that is what the 
lexical representation part of the IRME project dealt with. 

The goals of the IRME project included: (1) carrying out research into methods for 
the automatic identification of MWEs in text corpora, especially in fully syntactically 
parsed corpora (treebanks); (2) selection of one or some of these methods, their 
implementation and application to large treebanks to obtain a list of candidate 
MWEs and their properties; (3) research into and elaboration of the so-called 
Equivalence Class Method (ECM) for the lexical representation of MWEs; (4) design 
and implementation of a lexical database of Dutch MWEs in accordance with the 
ECM containing at least 5000 MWEs and associated properties; (5) testing the 
conversion of MWEs in this database into NLP-specific representations for two NLP 
systems.  

The research into the automatic identification of MWEs in large treebanks resulted 
in MWE identification software, which was evaluated using data provided by Van 
Dale. The software was applied to large parsed text corpora (Twente News Corpus1 
and CLEF Corpus2), and resulted in a list of candidate MWEs with rich corpus-based 
properties. These properties include lists of the most frequent argument heads, lists 
of the most frequent modifier heads, and other properties. Since the identification 
algorithms had been applied to fully parsed sentences they were able to identify non-
contiguous MWEs and non-contiguous arguments and modifiers of MWEs (e.g. Saab	
legt voorlopig de boeken nog niet neer). The research into ECM resulted in an 
extension and further elaboration of the so-called parameterized ECM, especially for 
Dutch, the design and implementation of a corpus-based lexical database of Dutch 
MWEs (DuELME) in accordance with the ECM and filled with 5000 MWEs manually 

1 http://goo.gl/Ehd0l

2 http://goo.gl/QSUra

selected from the provided candidate list. For each MWE in this database a rich array 
of properties is available, partially established manually and partially derived from 
the corpus. In addition, a syntactic structure template based on CGN conventions  
was added for each MWE equivalence class. This makes conversion of the MWEs to 
specific NLP systems that can use such representations fully automatic.  Conversion of 
DuELME MWE representations to the NLP-specific representations was successfully 
done for two NLP systems but could only be implemented for one system (since no 
running version of the other was available). In addition, a small test was carried out 
which showed that an NLP system enriched with MWEs has better performance than 
without them. The DuELME database comes with a web-based interface, and both 
are available via the Dutch HLT Agency. In addition, the project resulted in a range of 
presentations, demonstrations and publications. The researchers in the project also 
(co-)organized several workshops and one was co-editor of a special issue of the LRE 
Journal on MWEs. 

After the project finished, Nicole Grégoire continued her research into the lexical 
representation of MWEs, which resulted in a PhD Thesis successfully defended in 
2009 at Utrecht University. 
 The DuELME database had been successfully created, but it was stored in a format 
highly idiosyncratic to this database. In CLARIN-NL, a subproject was started up to 
convert the DuELME database to an XML format compatible with the Lexical Mark-up 
Framework (LMF). This project was carried out successfully, and in addition to data 
stored in a new format also a new web interface to this format was created.  It will soon 
be available via the Dutch HLT Agency. Making the DuELME database compatible with 
LMF was not trivial, and one important reason for that is the fact that the DuELME 
database is not actually a lexicon, but what I would like to call a proto-lexicon, that is 
to say, a database that is itself not a lexical database but from which a lexical database 
can be derived in a highly automated manner. Several recommendations were made to 
adapt LMF to also accommodate such proto-lexicons. 

 • Grégoire, N. (2010), DuELME: a Dutch electronic lexicon of multiword expressions, 
Language Resources and Evaluation Journal 44(1-2), 23-39. DOI: 10.1007/s10579-
009-9094-z. http://goo.gl/6I70K 

 • Villada Moirón, B.,  Tiedemann, J. (2006). Identifying idiomatic expressions using 
automatic word-alignment. Proceedings	 EACL	 2006	 Workshop	 on	 Multi-word-
expressions in a multilingual context, 33-40. 

Utrecht University
Prof. dr. J. Odijk (project leader), Dr. N. Gregoire

Groningen University
Dr. B. Villada Moirón, Prof. dr. G. van Noord

Van Dale Lexicografie
Dr. J. Zuidema
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JASMIN-CGN
Extension of the CGN with speech of children, non-natives,

elderly people, and human-machine interaction.

Large speech corpora constitute an indispensable resource for conducting research in 
speech processing and for developing real-life speech applications. In 2004 a corpus 
of standard Dutch as spoken by adult natives in the Netherlands and Flanders, the 
Spoken Dutch Corpus (Corpus Gesproken Nederlands; CGN) became available. To 
develop speech applications for specific groups of speakers of Dutch such as children, 
non-natives, and elderly people it was necessary to extend CGN with recordings of 
such speakers. 

The JASMIN-CGN project aimed at extending the CGN by collecting a corpus of 
contemporary Dutch as spoken by children of different age groups, non-natives with 
different language backgrounds and elderly people in the Netherlands and Flanders 
(JASMIN-CGN). In addition, speech material from a communication setting that 
was not envisaged in the CGN, human-machine interaction, was also collected. 

Results 
The JASMIN-CGN speech corpus is a collection of approximately 115 hours of Dutch 
speech by children, non-natives and elderly speakers from the Netherlands and 
Flanders. The speech recordings concern read text and human-machine interaction 
(HMI) dialogues with various annotations. The JASMIN-CGN speech corpus is 
complementary to the Spoken Dutch Corpus (CGN - Corpus Gesproken Nederlands). 
One third of the data was collected in Flanders and two thirds in the Netherlands.

Within the STEVIN programme, the JASMIN-CGN corpus has been employed for 
research and development in the DISCO project (see the DISCO description). In 
addition, this corpus is now being used in other projects outside STEVIN such as 
Feedback and the Acquisition of Syntax in Oral Proficiency (FASOP),  Automatic 
detection of syntactical errors in non-native utterances and in research on the 
relationship between speech and aging at the Max Planck Institute in Nijmegen. 

 • Cucchiarini, C., Driesen, J., Hamme, H. van & Sanders, E.P. (2008). Recording Speech 
of Children, Non-Natives and Elderly People for HLT Applications: the JASMIN-CGN 
Corpus. Proceedings LREC 2008 (Marrakech, Morocco).

 • Cucchiarini, C., Hamme, H. van, Herwijnen, O. van & Smits, F. (2006). JASMIN-CGN: 
Extension of the Spoken Dutch Corpus with Speech of Elderly People, Children and Non-
natives in the Human-Machine Interaction Modality. Proceedings LREC 2006, 135-138. 

 • Cucchiarini, C. (2006). JASMIN-CGN. Een uitbreiding van het Corpus Gesproken 
Nederlands. DIXIT, 4(2), 22-22.

Radboud University Nijmegen
Dr. C. Cucchiarini (project leader)

KU Leuven
Prof. dr. H. Van hamme

TalkingHome
Dr. ir. F.M.A Smits
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DAESO
Detecting And Exploiting Semantic Overlap

Consider the following pair of sentences from news articles on the web:

Based on the manually annotated data, a new aligner was developed, which makes no 
prior assumptions about the relation between the two sentences other than that they 
are somehow related: the amount of overlap may range from a few words (as may 
be the case in headlines and the news reports) to the entire sentence (as is the case 
in the parallel translations). The method incorporates other Dutch NLP applications, 
such as the Alpino parser and the Cornetto database (for which a new interface, 
called Pycornetto was developed within the DAESO project). The proposed alignment 
method operates on the level of syntactic trees, where each node in the source tree may 
be aligned to the most similar node in the target tree. In addition, node alignments are 
labeled with a semantic similarity relation. In other words: this alignment method can 
perform the same task as our annotators did for the DAESO corpus, and evaluations 
show that its performance approaches that of the human annotators (for details, see 
Marsi and Krahmer, 2010). 
 We started exploring the added value of semantic overlap for a number of 
applications (multi-document summarization, duplicate detection in news reports, 
sentence compression, paraphrasing and information extraction, see e.g., Hendrickx 
et al. 2010 and Marsi et al. 2010). Clearly, detecting semantic overlap is important in all 
cases, but how best to do this is not always immediately obvious. In addition to insight 
into the problems and prospects of semantic overlap detection in NLP applications, 
these explorations also resulted in various useful applications, such as the first open 
source multi-document summarizer for Dutch.
 The DAESO corpus is a unique resource (no other monolingual treebank with 
semantic relation labels exists) and it is likely to be a useful resource for Dutch. In 
addition, within the DAESO project, a new approach to syntactic sentence alignment 
was developed, which improves on existing alignment tools (mostly developed in the 
context of machine translation) in that it can be applied to both parallel and comparable 
sentence pairs. All tools and datasets developed within the DAESO project are publicly 
available. The release of the DAESO corpus and tools was covered by various news 
media and they are being already used in various other projects. 

These sentences show an example of semantic overlap: they express partially 
overlapping information, but do so in rather different ways. The phenomenon of 
semantic overlap is one of the major challenges in building robust NLP applications. 
It is commonly assumed that such applications can be improved with knowledge 
of how different natural language expressions relate to each other, for instance in 
terms of paraphrases (same semantic content, different wording) or entailments 
(one expression implied by the other). DAESO investigated the detection of semantic 
overlap between Dutch sentences and the exploitation of this knowledge in existing 
NLP applications, including summarization, sentence paraphrasing and compression.

Results
Within the DAESO project, tools were developed for the automatic alignment and 
classification of semantic relations (between words, phrases and sentences) for Dutch, 
as well as for a Dutch sentence fusion module. The latter is a relatively new text-to-text 
generation application, which fuses related Dutch sentences into a single grammatical 
sentence, which may be a generalization, a specification or a reformulation of the 
input sentences (Krahmer et al. 2008). To facilitate the development and testing 
of these tools, an annotated monolingual Dutch parallel corpus of over one million 
words was constructed, consisting of pairs of texts that express parallel or comparable 
information. Data for the corpus came from various sources, including the news 
providers ANP and NOVUM Nieuws, the NOS for a set of autocue-subtitle pairs and 
the publishers Donker, Atlas, Nieuwezijds, Atheneum – Polak & van Gennip and Boom 
for book materials. 
 A large part of the corpus was manually annotated. Human annotators performed 
annotation in two ways: (1) they determined whether two sentences were semantically 
related, and then (2) they determined how two related sentences should be aligned 
internally. For both tasks new tools were developed, called Hitaext and Algraeph 
respectively. Hitaext allows for n-to-n alignments at the sentence level in a generic 
way, and can be applied to both monolingual and multilingual sentence pairs. The 
visual graph alignment tool Algraeph allows for within sentence alignment of words 
and phrases, and is likewise applicable to both monolingual and bilingual alignment 
and can be configured for use with different semantic relations. Both tools are publicly 
available as open source software.
 We evaluated the performance of the human annotators, and it turned out that they 
had done well; results for alignment were very high (often close to 100% agreement), 
results for the semantic relation annotation varied per text and relation, but agreement 
was substantial overall. 

Intel posted a reward on eBay this 
month	 to	find	a	 copy	of	 the	April	 1965	
issue of Electronics, in which Gordon 
Moore predicted that the complexity of 
computer	 chips	 would	 roughly	 double	
every two years. 

Intel	had	been	searching	for	a	mint	copy	
of the issue which contains the Moore’s 
Law article - famously predicting 
that	 the	 number	 of	 components	 on	 a	
processor	would	double	every	two	years	
with costs falling commensurately.

 • Krahmer, E., Marsi, E., Pelt, P. van (2008). Query-based sentence fusion is better 
defined and leads to more preferred results than generic sentence fusion. Proceedings 
of	ACL	(Columbus,	Ohio,	USA),	193-196.

 • Marsi, E., Krahmer, E., Hendrickx, I., Daelemans, W. (2010). On the limits of sentence 
compression by deletion. In: E. Krahmer and M. Theune (eds), Empirical Methods in 
Natural	Language	Generation	(LNAI	5790),	Springer	Verlag:	Berlin	Heidelberg.

 • Marsi, E., Krahmer, E. (2010). Automatic analysis of semantic similarity in comparable 
text through syntactic tree matching. Proceedings of COLING (Beijing, China), 752-760.
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DPC
Dutch Parallel Corpus

Aligned parallel corpora, which consist of a text in language A and the corresponding 
translation of the text in language B, form an indispensable resource for a wide range 
of multilingual applications such as machine translation (MT - especially corpus-
based MT such as statistical and example-based MT), computer-assisted translation 
tools, cross-lingual information extraction, multilingual terminology extraction, and 
are valuable for language teaching and computer-assisted language learning. Since 
high-quality parallel corpora with Dutch as central language did not exist or were not 
accessible for the research community due to copyright restrictions, the compilation 
of aligned parallel corpora was one of the priorities of the STEVIN program. 
 The DPC project aimed at 
compiling, structuring and 
annotating a 10-million-word, high-
quality, sentence-aligned parallel 
corpus for the language pairs 
Dutch-English and Dutch-French. 
On the level of data collection and 
corpus design, the main objective 
was to compile a balanced corpus 
with respect to both text types 
and translation direction, entirely 
composed of copyright-cleared texts 
from high-quality text providers. For 
data enrichment, it was proposed 
that the texts should be cleaned, sentence-aligned, tokenized, and lemmatized and 
then enriched with metadata and linguistic annotations. Given the size of the corpus, 
the intention was to develop automatic and semi-automatic procedures to process 
the data. To increase the quality of the corpus, part of the processing should be 
verified manually. By setting the abovementioned aims, DPC intended to differ from 
other existing parallel corpora in the following five aspects: quality control, level of 
annotation, balanced composition, availability and Dutch kernel.

Results 
After three years of hard work, the DPC project resulted in a 10-million-word high-
quality sentence-aligned bidirectional parallel corpus of Dutch, English and French, 
with Dutch as central language. The finalized corpus has four translation directions (at 
least 2,000,000 words per translation direction) and part of the corpus is trilingual. 
DPC is based on a balanced corpus design and includes five text types: literature, 
instructive texts, external communication, journalistic texts and administrative 
texts. High-quality text providers, both institutions and commercial publishers, were 
contacted to fill the corpus with appropriate data. Copyright clearance was obtained 
for each text included in the corpus. Because of the heterogeneity of data providers 
(institutions and commercial publishers), different types of IPR agreements were 
drawn up in close collaboration with the HLT Agency (TST-Centrale). 
 After preprocessing, cleaning and normalization, the texts were restructured, 
which involved sentence alignments, tokenization, lemmatization and linguistic 

annotation. In order to guarantee the quality control of the corpus, all processing 
layers were completely manually checked for a sub corpus of 1 million words 
guaranteeing high quality output. The 9-million-word corpus was spot-checked, on 
the basis of an error analysis of the manually verified data.
 In order to make DPC readily available for linguists, a parallel web concordancer 
was developed, which is accessible at the HLT agency for all DPC users. The advantage 
of such a concordancer is that one can immediately select parallel data for general 
patterns. For more detailed patterns or intricate sample selections, programming is 
required. However, the web concordancer has been developed in such a way that one 
can easily search parallel data via a user-friendly interface. The entire corpus is also 
available in XML format, in compliance with TEI P5 standards. As such, the corpus 
can be further explored by using the appropriate XML querying tools.
 Results of the DPC project have been disseminated in a variety of ways. Within 
STEVIN part of the DPC data were used by the STEVIN Lassy project in order to 
develop syntactic annotations. Outside STEVIN, a number of presentations were 
given at international conferences and different texts on the DPC corpus or sub-
parts of it have been published in international journals (see below for a selection of 
publications). 
 Thanks to the web interface, researchers can access the corpus via a user-friendly 
web interface, which allows them to query the entire corpus or sub corpora selected 
on the basis of text type and translation directions. The corpus data have also been 
used in different doctoral research projects dealing with, for example, contrastive 
language problems. 

 ⇒ http://goo.gl/xAzf9

 • Macken, L., De Cercq, O., Paulussen, H. (2011). Dutch Parallel Corpus : a Balanced 
Copyright-Cleared Parallel Corpus. Meta, 56 (2).

 • Trushkina, J., Macken, L., Paulussen, H. (2008). Sentence Alignment in DPC: 
Maximizing Precision, Minimizing Human Effort. Proceedings of LREC 2008 
(Marrakech, Morocco).

 • Macken, L., Trushkina, J., Paulussen, H., Rura, L.,  Desmet, P., Vandeweghe, W. (2007). 
Dutch Parallel Corpus. A multilingual annotated corpus. On-line Proceedings of Corpus 
Linguistics 2007 (Birmingham, United Kingdom).

 • Paulussen, H., Macken, L., Truskina, J., Desmet, P., Vandeweghe, W. (2006). Dutch 
Parallel Corpus: a multifunctional and multilingual corpus. Cahiers de l’Institut de 
Linguistique de Louvain, CILL, Louvain-La-Neuve, 32.1-4 (2006), 269-285.
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Lassy
Large Scale Syntactic Annotation of written Dutch

A large corpus of written Dutch texts (1,000,000 words) has been syntactically 
annotated (manually corrected), based on the STEVIN D-Coi and STEVIN SoNaR 
corpora. In addition, a very large corpus (about 1,500,000,000 words) has been 
syntactically annotated automatically. The project extends the available syntactically 
annotated corpora for Dutch in size as well as with respect to the various text genres 
and topical domains. In addition, various browse and search tools for syntactically 
annotated corpora have been developed and made available. Their potential for 
applications in corpus linguistics and information extraction has been illustrated 
and evaluated ina series of case studies.

Results
Lassy Small is a syntactically annotated corpus of written Dutch of 1 million words. 
The annotations include lemmatization, Part-of-Speech, and syntactic dependency 
information. The annotations have been manually verified and corrected. The 
external validation report concludes:

    Lassy	small,	the	manually	verified	corpus,	has	really	fine	results	for	both	
 syntax, pos and lemma, and the overall impression is very good.

Lassy Large is an automatically annotated corpus of written Dutch of 1.5 billion 
words. The annotations include lemmatization, Part-of-Speech, and syntactic 
dependency information. The syntactic dependency annotations have been assigned 
by the Alpino parser.  The external validation report concludes:

 The overall impression of the Lassy large annotations is that the parser succeeds 
	 in	building	up	acceptable	trees	for	most	of	the	sentences.	Often	the	errors	are	
	 merely	a	question	of	the	correct	labelling	of	the	nodes.

The Lassy corpora are available in (compressed) XML. Tools for browsing, viewing, 
searching, and manipulating syntactic dependency structures encoded in XML have 
been developed and made available. The tools include:

 •	dtview,	dtsearch,	xquery:	command-line	tools	for	power	users,	exploiting
   XPATH and Xquery for searching and manipulating XML.

	 •	Dact:	an	easy-to-use	graphical	corpus	tool	that	is	very	suitable	for	users	of	
	 		Lassy	Small	with	little	technical	background.	Dact	uses	database	technology	
	 		and	XPATH	for	efficient	searching	and	has	been	much	extended	and	improved	
   over the last few months.

	 •	a	web-based	simple	search	application:	for	novice	users	with	no	technical	
	 		background,	and	limited	linguistic	background

A number of case studies have been performed, showing how the corpora and the 
corpus tools can be applied in interesting ways.

Dissemination
Within STEVIN, the Lassy Small treebank has been the input for further semantic 
annotations in the STEVIN SoNaR project. The Lassy Large treebank was used in the 
STEVIN PaCo-MT project for training a tree-based target language model.

The results of Lassy are being exploited in the TTNWW project (HLT Tools for 
Dutch as Web services in a Workflow). In addition we hope and expect that the Lassy 
corpora and tools will be used in computational linguistics, corpus linguistics and 
information extraction. To this end, the Lassy project team organized the seventh 
TLT workshop in 2009, in Groningen.  In this workshop, three presentations, one 
poster, and several demos were devoted to research done in the context of the Lassy 
project.

 ⇒ http://goo.gl/6h57S

 • Noord, G. van (2009). Huge Parsed Corpora in LASSY. Proceedings of the Seventh 
International	Workshop	on	Treebanks	and	Linguistic	Theories	(TLT	7).	January	23-
24, 2009, Groningen, The Netherlands.

 • Noord, G. van (2010). Self-trained Bilexical Preferences to Improve Disambiguation 
Accuracy. In: H. Bunt, P. Merlo and J. Nivre (eds.), Trends in Parsing Technology. 
Dependency Parsing, Domain Adaptation, and Deep Parsing. Springer Verlag, 183-
200.

 • Bouma, G., Spenader, J. (2009). The Distribution of Weak and Strong Object Reflexives 
in Dutch. Proceedings	 of	 the	 Seventh	 International	 Workshop	 on	 Treebanks	 and	
Linguistic Theories (TLT 7). January 23-24, 2009, Groningen, The Netherlands.

 • Tjong Kim Sang, E. (2009). To Use a Treebank or Not - Which Is Better for Hypernym 
Extraction? Proceedings	 of	 the	 Seventh	 International	Workshop	 on	 Treebanks	 and	
Linguistic Theories (TLT 7). January 23-24, 2009, Groningen, The Netherlands.
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Midas
Missing Data Solutions

One of the major concerns when deploying speech recognition applications is the 
lack of robustness of the technology. Humans are robust to noise, different acoustic 
environments, pronunciation variation, ungrammatical sentences, incomplete 
utterances, filled pauses, stutters, and so on. and this engenders the same expectation 
for automatic systems. The Midas project addressed a subset of these problems: 
robustness to noise and to changing acoustic environments. Unlike many previously 
proposed solutions, Midas addressed noise with rapidly changing characteristics, 
which is often the case in practical deployments. For example, a mobile device used 
in a city will pick up the noise of cars passing by, construction sites, car horns, people 
talking or shouting, and so on.

The approach that was taken was based on the missing data paradigm (hence the 
project name), where we do not attempt to repair the detrimental impact that noise has 
on the (spectral) representation of speech, but we rather accept that some information 
in that representation is lost. That missing information is reconstructed by exploiting 
the redundancy in the speech signal (Van Segbroeck & Van hamme, 2011).
 Architecturally, the Midas-approach has several advantages:
• It is a modification of a state-of-the-art recognizer. It is not a complete overhaul of 
the prevailing paradigm, but it only modifies the way of processing acoustic evidence 
in the decoder. The other knowledge sources, that is the phonetic, lexical and language 
(sentence-level) models remain unchanged. They are exploited in exactly the same 
way as in a traditional speech recognizer.
• It reuses existing (Hidden Markov) acoustic models (AM). Instead of evaluating the 
data likelihood directly, the AM first acts as a speech redundancy model to reconstruct 
the missing data. Only then is it used to assess the likelihood of the reconstructed speech 
representation. Since different sentence hypotheses lead to different reconstructions, 
this is a complex process that required a great effort to optimize.
• It handles large vocabularies. Because of the previous bullets, it was possible to 
apply the ideas to large vocabulary speech recognition tasks.
• It maintains accuracy for clean conditions. When no data is missing, the 
reconstructed speech representations equal the observed ones. Since none of the 
models were modified either, there is no compromise on accuracy.
• It is modular. Apart from the modifications that are required in the acoustic model 
evaluation code, a so-called missing data detector module needs to be added to the 
recognizer’s architecture. Its function is to signal to the recognizer which features 
of the speech representation are missing due to the noise. In the Midas project, we 
developed several detectors that handle noise with rapidly changing properties (and 
retained the best one). 
• It is scalable. The trade-off between noise-robustness and run-time speed can easily 
be adjusted, such that application builders who have a limited processing budget can 
still benefit from the developments.
• It is extensible. Other sources of degradations of the speech signal can be cast as a 
missing data problem. A first example is narrowband speech causing some frequencies 
to be missing from the speech representation. Another example is reverberation, 
where speech energy reflects on the walls of a room and causes corruption of more 

recent speech events. Though these problems were not addressed within the Midas 
projects, researchers can now build missing data detectors for these cases and plug 
them into the Midas architecture.    
 The Midas project also explored novel architectures to exploit further redundancy 
in the speech signal by modelling relations over longer time windows. The long-span 
relations are modeled with a combination of a few automatically selected speech 
exemplars (dubbed sparse representations). Initial work applied the compressed 
sensing theory to the missing data formulation to reconstruct the noise-corrupted 
features, while later work also used noise exemplars to separate the speech from the 
noise (Gemmeke, 2011).

Evaluation
The Midas recognizer was tested on the AURORA-4 task, a dictation task with a 5000-
word vocabulary that serves as an international benchmark, as well as on command-
and-control data recorded in various noisy environments provided by Nuance. It 
showed that:
• There is a significant accuracy improvement with the Midas recognizer over the 
uncompensated baseline, while the run-time speed is not affected.
• As expected, with the missing data detector provided, the Midas recognizer 
addresses only noise addition problems and is still vulnerable to  reverberation.
• Combination with other robustness techniques such as multi-condition training 
still lead to improvements.
 A detailed analysis can be found in (Gemmeke et al, to appear).
 The project results have been disseminated in 3 journal papers (a 4th is under 
review), 3 book chapters, 26 conference publications and one PhD thesis. The open 
source SPRAAK-recognizer and its documentation were extended with the Midas 
software and are available via www.spraak.org.

 • Van Segbroeck, M., Van hamme, H. (2011). Advances in Missing Feature Techniques for 
Robust Large Vocabulary Continuous Speech Recognition. IEEE Transactions on Audio, 
Speech and Language Processing, 19(1), 123-137.

 • Gemmeke, J.F. (2011), Noise	Robust	ASR:	Missing	data	techniques	and	beyond, PhD 
Thesis, Radboud University Nijmegen.

 • Gemmeke, J.F., Van Segbroeck, M., Wang, Y., Cranen, B., Van hamme, H. (to appear). 
Automatic speech recognition using missing data techniques: Handling of real-world 
data, In: D. Kolossa and R. Haeb-Umbach (eds.), Robust	 Speech	 Recognition	 of	
Uncertain or Missing Data, Springer.
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NBest
Northern and Southern Dutch Benchmark Evaluation of Speech Recognition Technology

Two types of data are required for the development of a large vocabulary continuous 
speech recognition (LVCSR) system in a particular language: training data and 
evaluation data. The latter helps researchers to improve their system and allows them 
to compare their results with those of other systems. For the Dutch language, such an 
evaluation database was not available. Effectively, this had the result that any serious 
research on speech recognition in the Dutch-speaking research community could only 
be conducted on English speech evaluation databases, the characteristics of which 
were known by the researchers’ international peers. The few researchers working on 
Dutch all worked with their own evaluation data, so that comparison of systems was 
not a very scientific undertaking.
 The goal of this project was to conduct the first international benchmark evaluation 
for Dutch LVCSR systems. This would lead to the definition of an evaluation protocol, 
the recording of evaluation speech data, a reference transcription for all evaluation 
data, and tools to process and score the recognizers’ recognition output. As an 
evaluation has a competitive character, we claim that evaluation results indicate the 
state of the art of LVCSR systems for Dutch. These performance figures will then be a 
reference for future researchers studying LVCSR performance for Dutch.
 In order to reach these goals, we needed to organize a community interested in 
investing in developing speech recognition systems for Dutch capable of processing 
the data in the evaluation. Five partners in the project therefore further developed 
their speech recognition systems to meet the evaluation conditions. Two sites outside 
the project (Vecsys-LIMSI, France, and BUT, Czech Republic) participated in the 
evaluation on their own funding, but using the resources collected by and distributed 
within the N-Best project. Acoustic training data was sourced from the Corpus 
Gesproken Nederlands (CGN), and Language model training data was sourced from 
PCM and Mediargus archives, kindly provided by HMI and ESAT.

Results
Existing data was used for training the recognition systems. In order to make it 
possible to compare the algorithmic qualities of the different systems, the training 
data was specified in the evaluation plan. These consisted of the CTS and BN-like parts 
from CGN (components c,d and f,i,j,k,l, respectively) for training acoustic models, 
and collections of newspaper data from before 2007. Subsets of the acoustic training 
material were selected (based on recording date) that could be used for development 
testing by the researchers.
 For the evaluation itself, 12 hours of speech data were recorded, 3 hours for each 
of the primary tasks {BN,CTS}×{NL,VL}. These were orthographically transcribed 
by SPEX, along conventions similar to what had been used in producing the CGN, 
but adapted slightly for use in speech recognition. A further selection was made to 
meet all criteria set forward in the evaluation protocol, yielding about 9.7 hours of 
speech material for the primary evaluation tasks. The speech data was sent to the 
participants, who processed the data using their speech recognition systems, and sent 
the resulting texts back to the coordinator. These were then compared to the original 
reference transcriptions, and scored by the coordinator. In an adjudication period 
the participants were allowed to question the reference and scoring results that the 

coordinator then considered for a final scoring. The results, presented as the Word 
Error Rate, in percent, are shown below.

System BN NL BN VL CTS NL CTS VL
Sys 1 17,8 15,9 35,1 46,1
Sys 2 30,8 26,5 58,3 62,3
Sys 3 39,3 33,5 60,9 71,5
Sys 4 41,4 25,6 75,3 69,9
Sys 5 42,9 28,1 73,6 68,0
Sys 6 46,5 51,5 59,3 78,7
Sys 7 59,8 63,7 88,6 90,2

Several general tools were developed for NBest. These included scoring scripts, number 
expansion scripts and language model text preprocessing tools. The language model 
processing tools were distributed amongst the project partners, while the scoring 
and number expansion scripts were delivered to the HLT Agency. Albeit not a tool, 
an important deliverable was the evaluation plan, that specifies the protocol for the 
evaluation, including rules and data format descriptions.
 The evaluation data, the scoring tools and results were delivered to the HLT Agency 
(TST-Centrale), for further dissemination to other interested researchers.  The NBest 
evaluation was used as the official evaluation procedure for the STEVIN Spraak project.

Table: Word Error Rate (in 
percent) for the 7 different 
systems, for Dutch (NL) and 
Flemish (VL), Broadcast News 
(BN) and Conversational 
Telephone Speech (CTS).

 • Despres, J., Fousek, p., Gauvain, J. L., Gay, S., Josse, Y., Lamel, L., Messaoudi, A. (2009). 
Modeling Northern and Southern Varieties of Dutch for STT, Proceedings Interspeech 
2009.

 • Demuynck, K., Puurula A., Van Compernolle D., Wambacq P. (2009). The ESAT 2008 
System for NBest Dutch Speech Recognition Benchmark, Proceedings of ASRU 2009.

 • Leeuwen, D.A. van, Kessens, J., Sanders, E., Heuvel, H. van den (2009). Results of the 
N-Best 2008 Dutch Speech Recognition Evaluation, Proceedings of Interspeech 2009.

 • Leeuwen, D.A. van (2008). Evaluation plan for the North- and South-Dutch Benchmark 
Evaluation of Speech recognition Technology (NBest 2008). http://goo.gl/fnG7R
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STEVIN can PRAAT
Appropriate tools are indispensable for the scientist to perform their work. This holds 
true for speech science as well. The Praat program1 is an extensive application for 
language, music and speech research that is used by approximately 20,000 scientists 
and students around the globe. Some characteristics that explain its success right 
from the beginning, are the wide range of features, the user-friendliness and the 
scriptability, that is, the possibility to create one’s own processing for a series of 
inputs. 
 The other aspect that adds to the enthusiastic and widespread use is the 
meticulous support available. This encompasses user help on diverse levels online, 
quick response to any questions by email, immediate handling of incidents and 
solving of problems, and last but not least, an infrastructure for user groups. By 
these means, the knowledge that the Praat program entails is passed on to many 
colleagues and students. Also, users have a way to relate to one another and share 
their insights with regard to the possibilities the Praat program offers. The software 
is freely available for all current computer platforms such as Linux, Windows and 
Macintosh. The manuals, FAQ and help menu are included in the package; the user 
group is available on the internet. 

 Despite the multitude of features already present in the application, some 
important functionality was still missing. We proposed to develop a number of 
improvements and added functionality that now have become freely available for 
speech scientists via the Praat program. This project has met the STEVIN objectives 
since it delivers important tools to all speech scientists who need state of the art 
technology to tackle the newest ideas and the largest datasets. 

Results
Improvements and new functionality achieved in Praat:
• Klatt Synthesizer 
The Klatt synthesizer is often used as a reference synthesizer. We have implemented 
the complete Klatt synthesizer with a number of improvements: time-based instead 
of frame-based; unlimited numbers of formants and antiformants; decoupling 
of frication and vocal tract formants; unlimited numbers of formants can be 
manupulated during the open phase of the glottis; the form of the glottal flow 
function can be varied as a function of time; no quantization of parameters. The full 

1 http://www.praat.org

integration in Praat is a big advantage because all visualisation and analysis methods 
are directly available for the synthesized sounds. At the same time many editors and 
objects in Praat have been re-used in the implementation of the KlattGrid (Weenink, 
2009) 

• Vowel editor
For didactic and demonstration purposes, a straightforward vowel generator of 
the type sound-follows-mouse has been implemented. By pressing the left mouse 
button and moving the mouse pointer around in the plane formed by the first two 
formants, a sound with the formant frequencies of this mouse pointer trajectory 
will be generated whenever the left mouse button is released. In the figure we show 

an example of a vowel editor 
window where the trajectory 
traced by the mouse pointer 
is indicated with a fat solid 
line. At the bottom of the 
window some characteristics 
of the generated trajectory 
are displayed such as the 
first two formant frequencies 
at the start and at the end 
points of this trajectory. As 
the positions of the Dutch 
vowels in the formant plane 
are displayed too, we note that 
this trace corresponds to an /
ei/ type of sound. 

• Other improvements
Some smaller improvements such as regular expression search and match, software 
bandfilter	 analysis, incorporation of mathematical functions from the GNU 
Scientific Library and a robust	formant	frequency	analysis were also incorporated.

 • Weenink, D.J.M. (2009). The KlattGrid acoustic speech synthesizer. Proceedings 
Interspeech 2009, 2059-2062.
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transcriptions, pronunciation training, and speaker recognition. To that end, a set 
of scripts for some selected tasks are provided. We expect the number of available 
scripts to grow rapidly over time when the user base of SPRAAK grows.

API
The high level API is the convenient interface to communicate with the SPRAAK 
runtime engine. It allows for all necessary functionality: start and stop, setting of 
parameters, loading and switching of acoustic and language model and control over 
the audio device. This level of control suits the needs of people interested in dialog 
development, interactive recognizer behaviour, speech recognition testing from 
large corpora, interactive testing, building demonstrators, and so on.
 Usage of the low level API gives the user full control over the internals. It is the 
vehicle for the ASR researcher who wants to write new training scripts, modify the 
recognizer, and so on. New concepts may first be prototyped in Python. The low level 
API is also the ideal tool for ASR teaching. It provides detailed enough insight into 
the speech recognition internals, it allows for visualization of intermediate results 
(e.g. individual Gaussians) and makes it possible to modify specific pieces of the code 
without the need of developing a full recognition system.

The result of the project is open source software that can be obtained from the 
website1. The software is free for academic purposes. For companies, evaluation 
licences are available at low cost, and commercial licences can be negotiated. As of 
September 2011, 34 academic licences have been distributed as well as one evaluation 
licence and one commercial licence. More contracts are being negotiated.

1 http://www.spraak.org/

SPRAAK
Speech Processing, Recognition & Automatic Annotation Kit 

SPRAAK is a speech recognition toolkit intended for a diverse population of users:
• SPRAAK is a flexible modular toolkit for speech recognition research
• SPRAAK is a state-of-the art speech recognizer aimed at speech application 
deployment in niche markets.
 The SPRAAK toolkit runs on UNIX/LINUX/OSX and Windows platforms, though 
certain advanced functionalities may not be available on the latter.

In order to address the different needs, functionalities in SPRAAK may be addressed 
by a set of different interfaces. Application developers need control over the run-time 
engine and over the resources that the engine uses. They are fully served by the High 
Level API. Developing new resources may imply the usage of and minor adaptations 
to a number of standalone scripts that make use of the lower level API. Speech re-
searchers will be served by the scripting framework for training and evaluating new 
systems. Depending on the type of research they may need to dig deeper into the in-
ternals for which they will make use of the low level API.

SPRAAK as a research toolkit
SPRAAK is a flexible modular toolkit for research into speech recognition algorithms, 
allowing researchers to focus on one particular aspect of speech recognition 
technology without needing to worry about the details of the other components. To 
address the needs of the research community SPRAAK provides:
• plug & play replacement of all core components;
• flexible configuration of all core components;
• extensive libraries covering all common operations;
• examples on how to add functionality;
• well defined and implemented core components and interaction schemes;
• programmers and developers documentation;
• a low level API (Application Programmers Interface);
• a direct interface with the Python scripting language;
• an interactive environment (Python) for speech research;
• scripts for batch processing.

SPRAAK is also a state-of-the art recognizer with a programming interface that can be 
used by non-specialists with a minimum of programming requirements. At the same 
time SPRAAK allows ASR specialists to integrate and harness special functionality 
needed for niche market projects that are not served by the existing off-the-shelf 
commercial packages. To address the needs of this part of the user base, SPRAAK 
provides user documentation, a high level API, a client-server model and standard 
scripts for developing new resources (such as acoustic models or language models).
 Moreover, on request the ESAT team can provide a set of resources (acoustic and 
language models, lexica, ...) for Dutch and a set of reference implementations or 
frameworks for different applications.
 Next to conventional ASR applications, SPRAAK enables applications in other 
fields as well. Examples are linguistic and phonetic research where the software 
can be used to segment large speech databases or to provide high quality automatic 

 • Demuynck, K., Roelens, J., Van Compernolle, D., Wambacq, P. (2008). SPRAAK: 
An Open Source SPeech Recognition and Automatic Annotation Kit, Proceedings 
Interspeech	2008	(Brisbane,	Australia),	495.
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Cornetto
Combinatorial and Relational Network as Toolkit for Dutch Language Technology

A semantic database with the meanings of Dutch words defined by structural relations 
can play a key role in the development of language technology in the Netherlands. 
Such a database makes it possible to map Dutch texts to their meaning and eventually 
to the meaning of text in other languages. It can improve applications such as semantic 
search rather than search for words, reasoning over text, automatic translation, 
summarization and human-computer dialogue systems.
 The Cornetto project delivered such a lexicon in the form of a database with lexical 
semantic relations that relate the meanings of all the Dutch words in a large semantic 
network: a so-called wordnet. At the same time it provides the typical combinatoric 
properties of the Dutch language. This knowledge tells us that we use the expression 
koffie	zetten (‘make coffee’) versus limonade maken (‘make limonade’), in which the 
former is a unique combination with the verb zetten.
 An overview of the powerful semantic and combinatoric data is given in the next 
picture. It shows different meanings of the word band which are clarified by the 
relations with other words in the language: music band, tire, recording tape, and a 
bond with people. 

Cornetto achieved its goal by aligning two existing and available lexicons for Dutch: 
the Dutch WordNet and the Referentie Bestand Nederlands. Word meanings across 
these lexicons were first aligned automatically using programs that measure the 
overlap in information and were later edited manually. Cornetto also yielded software 
to automatically extend the database with more words by querying the Web or by 
processing text corpora for specific domains. 
 The next table shows the overall results in terms of numbers of data records. The 
database contains more than 92 thousand words and almost 120 thousand word 
meanings.  Since words can be synonyms, that is, they can refer to the same concept, 
there are a few less concepts: 70 thousand.

Table: Overview of data records in Cornetto.

ALL NOUNS VERBS ADJ. ADV OTHER
Concepts 70,370 52,845 9,017 7,689 220 599
Word meanings 119,108 85,449 17,314 15,712 475 158
Lemmas (form+pos) 92,686 70,315 9,051 12,288 1,032
Synonyms 103,762 75,475 14,138 12,914 408 827
Synonym per concepts 1.47 1.43 1.57 1.68 1.85 1.38
Avg no. meanings/word 1.12 1.07 1.56 1.05 0.40 n.a.

The concepts have 144 thousand semantic relations to each other (such as relations 
illustrated in Figure-1 above). In addition, there are 250 thousand relations to 
concepts in other databases outside Cornetto. These include a similar database for 
English, a hierarchy of domains or subject fields and a formal ontology that can be 
used for reasoning. The combinatoric information includes 87 thousand examples, 
information on morphology, syntax, pragmatics and semantics, specifically focused 
on how words combine with other words in specific meanings.
 Cornetto is free for research. Most Universities in the Netherlands and Flanders 
that do research on language technology have obtained a licence for Cornetto. A few 
research groups outside the Dutch community have also obtained a licence. It is also 
used by many students for their projects, and for teaching. Furthermore, Cornetto 
was used to enrich SoNaR (another STEVIN project) with semantic annotations in 
the DutchSemCor project. It has also been used in many follow-up projects, amongst 
which projects to develop a sentiment lexicon for Dutch, to extract historical events 
from text, to link Cornetto to Wikipedia, to mine environmental and medical texts for 
facts, and many others.

 • Vliet, H. van der, Maks, I., Vossen, P., Segers, R. (2010). The Cornetto Database: Semantic 
issues in linking lexical units and synsets, Proceedings EURALEX 2010 (Leeuwarden, 
the Netherlands), p. 159 and on. http://goo.gl/qdzeK

 • Vossen, P., Maks, I., Segers, R., Vliet, H. van der (2008). Integrating lexical units, 
synsets and ontology in the Cornetto Database, Proceedings LREC 2008 (Marrakech, 
Morocco). http://goo.gl/ajCvN
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Figure 1: Semantic relations for the Dutch word ‘band’.
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SoNaR
Dutch Reference Corpus

The SoNaR project aims to construct a 500-million-word reference corpus of 
contemporary written Dutch for use in different types of linguistic (including 
lexicographic) and Human Language Technology (HLT) research and for the 
development of applications. The project is building on the results obtained in the 
D-Coi and COREA projects which were awarded funding in the first call of proposals 
within the Stevin program.  

The SoNaR project is focussing on the compilation of 
the 500-million-word reference corpus and the entire 
corpus will be (automatically) part-of-speech (POS) 
tagged and lemmatized by means of the D-Coi tagger/
lemmatizer. In addition, for a one-million-word subset 
of the corpus different types of semantic annotation 
will be provided, in other words named entity labeling, 

annotation of co-reference relations, semantic role labeling and annotation of spatial 
and temporal relations.

Results
The SoNaR project is still ongoing. The project has already produced two intermediate 
releases, totaling some 247 million words. These data are available through the 
Dutch HLT Agency (TST-Centrale). The full reference corpus should be available 
from the Agency in the early spring of 2012. 
 An acquisition manual1 has been written which documents the acquisition 
process, from the point where the first contact is made up to the delivery of data. The 
manual also provides templates for IPR licensing contracts.

Dissemination and exploitation
• Data from the D-Coi/SoNaR projects have been syntactically annotated in the 
STEVIN Lassy project. Moreover, for 3000 high frequency and polysemous words, 
data from the D-Coi/SoNaR projects will be enriched with lexical semantic sense 
annotation in the NWO-funded DutchSemCor project.
• SoNaR expertise is being fed into the CLARIN project through representation 
on the National Advisory Panel and through the conception of and participation in 
CLARIN projects in which SoNaR standards and tools are deployed and/or further 
developed. For example, Reynaert’s Text-Induced Corpus Clean-up tool (TICCL) 
was turned into an online processing system and extended so as to handle more 
input and output formats. 
• SoNaR played a pivotal role in establishing an IPR licensing policy now widely 
adopted by the research community for data acquisition.
• The SoNaR project has been presented at various international and national 
conferences and workshops where it has contributed to ongoing discussions on 
issues of corpus design, compilation and annotation. 

1 http://goo.gl/fPmcJ

 • Oostdijk, N., Reynaert, M., Monachesi, P., Noord, G. van, Ordelman, R., Schuurman, 
I.,  Vandeghinste, V. (2008). From D-Coi to SoNaR: A reference corpus for Dutch. 
Proceedings LREC 2008 (Marrakech, Marocco).

 • Reynaert, M., Oostdijk, N., De Clercq, O., Heuvel, H. van den, Jong, F. de (2010). 
Balancing SoNaR: IPR versus processing issues in a 500 MW written Dutch reference 
corpus. Proceedings LREC 2010 (Valetta, Malta).

 • Schuurman, I., Hoste, V., Monachesi, P. (2010). Interacting semantic annotation layers 
in SoNaR, A Reference Corpus of Contemporary Written Dutch. Proceedings LREC 
2010 (Valetta, Malta).

 • Schuurman, I., Vandeghinste, V. (2011). Spatiotemporal annotation: interaction 
between standards and other formats. Proceedings ICSC 2011 (Stanford University).

• Various collaborations have been established between the SoNaR team and other 
parties that have proven mutually beneficial. An example is the collaboration with 
the University of Singapore on the collection of SMS messages. 

 ⇒ http://goo.gl/d8vNQ
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Daisy
Dutch Language Investigation of Summarization Technology 

The DAISY project started from a practical problem. Many companies maintain a 
large website with informative content. The users of such a website (e.g., clients of 
the company, business partners) want to find the information that is relevant for 
their information question quickly and without getting lost when navigating the 
company’s website, and want to go directly to the right part of information when 
typing an information need. Summarization of the informative Web texts will help 
in finding the correct answer to the information need. Summarized and rhetorically 
classified segments of the Web page will help to map a user’s question automatically 
to the relevant information on the page. 

DAISY was joint work by teams from the KU Leuven, the University of Groningen 
and the company RightNow (formerly Q-go). The aim of DAISY was to develop and 
evaluate essential technology for automatic summarization of Dutch informative 
texts. Innovative algorithms for Web page segmentation, rhetorical classification of 
page segments, sentence compression and generation of properly formulated Dutch 
text were developed. In addition, a proof-of-concept demonstrator was developed in 
collaboration with RightNow.

The methods rely on the discourse properties of the texts for the detection of 
salience and cohesion of content, and on the syntactic and functional properties of 
the sentence constituents in order to identify salient and discriminative content in 
sentences and clauses. Sentence compression is a valuable task in the framework of 
text summarization. We compress sentences using an integer linear programming 
approach. We rely on the Latent Words Language Model for identifying reliable 
word n-grams. We were able to demonstrate that the integer linear programming 
approach yields good results for compressing Dutch sentences, despite the large 
freedom in word order. We have shown the need for extra language-specific 
constraints to be applied on the generated compressions to maintain the meaning, 
which we accomplished using the output of a parser. For the syntactic analysis of 
Dutch texts, which is a prerequisite for the algorithms mentioned above, we built on 
the Alpino parser. For text generation, no standard tools were available for Dutch. We 
extended Alpino to include a text generation algorithm to generate Dutch sentences 
on the basis of an abstract representation. This abstract representation takes the 
form of an abstraction of dependency structures as developed in CGN and used in 
Alpino, D-Coi and Lassy. In addition a fluency component was developed, which 
ranks generated candidate sentences according to their fluency, for which we have 
developed an attribute grammar. An attractive property of attribute-value grammars 
is their reversibility. Attribute-value grammars are usually coupled with separate 
statistical components for parse selection and fluency ranking. We have proposed 
reversible stochastic attribute-value grammars, in which a single statistical model is 
employed both for parse selection and fluency ranking.

In addition we have developed a tool that segments and classifies the content of Web 
pages according to their rhetorical role (e.g., definition, procedure). It is composed 
of an extractor which extracts the main content from a Web page, a segmenter, 

which given the main content creates a hierarchical structure, identifying the titles, 
paragraphs, lists, sentences, and the like, and a rhetorical classifier, which given the 
hierarchical structure of the content assigns rhetorical labels to the sentences.

The developed technology has been made publicly available through the demonstrator 
and changes made to the Alpino parser. This demonstrator is a Web-based interface 
that allows users to summarize sample texts, uploaded documents, or short 
texts, which the user enters in a textbox. For testing and evaluation purposes the 
demonstrator generates three complementary types of summary information: 1) A 
headline type summary of a single text or text segment; 2) A short textual summary 
composed of compressed sentences; 3) Metadata that describes the rhetorical role 
(e.g., procedure, definition) of the text or text segment from which the summary 
is made. The combination of the summaries and the metadata discriminate a text 
in a document base by the description of topics and the role of the text (segment) 
in the discourse. The summaries assist the question answering system developed 
by RightNow in the search for precise answers to information queries posed to 
informative websites. When evaluating the demonstrator, the system output was 
compared against hand-made abstracts of the documents. Secondly, the effect of 
adding system-generated headline abstracts on retrieval was measured.

The project has contributed to the goals of STEVIN by providing essential modules for 
summarization of Dutch texts, which are incorporable in a wide range of information 
retrieval applications.
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 • De Belder, J., Moens, M.F. (2010). Integer Linear Programming for Dutch Sentence 
Compression. In A. Gelbukh (eds.), CICLing 2010 (Lecture Notes in Computer Science 
6008) (711-723). Berlin: Springer. Best Student Paper Award.

 • Kok, D. de (2010). Feature Selection for Fluency Ranking. Proceedings of INLG 2010.
 • Kok, D. de, Plank, B., Noord, G.J. (2011). Reversible Stochastic Attribute-Value 

Grammars. Proceedings of the 49th Annual Meeting of ACL: Human Language 
Technologies (194-199).
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Disco
Development and Integration of Speech technology into COurseware for language learning

Language learners are known to fare best in one-on-one interactive learning 
situations in which they receive optimal corrective feedback. However, providing this 
type of tutoring by trained language instructors is time-consuming and costly, and 
therefore not feasible for the majority of language learners. This applies particularly 
to oral proficiency, where corrective feedback has to be provided immediately after 
the utterance has been spoken, thus making it even more difficult to offer sufficient 
practice in the classroom. The recent appearance of Computer Assisted Language 
Learning (CALL) systems that make use of Automatic Speech Recognition (ASR) 
and other advanced automatic techniques offers new perspectives for training oral 
proficiency in a second language (L2).

The present project aims to develop and test a prototype of an ASR-based CALL 
application for practicing oral proficiency for Dutch as a second language (DL2). 
The application optimizes learning through interaction in realistic communication 
situations and provides intelligent feedback on various aspects of DL2 speaking, 
namely, pronunciation, morphology and syntax.

DISCO has made use of data and software already developed within the STEVIN 
programme: the JASMIN-CGN speech corpus and the SPRAAK toolkit.

Results
DISCO provides expertise and software for the realization of advanced CALL systems 
for Dutch as a second language, thus facilitating the development of new interactive 
learning products for Dutch and other languages. The language-independent part 
of the technology can be used by Dutch and Flemish multinational and multilingual 
publishers, and by publishers in other countries for developing CALL programs 

for other languages. In addition, this project has contributed to improving ASR 
technology for non-natives, which Dutch and Flemish companies and research 
institutes can use in a range of different applications. In addition, once an ASR-
based CALL system has been developed, the system can also be used for acquiring 
additional non-native speech data, for extending already existing corpora such as 
JASMIN-CGN, or for creating new ones. Finally, a CALL system can be designed and 
developed in such a way that it is possible to log details regarding the interactions 
with the users, thus collecting useful data for research on language learning and for 
developing new, improved CALL systems. 

 ⇒ http://goo.gl/M1Ayc
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Figure: During the 
conversation the learner 
gets corrective feedback 
on syntax. The learner 
can then listen to an 
example of the correct 
response and try again.

 • Doremalen, J.J.H.C. van, Cucchiarini, C. , Strik, H. (2011). Automatic Speech Recognition 
in CALL systems: The essential role of adaptation, to appear in Communications in 
Computer and Information Science, Springer Verlag.

 • Strik, H., van de Loo, J., van Doremalen, J., Cucchiarini, C. (2011). Practicing syntax in 
spoken interaction: Automatic detection of syntactical errors in non-native utterances. 
SLaTE 2011 workshop, Venice, Italy. http://goo.gl/5cL14

 • Doremalen, J.J.H.C. van, Cucchiarini, C., Strik, H. (2010). Optimizing automatic speech 
recognition for low-proficient non-native speakers. EURASIP Journal on Audio, Speech 
and Music Processing.

 • Doremalen, J.J.H.C. van, Strik, H., Cucchiarini, C. (2009). Automatic Detection of 
Vowel Pronunciation Errors Using Multiple Information Sources. Proceedings ASRU 
Workshop	2009	(Merano,	Italy). http://goo.gl/Zxkgo.

 • Strik, H., Cornillie, F., Colpaert, J., Doremalen, J.J.H.C. van, Cucchiarini, C. (2009). 
Developing a CALL System for Practicing Oral Proficiency: How to Design for Speech 
Technology, Pedagogy and Learners. Proceedings	 of	 SLATE	 (Warwickshire,	 U.K.). 
http://goo.gl/7UpcY.
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DuOMAn
Dutch Online Media Analysis

The media landscape is changing, and it is doing so in two important ways. First, 
online news sources are playing an increasingly important role—today’s offering of 
online news sources is increasingly web specific, that is, without being a derivative 
of traditional media counterpart. The second challenge comes from the rise of the 
participatory web: the traditional consumers of media are turning around to produce 
it themselves. Blogs, sharing sites, and internet fora all provide ordinary people the 
opportunity to express their opinions to a global audience. These streams of user-
generated content provide an opportunity—and challenge—for media analysts: an 
enormous amount of new data to analyze and a glimpse into the minds of the masses. 
 Media analysis on a web scale—on both news sources and user-generated content—
may be impossible without tools that can facilitate or even partially automate the 
process. The primary research goal of the DuOMAn project is to use technologies from 
the fields of Language Technology and Information Retrieval to develop a sentiment 
mining toolkit for media analysts who are interested in discovering and measuring the 
sentiment on the web—both in news sources and in user generated content. 
 Media analysis is undertaken on behalf of a client to determine what the media 
coverage of the client’s domain of activity is and how the client is being portrayed. 
Media analysts collect output from sources relevant to the domain and look at the 
themes and the actors being covered, as well as the nature of the coverage. TrendLight 
analysts use a coding method based on the ‘net method’ of Kleinnijenhuis (VU) to build 
a network of support and criticism relations between actors, with regard to specific 
topics. These relations, together with the roles of the actors involved, are used within 
the reputation model of Van Riel (EUR) to determine the reputation of the client. At its 
core, media analysis is concerned with filling the template: “stakeholder X supports/is 
critical of Y on topic Z,” where X and Y are actors (individuals or groups) and Z can be 
just about anything. This information is coded in a database using a dynamic coding 
scheme that depends on the domain being investigated and current media trends.

The main scientific contributions of the DuOMAn project may be summarized as 
follows: 
• Lexical resources for Dutch sentiment analysis. Domain-independent Dutch 
sentiment lexicon, built on top of the Dutch WordNet, and algorithms for extending 
this lexicon with sentiment orientation for domain-specific terms using data-driven 
methods.
• Algorithms for information retrieval and information extraction tasks. Transforming 
the output of professional media analysts into training data for machine learning 
algorithms for sentiment-oriented document classification and information extraction 
tasks; classifying documents and snippets according to sentiment orientation; 
extracting actors and opinion relations from documents; aggregating mined opinion 
relations; detecting topical trends related to mined opinion relations.
• Test sets to evaluate classification and extraction algorithms. 
• A data set consisting of Dutch language blogs crawled over a three-year period. 
• New language technology tasks. (Extraction of source-target sentiment relations; 
aggregation of sentiment relations from multiple documents; detecting themes related 
to aggregated relations.) 

Results
All targeted results were achieved. Lexical resources and data sets are, or will soon be, 
available via the Dutch HLT-agency, together with descriptions of implementations 
of algorithms. Presentations and publications were realized at leading international 
conferences in the area. A demo1 is online and has been used to mine the relation 
between news and user-generated content. DuOMAn has given rise to a number of 
follow-up projects, both national and international.
 The lexical resources created by the project have been and are being used in a series 
of projects. A small pilot project with a commerical partner examined the use of these 
resources for tracking down user experiences with consumer products. The lexical 
resources are being used in ongoing work within the Political Mashup project (led by 
Dr. M. Marx) to mine opinions in Dutch language political documents.
 Implementations of the algorithms developed within the project are being used 
with Fietstas, an open source text analysis pipeline. Fietstas is currently being used 
to support both academic and applied projects. Partners benefitting from Fietstas 
include Talking Trends BV, the Netherlands Institute for Sound and Vision, Politie 
Gelderland-Zuid. Academic projects building on Fietstas include a CATCH project, 
CLARIN-NL projects, and the Infiniti project on information retrieval for information 
services within the large-scale public-private COMMIT program.

1 http://peilend.nl

 • Jijkoun, V., Hofmann, K. (2009). Generating a Non-English Subjectivity Lexicon: 
Relations That Matter, Proceedings  of EACL 2009.

 • Jijkoun, V., Rijke, M. de, Weerkamp, W., Ackermans, P., Geleijnse, P. (2010). Mining 
User Experiences from Online Forums: An Exploration, Proceedings NAACL HLT 2010. 

 • Jijkoun, V., Rijke, M. de, Weerkamp, W. (2010). Generating Focused Topic-specific 
Sentiment Lexicons, Proceedings of ACL 2010 (Uppsala, Sweden).

 • Jijkoun, V., Rijke, M. de (2011). Bootstrapping Subjectivity Detection, Proceedings of 
SIGIR 2011 (Beijing, China).

 • Tsagkias, E., Rijke, M. de, Weerkamp, W. (2009). Predicting the Volume of Comments 
on Online News Stories, Proceedings of CIKM 2009 (Hong Kong).
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PaCo-MT
Parse and Corpus based Machine Translation

Within the PaCo-MT project we developed a hybrid machine translation (MT) system 
for Dutch to English and French, and vice versa, combining the strengths of the rule-
based paradigm with the pluses of statistical MT systems.
 Like the old rule-based MT systems from the 20th century, we use linguistically 
meaningful rules to translate source sentences into target sentences, but instead of 
having linguists design those rules, which is very time consuming and costly, we let 
computers learn the translation grammars from already translated texts.
 We start with a syntactic analysis of the incoming sentences, using free and pre-
existing parsers. Let us take the Dutch sentence Het heeft ook een wettelijke reden  
(‘It also has a legal reason’). The syntax tree is shown in figure 1.

In a next step the PaCo-MT system translates the words, and possibly sequences of 
words, and applies a set of grammar rules such as the one in Figure 2 to turn each 
syntax tree into several alternative target language parse trees. As a final step, the 
best translation is selected by the target language model.
 In order to allow the system to automatically learn such grammar rules, we use 
the following ingredients: 
• already translated texts (parallel corpora, translation memories, bilingual 
dictionaries) in as large quantities as possible;
• monolingual syntactic parsers for both source and target language to turn 
sentences into treebanks;
• alignment tools that automatically determine which parts of the target text are 
translations of which parts of the source text; and
• a grammar rule inducer that extracts grammar rules from parallel treebanks.

To allow the system to translate a source language sentence into a target language 
sentence, we additionally use:
• a decoder that searches through the grammar rules and applies them (a so-called 
transducer);
• lots of target language text; and
• a target language generator that uses the target language text and selects between 
all the alternatives generated by the decoder.

Some of these ingredients were already freely available for research, such as the data 
sets, the syntactic parsers, and the sentence and word alignment tools. We collected 
more than 48 million source words of parallel text for Dutch-English, and more than 
45 million source words for Dutch-French.

 Other ingredients have been developed in the PaCo-MT project itself, such as 
the node aligner, the grammar rule inducer, the decoder, and the target language 
generator.
 The data sets had to be preprocessed to allow grammar induction: all texts were 
sentence aligned and word aligned; all texts were syntactically analysed, and the 
nodes in the syntactic parse trees of the source sentences were aligned with those of 
the target sentences.
 This approach allows us to generate translations between languages with a 
more divergent word order that keep track of grammatical issues such as person 
and number as these are included in the syntactic grammar rules. For instance, the 
sentence Vanaf 2010 zamelen we 75 procent van het huishoudelijk afval selectief in. 
is translated by our system as ‘From 2010 we selectively collect 75 % of the domestic 
waste’. Note that the word selectively is correctly placed near the main verb, and is 
translated in its adverbial form, with the -ly suffix, whereas the statistical systems 
trained on the same data set generate ‘From the year 2010 collect we 75 % of municipal 
waste selective’. The approach also ensures that the translation contains all elements 
of the source, which is not the case when using a state-of-the-art standard phrase-
based statistical machine translation, such as Google or Bing.
 
In future projects, we intend to further enhance our approach, by improving each of 
its modules, by making it more robust, and implementing more efficient solutions to 
certain sub-problems.
 We are convinced that, when we train the PaCo-MT engine on specific domain 
data, it will generate high quality translations which will allow a reduction of the 
translation costs by reducing translation time, and we are open to any co-operation 
with partners that need in-domain translations and that have large translation 
memories at their disposal.

 • Vandeghinste, V., Martens, S. (2010). Bottom-up transfer in Example-based Machine 
Translation. Proceedings of EAMT-2010.

 • Tiedemann, J., Kotzé, G. (2009). A Discriminative Approach to Tree Alignment. 
Proceedings of RANLP-2009.

 • Tiedemann, J., Kotzé, G. (2009). Building a Large Machine-Aligned Parallel Treebank. 
Proceedings	of	Treebanks	and	Linguistic	Theories	(TLT-8).

 • Vandeghinste, V. (2009). Tree-based Target Language Modeling. Proceedings of 
European Association for Machine Translation (EAMT-2009).

KU Leuven
Dr. V. Vandeghinste, Drs. J. Van den Bogaert, Dr. S. Martens, 
Prof.dr. F. Van Eynde (project leader)

Groningen University
G. Kotzé MA, Prof. dr. J. Tiedemann

Oneliner b.v.b.a.
Drs. K. De Smet

Figure 1: An example syntax tree. Figure 2: An example translation rule for 
NPs when translating from Dutch to French.
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Rechtsorde
Language Technology applied in a Portal for Legislation

C-Content made a system1 that enables users to access electronic databases 
containing information on legislation via a single portal. This single portal gives 
access to information from a wide variety of databases that are otherwise only 
accessible via multiple differently structured websites. The system collects all 
legislation from multiple freely accessible governmental sites automatically and on a 
daily basis and provides search functionality via this portal. The system is targeted at 
the professional user and contains legislation, jurisprudence, collective employment 
agreements, ministerial rulings, official publications, local governmental rules, and 
so on. The problem, however, is that search in these databases via the portal is very 
strict. When the search query consists of the word “bouwverordening” variants such 
as “bouwkundige	verordening” or “bouw	verordening” will not be found, though 
they are clearly relevant. Here the language technology developed by Polderland was 
able to offer a solution, by expanding the original query with variants, synonyms and 
by suggesting spelling corrections for search terms containing typos.

The goal was to integrate the Polderland language technology and experiment with 
the right balance of expansion (into a wider query) and suggestions for alternatives 
to obtain improved recall for search queries (more results found) while not harming 
the precision too much (as many found results as possible must also be relevant).

Results
The Polderland technology was incorporated into the C-Content portal, and 
experiments were carried out to achieve the desired balance. When these experiments 
were finished, the combined system was set up as a suggestion-driven search system. 
The system corrects spelling errors and suggests synonyms and other closely related 
terms.  Under the hood, compounds are decomposed, and inflected forms related to 
their lemmas. All in all, this resulted in a system with increased recall and precision. 
The system was introduced onto the market: potential user groups (e.g. lawyers) have 
been approached, a guided tour has been organized, lectures and presentations have 
been given and articles have been published (e.g. Mooren 2006). Questionnaires 
1 http://goo.gl/1LSKk

 • Mooren, M. (2006), Rechtsorde.nl: Taaltechnologie in een juridisch informatieportaal, 
Dixit 4(2), 28.

 • Noortwijk, C. van (2011), De Voordelen van Contentintegratie ten aanzien van 
‘Enterprise Search’, whitepaper. http://goo.gl/OKR7b

issued among members of the user group showed that the functionality offered has 
been evaluated as “good” and even “very good”. 

The system was set up in the project and originally targeted to operate only until 
April 2007. In fact, the functionality added in this project is still available via the 
www.rechtsorde.nl portal (see Van Noortwijk 2011).

 ⇒ http://goo.gl/1LSKk

C-Content BV
Drs. M.Mooren (project leader)

Polderland Language and Speech Technology BV
Drs.	W.	Apperloo
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CommunityConnect!
An automatic reference for the community

Every day, communities in the Netherlands receive a lot of telephone calls about a 
very broad range of subjects. However, there are not enough people to answer all of 
these calls. Moreover, opening hours are typically limited to weekdays from 9 to 5, 
especially in small communities. In this project the aim was to build an automated 
telephone system that could provide answers to most of the questions. This system 
should work 24 hours a day, 7 days a week. 
 The automated system was to be able to answer at least a quarter of the common 
questions of callers. Once deployed, the developed system was to be used in the 
community of Gilze en Rijen (near Breda in the south of the Netherlands) for a 
period of a year.

Results
Irion and Dutchear combined their knowledge on speech and language technology. 
Irion develops language technology based solutions that make it possible to interpret 
and answer textual questions. Dutchear offers speech recognition solutions that 
recognize speech under various conditions, including telephony systems. Together, 
Irion and Dutchear implemented a system that automatically answers an incoming 
telephone call, and asks the caller some questions. The caller can state their question, 
which is recognized by speech recognition. The recognized text is handed over the 
automatic question-answering system. If more details about the question are needed 
and/or a disambiguation needs to take place, then the systems poses some more 
questions to the user. For example: “Your question is about ‘payments’. Do you mean 
‘taxes’ or ‘service costs?’ ”. A more detailed example of a full dialogue can be found 
below. 

To maximize user satisfaction when working with the system, all spoken texts in the 
system were recorded using a professional actor. He made sure that all texts sound 
lively and positive. Even if something goes wrong (e.g. something is incorrectly 
recognized or not clear) the system remains friendly and makes an apology. 
 In an organized test with end users (conducted at the City Hall in The Hague), 
people indicated that they found the system easy to use and friendly. Moreover in 

a larger evaluation of all incoming calls in turned out that 80% (far above target!) 
of all questions were answered correctly. Even in a small-scale test with non-native 
speakers, the system was able to recognize most of the callers’ questions.

The system contains information on around 150 ‘products’ for the community. For 
each product a lot of different questions could be asked and answered by the system. 
For example, the product ‘passport’ contains information on the costs, the procedure 
to obtain a new one, and the items that are needed when requesting a new passport. 
Therefore, the system could answer questions such as:
• What does a new passport cost?
• Do I need to bring a passport photograph to obtain a new passport?
• How long does it take to get a new passport?

If the system does not contain information on a certain topic, or, if the caller requires 
more-detailed information, then the caller is routed to a human specialist (during 
opening hours).

The system was used by the community for almost 2 years, and was available outside 
opening hours.

 ⇒ http://goo.gl/tUlH8

Example (translated from Dutch)

System Welcome to CommunityConnect!, the automatic reference for the  
  community of Gilze and Rijen. Please state your question.
User I want to know where I can deposit some construction garbage. I’m  
  currently rebuilding my home and have a lot of debris.
System Does your question concern ‘environment’ or ‘construction and living’?
User Environment
System I think your question is about ‘garbage deposit’ or ‘harmful waste’.  
  Which topic do you want?
User Garbage deposit
System I hereby present the information about ‘garbage deposit’.
System Garbage deposit is provided at the EnviroDepot located at ….

 • Gent, J. van (2009). “Géén momentje geduld alstublieft!”, DIXIT, 6 (1), 13. 

Irion Technologies BV
Drs. J. van Gent (project leader)

Dutchear BV
Drs.ir.	H.	Jongebloed

Gemeente Glize-Rijen
F. Meulendijks
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The licence plate line
Policemen who want to check a ‘suspicious’ vehicle currently have to call the incident 
room to obtain information on the vehicle registration and the owner. However, the 
incident room’s main priority is to handle calls to the nationwide alarm number 112. 
Therefore, a policeman may have to wait for the information and is not able to check 
a large number of cars (e.g. a line of parked cars).
 The challenge for this project was to build a system that could automatically 
handle information requests based on the license plate of a car. Information from 
various databases needed to be provided to the caller automatically.
 The intended result was to deliver a fully functional proof-of-concept system that 
could be used in real-life situations.

Results
Dutchear delivered a telephone-based system with speech recognition and speech 
synthesis capabilities. The policemen can call the system using their mobile phones 
and speak the digits and letters on the licence plate. To avoid problems with letters 
that sound almost the same ( in Dutch: ‘a’,’h’,’k’ – ‘f’,’l’,’r’,’s’ –  ‘m’,’n’ – ‘q’,’u’, and last 
but not least: ‘b’,’c’,’d’,’e’,’g’,...,’w’), the NATO 
alphabet for dictating letters was used: Alfa, 
Bravo, Charlie, and so on. After entering the 
licence plate number, the various databases 
containing information on the vehicle and the 
driver were queried. The information found 
included the make and model of the car, the 
colour and information on insurance and 
whether the vehicle was registered as being 
stolen. This was read aloud, using speech 
synthesis. On the user’s request, the system 
also delivered information on the owner of the 
car, including possible ‘hits’ on ‘fire arms risk’, 
‘open debts fines’ and the like. The system had 
to be placed in a secured environment in the 
police IT centre to be allowed to handle this 
type of information.
 The system was tested with a number 
of policemen to make sure that the spoken 
dialogue system was easy-to-use, clear, and 
informative. The system was tested in the 
car, on foot, and on a bicycle. There was even a case of a high pursuit, witnessed 
by the development team. An important feedback issue for future versions was the 
improvement of the speech synthesis quality, especially for street names.

The system allowed for a much higher number of licence plate requests. Queued 
requests or other priorities in the incident room did not hinder the delivery of 
important information to the policemen. The audio-only solution also ensures hands-
free and eyes-free usage, which is very important in police work. A field test showed 

Dutchear BV
Drs.	ir.	H.	Jongebloed	(project	leader)

Politie Utrecht
Drs. J. Huijssoon, Drs. R. Anker

that many more licence plates were requested than policemen would normally be 
able to request.
 After the end of the project, the demonstration system was added to the police 
“innovation centre” where representatives of other police departments and regions 
went to see demonstrations of the system. In the future, the police may roll this 
service out nationwide.

Example (translated form Dutch)

System Welcome. Please enter the license plate.
Policeman Alfa Alfa thirty two Golf Victor 
System For licence plate Alfa Alfa thirty two Golf Victor: make: Ford, model: 
  Focus, color: White, name: Smith, address: 24 Main Street, city: 
  Amsterdam, Date of birth: April 1st 1980.
System Do you want to execute a person query?
Policeman yes
System Hit on person, classification 8. Please contact the incident room.
System Have a nice day.
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AudioKrant
Daily newspapers in digital and spoken format

Access to newspaper information is not evident 
for the visually impaired or for people with a 
reading or physical disability. Over the years, 
several initiatives have been developed in order 
to improve this accessibility: Braillekrant, a 
daily selection of newspaper articles from De 
Standaard and Het	 Nieuwsblad in Braille, 
and DiGiKrant, providing the newspapers De 
Standaard and Het	Nieuwsblad in digital format, 
which can be read by means of a special computer 

program. However, these initiatives are limited to readers who know Braille or who 
have special software on their computers. 
 On the other hand, from 2004 onwards, spoken books on audiocassette have 
gradually been replaced by books on CD, complying with the international DAISY 
standard (Digital Accessible Information System). DAISY players, which are widely 
spread among the target group of blind and visually impaired persons, have made 
it possible for people without computer/Braille knowledge to listen to spoken books 
with ease. 
 People should also be able to listen to spoken newspapers in the same way. 
However, the traditional method of recording books with a human speaker could 
not be used for newspapers: it would take a human speaker 8 to 22 hours to record 
a complete newspaper. Because of the time restrictions that are related to the 
production of a newspaper, an alternative to human speech had to be used. 

The aim of the AudioKrant project was to create a daily version of the newspapers 
De Standaard and Het	Nieuwsblad in digital and spoken format, complying with the 
international DAISY standard. Therefore, a spoken component had to be added to 
the existing DiGiKrant. Since it was not feasible to use human speech for recording 
the newspaper articles each day, synthetic speech and language technology provided 
a perfect solution. 
 The target group was not limited to blind or visually impaired persons. The 
AudioKrant is meant for everybody with a reading problem (e.g. dyslexia, physical 
disability…).

Results
A software tool was developed that automatically:
• extracts information from the Corelio database (De Standaard and Het   
	 Nieuwsblad);
• converts the extracted data into high quality synthetic speech;
• structures the extracted information. This structure is necessary in order to be  
 able to navigate the data. 

The information is grouped into several sections (politics, sports, culture…) 
and converted to the DAISY standard, which makes it possible to structure the 
information. Readers can navigate in the newspaper, scroll through the articles and 
select those items they want to read.
 The AudioKrant was launched in June 2008. Just like a printed newspaper, this 
spoken newspaper on CD-ROM is delivered daily to its subscribers by post. People 
can listen to De Standaard or Het	Nieuwsblad either via the DAISY software on 
their computer, or by means of an autonomous (portable) DAISY player. 
 Since May 2011, the AudioKrant has also been available on the Internet. It can 
either be downloaded, streamed or podcasted from the website1, or it can be streamed 
via the DAISY player Plextalk PTX1/Pro. 
                                                                                                                                                             

 ⇒ http://goo.gl/60kl4 

1 http://goo.gl/T3TXi

Sensotec NV
Ing. F. Allemeersch (project leader)

Kamelego vzw
K. Kloeck

KU Leuven
Prof. dr. J. Engelen
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Primus
The level of errors produced by dyslectic children when entering text in text 
processing software is such that the suggestions returned are seldom sufficient.  This 
project aimed to adapt the spelling and grammar checking proofing tools that were 
available in Microsoft Office in such a way that they were much more suitable for 
dyslectic children.
 The spell-checking module has been modified in such a way that the resulting 
suggestions will contain the intended correction more often. The grammar rules 
contained in the grammar checking module have been modified and extended in 
such a way that errors caused by splitting up a single word, or by combining separate 
words to one word, are flagged. 
 Furthermore, a text-to-speech module was added that pronounces the suggestions, 
so that the users do not have to rely on written information only. Where available 
additional information on errors and suggestions can be presented to the user at the 
touch of a button. 

Results
Primus provides expertise and software for the realization of advanced proofing 
tools that target a limited user group: dyslectic children.

The project has contributed in: 
• understanding the types of errors that dyslectic children frequently make, and   
 the way in which several errors often co-occur in a text segment;
• automatically recognizing and classifying these errors by proofing tool software;
• automatically generating suggestions for these errors;
• clearly communicating the suggestions to the dyslectic user.

Results from the Primus project are available through the Dutch HLT Agency (TST-
Centrale). Pre-existing software, data, and methodologies that were modified during 
the Primus project are not publicly available, however.

Jabbla (formerly Technologie en Integratie)
Ir. J. Cremelie

Die-’s-lekti-kus
D.	Callebaut

Polderland Language and Speech technology bv
Dr. I. de Mönnink, Drs. P. Beinema

Knowledge Concepts BV
Drs. P. Beinema (project leader)

Dissemination and exploitation
Information on the project has, on several occasions, been presented to people 
involved in developing support tools and methods for dyslectic people.
 A first series of tests of the software has been completed, resulting in improvements 
of the software. A second series of tests involving dyslectic children and an improved 
version of the software is planned.
 The project participants have discussed the possibilities of developing a 
commercial product based on the demonstration program.
 Extensions to the system are being considered that will enable a teacher/facilitator 
to extend and adapt the system. The system will then be tunable for a single user or 
a group of users.
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RechtspraakHerkenning
Automatic Speech recognition in a Dutch district court

The increasing workload in most district courts caused the Raad voor de Rechtspraak 
to investigate the potential benefits of applied HLT (Human Language Technology) 
for a better and more efficient handling of reports made by the court clerks. Moreover, 
the system should enable the search in and retrieval of relevant items from the fully 
recorded lawsuits. Especially in lengthy lawsuits (more than a couple of months) it 
is difficult for the attorney general and judges to recall the literal text and the way it 
was said by suspects, witnesses and experts.
 A 100% accurate, full transcript of everything that has been said in the lawsuit 
may be seen as desirable but it turns out that, according to the court clerks, such 
transcripts contain too much redundant text. The spoken speech in courtrooms has 
to be summarised and not completely transcribed! However, the spoken speech 
remains the basis of the written report, so searching in and fast access to the recorded 
speech, is a highly desirable option. 
 The intended result of this project was to build an HLT-based system to assist 
clerks, judges and public prosecutors involved in querying the recordings and 
creating detailed reports of a trial by incorporating language and speech technology 
in the courtroom. Speech recognition was used to transcribe the spoken speech as 
accurately as possible. Language technology was used to create a searchable index 
on the recognized text; advanced automatic summarization technology was used 
to generate a spoken summary of the trial. Combined with a web-based interface, 
the application will enable the searching,  retrieving and playing of (parts) of the 
recorded lawsuit. 

Results
As mentioned above, clerks were not interested in a 100% accurate transcription 
of all the spoken speech. However, the clerks and judges were very interested in 
using the system for quickly searching and querying the spoken lawsuit recordings 

through a user-friendly search and playback interface. Therefore, creating such a 
system became the main focus of the project.
 Besides knowing “what was said”, it is important to know “who says what”. Speaker 
identification is a good (but not 100% reliable) option, but fails if two or more people 
speak at the same moment. A better solution is to record each speaker on a different 
channel. So we installed a multi-track recording system that can be used to record up 
to 12 distinct audio channels. In this way we were able to separately record the audio 
of each of the participants of the trial, enabling us to use speaker dependent trained 
acoustic models in the speech recognition process. 
 We also created a large vocabulary language model for each of the trials by using 
the documentation from the preliminary investigation for each trial. By using the 
speaker dependent acoustic models and the trial specific language models, we could 
boost the recognition accuracy up to a level that is sufficient to adequately search in 
the recordings and to generate very usable spoken summaries. 
 The generation of spoken summaries was accomplished by automatically 
summarizing the recognized texts (including recognition errors) and editing the 
recording in such a way, that most relevant pieces were played back to the users. 
The court clerks and several judges tested the RSH system extensively by using it 
in a series of trials varying from minor offences to multi-day trials, and were very 
enthusiastic about the results. 

The RSH project turned out be a very appealing project to many, not just in the legal 
world, and has been the topic of various articles and presentations. To demonstrate 
the use of the RSH system we have produced a short film1 in which a trial is performed 
by actors and in which the system fulfils a prominent role. The film is featured on 
YouTube and currently has been viewed more than 5000 times! 
 Moreover, the RSH project produced a lot of word-of-mouth publicity in several 
police departments, leading to several presentations. Finally, this resulted in a huge 
HLT project for the Dutch Police and interesting pilots for various governmental 
organisations.

1 http://goo.gl/SBYFn

Figure: Photograph of “Courtroom D” in the District Court of Almelo in which the RSH system 
was installed and used.

Telecats BV
Dr.	ir.	W.	Luimes	(project	leader),	Ir.	M.	Boedeltje,	Ir.	G.	Ybema,	Ir.	L.	Satink,
Ir. E. Brölman, Ing. R. Boon, Ing. R. Domingo, Dr.ir. A van Hessen

Carp Technologies BV
Ir. D. Lie, Ir. B. Klaij, B. Leijdekkers 

Raad voor de Rechtspraak - District Court of Almelo
Ir.	G.	Schiermeier,	Mr.	T.	Rikken,	Mr.	F.	van	der	Winkel,	H.	Krake

Think Legal
Mr.	W.	Jansen,	T.	van	der	Stap
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SonaLing
Klinkende Taal for local governments

Service oriented organisations, such as local governments, produce many texts 
for the public including letters, forms, brochures and websites. But they often find 
it difficult to write on a level that is comprehensible for the public. There is a gap 
between the language level of the official and that of the average civilian.
 Government offices and other service-oriented organisations are becoming more 
and more conscious of the necessity of communicating in plain language. They often 
try to realize this by offering writing courses to their personnel. In practice, however, 
this does not lead to the desired outcome, as the writing process itself does not 
change.
 In this project we wanted to fill this gap by developing an automatic tool for 
readability checking and revision advice, using Dutch language technology. The 
project focuses on “jargon-checking” for the local government (provinces and 
municipalities).

Results
SonaLing (Dutch: Klinkende Taal) helps 
professionals to write comprehensible 
Dutch texts. It is a button in Word: you 
click and it tells you how many people 
are going to understand your text. 
Further it tells you how to improve the 
text, marking readability problems.
 The software is integrated into 
Microsoft Office Word (Word 2010 

and earlier) and is also available as a web tool. In addition, we have experience 
with supporting Citrix, template management tools such as dStyle, MitOffice and 
SmartDocuments, and various CMS/DMS-systems. We also provide language 
checking for e-mail, websites and other text genres. Presently, we develop versions 
for iPad and Android.
 As well as the Word Plugin GridLine also offers QuickScans, both for documents 
and for websites. Further, GridLine provides a terminology extractor and editor 
(which customers can use to add their own terminology), a monitoring tool and many 
new language modules. GridLine maintains the quality of the language checking by 
regression tests on a growing set of sample texts.

The web demonstrator still is available for free trials1. In addition, it has been 
transformed into a nice customer web tool for the G4-municipalities (the four largest 
towns of the Netherlands, i.e. Amsterdam, Rotterdam, the Hague and Utrecht) . This 
freely accessible site soon became a popular tool among officials and other users all 
over the country, also in Flanders. 
 As part of the project, GridLine organised two SonaLing demonstrations for end 
users, organising a seminar and a symposium in collaboration with researchers, 
commercial advisors and end users in the field of terminology and communication. 
Later, GridLine continued with public activities, presenting SonaLing at commercial 
1 http://goo.gl/rTuQb

exhibitions, congresses, symposia, and a HLT master class (co-organised by 
GridLine) and workshops for end users. In addition, GridLine and their commercial 
partners demonstrated SonaLing in numerous sales-presentations.
SonaLing often attracted the attention of Dutch media, resulting in a tv-interview 
for the Teleac-magazine Hoe?Zo!, a radio interview for Business News Radio (BNR), 
and publications in the Innovatiekrant, Digitaal Bestuur, Dixit, Onze Taal, de 
Volkskrant and so on. There was also a report on SonaLing in the NWO yearbook by 
Quest and Kennisnet, in publications by the Nederlandse Taalunie and at Kennisnet 
(online knowledge network).

After the STEVIN-project, GridLine 
invested a lot in the further development 
of SonaLing, preparing it for commercial 
applications. Since January 2010, 
SonaLing has been installed for many 
customers, including UMC Utrecht, the 

municipalities of Vlissingen, Den Bosch, Deventer, Geertruidenberg, the Provinces 
of Noord-Brabant and Zuid-Holland, GGD Gelre Ijssel, HealthBase, ECABO, SCP, 
Texplain, Loo van Eck, Bestuursacademie, Documentaal and, started recently, Aegon, 
Woningcorporatie Accolade, Amsterdam Stadsdeel Nieuw-West en NL Agency.

 ⇒ http://goo.gl/rTuQb

GridLine BV
Dr. O. Koornwinder (project leader), Drs. T. Spaan, Dr. M. Jansen, 
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Dr. F. Van Eynde, Dr. V. Vandeghinste

Municipality of The Hague
W.	de	Koning

Province of Noord-Brabant
H. Maaskant
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SpelSpiek
How can you show the public what the possibilities of language and speech technology 
are today? How can you arouse interest in language among young people? How can 
we achieve a natural method of human-machine communication?
 The Spelspiek project team accepted the challenge to come up with a satisfying 
answer to these questions. We decided to develop a chatbot: an online computerized 
conversation partner. But a very special one, not like the virtual bank employees 
(the ones with which you can check your account balance by writing ‘balance’): we 
wanted to develop a fully conversational, automatic expert in Dutch orthography.
 We also wanted to make this service available via popular communication 
channels such as SMS/texting, Internet browsers and chat servers like MSN.

That was how we brought Spelspiek into existence. A virtual buddy who understands 
and answers your spelling questions, whether put in one word or in an entire sentence. 
For example, go to www.spelspiek.nl and ask: “Hoe	spel	je	bjoetiekees?” , which is a 
misspelled, in this case phonetically spelled version of the word ‘beautycase’ (Dutch 
spelling). Spelspiek will give you the correct answer. Sometimes, several answers are 
possible. In that case, it will give you all possible correction alternatives including 
a short semantic description for each alternative. For some examples, try out the 
words ‘paletje’, ‘flushes’ and ‘canon’ in Spelspiek. As you will see, this brings back 
the fun of serendipity to our lives: it was threatened with extinction because of the 
decreasing popularity of paper dictionaries. 

Intelligence
A lot of knowledge and intelligence needs to be implemented in the right way in 
order to build a service like Spelspiek. Spelspiek needs to know how to extract the 
essence from a question: it should be able to find the right answer and to formulate it 
correctly. Last but not least, it should have a strategy to recognize misspelled words, 
so it should have knowledge of the way people make spelling mistakes.
 Spelspiek’s strength is its huge vocabulary: more than one million words, all 
in the correct official Dutch spelling! Beneath that, it incorporates a spelling error 
database: basically a list of misspelled words, in combination with their corrections. 
This lexicographic knowledge originates from the databases of Van Dale and INL.
 Polderland and Van Dale gave Spelspiek its intelligence. They integrated their 
smart spelling error recognition systems into an extra smart one. That is why 
Spelspiek is able to correct many more spelling errors than the tens of thousands 
it already has stored in its spelling error database. This is the piece of software that 
knows how and where we humans make spelling errors. Also, it allows us to simply 
formulate our spelling questions by writing the word phonetically.
 Elitech provided Spelspiek with some human behaviour: thanks to them, 
Spelspiek understands and writes full sentences, and, not unimportantly, stays 
calm and respectful when people start saying bad words to it. When asked politely, 
Spelspiek will even tell you the current time, or a (not so funny) joke.

Of course, Spelspiek does not have the answer to every question. That is the case 
when the word you have asked for is not in the lexicon, and the word has not been 
recognized as a potential misspelling of a known word. Then you will have the 
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possibility of having the word verified by INL’s spelling consultants. They will send 
you the right answer later by e-mail.
 Spelspiek’s coverage of the Dutch language will gradually increase. Unrecognized 
words (both new words and new, unrecognized misspellings) will be added to its 
lexicon after a manual check by INL’s spelling consultants.

Impact
Spelspiek has answered more than 25,000 spelling questions in the first six months 
of its life. In that same period, the spelling consultants answered more than 900 
spelling questions. On one busy day Spelspiek gave more than 2,000 spelling 
answers. A Google search on Spelspiek returned around 1,000 hits; many people 
wrote about it on their blogs.
 One very interesting side effect is the collection of new words while people are 
using Spelspiek. The log files are a valuable source for investigating spelling errors 
and out-of-vocabulary words. With this, it is possible to increase the coverage of our 
lexical databases and look for ways to improve our spelling correction mechanisms.

 ⇒ http://goo.gl/qoPqd

 • Boekestein, M. (2008). Spelspiek, Dixit 5(2), 13.
 • N.N. (2009). Vraag het de chatbot, in: Quest Experiment NL Deel 2 (eds. M. Senten), 57
 • Videos: http://goo.gl/en6hO and http://goo.gl/KJKkj
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WebAssess
Contact Centres (CC) are struggling with a high turnover of contact centre agents, so 
they are looking for ways to a) simplify and b) improve the recruitment process. The 
figures vary widely, but it may be stated that the turnover is at least 15%. With a total 
of 150,000 CC jobs in the Netherlands, this results at least in 22,500 new employees 
per year that need to be recruited. 
 With WebAssess we aimed to develop an application that is capable of testing 
candidates for their suitability to work in a contact centre. Candidates are guided 
through a dialogue with the computer that is using speech recognition to ‘imitate’ a 
customer. The candidate must supervise the conversation in a proper way. WebAssess 
is not intended to replace a human assessor, but only for the initial screening of 
candidates resulting in fewer but better qualified candidates that eventually will talk 
to the recruiters.
 In the Stevin demonstration project WebAssess, we made a working demonstration 
of the candidate selection procedure. The application was set up in such a way that 
it would be easy to change the current dialogue and to add new dialogues. The 
application was tested in practice by leading actual candidates through the procedure. 
This allowed us to further optimize the application. In addition, we could determine 
to what extent the application was actually producing a better quality of candidates.

Results
The total setup includes a Web application and a speech IVR1. The applicant first 
goes through an e-learning module via Internet. If that is successful, the applicant is 
invited to fill in their phone number where they will then be called back by the voice 
application. The conversation that follows is like a CC call, where the applicant is the 
CC agent and the computer the customer calling the centre.
 If the candidate completes this step successfully, both the applicant and the 
principal receive an e-mail message, containing the report. The principal receives 
more detailed information and has the ability to listen to the dialogue recording.

1 Inter Active Voice Response: pressing phone buttons in a dialogue

Telecats has developed a dialogue manager (DM), which can be used to model the 
system-candidate dialogues: it uses a different ‘speech recognition approach’ than is 
usual. The system aims to verify that the candidate uses the correct words to comply, 
while regular speech dialog systems aim to retrieve information from the other party.
 
The DM will go through a number of steps according to the conversation script. Each 
step requires a need-to-have answer and a nice-to-have answer. Only the nice-to-
have answer counts for the final score. The need-to-have answer is obligatory to 
proceed with the dialogue. If the candidate forgets this (or if it is not registered by 
the speech recognizer, but then it has usually not been clearly stated), the computer 
will reply with a remark that should help the candidate to pose the correct question.
Example: the agent should begin with something similar to: “Good morning, this 
is Martijn speaking from Telecats. How can I help you?”. The need-to-have would 
be the company “Telecats”, and the nice-to-have would be “help”. If the applicant 
forgets to mention the company name, then the reminder sentence will be played: 
“What	company	is	this?”
 If the candidate has done well, or repeatedly forgot to mention the company 
name, then the dialogue will continue with the next step: “This is Mr. Nicholson, I’m 
having	a	problem	with	my	printer.”

After a thorough preparation and study, we have, in our view, created an innovative 
product with a wide range of possible applications within the contact centre 
industry. The demo was set up and tested at Telecats. It has served to demonstrate 
the capabilities of this application to interested parties. We intended to come up 
with a pilot-customer that would lead to a first practical implementation. This would 
generate confidence of other interested parties. Unfortunately, the first contacts have 
not led to a pilot-project. Therefore we cannot (yet) report on the actual effectiveness 
and savings potential of this product.

Telecats BV
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NEON
NEderlandstalige ONdertiteling, Dutch subtitling

Subtitling for Dutch language television shows (mainly for the hearing impaired) 
is in great demand in the Netherlands and Flanders. User groups are requesting 
that an increasing number of TV shows are accommodated with subtitles and the 
governments of both Dutch speaking countries feel obliged to facilitate this. At the 
time this project started (October 2007), the VRT added subtitles to about 65% of 
their Dutch language TV shows and made a commitment to subtitle 95% of the Dutch 
language shows they aired by the end of 2011. The Dutch NPO has also committed to 
accommodate subtitles to at least 95% of the Dutch TV shows.
 For several years now, Automatic Speech Recognition (ASR) has been successfully 
put to use for subtitling (semi) live television by means of re-speaking; a process 
by which trained speakers listen to the live TV show and re-speak what they hear 
into a personalised ASR system. Subsequently, the ASR results (95% accuracy) are 
corrected and manually aligned by another editor to show the resulting subtitles in 
time on the viewer’s screen. 
 Within the NEON project we focussed on subtitling TV shows for which a script 
or (partly) worked out subtitles were available. The process of subtitling these shows 
based on the script or subtitles, consists of two stages:
1 Literally transcribing the spoken content of the TV show;
2 Aligning the subtitles with the TV show in order to publish the subtitles in exactly
 the correct time frames of the show. 
By incorporating HLT (Human Language Technology) in the process of partly 
automatic subtitling, we intend to help the editors to convert the scripts and 
transcriptions to broadcast-ready subtitles as quickly and efficiently as possible.

Results
The process of subtitling a TV show is less straightforward than it seems. First, a 
subtitling editor has to transcribe the speech (manually or via re-speaking). Then, 
the resulting transcriptions or the rewritten scripts need to be condensed taking into 
account a set of conflicting requirements:
• The subtitles must accurately represent the spoken utterances and should be as
 literal as possible.
• The subtitles have a maximum length dictated by the presumed reading capacities 
 of the common TV-watchers. It should be possible to read the whole subtitle   
 before it is replaced by the next one. 
• The subtitles must be shown on the screen for a minimum duration (not too
 short) en can only be shown if one of the actors is actually speaking. It is confusing 
 if the actor is speaking and no subtitles are shown, or vice versa. 
• The subtitles must be segmented per speaker, i.e. each speaker/actor should have 
 their own colour to indicate which actor says what.

To investigate the added value of HLT in (partly) automatic subtitling, the project 
team joined forces and combined their knowledge to provide the NEON users 
(the Dutch NPO and Flemish VRT) with a software application in which several 
supporting HLT techniques are integrated. First of all, the audio of the TV show is 
analysed by a speech segmenter to determine in which parts of the show someone 

is speaking. Moreover, the speech segmenter determines the gender of the speaker 
and determines the unique speakers (and their utterances) in the TV show. All this 
information is used to decide when the subtitles must be shown in which colour on 
the screen. It can also help the process of alignment (as discussed below) by using 
gender-dependent, or if possible speaker-dependent acoustic models in order to 
improve the accuracy.
 The segmented audio and (corrected) subtitles are sent to the Automatic Speech 
Recognizer that aligns the subtitles with the audio. In this alignment process each 
written word or phrase contains an exact timestamp (start and end times). Since we 
also have to ensure as well that subtitles have the correct length (neither too short 
nor too long), the last step of the process is to automatically condense sentences that 
are too long. This is done by replacing longer words with shorter synonyms and/
or removing non-essential subordinate clauses. Ideally this results in subtitles that 
occupy no more than the maximum of two (or in exceptional cases three) lines on the 
screen.
 Embedding HLT into the subtitling workflow does not result in a fully automated 
subtitling system as the accuracy of the current ASR engines is too low. However, it 
surely accounts for a significant saving of time (and therefore money) by automating 
several time consuming parts of the subtitle creation process. Without the use of 
NEON software it takes about 4 to 7 hours to create subtitles for a 1 hour show. By 
using NEON software, the NPO and VRT can save up to 40% of the required time due 
to which it only takes an editor between 2.5 and 4 hours to subtitle a 1 hour show.

Within the NEON project we have shown that using Language and Speech Technology 
in the subtitling process is not the most obvious solution, but is however accounting 
for a significant reduction of processing time in subtitling. Moreover, it turns out 
that the computer often beats the human in the accuracy of the start time of the 
subtitles (especially when there are some small words, spoken by different speakers). 
Although the results of this project were very promising, successfully embedding the 
software created will take some time because it needs to be incorporated into the 
existing software packages and into the daily workflow.

 ⇒  http://goo.gl/2WllM (video)
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WoDy
A talking self-correcting word prediction program for dyslectic users

For people with dyslexia, the use of word prediction is the most effective way to 
prevent spelling mistakes and to produce text in a fast and efficient way. However, 
the word prediction programs available for Dutch were developed for good spellers 
and do not take into account the specific spelling problems that dyslectic people are 
faced with. 
 The aim of the project was the development of a talking self-correcting word 
prediction program for dyslectic users. Word lists and word prediction algorithms 
form the core of the word prediction program. They determine which words will be 
suggested and in what order the suggestions will appear. In this project a basic set of 
word lists was developed, as well as the tools to produce and maintain the word lists. 
The algorithms that were developed offer the dyslectic user a list of word suggestions 
that take the specific spelling problems of the user into account.
 The target user group is made up of children, students and adults with dyslexia 
and/or dysgraphia. However, the program can also be used by anyone with a language 
problem or by non-native speakers of Dutch. 

Results
The result of the project is WoDy, a talking self-correcting word prediction program 
for Dutch. The program offers the following features:

• Spelling suggestions with self-corrections
In all computer programs in which you can enter text, WoDy offers spelling help: it 
does not only offer the suggestions a normal word prediction program would give, 
but it also shows corrected suggestions, taking into account the spelling problems 
that the user has indicated (3 levels: phonemic, morphological and etymological). All 
suggested words can be read aloud and can be inserted automatically into your text. 
The meaning of words can be looked up in a Van Dale dictionary and read aloud. 
Extra support is offered for homophones, verbs and compound words.

 • Lembrechts, D. (2010), WoDy, Logopedie, 23 (3), 74.
 • Lycklama à Nijeholt, D. (2011), WoDy, een persoonlijke woordvoorspeller, Tijdschrift 

voor Remedial Teachers 2011 (1), 26-27.

Sensotec NV
Ing. F. Allemeersch (project leader)

Lexima NV
R. Janssen

• Word	lists
The program offers several word lists that can be adapted by the user. The user can 
also add lists. 
• Log
The program offers feedback about the user’s specific spelling problems. This 
feedback can be used to fine-tune the program and further adapt it to the specific 
needs of the user.

The first version of WoDy (Dutch) was launched in September 2010. Since then, 
Sensotec has been further developing the product. The following features have been 
added: 
• extra support for verbs: the most important tenses of the verb are displayed;
• optimized use of word pairs;
• pronunciation dictionary;
• reading functionality: the program reads texts in several applications (e.g. .doc,
 pdf-readers, Internet…).
In September 2011, a French version of the product was released. Currently, Sensotec 
is working on a bilingual Dutch-French version, providing word prediction for Dutch 
people writing French.

 ⇒ http://goo.gl/CQsh7
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YourNews
News articles are provided via digital newspapers on the Internet, but the user is 
overwhelmed with such articles. Many of these articles are not interesting to the 
user, and most of them are too long. It is desirable to reduce the number and the size 
of articles presented, and to present articles prioritized by the user’s interests.

The YourNews project aimed to set up a news broker in which news articles are 
automatically collected, summarized, and classified in accordance with the ITPC 
classification. The user can specify a profile in terms of this ITPC classification, so 
that the news articles are presented in a personalized way on the basis of his/her 
profile, as a ‘news on demand’ service.  

Results 
Irion has a natural language processing system available that can classify texts in 
accordance with the standard for news classification of the International Press and 
Telecom Council (IPTC).  Carp Technologies has generic summarization technology 
that can be tuned to the summarization of news articles. This summarization 
technology does more than just putting together selected sentences from the input 
text, it also allows for paraphrases of input text sentences. MD Info is a multimedia 
provider of personalized business information and owns a complete infrastructure 
for news brokerage. In the project the technologies from Irion and Carp were 
combined in a news brokerage system and integrated in the MD Info infrastructure, 
which collects news articles from a large number of sources and prepares them for 
disclosure. 
 Put together, this formed the YourNews news brokerage service1. In this way, a 
fully automated, hence cost-effective, news brokerage service was created that can 
compete with manual news brokerage services in quantity and quality. Qualitatively, 
the system is as precise or even more precise, and certainly more consistent than 
human information professionals. Quantitatively, the system allows for classification 

1 http://goo.gl/K0aEq
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 • EasyInfo Consortium (2009), YourNews, http://goo.gl/2QJwi
 • Gent, J.van (2008), EasyInfo, DIXIT 5(2), 22.

of more than 1000 newspaper articles per minute, which means that far more news 
sources can be disclosed and made available cheaply for a larger group of customers.  

It was planned that personalization features would be added after the project, and 
that the system would be implemented as a full service for a large number of news 
feeds, including blogs and social media, but due to changed priorities of the parties 
involved, these intentions have been postponed to a later stage. The parties are still 
working together though. The system ran from October 2009 through July 2010, 
and can still be seen as a demo on www.yournews.nl.

 ⇒ http://goo.gl/KbEPf
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HATCI
Since a few decades, profoundly deaf people have been able to regain hearing thanks to 
cochlear implants (CI). Implanted users need to become acquainted with their ‘bionic 
ear’ and several methods have been developed for this purpose. The population of CI 
users is growing fast and there is a tendency to implant very early in childhood. This 
increases the total health care cost for post-operative therapy. In the HATCI project, 
a software tool was developed that complements the efforts of a speech therapist in 
the rehabilitation and that accelerates the language acquisition of deaf children after 
cochlear implantation.
 The route chosen was to implement a software tool that mimics ‘speech tracking’, 
a popular training and test scenario where a speech therapist reads a sentence and 
the patient has to repeat it as accurately as possible. In the tool, the therapist’s 
role is replaced by audio and video playback for prompting and Automatic Speech 
Recognition (ASR) for analyzing the patient’s utterance. 
 The new software operates as follows: HATCI presents sentences read by a speaker 
using an audio and/or video file. The video is optional, so that lip-reading by the 
patient can be allowed or suppressed. After each sentence is read, the user repeats 
the sentence and HATCI captures the voice. An ASR is used to evaluate the accuracy 
of the reproduction and hence assess his/her hearing and speech production abilities. 
Feedback about the user’s abilities is given after each phrase or sentence depending 
on the configuration selected, test or training. The graphical user interface offers the 
possibility to create a report with all the information regarding the task, that is to say, 
the sentences played, the correct and incorrect sentences and words repeated by the 
user, the audio files containing the voice recordings, and so on.

The design and development of the HATCI was divided into three parts. First, the 
ONICI centre developed texts specially designed for children with a hearing loss. 
Second, ESAT extended the SPRAAK recognizer (described elsewhere in this book) 
with a speech tracking module, configured the ASR for these particular texts and 

set its parameters for optimal performance. Third, Advanced Bionics developed the 
graphical interface.
 For each sentence, a professional speech therapist predicted the errors the hearing 
impaired user was likely to make. Several recordings were made to validate the most 
common errors produced. These most common errors were identified and incorporated 
into the recognizer’s language model in the form of a finite-state grammar. Each 
expected word may get multiple erroneous pronunciations as predicted by the expert, 
or may be deleted. As not all errors may have been predicted by the expert, a model 
for ‘any word’ was also included. The same model is also allowed between intended 
words to model insertions. The ASR will then select the most likely path through the 
(probabilistic) finite state machine, that is to say it will find the most likely sequence of 
intended words, substitution errors, insertions and deletions. The answer is influenced 
by the prior probabilities of these events, which were tuned to obtain an acceptable 
operating point based on experiments with eight hearing impaired users.

Results
The HATCI and its ASR were evaluated based on recordings of 8 deaf users wearing 
a cochlear implant (CI). These recordings were annotated, that is, the orthographic 
transcription was determined by an expert. The human annotations were compared to 
the annotations performed by the ASR. 
 The ASR engine worked reasonably well on most of the users (deaf children wearing 
cochlear implants). To achieve an acceptable rate of false alarms of 5%, the detection 
rate (number of correctly deleted errors) ranges between 60 to 70%.
 The project has shown that ASR can play a useful role in providing computer support 
for the rehabilitation of deaf children and adults using cochlear implants.  The last 
sessions with the children were very encouraging. ASR performance however remains 
vulnerable to the quality of the incoming audio, which is not always guaranteed with 
a standard laptop or PC.  For that reason we used external microphones, audio cards 
and integrated a sound level monitor into the application. 
 Speech computer technologies are a promising method to support language 
development and evaluation of auditory training and speech therapy in deaf children 
and adults. The ASR engine used in the HATCI application worked reasonably well on 
most of the deaf users’ voices. 

Figure 1: The performance 
results of the ASR. Each text 
is presented by one dot and 
every user has their own 
colour. The horizontal axis is 
the false alarm rate, that is, 
the number of words labelled 
as incorrect (while they 
were correct), divided by 
the number of correct words 
(expressed in percentages). 
The vertical axis is the 
detection rate, that is, the 
number of words labelled as 
incorrect (while they were 
incorrect), divided by the 
number of incorrect words 
(in percentages). An ideal 
system would be in the upper 
left corner.

 • Nogueira, W., Vanpoucke, F., Dykmans, P., De Raeve, L., Van Hamme, H., Roelens, 
J. (2010). Speech recognition technology in CI rehabilitation, Cochlear Implants 
International, 11(1), 449-53.

 • Vanpoucke, F. (2008).  HATCI: Hulp bij Auditieve Training na Cochleaire Implantatie, 
DIXIT, 5(2), 23.

Advanced Bionics NV
F. Vanpoucke (project leader)

KU Leuven
Dr. H. Van hamme

ONICI
Dr. L. De Raeve



68 69

AAP
The AAP project aimed to develop, implement, and test a software application that 
could demonstrate that existing Automatic Speech Recognition (ASR) technology 
could be used in learning environments that require intensive exercises with 
immediate feedback.
 The subject area of this project focused on literacy as main target. The 
course material used by the software application was derived from parts of the 
Alfabetisering	 Anderstaligen	 Plan (AAP) literacy method that was developed by 
BeMO Materiaalontwikkeling. The software was developed in such a way that it 
would be easy to modify for other learning situations that require high intensity, 
immediate feedback learning situations.
 The speech processing toolkit used in the project was developed by the ESAT group 
of Leuven University (STEVIN project SPRAAK: Speech Processing, Recognition & 
Automatic Annotation Kit).

Deliverables
• The AAP MS Windows software application that can be used to train knowledge 
of the Dutch language, pronunciation of Dutch, and Dutch literacy.
• Evaluation results for the AAP software application.

Results
AAP provides expertise and software for the 
realization of advanced CALL systems for 
Dutch as a second language, thus facilitating 
the development of new interactive learning 
products for Dutch and other languages. 
 AAP differs from related projects (such as 
DISCO) in that it is suitable for users with a 
very limited level of literacy.
 The language-independent part of the 
technology can be used by multinational and 
multilingual publishers, and by publishers 

in other countries for developing CALL programs for other languages. In addition, 
this project has contributed to improving ASR technology for non-natives, which can 
be applied by Dutch and Flemish companies and research institutes for a range of 
different applications. 
 Results from the AAP project are available through the Dutch HLT Agency (TST-
Centrale).

Dissemination and exploitation
• Information on the project has, on several occasions, been presented to people 
involved in literacy programs;
• Software developed in the AAP project has been used in the Stevin DISCO project 
(and vice versa);
• Experience gained in the AAP and DISCO projects is being used by other initiatives 
who are considering development of similar software;

• Testing of the software in a learning situation with users from the intended user 
group (limited knowledge of Dutch, limited literacy level) has been planned;
• The project participants have discussed the possibilities of developing a program 
that will cover all of the AAP method.

AAP has been presented to audiences on several occasions.
The STEVIN DISCO project (AAP’s big brother co-project) has resulted in several 
publications that also apply for AAP.
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HLT on Kennislink
Human Language Technology (HLT) is not a well-known subject for most Dutch 
students. Although in use practically every day, most people have no idea how 
applications such as T9-texting, speech recognition or automatic translation actually 
work. In high school the subject is not part of the curriculum and as a consequence, 
very few students choose an academic career in the field of HLT. This might become 
a problem for the industry for which well-educated employees are becoming more 
difficult to find. The projects described here were aimed at educating the general 
public, and students in particular, on the subject of speech and language technology 
through HLT related articles on the website Kennislink.

Kennislink
Kennislink is the largest popular science website in the Netherlands, primarily aimed 
at students from the age of 15. The site has 14 different subpages covering various 
subjects, from physics and maths to psychology and linguistics. Each subpage is 
managed by an editor specialized in the relevant subject. This editor writes news 
and background stories about the most recent discoveries in their field of expertise. 
Kennislink has approximately 12,000 unique visitors a day, mainly students from 
high schools and universities, but teachers, policy makers and people who are 
generally interested in science also visit the site regularly.
 Since April 2008 STEVIN has funded 2 Educa-projects, ‘HLT on Kennislink’ 
and ‘HLT on Kennislink 2’. This funding made it possible to appoint an editor for 
Kennislink to write exclusively about HLT for a period of 2 years (0.6 FTE). The 
articles were published on two subpages: ‘Taal & Spraak’ (‘Language & Speech’) and 
‘Techniek’ (‘Technology’). Some of these articles were also published in Sp!ts, a large 
free newspaper in the Netherlands (printing run: 406,736 in 2010). The editor tried 
to divide the focus of the articles evenly between language-related and speech-related 
subjects. A feedback group, consisting of Dutch and Flemish researchers, convened 
twice a year to give the editor feedback and new ideas for interesting articles.

During the period covering both projects a total of 93 articles was published, among 
which 62 news articles, 28 background articles and 2 so-called ‘dossiers’. A dossier 
gives the reader a broader overview on a specific topic, including links to other 
websites the reader might find interesting. All of the articles were complemented 
with links to other sources, videos and audio fragments. All the articles are still 
online – and will be for as long as Kennislink is online - which makes it hard to give 
an exact number of visitors. In general however, an article will receive most of its 
hits in the first two weeks of publication, with an average of 1,500 unique visitors in 
those two weeks. Some particularly popular articles, one about a spell-checker for 
dyslexics (see PRIMUS, p.50) for instance, got up to 10,000 unique visitors in one 
month.

Perception studies
Besides writing and editing HLT articles, two small subject perception studies on 
HLT were also part of both projects. In the first students in Kennislink’s target group 
were asked to rate the articles written about HLT. The results from this inquiry 
showed that students and other visitors of Kennislink really appreciated the articles 
written in the course of these two projects. Overall, they considered the articles 
highly readable and the subject very interesting. They said they would like to see the 
attention for human language technology on Kennislink continued. 
 For the second perception study, a trainee asked students about their knowledge 
and use of, and the appreciation for human language technology. The results showed 
that the majority of the students interviewed were familiar with human language 
technology and appreciated the innovations it might hold for the future, but did 
not aspire to a career in the field. Not all students were fully aware of their daily 
use of HLT applications. They did not realize that software such as T9 or automatic 
translation could not exist without technology, for instance. Students with a science 
profile had a more positive attitude towards a career in HLT than the more arts and 
humanities-minded students. A note should be made that for these HLT perception 
studies too few students were interviewed to draw statistically valid conclusions. 
However, the results were useful to give a first indicative impression of students’ 
attitudes towards Human Language Technology in the Netherlands and Flanders.

 ⇒ http://goo.gl/IYavl

Kennislink
Dr. M. Jansen (project leader), Drs. E. Renckens, Drs. C. Koppeschaar

Netherlands Graduate School of Linguistics (LOT)
Prof. dr. H. de Swart

Figure: Several articles on Kennislink reported on the performance of IBM’s Watson in Jeopardy!
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Results
The project resulted in the deployment of a demonstrator of spoken Dutch dialects 
in the Flemish science centre Technopolis, that goes by the name “Verraadt je stem 
je herkomst ?” (“Does your voice betray your origins?”)
 The core technology pre-existed within the speech recognition group at 
K.U. Leuven-ESAT and had been embedded in a rudimentary user interface for 
demonstration purposes.  Within this project a more attractive user interface was 
developed suitable for the public at large including young people.  The demo has 
been on display at Technopolis since September 2009 and is therefore accessible to 
280,000 visitors a year of which some 30% are children on school excursions.
 For the demo people are asked to speak a short easy text and are given a colorful 
feedback of the statistical results that have been generated by the system. 

Further details on the system can be found on the Technopolis Website1. Information 
on opening hours can be found on the Technopolis website as well.

 ⇒ http://goo.gl/q7M2E

1 http://goo.gl/9C27e

Diademo
Speech Recognition is slowly evolving from a niche to a mainstream technology 
especially in the Anglo-Saxon countries.  In the Netherlands and Flanders the 
penetration of speech and language technology is much less prevalent as costly 
language specific development is less attractive for a smaller language.  Large 
industrial players limit their offerings to a few niche markets with high per product 
returns while smaller companies may still be reluctant to enter this market.  As such 
speech recognition and related technology remains very much a niche technology for 
Dutch of which its potential is not sufficiently understood either by professionals or 
by the public at large.

The Diademo project had the ambition of bringing the public at large in contact with 
a form of speech technology (dialect recognition) that is definitely not mainstream.  
The project wanted to show that – even for Dutch, and with limited effort – there 
is a potential for applications that goes beyond the mainstream technologies such 
as dictation software for doctors and lawyers and Google search & translation to 
name just a few of the best known examples. Finally, as it is implemented in the 
Technolopolis science centre, Diademo reaches out to a wide and largely young 
public.

KU Leuven
Prof.	dr.	D.	Van	Compernolle	(project	leader),	T.	Wu	M.Eng.,	J.	Roelens	M.Sc.

Technopolis
K. Blomme, P. Verheyden, J. Van Hoeydonck

Figure: Screenshot of Diademo.”Does your voice betray your origins? On this map you can 
see the influences that we have found in the way you speak. According to the computer you 
originate from the province with the highest percentage.”
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ICT & Dyslexia
Master class Assistive Technology for Dyslexic Learners

As children with dyslexia have difficulties with reading and writing, learning 
becomes a problem. Assistive technology can help and provide support when 
performing reading and writing tasks and when processing information. Many 
assistive technology devices and applications use text and speech technology. 
Surprisingly, assistive technology for dyslexic learners is either unknown territory 
to educational professionals in primary and secondary education or is limited 
to occasional, sometimes ineffective use. Teachers, Special Educators, Remedial 
Teachers and other SEN-professionals, however, are eager to become acquainted 
with the possibilities of assistive technologies and to learn how they can empower 
dyslexic learners and enhance their learning.

Master class
The Master class ‘Assistive Technology for Dyslexic Learners’ provides a thorough 
understanding of dyslexia and the difficulties learners may encounter. At the heart of 
the Master class are the functions in assistive technologies that have been developed 
to overcome just these difficulties and to enhance technical and functional reading 
and writing abilities. An example of such a function is the highlighting of on-screen 
words to sharpen concentration and provide focus on the words that are read aloud 
by text-to-speech. Another example is text-to-speech audio feedback in order to 
check one’s own writing. Yet another example is automatic word prediction when 
typing, accompanied by the opportunity to choose the appropriate word.

The Master class provided not only insight into the purposes and workings of these 
technologies designed to support dyslexic learners, but also an overview of tools and 
applications that are available on the market: ranging from elaborate to simple and 
from very expensive to free of charge. Furthermore, participants are given every 
opportunity to experience the technologies themselves in a hands-on workshop. 
Quick Guides and Task Scenarios support effective and efficient exploration of the 
functions. The aim of the workshop was to evaluate their Ease of use (‘Gemak’), 
Engagement (‘Genot’) and Educational effectiveness (‘Gewin’) for dyslexic learners 
and to ascertain which assistive technology is usable and useful to a specific dyslexic 
learner.
 To conclude, the Master class provided an understanding of the pitfalls and 
good practices of implementing ICT and assistive technologies in the school’s 
infrastructure, teaching practice and SEN policy.

Results
Many professionals in education (more than the Master class could harbour) 
expressed an interest to take part in the Master class. The group of participants, 
mostly consisting of teachers and remedial teachers, were unanimously positive 
in their evaluation, particularly about the insight gained, the hands-on workshop 
and the course materials (presentations, tutorials, videos, Quick Guides and Task 
Scenarios, checklists and articles). 

Both Expertisecentrum Nederlands and Dedicon valued their collaboration, shared 
enthusiasm and commitment during the project. In fact, the project has resulted in 
further collaboration on designing and delivering professional courses on dyslexia, 
assistive technologies and dyslexia-friendly course materials for professionals 
in primary and secondary education. In the collaboration Expertisecentrum 
Nederlands and Dedicon are joined by KPC Groep. The joint expertise will realize 
practical courses with scientifically founded knowledge, independent information on 
available assistive technologies and the development of multimedia course materials 
that are interesting to a larger audience.

Expertisecentrum Nederlands
Drs. E. Krikhaar, C. Teunissen, MSc

Dedicon
Dr. I. de Mönnink (project leader), H. Beerens MSc
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HLT for Governments
Master class HLT for Governments and related services

The purpose of the Master class was to inform Governments and related services 
about present and future applications of Human Language Technology (HLT), 
that is, applications which are based on automatic text and speech processing. We 
expected that governments would be more motivated to invest in HLT development 
trajectories if the decision makers and advisors working there were informed about 
the basic principles and practical experiences of appealing examples of state-of-the-
art HLT-applications. 
 This Master class was organized by two important providers of Dutch oriented 
HLT applications, GridLine (text processing) and Telecats (speech processing). 
The Master class was held at the Business University Nyenrode, which has a good 
reputation in traditional education for executives and other management functions.

The Master class provided a lecture program in which HLT experts of universities and 
companies as well as informed end-users gave an overview of various concrete real-
life applications in the domain of Language, Speech and Search, among which smart 
search machines (e.g. finding information 
in video and speech, multi-language search, 
query expansion), automatic writing 
assistance (checking texts for correct and clear 
language), terminology management, business 
intelligence, opinion mining, knowledge 
management, speech recognition (for contact 
centres, service systems etc.), machines for 
reading aloud, data classification, automatic 
answer and registration systems and so on.
 Afterwards, the participants had a good 
picture of the way in which HLT can support, 
improve and extend their present-day services. 
In addition, they received a course file with 
background information about the introduced 
HLT applications and their business cases. 
Further, the audience were invited to evaluate 
the course, both informally (final class 
interview by master class leader, and during the drinks) and by filling in a special 
form. We intended to repeat the Master class a number of times, each time selecting 
a different target sector (e.g. government, health care, security, education).
 The intended audience was a well-balanced selection of 12-20 influential 
representatives of Dutch and Flemish administrations, paying €450 per person (less 
than half the price of commercial Master classes). This target group was informed 
through general information channels such as a project-site, leaflets and mailings, as 
well as direct contact for candidates within and outside our existing networks.

Results
The Master class was successfully organized on 4 November 2010 in an executive 
classroom of the Nyenrode Business University. Steven Krauwer, an HLT expert 
from Utrecht University and chair of the CLARIN program, led the Master class. The 
program consisted of 9 lectures about language and speech applications from very 
different viewpoints (both academic and commercial), divided into three sessions 
of three lectures. The audience consisted of 8 very interested end users (with 
representatives from two Police organisations, from the archive service of the Dutch 
House of Representatives, from the Ministry of Defence, from a Dutch province 
and one academic researcher) as well as a STEVIN representative (Louis Pols), the 
teachers and the organizers. The Master class finished with an exclusive dinner in 
a very good atmosphere. A table speech by prof. Peelen of Nyenrode led to a vivid 
debate about the future of HLT applications. The participants gave the Master class a 
good evaluation in terms of knowledge exchange and quality of the facilities, but they 
advised the organisers to make the lecture program more consistent and to focus 
more on practical experiences and business cases.

The Master class resulted in a number of HLT implementations by GridLine and 
Telecats, among which document classification and search in speech archives, a CMS 
application of SonaLing readability checking, plans for a ministry-wide thesaurus, a 
data-mining project for a police service and a couple of other project ideas.

GridLine BV
Dr. O. Koornwinder, B. Jans

Telecats BV
Dr. A. van Hessen

Nyenrode Business University
Prof. Dr. E. Peelen
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