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CHAPTER 1

Introduction

Mathematical modelling plays an important role in climate science. For instance, all projec-
tions of future climates in the Assessment Reports of the Intergovernmental Panel on Climate
Change (IPCC) rely heavily on mathematical modelling. The quality of these models has
improved significantly over time. In the First Assessment Report (FAR) the number of pro-
cesses represented in climate models was relatively limited. Basically these models consisted
of a coarse resolution Atmospheric General Circulation Model (AGCM) while other com-
ponents of the climate system were not included or highly simplified. Thanks to a better
understanding of the climate system and advances in computer hardware it is now feasible
for climate models to include many more components, such as sea ice, interactive vegetation,
atmospheric chemistry and also an improved representationof the ocean circulation.

In early climate models a so-called slab ocean was used, thatis an ocean that doesn’t
include any of the dynamical processes. This slab ocean onlyexchanges heat with the atmo-
sphere while the concept of flow in the ocean, let alone changes in these flows, is absent. In
contrast, the most advanced models today couple an AGCM to anOcean General Circula-
tion Model (OGCM) that implements the full three dimensional primitive ocean equations.
The first OGCMs were developed by Kirk Bryan [Bryan and Cox, 1967]. Several important
OGCMs that are used today find their roots in this early work. The concepts of modular
programming were used to derive what would become known as the Modular Ocean Model
[Griffies et al., 2004]. Another derivative is the Parallel Ocean Program [Smith and Gent,
2002], designed especially to run on massively parallel computers. The HYbrid Coordinate
Ocean Model [Bleck, 2001] and Miami Isopycnal Climate OceanModel [Bleck et al., 1992]
are two examples of OGCMs that don’t derive from Bryan and Cox[1967].

1



2 CHAPTER 1. INTRODUCTION

1.1 The Spin-up Problem

The climate, at least the pre-industrial climate, is believed to be in a state of (statistical) equi-
librium, and hence such an equilibrium state should be the starting point of any climate model
simulation. These equilibrium states are traditionally obtained by integrating the model for-
ward in time long enough to equilibrate. This is the so–called spin–up run.

In particular, in the field of paleoclimatology spin-up runsplay an important role. Here,
uncertainties with respect to forcing and geometries are much larger than for the present-day
climate introducing the need for sensitivity tests with respect to these unknowns. In principle,
each sensitivity test requires an additional spin-up run. To illustrate the computational cost
of a spin-up run we consider a paleo-climate application. Inthis application the ultimate goal
is to obtain constraints on the occurrence of source rock, a requirement for the formation
of oil and gas fields, and hence a very useful quantity for oil companies. The formation of
source rock depends on climatological circumstances in thepast and several climate simu-
lations have therefore been performed using the Community Climate System Model Version
3 (CCSM3) [Collins et al., 2006]. The model was run at a relatively coarse resolution, for
instance for the ocean component a resolution of 3.6◦ in longitudinal direction was used and
a variable resolution in the latitudinal direction that is highest near the equator with approx-
imately 0.9◦ degrees. For the Cenomanian/Turonian epoch (89–99 millionyears ago) the
model was integrated forward in time for 2000 years [Alexandre et al., 2010].

To determine if the model has reached an equilibrium solution we can consider integral
quantities. For instance, consider the global heat contentE of the upper 2000m of the ocean.
To compute this quantity, we integrate the specific heat overa domainΩ consisting of the
entire ocean above 2000m depth, resulting in

E =
∫

Ω
cwρTdΩ (1.1)

with ρ the density of water,T the temperature andcw the specific heat capacity of water. In
Figure 1.1(a) the heat contentE is plotted as a function of time and we see that it declines
during most of the time. This is due to the fact that the simulation was started with a uni-
form temperature distribution of 25◦C, much higher than the temperature in the deep ocean
is in reality. More important is the observation that the heat contentE seems to approach
some equilibrium value, although it clearly has not reachedthe equilibrium value yet. In
Figure 1.1(b) the yearly averaged global mean sea surface temperature (SST) is plotted and
this figure also suggests that the model is approaching an equilibrium state. However, this
figure reveals that this is not a steady equilibrium, but a statistical equilibrium. Note that in
Figure 1.1(a) these fluctuations are also present in the heatcontentE, but here they are too
small to be visible.

The horizontal transport in the ocean circulation is characterized by the so-called barotropic
streamfunction, i.e. the streamfunction of the depth-integrated velocity field. In Figure 1.2
we plot this streamfunction, averaged over the last five years of the spin-up run. We observe
that the geometry of continents is completely different from the present day configuration and
this results in an ocean circulation that is also completelydifferent. In Figure 1.3 bathyme-
tries for the Aptian (125–112 million years ago) and Maastrichtian (71–65 million years ago)
epochs are shown. Both geometries are completely differentfrom the Cenomanian/Turonian
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Figure 1.1: Results of a spin-up run of 2000 years using CCSM3. In (a) the global heat content over
the upper 2000m of the ocean is shown and in (b) the yearly averaged global SST is shown.

geometry in Figure 1.2 and present-day geometry. All of the periods are potentially impor-
tant in the formation of source rock, hence in the ideal case aspin-up run of several thousand
years is performed for each geometry. Unfortunately, the cost of performing a single run is
very high. When running the simulation on thirty-two cores of the Huygens super computer
(Power6 processors) it takes twenty-four hours of wall clock time to simulate eighteen years
of model time, resulting in a total run-time of 85,000 CPU hours.

One might be surprised by the very long spin-up time scales, on the order of thousands
of years, of the previous example. To better understand thistimescale we consider the ocean
component of a climate model and this typically is an Ocean General Circulation Model.
Since the ocean is only forced at the surface, vertical transport of temperature and salinity is
essential for the deep ocean to reach an equilibrium. The slowest component of this transport
consists of vertical mixing and the associated time-scale is given by

τ =
D2

κv
(1.2)

with κv the vertical mixing coefficient,τ the spin-up time scale andD the vertical scale of mo-
tion. Because of the stable stratification in the ocean vertical mixing is very inefficient, typi-
cally resulting in a globally mean vertical mixing coefficient on the order ofκv = 10−4m2s−1.
Assuming an ocean depth ofD = 5000m we find a spin-up timescale of approximately 8000
years. We now understand why in the previous example a spin-up of 2000 years was not long
enough to reach an equilibrium state.

The ocean component of a climate model is not only responsible for the extremely long
spin-up timescale, it poses also a severe limitation on the timestep that can be taken. These
days most OGCMs use a free surface formulation, allowing therepresentation of gravity
waves. With a speed of typicallyc = 200ms−1 these are one of the fastest traveling signals
present in climate models. Since ocean models use explicit time-stepping schemes this puts
a severe constraint on the maximum allowable timestep due tothe Courant-Friedrichs-Lewy
(CFL) condition [Durran, 1998; Courant et al., 1967]. In an over-simplified form, the CFL
criterion requires that the timestep is small enough to prevent the gravity waves from traveling
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Figure 1.2: The barotropic streamfunction in Sverdrup (1Sv= 106 m3 s−1) averaged over the last five
years of a 2000 year spin-up run of the Cenomanian/Turonian epoch.

more than the distance between two adjacent grid points during one timestep. The exact
formulation of the CFL condition is more complicated and it depends on the equation that
is solved and the numerical discretization that is used. Forinstance, if the wave equation is
discretized on a staggered grid and a Leap-Frog timestepping scheme is used, then the CFL
condition becomes

∆t <
∆x
2c

(1.3)

with ∆x and∆t the horizontal grid-spacing and timestep size, respectively [Durran, 1998]. If
(1.3) is not satisfied, then the numerical method becomes unstable and the resulting solutions
are no longer physically relevant. We note that (1.3) is a necessary condition, but usually not a
sufficient condition, for the method to be stable. Hence, horizontal resolution determines the
maximum timestep, and for typical model configurations it ison the order of minutes. Some
models use advanced numerical techniques to deal with thesefast timescales. Using so-
called time-splitting methods [de Szoeke and Higdon, 1997;Hallberg, 1997], the barotropic
mode, responsible for the gravity waves, is separated from the baroclinic mode. Although
the barotropic mode still needs the very small timesteps, the computational cost of this is
reduced since it involves only a two dimensional (depth-integrated) equation. The baroclinic
mode remains three dimensional, but a much larger timestep is allowed, typically limited
by the internal wave speed or advective processes. For typical configurations these larger
(baroclinic) timesteps remain however relatively small. For instance, for the coarse resolution
spin-up run for the Cenomanian/Turonian epoch using the CCSM3 model, a timestep on the
order of several hours was used.
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(a)

(b)

Figure 1.3: In (a) and (b) the bathymetry for the Aptian (125–112 millionyears ago) and the Maas-
trichtian (71–65 million years ago), respectively.
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1.2 Reducing the Spin-up Time

Because spin-up simulations cost so extremely much CPU time, it makes sense to develop
methods to accelerate this procedure. It is the ocean component of a climate model that
is responsible for the huge amount of CPU time and therefore development of an accelera-
tion method should focus on this component. An important observation in the development
of acceleration methods is that we are not at all interested in the time-dependent results of
the spin-up simulation. In fact, all we care about is that at the end of the process we find
an equilibrium solution. Acceleration schemes therefore are not limited to more efficient
timestepping schemes, but entirely different schemes are possible as long as they end up with
the correct equilibrium solution.

One acceleration method that exploits this is the so-calledfalse transients or distorted
physics method, introduced by Bryan [1984]. In this method different timestep sizes are
used for the momentum equations and tracer equations. Further, since the velocities in the
deep ocean are much smaller than near the surface, a larger timestep can be used at larger
depth. Due to these different timestep sizes, the resultingtime integrations have no longer
any physical meaning. The equilibrium corresponds, however, to an equilibrium solution of
the original system of equations, and that’s all that matters. Although this method accelerates
the spin-up considerably, it still requires fairly long spin-up runs as the timestep remains
constrained by a CFL criterion.

Another method of reducing the spin-up time is based on exponential extrapolation [Klinger,
2000]. A long period of the spin-up consists of an almost exponential decay of the tempera-
ture and salinity fields towards their equilibrium values. Repeatedly extrapolating salinity and
temperature based on the assumption of exponential decay resulted in a reduction of spin-up
time of approximately a factor two to three.

For the acceleration of the spin-up of passive tracers, the so-called matrix-method can be
used [Khatiwala et al., 2005]. In this method, a transport matrix, i.e. the matrix representa-
tion of the linear advection-diffusion equation that governs the evolution of passive tracers,
is computed by performing a number of time steps of the model for several tracer distribu-
tions. Once this transport matrix is determined, the equilibrium fields for passive tracers are
obtained by solving a matrix equation.

In this thesis we investigate a different approach towards accelerating the spin-up and to
illustrate the method we write the ocean model, assuming time-independend forcing, as

d~x
dt

= ~F(~x) (1.4)

with~x the state vector containing all prognostic variables, suchas velocities, temperature and
salinity, at all grid points and the residual~F(~x) containing the discretization of the tendencies
for these variables. The simplest explicit timestepping scheme for such a system of equations
is the Euler forward scheme given by

~xn+1 =~xn + ∆t~F(~xn) (1.5)

with ~xn+1 and~xn the state vector at two successive timesteps and∆t the timestep size. Of
course, in practice more advanced timestepping schemes areused, leading to higher order



1.2. REDUCING THE SPIN-UP TIME 7

accuracy and better stability properties. However, the evaluation of the residual~F(~x) is es-
sential when implementing explicit timestepping schemes.When the timestepper approaches
a steady equilibrium then asn→∞ we have~F(~xn)→ 0 and hence in fact we find the solution
of the non–linear system of equations given by

~F(~x) = 0. (1.6)

A more direct method to solve non–linear systems of equations is to use the Newton–Raphson
[Atkinson, 1989] method. Given an approximation of the equilibrium ~xn we linearize (1.6)
around this state and obtain the next approximation~xn+1 of the equilibrium by solving

~F(~xn)+J(~xn)(~xn+1−~xn) = 0 (1.7)

with J(~xn) the Jacobian matrix, i.e. the linearization of~F around the state~xn.
When using this approach, one of the problems is that the Newton–Raphson method only

guarantees local convergence, but no global convergence. To improve the global convergence
we can use a continuation method. For the unforced system theequilibrium solution is usually
trivially given by a state of no motion. Starting with this solution for no forcing, we increase
the strength of the forcing in small steps until the desired forcing is reached and for each
step the equilibrium solution is computed with the JFNK method using as an initial guess
the equilibrium solution of the previous step. If the equilibrium solutions of two successive
continuation steps are similar enough, then the Newton–Raphson method should have no
problems in converging.

The Thermohaline Circulation Model (THCM) [Weijer et al., 2003; Thies et al., 2009;
de Niet et al., 2007] is a three dimensional primitive equation ocean model that uses the
Newton–Raphson approach for finding equilibrium solutions. The ability of this model to
efficiently solve steady states makes it very suitable for bifurcation analysis [Dijkstra and
Weijer, 2005]. Bifurcation diagrams for all kinds of parameters have been computed using
THCM and since the Newton–Raphson method doesn’t distinguish between stable and unsta-
ble equilibria, it allows to track stable and unstable branches of solutions as well. Compare
this with a timestepping method, where in principle the stable steady states can be reached
using time-stepping, but unstable steady states are impossible to reach.

The possibility to solve steady states makes implementing fully implicit timestepping
schemes fairly straightforward. These schemes typically take the form

~xn+1−~xn

∆t
= (1−Θ)~F(~xn)+ Θ~F(~xn+1) (1.8)

with ∆t the timestep size and 1/2≤ Θ ≤ 1. The advantage of this implicit approach is that
the timestep is now no longer restricted by stability considerations, but it is chosen by the ef-
ficiency and accuracy considerations. These implicit timestepping methods can be efficiently
used to obtain equilibrium solutions as well, since very large timesteps on the order of 10–100
years become possible[Dijkstra et al., 2001; Weijer et al.,2003; de Niet et al., 2007].

The reason that not all ocean models take this implicit approach is that solving the linear
systems in (1.7) forms a major obstacle. Even for relativelycoarse ocean models, the dimen-
sion of the state vector is very large, on the order of hundreds of thousands of unknowns,
preventing the use of dense matrix representations and the associated direct solvers. The
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resulting Jacobian matrices are sparse and iterative techniques for sparse matrices can be ap-
plied [Saad, 1996]. To solve the systems (1.7) iterative methods known as Krylov methods are
used. The advantage of these methods is that they use relatively little memory compared to
direct methods and to use them only the effect of applying theJacobian to a vector is needed
instead of the Jacobian matrix itself. However, they tend toconverge efficiently only if the
Jacobian matrix is conditioned well enough and in practice this is not the case at all. Precon-
ditioners are needed to overcome this problem and the developers of THCM have proposed
some efficient preconditioners, for instance the black-boxpreconditioner MRILU [Botta and
Wubs, 1999], and also preconditioners tailored towards ocean models [de Niet et al., 2007].

Notwithstanding these difficulties, the advantages that implicit methods could offer for
accelerating the spin-up process are clear. It is thereforecommendable to try to apply these
methods to existing state-of-the-art OGCMs. One additional difficulty then is the availabil-
ity of the Jacobian matrix. A model like THCM is written with implicit methods in mind,
and hence its code is structured towards the possibility to explicitly construct a sparse ma-
trix representation of the Jacobian without high computational cost. State-of-the-art OGCMs
however don’t have to be aware of any Jacobian, since they useexplicit timestepping tech-
niques. This is where so-called Jacobian-Free Newton-Krylov (JFNK) methods enter the
scene [Knoll and Keyes, 2004]. The fact that Krylov methods only require the effect of the
matrix–vector product of the Jacobian on vectors~x can be exploited using the finite difference
approximation

J(~x)~v≈
~F(~x+ ε~v)−~F(~x)

ε
(1.9)

with ε a small number. Note that this still requires the computation of the residual~F, but as
we noted earlier, this is essential anyhow when implementing an explicit timestepping code.

1.3 This Thesis

This brings us to the objective of this thesis which is formulated as follows

Can a scheme based on JFNK methods be developed and implemented in existing
OGCMs such that the approach to equilibrium is substantially accelerated?

One of the main issues is then how to precondition the resulting linear systems so that the
JFNK method converges efficiently, and this is what a large part of this thesis focuses on.

Since applying sophisticated schemes to complex models immediately is bound to fail,
we adopt the strategy to start with a relative simple model and turn slowly towards the more
complex models. As a proof of concept in Chapter 2 we first apply JFNK to a so-called Plane-
tary Geostrophic Ocean Model (PGOM) with temperature and salinity as the only prognostic
variables. We show that using a black-box preconditioner (MRILU) a speed–up on the order
of a factor hundred is possible, depending on model resolution.

The results with PGOM give us confidence to try the application of JFNK methods to
state-of-the-art ocean models. The model that we selected,the Modular Ocean Model Ver-
sion 4 (MOM4), is used throughout the rest of this thesis. In Chapter 3 we first discuss some
general properties of the MOM4 model and then take a closer look at the time integration
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method that it uses. This time integration method is important, since it is an essential ingre-
dient for implementing the residual~F which in turn is needed for application of the JFNK
method. For the relatively simple model of PGOM of Chapter 2 computing the residual was
not a big deal, but for models like MOM4 this is no longer trivial. We first present the al-
gorithm for computing the residual~F and then verify the correctness of our implementation
using an example spin-up run.

As a first step towards applying JFNK to MOM4 we then consider the wind-driven cir-
culation in MOM4 in Chapter 3. In the full equations of MOM4 temperature and salinity are
prognostic equations, but here we use prescribed values forthese fields. This not only results
in smaller systems of linear equations that need to be solved, but also the Jacobian is not as
ill-conditioned as in the case of the full system. An efficient block preconditioner is discussed
and implemented and we show that, although spin-up time for the wind-driven circulation is
relatively short, using the JFNK method we obtain a considerable speed–up in comparison to
a transient spin-up run. In addition we show that JFNK can be auseful and efficient tool to
perform bifurcation analysis.

In Chapter 4, we apply the methodology developed in Chapter 3to a paleocenographic
problem. We consider an ocean model configuration for the late Oligocene (25 million years
ago) and early Miocene (20 million years ago) epochs. In earlier work it was found that
during the transition from the Oligocene to the Miocene several interesting changes occur in
the ocean circulation. In particular, the flow through Panama Strait, that was not yet closed
during these epochs, reversed from a net westward transportin the Oligocene to a net eastward
transport in the Miocene. We apply the techniques developedin Chapter 3 to this paleo
configuration and perform sensitivity studies with respectto forcing, bottom topography and
continental geometry to test the robustness of the Atlantic-Pacific flow reversal.

In Chapter 5 we then turn to the full system of MOM4, includingtemperature and salinity
as prognostic variables. One of the additional difficultieswhen including temperature and
salinity is how to deal with convective adjustment. Anotherdifficulty is how to precondition
the Jacobian. These issues are discussed and it is shown that, for the idealized configurations
tested, a speed–up of approximately a factor of twenty five ispossible.

Finally, in Chapter 6 we conclude with a discussion. We evaluate the strengths and weak-
nesses of the methodology which has been developed and sketch our view of the future of
JFNK methods within oceanography.
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CHAPTER 2

JFNK Method for a Planetary Geostrophic Ocean Model∗

Abstract

The spin-up timescale in large-scale ocean models, i.e., the time it takes
to reach an equilibrium state, is determined by the slow processes in the deep
ocean and is usually in the order of a few thousand years. As these equilibrium
states are taken as initial states for many calculations, much computer time is
spent in the spin-up phase of ocean model computations. In this chapter, we
propose a new approach which can lead to a very large reduction in spin-up
time for quite a broad class of existing ocean models. Our approach is based
on so-called Jacobian-Free Newton-Krylov methods which combine Newton’s
method for solving non–linear systems with Krylov subspacemethods for solv-
ing large systems of linear equations. As there is no need to construct the Ja-
cobian matrices explicitly the method can in principle be applied to existing ex-
plicit time-stepping codes. To illustrate the method we apply it to a 3D planetary
geostrophic ocean model with prognostic equations only fortemperature and
salinity. We compare the new method to the ‘ordinary’ spin-up run for several
model resolutions and find a considerable reduction of spin-up time.

2.1 Introduction

Once a large-scale ocean model code has been designed, the first long computations usually
performed are aimed to determine an equilibrium state of themodel under given forcing. The
time-scale to reach equilibrium depends on the vertical diffusion of salinity and temperature

∗This chapter is based on Erik Bernsen, Henk A. Dijkstra, and Fred W. Wubs, A method to reduce the spin-up
time of ocean models,Ocean Modelling, 20(4):380 – 392, 2008.

11



12 CHAPTER 2. JFNK FOR A PLANETARY GEOSTROPHIC OCEAN MODEL

and is given byD2/κv whereD is a characteristic depth of the ocean basin andκv is the verti-
cal diffusivity. For typical values ofκv = 10−4m2s−1 andD = 5000m, this so-called spin-up
time-scale is approximately 8000 years. When the ocean model uses an explicit time-stepping
method, then numerical stability conditions (such as the CFL condition) pose limitations on
the time step. In many cases, the computation of equilibriumsolutions therefore consumes a
lot of CPU time.

With fully implicit ocean models [e.g. Dijkstra et al., 2001; Weijer et al., 2003; de Niet
et al., 2007], one can take relatively large time steps. For example, in Dijkstra et al. [2001]
it is shown that in the approach to equilibrium, time steps of10–100 year can be taken such
that the equilibrium state is quickly reached. The fully-implicit methods, however, have the
drawback that an explicit Jacobian matrix of the model has tobe available. The latter is not
easily computed for existing explicit ocean models. In addition, sophisticated preconditioners
are needed to solve the giant systems of linear equations which result from the Newton-
Raphson method during an implicit time step.

In this chapter, we present a method for reducing the spin-uptime in explicit ocean models
by combining elements from the fully-implicit approach with Jacobian-Free Newton-Krylov
(JFNK) methods [Reisner et al., 2000, 2003; Knoll and Keyes,2004; Knoll et al., 2005].
Essentially we apply Newton’s method for obtaining an equilibrium solution to an explicit
model but we solve this problem without having to construct the Jacobian matrix explicitly.
Instead only matrix-vector products for the Jacobian are needed and these can be obtained
from the explicit model.

The general methodology is presented in Section 2.2. Next weapply it to a relatively
simple 3D planetary geostrophic model [Samelson and Vallis, 1997a,b], as described in Sec-
tion 2.3.1. Details on the specific implementation of the JFNK method for this model are
given in Section 2.3.2. In Section 2.4, we compare the spin-up results of the JFNK method
with those of the explicit time-stepping method and in Section 2.5, we draw conclusions and
discuss further applications of the JFNK method.

2.2 The JFNK Method

After discretizing the governing equations in space, each ocean model can in general be cast
into the following form

d~x
dt

= ~F(~x,µ), (2.1)

with~x is the state vector containing all prognostic variables on all the grid points and~F(~x,µ)
is usually referred to as the residual. The parameterµ is a control parameter for the forcing
of the model (wind stress, buoyancy flux) withµ = 0 corresponding to no forcing andµ = 1
corresponding to the desired forcing.

Traditionally the equilibrium solution is reached by integrating (2.1) forward in time until
we are close enough to a steady state; so in fact we are solvingthe nonlinear equation

~F(~x,µ) = 0. (2.2)

As an alternative one can use Newton’s method for solving thesystem of equations (2.2).
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Here, we start from an initial guess~x0 and apply the iteration

~xk+1 =~xk + δ~xk+1. (2.3)

In this equation,δ~xk+1 is satisfying

D~xk
~F δ~xk+1 =−~F(~xk,µ), (2.4)

where D~xk
~F is the Jacobian matrix of~F at~xk. If we want to apply this method to an existing

time-stepping code the residual~F is available but the problem is that the Jacobian matrix
D~xk

~F is in general not easily extracted.
In a Jacobian-Free Newton-Krylov (JFNK) method, the system(2.4) is solved using a

Krylov method, for example, the GMRES [Saad, 1996; Fraysséet al., 2003] method. This
is an iterative method in which at thel -th iteration the solution of the system (2.4), more
conveniently written asAk δ~xk+1 =~bk with Ak = D~xk

~F and~bk =−F(~xk,µ), is approximated
with a vectorδ~xk+1,l from the affine subspaceδ~xk,0 +Kl with the Krylov subspaceKl given
by

Kl =
〈

~rk+1,Ak~rk+1,A
2
k~rk+1, . . . , . . . ,A

l−1
k ~rk+1

〉

(2.5)

and~rk+1 = Ak δ~xk+1,0−~bk. The choice ofδ~xk+1,l is such that the 2-norm of the residual of the
matrix equation||Akδ~xk+1,l −~bk||2 is minimized. As the Krylov subspace is extended with
one dimension at each iteration, the norm of the residual of the matrix equation is decreasing
with the iteration number and in that senseδ~xk,l+1 will be a better approximate solution than
δ~xk,l . Since the construction of these Krylov subspaces only requires matrix–vector products
we don’t need the matrixAk itself, but rather the matrix applied to a vector~v. With Ak = D~xk

~F ,
the matrix–vector product can be approximated using the finite difference approximation

D~xk
~F ~v =

~F(~xk + ε~v)−~F(~xk)

ε
+O(ε) (2.6)

with ε = ε0 (1+ ||~xk||1/N)/||~xk|| ≪ 1, N the dimension of the vector~xk, ||~v||1 = ∑ |vi | and
for example,ε0 = 10−6.

For a fast convergence rate of the GMRES method a preconditioner may be needed. When
using a preconditionerP−1 on a linear systemA~x =~b, we solve the equivalent system

P−1A~x = P−1~b. (2.7)

Requirements of a good preconditioner are thatP−1≈A−1 such thatP−1A is well conditioned
and thatP−1~v is relatively easy to compute. The construction of a preconditioner is usually
model dependent and hence we describe it in the following section after the presentation of
our demonstration model.

2.3 Test Case

In this section we describe the implementation of the JFNK method to the planetary geostrophic
ocean model as developed in Samelson and Vallis [1995, 1997a,b]. Details of the model are
presented in Section 2.3.1 below; these are not only for convenience for the reader but they
are also important for the description of the preconditioner in Section 2.3.2.
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2.3.1 Planetary Geostrophic Model

The model we discuss here is a good prototype model since temperature and salinity are the
only prognostic variables and it is the slow transport in thedeep ocean of these quantities that
causes the extremely long spin-up times. The geometry of themodel consists of a rectangular
basin of dimensionLx×Ly = 6000km× 6000km. The bottom is at a constant depthD =
5000m. In the interior,−D < z< 0, the evolution of temperature and salinity is governed by
the advection-diffusion equations

∂T
∂ t

+~uh ·∇hT +w
∂T
∂z

=
∂
∂z

(

κv
∂T
∂z

)

+ κh∇2
hT−λ ∇4

hT, (2.8a)

∂S
∂ t

+~uh ·∇hS+w
∂S
∂z

=
∂
∂z

(

κv
∂S
∂z

)

+ κh∇2
hS−λ ∇4

hS. (2.8b)

In these equations,T is the temperature,S the salinity,κh = 103m2s−1 the horizontal Lapla-
cian diffusivity, λ ≈ 0.5 · 1014m4s−1 the horizontal biharmonic diffusivity,κv the verti-
cal diffusivity, ~uh = [u,v]T the horizontal velocity field,w the vertical velocity and∇h =
[∂/∂x,∂/∂y]T the horizontal gradient operator.

For the horizontal momentum equations the geostrophic balance with a linear friction
term is used:

f~u⊥h =−
∇hp
ρ0
− εb~uh (2.9)

with f = f0+βy the Coriolis parameter on aβ -plane,f0 = 8.4·10−5s−1, β = 1.85·10−11m−1s−1,
p the pressure,εb = 0.42·10−5s−1 the linear friction coefficient,ρ0 = 103kgm−3 a reference
density and~u⊥h = [−v,u]T . Finally, the system of equations is completed by the hydrostatic
balance, the continuity equation and a linear equation of state

∂ p
∂z

= −gρ , (2.10a)

∇h ·~uh +
∂w
∂z

= 0, (2.10b)

ρ = ρ0 (1+ αS(S−S0)−αT(T−T0)) . (2.10c)

Here,g = 9.8ms−2 is the acceleration of gravity,αT = 1.0·10−3K−1 the coefficient of ther-
mal expansion,αS = 7.6 ·10−4psu−1 the coefficient of saline contraction, andT0 andS0 are
a reference temperature and salinity, respectively.

Lateral boundary conditions are given by no heat and salinity flux

∇h
(

κhT−λ ∇2
hT

)

· n̂ = 0, (2.11a)

∇h
(

κhS−λ ∇2
hS

)

· n̂ = 0, (2.11b)

with n̂ = [nx,ny]
T the outward normal vector. A second pair of lateral boundaryconditions is

given by

εb∇T · n̂+ f ∇T · τ̂ = 0, (2.12a)

εb∇S· n̂+ f ∇S· τ̂ = 0, (2.12b)
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with τ̂ = [−ny,nx]
T tangential to the boundary. Note that the biharmonic diffusion in (2.8)

requires two lateral boundary conditions for temperature and salinity and that the boundary
conditions (2.12) ensure consistency with the lateral boundary conditions for velocity~uh · n̂=
0. At the bottom we have the no-normal flow boundary condition(w = 0) and no heat and
salinity flux.

The model is forced by a wind stress and a buoyancy flux appliedto an upper explicit
Ekman layer with a thicknessδE = 25m. The wind stress is given by

~τ = µ
[

0,τ0
f
f0

sin(2πy/Ly)

]T

, (2.13)

with the maximum amplitude given byτ0 = 10−1Pa. The resulting horizontal and vertical
velocity field in the Ekman layer are then given by~uE,h =~τ⊥/ f δE andwE = −δE∇h ·~uE,h

respectively. The vertical velocity in the Ekman layer actsas a boundary condition for the
vertical velocity field in the interior. The horizontal velocity field is used in the prognostic
equations for temperature and salinity in the Ekman layer which become

∂TE

∂ t
+ ∇h · (~uE,hTE) =

FT −FT,i

δE
, (2.14a)

∂SE

∂ t
+ ∇h · (~uE,hSE) =

FS−FS,i

δE
. (2.14b)

The heat and salt fluxes between the base of the Ekman layer andthe interior are given by

FT,i =

[

wET−2κv
∂T
∂z

]

z=0
, (2.15a)

FS,i =

[

wES−2κv
∂S
∂z

]

z=0
, (2.15b)

while the restoring conditions are given by

FT = −τ−1
T (TE−Ts) , (2.16a)

FS = −τ−1
S (SE−Ss) , (2.16b)

whereτT = τS≈ 20days are the relaxation times for temperature and salinity. The surface
temperature and salinity are chosen as

Ts = T0 +
µ∆T cos(πy/Ly)

2
, (2.17a)

Ss = S0 +
µ∆Scos(πy/Ly)

2
, (2.17b)

where the temperature and salinity difference between the northern and southern boundary
given by∆T = 25K and∆S= 1psu.

Convective adjustment was implemented in Samelson and Vallis [1995] by eliminating
all static instabilities instantaneously at the end of eachtime step. In order to apply the
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JFNK method it is necessary that the residual~F can be extracted from the time-stepping
code and that this residual is differentiable. Using the convective adjustment scheme as in
Samelson and Vallis [1995] this is impossible and thereforewe implemented it differently
using a variable vertical diffusivity given by

κv =







κv,0 if N2
b ≥ 0,

κv,0−
ακ2

v,CN2
b

1−ακv,CN2
b

if N2
b < 0,

(2.18)

with κv,0 = 10−4m2s−1, κv,C = 0.99·10−2m2s−1, the buoyancy frequencyNb given by

N2
b =−

g
ρ0

∂ρ
∂z

,

and the scaling parameterα = 3.89·103s3m−2. Because of this alternative convective adjust-
ment formulation, the time-stepping code had to be slightlymodified. We used the second
order Runge-Kutta scheme for both advection and diffusion where the vertical diffusion is
treated implicitly to avoid a severe restriction on the timestep due to convective adjustment.

To write the planetary geostrophic model in the form of (2.8)we introduce the dimen-
sional state vector~x′ =

(

~x′T ,~x′S
)

with~x′T and~x′S vectors containing the temperature and salin-
ity at all gridpoints, respectively. Note that the velocityfield is not contained in the state
vector since it is diagnostic rather than prognostic. The dimensional residual is written as
~F ′ = (~F ′T ,~F ′S) where~F ′T and~F ′S are obtained from the discretized version of (2.8a) and (2.8b),
respectively. The JFNK and time-stepping method both use a dimensionless state vector and
residual rather than the dimensional ones. Using scales of temperature and salinity vari-
ations given byT̂ ≈ 8.6 · 10−3K and Ŝ≈ 1.1 · 10−2psu, respectively, and a time scale of
t̂ ≈ 1.6 ·102years, we obtain the dimensionless state vector~x = (~xT ,~xS) = (~x′T/T̂,~x′S/Ŝ) and
the dimensionless residual~F = (~FT , ~FS) = ((t̂/T̂)~F ′T ,(t̂/Ŝ)~F ′S).

2.3.2 Preconditioner

It turns out that we need to use a preconditioner to speed–up the convergence rate of the
GMRES method in the JFNK method. In our approach for the preconditioner, we first con-
struct the Jacobian or an approximation thereof and store this in sparse format. From this we
construct a preconditioner using MRILU [Botta and Wubs, 1999]. Since the construction of
the matrix in sparse format and the corresponding preconditioner is a relatively expensive op-
eration compared to applying GMRES iterations we choose to construct the preconditioner
once, for the first initial guess for Newton’s method and thenreuse this preconditioner for
subsequent Newton iterations.

For the construction of the Jacobian matrix (or approximation) we use a technique de-
veloped by Coleman et al. [1984a]. This technique is designed to evaluate a sparse matrixA
using as few as possible matrix–vector productsA~v. Assume that the sparsity pattern of the
matrix A is known. In Coleman et al. [1984a] a partitionC1,C2, . . . ,Cp of the columns ofA
is found such that no pair of columns in the sameCq shares a non-zero element on the same
row. Then by performing the matrix–vector productA~v with vi = 0 if i 6∈Cq andvi = 1 if
i ∈Cq the columnsCq of the matrixA can be obtained. Since for each row ofA for which
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exists a non-zero element in columnk we have thatk∈Cq and because no other column in
Cq contains a non-zero element in this row, we have that

Aik = ∑
j∈Cq

Ai j v j = ∑
j

Ai j v j = (A~v)i . (2.19)

For the planetary geostrophic model, the residual for the temperature equation in grid-
point (i, j,k) depends onTi, j ,k, Si, j ,k, Ti±1, j ,k, Ti, j±1,k, Ti±2, j ,k, Ti, j±2,k, Ti, j ,k±1 andSi, j ,k±1 for
the horizontal and vertical diffusion and for the advectionterms it depends additionally on
ui±1/2, j ,k, vi, j±1/2,k andwi, j ,k±1/2. Since the velocity field is diagnostic, the velocities them-
selves depend on temperature and salinity. For instance, itturns out that the velocityui±1/2, j ,k
depends onTi+1/2(1±1), j ,: andSi+1/2(1±1), j ,:, thus the velocities depend on whole columns of
temperature and salinity. Due to these additional dependencies the number of partitions used
for determining the Jacobian matrix increases dramatically and also the construction of the
MRILU preconditioner becomes much more expensive. Hence wechoose to base our pre-
conditioner not on the true Jacobian, but on an approximation of the Jacobian in which the
velocity field is assumed to be independent ofT andS.

Formally we can write the residual as

~F(~x) = C(~x)~x+R(~x), (2.20)

with C(~x)~x the discretization of the advection terms andR(~x) the discretization of all other
terms. The matrixC(~x) represents the discretized version of the advection operator~uh∇h +
w∂/∂zwhere the velocity fields~uh andw correspond to the state~x. Now instead of using the
true Jacobian for the construction of the preconditioner weuse the following approximation
J = C(~x) + D~xR. Once we obtain this approximate JacobianJ we use MRILU [Botta and
Wubs, 1999] to construct an incomplete factorization ofJ such that

J≈ LU (2.21)

with L andU lower and upper triangular matrices respectively. This factorization is not exact
because during its construction some elements are dropped when they are too small according
to the dropping criterion. A dropping tolerance parameterεd determines which elements are
dropped,εd = 0 resulting in an exact factorization ofJ. In Section 2.4 we investigate the
dependence of the performance of the method on this parameter.

2.4 Results

Following the traditional forward time-marching approach, we start with homogeneous salt
and temperature as initial condition, specify full forcing(µ = 1) and integrate the model equa-
tions in Section 2.3.1 in time. In Figure 2.1 the norm of the residual~F is plotted as a function
of physical time for resolutions(Nx,Ny,Nz) = (16,16,18), (32,32,18) and(64,64,18). To
make the results for all resolutions comparable we divide the norm of the residual,||~F(~x)||2,
by the dimension,N, of the state vector~x. Further we note that the dimensionless residual is
used, as explained at the end of Section 2.3.1. We see that at some point the residual starts
to decrease exponentially, for the lowest resolution afterapproximately 800 years and for the
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Figure 2.1: The norm of the (non-dimensional) residual||~F||/N as a function of model year for three
resolutions, using the new convective adjustment scheme. For a spin-up run for 3500 years it takes
502seconds at a resolution of (16,16,18), 1.76hours at a resolution of (32,32,18)and 45.93hours at a
resolution of (64,64,18).

higher resolutions after 1500 years. After 3500 years a reasonably accurate approximation of
the equilibrium solution has been obtained. For instance for the lowest resolution the merid-
ional overturning streamfunction differs at most 0.14Sv from the solution obtained after 8000
years and the maximum in the meridional overturning streamfunction differs approximately
1.5 ·10−2Sv.

It is the CPU time that we are interested in and for a spin-up run for 3500 years this
is 0.14hours at a resolution of(16,16,18), 1.76hours at a resolution of(32,32,18) and
45.9hours at a resolution of(64,64,18) (see also Table 2.1). We note that doubling the
horizontal resolution increases the amount of CPU time needed per time step by approxi-
mately a factor four. However, since we are using an explicittime-stepping scheme we also

Resolution New time-stepping code Original time-stepping code
CPU time [hours] ∆t [hours] CPU time [hours] ∆t [hours]

(16,16,18) 0.14 124.6 0.10 76.1
(32,32,18) 1.76 31.8 0.91 24.9
(64,64,18) 45.93 4.4 14.43 5.9

Table 2.1: A comparison of the performance of the code for the original and new convective adjustment
scheme. For both schemes the total amount of CPU time for a spin-up run of 3500years and the maximal
time step are given.
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have to use a smaller time step. For the resolutions(16,16,18), (32,32,18) and(64,64,18)
we used a time step of∆t ≈ 125hr,∆t ≈ 32hr and∆t ≈ 4hr, respectively and we note that
the very small time steps at the highest resolution(64,64,18), approximately 8 times smaller
than at a resolution(32,32,18), are probably caused by the inclusion of biharmonic diffusion
leading to a scaling of the time step∆t ≃ ∆x−4 as∆x→ 0, corresponding to a reduction in
time step of a factor 16 when doubling the grid resolution.

When comparing the maximum of the meridional overturning streamfunction for differ-
ent resolutions we see that it increases with 0.27Sv and 1.67Sv when going from a resolution
of (32,32,18) to (64,64,18) and(16,16,18) to (32,32,18) respectively. This suggests that
we have at least quadratic convergence and confirms that we used a second order space dis-
cretization for the numerical model.

It was noted in Section 2.3.1 that a new convective adjustment scheme was implemented.
To compare the performance of the new and old time-stepping code we consider a spin-up run
of 3500years. In Table 2.1 the total amount of CPU time for this spin-up run and the maximal
time step for which the scheme is stable are shown. At a low resolution of(16,16,18) the new
code is approximately a factor 1.4 times slower while for the highest resolution of(64,64,18)
it turns out that the time step restriction for the new code ismore severe than for the original
code resulting in a slowdown of up to a factor 3.2.

The zonally averaged density field (ρ −ρ0) and the meridional overturning streamfunc-
tion of the equilibrium state for the(64,64,18) case and the new convective adjustment
scheme are plotted in Figure 2.2(a) and Figure 2.2(b), respectively. From the density plot,
it is seen that the new convective adjustment scheme resultsin stably stratified solutions. The
maximum of the meridional overturning streamfunction has areasonable value of maxψM ≈
14.23Sv which is located at about 1000 m depth. The signature of the wind-driven Ekman cir-
culation can be seen at the surface. We note that using the oldconvective adjustment scheme
of course results in slightly different solutions, but the spatial pattern of these solutions is
similar to those in Figure 2.2. For instance the location of the maximum in the streamfunc-
tion is at exactly the same gridpoint, but the maximum itselfhas a value of 13.50Sv instead
of 14.23Sv.

We now apply the JFNK method discussed in Section 2.2. As an initial guess for the
GMRES iterations we useδ~xk+1,0 = 0 and we stop after a maximum of 50 iterations, with
a restart after 25 iterations. It is well known that Newton’smethod guarantees local conver-
gence to a solution of the system, but no global convergence.One way to improve the global
convergence of Newton’s method is by using the minimum reduction method [Eisenstat and
Walker, 1994]. Instead of using the update~xk+1 =~xk + δ~xk+1 immediately we check if the
norm of the residual is improved enough after applying the Newton update, i.e., we check

||~F(~xk + δ~xk+1)||2 < η ||~F(~xk)||2, (2.22)

where we tookη = 0.7. If (2.22) is not satisfied, we take a shorter Newton step by setting
δ~xk+1 := θ δ~xk+1 with θ = 0.95. If after 50 steps we still fail to satisfy (2.22) then we
continue with the residual as it is.

In addition to this minimum reduction method we also use a continuation method to
improve global convergence. We know that the equilibrium solution for the unforced system

~F(~x0,µ0) = 0 (2.23)
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(a)

(b)

Figure 2.2: Results of a spin-up run, using the new convective adjustment scheme, for a resolution of
(64,64,18). The zonally averaged density (ρ−ρ0) in (a) and the meridional overturning streamfunction
in (b).
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Figure 2.3: The norm of the (non-dimensional) residual||~F||/N as a function of CPU time for three
resolutions when using the JFNK method

with µ0 = 0 is given byT = Ts andS= Ss. We now increaseµ in steps∆µ each time solving
the system

~F(~xk+1,µk+1) = 0 (2.24)

with an initial guess for~xk+1 the solution at the previous step,~xk. These systems need not be
solved very accurately, except for the last step whenµ = 1.

In Figure 2.3 we plot the norm of the residual~F as a function of CPU time for the
same resolutions(Nx,Ny,Nz) = (16,16,18), (32,32,18) and(64,64,18). Clearly the JFNK
method is much faster than the time-stepping method. The residual remains fairly level
in the beginning before starting to decreasing exponentially. This is due to the fact that
at the beginning we need to construct the preconditioner which is the relatively expensive
operation within the JFNK method. Thenµ is increased slowly towardsµ = 1 and only
then we see the residual starting to decrease significantly.We note that the solution ob-
tained after 3500 years of time-stepping and the one obtained from the JFNK method differ
at most 1.3 · 10−2K, 2.8 · 10−3K and 5.5 · 10−3K in the temperature field for resolutions
(16,16,18), (32,32,18) and(64,64,18) respectively, while for the salinity field these val-
ues are 5.3 ·10−4psu, 1.1 ·10−4psu and 2.2 ·10−4psu. This indicates that both methods are
approaching the same equilibrium solution.

There are several parameters affecting the performance of the JFNK method. Here, we
will only focus on the step size∆µ with which the forcing is increased and the droptol pa-
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rameterεd used during the construction of the preconditioner. In Figure 2.4(a), the value
of µ as a function of CPU time is plotted for several step sizes ranging from 2.5 · 10−2 to
2.5 ·10−1. These runs were all done for the lowest resolution(16,16,18) usingεd = 10−3,
default values for all other parameters of the MRILU preconditioner and the convergence
criterium||~F(~xk,µk)||/N < εk with N the dimension of the residual vector and withεk = 102

whenµk < 1 andεk = 10−4 whenµk = 1. In all cases the method converges, but for very
small stepsizes performance degrades because too many steps have to be taken and for too
large stepsizes the computational cost for performing one step increases.

Now we fix the step size to∆µ = 0.1 and consider the performance of the method as
a function of the droptol parameterεd mentioned in Section 2.3.2. For the choice ofεd a
trade-off has to be made between the CPU time needed for constructing and applying the
preconditioner and for the total number of GMRES iterationsneeded for the algorithm to
converge. For instance, when the value ofεd is increased, less time is needed to construct and
apply the preconditioner, resulting in cheaper GMRES iterations. But on the other hand, the
total number of GMRES iterations needed for the convergenceof the algorithm is increased
and for too high values ofεd the algorithm may even fail to converge.

Depending on resolution we variedεd over a range 10−5 ≤ εd ≤ 10−2 for the lowest
resolution, 10−6 ≤ εd ≤ 10−3 for a resolution of(32,32,18) and 10−7 ≤ εd ≤ 10−4 for the
highest resolution. In Figure 2.4(b) the CPU times are plotted, scaled such that the maximal
CPU time for each resolution corresponds to 1. Optimal values are given byεd ≈ 1.3 ·10−3,
εd ≈ 1.3 ·10−4 andεd ≈ 3 ·10−6 respectively.

Finally we consider the speedup achieved by the JFNK method in comparison with the
time-stepping method and the result is plotted in Figure 2.5. The amount of physical time
for which we let the time-stepper run is given on the horizontal axis. This is a measure for
the accuracy with which the time stepper has approached the equilibrium solution. On the
vertical axes the speedup achieved by the JFNK method to reach the same accuracy as the
time-stepping method is given. For a typical spin-up run of 3500yr and for the lowest to
highest resolution the JFNK method is approximately a factor 10, 14 and 86 faster.

2.5 Summary, Discussion and Conclusion

Using a planetary geostrophic ocean model as test case, we showed that a significant speed–
up in spin-up time could be obtained by applying the JFKN method. In particular at higher
resolutions the time step restriction of the explicit time-stepping method causes a huge speedup
for the JFNK method. In Section 2.3.1 it was mentioned that necessary changes in the code
resulted in a 3.2 times slower performance at the highest resolution, but even then the JFNK
method is approximately 27 times faster than the original time-stepping code.

The results here show the potential for applying this methodto more realistic ocean mod-
els. The basic JFNK framework is very general and only requires the availability of a smooth
residual~F from the time-stepping code. Although we saw that in this relatively simple model
there were already some changes required with respect to convective adjustment, in general
the residual will be available without major modifications of the time-stepping code.

In Section 2.3.2 we discussed a preconditioner for the planetary geostrophic model. In
principle one could try to apply the preconditioning technique discussed in Section 2.3.2 to
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Figure 2.4: In (a) the forcing parameterµ is plotted as a function of CPU time during the JFNK
method for several fixed values of∆µ and for a resolution of (16,16,18). In (b) the CPU time as a
function ofεd, scaled such that the maximal CPU time corresponds to 1, is plotted for three resolutions.
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Figure 2.5: Speed–up of the JFNK method compared to the time-stepping method for three resolu-
tions. On the horizontal axis the physical time of the timestepper is shown, which is a measure for how
accurate the steady state is approached. On the vertical axis the speed–up that the JFNK method gives
for reaching an equilibrium solution of the same accuracy asthe timestepper is shown.

any ocean model. The only requirement is the availability ofthe sparsity pattern of the Jaco-
bian matrix, which can be obtained by carefully analyzing the time-stepping code. However,
for more realistic models at higher resolutions and with irregular domains the Jacobian is
much more ill-conditioned and this preconditioner may not be efficient. In this case there is
the option to construct the preconditioner not only once before the first Newton iteration, but
more often whenever GMRES is converging too slow. Also it might be necessary to develop
a preconditioning technique that is more dedicated to the particular model used. The con-
tinuation method used for global convergence of the JFNK method worked very well in the
planetary geostrophic model, but in more realistic models there is the possibility of encoun-
tering bifurcations points which have to treated separately.

In conclusion, the method here provides a potentially interesting approach to shorten the
spin-up time in large-scale ocean models.



CHAPTER 3

Bifurcation Analysis of wind-driven Flows with the Version
4 of the Modular Ocean Model∗

Abstract

In this chapter, the methodology of bifurcation analysis isapplied to the ex-
plicit time-stepping ocean model MOM4 using a Jacobian-Free Newton-Krylov
(JFNK) approach. We in detail present the implementation ofthe JFNK method
in MOM4 but restrict the preconditioning technique to the case for which the
density distribution is prescribed. For a prescribed density field case, we present
bifurcation diagrams, for the first time in MOM4, for the wind-driven ocean cir-
culation. In addition, we show that the JFNK method can reduce the spin-up
time to a steady equilibrium in MOM4 considerably if an accurate solution is
required.

3.1 Introduction

Bifurcation analysis is a tool from dynamical systems theory to analyze transition phenomena
in fairly general systems. As such it has been applied to quasi-geostrophic and shallow-water
models of the wind-driven ocean circulation to determine multiple steady states in single-
and double-gyre flows under steady wind forcing [Speich et al., 1995; Dijkstra and Katsman,
1997; Primeau, 2002]. By changing parameters in these flows,the physics of transitions to
more complex time-dependent flows could be analyzed [Nadigaand Luce, 2001; Simonnet
et al., 2005]. Techniques from bifurcation theory have alsobeen used to study multiple equi-
libria of the Atlantic meridional overturning circulationwhich may occur when the freshwater

∗This chapter is based on Erik Bernsen, Henk A. Dijkstra, and Fred W. Wubs, Bifurcation analysis of wind-
driven flows with MOM4,Ocean Modelling, 30(2-3):95 – 105, 2009.
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flux on the northern North Atlantic is changed [Dijkstra and Weijer, 2005]. The instabilities
of these thermohaline ocean flows may lead to multidecadal variability which is likely asso-
ciated with the Atlantic Multidecadal Oscillation [te Raa and Dijkstra, 2002].

To contrast the bifurcation analysis with transient ocean modeling let us write the ocean
model equations, with state vector~x (the prognostic variables at all grid points) as

d~x
dt

= ~F(~x,λ ), (3.1)

whereλ is a certain (control) parameter in the model such as the wind-stress strength or the
vertical diffusivity. In the transient approach using an explicit time-discretization scheme, a
value ofλ is chosen, an initial state is specified and the time evolution of ~x is calculated;
this can be repeated for different values ofλ . If one is in particular interested in how the
equilibrium states (fort → ∞) of the ocean flows depend onλ , then bifurcation analysis
can be an efficient complementary tool. One important example is the determination of the
so-called spin-up state which usually has to be obtained through extensive computation in a
transient approach.

Instead of determining the solution of the model after a verylarge time, for example a
steady state, in bifurcation analysis one aims to solve the equations

~F(~x,λ ) = 0, (3.2)

for~x given a fixedλ . A Newton-Raphson type iterative method of the form

0 = ~F(~xn,λ )+J(~xn) δ~x, (3.3)

is used most often, starting from a certain initial guess~x0. In (3.3),δ~x =~xn+1−~xn andJ(~xn)
is the Jacobian matrix given byJi j = ∂Fi/∂x j . To solve forδ~x in (3.3), a linear system of
equations has to be solved.

Krylov subspace methods are very suitable for solving these(very) large and sparse lin-
ear systems. A prominent example of such a Krylov subspace method is the Generalized
Minimum Residual (GMRES) method [Saad, 1996]. For the linear systems derived from
ocean model equations, these iterative methods only converge fast enough when a precondi-
tioner is applied. The design of the preconditioner is the crucial problem in the application of
bifurcation analysis to ocean models.

In de Niet et al. [2007], a bifurcation analysis of both wind-and buoyancy forced circula-
tion was done with a primitive equation ocean model (THCM) which includes state-of-the-art
mixing parametrizations. The results shown in de Niet et al.[2007] were still for an idealized
spherical basin configuration with low-resolution (4◦ horizontal resolution) but were recently
extended to a high resolution with realistic continents using a parallel version of THCM
[Thies, 2008]. To perform the steady-state computations versus parameters with THCM, a
tailored preconditioner was designed which was based on theavailability of the Jacobian
matrix and the structure of the governing primitive equations.

As it is more troublesome to derive explicit Jacobian matrices when more complex subgrid-
scale parametrizations are added one would like to be able toperform bifurcation analysis on
ocean models which were designed only for transient computations, such as POP, MOM
and MICOM. Setting up the Newton-Raphson process using Krylov subspace methods is
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relatively easy because there is no need to construct the model’s Jacobian explicitly. Only
matrix–vector products with this Jacobian and certain vectorsΛ are required and these can
be determined [Knoll and Keyes, 2004] as

J(~x)Λ =
~F(~x+ εΛ)−~F(~x)

ε
, (3.4)

for some smallε. When a Krylov subspace iteration is used, the solution technique is referred
to as a Jacobian-Free Newton-Krylov (JFNK) method. Hence the JFNK method is a so-called
matrix-free variant of the Newton-Raphson method [Knoll and Keyes, 2004].

To apply the JFNK methodology to explicit time-stepping ocean models, one needs the
residual~F of the model and a suitable preconditioner. The approach wasused in Nadiga
et al. [2006] on the POP model to formulate an implicit time-stepping version of this model,
referred to as iPOP. It was shown that much larger time steps could be used than the original
POP model and the gain in efficiency was limited by the preconditioner used. The JFNK
methodology has also been used to efficiently compute steadystate solutions. In Chapter 2
this was done for the planetary geostrophic model [Samelsonand Vallis, 1995, 1997a] for
which it is relatively easy to extract the residual from the code. Using the Matrix Renumber-
ing ILU (MRILU) preconditioner [Botta and Wubs, 1999] it wasshown that the spin-up time
towards steady state is typically reduced by a factor 50.

Our goal is to bring the JFNK methodology to a widely used ocean model such as MOM4,
version 4 of the Modular Ocean Model [Griffies et al., 2004] and use it for the computation
of steady states. The challenge here is that in comparison with Chapter 2 the computation of
the residual is not straightforward, and in addition more advanced preconditioning techniques
are required. In this chapter we make the first step by applying the JFNK methodology to
the wind-driven ocean circulation, with a fixed density field. In this way, we deal with the
momentum, continuity and the free-surface equations and can make use of the precondition-
ing techniques as developed in de Niet et al. [2007]. The casewhere also the evolution of
temperature and salinity equations are treated is considered in Chapter 5.

In Section 3.2 we briefly introduce the Modular Ocean Model Version 4 (MOM4). Next,
in Section 3.3 we describe the details of the implementationof the JFNK method to obtain
steady states in MOM4 and in particular the preconditioner that we used. In Section 3.4,
results for typical examples are provided to demonstrate the capabilities of the methodol-
ogy. We verify the correctness of the implementation of the residual~F and present results of
first computations of bifurcation diagrams for MOM4. Further we demonstrate that we can
considerably reduce the spin-up time for MOM4, even for wind-driven problems (with a pre-
scribed density field) where the spin-up is relatively fast.Finally, the results are summarized
and discussed in Section 3.5.

3.2 The Modular Ocean Model Version 4

The MOM4 ocean model is described in detail in Griffies et al. [2004]. The version that
is used throughout the remainder of this thesis is one of the earlier incarnations of MOM4
(mom4p0 series). The base of this model is a set of partial differential equations known as the
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primitive equations. They are derived from the Navier-Stokes equations and then simplified
a bit using assumptions valid for geophysical flows.

In spherical coordinates the hydrostatic primitive equations are given by

∂u
∂ t

+
u

RE cosθ
∂u
∂φ

+
v

RE

∂u
∂θ

+w
∂u
∂z

= f v+
uv
RE

tanθ −
1

REρ0cosθ
∂ p
∂φ

+Ff ric,u (3.5a)
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∂ t

+
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RE cosθ
∂v
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+
v

RE

∂v
∂θ

+w
∂v
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REρ0

∂ p
∂θ

+Ff ric,v (3.5b)

with u,v andw the longitudinal, meridional and vertical velocity components,φ ,θ andz the
longitude, latitude and vertical coordinate,t the time,f the Coriolis parameter,ρ0 a reference
density,RE the radius of planet Earth,p the pressure andFf ric,u, Ff ric,v frictional terms. At the
surface the wind-stress is prescribed as a boundary condition, whereas on other boundaries we
use no-slip conditions. The flow is assumed to be incompressible resulting in the following
continuity equation

1
RE cosθ

∂u
∂φ

+
1

RE cosθ
∂

∂θ
(vcosφ)+

∂w
∂z

= 0. (3.6)

By vertically integrating this equation from the bottom,HB to the surfaceη , we get an equa-
tion for surface elevation

∂η
∂ t

+
1

RE cosθ
∂U
∂φ

+
1

RE cosθ
∂

∂θ
(V cosφ) = 0 (3.7)

with [U,V] =
∫ η

HB
[u,v]dz the vertically integrated horizontal velocities. For the vertical mo-

mentum balance we use the hydrostatic assumption resultingin

∂ p
∂z

=−ρg (3.8)

with g the acceleration of gravity andρ the density. In the Boussinesq approximation this is
the only place where the actual densityρ is used instead of the reference densityρ0. The dy-
namically important tracers temperatureT and salinitySare governed by advection diffusion
equations
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with T andS the temperature and salinity fields andFmixing,T , Fmixing,S the horizontal and
vertical mixing terms. At the surface either restoring boundary conditions or flux boundary
conditions are applied. On other boundaries zero transportof heat and salinity is in principle
imposed. Finally, the system of equations is closed by an equation of state given by

ρ = ρ(T,S, p). (3.10)
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Most realistic is to use a non–linear equation of state, but for more idealized experiments a
linear equation of state is often used. This linear equationof state is given by

ρ = ρ0−α(T−T0)+ β (S−S0) (3.11)

with α, β coefficients of thermal expansion and saline contraction, andT0, S0, ρ0 a reference
temperature, salinity and density, respectively.

The above equations are given in spherical coordinates. Oneof the advantages of MOM4
is that it can deal with arbitrary curvilinear coordinates.For instance, this allows the use of a
tripolar grid, where at lower latitudes and on the southern hemisphere an ordinary longitude
latitude grid is used, while on the higher latitude a different type of grid is used, where the sin-
gularities are located on the Eurasian and North American continents. This way singularities
of the grid in grid points of the ocean is avoided.

Ocean models have to be run at a resolution which is much too coarse to resolve all
flow phenomena. The frictional and mixing termsFf rict ,u,Ff rict ,v,Fmixing,T ,Fmixing,S therefore
have to be parametrized to account for sub-grid scale processes. In MOM4 a lot of different
parametrizations for these processes are provided. There is the choice between Laplacian
friction or bi-harmonic friction. Further there is the option of a prescribed constant viscosity
or a flow dependent Smagorinsky viscosity.

For the mixing of tracers it is important to realize that in the real ocean this consists mainly
of isopycnal mixing, i.e. mixing in a direction of constant density. The mixing between layers
of different density (diapycnal mixing) is very small due tostratification. Mixing schemes
that satisfy these properties are called neutral mixing schemes. In addition to Laplacian
mixing and bi-harmonic mixing, MOM4 also implements such a neutral mixing scheme.

3.3 Method and Implementation

One of the most important ingredients of the JFNK method is the availability of the residual
~F(~x). The computation of this residual is closely related to the space and time discretization
of (3.5)–(3.10). In Section 3.3.1 this discretization is briefly reviewed and we describe the
algorithm that we used to compute the residual. Note that theresidual is extracted for all state
variables, including temperature and salinity. In Section3.3.2 we formulate for the system
with prescribed density a preconditioner that we used to speed up the convergence of the
Krylov method that is employed to solve the linear systems.

3.3.1 Residual of MOM4

To take advantage of the fact that MOM4 implements all kind ofparametrizations for sub-
grid scale processes, it is efficient to determine the residual ~F of MOM4 using the existing
MOM4 time-stepping code as much as possible. To show how we computed this residual, we
have to explain in some more detail the spatial and temporal discretization in the model.

A complete description of the time and space discretizationused in MOM4 is given in
Griffies et al. [2004]. For the space discretization a so called Arakawa B-grid is employed.
This grid is a staggered grid which has two types of cells:U-cells for horizontal velocities



30CHAPTER 3. BIFURCATION ANALYSIS OF WIND-DRIVEN FLOWS WITH MOM4

and T-cells for sea-surface height and tracers. The corners of each T-cell consist of the
centers of fourU-cells and both horizontal velocity components are defined on the same grid
points. When using the two level time-stepping scheme implemented in MOM4, the grid is
also staggered in time. At time-levelτ−1/2, that is at timet = ∆t(τ−1/2), the variables on
T-cells are defined, such as temperature, salinity and pressure. At the time-levelτ, variables
on theU-cells are defined, such as the horizontal velocities. The only variable defined at both
time-levels is the sea-surface height.

A simplified description of the two-level time-stepping scheme is given below. At time-

level τ − 1/2, the sea-surface height (ητ−1/2
T ), temperature (Tτ−1/2), salinity (Sτ−1/2) and

vertical grid spacing (∆zτ−1/2
T ) are given atT-cells. Furthermore, the horizontal velocities

(~uτ ), the vertically integrated velocities (~Uτ ) and the vertical grid spacing (∆zτ
u) are available

atU-cells and at time-levelτ. At time-levelτ the sea-surface height is given atU-cells (ητ
u )

as well asT-cells (ητ
T ). To update the variables fromτ−1/2 to τ +1/2 and fromτ to τ +1,

the following procedure is applied:

1. Update variables defined on time-levelτ−1/2 to time-levelτ +1/2.

(a) Compute the tendency (i.e. an approximation of the time derivative)δηT of the
sea-surface height at time-levelτ using~Uτ and calculate the thickness–weighted
tendencies,δT andδS, for temperature and salinity. This weighting is needed
for the conservation of heat and salinity. Note that for the computation ofδT
andδS we need not only horizontal velocities, which are given, butalso verti-
cal velocities, which follow immediately from the horizontal velocities using the
continuity equation. The vertical diffusion terms are usually treated implicitly,
but optionally it is also possible to treat them explicitly.

(b) Update the sea-surface height to time-levelτ +1/2:

ητ+1/2
T ← ητ−1/2

T + δηT

and update the vertical grid spacing∆zτ+1/2
T at T-cells.

(c) Now updateT andS from τ−1/2 to τ +1/2:

(T,S)τ+1/2 =
∆zτ−1/2

T (T,S)τ−1/2+ ∆t(δT,δS)

∆zτ+1/2
T

.

2. Update variables defined on time-levelτ to time-levelτ +1.

(a) Update the barotropic variables, using sub-time stepping, to obtain~Uτ+1, ητ+1
u

andητ+1
T .

(b) Update the vertical grid spacing∆zτ+1
u at U-cells using the sea-surface height

obtained in the previous step.

(c) Compute the thickness–weighted baroclinic velocity tendencies, sayδ~u. These
are obtained from the momentum equations, where the term∆zug∇η is omitted
from the pressure gradient term.
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(d) Compute the velocity field atτ +1 as follows

~uτ+1 =
∆zτ

u~u
τ + ∆t δ~u

∆zτ+1
u

and correct these velocities such that the vertically integrated velocity matches
the vertically integrated velocity obtained from the barotropic sub-time stepping

~uτ+1←~uτ+1 +
~Uτ+1−∑∆zτ+1

u ~uτ+1

∑∆zτ+1
u

where the summation is over all grid points in the same fluid column.

To calculate the residual function~F(~x) of MOM4, we use a state vector~x defined as

~x = [~xu,~xη ,~xT ,~xS] , (3.12)

consisting of the temperature (~xT), salinity (~xS) and sea-surface height field (~xη ) at T-cells
and the horizontal velocity field (~xu) atU-cells. Assuming that these fields are available we
use the following algorithm to compute the residual~F :

1. Compute variables which depend directly on the state vector, such as the sea-surface
height atU-cells,ηu, vertical grid spacing atT andU-cells,∆zT and∆zU and vertically
integrated velocity field~U . The vertical grid spacing depends directly on the sea-
surface height fields while the vertically integrated horizontal velocity depends directly
on the vertical grid spacing and the 3D velocity field~u. The sea-surface height atU-
cells is obtained by linear interpolation of the sea-surface height atT-cells.

2. Compute the tendencyδηT of ηT using~U and calculate the thickness–weighted ten-
dencies,δT andδS, for temperature and salinity. Note that here we use the option to
treat vertical diffusion explicitly rather than implicitly.

3. Compute tendencies for horizontal velocities.

(a) Compute the thickness–weighted baroclinic velocity tendencies,δ~u. These are
obtained from the momentum equations, where the term∆zug∇η is omitted from
the pressure gradient term.

(b) Correct for the omitted part in the pressure gradient term by adjusting the thickness–
weighted velocity tendency as follows

δ~u← δ~u−∆zug∇η .

The residual is now given by the vector~F(~x) = [δ~u,δηT ,δT,δS]. Note that the residual
as calculated here contains thickness–weighted tendencies rather than normal tendencies.
However, we can use this residual for the calculation of steady states because (3.2) is still
valid.

Steps (2) and (3a) of the residual calculation require most of the coding, but these are
the steps for which we can directly reuse code from the time-stepping algorithm. Step (1)
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is relatively easily implemented because of the modular setup of MOM4. Subroutines for
calculating the vertical grid spacing atU andT-cells from the sea-surface height are directly
available and so are subroutines for interpolating fields from T-cells toU-cells. Only the
vertically integrated velocity field needs to be computed byhand in step (1), but this takes
only a few lines of code. For step (3) a subroutine for calculating the omitted term was already
available.

There is one issue with the free-surface formulation. Due tovolume conservation of the
computational domain it holds that the integral of the time derivative of the sea-surface height
over the domain (it is only defined on a 2D domain) is zero. By construction, this property is
retained in the numerical scheme and hence~xη ·~v = 0, where~v contains the area of the grid
cell on which the corresponding element in~xη is defined. Since the time derivative of~xη is
a part of the residual vector~F(~x) we have that~F(~x) ·~w = 0, where~w = [0,~v,0,0] is just~v
extended by zeros for the other components. The resulting Jacobian satisfies

JT~w = 0

and with~w 6= 0 this means that the Jacobian is singular and the JFNK methodwill break
down. To solve this issue we remove one of equations for the sea-surface height from the
residual and replace it with the condition

~x·~w = 0. (3.13)

The resulting Jacobian matrix will generically be non-singular and we can apply the JFNK
method.

Hence, using this algorithm we can calculate the residual ofMOM4 efficiently and reuse
most of the original MOM4 code. The same subroutines that arerequired for time stepping
are also useful for the calculation of the residual and only the order in which the subroutines
are called slightly changes.

3.3.2 Preconditioner

A preconditioner is required in order to solve the large sparse linear systems resulting from
the Newton-Raphson method. Here we use a right preconditioner, so instead of solving the
system

J δx = b (3.14)

we solve

JM−1 y = b (3.15)

and obtainδx fromM−1y= δx. The preconditionerM should be chosen such thatM−1 can be
applied efficiently to arbitrary vectors and the Krylov method should have better convergence
properties for the matrixJM−1 than forJ itself.

We now restrict to the case where the density is prescribed inMOM4, so the state vector
reduces to

~x = [~xu,~xη ] . (3.16)
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In this case the Jacobian matrix is of the form

J =

[

A G
D K

]

(3.17)

whereA is the block containing advection and mixing of momentum andthe Coriolis accel-
eration. TheG block contains the gradient of sea-surface height. TheD block represents an
operator that first vertically integrates the velocity and then computes the divergence. TheK
block represents the smoothing operator used by MOM4 to suppress the null-mode present
in B-grid ocean models.

In Murphy et al. [1999], it was shown that choosing

M =

[

A G
0 S

]

with the Schur complementS= K−DA−1G, results in a convergence of the GMRES method
within a maximum of two iterations. Computing the Schur complement explicitly is hardly
possible sinceA−1 is usually dense rather than sparse. Hence we replaceSwith an approxi-
mationS̃= K−DÃ−1G whereÃ−1 is a sparse approximation of the inverse ofA. Using the
method of Barnard and Grote [1999] we compute the matrixÃ−1, such that it has the same
sparsity pattern asA and minimizes

∥

∥I −AÃ−1
∥

∥

F .

with ‖·‖F the Frobenius norm.
Applying the preconditionerM is done by solving the system

M

[

δu
δη

]

=

[

A G
0 S̃

][

δu
δη

]

=

[

bu

bη

]

(3.18)

which is comprised of the following two steps

(a) SolveS̃δη = bη .

(b) SolveA δu = bu−Gδη .

The linear systems in each of these two steps are solved usingthe GMRES [Frayssé et al.,
2003] method (the inner iteration). Note that we don not wantto solve these two smaller
systems with a very high accuracy every time and therefore tosolve the preconditioned sys-
tem (3.15) we use a Flexible-GMRES (FGMRES) method [Frayss´e et al., 1998] (the outer
iteration) which can deal with a variable right preconditioner.

Since the matrixÃ−1 is sparse, the approximation of the Schur complementS̃= K −
DÃ−1G is sparse as well. An incomplete LU factorization using MRILU [Botta and Wubs,
1999] can easily be computed as a preconditioner for the system in (a) above. For the system
in (b) a preconditioner is simply given bỹA−1.

We note that to computẽA−1 andS̃, the matricesA, G, K andD are required. Assuming
the sparsity pattern of the Jacobian matrixJ is known (this is obtained from studying the code
carefully) we can use Coleman’s algorithm [Coleman et al., 1984a] and software [Coleman
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et al., 1984b] to efficiently computeJ and subsequently pick out the blocksA, G, K andD.
The algorithm is used to find a partitionC1, C2, . . . ,Cp of the columns ofJ such that no pair
of columns in the sameCq shares a non-zero element on the same row. Then by performing
the matrix–vector productJ~v with vi = 0 if i 6∈Cq andvi = 1 elsewhere, the columns ofJ can
be obtained. Since for each row ofJ which contains a non-zero element in columnk we have
thatk ∈Cq and because no other column inCq contains a non-zero element in this row, we
have that

Jik = ∑
j∈Cq

Ji j v j = ∑
j

Ji j v j = (J~v)i . (3.19)

It is important that Coleman’s method is applied to the residual ~F(~x) without the constraint
given in (3.13) on the sea-surface height and then one of the rows of the computed Jacobian
matrix is manually replaced with~wT . If Coleman’s method is applied to the residual including
the constraint on sea-surface height, then the number of matrix–vector products required to
evaluate the Jacobian matrix depends quadratically on the horizontal resolution because the
integral condition on sea-surface height depends on the whole sea-surface height field. If it is
applied to the residual without the constraint on sea-surface height, then the required number
of matrix–vector products does not depend at all on the horizontal resolution used.

The vertical velocities are not part of the state vector, andif they are needed they are
computed by combining the horizontal velocity field and the continuity equation. The ver-
tical velocity field then depends on vertical columns of velocity points. The residual of the
horizontal momentum equations then also depends on vertical columns of velocity points
since it contains the vertical velocity. Additionally the residual for sea-surface height con-
tains the vertically averaged horizontal velocity and hence also depends on vertical columns
of velocity points. Therefore the number of matrix–vector products required to evaluate the
Jacobian matrix depends linearly on the number of layers.

To reduce the number of matrix–vector products for the evaluation ofJ we apply Cole-
man’s method with a sparsity pattern where the dependenciesfor the momentum equations
are restricted to points in the same layer, the layer above and the layer below (ignoring the
dependencies in all the other layers). Using this reduced sparsity pattern we can compute an
approximated Jacobian matrix, which resembles the exact Jacobian matrix well enough to use
it for the construction of the preconditioner. However, thecomputation of the preconditioner
now consumes much less CPU time, since the approximated Jacobian can be evaluated using
fewer matrix–vector products and the resulting matrixA is now much more sparse, resulting
in a faster computation of the sparse approximate inverseÃ−1 as well.

Finally, we would like to note that the preconditioner that we use is not the only possible
choice. Since the whole Jacobian is approximated using Coleman’s method other precondi-
tioning techniques are relatively easily explored. For instance it is possible to use a sparse
direct solver to apply the preconditioner. Alternative preconditioners certainly deserve further
investigation, but that is not within the scope of this chapter.

3.4 Results

We test the JFNK method for several idealized MOM4 configurations. In all cases, the tem-
perature and salinity fields have prescribed values and we solve for the sea-surface height and
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Figure 3.1: (a) Maximum of the barotropic streamfunction (ψB) as a function of time obtained from
the 5yr spin-up run. (b) Pattern of the barotropic streamfunction after 5 years of integration; contour
values are in Sverdrup.

velocity field. In Section 3.4.1 we consider a small basin set-up with a constant density and
an equidistant vertical grid, and compare the JFNK method with the original time-stepping
method in computing a spin-up steady state. In Section 3.4.2, this spin-up state is used as a
starting point for the computation of a bifurcation diagramwith respect to a varying horizon-
tal friction coefficient using MOM4. Finally, in Section 3.4.3 we consider the spin-up in a
realistic size domain under a given stratification using a non-equidistant vertical grid.

3.4.1 Barotropic Spin-up

The domain chosen is a spherical sector with latitudinal range of 40◦N= θmin≤ θ ≤ θmax=
50◦N, with a longitudinal range of 10◦ and with a constant depth of 2400m. The model has
12 layers of equal depth and at the surface a wind stress

τφ = ατ0 cos

(

2π
θ −θmin

θmax−θmin

)

(3.20a)

τθ = 0 (3.20b)

is applied withτ0 = 0.1Pa. Hereα serves as a so-called ‘homotopy’ parameter as will become
clear below. A uniform density field is prescribed withρ = 1058kgm−3 and we use a hori-
zontal friction ofAH = A0

H = 400m2s−1 and a vertical friction given byAV = 10−3m2s−1.
First we use MOM4 to spin-up the model using the two-level time-stepping method,

starting from a state of rest, i.e.,~u = 0 andη = 0, at a horizontal resolution of 20× 20
(0.5◦×0.5◦) grid points. We use a (baroclinic) time step of∆t = 7200s and 40 barotropic
sub-timesteps per baroclinic time step and integrate the model forward in time for a period of
5yr. Figure 3.1(a) shows the maximum of the barotropic streamfunction (ψB) as a function
of time which indicates that a steady state is reached after about 5 years of integration. The
pattern of the barotropic streamfunction of this steady state is a double-gyre flow as shown in
Figure 3.1(b).
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To check the explicit computation of the residual~F(~xn) as described in Section 3.3.1, we
compare it with the following finite difference approximation

~F∗(~xn)≡
~xn+1−~xn

∆t
(3.21)

with~xn and~xn+1 the state vector at two successive time steps in MOM4.
We performed a timestepping run of 5yr with a timestep of∆t = 7200s and computed

after every timestep the residual~F(~x) according to the algorithm in Section 3.3.1 and~F∗(~x)
according to the finite difference approximation (3.21). Wefirst consider the part of the
residual corresponding to the surface height equation, denoted by~Fη(~x). Since we start the
time integration from a state of rest and zero surface elevation the continuity equation is
satisfied exactly and hence~Fη(~x0) = 0. Immediately after the first timestep velocities have
changed and this no longer holds. In Figure 3.2(a) the norm ofthe residuals||~Fη(~xn)||2 and
||~F∗η (~xn)||2 are plotted as a function of time. Note that we scaled these norms by the norm of

||~Fη(x1)||2, i.e. the norm of the residual immediately after the first time step. Both residuals
are approaching zero as time increases, consistent with thefact that a steady state is reached.
Further observe that the two lines in Figure 3.2(a) are indistinguishable, indicating that indeed
the algorithm of Section 3.3.1 and the finite difference approximation (3.21) compute the
same residual. This confirms that our algorithm indeed computes the residual~Fη(~x) correctly.

We now turn our attention to the part of the residual corresponding to the momentum
equations, denoted by~Fu(~x). Here we can expect larger differences between~Fu(~x) and~F∗u (~x).
After all, as we explained in Section 3.3.1, in the computation of ~F(~xn) the term−g∆zu∇η
appearing in the momentum balance is evaluated explicitly,while in ~F∗(~xn) this term is in-
cluded indirectly using sub-time stepping.

It’s important to realize that the approximation (3.21) is only valid for ∆t→ 0, and there-
fore we performed additional timestepping runs for∆t = 3600s,∆t = 1800s and∆t = 900s
where we computed the residuals~F(~x) and ~F∗(~x) after each timestep. In Figure 3.2(b)
the residual of the momentum balance, normalized by the value immediately after the first
timestep,||~Fu(~xn)||/||~Fu(~x1)||, with~x1 the state vector immediately after the first timestep, is
given as a function of time. The normalized residual as calculated by (3.21) ,||~F∗u (~xn)||/||~Fu(~x1)||,
is shown only for∆t = 900s since the results for other values of∆t are almost identical. In
Figure 3.2(b), we see that the residual~F∗u (~x) approaches zero as time increases, while the
norm of the residual~Fu(~x) stops decreasing after a certain time.

The time stepping in MOM4 is a fractional step like method [Yanenko, 1971] and fits the
form

~xn+1 =~xn + ∆t(~F(~xn)− ~H(∆t,~xn))

where~H(∆t,~xn) = O(∆tm), with m> 0 for a consistent scheme. Hence for a fixed point of
the iteration we have that~F(~x) = ~H(∆t,~x)) = O(∆tm). Form= 1 this is consistent with the
results in Figure 3.2(b), because a reduction of∆t with a factor of two results in a reduction
of the norm of~Fu(~x) with a factor of two. Note that this also implies that the time-stepping
scheme is only first order accurate, due to the Euler-Forwardtype of method that is used for
time stepping the horizontal diffusion and friction terms.We checked the convergence of the
velocity field obtained directly from the time-stepping runwhich confirmed the first-order
convergence rate.
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Figure 3.2: (a) Scaled norm of the residual of the surface height equation ~Fη (~x) for a time step size
∆t = 7200s, as calculated in Section 3.3.1 and~F∗η (~x) as calculated by (3.21) for the spin-up run. Note
that the two lines overlap and are indistinguishable. (b) Scaled norm of the residual of the momentum
equations~Fu(~x) for several time step sizes,∆t, as calculated in Section 3.3.1 and~F∗u (~x) as calculated by
(3.21) for the spin-up run. All curves are normalized with respect to the norm of the residual immedi-
ately after the first timestep.

Now being confident that our implementation of the residual calculation is correct, we try
to use the JFNK method to reach the same steady state solution; here we use the homotopy
parameterα in the wind forcing. We start with no forcing,α = 0, and know that the no-
flow solution, given byη = 0 and~u = 0, is a steady state. We now use natural parameter
continuation in the forcing strengthα, i.e., we increase the forcing strength in small steps
of ∆α = 0.05, untilα = 1 is reached and use the JFNK method to obtain the corresponding
steady states.

When applying the JFNK method we use a scaled state vector andresidual. For the state
vector this scaling is given by

~x′u = Xu~xu ~x′η = Xη~xη

with [~xu,~xη ] and[~x′u,~xη ] the scaled and unscaled state vector, respectively. The scaling factors
are given byXu = 0.2m2s−1 andXη = 0.5m. For the residual a similar scaling is used which
is

~F ′u = Fu~Fu ~F ′η = Fη~Fη

with the scaling factors given byFu = 2.0 ·10−7m2s−2 andFη = 2.0 ·10−4ms−1.

The stopping criterion for Newton’s method in all continuation steps was set by
∥

∥

∥

~F(~x)
∥

∥

∥
≤

NεN with εN = 10−8 and withN the dimension of~x. It was not needed to use a globalization
method in the Newton process to ensure convergence to a solution. For the FGMRES method
we used the implementation of Frayssé et al. [1998] and we applied it with a maximum
number of 50 iterations and a restart after 25 iterations. The outer FGMRES iteration is
stopped when the norm of the relative residual of the preconditioned system has fallen below
10−3 while the linear systems withA andS̃are both solved until the relative residual reached
a value of 10−4. If the outer FGMRES solver does not converge within 50 iterations, then the
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Figure 3.3: Difference in the barotropic streamfunction between the equilibrium solutions computed
with the JFNK method and with the time-stepping method.

preconditionerM is updated. Convergence of inner GMRES solvers depends on the quality
of the preconditioners. It turns out that systems with the matrix A converge quite fast in all
cases while for the system with̃S the rate of convergence depends on the drop-tolerance that
determines the fill-in in the LU factorization. This drop-tolerance was chosen low enough
to have convergence within 40 GMRES iterations in all examples considered in this chapter.
For the GMRES method the implementation of Frayssé et al. [2003] was used. In Figure 3.3
it is shown that the difference between the barotropic streamfunction of the solution of the
time-stepper after 5yr and the JFNK method are relatively small, with a maximum value of
2 ·10−2Sv and a corresponding relative error of 1·10−3.

We now increase the horizontal resolution to 40×40 and 80×80 grid points and use the
JFNK method and the time-stepping spin-up run to obtain the equilibrium solutions. In Ta-
ble 3.1 the CPU-time and the maximum of the barotropic streamfunction is given for all three
resolutions and for both the time-stepping method and the JFNK method. On all resolutions
the time-stepper and JFNK method converge to the same solution, while the computational
cost of both methods depends on the desired accuracy. For theJFNK method the accuracy
of the approximation of the equilibrium solution is set by the desired accuracy of the Newton
process,εN, while for the time-stepper the accuracy of the equilibriumsolutions is determined
by the integration period; a longer integration period results in a more accurate approxima-
tion of the equilibrium solution. When we compare the CPU time of the JFNK method to a
spin-up run of 5yr we see that the JFNK method is much faster, afactor 5 to 15 depending
on resolution. If a less accurate solution is required, thena shorter integration period could
be used, but the JFNK method remains faster, unless an unreasonably short spin-up period of
approximately 9 months is used. At the lowest resolution of 20×20 grid points, such a short



3.4. RESULTS 39

spin-up would result in an error in the barotropic streamfunction of at least 4Sv.

Resolution N CPU Time Maximum ofψB Speedup
JFNK 5yr of JFNK 5yr of

time-stepping time-stepping

20×20 9064 6.7 ·101s 4.6 ·102s 41.7538Sv 41.7552Sv 6.9
40×40 38104 3.2 ·102s 3.4 ·103s 43.7142Sv 43.7132Sv 10.6
80×80 156184 1.7 ·103s 2.5 ·104s 43.6770Sv 43.6701Sv 14.1

Table 3.1: Comparison of CPU time for the computation of the equilibrium solution obtained with the
JFNK method and the solution after 5 years of time stepping inMOM4. The CPU time for the JFNK
method includes the time required for computing and applying the preconditioner.

3.4.2 Bifurcation Analysis

For a barotropic quasi-geostrophic model of the double-gyre wind-driven ocean circulation,
the bifurcation diagram for changing the horizontal friction coefficientAH was determined in
Cessi and Ierley [1995] and Dijkstra and Katsman [1997]. Forlarge values ofAH , a unique
anti-symmetric steady barotropic streamfunction solution exists, but whenAH is decreased at
some point a symmetry-breaking pitchfork bifurcation is encountered. The anti-symmetric
steady state becomes unstable and two additional asymmetric stable steady states appear, the
so-called jet-up and jet-down solution. In de Niet et al. [2007], a similar bifurcation diagram
was found for the primitive equation model THCM, but becausea spherical sector instead of a
β -plane was used, the pitchfork bifurcation becomes imperfect. For MOM4 we also expect an
imperfect pitchfork, since the only difference between THCM and MOM4, in this idealized
set-up, is in the treatment of the ocean-atmosphere surface; MOM4 uses a free-surface while
THCM uses a rigid-lid approximation.

Starting from the steady solution as calculated in the previous subsection on a horizontal
80× 80 grid, we now determine how the steady states of MOM4 dependon AH . Thereto
we introduce another homotopy parameterλ defined byAH = λA0

H , with A0
H = 400m2s−1.

We first use natural parameter continuation inλ and decrease the parameterλ from λ = 1 in
steps of∆λ = 0.05 toλ = 0.5 (AH = 200m2s−1) and find the asymmetric jet-down solution
indicated by pointB in Figure 3.4. The spatial pattern of the barotropic streamfunction for
this solution is shown in Figure 3.5(b).

In quasi-geostrophic models the jet-up and the jet-down solution are related by a reflection
symmetry with respect to the mid-axis of the basin (here, along the lineθ = 45◦). Because of
the spherical geometry, the symmetry is slightly perturbedin MOM4 and hence an imperfect
pitchfork bifurcation is expected, and the jet-up and jet-down solution are only approximately
symmetry related. To find the jet-up solution from the jet-down solution at location B, we
can use the approximate symmetry in a residual continuationapproach [Gruais et al., 2005].
Thereto we replace the residual~F(~x) by

~G(~x;µ) = ~F(~x)− (1− µ)~F(~x0) (3.22)
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with~x0 the vector corresponding to the state given by

u(φ ,θ ,z) = vB(φ ,θmax−θ ,z) (3.23a)

v(φ ,θ ,z) =−vB(φ ,θmax−θ ,z) (3.23b)

η(φ ,θ ) = ηB(φ ,θmax−θ ) (3.23c)

with uB, vB andηB the horizontal velocities and sea-surface height of the solution correspond-
ing to pointB in Figure 3.4 (θmax is the northern boundary of the basin). We then consider
non–linear systems of the form

~G(~x;µ) = 0. (3.24)

If µ = 1 then~G(~x;µ) ≡ ~F(~x) and solutions of (3.24) correspond to steady states of MOM4,
while for µ = 0 we already have a solution of (3.24) which is given by~x0 (note that~F(~x0) 6=
0)). Using natural parameter continuation inµ , starting fromµ = 0 and increasingµ in steps
∆µ = 0.1 to µ = 1 we find the jet-up solution corresponding to pointC in Figure 3.4. The
spatial pattern of the barotropic streamfunction of this solution is shown in Figure 3.5(c).

Starting from the jet-up solution at point C, we increase thehorizontal friction coef-
ficient C again. Because we now expect to find a saddle-node bifurcation (as part of the
imperfect pitchfork), we use pseudo-arclength continuation [Keller, 1977] instead of natu-
ral parameter continuation. In Figure 3.4, we see that indeed a saddle-node bifurcation is
found forλ = AH/A0

H ≈ 0.87; forλ < 0.87 three steady states exist, while forλ > 0.87 there
is only one steady state. Following the branch further inλ , we end up in pointD in Fig-
ure 3.4 which corresponds to an almost anti-symmetric solution of which the pattern of the
barotropic streamfunction is plotted in Figure 3.5(d). Note that the intersection of the curves
A-B andC-D does not correspond to a bifurcation point, but only means that the maximum of
the barotropic streamfunction is equal for two otherwise very different solutions along these
two curves. We performed a short time integration from pointD in Figure 3.4 to verify that
the steady state is unstable, which is indeed the case. Theseunstable steady states cannot be
found by MOM4 in using its original time-stepping method only.

The computation of this bifurcation diagram adequately demonstrates the ability to per-
form bifurcation analysis on MOM4 using the JFNK method.

3.4.3 Baroclinic Spin-up

We now consider a domain consisting of a spherical section with a latitudinal range of 10◦N=
θmin ≤ θ ≤ θmax= 74◦N and a longitudinal range of 64◦ at a resolution of 4◦×4◦, 2◦×2◦

and 1◦×1◦. The depth of the basin is constant 5500m and we use 16 layers whose thickness
varies in the vertical, ranging from 900m at depth to 25m at the surface.

An idealized wind stress of the form (3.20) withα = 1 (τ0 = 0.1Pa) is prescribed at the
surface. Surface temperature and surface salinity are restored to

T = ∆T cos

(

π
θ −θmin

θmax−θmin

)

(3.25a)

S= ∆Scos

(

π
θ −θmin

θmax−θmin

)

(3.25b)
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Figure 3.4: Maximum of the barotropic streamfunction as a function ofλ = AH/A0
H , with A0

H =
400m2 s−1. The solution for the barotropic streamfunction at the points A, B, C and D are shown in
Figure 3.5(a), (b), (c) and (d), respectively.

with ∆T = 20◦C and∆S= 1psu. For the vertical friction we takeAV = 10−3m2s−1 while
the horizontal friction coefficient is given byAH = 2.5 · 105m2s−1, AH = 1.25· 105m2s−1

andAH = 6.25·104m2s−1 for a resolution of 4◦×4◦, 2◦×2◦ and 1◦×1◦, respectively. In
MOM4, we first compute a steady state using a 1500yr time-stepping simulation for each
of the three resolutions. The density field of this steady state (with respect to a constant
reference density) is shown in Figure 3.6(a) for a resolution of 1◦×1◦. A stably stratified
solution is obtained with a pycnocline at a depth of 1000m anda very weak stratification
north of 65◦N. Similar results are found for a resolution of 2◦× 2◦ and 4◦× 4◦. In any
subsequent computation below, the density field is prescribed to the one found by the 1500yr
time-stepping simulation.

For each of the three horizontal resolutions we now perform atime-stepping run, from
no-flow initial conditions given by~u = 0 andη = 0 with time steps∆t = 86400s,∆t =
43200s and∆t = 21600s, respectively. Because the density field is prescribed, an equilibrium
solution is reached after an integration period of only 10yr. The meridional overturning
streamfunction (ψM) corresponding to this equilibrium solution is given in Figure 3.6(b) for
a resolution of 1◦×1◦. With sinking only occurring north of 65◦N and a strength of 22Sv
this overturning streamfunction is very similar to those obtained in low-resolution ocean-only
models, such as THCM [de Niet et al., 2007].

We now apply the JFNK method, starting from a no-flow initial condition and setting the
wind forcing to full strength immediately. Using a stoppingcriterion ofεN = 10−12 for the
Newton-Raphson method, and stopping criteria for GMRES andFGMRES the same as in
Section 3.4.1, the JFNK method converged for all three resolutions.
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(a) (b)

(c) (d)

Figure 3.5: Barotropic streamfunction of the solutions correspondingto the points labeled A, B, C
and D in Figure 3.4, respectively; contour levels are in Sverdrup.

(a) (b)

Figure 3.6: (a) Zonally averaged density distribution (deviation froma constant reference density) as
computed by the simulation under restoring conditions withMOM4 at a 1◦×1◦ horizontal resolution.
(b) Meridional overturning streamfunction of the equilibrium solution.
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In Table 3.2 the convergence history of the JFNK method for all three resolutions is
shown. We do not see quadratic convergence of Newton’s method because we use an inexact
Newton method. Hence we do not solve the systemJδ~x =~b exactly, but instead we find aδ~x
such that it satisfies||Jδ~x−~b|| < 10−3||~b||. In particular for the last iterations at the highest
resolution it can be seen that the norm of the residual drops with a factor of approximately
10−3 during each Newton iteration.

Resolution 16×16 32×32 64×64
(N = 7456) (N = 31776) (N = 131104)

Newton iteration ||~F(~x)||/N #its ||~F(~x)||/N #its ||~F(~x)||/N #its

1 2.6 ·10−2 1 2.6 ·10−2 1 2.3 ·10−2 1
2 3.7 ·10−2 26 3.3 ·10−2 26 2.8 ·10−2 26
3 3.7 ·10−6 3 2.7 ·10−5 3 7.9 ·10−5 5
4 3.6 ·10−9 2 1.3 ·10−8 4 2.1 ·10−7 10
5 2.8 ·10−13 3 1.7 ·10−12 4 1.1 ·10−10 10
6 – – 4.2 ·10−14 4 8.1 ·10−14 12

Table 3.2: The convergence history of the JFNK method for several resolutions. For each Newton
iteration we give the norm of the residual (||~F(~x)||/N) at the end of that iteration and the number of
GMRES iterations used in solving the linear system corresponding to this Newton step.

At all resolutions we need 144 matrix–vector products to evaluateJ using Coleman’s
method. As can be seen from Table 3.2 the number of matrix–vector products used for the
GMRES iterations is much smaller and hence it is expected that constructing the precondi-
tioner is one of the most costly parts of the algorithm. In Table 3.3 the relative cost for several
parts of the algorithm are given as a percentage of the total CPU time. Clearly constructing
the preconditioner takes most of the time, and indeed in particular the computation ofJ takes
a lot of time. The amount of time spent in applying the preconditioner increases for higher
resolutions, which is consistent with the increasing number of GMRES iterations for higher
resolutions.

Resolution 16×16 32×32 64×64
(N = 7456) (N = 31776) (N = 131104)

Computation ofJ (Coleman’s method) 48% 47% 37%
Computation ofÃ−1 12% 12% 12%
MRILU decomposition ofS̃. 0% 0% 1%
Application of preconditioner 9% 13% 28%
Other 31% 28% 22%

Table 3.3: CPU time spent in computing the matrixJ, using Coleman’s method, computation of the
sparse approximate inverseÃ−1, computing the MRILU decomposition and application of the precon-
ditioner.

In Figure 3.7 the maximum value of the difference between themeridional overturning
streamfunction as computed by the JFNK method and the time-stepping method is plotted as
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Figure 3.7: Maximum difference in the meridional overturning streamfunction (ψM) between the
solution obtained by the JFNK method and the one obtained by the time stepper. On the horizontal axis
the scaled CPU time,γ , consumed by the time stepper is given. A value ofγ = 1 corresponds to the
amount of CPU time used by the JFNK method at the same resolution.

a function of the scaled CPU time,γ, consumed by the time-stepper. The scaled CPU time
is obtained by dividing the actual CPU time of the time-stepping method by the total amount
of CPU time to find an equilibrium solution using the JFNK method. Hence the scaling
factor is different for the three resolutions and always such that atγ = 1 the CPU time of
the time-stepper is equal to that of the JFNK method. From Figure 3.7 we conclude that the
time-stepper and JFNK method approach the same steady state.

We now consider the speed–up obtained by using the JFNK method. Suppose that we
want to calculate the meridional overturning streamfunction at an accuracy of 10−3Sv and at
a resolution of 4◦×4◦. The difference betweenψM corresponding to the equilibrium solution
found by the JFNK method andψM found by the time-stepper is a good approximation of the
accuracy that the time-stepping method has reached. We find that the time-stepping method
reaches the desired accuracy forγ ≈ 7.5 and therefore the JFNK method was approximately
7.5 times faster in finding the equilibrium solution (at a much higher accuracy). Hence, the
scaled CPU time,γ, can be interpreted as the speed–up of the JFNK method compared to
the time-stepping method. If a very high accuracy is desiredthen the JFNK method is up
to 10 times faster while for low accuracies the time-stepping method is competitive with the
JFNK method. At a resolution of 4◦×4◦ the maximum error in the meridional overturning
streamfunction after an amount of CPU time equal to the totalCPU time consumed by the
JFNK method (i.e. atγ = 1) is still a very large value of 6.4Sv while for resolutions of
2◦× 2◦ and 1◦× 1◦ this error has relatively small values of 3.6 · 10−1Sv and 2.6 · 10−1Sv,
respectively.
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3.5 Summary and Discussion

We have shown that efficient steady-state computation of MOM4 is possible for a restricted
set-up where the density field is prescribed. For the barotropic double-gyre flow in a small
basin we presented, for the first time for MOM4, bifurcation diagrams where steady states are
determined versus the horizontal friction coefficientAH . Pseudo-arclength as well as residual
continuation methods could be used to compute a regime of multiple steady states with a jet-
up and jet-down solution, which exists when the horizontal friction is small enough. Also an
unstable steady state was obtained, which is impossible to do with MOM4 with the original
time-stepping method.

We also compared the JFNK method with the timestepping method for a baroclinic spin-
up where the density field was prescribed but not uniform. Here we found that the JFNK
method is considerably faster if a highly accurate solutionis required. If a less accurate
solution is satisfactory then the two methods are approximately equally fast.

The computation of the steady states was possible by successful application of the JFNK
method. One crucial step is the efficient computation of the residual function~F of MOM4 as
presented in Section 3.3.1. Another approach would be to approximate the residual as follows

~F(~x)≈
~Q(~x,∆t)−~x

∆t
(3.26)

with ~Q(~x,∆t) the result of one baroclinic time step. This approach has themain advantage
that it uses the time-stepping routine immediately, but there are also disadvantages. The
dependencies of the Jacobian matrix become much more complicated, not only due to the
barotropic time stepping, but also because updated temperatures are used in the calculation of
the new horizontal velocity field. Implementation of the finite difference formulation (3.26)
is not that much easier than calculating the residual directly, since one still has to determine
what fields are required at the beginning of a time step and therelation with the state variables.
We have therefore not pursued this approach further.

Another crucial step in the application of the JFNK method isthe construction of the
preconditioner to solve the linear systems which arise through the application of the Newton-
Raphson iteration. Here, we made efficient use of Coleman’s algorithm to compute an ap-
proximation of the Jacobian matrix and a variant of the Murphy et al. [1999] preconditioner.
Combined with FGMRES, this method converges fast for a rangeof parameters and ocean-
model resolutions.

In all spin-up (barotropic and baroclinic) cases considered, the JFNK method gave a
considerable speedup compared to the time stepping to steady state. Here we must note
that we only solved the momentum equations and sea-surface height equations, and hence
the spin-up time-scale is on the order of several years.

In summary, we think that with our approach we finally will be able to efficiently compute
steady states of MOM4. This will open the door for detailed studies of parameter sensitivity
of ocean models and will lead to less computational effort tocompute spin-up equilibria with
these models.
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CHAPTER 4

Robustness of the Atlantic-Pacific Flow Reversal in the
Early Miocene∗

Abstract

In this chapter we consider a paleo configuration of MOM4 for the Oligocene
(34–23 million years ago) and Miocene (23–5 million years ago) epochs. In both
epochs continental geometry was completely different frompresent day geom-
etry and hence the resulting ocean flows were completely different as well. In
particular, during both epochs Panama Strait was not yet closed, providing a
direct connection between the Atlantic and Pacific. During the Oligocene the
net transport was westward, from the Atlantic into the Pacific, whereas in the
Miocene the sign of this transport likely reversed to a net eastward transport into
the Atlantic. In this chapter we use the methodology developed in Chapter 3
to efficiently investigate the robustness of this flow reversal by means of a sen-
sitivity analysis with respect to bottom topography, continental geometry and
forcing strength. We find that the methodology of Chapter 3 tocompute equilib-
rium solutions is considerably faster than using traditional spin-up simulations.
Furthermore, the flow reversal is indeed a robust feature in the MOM4 ocean
model.

4.1 Introduction

Paleo climate modelling is an important branch of climate science. Not only does it improve
our understanding of the climate system in the distant past,it can also provide additional val-

∗This chapter is based on E. Bernsen and H. A. Dijkstra. Robustness of the Atlantic-Pacific flow reversal in the
early Miocene.Climate of the Past Discussions, 6:2483–2516, 2010. .
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idation of present-day climate models. Climate models are usually validated using measure-
ments from the instrumental period, providing a validationonly for the present-day regime of
climate. Paleoclimatology can provide additional validation for regimes completely different
from the present by comparing model results with proxy data.

Due to tectonic plate movements the geometry in paleo epochswas completely different
from present-day geometry, resulting in completely different flow patterns. In particular the
opening and closing of gateways had a big impact on ocean flows. In this chapter we consider
the Miocene (23–5 million years ago) and the Oligocene (34–23 million years ago), since sev-
eral interesting changes in the global ocean circulation occurred during these periods[Omta
and Dijkstra, 2003].

First of all, from the early Oligocene towards the Miocene the Antarctic Circumpolar
Current (ACC) increased in strength. In the early Oligocenethe Tasmanian Gateway and
Drake Passage were only very narrow, preventing a strong ACCfrom developing. Due to
tectonic plate movements, South America and Australia moved northward, widening these
two gateways [Barker and Burrell, 1977; Exon et al., 2001] and allowing a stronger ACC to
develop.

Secondly, another dramatic change in ocean flow due to tectonic plate movement took
place in the Thetys Seaway. In the Oligocene, this seaway provided a direct connection be-
tween the North Atlantic and the Indian Ocean. Since at that time Panama Strait was also
open, a circumequatorial current was possible. This was a westerly [Hallam, 1969] current
passing from the Indian ocean through the Thetys Seaway to the Atlantic Ocean and then
through Panama Strait and the Pacific back to the Indian Ocean. During the transition from
Oligocene to Miocene the Thetys Seaway first shallowed and finally was closed off com-
pletely[Ricou, 1987; Dercourt et al., 2000], preventing the existence of a circumequatorial
current.

A third likely change was the reversal of the direction of theflow through Panama Strait.
During the Oligocene the circumequatorial current was directed westward, providing a trans-
port from the Atlantic into the Pacific through Panama Strait. Approximately at the same
time as the closing of the Thetys Seaway, the direction of this transport likely reversed. Ge-
ological evidence to support this reversal is found by studying the disappearance of corals in
the Caribbean Sea [Nesbitt and Young, 1997; Budd et al., 1994; Edinger and Risk, 1995]. It
appears that many corals in the Caribbean Sea, especially the ones not resistant to cold wa-
ters, suddenly disappeared in the early Miocene. Since a flowreversal in Panama Strait would
allow cold water from the Pacific to enter the Caribbean, thisprovides a likely explanation
for the disappearance of these corals.

In Omta and Dijkstra [2003], a physical mechanism that provides a link between these
three changes is proposed. They combined the linear island rule [Godfrey, 1989] with the
continuity equation to arrive at an expression for the transport through Panama Strait that
linearly depends on the transport through the Thetys Seawayand Drake Passage. According
to their relation an increase in eastward transport throughPanama Strait can be explained by
an increase in westward transport through Drake Passage or an increase in eastward transport
through the Thetys Seaway. Hence the widening of Drake Passage and the corresponding
increase in the strength of the ACC and the closing of the Thetys Seaway both have the effect
to increase the eastward transport through Panama Strait, eventually leading to a reversal
of the sign of this transport. The simple island rule could explain results (also in Omta and
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Dijkstra [2003]) of the ocean flow changes under varying continental geometry in an idealized
barotropic shallow-water model with a flat bottom.

In von der Heydt and Dijkstra [2005], the mechanism of Omta and Dijkstra [2003] is
confirmed in the much more realistic setting of a fully coupled climate model, an earlier ver-
sion of the CCSM (version 1.4). They performed simulations for both the Oligocene and
Miocene and found that the linear relation that predicts thetransport through Panama Strait
given transports through Drake Passage and the Thetys Seaway, as proposed in Omta and
Dijkstra [2003], is still satisfied quite well. The predicted transport through Panama Strait is
9% larger and 20% smaller than the actual transport for the Oligocene and Miocene simula-
tions, respectively. Because of this good agreement, they conclude that the flow reversal is
mainly caused by the wind-driven ocean circulation, which in turn strongly depends on the
continental configuration.

Our main goals in this chapter are twofold. First of all it should be seen as a demon-
stration that the methods of Chapter 3 can be effectively applied to realistic ocean model
configurations, in particular realistic geometries. Sincethe flow reversal is probably mainly
an effect of the wind-driven circulation, the restriction of the methodology in Chapter 3 to use
a prescribed temperature and salinity field is adequate. Using the JFNK method developed in
Chapter 3, we investigate the robustness of the flow reversaland underlying physical mech-
anism, using a sensitivity analysis for several physical processes, in particular the effects of
changes in the idealized bottom topography.

In Section 4.2 we present the reference configurations for the Miocene and Oligocene
that we used. Next, in Section 4.3 we compute and discuss the equilibrium solutions for both
epochs and a comparison between Jacobian-Free Newton-Krylov (JFNK) and timestepping
methods is made. The equilibrium solutions found in this section are the starting point for the
sensitivity analysis in Section 4.4. There we investigate the sensitivity of the transport through
Panama Strait with respect to changes in several physical parameters, bottom topography and
continental geometry. Finally, in Section 4.5 the results are summarized and discussed.

4.2 Model Configuration

We use the Modular Ocean Model Version 4 (MOM4) since we developed the JFNK method-
ology for this model in the previous chapter. Temperature and salinity are not treated as
dynamic variables, but have a prescribed fixed value. This results in a density field and the
resulting baroclinic pressure gradients (i.e. pressure gradients due to density differences)
acts as a forcing on the momentum equations. Note that this isa significant simplification
compared the full CCSM model used in von der Heydt and Dijkstra [2005]. However, they
already noted that the flow reversal, that we are mainly interested in this chapter, is mainly
caused by the wind-driven circulation. Compared to the shallow water model used in Omta
and Dijkstra [2003] MOM4 adds vertical structure to the flow.

Our starting point is the spin-up simulations using the CCSMversion 1.4 climate model
for a Miocene and Oligocene configuration performed in von der Heydt and Dijkstra [2005].
The geometries for these simulations are based on reconstructions from the Ocean Drilling
Stratigraphic Network (ODSN). The grid that was used in von der Heydt and Dijkstra [2005]
has a longitudinal resolution of 3.6◦ while the latitudinal resolution ranges from 0.9◦ at the
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equator to 1.8◦ at higher latitudes. Here we use the same horizontal resolution, except that
we use a tripolar grid [Murray, 1996] to avoid a singularity at the North pole. Above 60◦N
the grid is deformed such that two poles are located at the Eurasian and North American
continents. Since bottom topography is highly unknown for the Miocene and Oligocene
epochs, a flat bottom topography was prescribed in von der Heydt and Dijkstra [2005]. The
geometries that we use for our reference configurations alsouse a flat bottom with a depth
of D0 = 5000m. In the vertical we use 14 layers, ranging from a thickness of 25m near the
surface towards 950m for the deep ocean.

In von der Heydt and Dijkstra [2005] a complicated procedurewas applied to obtain the
equilibrium solutions for the Miocene and Oligocene configurations. The spin-up proce-
dure that was followed includes several coupled and uncoupled runs and ends with a final
fully coupled integration for 200 years. The wind-stress, temperature and salinity fields that
we prescribe are taken as the average over the last 20 years ofthis final integration. In Fig-
ure 4.1 we plot the resulting wind-stress field~τ0 = (τ0,φ ,τ0,θ ), with τ0,φ andτ0,θ the zonal and
meridional components of the wind-stress field, respectively. The wind-stress field is gener-
ally largest on the east coast of continents with maximum values of approximately 0.58Pa
for the Oligocene and 0.66Pa for the Miocene. For both epochs the spatially averagedwind-
stress strength is approximately 0.07Pa. The basic pattern of wind-stress field is similar for
both epochs and qualitatively not that different from the present-day wind-stress field. At low
latitudes there are easterly trade winds and at mid-latitudes we have westerly winds.

In Figure 4.2 the sea surface temperature (SST) is plotted. Globally averaged SST is for
both configurations approximately 21◦C, ranging from 33◦C in the tropics to−2◦C near
Antarctica and in the Arctic seas. In both configurations theSST in the Pacific is highest in
the western Pacific and on average slightly higher in the Pacific than in the Atlantic. How-
ever, when considering the depth-averaged temperature field (not shown here) the Atlantic is
clearly warmer than the Pacific.

In Figure 4.3 the sea surface salinity (SSS) is plotted. Likein the present day situation,
salinity in the Atlantic is much higher than in the Pacific. Inthe Miocene the Thetys Sea is
closed off resulting in a higher salinity in the Mediterranean, since supply of fresh water from
the Indian Ocean is no longer available. In the Atlantic, however, the salinity is in general
higher in the Oligocene than in the Miocene.

The temperature and salinity field are used to compute a density field. The baroclinic
pressure gradient resulting from this density field acts then as a forcing on the momentum
equations. To compute the density field a linear equation of state was used

ρ = ρ0−α0(T−T0)+ β0(S−S0) (4.1)

with α0 = 10−1kgm−3K−1 the thermal expansion coefficient,β0 = 7.6 ·10−1kgm−3psu−1

the saline contraction coefficient andρ0 = 1035kgm−3, T0 = 12.5◦C,S0 = 35psu a reference
temperature and salinity, respectively.

Horizontal friction is parametrized with a Laplacian operator with a constant eddy-viscosity
coefficient ofAH = 2.5 ·105m2s−1 and in the vertical direction a constant eddy-viscosity of
AV = 10−3m2s−1. In von der Heydt and Dijkstra [2005] also Laplacian friction was used,
with a somewhat lower eddy-viscosity of 2·105m2s−1 whereas vertical viscosity was a pre-
scribed profile with a background value of 10−4m2s−1.
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(a)

(b)

Figure 4.1: The prescribed wind-stress field~τ0 in the Oligocene (a) and Miocene (b). The coloring
indicates the strength(τ2

0,φ + τ2
0,θ )1/2 of the wind stress in Pa. These fields are obtained as the time-

average over the last 20 years of the spin-up runs in von der Heydt and Dijkstra [2005].
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(a)

(b)

Figure 4.2: Sea surface temperature (◦C) of the prescribed temperature field in the Oligocene config-
uration (a) and Miocene configuration (b). These fields are obtained as the time-average over the last
20 years of the spin-up runs in von der Heydt and Dijkstra [2005].
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(a)

(b)

Figure 4.3: Sea surface salinity (psu) of the prescribed salinity field in the Oligocene configuration
(a) and Miocene configuration (b). These fields are obtained as the time-average over the last 20 years
of the spin-up runs in von der Heydt and Dijkstra [2005].
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Newton iteration Number of FGMRES iterations Norm of residual

1 8 2.81·10−3

2 79 1.18·10−3

3 12 7.42·10−5

4 25 1.13·10−6

5 44 1.22·10−8

6 46 1.08·10−10

7 46 9.98·10−13

Table 4.1: Convergence history for the JFNK method applied to the Oligocene configuration. The
norm of the residual is computed after the Newton step has been applied.

4.3 Spin-up

Using the methodology of Chapter 3 we can now use the Jacobian-Free Newton-Krylov
(JFNK) method to obtain equilibrium solutions for the Miocene and Oligocene configura-
tions. The set-up of the JFNK method that we used is almost thesame as the configuration
in Section 3.4.3. The only difference is in the (outer) FGMRES method that is used to solve
the linear systems (3.14) arising from Newton’s method. TheFGMRES iteration is stopped
when a solutionδx is found, that satisfies

||Jδx−b||2 < εFGMRES||b||2. (4.2)

In Chapter 3 we used a value ofεFGMRES= 10−3, but here we use a larger valueεFGMRES=
10−2. Further, the maximum number of FGMRES iterations is increased to 100 (instead of 50
in Chapter 3). Using these settings the JFNK method converges and in Table 4.1 the conver-
gence properties are shown. Starting from the fourth Newtonstep the residual improves with
a factor of 10−2, in agreement with the stopping criterion used for the FGMRES iteration.
Further we note that the total number of Newton iterations and the number of FGMRES itera-
tions per Newton step is significantly higher than for the idealized examples in Section 3.4.3.
The increase in the number of Newton iterations can be explained by the fact that here a less
stringent stopping criterion for FGMRES was used. The number of unknowns for the linear
systems in this chapter is with a value ofN ≈ 210,000 much larger than that for the highest
resolution tested in Section 3.4.3 (N≈ 130,000). Also in this chapter a complicated geome-
try is used rather than an idealized setup. This possibly explains the increase of the number
of FGMRES iterations per Newton step.

To verify the correctness of the result of the JFNK method we first compare it with a
timestepping spin-up run. In this run we start from a state ofrest and zero surface-elevation,
and integrate forward in time using a baroclinic timestep of0.25 day and 100 barotropic
sub-steps per baroclinic step. In Figure 4.4 we plot the maximum difference between the
barotropic streamfunction obtained using the JFNK method and that obtained using timestep-
ping as a function of the length of the spin-up run. The difference approaches zero for both
configurations and hence the JFNK method finds the same equilibrium as the timestepper.
Note that the spin-up time-scale is relatively short in thisconfiguration. If temperature and
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Figure 4.4: The maximum difference in the barotropic streamfunction obtained using a timestepping
spin-up run and JFNK as a function of the length of the spin-uprun.

Oligocene Miocene

N 210618 208014
Timestepper 5949s 6088s

JFNK 1317s 1337s
speed–up 4.5 4.6

Table 4.2: The CPU time used for the JFNK method and a timestepping run of5 years.

salinity are dynamic variables then a spin-up run on the order of thousands of years would be
required, but here these variables are prescribed and a spin-up run of several years suffices.

In Table 4.2 we list the CPU time used by the JFNK method and thetime used by a
spin-up run of five year using the timestepper. The JFNK method achieves a speed–up of
approximately a factor of 4.5 in comparison with the five yearspin-up run for both model
configurations. Of course the accuracy of the timestepper depends on the length of the spin-
up run. A timestepping spin-up run of one year would take approximately as much time as
the JFNK method and in this case the error in the barotropic streamfunction is still of the
order of 0.1Sv. Hence, to obtain accurate solutions the JFNK method is significantly faster
than the timestepping run.

We now consider the equilibrium solution that was found using the JFNK method. The
barotropic streamfunction is shown in Figure 4.5 for both the Miocene and Oligocene and the
results are qualitatively similar to Figure 7 in von der Heydt and Dijkstra [2005]. In the south
we clearly see the presence of the Antarctic Circumpolar Current (ACC) in the Miocene and
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Oligocene. In the Oligocene the ACC has a strength of approximately 80Sv whereas in the
Miocene this has increased to approximately 120Sv. Due to the flat bottom topography the
ACC strength is likely overestimated, but still the value 120Sv in the Miocene is slightly
lower than the present day value of approximately 125Sv. In all basins we see mid-latitude
gyres. Western boundary currents are formed by the polewardflowing parts of the subtropical
gyres. The gyre just above the equator in the Pacific basin increases in strength during the
transition from Oligocene to Miocene. Just below the equator a gyre extends from the Indian
basin into the Pacific basin due to the absence of the Indonesian throughflow.

In Figure 4.6 the surface elevation for the Miocene and Oligocene equilibrium solutions
is plotted. The sea level drop near the coast of Antarctica iscaused by the ACC and the
signature of the gyres in the ocean basins is clearly presentin the surface elevation. The
closing of the Thetys Seaway in the Miocene causes a drop in relative sea-level in the eastern
part of the newly formed Mediterranean sea.

4.4 Flow Reversal

In Section 4.1 it was already mentioned that in earlier studies the net flow in Panama Strait
changed from a westward direction to an eastward direction during the transition from Oligocene
to Miocene. In Section 4.4.1 we show that this flow reversal also occurs for the reference so-
lutions computed in Section 4.3. In the same section we use the island rule to derive the
linear relation of Omta and Dijkstra [2003], that can be usedto predict the transport through
Panama Strait. Next, in Section 4.4.2, Section 4.4.3 and Section 4.4.4 we investigate the ro-
bustness of the flow reversal and the validity of the linear relation that predicts the transport,
with respect to changes in bottom topography, geometry and forcing, respectively.

4.4.1 A Simple Model for the Atlantic-Pacific Transport

In Omta and Dijkstra [2003] a linear relation was proposed topredict the transport through
Panama Strait from the transport in the Thetys Seaway and Drake Passage. To derive this re-
lation all transports through gateways connected to the North or South Atlantic are of impor-
tance. Therefore we define the transportsΦD, ΦP, ΦT , ΦSA andΦA as the transport through
Drake Passage, Panama Strait, Thetys Sea, the transport through the gateway between the tip
of South Africa and Antarctica and the transport from the North Atlantic polewards into the
Arctic seas, respectively (see Figure 4.7). All transportsare defined to have a positive sign
for a transport into the Atlantic.

In Table 4.3 all these transports are listed. In the Miocene the transportΦT vanishes be-
cause of the closing of the Thetys Seaway and in the Oligocenethe transportΦA is negligible
because the seaway from the North Atlantic into the Arctic regions is almost blocked. More
interesting is that the flow through Panama Strait is westwards for the Oligocene and then
turns eastwards in the Miocene, confirming that the reversalof the flow, as found in the stud-
ies of Omta and Dijkstra [2003] and von der Heydt and Dijkstra[2005], is also present in our
model configuration.

For the equilibrium solutions one would expect the total transportΦtot = ΦD + ΦSA+
ΦP +ΦT +ΦA to vanish. Indeed, in the last row of Table 4.3, the total transport is negligible
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(a)

(b)

Figure 4.5: The barotropic streamfunction (in Sverdrup) for the Oligocene (a) and Miocene (b).
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(a)

(b)

Figure 4.6: The sea surface elevation (in meters) for the Oligocene (a) and Miocene (b).
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compared to the other transports. The total transport does not vanish completely and this is
due to the smoothing that is applied to the surface height equation in MOM4. In Section 3.3.2
we already noted that this smoothing is applied to avoid a null-mode on the B-grid and the
equation for surface height becomes

∂η
∂ t

+ ∇ ·~U = ∇ · (KH∇η) (4.3)

with η the surface elevation,~U the depth-integrated horizontal velocity andKH the smoothing
coefficient. Using (4.3), Gauss’ Theorem and the fact that wereached an equilibrium solution
(∂η/∂ t = 0), we can write for the total transport

Φtot =

∮

∂A
~U ·dn̂ =−

∫

A
∇ ·~UdA =

∫

A

∂η
∂ t

dA−
∫

A
∇ · (KH∇η)dA =

∮

∂A
KH∇η ·dn̂ (4.4)

whereA is the region of the Atlantic basin,∂A is the boundary ofA and n̂ the unit vector
into the Atlantic basin. Hence, forKH 6= 0 we generally have thatΦtot 6= 0 and performing
additional Newton steps (or a longer spin-up run) will not result in smaller values of the total
transportΦtot. Furthermore, in Figure 4.4 we see that the error in the barotropic streamfunc-
tion after five years of time integration is of the same order as the error in the total transport,
indicating that further time integration does not add any accuracy in the transport.

We now briefly summarize the derivation of the linear relation of Omta and Dijkstra
[2003]. The continuity equation provides us with two constraints given by

ΦP + ΦT + ΦA = ΦS (4.5a)

ΦD + ΦSA+ ΦS = 0 (4.5b)

with ΦS the transport between the North and South Atlantic, a positive value meaning a
transport from the North Atlantic into the South Atlantic. In Omta and Dijkstra [2003] the
linear island rule [Godfrey, 1989] is approximated using the following expression

fDΦD + fSΦS+ fSAΦSA= ρ−1
0

∮

C
~τ0 ·dŝ (4.6)

with ρ0 a reference density,~τ0 the wind-stress andC the closed contour starting at the tip
of South Africa towards Antarctica, following the Antarctic coastline westward up to Drake
Passage, then northward across Drake Passage towards the southern tip of South America. It
then follows the western coastline of South America toward the northern tip of South Amer-
ica, crossing the Atlantic towards the west coast of Africa and finally following this coastline
southward to its starting point in South Africa (see Figure 4.7). Further, the vector ˆs is the
unit vector directed tangent to the contourC and fD, fSA and fS are representative values
of the Coriolis parameter corresponding to the location of the transportsΦD, ΦSA andΦS,
respectively. Note that equation (4.6) is obtained from vertically integrating the momentum
equations followed by a contour integral overC. In deriving (4.6), friction, inertial and bot-
tom topography terms are neglected.

From the equations (4.5) and (4.6) we can eliminate the variablesΦSA andΦS to arrive at
the linear equation

ΦP =−ΦT −ΦA+ δΦD + δτ (4.7)
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Figure 4.7: Sketch of Atlantic Basin in the Oligocene Geometry. The thick line is the contourC over
which the momentum equations are integrated to derive (4.6). The arrows denote the direction and
location of the transportsΦS, ΦP, ΦD, ΦA, ΦT andΦSA.
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Transport Oligocene Miocene

ΦP −7.31Sv 14.73Sv
ΦD 79.21Sv 120.00Sv
ΦSA −85.72Sv −134.46Sv
ΦT 13.82Sv 2.46·10−4Sv
ΦA 5.64·10−4Sv −0.22Sv
Φtot −9.66·10−4Sv 2.01·10−3Sv

Table 4.3: Volume transports (in Sverdrups) through Drake Passage (ΦD), Panama Strait (ΦP), the
transport through a section from the tip of South Africa to Antarctica (ΦSA), Thetys Seaway (ΦT ) and
through the boundary of the North Atlantic and the arctic seas. Transports are given for the Miocene
and Oligocene and a positive value indicates a transport into the Atlantic basin.

with

δ =
fSA− fD
fS− fSA

(4.8)

and

δτ = ρ−1
0

∮

C~τ0 ·dŝ
fSA− fS

. (4.9)

Note that the only difference with the relation found in Omtaand Dijkstra [2003] is the
presence of the transportΦA and this is due to the fact that they didn’t use a geometry where
a connection between the North Atlantic to the Pacific through the Arctic is present, whereas
in our configuration we do. In Table 4.3 we see that for our equilibrium solutions the transport
ΦA is relatively small.

4.4.2 Bottom Topography

As mentioned in Section 4.1, the closing of the Thetys Seawayis one of the reasons for the
flow reversal to occur. We now model this closing, by putting aridge in the Thetys Seaway
in the Oligocene geometry. We then compute equilibrium solutions for several values of the
height of the ridge.

The ridges are modelled using the following adjustment in bottom topography

D(φ ,θ ) = D0−max(0,H− γd(φ ,θ )) (4.10)

with D(φ ,θ ) the depth of the ocean,D0 = 5000m the reference depth,H the maximum
height of the ridge,γ = 4 · 10−3 the slope of the ridge andd(φ ,θ ) the spherical distance
from the point (φ ,θ ) to the section over which the transportΦT is calculated. This section
is defined by the shortest path over the sphere between two points A andB with spherical
coordinates(φA,θA) and(φB,θB), respectively (see Table 4.4). For further details regarding
the formulation ofd(φ ,θ ) and the shape of the ridge we refer to Appendix 4.A.

We now create ten bottom topographies with ridges varying inheight fromH = 0 to
H = 4500m. In Figure 4.8 the bottom topography for the highest ridge withH = 4500m is
shown. To compute the equilibrium solutions correspondingto the bathymetries we would
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Section φA θA φB θB

ΦT 40◦E 25◦N 50◦E 30◦N
ΦD 60◦W 89◦S 60◦W 50◦S

Table 4.4: Spherical coordinates of the pointsA andB that define the sections over which the transports
through the Thetys Sea (ΦT ) and Drake Passage (ΦD) are calculated in the Oligocene geometry.

Figure 4.8: The bathymetry for the Oligocene configuration with a ridge of maximum heightH =
4500m in the Thetys Seaway.

ideally like to use a continuation method like in Chapter 3. However, when the height of the
ridge is increased the number of grid points in the vertical direction reduces, affecting the
size of the state vector. This makes applying a continuationmethod difficult. Therefore, for
each value ofH we apply a new spin-up using JFNK as described in Section 4.3.

In Figure 4.9(a) the transportsΦP, ΦD, ΦSA, ΦT and ΦA are plotted as a function of
the heightH of the ridge. The transportsΦD, ΦSA and ΦA change only very little, none
of them changing more than 0.01Sv. The transports through Panama Strait and the Thetys
Seaway show larger changes and this is shown more detailed inFigure 4.9(b). As the ridge
becomes higher the westward transportΦT and−ΦP through the Thetys Seaway and Panama
Strait both reduce and forH > 3500m the flow in Panama Strait reverses from a westward to
eastward direction. Although a complete closing of the Thetys Seaway in the early Miocene
is unlikely [Dercourt et al., 2000], this does not prevent the flow reversal in Panama Strait
from occurring.

In Figure 4.10 we plot the difference in barotropic streamfunction∆ΨB = ΨB−ΨB,0 with
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Figure 4.9: In (a) the transportsΦP, ΦA, ΦT , ΦSA andΦD in Sverdrup as a function of the heightH
of a ridge in the Thetys Seaway. In (b) a more detailed view forthe transportsΦP, ΦT andΦA as a
function ofH.
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Figure 4.10: The difference∆ΨB in barotropic streamfunction between the reference configuration
for the Oligocene (flat bottom topography) and the configuration with the bottom topography depicted
in Figure 4.8.

ΨB,0 the streamfunction in the reference configuration. We clearly see that the main changes
in the global flow pattern occur in the circumequatorial current, consistent with the results in
Figure 4.9(a).

Since in our configurations only bottom topography is adjusted and wind-stress remains
constant, it follows from (4.7) that the change in the transport through Panama Strait is ap-
proximated by

∆ΦP =−∆ΦT −∆ΦA + δ∆ΦD. (4.11)

Here∆ΦP = ΦP−ΦP,0, ∆ΦT = ΦT −ΦT,0, ∆ΦA = ΦA−ΦA,0 and∆ΦD = ΦD−ΦD,0 with
ΦP,0, ΦT,0, ΦA,0 andΦD,0 the transports for the reference configuration with a flat bottom.
For the representative values of the Coriolis parameterfD, fSA, fS in (4.8) we use the average
value of the Coriolis Parameter over the part of the closed contourC corresponding to the
transportsΦD, ΦSA andΦS, respectively. This results in a value ofδ = 9.55·10−2.

In Figure 4.11 we then compare the actual change in transportthrough Panama Strait
to the prediction according to (4.11). Note that the lines for actual and predicted transport
overlap and the maximum error in the prediction is as little as 3.3 ·10−3Sv. Because of the
very small changes inΦD the actual value ofδ is not very important in this case, as long as
δ is not chosen unrealistically large.

In Section 4.1 it was mentioned that not only the closing of the Thetys Seaway is respon-
sible for the flow reversal in Panama Strait, but also the strengthening of the ACC due to the
widening of Drake Passage. We now perform experiments wherea ridge is placed in Drake
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Figure 4.11: The actual and predicted change∆ΦP in transport through Panama Strait computed
using (4.11) as a function of the heightH of a ridge in the Thetys Seaway. Note that the lines for actual
transport and predicted transport overlap and are indistinguishable.

Passage instead of the Thetys Seaway. We can then expect the transportΦD to change dra-
matically and hence the value ofδ becomes very relevant. Using formula (4.10) withd(φ ,θ )
now the spherical distance from the point(φ ,θ ) to the section over which the transportΦD

is calculated (see Appendix 4.A for details), we construct ten bottom topographies for values
of H ranging fromH = 0m toH = 4500m. ForH = 4500m the bottom topography is shown
in Figure 4.12. Note that bottom topography is adjusted not only in Drake Passage itself, but
also along the boundary of the South American continent, up to approximately 30◦S. This
is due to the relatively low latitude of the pointB (see second row of Table 4.4), one of the
points that determines the section over which the transportΦD is calculated.

We determine the equilibrium solutions using the JFNK method as described in Sec-
tion 4.3 and in Figure 4.13(a) the transportsΦP, ΦD, ΦSA, ΦT and ΦA are plotted as a
function of the ridge heightH. Now, increasing the ridge has the effect that the ACC is
strongly reduced as indicated by the decrease inΦD and−ΦSA. A relatively low ridge of
H < 1000m has a relatively large impact, whereas the additionaldecrease in the ACC for
ridges 1000m< H < 3500m is relatively small. For a maximum ridge heightH = 4500m
the strength of the ACC is reduced with 55Sv to a value of approximately 24Sv. In Fig-
ure 4.13(b) we see that changes in transport through the Thetys Sea way and Panama Strait
are much smaller. For the maximum ridge height ofH = 4500m these changes are only
0.65Sv for the Thetys Seaway and 1.06Sv for Panama Strait.

In Figure 4.14 the difference in barotropic streamfunction∆ΨB with respect to the refer-
ence configuration of Section 4.2 is plotted. This shows thatindeed the main changes in the
flow occur in the region of the ACC, whereas other regions are relatively unaffected.
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Figure 4.12: The bathymetry for the Oligocene configuration with a ridge of maximum heightH =
4500m in Drake Passage.

In Figure 4.15 we plot the actual change in transport throughPanama Strait∆ΦP and the
predicted transport change according to (4.11). With a maximum prediction error of 3.55Sv,
here the correspondence between prediction and actual value is not nearly as good as in the
case with a ridge in the Thetys Seaway, that we have seen earlier. Apparently neglecting
inertial, friction and bottom topography, required for deriving (4.11), is not allowed in this
situation. When comparing Figure 4.13(a) and Figure 4.15 weclearly see that the behavior
of the transportΦD is reflected in the transport change∆ΦP according to (4.11). For ridge
heights 1000m< H < 3500m,ΦD and∆ΦD both remain relatively constant. Using different
representative values offD, fSA and fS can certainly improve the results of the island rule.
However, from the shapes of actual and predicted transport change∆ΦP in Figure 4.15 we
can already see, that even for an optimal value ofδ the change in transport through Panama
Strait, according to (4.11), will not be very accurate.

Although the prediction itself is not very good, we observe that at least the sign of actual
and predicted transport change is the same. Both indicate that a decrease in ACC strength
results in an increase in the westward transport through Panama Strait.

4.4.3 Continental Geometry

In this section we consider changes in the continental geometry rather than bottom topogra-
phy. Omta and Dijkstra [2003] already made the interesting observation that the flow reversal
depends on the fact that the tip of South Africa lies at a lowerlatitude than Drake Passage.
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Figure 4.13: In (a) the transportsΦP, ΦA, ΦT , ΦSA andΦD in Sverdrup as a function of the heightH
of a ridge in Drake Passage. In (b) a more detailed view for thetransportsΦP, ΦT andΦA as a function
of H.
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Figure 4.14: The difference∆ΨB in barotropic streamfunction between the reference configuration
for the Oligocene (flat bottom topography) and the configuration with the bottom topography depicted
in Figure 4.12.
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Figure 4.15: The actual and predicted change in transport∆ΦP through Panama Strait computed using
(4.11) as a function of the heightH of a ridge in Drake Passage.
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Figure 4.16: The geometry for the Miocene configuration with the tip of South Africa extended
maximally southwards. Note that here we use a flat bottom topography.

Indeed, if South Africa would be at a higher latitude than Drake Passage, thenfD ≥ fSA and
henceδ < 0. In that case a strengthening of the ACC would increase the westward transport
in Panama Strait, possibly preventing the flow reversal fromoccurring.

To test this observation in Omta and Dijkstra [2003] we consider the Miocene geometry
and extend the tip of South Africa southward by adding land-cells between 16.2◦E < φ <
30.6◦E. In addition to the reference geometry we create ten new geometries with the tip
of South Africa extended southwards by 1–10 grid points. Each of these geometries has a
flat bottom topography, just like the reference configuration. For the geometry where South
Africa is extended southward maximally, the latitude of thetip of South Africa and Drake
Passage are equal and the bathymetry for this case is plottedin Figure 4.16.

For each geometry we perform a spin-up simulation using the JFNK method as described
in Section 4.3. Note that since only land cells are added and not ocean cells, interpolating
the prescribed temperature and salinity to the new geometries poses no problems at all. In
Figure 4.17(a) the transportsΦD, ΦSA, ΦA andΦP are plotted as a function ofθSA. When
South Africa is extended southwards, we see a decrease inΦD and−ΦSA, representing a
decrease in the strength of the ACC. WhenθSA approaches the latitude of Drake Passage the
decrease in ACC strength accelerates. More interestingly,asθSA decreases, we have that the
eastward flow through Panama Strait decreases and whenθSA= 58.0◦S andδ =−1.1·10−2

the flow in Panama Strait turns from eastward into westward (see Figure 4.17(b)). Hence, for
a geometry with this latitudeθSA the flow would remain westward during the Oligocene to
Miocene transition and no flow reversal would have occurred.
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Figure 4.17: In (a) the transportsΦP, ΦA, ΦSA andΦD in Sverdrup as a function of the latitude of the
tip of South AfricaθSA and in (b) a more detailed view for the transportsΦP andΦA as a function of
θSA.
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Figure 4.18: The difference∆ΨB in barotropic streamfunction between the reference configuration
and the configuration with the geometry of Figure 4.16

In Figure 4.18 we show the difference in barotropic streamfunction∆ΨB with respect to
the reference configuration for the Miocene. The largest changes in the flow occur in the
Southern Ocean between South America and Africa, but also clearly visible is the change
in the strength of the ACC, and a change in the strength of the equatorial current across the
Atlantic through Panama Strait.

To predict the change in∆ΦP we can no longer use (4.11) since geometry changes lead to
changes inδ andδτ as well. For the geometry in the reference configuration of the Miocene
a valueδτ,0 = 1.4Sv was computed in von der Heydt and Dijkstra [2005]. The value ofδτ in
other geometries is then given by

δτ =
fSA− fS

fSA,0− fS
δτ,0. (4.12)

For each geometry the value ofδ andδτ is computed and we then use (4.7) to predict the
transportΦP. In Figure 4.19 the actual and predicted change in transport∆ΦP = ΦP−ΦP,0,
with respect to the reference geometry, is plotted. Here we see that the predicted change
matches the actual change quite well again. We note that the predicted transport change is
mainly determined by changes inδ andΦD whereas the contribution of changes inδτ is no
more than 0.15Sv.
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Figure 4.19: The actual and predicted change in transport∆ΦP through Panama Strait as a function
of the latitude of the tip of South AfricaθSA.

4.4.4 Forcing

In this section we are interested whether or not the feature of flow reversal is robust with
respect to changes in the forcing. The most important forcing is probably the prescribed
wind stress~τ0. In Section 4.2 we noted that the gradients in the density field also act as a
forcing on the momentum equations. To examine the sensitivity with respect to these two
forcings we introduce the dimensionless continuation parametersλτ andλρ . The wind stress
field and density field are controlled byλτ andλρ using the relations

~τ = λτ~τ0 (4.13a)

α = λαα0 (4.13b)

β = λβ β0. (4.13c)

Hence values ofλρ = 1 andλτ = 1 correspond to the forcing of the reference configuration
whereasλρ = 0 andλτ = 0 correspond to no forcing at all. We compute equilibrium solutions
for several values ofλρ andλτ to see if the feature of flow reversal remains present.

Contrary to the configurations of Section 4.4.2 and Section 4.4.3, here the dimension
of the state vector is not affected by the value of the continuation parameter. Therefore
we can now use a more efficient continuation method. Given an equilibrium solution for a
certain value of the continuation parameter, we can use thisas an initial condition for the
JFNK method when computing equilibria for a slightly perturbed value of the continuation
parameter. This reduces the number of Newton steps that is needed to reach an equilibrium. In
the sensitivity experiments below we typically needed three or four Newton iterations to reach
an equilibrium whereas in the spin-ups in Section 4.3 seven iterations were needed in general.
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Figure 4.20: The change∆ΦP in transport through Panama Strait as a function ofλρ for the Oligocene
and Miocene configuration.

An additional advantage is that the same preconditioner canbe used for the computation of
more than one equilibrium solution. This is important, since in Section 3.4.3 we showed that
a significant amount of time was spent in the computation of the preconditioner.

To consider the effect of the forcing of the density field we started from the reference
solutions of Section 4.3 and decreasedλρ from a valueλρ = 1 toλρ = 0 in steps∆λ =−0.05.
It appears that the transportΦP shows hardly any sensitivity with respect toλρ . In Figure 4.20
the change∆ΦP in transport through Panama Strait is plotted as a function of λρ for both the
Miocene and Oligocene. The maximum change in transport∆ΦP is given by approximately
0.12Sv and 0.26Sv for the Oligocene and Miocene, respectively. Note thatthese changes
are so small that for all values ofλρ the transportΦP remains eastward in the Oligocene and
westward in the Miocene. In Figure 4.21 we plot the difference in barotropic streamfunction
with respect to the reference configuration forλρ = 0. Here we see that changes to the flow
are not only small in Panama Strait, but actually throughoutthe whole domain. The baroclinic
component in the barotropic streamfunctionΦB is apparently relatively small.

Next we consider the effect of the strength of the wind forcing. We used natural parameter
continuation inλτ to compute steady states in the range 0.75< λτ < 1.25 using a size of the
continuation step∆λτ = 0.025. In Figure 4.22(a) we plot the results for the Miocene and
Oligocene configurations. Note that for all values ofλτ we haveΦP > 0 for the Miocene
while ΦP < 0 for the Oligocene, indicating that the flow reversal in Panama Strait is robust
with respect to the strength of the wind stress.

Given the actual transportsΦT ,ΦD, ΦA and ΦP we can use (4.7) to approximate the
parameterδτ as follows

δτ = ΦT + ΦP + ΦA− δΦD. (4.14)
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Figure 4.21: Difference in barotropic streamfunction between reference configuration and configura-
tion without buoyancy forcing (λρ = 0) for Oligocene in (a) and for Miocene in (b).
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In Figure 4.22(b) we see that a linear relation exists between λτ and δτ as computed by
(4.14). The values ofδτ that we find for the reference configuration (λτ = 1) are given by
δτ = 3.30Sv andδτ = −1.05Sv for the Oligocene and Miocene, respectively. These values
differ significantly from the valuesδτ = 2.4Sv andδτ = 1.4Sv that where found in von der
Heydt and Dijkstra [2005]. We note that in von der Heydt and Dijkstra [2005]δτ is computed
directly using (4.9) and their results therefore depend on the exact definition of the closed
contourC. This may explain the difference between our valuesδτ and the ones found by
von der Heydt and Dijkstra [2005].

4.5 Summary and Discussion

We applied the methodology of Chapter 3 to investigate the wind-driven ocean circulation in
the Oligocene and Miocene epochs. Using the JFNK method we efficiently found the same
equilibrium solutions as with a timestepping spin-up run. Aspeed–up up to a factor 4.5 is
obtained, depending on the desired accuracy of the solution. The flow reversal in Panama
Strait during the transition from Oligocene to Miocene thatwas found in earlier studies is
also present in the reference configuration of Section 4.2 that was used.

We considered changes in the idealized bottom topography. Putting a ridge in the Thetys
Seaway in the Oligocene geometry causes the flow in Panama Strait to reverse, provided that
the ridge is high enough. A complete closing of the Thetys Seaway is not necessary for the
flow to reverse. The linear equation (4.11), based on the physical mechanism proposed in
Omta and Dijkstra [2003], predicts changes in transport through Panama Strait extremely
well.

By putting a ridge in Drake Passage the strength of the ACC is reduced. According to the
physical mechanism in Omta and Dijkstra [2003] this should lead to an increase in westward
transport in Panama Strait and this is indeed what we find in the model. The linear equation
(4.11) does not do a very good job at predicting the change in flow through Panama Strait.
This can be attributed to the fact that friction and inertialterms cannot be neglected in the
ACC region.

Further we considered changes in the continental geometry of Africa. In Omta and Di-
jkstra [2003] the observation was made that the more southern location of Drake Passage,
compared to South Africa, is essential for the flow reversal to occur. Indeed we found that
extending the geometry of South Africa to the latitudes of Drake Passage prevented the flow
reversal in Panama Strait from occurring. The linear equation (4.7) can be used to predict
the change in transport through Panama Strait very well, confirming the physical mechanism
presented in Omta and Dijkstra [2003].

Further we looked at sensitivity with respect to wind forcing and buoyancy forcing, i.e.
the forcing due to density differences. In the model we find that the ocean circulation shows
remarkably little change with respect to changes in the thermal expansion coefficientα0 and
saline contraction coefficientβ0. In particular the flow through Panama Strait changes no
more than 0.26Sv when the buoyancy forcing is entirely switched off. Forthe wind forcing
we find a linear relation between the transport in Panama Strait and the amplitude of the wind
stress field. In all cases we found that the feature of flow reversal during the transition from
Oligocene to Miocene remains present in the model.
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Figure 4.22: In (a) the transportΦP through Panama Strait as a function ofλτ and in (b) the parameter
δτ estimated using (4.14) as a function ofλτ for the Oligocene and Miocene configuration.
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In summary, the Atlantic-Pacific flow reversal between the Oligocene and the Miocene is
a robust feature in MOM4.

Appendix 4.A Bathymetry of Ridges

In this appendix we show the exact formulation of the function d(φ ,θ ) used in (4.10) for the
construction of the bathymetry for the ridges. The functiond(φ ,θ ) is defined as the spherical
distance of a pointP with coordinates(φ ,θ ) to the section over which the transportΦT (and
laterΦD) is defined. Such a section is formed by the shortest path between two pointsA and
B over a perfectly spherical Earth. The spherical coordinates of the pointsA andB used for
the sections overΦT andΦD are listed in Table 4.4.

The pointsA, B andP are denoted in Cartesian coordinates by~rA,~rB and~rP, respectively.
Now, to computed(φ ,θ ) we first project~rP on the plane spanned by the vectors~rA and~rB,
resulting in the pointQ (see Figure 4.23(a)). Hence, for the Cartesian coordinatesof pointQ
we can write~rQ = a~rA +b~rB where the coefficientsa andb are determined from

~rA · (~rP−~rQ) = 0 (4.15a)

~rB · (~rP−~rQ) = 0. (4.15b)

Next, we defineR as the projection ofQ on the sphere (see Figure 4.23(a)), i.e. for the
Cartesian coordinates ofQ we write

~rR = RE
~rQ

||~rQ||
(4.16)

with RE the Earth radius. In the example in Figure 4.23(a) we have that a≥ 0 andb≥ 0
and hence the pointR is on the shortest path over the sphere between the pointsA andB. In
this case the distanced(φ ,θ ) is given by the spherical distance betweenP andR. Using the
geometric definition of the dot product

~rP ·~rR = |~rP||~rR|cosθ̂ (4.17)

with θ̂ the angle between~rP and~rQ, we find for the spherical distance betweenP andR

d(φ ,θ ) = REθ̂ = RE arccos

(

~rP ·~rR

R2
E

)

(4.18)

where we used that|~rP|= |~rR|= RE. In the other case, witha < 0 orb < 0, the pointR is not
on the shortest path over the sphere between the pointsA andB and then the distanced(φ ,θ )
is given by the shortest distance fromP to eitherA or B

d(φ ,θ ) = min

(

RE arccos

(

~rP ·~rA

R2
E

)

,RE arccos

(

~rP ·~rB

R2
E

))

. (4.19)

In Figure 4.23(b) we illustrate the shape of the ridge by plotting the bottom topography for
the transection in theyz-plane. Herez denotes the Cartesian coordinate as in Figure 4.23(a)
and not the vertical coordinate of the ocean model. Note thatthe ridge has the shape of a hat
function.
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Figure 4.23: In (a) a sketch of the variables needed for the computation ofd(φ ,θ ). For simplicity
the pointsA andB are chosen in thexy-plane and the pointP is on theyz-plane. The pointQ is the
projection ofP on the plane spanned by the vectors~rA and~rB, in this case thexy-plane. The pointR is
the projection ofQ onto the sphere. In this exampleR is on the shortest path over the sphere betweenA
andB and henced(φ ,θ ) equals the spherical distance betweenP andR. In (b) a transect in theyz-plane
of bottom topography with and without a ridge.



CHAPTER 5

JFNK for the Thermohaline Circulation in Version 4 of the
Modular Ocean Model∗

Abstract

In present-day forward time stepping ocean-climate models, capturing both
the wind-driven and thermohaline components, a substantial amount of CPU
time is needed in a so-called spin-up simulation to determine an equilibrium so-
lution. In this chapter, we present methodology based on Jacobian-Free Newton-
Krylov methods to reduce the computational time for such a spin-up problem.
We apply the new method to an idealized configuration of a state-of-the-art ocean
ocean model, the Modular Ocean Model version 4.0 (MOM4). It is shown that
a typical speed–up of a factor 10 to 25 with respect to the original MOM4 code
can be achieved and that this speed–up increases with increasing horizontal res-
olution.

5.1 Introduction

Ocean modelling is an art. Certainly, we know the basic equations of fluid motion, but iron-
ically we cannot use these equations directly because they apply to scales which cannot be
resolved with the largest supercomputers for years to come.Consequently, we have to cope
with the formidable problem of subgrid-scale representation to obtain the ocean model equa-
tions used to predict ocean flows.

∗This chapter is based on Erik Bernsen, Henk A. Dijkstra, Jonas Thies, and Fred W. Wubs, The application of
Jacobian-Free Newton-Krylov methods to reduce the spin-uptime of ocean general circulation models,Journal of
Computational Physics, 229(21):, 8167 – 8179, 2010.

79



80 CHAPTER 5. JFNK FOR THE THERMOHALINE CIRCULATION IN MOM4

In the late sixties, the first ocean model was developed at theGeophysical Fluid Dynamics
Laboratory (GFDL). Descendants of this model still exist and the Modular Ocean Model
version 4 (MOM4) is the latest version of this model [Griffieset al., 2004]. Apart from this
model, many other type of ocean models have been developed, such as isopycnal models (e.g.,
MICOM [Bleck et al., 1992]) and hybrid coordinate models (e.g., HYCOM [Bleck, 2001]).
Recently, there also have been fruitful interactions between the engineering community and
ocean modellers resulting in the development of unstructured mesh, finite element [Danilov
et al., 2004], and spectral element [Iskandarani et al., 2003] models.

Many of the ocean models mentioned above use explicit time stepping schemes. The
advantage of these methods is that coding of all the relevantphysical processes is relatively
simple. The time step, however, is limited because of numerical amplification of truncation
errors (through well-known stability criteria) rather than by the changes in the actual solu-
tion [Roache, 1976]. This limitation becomes even more restrictive as the spatial resolution
increases.

In practice, initial conditions of an ocean model for a particular study are derived from
so-called spin-up simulations. Such simulations, which are often started from a state of rest,
provide an equilibrium solution of the ocean model. Given that the equilibration time scale
of a three-dimensional ocean flow is about 5000 years, the spin-up simulations are costly
and form a barrier to extensive sensitivity studies of oceanmodels. Hence, the limitations of
explicit schemes are extremely undesirable in the computation of equilibrium solutions.

In many of the new approaches in ocean modeling, implicit time-stepping techniques
appear in some parts of the models. However, the potential ofimplicit techniques in ocean
modeling has not been fully explored. Implicit time integration always leads to a problem
where the solution of a system of nonlinear algebraic equations has to be determined. When
applying some variant of the Newton-Raphson method, this leads to the problem of solving
large linear systems of equations with some Jacobian matrixJ. The structure ofJ depends on
how the governing equations are discretized but, in general, J is very ill-conditioned. Hence
classical iterative methods will not work in solving these linear systems and preconditioning
techniques are needed. The main barriers in applying implicit methods to realistic ocean
models are due to (i) the difficulties in constructing the Jacobian matrices and (ii) the lack of
efficient preconditioning techniques.

Over the last decade, several new preconditioning techniques have been applied to fully-
implicit ocean models [Dijkstra et al., 2001; Weijer et al.,2003; de Niet et al., 2007] with
the aim to determine the bifurcation behavior of flows in these models. All these techniques
were based on the explicit construction of the Jacobian matrix which one needs anyway for
solving, for example, the linear stability problem of a particular steady flow. However, for
the use of implicit methods to more efficiently solve the spin-up solution, the Jacobian matrix
is not explicitly needed. In addition, it is desired to applythe implicit solver methodology
directly to the explicit code as this is usually maintained by a user group or large center (for
example, GFDL).

In this chapter, we demonstrate that it is possible to reducethe computational time to
determine spin-up solutions in a state-of-the-art ocean model using so-called Jacobian Free
Newton Krylov (JFNK) methods. In Chapter 2 we started with the development of these
methods by using a planetary geostrophic model, where the momentum equations are diag-
nostic, and only the temperature and salinity equations areprognostic. Next, we turned to
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MOM4 and considered only the wind-driven ocean-circulation by fixing the temperature and
salinity field (see Chapter 3). In the present chapter, we synthesize both approaches to de-
termine equilibrium solutions of MOM4 with all unknowns (velocities, free surface height,
temperature and salinity) as prognostic variables.

In Section 5.2, we recapitulate basic features of MOM4 and the JFNK methodology. Spe-
cific problems in applying the JFNK methods to the full MOM4 equations are addressed in
Section 5.3 with particular details in Appendix 5.A. Results for a representative test problem
are presented in Section 5.4 and discussed in Section 5.5

5.2 Application of the JFNK Method to MOM4

The MOM4 ocean model is described in detail in Griffies et al. [2004]. It is a primitive
equation model that solves the hydrostatic momentum equations, the continuity equation and
the equations for temperature and salinity on a so-called Arakawa B-grid. In addition, a
free-surface formulation is applied where the sea-surfaceheight is part of the solution.

In Chapter 3 it was shown that the discretized model equations of MOM4 can be cast into
the form

d~x
dt

= ~F(~x), (5.1)

with ~x the state vector,~F the residual andt the time. The state vector contains horizon-
tal velocities, sea surface height and the tracer quantities (temperature and salinity) at grid
points whereas the residual~F contains the discretized horizontal momentum equations, the
vertically integrated continuity equation and the equations for temperature and salinity.

In this chapter we are interested in finding equilibrium solutions of MOM4, hence we
solve

~F(~x) = 0. (5.2)

In the JFNK [Knoll and Keyes, 2004] method this system of non–linear equations is solved
using a Newton-Raphson iteration. Starting from an initialguess~x0, the iteration is given by

~xk+1 =~xk + ∆~xk+1 (5.3)

with ∆~xk+1 satisfying
J ∆~xk+1 =−~F(~xk), (5.4)

whereJ is the Jacobian matrix of~F(~xk) defined byJi j = ∂Fi/∂x j . In practice an inexact
Newton method is applied where∆~xk+1 satisfies (5.4) approximately

||J∆~xk+1 +~F(~xk)||2 < η ||~F(~xk)||2 (5.5)

with η < 1 a specified accuracy.
Krylov methods, for instance GMRES [Saad, 1996], are used tosolve the linear systems

(5.4). In a Jacobian-Free method, a finite-difference approximation for the matrix–vector
product is applied, exploiting the fact that Krylov methodsonly require the effect of applying
J to a vector. A one-sided finite difference approximation

J~v≈
~F(~xk + ε~v)−~F(~xk)

ε
(5.6)
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is used here, withε a small parameter (more on the choice ofε follows in Section 5.3.2
below). The advantage of this approach is that now only the residual~F is required and given
an explicit timestepping code such as MOM4, this is much easier to obtain than an explicit
representation of the full JacobianJ. However, even the computation of the residual is non-
trivial in a model such as MOM4 and in Section 3.3.1 it was shown how this is done.

5.3 Specific Problems

In practice one encounters several problems when applying the JFNK method to a model
such as MOM4. In the next three subsections, we address some of these specific problems.

5.3.1 Globalization

One of the problems associated with Newton’s method is global convergence. Convergence is
only guaranteed when starting from a point close enough to the equilibrium solution, which
is not known a priori; to avoid this problem we use a continuation method with the forc-
ing strength as a continuation parameterλ . The forcing of the model (wind stress and heat
and fresh water fluxes at the surface) depends linearly onλ with λ = 0 corresponding to no
forcing andλ = 1 corresponding to the desired forcing. Forλ = 0 we know that the corre-
sponding equilibrium solution is a state of no motion and uniform temperature and salinity
fields. We now increase the forcing fromλ = 0 toλ = 1 in small steps∆λ and use the JFNK
method to solve (5.2) for the new value ofλ using the equilibrium solution of the previous
value ofλ as an initial guess. We expect Newton’s method to converge provided that the
difference between equilibrium solutions for two successive values ofλ are small enough.

To take optimal (as large as possible) continuation steps∆λ , we use a minimal reduction
method [Eisenstat and Walker, 1994] to improve the global convergence of Newton’s method.
This method requires that the residual between two successive Newton steps improves at least
with a factor 0< ξ < 1 and hence we require

||~F(~xk+1)||2 < ξ ||~F(~xk)||2. (5.7)

We try to achieve this minimal reduction by taking a shorter Newton step if necessary

~xk+1 =~xk + θk∆~x (5.8)

with 0 < θk < 1. We start withθk = 1 and if (5.7) is not satisfied then updateθk according to

θk← γθk (5.9)

with 0 < γ < 1. The update (5.9) is repeated until either (5.7) holds or the update (5.9) has
been applied a specified maximum number of times. If this maximum number of updates is
reached then the most recent value ofθk is used even though (5.7) is not satisfied.

5.3.2 Convective Adjustment

In ocean models the hydrostatic momentum equations do not prevent the occurrence of a
statically unstable stratification (∂ρ/∂z> 0, wherez is vertically upwards). To avoid these
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unphysical situations a convective adjustment scheme is required. In MOM4 this is imple-
mented by using a variable vertical mixing coefficientκv for temperature and salinity given
by

κv(∂ρ/∂z) = κv,0 + f (∂ρ/∂z)(κv,C−κv,0) (5.10)

with κv,C≫ κv,0 and f the step function

f (∂ρ/∂z) =

{

0 if ∂ρ/∂z≤ 0

1 if ∂ρ/∂z> 0
. (5.11)

In this case we have thatκv = κv,0 for a stable stratification whereas the vertical mixing
coefficient switches to a value ofκv,C on grid points with an unstable stratification. This
results for each grid point in a stratification that is eitherstable or almost stable, provided that
the value ofκv,C is chosen large enough. Due to the discontinuity in the function f , Newton’s
method will have problems converging and it is required to use a smoothed functionf . We
choose

f (∂ρ/∂z) =







0 if ∂ρ/∂z≤ 0

1− 1

1+(
∂ ρ
∂z )

∆z0
∆ρ0

κv,C−κv,0
κv,C

if ∂ρ/∂z> 0 . (5.12)

with the quotient∆z0/∆ρ0 determining the sensitivity ofκv to ∂ρ/∂z. Note that as∂ρ/∂z→
∞ we have thatf (∂ρ/∂z)→ 1 and henceκv→ κv,C. If ∆z0/∆ρ0 is chosen too small then
unstable stratifications can occur whereas for values largeenough the stratification is almost
stable everywhere.

Although the convergence of Newton’s method is improved by using (5.12) instead of
(5.11) we still have some difficulties due to the fact that we use (5.6) to approximate the
matrix–vector product. In (5.6) the choice ofε is definitely non-trivial. On the one handε
should not be too large since this introduces a truncation error, but on the other hand a value
that is too small introduces cancellation errors. There is actually no guarantee that a suitable
value ofε can be chosen such that both the cancellation and truncationerrors are negligible.
Since the value of(∆z0/∆ρ0) has to be chosen quite large we have to choose very small values
of ε to accurately compute derivatives of the vertical mixing terms involving (5.12). It turns
out that in practice this value has to be so small that non-negligible cancellation errors are
introduced.

This problem is solved by writing (and implementing) the residual as~F(~x) = ~Fvert(~x)+
~Fother(~x), with ~Fvert(~x) containing the vertical mixing terms for the tracer equations and~Fother

all other terms. The action of the Jacobian is now given by

J~v = Jvert~v+Jother~v (5.13)

with Jvert andJother the Jacobian of~Fvert and~Fother, respectively. For the part not including
vertical mixing terms we use a finite difference approximation

Jother~v =
~Fother(~xk + ε~v)−~Fother(~xk)

ε
(5.14)

with ε = 10−7 · (1+ ||~xk||2)/||v||2. To evaluateJvert~v we use Coleman’s method (see Ap-
pendix 5.A) to compute and storeJvert explicitly in a sparse matrix format. The overhead of
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constructing this matrix is minimal, since it needs to be done only once each time a linear
system (5.4) is solved and it requires only six evaluations of ~Fvert to constructJvert. The ad-
vantage over the finite difference approximation is that cancellation and truncation errors can
be minimal since the values ofεk, j in (5.28) can be chosen independently for each non-zero
entry ofJ. The values that we used are given byεk, j = 10−9|x j |.

5.3.3 Preconditioning

When solving the system (5.4) using GMRES or another Krylov method then in practice
the method will not converge since the Jacobian is very ill conditioned. We use a right
preconditionerP to improve the convergence behavior of the Krylov solver andhence solve
a system equivalent to (5.4)

JP−1~zk+1 = −~F(~xk+1) (5.15a)

P−1~zk+1 = ∆~xk+1 (5.15b)

We thereto write the Jacobian as a block matrix as follows

J =





A G B
D K 0
C E T



 . (5.16)

Here the three rows of the matrix represent the momentum, vertically integrated continu-
ity and tracer equations, respectively. The columns represent the dependency on horizontal
velocity, sea surface height and tracers, respectively. The A block contains advection and
diffusion of momentum and the Coriolis parameter, theG andD block contain the gradient of
sea surface height and the divergence of vertically integrated velocity. TheK block contains
a smoothing operator to suppress a null-mode existing on theB-grid used in MOM4 and the
B block contains the buoyancy terms, i.e. the horizontal pressure gradient due to density dif-
ferences (and not due to surface height elevation) given by

∫ 0
z′=zg∇ρdz′. For the last row we

have theC block representing the dependency of tracer advection on horizontal velocity and
the T block containing the change in advection and diffusion due to changes in the tracers
itself. Finally, the dependency on the thickness of the upper most layer in the discretized
tracer equations is represented in blockE.

We now use a block Gauss-Seidel preconditioner, similar to the one described in de Niet
et al. [2007] and henceP is defined by neglecting the blockB containing buoyancy terms

in the JacobianJ. To apply this preconditioner to a vector~b =
[

~buv ~bη ~bts
]T

with~buv,
~bη and~bts the parts corresponding to the horizontal velocities, sea surface height and tracers
respectively, we need to find~x satisfying

P~x =~b. (5.17)

Solving the above system is rather easy since by neglecting theB block the preconditioning
matrixP becomes (block) triangular and hence we first solve the system

[

A G
D K

][

~xuv

~xη

]

=

[

~buv
~bη

]

. (5.18)
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using an inner GMRES [Frayssé et al., 2003; Saad, 1996] iteration with MRILU [Botta and
Wubs, 1999] as a left preconditioner. To compute this preconditioner we use Coleman’s
method (see Appendix 5.A) to approximate the matrix of system (5.18). Note that this re-
quires the sparsity pattern of the matrix, which was alreadydetermined in Chapter 3. The
computation of the matrix is actually a very costly step due to the large number of entries
in the sparsity pattern and therefore we compute a new preconditioner only if this (inner)
GMRES iteration fails to satisfy the stopping criterion

∥

∥

∥

∥

[

A G
D K

][

~xuv

~xη

]

−

[

~buv
~bη

]∥

∥

∥

∥

2

< ηuvη

∥

∥

∥

∥

[

~buv
~bη

]∥

∥

∥

∥

2

(5.19)

within a specified maximum number of iterations. Hence (5.18) is not solved exactly, but only
approximately and therefore to solve (5.15), we use a F(lexbible)GMRES [Frayssé et al.,
1998] (instead of ordinary GMRES) method to deal with this uncertainty in the precondi-
tioner. The next step is to compute the right hand side for thetracer equations as follows

~bts←~bts−
[

C E
]

[

~xuv

~xη

]

. (5.20)

Note that we don’t explicitly need the matrix[C E], but rather need the action of this matrix
which can be computed using (5.13). Finally we need to solve the system

Txts =~bts. (5.21)

and this is done similarly to solving (5.18), using an inner GMRES iteration with MRILU
as a left preconditioner. To compute the preconditioner we approximateT using Coleman’s
method (see Appendix 5.A) and to avoid computingT at every Newton step we only update
the preconditioner if the GMRES iteration fails to satisfy the stopping criterion

||T~xts−~bts||2 < ηts||~bts||2 (5.22)

within a specified maximum number of iterations. Finally, the vector~x =
[

~xuv ~xη ~xts
]

satisfies (5.17) and is the result of applying the preconditioner to a vector.
The above procedure requires the availability of the matrix–vector product withA, [C E]

and the matrix of (5.18), which can be computed using (5.13).For instance, to computeA~xuv

we use (5.13) to compute




A~xuv

D~xuv

C~xuv



 =





A G B
D K 0
C E T









~xuv

0
0



 (5.23)

and nowA~xuv is obtained simply as the first block of the result of the abovematrix–vector
product. The advantage of this method is that it is very easy to program once a routine
exists that computes the actionJv, while the main disadvantage is that is not a very efficient
implementation.

The preconditioner described above is well suited for a JFNKapproach and to see this we
consider how expensive evaluating the blocks of the Jacobian using Coleman’s method would
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be. TheB block contains buoyancy terms,
∫ 0

z′=zg∇ρdz′, and due to this vertical integral a lot
of non-zero entries are introduced, resulting in the need for a lot of matrix–vector products
when we would explicitly evaluate this block. TheC block includes changes in vertical tracer
advection due to changes in the vertical velocity. Since thevertical velocity is eliminated
from the state vector (see Section 3.3.1) any dependency on vertical velocity causes a lot
of fill-in in the sparsity pattern and hence this block would also require a lot of matrix–
vector products to compute. In the block Gauss-Seidel preconditioner that is used here, the
expensive computation of theB andC block is avoided sinceB is neglected and forC only the
availability of the matrix–vector product is important. The matrix in (5.18) actually needs to
be computed and this too is quite expensive for the same reasons that theC block is expensive
to compute. However, this block needs not to be computed veryoften because it is only
needed to compute a preconditioner for solving the system (5.18) and in practice the same
preconditioner can be used over many Newton steps. Finally,the T block also needs to be
computed explicitly, and in practice it needs to be computedmore often than the matrix in
(5.18) because of the presence of convective adjustment in this block. This is not really a
problem, since evaluating theT block is relatively cheap due to the absence of a vertical
integral as in theB block and the absence of a dependency on vertical velocity.

5.4 Results

To test the JFNK method we consider an idealized configuration consisting of a spherical
sector with a longitudinal range of 0◦ ≤ φ ≤ 64◦ and a latitudinal range of 10◦N≤ θ ≤
74◦N. The ocean basin has a constant depth ofD = 5500m. We use 16 layers in the vertical
direction, ranging from 25m in the upper layer to 871m in the bottom layer. At the surface
we apply a wind stress profile given by

τφ = λ τ0cos

(

2π
θ −θmin

θmax−θmin

)

(5.24a)

τθ = 0 (5.24b)

with the amplitudeτ0 = 0.1Pa. Temperature and salinity are restored to

T = T0 + ∆T cos

(

π
θ −θmin

θmax−θmin

)

(5.25a)

S= S0+ ∆Scos

(

π
θ −θmin

θmax−θmin

)

(5.25b)

with restoring timescalesτT = 30days andτS = 30days and amplitudes∆T = 12.5◦C and
∆S= 1psu for temperature and salinity respectively. Referencevalues for temperature and
salinity are given byT0 = 15◦C andS0 = 35psu. The density follows immediately from
temperature and salinity using a linear equation of state

ρ = ρ0−α(T−T0)+ β (S−S0) (5.26)

with the thermal expansion coefficientα = 10−1kgm−3K−1, coefficient of saline contraction
β = 7.6·10−1kgm−3psu−1 and reference densityρ0 = 1035kgm−3. In the horizontal we use
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Laplacian friction and diffusion for tracers with coefficients given byAH = 2.5×105m2s−1

andKH = 103m2s−1, respectively. We use a constant vertical friction coefficient of AV =
10−3m2s−1 and in the parametrization for vertical mixing of tracers (5.10) we useκv,0 =
10−4m2s−1 andκv,C = 1m2s−1. In the case of the new convective adjustment scheme (5.12)
we used a value of(∆z0/∆ρ0) = 104m4kg−1.

We first consider the effect of the new convective adjustmentscheme. We performed two
5000yr simulations with the explicit timestepping versionof MOM4, one with the new con-
vective adjustment scheme (5.12) and one with the old scheme(5.11). We used a horizontal
resolution of 16×16 grid points and the initial condition att = 0 consists of a state of rest,
with no sea surface elevation and a uniform temperature and salinity distribution.

In Figure 5.1 we plot at each timestep||~Ft(~x(t))||2/||~Ft(~x(0))||2, with ~Ft(~x(t)) the part
of the residual corresponding to the temperature equation (i.e. tendency of temperature) and
~x(t) the state at timet obtained from the timestepper. For MOM4 with (5.11) we see spikes
every now and then resulting from the value ofκv switching fromκv,0 to κv,C or the other way
around. For MOM4 with (5.12) the residual approaches an equilibrium solution much more
smoothly, with only a few sharp peaks in the residual in the first 300yr.

From Figure 5.1 it is clear that for both the convective adjustment schemes the residual
approaches zero and hence for both schemes an equilibrium solution is obtained. To demon-
strate that this is the same equilibrium, we plot the meridional overturning streamfunction of
the equilibrium solution for the new and old scheme in Figure5.2 (a) and (b), respectively.
Although there are quantitative differences, qualitatively the solutions are very similar. In
Figure 5.2 (c) and (d) the zonally averaged deviation from the reference density is plotted
and again the new and old convective adjustment scheme give similar results. Note that in
both cases the stratification appears to be almost stable everywhere. In Figure 5.3, the depth
averaged and zonally averaged vertical mixing coefficient is plotted for both equilibrium so-
lutions. For the old scheme the value ofκv is up to an order of magnitude larger at places
where convective adjustment is active. However, the patterns in the vertical mixing field are
very similar. For both the old and the new scheme convective adjustment mainly takes place
in the northern regions and near the surface, although alongthe eastern boundary the region
of convective adjustment extends more southward.

We now try to obtain the equilibrium solution, using the scheme (5.12) in MOM4, with
the MOM4-JFNK model. Starting from a state of rest we increase the forcingλ in small steps
of ∆λ = 0.025 fromλ = 0 to λ = 1 as described in Section 5.3.1. The stopping criterion of
Newton’s method is given by

||~F(~x)||2/N < εN = 10−4 (5.27)

with N the dimension of the state vector. In the minimal reduction method we use values of
ξ = 0.95 in (5.7) andγ = 0.7 in (5.9) with the maximum number ofθk updates set to 50. The
maximum number of (outer) iterations in the FGMRES method that is used to solve (5.4) is
set to 200 and we don’t restart the solver during these 200 iterations. The linear system is
only solved up to a low accuracy ofη = 0.1 since the convergence rate of Newton’s method
is very poor anyway due to convective adjustment. For solving the systems (5.18) and (5.21)
we use a stopping criterion ofηts = 10−4 in (5.22) andηuvh = 10−4 in (5.19), respectively.
The maximum number of GMRES iterations in both cases is set to30 with no restart during
these 30 iterations.



88 CHAPTER 5. JFNK FOR THE THERMOHALINE CIRCULATION IN MOM4

 1e-07

 1e-06

 1e-05

 0.0001

 0.001

 0.01

 0.1

 1

 10

 100

 1000

 0  1000  2000  3000  4000  5000

S
ca

le
d 

N
or

m
 o

f r
es

id
ua

l F
t [

-]

Time [yr]

Old scheme
New scheme

Figure 5.1: The scaled norm of the residual||Ft(t)||2/||Ft(0)||2 for the temperature equation at each
time step of a 5000 year time-stepping run with MOM4. The greyline is the result when the old
parametrization of convective adjustment (5.11) is used while the black line is the result of the new
parametrization (5.12).

Note that in the MOM4-JFNK model we work with a dimensionlessstate vector and
residual. The dimensional and dimensionless state vector,denoted by~x′ and~x respectively,
are related by

~x′uv = Xuv~xuv, ~x′η = Xη~xη , ~x′t = Xt~xt , ~x′s = Xs~xs

where theuv, η , t ands subscripts refer to the part of the state vector corresponding to the
momentum equations, sea surface height equation, temperature equation and salinity equation
respectively. The scaling factors are given byXuv = 10−2ms−1, Xη = 10−1m, Xt = 10◦C
andXs = 1psu. The residual is similarly scaled as follows

~F ′uv = Fuv~Fuv ~F ′η = Fη~Fη ~F ′t = Ft~Ft ~F ′s = Fs~Fs

with the scaling factors given byFuv = 10−8ms−2, Fη = 10−4s−1, Ft = 10−6 ◦Cs−1 and
Fs = 10−7psus−1.

In Figure 5.4(a) we plot||ψM(t)−ψM,JFNK||max with ψM(t) andψM,JFNK the meridional
overturning streamfunction of the MOM4 timestepping modelat timet and of the steady-
state solution of the MOM4-JFNK model, respectively. Clearly the timestepper and the
JFNK method approach the same equilibrium solution. In Figure 5.4(b) we plot log|ψM(t)−
ψM,JFNK| at t = 5000yr showing only very small differences between the solution of the
timestepper and of the JFNK method.

We now apply the JFNK method for higher resolutions: 16×16×16, 32×32×16 and
64× 64× 16. For all resolutions the same physical and numerical parameters, which are
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(a) (b)

(c) (d)

Figure 5.2: (a) The meridional overturning streamfunction (Sv) of the equilibrium solution found in
MOM4 after 5000yr for the test problem with the old convective adjustment scheme (5.11). (b) Same,
but now with scheme (5.12). (c) The zonally averaged deviation from the reference density (kgm−3)
of the equilibrium solution found after 5000yr with (5.11).(d) Same, but now with scheme (5.12).
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(a) (b)

(c) (d)

Figure 5.3: (a) The vertically averaged vertical mixing coefficient (m2 s−1) on a log scale of the
equilibrium solution found after 5000yr for the test problem with the old convective adjustment scheme
(5.11). (b) Same, but now with scheme (5.12). (c) The zonallyaveraged vertical mixing coefficient
(m2 s−1) on a log scale of the equilibrium solution found after 5000yr for the test problem with the old
convective adjustment scheme (5.11). (d) Same, but now withscheme (5.12).
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Figure 5.4: (a) Maximum difference between the meridional overturningstreamfunction (Sv) ob-
tained by the timestepper (ΨM(t)) and by the JFNK method (ΨM,JFNK) versus time in years. In (b) this
difference field is plotted at the final time step of the timestepper att = 5000yr on a log scale.
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Figure 5.5: The average number of (outer) FGMRES iterations per Newton iteration at a resolution of
16×16×16, 32×32×16 and 64×64×16 as a function of the forcing strengthλ .

given above, are used. For all resolutions the JFNK method converges and an equilibrium
solution is found. In Figure 5.5 the average number of (outer) FGMRES iterations per Newton
step is reported as a function of the forcing strengthλ . For all resolutions convergence is
very quick when the forcing is almost zero but it becomes slower at stronger forcing; the
number of iterations also increases with increasing resolution. However, except for the very
last continuation step, the difference in iterations between the resolutions 32×32×16 and
64×64× 16 is not very large. In Table 5.1 we see that the number of inner iterations for
solving the systems (5.18) and (5.21) increases for higher resolutions. The total number of
Newton steps even decreases and this is due to the fact that the stopping criterion (5.27)
considers the “average” value per grid point of the residual.

Most important is of course the CPU time that was needed. For each resolution we make
a comparison to the CPU time that a 5000yr timestepping run atthe same resolution would
cost. To compute this CPU time a much shorter run was performed to estimate the amount
of CPU time that is required per physical year of timestepping. Note that these timestepping
runs use an almost identical configuration as the MOM4-JFNK model, with slight differences
in parameters and the old convective adjustment scheme (5.12) is used. However, these dif-
ferences are not expected to change the timing of the model. At the 16×16×16 resolution
a timestep of 1 day for the tracers and surface height equation, 0.5 days for the momentum
equations and 90 barotropic sub-timesteps are used. For the32×32×16 and 64×64×16
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Resolution 16×16×16 32×32×16 64×64×16

number of unknowns 15648 64544 262176
total number of Newton iterations 145 125 116

total number ofF evaluations(x105) 1.4 2.5 2.9
average number of iterations for (5.18) 4.4 6.4 8.3
average number of iterations for (5.21) 12.3 15.8 18.4

CPU time of MOM4-JFNK (hr) 1.1 7.04 31.8
CPU time of MOM4 timestepping (hr) 14.0 96.6 763.1

speedup 12.7 13.1 24.0

Table 5.1: Number of Newton iterations, FGMRES outer iterations, (F)GMRES inner iterations and
F evaluations for several resolutions. Also the total CPU time for the MOM4-JFNK model and the
speedup compared with 5000 years of timestepping with MOM4 is reported.

resolutions these timesteps are divided by two and four, respectively.
For all resolutions the JFNK method was clearly faster than atimestepping run of 5000

years at the same resolution. The speed–up is in the order of afactor 12 to 24 depending
on resolution. In this example a higher resolution seems to favor the JFNK method. For
the timestepper, doubling the horizontal resolution leadsto an increase of approximately
a factor of eight in CPU time, due to four times as many grid points and the halving of
the timestep. The JFNK method suffers less from the higher resolutions with a doubling of
horizontal resolution leading to an increase of CPU time with a factor of 4.4 or 6.4 depending
on resolution.

5.5 Summary and Discussion

In this chapter the JFNK method has been applied to the state-of-the-art model MOM4 to
shorten the CPU time of the computation of an equilibrium state of the model. As a typical
example, we have computed the wind- and thermohaline drivenflows in a northern hemi-
spheric spherical sector. The implementation of these methods is far from trivial because of
the preconditioning and because of the implementation of convective adjustment. A slight
adaptation of the original convective adjustment scheme inMOM4 was therefore required.

As demonstrated, the speed–up ranges from a factor of 12 (forthe lowest resolution case)
to 24 (for the highest resolution case). The JFNK method scales better with horizontal res-
olution than the timestepper. The timestepper requires in principle a factor of 8 more CPU
time due to doubling of horizontal resolution, while for theJFNK method this turns out to be
significantly lower. The basic issue is now whether these speed–ups can still be improved.

Applying the method to other ocean models is certainly possible, but some effort is re-
quired. As a first step the residual should be made available and it really depends on the
implementation of the existing explicit timestepping codehow difficult this is. This is made
more complicated by the fact that we actually need two residual functions (~Fvert and~Fother)
and also because most ocean models use some kind of barotropic-baroclinic mode-splitting.

For ocean models that use a rigid-lid approach instead, we have to realize that it is no
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longer possible to express the model as (5.1) since the continuity equation is an algebraic
constraint without time derivatives. In this case (5.1) should then be replaced withMd~x/dt =
~F(~x) whereM is a diagonal matrix having the value of one at the diagonal elements for the
prognostic equations and a value of zero for algebraic constraints.

Changing the parametrization for convective adjustment isusually easily done in most
ocean models provided that convective adjustment is already implemented using a variable
vertical mixing coefficient. Finally, in the preconditioner we use the sparsity pattern of sev-
eral parts of the Jacobian matrix to compute blocks of the Jacobian matrix with Coleman’s
method. There is an ongoing effort to apply JFNK methods to the POP ocean model as well
and it turns out that the sparsity patterns for MOM4 and POP are in fact very similar.

In summary, the methodology in this chapter may lead to a moreefficient computation of
spin-up solutions in a large class of state of the art ocean models.

Appendix 5.A Method of Coleman

In Coleman et al. [1984a] and Coleman et al. [1984b] a method is described that can be
used to approximate the Jacobian matrix from a residual~F(~x) assuming that the sparsity
pattern of the Jacobian is known. First we use the sparsity pattern of J to find a partition
C1,C2,C3, . . . ,Cq of its columns such that no two columns inCk (k = 1, . . . ,q) share a non-
zero entry on the same row. Given a non-zero entry(i, j) of J we have a uniquek such that
j ∈Ck and we can use the finite difference approximation

Ji j ≈
Fi(~x+ εk, j~ej)−Fi(~x)

εk, j
(5.28)

with ~ej the j-th unit vector and for small values ofεk, j . Since no two columns inCk share
a non-zero entry on the same row we have thatJi j̄ = 0 for each j̄ ∈Ck other thanj̄ = j and
hence we can write

Ji j ≈
Fi(~x+ ∑ j̄∈Ck

εk, j~ej)−Fi(~x)

εk, j
=

Fi(~x+~vk)−Fi(~x)
εk, j

with~vk = ∑ j̄∈Ck
εk, j~ej̄ . Hence we can approximateJ using the residual evaluations~F(~x) and

~F(~x+~vk) (k = 1,2, . . . ,q). The efficiency of the method is determined by the number of parts
q of the column partitioning. In practice this numberq is much smaller than the dimension
of~x and the number is determined by the stencil used in the discretization (and hence usually
independent of the resolution).



CHAPTER 6

Conclusion and Outlook

The objective of this thesis was formulated in Chapter 1 as follows

Can a scheme based on JFNK methods be developed and implemented in existing
OGCM’s such that the approach to equilibrium is substantially accelerated?

Let us look back at Chapters 2–5 to evaluate how far we have come. In Chapter 2, as a proof
of concept, we successfully applied the JFNK method to a relatively simple model, with only
temperature and salinity as prognostic variables. Although the model is relatively simple, it
served as a good prototype, since the slow processes in the deep ocean are present in this
model, resulting in spin-up times of several thousands of years. Applying the JFNK method
was successful since we achieved a speed–up up to a factor of eighty.

Next, in Chapter 3, we turned our attention to the wind-driven circulation in a state-of-the-
art ocean model MOM4. For the case of prescribed temperatureand salinity, we implemented
an efficient preconditioning method and showed that the JFNKmethod could be successfully
used in continuation methods and for bifurcation analysis.We also considered the spin-up of
the wind-driven circulation in MOM4. Since temperature andsalinity are prescribed in this
case, the spin-up timescale is relatively short and the spin-up problem is less important. Nev-
ertheless, we found the JFNK method to be faster than time stepping, especially if accurate
solutions are desirable.

In Chapter 4 we applied the methodology developed in Chapter3 to a paleoceanographic
problem, to find that here too the JFNK method can be used to accelerate the spin-up. From
geological evidence and earlier modelling studies it appeared that the direction of the net flow
through Panama Strait, which was not yet closed off, reversed from westward to eastward
during the Oligocene–Miocene transition. We performed a sensitivity study mainly with
respect to bottom topography and found that the flow reversalis a robust feature in the model.

In Chapter 5 we extended the JFNK method to the case where temperature and salinity
are prognostic variables. Adding these variables has the effect that the Jacobian becomes

95
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much more ill conditioned and global convergence of Newton’s method becomes a problem.
Using a preconditioner based on the one used in THCM [de Niet et al., 2007] we achieved a
speed–up of a factor 12 to 24, depending on resolution, for anidealized test configuration.

We conclude that some major achievements have been made in the application of JFNK
methods to OGCM’s indeed, but there is of course still a lot ofwork to be done and a lot of
opportunities for improvement. In the following sections we elaborate on these opportunities
with suggestions for further work.

6.1 Parallelization

In all chapters of this thesis, the methods that we used were implemented for sequential
computations rather than parallel ones. Although MOM4 is very well capable of parallel
computations using domain composition, we only performed sequential runs to make a fair
comparison with the JFNK method. The question is now how easythe JFNK method and
associated preconditioners are parallelized. The fact that MOM4 itself is already parallel
makes this job considerable easier. The computation of the residual~F(~x) relies heavily on
the existing timestepping code and should therefore be rather easy to parallelize. The Krylov
methods that are needed for JFNK are generally also well suited for parallelization and in
fact the GMRES implementation that was used in our code is indeed capable of parallel
computations. The preconditioner is the only part for whichparallelization is non-trivial.

Let us first consider the preconditioner used in Chapter 3. First the computation of the
Jacobian requires a coloring of the sparsity pattern using Coleman’s method. Although the
coloring algorithm that we used is only implemented sequentially, parallel implementations
of different coloring algorithms do exist [Bozdag et al., 2008]. Further the preconditioner
requires the computation of the sparse approximate inverseof part of the Jacobian. One
of the clear advantages of using sparse approximate inversepreconditioners is that they are
extremely well parallelizable. Finally, to solve the Schurcomplement we used a MRILU
preconditioner and here a different preconditioner is needed if the code is parallelized.

For the preconditioner of Chapter 5 we note that it is very much related to the block pre-
conditioner used in THCM. This preconditioner has been successfully parallelized in Thies
[2008]. Implementation of this preconditioner was definitely non-trivial, but now it scales
well enough to solve the linear systems arising from the Newton–Raphson method that are
at least a magnitude larger than the largest systems considered in this thesis (millions of un-
knowns instead of hundreds of thousands of unknowns). Giventhe amount of CPU time that
the runs in Chapter 5 took, it is commendable to parallelize the MOM4-JFNK code before
applying it to configurations of the global ocean circulation.

In summary, we can say that parallelizing of the JFNK method in ocean models such as
MOM4 is certainly non-trivial, yet it seems very well possible.

6.2 Implicit Timestepping

In the introduction it was mentioned that a nice spin-off of the implementation of JFNK
methods is the application of fully implicit timestepping schemes. In this thesis we only
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considered continuation methods to find the equilibrium solutions of ocean models, but it
seems indeed very well possible to use the preconditioners of Chapter 3 and Chapter 5 for
a fully implicit timestepper. In general, we can expect thatthe systems resulting from these
implicit time-stepping schemes will be easier to solve thanthe full steady system, since it is
generally better conditioned due to an increase of the diagonal values in the Jacobian matrix.

Fully implicit timestepping schemes can be used as a potentially more efficient alternative
to explicit timestepping, since a much larger timestep can be used. In this case the timestep is
determined by efficiency and accuracy considerations. The timestep should be large enough
for the implicit method to be competitive with explicit timestepping, but small enough to
remain accurate.

Fully implicit schemes can also be used as an alternative to the continuation in forcing
strength that was needed in Chapter 5 to ensure the convergence of the Newton–Raphson
method. In this case the timestep is only determined by efficiency considerations whereas
accuracy plays no role. Ideally an infinitely large time stepshould be taken, but then the lack
of global convergence of Newton’s method prevents it from converging. Therefore, initially
smaller timesteps are required and as we get closer to equilibrium larger timesteps can be
used. In this application of fully implicit timestepping, we increase efficiency even more by
realizing that the timestep of the different sub-systems need not be the same. After all, we are
only interested in the final equilibrium solution that the method finds. We can, for instance,
use a smaller timestep for the momentum and surface height equations, since they reach an
equilibrium in a relatively short period. The equations fortemperature and salinity can then
be integrated using a much larger timestep, since these are the equations that are responsible
for the long spin-up time scale. The advantage of using a smaller timestep for the momentum
and surface height equations is then that this in principle improves the condition number of
the Jacobian matrix, resulting in a potentially faster convergence of the Krylov solver.

6.3 Seasonal Cycle

In this thesis we only dealt with steady equilibrium solutions, but other kind of equilibrium
solutions are also relevant. In Chapter 1 we saw an example ofa spin-up run that approached
a statistical equilibrium, where the statistical properties of prognostic variables don’t change
any more. As long as such a statistical steady state has a nearby steady equilibrium solution,
the JFNK method is likely able to find it.

Another form of equilibrium solutions not investigated in this thesis are periodic orbits
resulting from a periodic seasonal forcing of the model. This is in contrast with the time-
independent forcings that where used throughout this thesis. In Khatiwala [2008] and Merlis
and Khatiwala [2008] the residual,~R(~x), is defined by a time integration over the forcing
period,

~R(~x) =~x− ~Qn(~x,∆t)

with ~Qn(~x,∆t) the result ofn successive time steps andn∆t equals the period of the forcing.
Applying the JFNK method to this new residual brings the problem that the Jacobian associ-
ated with~R(~x) is in fact dense rather than sparse. For the preconditioningstrategies that we
have seen in this thesis, this is actually a problem because they all rely on the fact that (part
of) the Jacobian was sparse and could be computed with reasonable efficiency.
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Another approach to finding seasonally forced equilibrium solutions is to use implicit
timestepping. First we compute an equilibrium solution forthe time averaged forcing, us-
ing either continuation or implicit timestepping. Then we can use a fully implicit spin-up
timestepping run with large timesteps to find the periodic equilibrium. If a forcing with a
high time resolution is prescribed then a relatively small timestep is required for an accurate
solution and implicit timestepping is probably not very desirable. On the other hand, if we use
a coarse time-resolution forcing, for instance monthly averaged fields, then we can possibly
benefit from the larger timesteps that implicit schemes allow.

6.4 Subgrid-Scale Parametrization

One of the main reasons for applying the JFNK method to an existing timestepping code such
as MOM4 is that we can then use all kinds of parametrizations for sub-grid scale processes
that are already implemented in MOM4. In this thesis, for most parametrizations we used
the most idealized forms: horizontal mixing and friction were parametrized by a Laplacian
operator with a constant mixing or eddy-viscosity coefficient.

The parametrization of convective adjustment using a variable vertical mixing coefficient
can also be seen as a sub-grid scale parametrization, and as we saw in Chapter 5, this already
caused some problems when applying the JFNK method. A slightmodification of the con-
vective adjustment parametrization was required and additionally a splitting of the residual
~F(~x) in two parts,~Fvert(~x) and~Fother(~x) was needed. It must be said that the discontinuity in
the vertical mixing parameter is quite extreme though; it increases with a factor of typically
104 from sayκv = 10−4m2s−1 to κv = 1m2s−1. It is however undesirable that each sub-grid
scale parametrization requires its own set of modificationsto the MOM4-JFNK code.

When the bi-harmonic horizontal mixing scheme is used instead of Laplacian mixing,
only the sparsity pattern of the Jacobian matrix needs to be changed in the MOM4-JFNK
code of Chapter 5. This is required because the bi-harmonic operator uses a larger stencil
than the Laplacian operator. The sparsity pattern was needed to compute a coloring of (part
of) the Jacobian, that can then be used to reconstruct (part of) the Jacobian using the eval-
uation of matrix–vector products. The larger stencil will have the negative effect that more
matrix–vector products are required to evaluate (part of) the Jacobian. Other parametriza-
tions, such as for instance Smagorinsky viscosity and neutral mixing schemes, likely also
affect the sparsity pattern of the Jacobian. The effect of enabling these parametrizations on
the convergence of the JFNK method is however a much more interesting question. Fur-
ther development and more testing of MOM4-JFNK is needed to provide an answer to this
question.

6.5 Outlook

In this thesis we only considered the acceleration of the spin-up of an ocean-only model, but
in the end the goal is to reduce the spin-up time of a climate model, of which the ocean is only
one component. One approach is to extend the state vector to include all components of a
climate model and the apply JFNK to the full system. This approach may however be a bridge
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too far, since in this thesis we have seen that preconditioning only the ocean component of a
climate model already is very difficult.

Since it is the ocean component that is responsible for the extremely long spin-up time-
scale, it is likely sufficient to be able to apply JFNK only to the ocean component rather than
the entire climate model. One approach to the spin-up of a climate model is to alternately
perform coupled and uncoupled time integrations [Huber et al., 2003]. In the coupled integra-
tions the full climate model is used and these runs are relatively short whereas the uncoupled
ocean-only integrations are much longer, giving the ocean component time to equilibrate.
Replacing these uncoupled ocean-only integrations with the JFNK method can possibly ac-
celerate the total spin-up.

Before applying the JFNK method to the spin-up of a climate model, more testing of the
application of JFNK methods to the ocean component of a climate model is required. In
Section 6.1 we noted that parallelization of the method is commendable before applying it
to a global configuration. Also the possibilities of the JFNKmethod with respect to implicit
timestepping techniques need to be investigated (see Section 6.2). And, finally, in Section 6.4,
we noted that testing of the JFNK method with more realistic subgrid-scale parametrizations
still needs to be done.

In summary, the results in this thesis regarding the applications of JFNK methods to the
spin-up problem in ocean general circulation models are encouraging and we hope they will
stimulate further research.
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Samenvatting

Het Spin–up Probleem

Computer modellen van het klimaat spelen een belangrijke rol binnen de klimaat wetenschap-
pen. Ze zijn niet alleen nuttig voor het beter begrijpen van het klimaat systeem in het heden
en verleden, maar kunnen ook gebruikt worden voor het voorspellen van het klimaat dat ons
in de toekomst te wachten staat. Van bijzonder groot belang zijn de zogenaamde evenwicht-
stoestanden aangezien deze meestal de begincondities van zinnige simulaties vormen. Om
deze evenwichtsoplossingen te berekenen gebruikt men van oudsher een zogenaamde spin–
up simulatie waarin het model vooruit in de tijd geı̈ntegreerd totdat een evenwicht is bereikt.

Deze spin–up simulaties kosten zeer veel rekentijd. Als voorbeeld bekijken we het simu-
latie van het klimaat 89–99 miljoen jaar geleden met het Community Climate System Model
(CCSM). Zelfs voor een relatief grove resolutie kost het meer dan 85.000 CPU uren voordat
dit model een evenwichtstoestand bereikt heeft.

Een van de redenen dat deze simulaties zoveel computer tijd gebruiken is dat de spin–up
tijdschaal van de oceaancomponent van een klimaatmodel extreem lang is. De oceaan wordt
geforceerd aan het oppervlak en voor het bereiken van een evenwicht diep in de oceaan is ver-
ticaal transport van warmte en zout essentieel. Omdat verticale menging van deze groothe-
den extreem inefficiënt is, duurt het duizenden jaren voordat een evenwicht bereikt wordt.
De spin–up simulatie met het CCSM, reeds eerder genoemd, is bijvoorbeeld gedurende een
periode van 2000 jaar gesimuleerd en zelfs dan is een volledig evenwicht nog niet bereikt.

Een andere reden waarom de spin–up zoveel CPU tijd gebruikt is dat de grootte van de
tijdstap ernstig beperkt wordt. Dit is ten gevolge van het zogenaamde Courant–Friedrichs–
Lewy (CFL) criterium dat een relatie legt tussen de ruimtelijke resolutie van een model en
de maximale grootte van de tijdstap. Dit leidt normaal gesproken tot een tijdstap die in
verhouding tot de spin–up tijdschaal extreem klein is. Ze werd in het voorbeeld van de
simulatie met het CCSM een tijdstap ter grootte van enkele uren gebruikt.
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Het Versnellen van de Spin–up

Omdat spin–up simulaties zoveel rekentijd kosten is het wenselijk om methoden te ontwikke-
len die deze procedure versnellen. Aangezien de oceaan component verantwoordelijk is voor
de zeer lange spin–up tijdschaal en de grote hoeveelheid CPUtijd ligt het voor de hand te
kijken naar methoden en algoritmen die de spin–up kunnen versnellen voor de oceaan com-
ponent van een klimaat model. Verder is het wenselijk dat deze algoritmen toegepast kunnen
worden op al bestaande oceaanmodellen. Het ontwikkelen vaneen nieuw oceaanmodel is
immers een enorm karwei en het hergebruiken van code van bestaande oceaanmodellen is
daarom zeer wenselijk.

De aanpak van het spin–up probleem die we in dit proefschriftbekijken vereist dat het
oceaanmodel in de volgende vorm geschreven kan worden

d~x
dt

= ~F(~x). (6.1)

Hier is~x de zogenaamde toestandsvector die de prognostische grootheden, zoals temperatuur,
zout, stroomsnelheden en oppervlakte uitwijkingen, op alle rooster punten bevat. De functie
~F(~x) wordt het residu genoemd en deze wordt bepaald door de gediscretiseerde vergelijk-
ing voor impuls, warmte, zout en oppervlakte uitwijking. Het meest eenvoudige expliciete
tijdsintegratie–schema dat gebruikt kan worden is het zogenaamde expliciete Euler schema
dat gegeven wordt door

~xn+1 =~xn + ∆t~F(~xn) (6.2)

met~xn en~xn+1 de toestandsvector op twee opeenvolgende tijdstappen en∆t de grootte van de
tijdstap. In de praktijk worden natuurlijk algoritmen gebruikt die nauwkeuriger en efficiënter
zijn, maar een essentiële eigenschap van alle expliciete tijdsintegratie–schema’s is dat ze net
als het Euler schema expliciet gebruik maken van het residu~F(~x). Als we nu in een simulatie
een evenwichtstoestand bereiken dan geldt voorn→∞ dat d~x/dt→ 0 en derhalve hebben we
eigenlijk een oplossing gevonden van het niet–lineaire stelsel vergelijkingen

~F(~x) = 0. (6.3)

In dit proefschrift proberen we een evenwichtsoplossing tevinden door (6.3) direct op te
lossen met behulp van de Newton–Raphson methode. Dit is een iteratieve methode, waarbij
gegeven een benadering~xn van de oplossing van het stelsel (6.3) een hopelijk betere benader-
ing~xn+1 gevonden wordt door het systeem rond rond de toestand~xn te lineariseren en op te
lossen

~F(~xn)+J(~xn)(~xn+1−~xn) = 0. (6.4)

Hier isJ de Jacobiaan die de partiële afgeleiden van~F(~x) met betrekking tot~x bevat.
Één van de problemen bij het gebruik van de Newton–Raphson methode is dat deze

slechts garantie op convergentie geeft indien de gekozen begin oplossing dicht genoeg ligt
bij de uiteindelijke evenwichtsoplossing. Dit probleem kan vermeden worden door gebruik
te maken van een continuatie methode waarbij we de sterkte van de forcering variëren. In het
geval dat er geen forcering is zal de evenwichtstoestand toestand normaal gesproken triviaal
zijn en bestaan uit een toestand zonder enige beweging. We beginnen nu met deze triviale
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evenwichtsoplossing zonder enige forcering en vergroten vervolgens de sterkte van de forcer-
ing in kleine stapjes. Na elke stap berekenen we de bijbehorende evenwichtsoplossing met
behulp van de Newton–Raphson methode, waarbij we de evenwichtsoplossing van de vorige
stap als begin toestand gebruiken. Indien de stapgrootte klein genoeg gekozen wordt dan heeft
de Newton–Raphson methode geen moeite met convergeren en bereiken we uiteindelijk na
een aantal stappen de gewenste forcering.

Een voorbeeld van een model dat de Newton–Raphson aanpak gebruikt is het Thermo-
haline Circulation Model (THCM), een volledig drie dimensionaal model dat de hydrostatis-
che vergelijkingen oplost. Dit model kan evenwichtsoplossingen bijzonder efficiënt uitreke-
nen en dat maakt het model ook uitermate geschikt voor bifurcatie analyse. Hierbij wordt
gekeken hoe de evenwichtstoestanden van het model afhankelijk zijn van een of andere fy-
sische parameter. Met THCM zijn voor allerlei parameters bifurcatie diagrammen gemaakt
en aangezien de Newton–Raphson methode geen onderscheid maakt tussen stabiele en onsta-
biele evenwichten stelt dit ons in staat om takken voor beidesoorten evenwichten te bepalen.
Dit is een groot voordeel ten opzichte van het gebruik van eentraditionele spin–up simulatie
met behulp van tijdsintegratie, waarbij in principe de stabiele evenwichten gevonden zouden
kunnen worden, maar de onstabiele evenwichten onbereikbaar zijn.

De reden dat niet alle oceaanmodellen deze Newton–Raphson aanpak gebruiken is dat het
oplossen van de lineaire stelsels (6.4) een groot probleem is. Zelfs voor configuraties met een
relatief grove resolutie bevat de toestandsvector al gauw honderdduizenden vrijheidsgraden
waardoor de lineaire stelsels die opgelost moeten worden erg groot worden. Daarom maken
we bij het oplossen van deze stelsels gebruik van zogenaamdeKrylov methoden, iteratieve
methoden die geschikt zijn voor het oplossen van stelsels met ijle matrices. Het voordeel van
deze Krylov methoden is dat ze relatief weinig geheugen gebruiken en dat ze enkel gebruik
maken van het matrix–vector product van de Jacobiaan met eenvector. De convergentie van
deze methoden is echter alleen goed indien de Jacobiaan goedgeconditioneerd is en dit is
meestal niet het geval. Om dit probleem op te lossen worden zogenaamde preconditioners
gebruikt en de ontwikkelaars van THCM hebben een aantal efficiënte preconditioners voor
oceaanmodellen ontwikkeld.

Indien de Newton–Raphson methode toegepast wordt op bestaande oceaanmodellen dan
is een bijkomend probleem dat de JacobiaanJ niet beschikbaar is. Een model zoals THCM is
ontworpen met Newton’s methode in het achterhoofd en derhalve is het zodanig opgezet dat
het de Jacobiaan vrij gemakkelijk expliciet te berekenen is. Voor de meeste bestaande oceaan-
modellen is het echter niet direct mogelijk om de Jacobiaan te berekenen aangezien deze niet
nodig is voor de expliciet tijdsintegratie–schema’s die gebruikt worden. In de zogenaamde
Jacobian–Free Newton–Krylov (JFNK) methode wordt dit probleem opgelost door gebruik te
maken van het feit dat Krylov methoden enkel gebruik maken van het matrix–vector product
van de JacobiaanJ met een vector~v. Aangezien de Jacobiaan bestaat uit de partiële afgelei-
den van~F(~x) met betrekking tot~x kan dit product benaderd worden met behulp van eindige
differenties

J~v =
~F(~x+ ε~v)−~F(~x)

ε
(6.5)

metε een parameter die klein genoeg gekozen is. Merk op dat dit nogsteeds de berekening
van het residu~F(~x) vereist, maar zoals reeds vermeld is dit voor expliciete modellen meestal
niet een groot probleem.
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De hoofdvraag in dit proefschrift is of een algoritme gebaseerd op de JFNK methode
ontworpen en geı̈mplementeerd kan worden zodat de spin–up van bestaande oceaanmodellen
aanzienlijk versneld kan worden. Een van de grote problemendie hierbij een rol speels is om
efficiënte preconditioners te vinden voor de lineaire systemen (6.4) zodat de JFNK methode
snel convergeert.

Resultaten

Om aan te tonen dat de JFNK methode levensvatbaar passen we deze in Hoofdstuk 2 eerst
toe op een relatief eenvoudig Planetair Geostroof Oceaan Model (PGOM). Dit is een drie
dimensionaal oceaanmodel waarbij temperatuur en zout de enige prognostische variabelen
zijn terwijl het snelheidsveld gediagnosticeerd wordt metbehulp van de geostrofe balans.
Om de convergentie van de Krylov methoden die (6.4) oplossente verbeteren hebben we ge-
bruik gemaakt van de MRILU preconditioner. Vervolgens hebben we voor een geı̈dealiseerd
test probleem laten zien dat een speed–up van een orde grootte 10–100 mogelijk is (zie
Figuur 2.5). De exacte waarde van de speed–up hangt af van de gebruikte resolutie en de
gewenste nauwkeurigheid. Waar we een hogere resolutie gebruikten leidde dit ook tot een
grotere speed–up. Verder geldt dat de JFNK methode efficiënter wordt naarmate de gewen-
ste nauwkeurigheid hoger is. Immers, voor de JFNK methode levert een extra iteratie in het
Newton–Raphson proces al een aanzienlijke verbetering in de nauwkeurigheid op, terwijl
bij het gebruik van tijdsintegratie methoden de oplossing honderden jaren extra geı̈ntegreerd
moeten worden om een aanzienlijke verbetering in nauwkeurigheid te krijgen.

De behaalde resultaten met het PGOM model geven ons het vertrouwen dat we de JFNK
methode kunnen toe passen op een state–of–the–art oceaanmodel. In Hoofdstuk 3 zetten
we daarom een eerste stap hiermee door ons te richten op Versie 4 van het Modulair Ocean
Model (MOM4). Dit is een oceaanmodel dat de volledig drie dimensionale hydrostatische
vergelijkingen oplost waarbij gebruik gemaakt kan worden van willekeurige geometriën en
parameterisaties voor allerlei fysische processen.

De eerste moeilijkheid bij het toepassen van de JFNK methodeop MOM4 is dat de
berekening van het residu mogelijk moet zijn. Aangezien MOM4 een behoorlijk ingewikkeld
tijdsintegratie–schema gebruikt is dit geen triviale kwestie. Desondanks bleek het mogelijk te
zijn om een algoritme te implementeren om~F(~x) te berekenen wat voor het grootste gedeelte
bestaande code van MOM4 hergebruikt.

In eerste instantie vereenvoudigen we het probleem nu enigszins door voor temperatuur
en zout voorgeschreven waarden te gebruiken in plaats van deze deel uit te laten maken van
de toestandsvector. Voor dit gereduceerde systeem hebben we vervolgens een blokprecon-
ditioner ontwikkeld en geı̈mplementeerd waarmee de lineaire stelsels vergelijkingen (6.4)
efficiënt opgelost kunnen worden. Daarmee is het mogelijk de JFNK methode te gebruiken
om evenwichtsoplossingen van de wind-gedreven oceaan circulatie te bepalen.

Om te laten zien dat de JFNK methode ook uitermate geschikt isvoor bifurcatie anal-
yse hebben we een bifurcatie diagram voor de wind-gedreven oceaan circulatie berekend.
In dit bifurcatie diagram kunnen we zien hoe de evenwichtsoplossingen afhangen van de
horizontale frictiecoëfficiëntAH (zie Figuur 3.4). Het gedrag van de evenwichtsoplossin-
gen volgt het patroon van een imperfecte pitchfork bifurcatie. Voor waarden vanAH boven
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een bepaalde kritische waarde bestaat er slechts één evenwichtsoplossing terwijl voor waar-
den beneden deze kritische waarde drie oplossingen bestaan. WaarAH precies de kritische
waarde aanneemt vinden we een zadelpunt bifurcatie. Dit resultaat is op zichzelf niet ver-
wonderlijk aangezien voor soortgelijke configuraties van de ondiep water vergelijkingen of
quasi–geostrofe vergelijkingen ook pitchfork bifurcaties zijn gevonden. Nieuw is dat we dit
bifurcatie diagram nu voor een state–of–the–art oceaanmodel zoals MOM4 berekend hebben.

Het is natuurlijk ook mogelijk de JFNK methode te gebruiken om de spin–up te ver-
snellen. Hierbij is het belangrijk op te merken dat zolang wevoor temperatuur en zout
voorgeschreven waarden gebruiken de spin–up tijdschaal slechts enkele jaren is in plaats
van een orde grootte van duizenden jaren. Voor een geı̈dealiseerde configuratie behaalden
we desondanks met de JFNK methode een speed–up met ongeveer een factor 10 indien een
accurate bepaling van de evenwichtsoplossing gewenst is (zie Figuur 3.7).

Vervolgens passen we in Hoofdstuk 4 de methoden die we in Hoofdstuk 3 ontwikkeld
hebben toe voor realistische configuraties van MOM4. In het bijzonder bekijken we de oceaan
stroming gedurende het Oligoceen (25 miljoen jaar geleden)en het Mioceen (20 miljoen jaar
geleden). Gedurende deze perioden was de geometrie van de continenten compleet anders
dan de huidige geometrie (zie bijvoorbeeld Figuur 4.2). Zo waren destijds twee zeestraaten
die tegenwoordig afgesloten zijn nog open: de Straat van Panama en de Thetyszee. Tijdens
de overgang van het Oligoceen naar het Mioceen vonden een aantal veranderingen plaats. Zo
werd Straat Drake breder en de Thetyszee eerst ondieper en uiteindelijk helemaal afgesloten.
Uit eerdere studies met modellen is gebleken dat deze twee effecten mogelijk tot gevolg
hebben gehad dat de stroming in de Straat van Panama omkeerdevan een netto westwaarts
transport gedurende het Oligoceen naar een netto oostwaarts transport gedurende het Mio-
ceen.

We gebruiken de JFNK methode om met een gevoeligheidsstudiete kijken hoe robuust
dit omkeren van de stroming in de Straat van Panama is met betrekking tot veranderingen in
bodemtopografie, geometrie van continenten en de sterkte van de forcering. Door de bodem-
topografie in de Thetyszee op te hogen in de Oligoceen configuratie hebben we laten zien dat
het afsluiten van de Thetyszee inderdaad tot gevolg heeft dat de stroming in de Straat van
Panama omkeert (zie Figuur 4.9). Verder hebben we laten ziendat het afsluiten van Straat
Drake juist tot gevolg heeft dat het westwaartse transport in de Straat van Panama toeneemt
(zie Figuur 4.13). Beide effecten zijn consistent met het idee dat het breder worden van
Straat Drake en het afsluiten van de Thetyszee tot gevolg hebben dat het netto transport door
de Straat van Panama van teken wisselt.

We hebben ook gekeken naar de invloed van de continentale geometrie van het Afrikaanse
continent op het omkeren van de stroming in de Straat van Panama. Het blijkt dat deze omk-
ering alleen plaatsvind indien de punt van Zuid–Afrika minder zuidelijk ligt dan Straat Drake
(zie Figuur 4.17). Indien deze twee ongeveer op dezelfde breedtegraad zouden liggen dan is
de stroming in Panama Straat westwaarts gedurende zowel hetOligoceen als het Mioceen.

Tenslotte hebben we gekeken naar de invloed van de sterkte van de forcering op de stro-
ming in Panama Straat. We hebben een continuatie methode in de forcering sterkte toegepast
en het is gebleken dat in alle gevallen er sprake is van een omkering van de stroming in de
Straat van Panama.

Al met al concluderen we dan ook dat het omkeren van het netto transport door de Straat
van Panama tijdens de overgang van het Oligoceen naar het Mioceen een robuuste eigenschap
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van MOM4 is.
In Hoofdstuk 5 breidden we de JFNK methode voor MOM4 vervolgens uit naar de

volledige vergelijkingen, waarbij temperatuur en zout dynamische variabelen zijn en niet
langer voorgeschreven waarden hebben. Dit in tegenstelling tot Hoofdstuk 3 en Hoofdstuk 4
waar dit nog wel het geval was.

Om het volledige systeem op te kunnen lossen gebruiken we eenpreconditioner waarbij
we in de impulsvergelijkingen de drukgradiënten ten gevolge van dichtheidsverschillen in
de oceaan verwaarlozen. Verder hebben we laten zien dat de JFNK methode tegen een aan-
tal problemen oploopt met betrekking tot het zogenaamde convective adjustment schema, een
schema dat ervoor zorgt dat onstabiele stratificaties in evenwichtsoplossingen niet voorkomen.
Aanpassingen in dit schema en het JFNK algoritme zijn nodig om ervoor te zorgen dat de
Newton–Raphson methode naar een evenwichtsoplossing convergeert. Uiteindelijk hebben
we laten zien dat voor een geı̈dealiseerde configuratie afhankelijk van resolutie en gewenste
nauwkeurigheid een speed–up met een factor 10–25 mogelijk is (zie Tabel 5.1).

Conclusie

In dit proefschrift hebben we de JFNK methode succesvol toegepast op onder andere het
state–of–the–art oceaanmodel MOM4 en hierbij een aanzienlijke acceleratie van de spin–up
behaald. Maar uiteraard is er ook nog veel ruimte voor verbeteringen. Hieronder bespreken
we daarom een aantal punten die in dit proefschrift nog niet aan de orde zijn gekomen.

In de eerste plaats zijn alle algoritmen in dit proefschriftserieel in plaats van parallel. Het
verdient zeker aanbeveling om te werken aan de parallellisatie hiervan te werken en hoewel
dit zeker niet triviaal is, lijkt het ook zeker niet onmogelijk te zijn.

Verder hebben we in dit proefschrift de JFNK methode enkel enalleen gebruikt voor
het bepalen van evenwichtstoestanden. De JFNK methode kan echter ook gebruikt worden
voor de implementatie van impliciete tijdsintegratie–schema’s. Deze hebben als voordeel
boven expliciete schema’s dat de grootte van de tijdstap niet beperkt wordt door het CFL
criterium. Deze schema’s kunnen dan bijvoorbeeld gebruiktworden om de spin–up van een
oceaanmodel te versnellen, maar wellicht kunnen zo ook simulaties versnellen waarbij men
juist geı̈nteresseerd is in het tijdsafhankelijke gedrag van het oceaanmodel.

Een ander punt waar verbetering mogelijk is ligt bij het testen van parameterisaties voor
bijvoorbeeld subgrid–schaal processen. In dit proefschrift maakten we in de voorbeelden
meestal gebruik van de meest geı̈dealiseerde parameterisaties terwijl we juist de JFNK meth-
ode gebruiken om allerlei gevanceerde parameterisaties inbestaande modellen te kunnen
gebruiken. Op dit punt dient de methode duidelijk nog uitgebreider getest te worden.

Tenslotte merken we op dat in dit proefschrift de JFNK methode slechts toegepast is op
oceaanmodellen, terwijl het uiteindelijke doel is om ook despin–up van klimaat modellen te
versnellen. Hoe dan ook, de resultaten in dit proefschrift met betrekking tot het toepassen van
JFNK methoden op oceaanmodellen zijn bemoedigend en we hopen dat ze verder onderzoek
in deze richting stimuleren.
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