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Chapter 1

Introduction

I
n medical imaging an accurate diagnosis is dependent on two factors. The first
factor is the successful acquisition of the image; the second factor is the successful
interpretation of the image. Computers have arguably a huge impact on the ac-

quisition of medical images. Most of modern medical imaging would not exist without
them. They control imaging hardware, perform reconstruction and postprocessing of
the image data and store the scans. In contrast, the role of computers in the inter-
pretation of medical images has so far been limited. Interpretation remains an almost
exclusively human domain.

In recent years this has started to change. Applications are being developed in
which a computer interprets an image to aid a physician in detecting possibly subtle
abnormalities. The way in which the computer helps the physician is similar to how a
spell-checker helps a writer correct a text. A spell-checker indicates words or grammar
it suspects to be incorrect. This may or may not be the case and the human operator,
the writer in this case, either accepts or rejects the machine’s suggestions. A similar
process can be used for medical image analysis. The computer indicates places in the
image that require extra attention from the physician because they could be abnormal.
These technologies are called Computer Aided Diagnosis (CAD). The most established
CAD application is the early detection of breast cancer using automated analysis
of mammograms (x-rays of the breast). Several commercial products, approved by
regulatory authorities, are available on the market. Other emerging CAD applications
are the automatic detection of polyps in the large intestine and automatic lung nodule
detection.

This thesis describes components of an automatic system which can aid in the
detection of diabetic retinopathy. This is an eye disease and a common complication
of diabetes that can cause blindness and vision loss if left undiagnosed at an early
stage. As the number of people afflicted with diabetes increases worldwide, the need
for automated detection methods of diabetic retinopathy will increase as well. To
automatically detect diabetic retinopathy, a computer should interpret and analyze
digital images of the retina.

The CAD technologies described in this thesis have been developed with the pur-
pose of automated screening in mind. Screening means testing people at risk of de-
veloping a certain disease, before the presence of symptoms. It allows for the early
detection of disease which may lead to more effective treatment. Automated screening
takes the idea of CAD one step further by giving the computer a more autonomous
role, than that of merely providing a second opinion. The machine interprets and
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Figure 1.1: (a) Cross sectional view of the right human eye (image courtesy of: NIH,

National Eye Institute). (b) A digital photograph of the retina. This image shows only a
small part of the retina.

analyzes all images of a patient. If abnormalities are found, the case is shown to a
retinal specialist (an ophthalmologist trained in diseases of the retina) who can make a
detailed diagnosis. If no abnormalities are found the case is stored without ever being
examined by a human. Automated screening is often considered to be a controversial
topic. Clearly it is important that the sensitivity of an automated screening system
is very high. Whether automated screening will be possible and acceptable for the
detection of diabetic retinopathy on retinal images remains to be seen. Most of the
described technologies could also be used in a conventional CAD system, i.e. to aid
an ophthalmologist in the detection of lesions or monitoring the progress of diabetic
retinopathy.

This introductory Chapter provides some background information on the anatomy
of the eye, diabetic retinopathy, and diabetic retinopathy screening. It concludes with
an outline of the thesis.

1.1 Anatomy of the Eye

The human eye is similar to a camera. Light that passes through the iris is focused onto
the retina through a lens. There, the visual information is encoded and transmitted
to the brain through the optical nerve. In Figure 1.1(a) a cross section of the human
eye is shown with the most important anatomy labelled.

For the work presented in this thesis the retina is the most important part of the
eye. The specific vascular changes caused by diabetic retinopathy can often be detected
visually by examining the retina. The retina itself is a thin layer of photosensitive
neural cells which lines the back (i.e. the fundus) of the eye. The photosensitive
neurons are not equally distributed over the retina. In Figure 1.1(b) a photograph of
the back of the eye is shown. Note that the area of the retina shown in this image
is only a small part of the complete retina which is much larger. This photograph is

2



1.2. DIABETIC RETINOPATHY

(a) (b)

Figure 1.2: (a) Normal vision (b) A simulation of what someone with advanced diabetic
retinopathy could see (images courtesy of: NIH, National Eye Institute).

centered on the macula, the dark area in the middle of the photograph. In the center
of the macula is the fovea, a small pit which contains the highest concentration of
photosensitive cells. The fovea is responsible for our sharp central vision. Once the
macular area is affected by the progression of diabetic retinopathy there is a large risk
of vision loss.

Other important structures shown in Figure 1.1(a) are the optic disc and the vas-
culature. The optic disc is also known as the blind spot because there are no photo-
sensitive cells in this area. Here the axons of the retinal ganglion cells leave the eye
in the optical nerve which connects to the visual cortex. This is the part of the brain
that processes all visual information and makes it understandable to us.

1.2 Diabetic Retinopathy

Diabetic retinopathy is the leading cause of blindness in the working population of the
western world. This eye disease is the most frequent microvascular complication of
diabetes. Diabetes damages the macro- and microvascular system. Usually the eye is
one of the first places where this becomes apparent. When the microvascular system
in the eye is progressively damaged, vision loss and blindness can occur (see Figure
1.2). Even though diabetes itself cannot be cured at this time, diabetic retinopathy
can be successfully treated by laser surgery and strict glucose control. In order for the
treatment to be effective, early detection is important.

Most patients with diabetes will eventually develop diabetic retinopathy. The
prevalence of diabetic retinopathy varies dependent on the age of onset of diabetes
and the duration of the disease. In patients who where younger than 30 when they
were first diagnosed with diabetes, the prevalence is 17% during the first 5 years. This
increases to 97% after 15 years of diabetes [1]. For patients who were older than 30
at the onset of diabetes, up to 20% showed signs of retinopathy immediately after
presentation and this increased to 78% after 15 years of diabetes [2].

The presence of diabetic retinopathy can be detected by examining the retina for its
characteristic features. One of the first unequivocal signs of the presence of diabetic
retinopathy is the appearance of microaneurysms. As shown in Figure 1.3(a) these
appear as small red dots between the larger vessels of the retina. Microaneurysms arise
due to local weakening of the vessel walls of the smallest vessels, the capillaries, causing

3



CHAPTER 1

(a) (b)

(c) (d)

Figure 1.3: Examples of retinal images containing signs of diabetic retinopathy. (a)
microaneurysms, the contrast of the enlarged section has been enhanced. (b) hemor-
rhages (c) exudates (d) cottonwool spot
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1.3. SCREENING FOR DIABETIC RETINOPATHY

them to blow up in a balloon-like fashion. In some cases the microaneurysms will burst
causing hemorrhages. As the disease and damage to the vasculature progresses larger
hemorrhages will appear (see Figure 1.3(b)). In addition to leaking blood, the vessels
will also leak lipids and proteins causing small bright dots called exudates to appear
(see Figure 1.3(c)). Next, small parts of the retina become ischemic, deprived of blood.
These ischemic areas are visible on the retina as fluffy whitish blobs called cottonwool
spots (see Figure 1.3(d)). As a response to the appearance of ischemic areas in the
retina the eye will start growing new vessels to supply the retina with more oxygen.
These vessels, called neovascularisations, have a greater risk of rupturing and causing
large hemorrhages than normal vessels.

Treatment of diabetic retinopathy is as of this moment still predominantly based on
photocoagulation although new drugs for the medical treatment of diabetic retinopathy
have been recently approved by the US FDA. In photocoagulation treatment a strong
beam of light (i.e. a laser) is applied to certain areas on the retina. The laser can be
directly applied to leaking microaneurysms to prevent further hemorrhaging. It can
also be applied in a grid pattern over a larger part of the retina with the purpose
of reducing the overall need for oxygen and diminishing the load on the damaged
microvasculature. Photocoagulation can significantly reduce the risk of serious vision
loss. However, visual acuity already lost usually cannot be restored.

1.3 Screening for Diabetic Retinopathy

Early detection of diabetic retinopathy is critical for successful treatment. Screening
can help to enable this early detection. Studies have shown that people who suffer
from diabetes benefit from regularly attending a screening session [3, 4, 5]. In this
screening session the retinas of both eyes are examined by an ophthalmologist and
if diabetic retinopathy is detected the patient can be followed. Regular monitoring
continues until the ophthalmologist decides treatment is necessary.

In addition to direct examination by an ophthalmologist, the retina can also be
indirectly examined using (digital) photographs. The ophthalmoscope used for direct
examination is a small and portable instrument comprised of a light source and a set of
lenses which allows a person to view the retina (see Figure 1.4(a)). The digital fundus
camera is a normal CCD based digital camera with special optics that can be used to
make color photographs of the retina (see Figure 1.4(b)). The pupil is narrow and does
not allow much light to enter the eye. To facilitate imaging the pupil can be widened
by lowering the ambient light intensity, performing mydriasis (administration of pupil
widening eye drops) or both these things. With modern fundus cameras, however,
mydriasis is not needed in the majority of cases.

Fundus photography is the preferred medium for large scale screening. Digital
fundus photography specifically has the advantage that is is cheaper than regular
photography. It allows instantaneous examination of the retina when necessary, quick
storage and access of the images and decoupling of the acquisition and interpretation
stages of the screening. The images can be acquired anywhere, but read at a central,
specialized institution. An example of such a screening program is the EyeCheck
Project [6] which supplied images used in Chapters 3, 4, 5, 7 and 8 of this thesis. In
this project, a large population is screened in family care physicians’ offices or family
physician laboratories. Images are acquired on site and are sent over the internet to
a central server. A trained reader specialized in diabetic retinopathy will log into this
server and grade the images. Patients that need to see an ophthalmologist or need to
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(a) (b)

Figure 1.4: (a) An indirect ophthalmoscope manufactured by Heine Optotechnik
GmbH & Co., Herrsching, Germany. (b) A modern digital fundus camera manu-
factured by Topcon Corporation, Tokyo, Japan. Note that the scale of both images is
not the same.

attend the screening more frequently are notified by email.
Such a telemedicine screening program lends itself especially well to the use of

CAD technology. A computer could be used to make a selection of the images stored
on the central server. Possibly suspect images (patients) could be shown to the oph-
thalmologist while certainly normal images could be stored immediately. This could
potentially lower the total workload of the ophthalmologists. The computer would not
have to make a complete diagnosis but just determine whether an image is normal
or abnormal. The techniques described in this thesis are aimed at enabling the use
of CAD technology for such a pre-selection of retinal images in diabetic retinopathy
screening.

1.4 Outline of this Thesis

This thesis describes different components needed to build an automatic screening
system for diabetic retinopathy. The order in which the different components are
presented approximately follows the processing pipeline of such a system.

Chapter 2 is a comparative study in which several different techniques for the
automatic detection of the vasculature in retinal images are described and a new
technique is proposed. This technique is used in all subsequent chapters.

In Chapter 3 an automatic system for the quantification of image quality is de-
scribed. This is an important issue in large scale screening programs where images are
acquired at many different sites, using different cameras and operators. It forms an
essential component of an automated screening system.

In addition to the vasculature, other anatomical landmarks are present on the

6



1.4. OUTLINE OF THIS THESIS

retina, in particular the optic disc, the macula and the vascular arch. The location
of these anatomical landmarks can be used to determine a relative position on the
retina, and this spatial information about potential lesions can be used to remove false
positive lesion detections and provide important diagnostic information. Chapter 4
describes a system which is able to automatically find a set of points in a retinal image
and thereby identify the location of the most important retinal anatomy.

Chapter 5 is a short chapter describing a method to quickly find the optic disc in
a retinal image.

Red lesions are amongst the first signs of the presence of diabetic retinopathy
and are therefore important to detect. Chapter 6 describes an automatic red lesion
detection system. When diabetic retinopathy progresses bright lesions also appear.
An automatic detection system for these lesions is described in Chapter 7.

The systems from Chapter 2 to 7 have been tested on relatively small datasets.
In Chapter 8 a comprehensive screening system is developed using the previously
described components. This system is evaluated on a large dataset containing 40,000
images obtained in 10,000 eye examinations. A novel method is proposed to combine
the outputs of the various system components into a single opinion about the complete
examination. This chapter ends with recommendations for future research.

Finally, Chapter 9 provides a brief general discussion.
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Chapter 2

Comparative Study of Retinal
Vessel Segmentation Methods

M. Niemeijer, J. Staal, B. van Ginneken, M. Loog and M.D. Abràmoff. Com-
parative Study of Retinal Vessel Segmentation Methods on a New Publicly
Available Database, SPIE Medical Imaging, 5370:648-656, 2004

Abstract

In this work we compare the performance of a number of vessel segmentation
algorithms on a newly constructed retinal vessel image database. Retinal ves-
sel segmentation is important for the detection of numerous eye diseases and
plays an important role in automatic retinal disease screening systems. A large
number of methods for retinal vessel segmentation have been published, yet an
evaluation of these methods on a common database of screening images has not
been performed. To compare the performance of retinal vessel segmentation
methods we have constructed a large database of retinal images. The database
contains forty images in which the vessel trees have been manually segmented.
For twenty of those forty images a second independent manual segmentation is
available. This allows for a comparison between the performance of automatic
methods and the performance of a human observer. The database is available to
the research community. The performance of five different algorithms has been
compared. Four of these methods have been implemented as described in the
literature. The fifth pixel classification based method was developed specifically
for the segmentation of retinal vessels and is the only supervised method. We
define the segmentation accuracy with respect to our gold standard as the per-
formance measure. Results show that the pixel classification method performs
best, but the second observer still performs significantly better.

9



CHAPTER 2

2.1 Introduction

A
utomatic segmentation of the vasculature in retinal images is important
for the detection of a number of eye diseases. Some diseases, e.g. retinopathy
of prematurity, affect the morphology of the vessel tree itself. In other cases,

e.g. pathologies like microaneurysms, the performance of automatic detection methods
may be improved if regions containing vasculature can be excluded from the analysis
[7, 8]. Another important application of automatic retinal vessel segmentation is in
the registration of retinal images of the same patient taken at different times [9]. The
registered images are useful in automatically monitoring the progression of certain dis-
eases [10]. Finally, the position, size and shape of the vasculature provides information
which can be used to locate the optic disk and the fovea [11]. Therefore automatic ves-
sel segmentation forms an essential component of any automated eye-disease screening
system.

The research presented in this paper is part of a larger effort to develop an auto-
mated screening system for the detection of diabetic retinopathy in retinal images. A
large number of methods for retinal vessel segmentation have been published, yet an
evaluation on a common database of screening images has not been performed. To
compare the performance of vessel segmentation algorithms we have established a large
database of retinal images in which the vessels have been segmented manually. This
database is publicly available to the research community via a website. Researchers
who use the data are encouraged to upload their segmentation results to this same
website (for details see Section 2.6).

Shared image repositories are already available for a variety of other medical image
types. Examples are the JSRT chest radiography database [12] and the DDSM digital
mammography database [13]. Hoover et al. [14] made their database of retinal images
with vessel segmentations available on the web. However, there are several drawbacks
to this set of images that motivated us to develop a new database as described in this
work. First, the images in the Hoover database are not screening images. Because they
are scanned from film the quality of the images is lower than when they would have
been acquired directly using a digital fundus camera. Finally, the variability between
the manual segmentation from the first and second observer is substantial.

In this work the performance of five vessel segmentation methods on a new publicly
available image database is compared. Four methods have been previously published
and one method is new.

This Chapter is structured as follows. In Section 2.2 the image data used in this
Chapter is described. The various vessel segmentation methods that are compared are
presented in Section 2.3. The experiments and results are found in Section 2.4 and
the Chapter is concluded in Section 2.5.

2.2 Materials

Our image database, to which we will refer to as the DRIVE (Digital Retinal Images
for Vessel Extraction) database, consists of a total of 40 color fundus photographs.
All images were anonymized and the study was performed according to the guidelines
set forth in the Declaration of Helsinki [15]. The photographs were obtained from a
diabetic retinopathy screening program in the Netherlands. The screening population
consisted of 453 subjects between 31 to 86 years of age. Each image has been JPEG
compressed, which is common practice in screening programs. Of the 40 images in the

10



2.3. METHODS

Figure 2.1: Left: A typical image from the database without pathology. Right: An ex-
ample image from the database containing pathology (hemorrhages, microaneurysms).
Note that only the field of view of both images is shown.

database, 7 contain pathology, namely exudates, hemorrhages and pigment epithelium
changes. See Figure 2.1 for an example of both a normal and a pathological image.

The images were acquired using a Canon CR5 non-mydriatic 3CCD camera with
a 45 degree field of view. Each image is captured using 8 bits per color plane at 768 ×
584 pixels. The field of view of each image is circular with a diameter of approximately
540 pixels.

The set of 40 images was divided into a test and a training set both containing 20
images. Three observers, the first and second author and a computer science student
manually segmented a number of images. All observers were trained by an experi-
enced ophthalmologist (the last author). The first observer segmented 14 images of
the training set while the second observer segmented the other 6 images. The test set
was segmented twice resulting in a set X and Y. Set X was segmented by both the first
and second observer (13 and 7 images respectively) while set Y was completely seg-
mented by the third observer. The performance of the vessel segmentation algorithms
is measured on the test set. In set X the observers marked 577,649 pixels as vessel
and 3,960,494 as background (12.7% vessel). In set Y 556,532 pixels were marked as
vessel and 3,981,611 as background (12.3% vessel).

2.3 Methods

Five different (retinal) vessel segmentation methods were tested on the DRIVE database.
The first four of these algorithms have been implemented as described in the literature,
the fifth method was developed specifically for the purpose of retinal vessel segmenta-
tion. A short description of each of the five methods is given below. Figure 2.3 shows
the output of each of the methods on one image from the database.

11



CHAPTER 2

2.3.1 Matched Filter Approach

Chaudhuri et al. [16] note that the gray-level profiles of the cross-sections of retinal
vessels have an intensity profile which can be approximated by a Gaussian. A two-
dimensional matched filter approach is proposed to detect the vessels. Vessel segments
at various orientations are detected by convolving the image with rotated versions of
the matched filter kernel and retaining only the maximum response. At an angular
resolution of 15◦, a total of 12 convolutions are needed. The resulting image can be
thresholded to produce a binary segmentation of the vasculature.

2.3.2 Scale-Space Analysis and Region Growing Approach

Mart́ınez-Pérez et al. [17] use a combination of scale space analysis and region growing
to segment the vasculature. Two features are used to characterize the blood vessels,
the gradient magnitude of the image intensity |∇I| and the ridge strength both at
different scales. The ridge strength is determined by calculating the absolute largest
eigenvalue |λ1| of the matrix of second order derivatives of the image intensity (the
Hessian). To account for the difference in vessel width across the retina both these
features are normalized by the scale s over the scale-space while retaining only the
local maxima. The local maxima of the gradient magnitude γ and the local maxima
of the ridge strength κ then become:

γ = max
s

[
|∇I(s)|

s

]
, κ = max

s

[
|λ1(s)|

s

]
(2.1)

The histograms of both features are used in the final region-growing step, in which
the images pixels are divided into two classes, “vessel” and “non-vessel”. This is
accomplished by alternating the vessel and background region growing and lowering
the feature thresholds after each iteration. This continues until no new pixels are
added to either of the two classes.

2.3.3 Mathematical Morphology and Curvature Estimation Ap-
proach

The method proposed by Zana et al. [18] is a general vessel segmentation method
based on the use of mathematical morphology. The algorithm itself consists of several
morphological operations and can be divided into a number of steps:

1. Recognition of linear parts by computing the supremum of openings using a
linear structuring element at different orientations.

2. Noise suppression by using a geodesic reconstruction of the supremum of openings
into the original image.

3. Removal of different types of undesirable patterns by applying the Laplacian on
the result of the previous step followed by a specially designed alternating filter.

The final result can be thresholded to produce a segmentation of the vasculature.

2.3.4 Verification-Based Local Thresholding Approach

Jiang et al. [19] propose an adaptive local thresholding framework based on a verification-
based multithreshold probing scheme. Retinal vessels cannot be segmented by using a
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global threshold because of gradients in the background of the image. Instead Jiang
et al. propose to probe the image with a number of thresholds. At each of the probed
thresholds all binary objects in the thresholded image are extracted. By applying a
classification procedure to the objects, only those that have vessel-like features will
be retained. All the retained binary objects can be combined to form a binary vessel
tree segmentation. The sensitivity of the method can be manipulated by changing the
parameters of the classification procedure, i.e. making it less or more strict.

2.3.5 Pixel Classification Approach

As a comparison for the other systems which are all non-supervised (not trained with
examples) we implemented a simple vessel segmentation method based on pixel clas-
sification. For each pixel in the image, a feature vector is constructed and a classifier
is trained with these feature vectors. Features are extracted from the green plane of
the retinal images only. In initial experiments we compared two types of features: the
output of filters and the pixel values within a neighborhood. The filter output showed
the best results.

Initial experiments were conducted in which three classifiers [20] have been com-
pared, a kNN-classifier, a linear classifier and a quadratic classifier. Performance of
the kNN-classifier was superior for all experiments, so this classifier was selected. The
final experiments were conducted using a system with a kNN classifier where k = 30.
The classifier was trained using 81960 pixels randomly selected from the training set.
The filter features consisted of the Gaussian and its derivatives up to order 2 at scales
σ = 1, 2, 4, 8, 16 pixels, augmented with the original image. The total number of fea-
tures is therefore 5 × 6 + 1 = 31. Each feature is normalized to zero mean and unit
variance before classification.

Because of the use of a kNN-classifier it was possible to perform a soft classification.
This resulted in a probability map which for each pixel in the image indicates the
probability that it is a vessel pixel. By thresholding the probability map a binary
segmentation of the vasculature can be obtained.

2.4 Experiments and Results

2.4.1 Experiments

A number of experiments were performed to compare the performance of each of the
methods on the DRIVE database. In this work the performance is evaluated based
on the maximum average accuracy of the segmentation in comparison with the first-
observer based gold standard. Before determining the maximum average accuracy
the result images produced by the algorithms were (when necessary) thresholded at
an optimal threshold determined on the training set. Using these thresholded images
the accuracy per image could be determined by taking the total number of correctly
classified vessel and non-vessel pixels for each image and then dividing this sum by
the total number of pixels in the field of view. To determine the maximum average
accuracy we take the average value of the accuracy for all test images.

All methods except the second observer and the method by Mart́ınez-Pérez et al.
result in a soft classification. This means we can interpret the intensities of the pixels
in the resulting image as posterior probabilities. By thresholding the result images
at different levels, sensitivity and specificity pairs are obtained that can be used to
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Figure 2.2: ROC curves of all tested methods.

plot an ROC curve [21]. The method by Jiang et al. is a special case where the
sensitivity/specificity of the method can be changed by manipulating the classification
function (see Section 2.3.4). In this case the ROC-curve plots the fraction of vessel
pixels actually classified as vessel pixels (true positive fraction) against the fraction of
non-vessel pixels classified as vessel pixels (false positive fraction). A larger area under
the curve (Az) signifies a greater discriminatory ability of the segmentation method.
When all pixels have been classified at random Az = 0.5, while Az = 1.0 would mean
perfect discrimination.

In all experiments the test set as described in Section 2.2 was used for evaluating
the accuracy of the methods. Our supervised pixel classification based method was
trained on the training set.

2.4.2 Results

Figure 2.2 shows the ROC curves of the different methods. Both binary segmentation
methods are shown as single points in the ROC-plot. Table 2.1 shows an overview of
the results of the different methods. The accuracy given in Table 2.1 is the maximum
average accuracy at a certain optimum threshold. This optimum threshold was de-
termined on the training set. The Kappa value [22] in Table 2.1 is a measure for the
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agreement between two observers. In this case the agreement between the gold stan-
dard and each of the methods was measured. Finally the area under the ROC-curve
is also given in the table.

2.5 Discussion and Conclusion

The difference between the first observer (gold standard) and the second observer
shows that vessel segmentation is not an easy task. There are multiple factors compli-
cating the manual segmentation of the images from the database. The smallest vessels
are hard to see, especially if they are not wider than one pixel. JPEG compression ar-
tifacts further hamper the segmentation of those vessels. Another effect of the JPEG
compression is that the location of the border of larger vessels becomes difficult to
establish. Pixels that are included in the border of the vessel by the first observer
might not be included by the second observer. Figure 2.4 shows examples of both
effects. A final factor is the time involved in the manual segmentation, it takes on
average 2 hours to manually segment one image using a simple painting tool. When
segmentation times are this long, fatigue of the human observers can cause a loss
in segmentation precision. In comparison with the most accurate automatic method
(pixel classification) the second observer still is significantly more accurate, in a paired
t-test P < 0.001. All other differences in accuracy between the methods are significant
as well with a P < 0.01. A possible explanation for the fact that the pixel classification
outperforms the other methods is the fact that this is the only supervised method (i.e.
trained with examples). For a segmentation problem as complicated as the one at
hand it is very hard to establish rules which work in all types of situations that can
occur in a large set of images.

Choosing a good criterion to measure the performance of vessel segmentation al-
gorithms is not trivial. Whether one method performs better than another is highly
dependent on the application in which the algorithm is to be used. In this study we
have used the maximum average accuracy as criterion because our goal was to see
which method could most accurately segment the images in the database with respect
to the gold standard. A disadvantage is that in this way the wider vessels have a larger
influence on the end result than the smaller vessels. Figure 2.3 shows the binary result
images of each automatic method together with the gold standard and second manual

Max. avg. Accuracy Kappa Az

2nd observer 0.9473 (0.0048) 0.7589 -
Pixel classification 0.9416 (0.0065) 0.7145 0.9294
Zana et al. 0.9377 (0.0077) 0.6971 0.8984
Jiang et al. 0.9212 (0.0076) 0.6399 0.9114
Mart́ınez-Pérez et al. 0.9181 (0.0240) 0.6389 -
Chaudhuri et al. 0.8773 (0.0232) 0.3357 0.7878
All background 0.8727 (0.0123) 0 -

Table 2.1: Results of the different algorithms. The second column contains the maxi-
mum average accuracies with standard deviations. The third column contains Kappa
(agreement) values. The fourth column shows the area under the ROC curve. When
all pixels are assigned to the most likely class, in this case “background” the accuracy
as shown in the bottom row is attained.
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e                                                                                                             f

    a                                                                                                             b
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Figure 2.3: Segmentation results for the various methods, illustrated for one image
from the test set. Where necessary, the result images were thresholded at the level
where the average accuracy on the training set was maximum. (a) Original test image.
(b) Gold standard. (c) Second manual segmentation. (d) Pixel classification method.
(e) Zana et al. mathematical morphology and curve estimation method. (f) Jiang et
al. verification-based local thresholding method. (g) Chaudhuri et al. matched filter
method. (h) Mart́ınez-Pérez et al. scale-space analysis and region growing approach.
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Figure 2.4: Left: Two images showing the same detail of a large vessel. The top
image is the original, the bottom was window-levelled for maximum contrast. Note
the blurry edges. Right: Detail of 4 small vessels moving from the lower part of the
image to the upper part. Again both the original (top) and a window-levelled version
(bottom) are shown.
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segmentation. The differences between the automated and the manual segmentation
are immediately obvious. Many of the smallest vessels of the gold standard and the
second manual segmentation are not or just partly visible in the automatic segmenta-
tions. In an application where small vessel detection is critical a method with a lower
overall accuracy could still be marked the “better” method if it would segment more of
the smallest vessels. The optic disk also causes problems for some methods as can be
seen in Figure 2.3. Sometimes this can result in an oversegmentation (e.g. the method
by Chaudhuri et al. and the method by Mart́ınez-Pérez et al.) or an undersegmenta-
tion (e.g. the Pixel classification method) around the boundary of the optic disk. An
optic disk segmentation could help solve these problems by excluding the area from
the analysis. In the future we hope to be able to assess the performance of the differ-
ent vessel segmentation methods by evaluating their influence on the performance of
a complete retinal disease screening system.

2.6 Website

The DRIVE database is freely available on the internet and we invite interested re-
searchers to use this data in their own experiments. Available online are:

1. Both test set and training set.

2. The gold standard as used in this Chapter.

3. Mask images containing the field of view of each image.

4. The results of our pixel classification method.

For more information please refer to the website of the Image Sciences Institute:
http://www.isi.uu.nl/Research/Databases
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Chapter 3

Image Quality Verification

M. Niemeijer, M.D. Abràmoff and B. van Ginneken. Image Structure Cluster-
ing for Image Quality Verification of Color Retina Images in Diabetic Retinopa-
thy. Medical Image Analysis, in press.

Abstract

Reliable verification of image quality of retinal screening images is a prerequisite
for the development of automatic screening systems for diabetic retinopathy.
A system is presented that can automatically determine whether the quality
of a retinal screening image is sufficient for automatic analysis. The system
is based on the assumption that an image of sufficient quality should contain
particular image structures according to a certain pre-defined distribution. We
cluster filterbank response vectors to obtain a compact representation of the
image structures found within an image. Using this compact representation
together with raw histograms of the R, G and B color planes, a statistical clas-
sifier is trained to distinguish normal from low quality images. The presented
system does not require any previous segmentation of the image in contrast with
previous work.
The system was evaluated on a large, representative set of 1000 images obtained
in a screening program. The proposed method, using different feature sets and
classifiers, was compared with the ratings of a second human observer. The best
system, based on a Support Vector Machine, has performance close to optimal
with an area under the ROC curve of 0.9968.
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3.1 Introduction

I
n medical imaging in general, image quality is an important topic. However,
the automatic detection of image quality is an avenue of research that has not
received a lot of attention. Retinal images obtained in a screening program are

acquired at different sites, using different cameras that are operated by qualified people
who have varying levels of experience. This results in a large variation in image
quality and a relatively high percentage of images with an insufficient quality. In the
screening program that supplied the data used in this study, 12% of the images were
marked as unreadable by the screening ophthalmologists [6]. The quality of an image
is deemed insufficient when it becomes difficult or impossible to make a meaningful
clinical judgment regarding the presence or absence of signs of diabetic retinopathy in
the image (see Figure 3.1 for example images). Performing computerized analysis on an
image of insufficient quality will produce unreliable results. These low quality images
should be examined by an ophthalmologist and reacquired if needed. For an automated
diabetic retinopathy screening system sensitivity is important, as one wants to detect
the first, subtle signs of the presence of diabetic retinopathy. In many cases of low
image quality the contrast is reduced. This could hide small abnormalities and cause
the system to label an image as normal while abnormalities are present. An automatic
image quality verification system is therefore a vital part of any automatic diabetic
retinopathy screening. The development and testing of such a quality verification
system based upon a general method to describe image structures is the focus of this
work.

Medical images are typically acquired according to a protocol. Therefore, one can
make the a priori assumption that the type of structures and their relative ratios are
similar in any image that has been acquired according to the same protocol. Problems
in the acquisition of the image resulting in low image quality generally cause a dis-
turbance in the detected image structures. A general method we call Image Structure
Clustering (ISC) is used to provide a compact representation of the structures found
in an image. Based on a clustering of the response vectors generated by a filterbank
the technique determines the most important set of structures, present in a set of
normal quality images. Clustering of filterbank responses has been used for different
applications in image processing. ISC is most similar to the texton based approach
to texture description [23]. However, ISC utilizes a multi scale filterbank and thus
allows detection of important image structures on multiple scales. As the technique is
applied to medical images that all contain similar structures, a low number of clusters
suffices to describe the most important structures.

Major causes of low image quality in retinal screening images include loss of contrast
due to movement of the patient or movement of the eye, non-uniform illumination of
the retina due to insufficient pupil size, imaging of (part of) the eyelid due to blinking
and opaque media preventing normal quality imaging of the retina. Example images
are shown in Figure 3.2.

Previously presented approaches for retinal image quality determination focussed
on global image intensity histogram analysis [24] or analysis of the global edge his-
togram in combination with localized image intensity histograms [25]. In both these
approaches a small set of excellent quality images was used to construct a mean his-
togram. The difference between the mean histogram and a histogram of a given image
then indicates the image quality. A shortcoming of these methods is that they use
only a limited type of analysis and rely on one mean histogram for comparison that
does not account for the natural variance encountered in retinal images.
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a. b.
a.

Figure 3.1: Two example retinal images, of normal quality(left) and low quality (right).
(a) Indicates the optic disc or “blind spot” where the optic nerve exits the eye. (b) Is
the fovea where visual acuity occurs. In the right image the fovea is not visible.

Another approach is taken by [26] and [27], both present systems that are very
specific for analysis of retinal images. Both systems classify images by assigning them
to one of a number of quality classes. The vasculature is analyzed in a circular area
around the macula. The presence of small vessels in this area is used as an indicator
of image quality. The presented results are good, but the method requires a segmen-
tation of the vasculature and other major anatomical structures to find the region of
interest around the fovea. Detecting the failure of a segmentation in case of low image
quality is not trivial. This paper presents a supervised method that learns which image
structures are present in normal quality images and their relative ratios. For training
and testing the system a large set of example images is used. The method does not
require any specific analysis and is a general method that could be applied to other
types of medical images as well.

The Chapter is structured as follows. In Section 3.2 the image data and reference
standard are described. The image structure clustering technique and its application
to retinal images are presented in Section 3.3. In Section 3.4 the complete quality
verification system is described. Section 3.5 presents the experimental results and the
Chapter ends with a discussion and conclusion in Section 3.6.

3.2 Materials

A total of 2000 images were obtained from a diabetic retinopathy screening program
in the Netherlands. The demographic data of the screening program were consistent
with an elderly type 2 diabetes population (mean age 60.4 years). Of the population
44.9% was male, 96.9% had type 1 and 3.1% had type 2 diabetes [6]. All images
were anonymized and the study was performed according to the guidelines set forth
in the Declaration of Helsinki [15]. The screening program accepts images from 20
different centers. The image size varied from 768x576 with 35 degrees field of view
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Figure 3.2: The top two rows contain 8 typical low quality images. The bottom two
rows contain 8 typical normal quality images.
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to 2048x1536 with 45 degrees field of view. The diversity of the image data is shown
by the example images in Figure 3.2. All images were JPEG compressed. This lossy
image compression format is a balance between image quality and the capacity of data
transmission and storage capabilities. The JPEG settings varied per screening site.
Three types of fundus camera were used: the Topcon NW 100, the Topcon NW 200 and
the Canon CR5-45NM. For this study all images were resampled, using cubic spline
based interpolation, such that their fields of view were of approximately equal size,
namely 530 pixels in diameter. Images were acquired according to a fixed screening
protocol. Two photos were obtained from each eye, one approximately optic disc (OD)
centered and one approximately fovea centered.

Retinal images with a low quality should be reacquired, and therefore the image
quality of each image is scored as part of the reading process. All readers (3 in total)
are ophthalmologists, with many years of experience in reading fundus photographs
and diagnosing diabetic retinopathy. An image is scored as low quality when the
ophthalmologist feels he or she is unable to provide a reliable judgement about the
absence or presence of diabetic retinopathy in the image. All other images are marked
as normal quality. Independent training and test sets were created, each containing
1000 images (500 normal and 500 low quality). Each subject was represented in a set
no more than two times, one image per eye. However, the images acquired from one
subject are always either in the test or in the training set, never in both. Approximately
10 percent of all images in both the training and test set contained pathologies.

To compare the performance of the automatic method with that of a second ob-
server, an ophthalmologist assigned each image in the test set to one of four image
quality categories. The four categories were: definitely low image quality, possibly low
image quality, possibly normal image quality and definitely normal image quality.

3.3 Image Structure Clustering

Image Structure Clustering is a general way to learn the image structures that are
present in a set of images. Provided with a previously unseen image the output of the
ISC procedure gives information on the presence or absence of the image structures
found in the training set. One of the possible applications of this technique is in the
image quality verification of medical images, which is the goal of the present work.

The local image structure at each pixel can be described using the outputs of a set of
filters. This set of filters (see Figure 3.3 for an example filterbank) generates response
vectors of length l equal to the number of filters in the filterbank. The response
vectors characterize particular image structures. For example, a filterbank consisting
of first order Gaussian derivative filters at scale σ in the x and y direction (l = 2)
will generate different response vectors at intensity edges with varying orientation. By
using different filters and adding filters with varying scales σ, structures that exist
at varying scales will generate specific response vectors. It is difficult to predict the
responses of a filterbank to multi-scale, complex image structures. Therefore, it is
important to start with an unbiased set of filters.

One could use histograms of the raw filter outputs over an image as features to
characterize the presence or absence of certain image structures. Even with just a
few bins per histogram the total number of features quickly becomes prohibitively
large. Therefore we propose to use an unsupervised clustering algorithm to cluster the
response vectors into groups that characterize similar image structures in the image.
This approach is similar to the one described in [23] where filterbank responses at a
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Figure 3.3: Part of a retinal image, centered on the optic disc, convolved with all filters
from the filterbank.
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certain scale are clustered to determine a set of texture primitives. In that work the
authors are developing a framework for general image segmentation. In contrast, ISC
attempts to find characteristic image structures, at multiple scales, in a set of similar
medical images. This should lead to more specific clusters, partially corresponding to
anatomical structures.

The characteristic structure clusters are found by applying the filterbank to a large
amount of images and randomly sampling a number of response vectors from each
image. Next, the resulting set of vectors is clustered using k-means clustering [20].
Each cluster, an image structure cluster, represents pixels that are on similar image
structures. The final number of found clusters is equal to the parameter k of the
clustering algorithm. Determining the optimal number of clusters for any given set is
an unsolved problem and is, therefore, best determined empirically.

An unseen image is first filtered using the filterbank generating response vectors
for all pixels in the image. The distance from the response vector to each cluster mean
is measured and the pixel is assigned to the cluster with the nearest mean. In this
way each pixel in an unseen image can now be assigned to one of the k clusters. The
number of pixels in the image assigned to each cluster and their relative ratios then
provide a compact description of the image structures in the image.

3.3.1 ISC for Image Quality Verification in Retinal Images

For the specific application of ISC to the image quality verification of retinal images a
number of choices had to be made. These encompassed the specific set of filters that
should be used and their number, as well as the total number of structure clusters.
Important considerations are that when too many filters are applied, computational
cost is increased as well as the correlation and redundancy between the filter outputs. A
set of filters of limited size should be used, that can adequately describe the local image
structure. The filters should be invariant to rotation and translation so as to generate
similar responses for specific image structures regardless of their rotation or position
in the image. This invariancy is important because one of the most important image
structures in retinal images, the vasculature, can have many different orientations and
can be located anywhere in the image.

Invariant filters based on first order gauge coordinates [28] satisfy these require-
ments. The gauge coordinate system is a coordinate system defined in each point of an
image L by the first order derivatives. A local coordinate frame is defined (~v, ~w) where
~w points in the direction of the gradient vector, ( δL

δx , δL
δy ), and ~v is perpendicular to ~w,

thus pointing in the direction where the gradient is 0. As the gradient is invariant to
rotation and translation, any derivatives expressed in gauge coordinates are invariants
as well.

We used a second order irreducible set. Any other invariant up to and including
second order can be expressed in terms of this set [28]. Third and higher order in-
variants are not used as they are sensitive to noise and would substantially increase
the total number of filters. The second order irreducible set consists of five filters:
L,Lw, Lvv, Lvw and Lww. Here the subscript indicates a derivative in a certain direc-
tion, e.g. Lvv is the second derivative in the direction of ~v. The filters can be defined
in image derivatives, i.e. L,Lx, Ly, Lxx, Lxy, Lyy, as shown in Table 3.1. Since Gaus-
sian derivative filters are used to determine the image derivatives in x and y direction,
structures that exist at different scales can be described by varying the filter scale
parameter σ.

By visually examining the filter outputs at different scales we determined a set of 5
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feature expression
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Table 3.1: The irreducible set of second order image structure invariants. The left
column shows the set of irreducible invariants in gauge coordinates and the column on
the right shows the invariants in x and y coordinates.

scales, i.e. σ = 1, 2, 4, 8, 16, that cover the scale range of normal image structures found
in retinal images. Figure 3.3 shows an image convolved with all filters in the filterbank.
The filter kernels themselves are not shown as they are different depending on the local
image structure (i.e. the gradient). Three color planes are available in retinal image
data. Preliminary experiments showed us that including all the color information had
a detrimental effect on the final output of the ISC procedure. Therefore, only the
green plane image was used. The length of the response vectors of the filter bank thus
was 5× 5 = 25.

To characterize the image structures found in normal quality images, filterbank
response filters were generated for every pixel in the set of 500 normal quality images
from the training set. As there are a limited number of anatomical and image structures
present in a retinal image, only a relatively small number of samples (i.e. response
vectors) is needed to find the image structure clusters. From each image 150 response
vectors were randomly sampled. In total 75000 samples are collected that reside in
a 25 dimensional space. All vectors were scaled to zero mean and unit variance and
k-means clustering was applied. Through experimentation on the image data in the
training set the number of clusters c giving the best classification performance was
determined to be c = 5. In these experiments c was varied from 3 to 7 and the
complete image quality verification system was then applied to subsets of the training
set. For comparison, Figure 3.4 shows the ISC output of the images in Figure 3.1 with
c = 3, c = 5 and c = 7.

In Figure 3.4 every cluster has a different color. After visual examination of the
results for c = 5, the following interpretation of each of the clusters can be given:

• Black: Background, dark to bright transitions.

• Blue: Background, bright to dark transitions.

• Green: Borders of high contrast structures on the retina and the fovea.

• Red: The vasculature.

• White: The optic disc.
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(a)

(b)

(c)

Figure 3.4: Examples of the image structure clustering output of the images in Figure
3.1. In each row the number of clusters c is different, c = 3 (a), c = 5 (b) and c = 7
(c). Each cluster is represented by a different color.
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3.4 The Complete Image Quality Verification Sys-
tem

Our complete approach consists of three steps. First a set of features is extracted
from the 1000 images in the training set. Then, feature selection is used to select the
most salient feature sub-set. Finally, a classifier is trained using the selected features
extracted from the training set. The trained classifier can then be directly applied to
the test set to test its performance.

3.4.1 Features

The features used in the final system consist of a histogram of the ISC clustered pixels
as well as the raw R, G and B histograms. To produce the ISC histogram each cluster
was assigned its own histogram bin. The RGB histogram features were added because
they were often used in previous work. These histograms can help detect images with
severe non uniform illumination or low image contrast. The normalized histograms
taken from the R,G and B image planes formed the second part of the complete starting
feature set.

To determine the number of bins for the RGB histogram features, histogram sizes
of 5, 10 and 20 bins were tested on the training set. A classifier was trained using RGB
histogram features exclusively and the best performance was found using histograms
with 5 bins. The performance difference between 5 and 10 bins was small so the choice
of the number of histogram bins for the RGB features does not appear to be a critical
parameter.

The complete feature set is now as follows:

1. The 5 bins of the normalized histogram of the image structure clusters.

2. The 5 bins of the normalized histogram of the red image plane.

3. The 5 bins of the normalized histogram of the green image plane.

4. The 5 bins of the normalized histogram of the blue image plane.

In total 20 features are extracted for a single image.

3.4.2 Feature Selection

Supervised systems often benefit from feature selection. Feature selection attempts to
find a set of features, i.e. a sub-set of the complete feature set, that allow maximum
separation of different classes of samples in the training data. In case of the proposed
system, features that best separate normal from low quality images should be selected.

The sequential forward floating selection algorithm [29] was used for feature selec-
tion. This is a wrapper-based algorithm, which means that it tests the classification
performance of a specific classifier using different feature sets. Compared to other tech-
niques, this algorithm has shown good performance on practical problems [30]. The
algorithm employs a “plus 1, take away r” strategy. Features are added sequentially
to an initially empty feature set but at every iteration features are also removed if that
improves performance. In this way “nested” groups of good features can be found.
For the feature selection experiments the training set was randomly divided in a fea-
ture selection training set, FStrain, and a feature selection test set, FStest. Both sets
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contained 50% low and 50% normal quality images. The sequential forward floating
selection algorithm trained a classifier using the selected feature sub-set and FStrain.
Next, the performance of the classifier and feature sub-set was tested on FStest. The
criterion used to measure the performance was the area under the ROC curve [21], Az.
This measure lies between 0.5 for a method that is not better than random guessing
and 1.0 for a perfect classification.

After feature selection had finished, two classifiers were trained. One with all
features and one with the selected features. Whichever set of features showed the best
classification performance on the training set was used in the final experiment.

3.4.3 Classifiers

It is difficult to predict beforehand which classifier will give the best performance for
a particular classification task. Therefore, various classifiers were tested. These were
a non-linear Support Vector Machine with radial basis kernel (SVM) [31], a Quadratic
Discriminant Classifier (QDC) [20], a Linear Discriminant Classifier (LDC) [20] and a
k-Nearest Neighbor Classifier (kNNC) [32].

For the kNNC the value of parameter k was determined using “leave one out”
experiments on the training set using all features. The found value of k was then used
in all experiments involving this classifier.

The SVM has a slow training phase in which, through cross-validation on the
training set, the optimal values for its two parameters c and σ need to be determined.
Parameter c is a penalty term for overlapping classes while parameter σ is the variance
of the radial basis kernel used by the SVM. Both parameter values were found by using
the “grid search” procedure proposed in [31]. The fact that these parameters have to
be determined make a wrapper based feature selection procedure, such as described
previously, impractical. Good parameter settings need to be found for each tested
feature combination. It is possible to use the features selected for another classifier
in the SVM experiments. The features selected for the LDC should give a reasonable
linear separation of the data. However, using these features the results on the training
set showed a clear decrease in overall SVM classification performance for all system
setups. Therefore, no feature selection was performed for the SVM.

3.5 Experiments and Results

3.5.1 Experiments

The general algorithm for image quality verification has been outlined above. The two
aspects of the algorithm that can be varied are the classifier and the feature set that
is used. To show the effectiveness of the proposed ISC based features and determine
the optimal system configuration, different system setups, using different feature sets
and different classifiers have been tested.

As far as the features are concerned, three basic system configurations were tested.
A combination of ISC and RGB features, (ISC+histogram), only ISC features (ISC )
and only RGB features (histogram). For each system feature selection was performed,
as described earlier, and where this improved performance on the training set the
selected features were used, otherwise the complete set of features was used. All
features were always scaled to zero mean and unit standard deviation before feature
selection and training.
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ISC+histogram
Classifier Az 95% CI Acc.

SVM c = 16384, σ = 9.77× 10−4 0.9968(0.0013) (0.9934,0.9985) 0.974
QDC* 0.9944(0.0014) (0.9909,0.9967) 0.963
LDC 0.9901(0.0021) (0.9851,0.9936) 0.951
kNNC* k = 15 0.9932(0.0019) (0.9885,0.9961) 0.958

ISC
Classifier Az 95% CI Acc.

SVM c = 16, σ = 0.25 0.9905(0.0021) (0.9854,0.9940) 0.953
QDC 0.9948(0.0014) (0.9914,0.9969) 0.954
LDC 0.9846(0.0029) (0.9779,0.9894) 0.936
kNNC k = 17 0.9894(0.0024) (0.9837,0.9933) 0.950

histogram
Classifier Az 95% CI Acc.

SVM c = 16384, σ = 3.91× 10−3 0.9337(0.0074) (0.9178,0.9471) 0.860
QDC* 0.9052(0.0092) (0.8859,0.9220) 0.825
LDC* 0.9049(0.0092) (0.8855,0.9217) 0.849
kNNC* k = 31 0.9216(0.0082) (0.9042,0.9365) 0.844

Table 3.2: Results of the three tested systems using different classifiers. An asterix be-
hind the classifier name indicates a selected feature set was used. System performance
is given in area under the ROC, Az, with standard deviation and 95% confidence
interval (CI). The accuracy is in the rightmost column.

For the final experiments on the test set each classifier was trained using the com-
plete training set and the selected features. The trained classifier was then applied to
the test set. After application of the classifier each image has been assigned a posterior
probability representing the probability an image has normal quality. This process was
done for all three systems and all classifiers resulting in a total of 12 performed exper-
iments. In addition to the automatic systems, the performance of a second observer
was also available (see Section 3.2).

3.5.2 Results

Classification performance in two class classification problems can be evaluated using
ROC analysis. ROC curves plot the true positive fraction versus the false positive
fraction. The ROCKIT software package [33] was used to produce the ROC curves.
This software uses maximum likelihood estimation to fit a binomial ROC curve to the
data. It also allows for statistical significance tests of the difference between ROC
curves. In the case of the second observer 3 points on the ROC curve are known. All
images were assigned to one of four classes where class 1 represents low quality and
class 4 represents normal quality (see Table 3.3).

Table 3.2 shows the results of the different systems, using different classifiers. The
results are given in area under the ROC curve and the accuracy (i.e. the number
of correctly classified images divided by the total number of images). The posterior
probability threshold at which the accuracy was calculated was the threshold at which
the accuracy on the training set was maximal. The tables also show the parameter
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Figure 3.5: The ROC curves of the three best performing versions of ISC+histogram,
ISC and histogram. In addition to these, the ROC curve of the second observer is
shown as well.
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values for the SVM and kNNC and whether feature selection was used in an experi-
ment. ROC curves of the best performing system setups of ISC+histogram, ISC and
histogram are given in Figure 3.5 together with the results of the second observer.
Area under the curve of the second observer is 0.9893(0.0035) with a 95% confidence
interval (0.9803, 0.9944).

As ISC+histogram and the second observer are close to each other in terms of Az,
we performed a univariate z-score test of the difference between the areas under the
two ROC curves. Here a p-value < 0.05 signifies there is less than a 5% chance that
both datasets arose from binormal ROC curves with equal area under them. The
difference between ISC+histogram and the second observer was found to be significant
with a p-value of 0.019. A similar analysis was also performed for ISC+histogram and
ISC, the difference between these two systems was not significant with a p-value of
0.069.

3.6 Discussion and Conclusion

The image quality verification system presented in this Chapter shows excellent results.
A number of system setups were tested to provide insight into the performance of the
system using different feature sets and different classifiers. The best performing system,
ISC+histogram with an SVM classifier and using no feature selection, achieved an area
under the ROC of 0.9968 which is close to optimal. The experiments were conducted
on a large, representative set of screening images. They showed that the ISC based
feature set was needed to attain good performance.

A statistical test on the Az values of the best performing versions of ISC+histogram
and ISC showed no statistically significant difference between the two. Nevertheless,
we prefer to use ISC+histogram in practice as it has a higher accuracy and the dif-
ference in Az was almost significant with a p value of 0.069. In the following we will
refer to this particular system as “the proposed system”.

The main causes for the success of the ISC based features lie in the fact that the
clusters are based on data taken from a training set of similar, normal quality images.
The results show that in low quality images the image structures and their relative
ratios are indeed different. Examination of the results of the ISC procedure, see Figure
3.4, show that the clusters that are formed capture the normal retinal anatomy such
as the vasculature and the optic disc. The ability of the ISC output to describe
the image structures in a compact fashion depends on the adherence to a protocol
during image acquisition. A stricter adherence to the protocol should result in a more
compact representation. If there is no protocol or the content of the images is very
heterogeneous the effectiveness of ISC for compact image structure representation is
reduced. In the work on textons [23] which deals with a heterogeneous set of images
the number of used clusters is much larger, e.g. c = 64.

The most prominent structures appear first with less important structures added
as the number of clusters is increased. The fovea does not seem to form a cluster,
even with c = 7 clusters (see Figure 3.4c). Probably this is due to its low contrast
in many normal quality images in our set. The absence of certain structures in the
image does not necessarily have to indicate the image has a low quality. Other causes
could be heavy pathology or imaging of a non-standard part of the anatomy (i.e. an
image was not acquired according to the image acquisition protocol). Since automatic
screening is our primary objective, and system sensitivity is extremely important in
this situation, it is no problem if these images are also flagged as “low quality”. In a
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Class 1 2 3 4
Normal Quality Images 2 161 122 215
Low Quality Images 448 48 1 3

Table 3.3: Results of Observer II. Classes are numbered 1 to 4, with 1 signifying low
quality and 4 signifying normal quality.

screening setting all low quality images should be examined by an ophthalmologist.
The ISC output could potentially be used for other purposes than image quality

detection as well. One could use it as a feature to distinguish different types of medical
images from each other automatically. Or it could be used to look for specific patterns
in images, for example, in our application the different clusters could be used to find
starting positions for segmentation algorithms of, for instance, the vasculature or the
optic disc.

The fact that the best performing automatic system significantly outperforms the
second observer may seem peculiar. As the original reference standard was also set by
a human observer, one would expect the second observer not to be significantly worse
than an automatic system trained on the reference standard. However, although the
difference is significant it is small and might be explained by the way in which the
second observer experiment was set up. To plot an ROC different operating points of
an observer need to be known. Therefore the observer was asked to assign each image
in the test set to one of four classes. The original reference standard only gave one
judgment regarding the image quality, either low or normal. The task assigned to the
observer during the study was therefore different from the task of the original reader.
When we look at the specific results given in Table 3.3 it is clear that the observer
has no trouble finding the low quality images as 99.2% of the low quality images are
assigned to the lowest two classes. For the normal quality images this is different, as
only 67.5% of these images are assigned to the highest two classes. The remaining
images are, except 2, all in class 2. This is an indication that had the observer been
asked to split the set into normal and low quality images the results could have been
different. It also indicates that there is a large variation in image quality amongst the
normal quality images in the test set.

Although the best performing system comes close to the optimal Az of 1, this
point is not reached. The attained accuracy of 0.974 also shows there is still room
for improvement. After examination of the false positive and false negative results
produced by the system (see Figure 3.6 for examples) we noticed that especially images
that only exhibited low image quality in a localized area of the image were misclassified.
This led us to perform another experiment with a system that extracted all the same
features as the best performing system but then separately from three different areas
in the image. In theory, this should allow the system to better detect images in which
only a part of the image has low quality. However, the final performance of the system
measured in Az was slightly worse, although not significantly worse with a p value of
0.1389, than that of the best performing version of ISC+histogram.

A careful inspection of the cases shown in Figure 3.6 allows us to speculate on what
might have caused their misclassification. As we use global histograms as features in
our system if the majority of the image has a good quality (i.e. the contrast is excellent)
local problems can remain undetected (see Figure 3.6a). A number of other cases in
which this same problem occurred were correctly classified, there the RGB features
probably allowed the system to detect the problem. In those cases a disproportionate
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(a)

(b)

Figure 3.6: Two examples of low quality retinal images and their ISC output that
were incorrectly classified by the best performing system as normal quality (a), and
the same for two normal quality images (b).
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number of pixels would have been in the lowest bin of the RGB histograms. Figure 3.6b
shows two normal quality images that were incorrectly classified. In these cases low
contrast caused part of the vascular network to be missed and added to the background
class. The left image also exhibits a large flash light artifact at the border of the field
of view. This artifact didn’t cause the ophthalmologists to mark this image as low
quality however.

The total running time of the system on a new image is approximately 30 seconds.
The software has not been optimized extensively and therefore further increases in
speed can be expected.

To summarize, ISC allows for a compact representation of the structures found in
an image. Features extracted from ISC output significantly improve the classification
performance of an automatic system for the verification of retinal image quality. The
system does not require any previous segmentation of the image in contrast with some
previous work. Image quality is an important problem in large scale retinal screening
for diabetic retinopathy. As such, the presented system may prove an essential part of
a diabetic retinopathy screening system.
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Segmentation of the Optic
Disc, Macula and Vascular
Arch

M.Niemeijer, M.D. Abràmoff and B. van Ginneken. Segmentation of the Optic
Disc, Macula and Vascular Arch in Fundus Photographs. IEEE Transactions
on Medical Imaging, in press.

Abstract

An automatic system is presented to find the location of the major anatomi-
cal structures in color fundus photographs; the optic disc, the macula and the
vascular arch. These structures are found by fitting a single point-distribution-
model to the image, that contains points on each structure. The method can
handle optic disc and macula centered images of both the left and the right eye.
The system uses a cost function, which is based on a combination of both global
and local cues, to find the correct position of the model points. The global terms
in the cost function are based on the orientation and width of the vascular pat-
tern in the image. The local term is derived from the image structure around
the points of the model. To optimize the fit of the point-distribution-model to
an image, a sophisticated combination of optimization processes is proposed
which combines optimization in the parameter space of the model and in the
image space, where points are moved directly. Experimental results are pre-
sented demonstrating that our specific choices for the cost function components
and optimization scheme are needed to obtain good results.
The system was developed and trained on a set of 500 screening images, and
tested on a completely independent set of 500 screening images. In addition to
this the system was also tested on a separate set of 100 pathological images. In
the screening set it was able to find the vascular arch in 93.2%, the macula in
94.4%, the optic disc location in 98.4% and whether it is dealing with a left or
right eye in 100% of all tested cases. For the pathological images test set this
was 77.0%, 92.0%, 94.0% and 100% respectively.
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4.1 Introduction

A
n essential processing step in an automatic diabetic retinopathy screen-
ing system is the detection of the position of the normal anatomy. Once these
locations are known, a frame of reference can be established in the image.

This is important for two reasons. First, to successfully find abnormal structures in a
retinal image it is often necessary to mask out the normal anatomy from the analysis.
An example of this is the optic disc, an anatomical structure with a bright appearance,
which should be ignored when detecting bright lesions. Second, the distribution of the
abnormalities associated with diabetic retinopathy over the retina is not uniform [34];
certain types of abnormalities occur more often in specific areas on the retina. The
position of a lesion relative to the major anatomy could thus be useful as a feature for
later analysis and classification of pathologies.

In a pre-screening setting, special requirements are put on a system such as the
one described in this paper. The system should be completely automatic without
any required user interaction as it should be able to batch process large amounts of
images. As the data in large-scale screening programs comes from multiple locations
and is acquired by different operators with different equipment, there will exist a large
variability in the image acquisition process. Add to this the natural variation in the
appearance of the retina and the fact that these images can be from a left or right eye
and centered on different parts of the retina, it is clear that automatic segmentation is a
challenging task. Automatic retinal image analysis can be complicated by the presence
of pathology. Because screening programs are used for early diabetic retinopathy
detection, most pathology that is found in a screening population is milder than the
pathology encountered in a clinical population. Figure 4.1 shows a random selection
of images from the screening database used in this research.

All of the previous work on anatomy location detection in retinal images has focused
on the separate detection of single anatomical structures such as the optic disc or the
macular center. The optic disc is the location where the optic nerve exits the eye, and
it is usually a bright oval shaped object. The macular center is commonly visible as
a hazy dark area. This is the area of the retina with the highest density of cones and
rods.

Sinthanayothin et al. [35] presented a method to detect the location of the optic
disc by detecting the area in the image which has the highest variation in brightness.
As the optic disk often appears as a bright disc covered in darker vessels the variance
in pixel brightness is the highest there. The author reported an accuracy of 99.1% on
112 images for the detection of the optic disc location.

A method based on pyramidal decomposition and Hausdorff-distance based tem-
plate matching was proposed by Lalonde et al. [36]. The green plane of the original
image was sub-sampled and the brightest pixels in this sub-sampled image were se-
lected as candidate regions. An edge detector was used on the candidate regions in
the original image. Next, multiple circular templates were fit to each of the regions
using the Hausdorff-distance as a distance measure. The center of the fitted circular
template was taken as the optic disc center. A 100% accuracy rate was reported on
40 images.

Hoover et al. [11] described a method based on a fuzzy voting mechanism to find
the optic disc location. In this method the vasculature was segmented and the vessel
centerlines were obtained through thinning. After removal of the vessel branches each
vessel segment was extended at both ends by a fuzzy element. The location in the
image where most elements overlap was considered to be the optic disc. An accuracy
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of 89% was reported on a difficult data set with 81 images.
Improved results (98% accuracy) on the same dataset were reported by Foracchia

et al. [37]. They described a method based on the global orientation of the vasculature.
A simple geometrical model of the average vessel orientation on the retina with respect
to the optic disc location was fitted to the image.

A method for the detection of the macular center was presented by Sinthanayothin
et al. [35]. They used a template matching approach in which the template was a
Gaussian blob. The search area was constricted by the fact that the macular center
was assumed to be in the darkest part of the image approximately 2.5 times the optic
disc diameter from the optic disc. The system showed an accuracy 80.4% on 100
images.

Li et al. [38] presented a model based approach in which an active shape model
was used to extract the main course of the vasculature based on the location of the
optic disc. Next, the information from the active shape model was used to find the
macular center. The authors reported an accuracy of 100% for optic disc localization
and 100% for the localization of the macular center in 89 images.

This paper presents an automatic system which finds all the normal retinal anatomy
in one operation by fitting a single model to the image. By fitting the model, the
location of a set of 16 model points is found within the image. As each of the model
points is defined to lie on a certain anatomical structure, the location of the structures
is obtained. The system finds the optic disc, the macular center and the venous vascular
arch. The vascular arch is formed by the two temporal vessel trunks emanating from
the optic disc that circle around the macular center in almost all subjects. The vessel
trunks contain both a vein and an artery which can be distinguished in most cases by
their color and width. The veins, on average, are wider, have a lower intensity and a
larger contrast with the retina background. In Figure 4.2 each of the structures can
be seen.

The first key contribution of this work is the cost function which combines local
and global cues to detect anatomical structures in retinal images. The second major
contribution is the sophisticated optimization method we propose to minimize the cost
function, which combines optimizations in parameter and image space. A thorough
evaluation of the system is presented on an extensive set of images obtained from
a screening program, acquired at different locations with a variety of cameras and
camera settings. In addition to this representative screening set a separate test set of
100 pathological images was selected to show the robustness of the proposed system
in the presence of pathology.

The Chapter is structured as follows. In Section 4.2, the image data is described.
Section 4.3 details the proposed method. Section 4.4 describes the image features and
the feature selection method used to develop parts of the system. A summary of the
method is provided in Section 4.5. Experiments and results are given in Section 4.6.
Finally, Section 4.7 provides discussion and conclusions.

4.2 Materials

In this work 1100 images obtained from a diabetic retinopathy screening program in
the Netherlands were used. Of these, 1000 images were a representative sample of
a set of screening images and 100 were specifically selected because they contained
abnormalities. All images were anonymized and the study was performed according to
the guidelines set forth in the Declaration of Helsinki [15]. The images are from twenty
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Figure 4.1: The top 12 images were randomly taken from the representative screening
test set while the bottom 4 images were taken from the pathological images test set.
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Figure 4.2: The model overlaid on a retinal image. The first two model points, p1

located in the middle of the optic disc and p2 located on the macular center, define
the main axis of the model. Points p3 . . . p6 are located on the edge of the optic disc.
The remaining points, p7 . . . p16, define the venous vascular arch.

different sources, leading to a great diversity, both in size as well as in the number
of degrees of the field of view (see Figure 4.2). The image size varied from 768x576
to 2048x1536 while the field of view coverage varied between 35 and 45 degrees. All
images were JPEG compressed. This lossy image compression format is not ideal for
image processing but is commonly used in a screening setting. The amount of JPEG
compression varied per screening site, based on the settings in the camera software.
Three different camera types were used; the Topcon NW 100, the Topcon NW 200 and
the Canon CR5-45NM. At the screening sites the images were acquired according to
a fixed screening protocol. Two photos were obtained from both the patient’s left and
right eye, one approximately optic disc centered and one approximately centered on
the macular center. The complete screening database contained approximately 10.000
patients and 40.000 images at the time the data for this study was collected. Images
marked as “ungradable” by the ophthalmologists examining the screening photographs
were excluded from the selection procedure. For the representative screening set, 1000
images were randomly selected from the complete set. Here images from one patient
were restricted in the sense that a patient was represented a maximum of two times,
with one random image from each eye. Half of the selected images were optic disc
centered while the other half was macula centered. After selection, all images were
resized, using cubic spline based interpolation, such that their field of view were of
approximately equal size, i.e. 530 pixels in diameter. Note that the field of view of the
images is (semi)circular and in case of the smallest images does not extend all the way
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from the top to the bottom.
The representative screening set of 1000 images was randomly split into a training

and a test set of 500 images each. With the restriction that images of one patient
are always either in the test or the training set, never in both. One human observer
segmented all 1000 images. A second human observer provided another segmentation
of the 500 images in the test set. Both human observers were medical students who
received training in the analysis of retinal images. Having a second observer allows us
to compare human performance with that of the computer system. The segmentation
consisted of identifying in the images, the correct position for each of the 16 points
that make up our model (see Section 4.3.1). As some of the positions of the model
points are constrained a special software tool was used to apply the constraints. In
case of an optic disc centered image where part of the vascular tree is located outside
of the field of view, the points were placed at a position thought to be approximately
correct.

To acquire the pathological test set of 100 images, all cases marked as abnormal by
the ophthalmologists involved in the screening program were examined. From this set
of 2884 images the 100 images most affected by pathology were selected. The selection
was based on the number and size of lesions in the image, the presence of scarring and
the way in which the normal anatomy was distorted by the pathology. Some examples
are shown in Figure 1. The types of pathology found in the set are mostly those associ-
ated with diabetic retinopathy: microaneurysms (59%), hemorrhages (72%), exudates
(50%), cottonwool spots (29%) and neovascularizations (6%). Other abnormalities
found in the set are: drusen (14%), scarring (10%) and pre-retinal hemorrhages (1%).
A number of images, 14 in total, exhibiting laser treatment scarring were also included,
as laser treatment severely disturbs the background appearance of the retina.

4.3 Methods

The proposed method detects the position of the major anatomy on the retina, namely
the optic disc, the macular center and the vascular arch (see Figure 4.2). The output
of the algorithm consists of a vector sresult which contains the positions of a set of 16
distinct points (xi, yi), i = 1 . . . 16 in a retinal image I. In general one can formulate
the type of parametric model used in this work as follows.

sresult = G(b, F, I, O) (4.1)

Where sresult is the final output of the model, G represents the complete model, b
is a set of parameters, F is a cost function, I is an image and O is an optimization
algorithm. The goal is to build a model to determine the location of a set of points
in an image. So given a set of model parameters b, a certain configuration of the
16 points s should be generated. Then, taking I and s as input the cost function
F will generate a value for the current configuration indicating how well s fits to I.
Optimization algorithm O will then attempt to find the b where F has the lowest value.
When O has found the set of parameters where F is minimal, the corresponding point
configuration is sresult.

To train the system, a representative set of images is provided for which s is given.
Using a point-distribution-model (PDM), proposed by Cootes et al. [39] the variation
of s in the training set can be captured. The PDM can generate an s given a set
of parameters b, and conversely also estimate b for a given s. Note that there are
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thus two spaces, the parameter space in which b lives and the image space in which s
resides.

The cost function F (s, I) links the PDM to an image I. An optimization algorithm
must find the set of parameters b that minimizes F . In practice, F will have many
local minima and finding the global minimum is a difficult problem. There are two ap-
proaches to minimizing F . The standard approach would be to choose an optimization
algorithm that directly searches the parameter space. Alternatively, one could move
the points (xi, yi) individually in the image space and fit the PDM to the resulting s.

A proper choice for F is essential. In our system, F consists of a combination of
local and global terms. The minimization algorithm operates both in the parameter
and image space. The design of our cost function and the minimization algorithm
represent the two major methodological novelties in this work.

Both right and left eyes are included in the test set. For training, all images of
right eyes are flipped horizontally so they appear as left eyes with the optic disc left of
the macular center. This was done to maximize the number of cases available to train
the system. The resulting system only works for images of the left eye. To compensate
for this, the system is applied to each image in the test set twice. Once on the original
image and once on a horizontally flipped version. The instance which yields the lowest
value of F (s, I) determines whether a left or a right eye is being analyzed. The system
can distinguish between a left and a right eye based on the fact that the macular center
in a left eye is to the right of the optic disc and vice versa. Another cue is that the
vasculature that flows around the macular center has a higher curvature and typically
more branches than the vasculature that flows away from the macular center. The next
subsections describe the PDM, cost function and minimization strategy employed in
our application in detail.

4.3.1 Point-Distribution-Model

A set of points, pi where i = 1 . . . 16, is defined covering the major retinal anatomy
(see Figure 4.2). Several constraints were introduced in the localization of the points.
Points p1 and p2 define the main axis of the model. All the points on the vascular arch
p7 . . . p16 are positioned at fixed angles from this main axis. Two of the four points on
the border of the optic disc, p3 and p5, are defined to lie on the main axis while the
other two, p4 and p6, should be located at the points where the venous vascular arch
leaves the optic disc.

The PDM itself was obtained by computing the mean model point position

s̄ =
1
n

n∑
i=1

si (4.2)

and the covariance matrix

S =
1

n− 1

n∑
i=1

(si − s̄)(si − s̄)T (4.3)

from a set of 500 training cases. Of S the t eigenvectors with the largest eigenvalues
λ1 . . . λt were retained in a matrix Φ = (φ1|φ2| . . . |φt). An s can now be approximated
by

s ≈ s̄ + Φb (4.4)
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Figure 4.3: Example of a color fundus photograph (left) and the vessel probability
map with probability scale (right) produced by the pixel classification based vessel
segmentation method.

where b is a t dimensional parameter vector given by

b = ΦT (s− s̄). (4.5)

The eigenvectors are scaled by
√

λj where j = 1 . . . t so that the elements of b should
typically lie in the range of [−3, 3] standard deviations. The vectors s from the training
set are not aligned or scaled prior to the construction of the PDM and thus the variation
in location, rotation and scaling of the points is contained in b. This will allow
the system to handle the typical rigid transformations encountered in practice. The
t = 14 major modes of variation are retained. This choice for t explains 99.92% of the
variation in the training set and the model was able to closely approximate all the s in
the training set. Visual inspection of the variation induced by higher modes suggested
that these were due to noise.

4.3.2 Cost Function

The cost function that is proposed consists of one local and two global terms. The
global terms are both derived from an atlas of certain properties of the vasculature of
the retina, namely the vessel orientation and vessel width. The local term is based on
measurements of the image structure around the model points.

Probabilistic vessel orientation and width atlases

To build the atlases, the vasculature is segmented in a large training set of images. This
is done with an improved version of a pixel classification based vessel segmentation
method we developed previously [40]. The method is enhanced by the use of color
features and a feature selection step (see Section 4.4). It produces a vessel probability
map (see Figure 4.3) which indicates the probability for each image pixel that it is a
vessel pixel.
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By thresholding this map a binary segmentation is obtained. Next, the segmenta-
tion is thinned [41] to find the approximate vessel centerlines. As the orientation and
width are not well defined on the vessel branching points, these points are removed.
For each centerline pixel i the orientation θi is determined by applying principal com-
ponent analysis on i and the centerline pixels connected to i. The vessel width wi at
i is defined as the distance between the edges of the vessel at i. These are found by
probing from i along a line through i orthogonal to θi in both directions to find the
closest locations where the vessel probability drops below 0.5 in the vessel probability
map. For every i in all training images both θi and wi are stored.

In these training images, the model points are also available. The images can now
be co-registered by warping them to a common frame of reference given by the mean
position of the points s̄. With a warping function any position in I can be mapped to a
position in the common frame of reference. A warping based on radial basis functions
[42] was used. All centerline pixels are warped into the common frame of reference. The
values of overlapping centerline pixels are averaged. After this registration procedure, a
histogram (10 bins) of the vessel orientation, Horientation, and the vessel width, Hwidth

for each pixel within the common frame of reference is constructed. These histograms
are normalized to construct two probabilistic atlases. They contain estimations of the
distribution of the vessel orientation and width at every position in the common frame
of reference where at least one centerline pixel was warped.

To compensate for the fact that at some positions in the reference frame there are,
by chance, no measurements, and to smooth the atlases, a blurring is applied with a
nearest neighbor averaging scheme. For every atlas position under consideration the
Euclidian distance to all non-empty entries in the atlas is determined. Then the atlas
value is replaced with the mean value of its k = 121 nearest neighbors. The value of
k was determined after preliminary experiments and is not a critical parameter. This
smoothing operation reduces the variability of the obtained measurements. The final
result clearly shows the global distribution of the vessel width and orientation in the
training set. The orientation atlas is illustrated in Figure 4.4.

Given a previously unseen image I the correct s is unknown. Optimization al-
gorithm O will try many different b, each of which will generate a different s. To
calculate the atlas cost function values all steps above (vessel segmentation, thinning,
orientation and width determination) are applied to I. Next, the vessel centerline
pixels of I are warped to the common frame of reference using the PDM generated s.
The costs fwidth and forientation are then calculated by

fwidth = 1− 1
n

n∑
i=1

Hwidth(wi), forientation = 1− 1
n

n∑
i=1

Horientation(θi) (4.6)

where n is the total number of centerline pixels, Hwidth(wi) is the value of the histogram
bin in which wi falls and Horientation(θi) is the value of the histogram bin in which θi

falls.

Pixel distance regression

In addition to the previous global terms, a term was added that depends on the local
gray value appearance around the model points. This is based on the idea that the
differential image structure at a certain distance d around each of the 16 model points
for small values of d (say 0 to 30 pixels) is to some extent similar in all images. As
an example take p12, the point is located on the bottom part of the vascular arch and
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Figure 4.4: Each sub-image in this figure is one of the 10 bins of the orientation atlas
histogram. The pixel intensities in the image represent the probability that a vessel
with a certain orientation is present at that location. Superimposed are the 16 points
of s̄ and in the lower left corner of each sub-image the vessel orientation represented
by that bin. The global vessel orientation pattern clearly stands out.
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is thus always located on a large, more or less horizontal vessel. The system should
generate a decreasing cost value for p12 as it gets closer to a location which has a “good”
image structure. For p12 that is on a large horizontal vessel but the same procedure
can be applied to the other model points. For this local cost function, a method is
proposed that generates a distance value based on image structure measurements at
the current model point position. As the distance value decreases the point is more
likely to be in the correct position. The method can generate this distance value by
learning what characterizes the image structure at certain distances from the correct
model point position.

For the system to determine a distance using measurements from one pixel loca-
tion only, a multiscale approach is used [28]; measurements are obtained at multiple
scales thereby taking some neighborhood information into account. Differential image
structure is described with a multiscale filterbank (see Section 4.4).

The method is implemented in a two step process. First the method is trained by
taking a set of training samples from around a model point p at different distances
d. Each sample consists of an image structure feature vector and the distance d to p.
To determine the relationship between the dependent variable d and the independent
variables, the image structure features, k-Nearest Neighbor (kNN) regression [43] is
used. Once the relationship has been modelled, d can be estimated from a set of
features extracted at a certain location in a previously unseen image. Since it is not
clear a priori which set of features will give good performance for the regression, feature
selection was used (see Section 4.4). This complete procedure is called pixel distance
regression.

As the image structure around each of the 16 model points p is different, training
samples are collected and a regression model is constructed for each of the points
separately. Note that this means that feature selection will also have to be performed
16 times. Random training samples are collected from a circular region of interest,
ROIp, around each of the model points in the 500 images of the training set. Sampling
continues until one in sixteen pixel locations has been sampled. The size of ROIp is
determined by its radius r. The value of r is constant and dependent on the scale
of the object on which p is located in the reference standard. For example, when p
is positioned on a vessel, r should be selected smaller than when p is located in the
center of the macular center as this is a bigger object. Three different ROIp types
are distinguished; vessel, optic disc and macular center. The following settings for r
were determined in preliminary experiments; r = 10 pixels for the model points on the
vasculature, r = 15 pixels for the model points located on the optic disc and r = 25
pixels for the model points on the macular center.

Now, given an s and an image I the unknown distance d for each p should be
approximated. For each p a feature vector is extracted, which is the filterbank response
vector for the pixel that p is located on. Next, kNN regression is used to estimate the
values of d for each p. In kNN regression the k nearest neighbors in the training
set, based on Euclidian distance, of the sampled feature vector are found. Then, the
median value of d of the k neighbors is taken as the regression estimate of d for the
sample. After preliminary experiments the value k = 5 is chosen.

For a generated s that fits well to an image the sum of distances d should be as
small as possible. Therefore the final fit value fdist is calculated as

fdist =
1
n

n∑
p=1

dp (4.7)
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where n is the number of points in the model and dp is the estimated distance from
the correct position of model point p.

Cost Function Component Combination

Before combining the three components that make up the cost function, their outputs
are first normalized to comparable ranges. This is accomplished by measuring the
range of cost function values found in the training set for both the reference standard
s and s̄ for each of the three components of F (s, I). Using these recorded values three
normalized cumulative histograms are constructed. The normalized output value of
a certain component f is then found by looking up the un-normalized output value
position in the cumulative histogram. The final cost function value is given by

F (s, I) = ω1fwidth + ω2forientation + ω3fdist (4.8)

where ωi represents the weight associated with a component. In preliminary experi-
ments different combinations of weights were tested on a small set of training images.
In these experiments equal weights, i.e. ω1 = 1, ω2 = 1 and ω3 = 1 were found to give
satisfactory results.

4.3.3 Optimization

The cost function F (s, I) must be minimized to find the s which best fits an image I.
This can be done in the parameter space of the PDM or by directly moving the points
that make up s in the image. To obtain the best results, a combination of the two
approaches is proposed.

In the parameter space a general optimization method is used to find the combina-
tion of model parameters which generates the s which minimizes F (s, I). As F (s, I)
exhibits many local minima this is not a trivial problem. Two standard optimization
techniques were tested, Simulated Annealing (SA) [44, 45] and Powell’s optimization
method [46]. Given enough running time SA is guaranteed to find the global minimum.
However, this property in combination with the large number of model parameters
makes it a slow algorithm. A local optimization method such as Powell is not guaran-
teed to find a global minimum but converges towards a local minimum quickly. It was
found that using a combination of global and local optimization methods coupled to an
image space optimization gave good performance in combination with an acceptable
running time of the algorithm. The proposed optimization method can be divided into
three steps; first parameter space optimization, image space optimization and second
parameter space optimization.

First Parameter Space Optimization

The optimization procedure starts by performing a SA optimization of the 4 major
modes of the PDM. These modes contain most of the major model pose variations
such as rotation, translation and scaling. In this way the model can roughly find the
correct position in the image. This can be thought of as finding a good initialization,
which is very important for the image space optimization step.

Image Space Optimization

During image space optimization the individual vessel model points, p7 . . . p16, are
moved to an optimal position. This procedure is only performed for model points

48



4.4. IMAGE FEATURES AND FEATURE SELECTION

which are inside the field of view after the first parameter optimization stage. Model
points p7 . . . p16 should all be located on the vein of the vascular arch. This vessel is the
thickest and most contrasted vessel in the vascular arch. Thus, the goal of the image
space optimization procedure is to position the vessel model points on the thickest
most contrasted vessel. As the vascular arch is made up of a bottom part, p7 . . . p11,
and a top part, p12 . . . p16, the following procedure is applied separately to both of
these parts.

First a line is projected from p2 through each of the vessel points. Along these lines
intersections with vessels are detected, these are refered to as the candidate positions.
They are detected using the vessel segmentation thresholded at t = 0.5. Any location
where the projected line intersects the vessel segmentation is stored as a candidate
position. If a connected set of candidate positions on a vessel are found only the
candidate in the middle of the vessel is retained. Now each vessel model point has a
number of candidate positions which indicate a possible intersection with the major
vein in the vascular arch, and the goal is to put the point on the correct position, on
the major vein. A cost image is defined with the lowest values on the thickest, most
contrasted vessels. The cost image allows us to determine the average cost of a path
between the different candidates of the different vessel model points. The path is found
by dynamic programming [47]. Proper design of a cost image is the key to successful
application of dynamic programming. The proposed cost image is determined by a
width and contrast value, both normalized to lie between 0 and 1, for each vessel
centerline pixel. These values are added to the vessel probability image. The width
is determined in the same way as described in Section 4.3.2. The contrast value is
based on the difference in image intensities sampled inside and outside the vessel. For
a thick, highly contrasted vessel the added values will be close to 2. Adding the vessel
probability map is needed to handle gaps in the vessel centerlines. Such gaps can cause
dynamic programming to leave the vessel and return the wrong solution. To smooth
the cost image, it is blurred with a Gaussian kernel with scale σ = 1.

The mean cost of a path between any two candidate positions neighboring vessel
model points is determined. As the total number of candidate vessel point configura-
tions for each half of the vascular arch is limited, the optimal combination of vessel
point positions can be quickly determined using exhaustive search. Here the optimal
combination is the set of positions with the overall lowest average path cost between
them. The vessel points are then moved to these optimal candidate positions. The
point configuration s which has now been created is not necessarily a valid configu-
ration, it does not necessarily map to a position b in parameter space. To make the
created s map to a point in parameter space, s is projected according to Equation 5.
This projection is used as the starting position for the final optimization step.

Second Parameter Space Optimization

After the first two optimization steps the model will be close to a minimum in the
cost function. To descend into this minimum and fit the model to the image more
accurately, the total set of 14 model parameters is optimized using Powell’s method.

4.4 Image Features and Feature Selection

Feature selection is an important technique in the development of supervised algo-
rithms. Often an abundance of possibly useful features are available but it is unknown
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which combination of these provides optimal performance. In practice the feature se-
lection problem is often solved as follows: given a set of possible features, select those
that lead to the smallest classification error on a subset of the training set. Elimi-
nating poor or redundant features provided to a learning algorithm can result in an
increase in classification performance and a decrease in computation time needed for
classification.

A feature selection for the vessel segmentation method and for the pixel distance
regression cost function component (see Section 4.3.2) was performed. The starting
feature set was the same in both cases and consisted of the following local image
structure features.

To describe the local image structure a filterbank was employed consisting of the
output of Gaussian filters up to and including second order derivatives (i.e. L,Lx, Ly,
Lxx, Lxy, Lyy) at multiple scales σ = 1, 2, 4, 8, 16 making a total of 30 filterbank fea-
tures. The scales were selected so that the whole range of objects in the image was
covered, scales 1 to 4 mainly respond to the vasculature while the higher scales 8 and
16 respond to the optic disc and macular center. The filterbank was applied to the
three different RGB color channels to include all color information into the set of avail-
able features (3× 30 = 90). These filters are sensitive to the orientation of structures
in the image (except for L) and can thus distinguish for example horizontally and
vertically running vessels. It may however also be desirable to use filters that respond
identically to structures irrespective of their orientation. Therefore four rotationally
invariant filters were added to the set. Together with L, this leads to five invariants
up to and including second order. These invariants make up an irreducible set, which
means that any other invariant up to and including second order can be expressed in
terms of these five [48].

The invariants are the gradient magnitude |∇| =
√

L2
x + L2

y which gives high re-

sponse on edges, the first, κ1 = Lxx + Lyy +
√

A/2Lxy, and second, κ2 = Lxx + Lyy −√
A/2Lxy where A = L2

xx + 4L2
xy − 2LxxLyy + L2

yy, eigenvalues of the Hessian ma-
trix, which denote the maximum and minimum amount of local image curvature and
Lvw = (L2

yLxy −L2
xLxy + LyLx(−Lyy + Lxx))/(L2

x + L2
y), the cross derivative parallel

and perpendicular to the gradient.
All invariants are extracted for each of the RGB color planes at scales σ = 1, 2, 4, 8,

16. Finally the three raw RGB values were also added. This brings the total number
of features available for feature selection to 153.

Feature selection was performed using the sequential forward floating selection
algorithm by Pudil et al. [29]. Compared to other techniques, this algorithm has
shown good performance on practical problems [30]. The algorithm employs a “plus
1, take away r” strategy. This means that the algorithm adds features to an initially
empty feature set but also removes features if that improves performance. In this
way “nested” groups of good features can be found. The feature selection procedure
was run with several well known, general classification algorithms (i.e. Nearest Mean
Classifier, Linear Classifier, Quadratic Classifier, kNN Classifier) [20]. The classifier
and feature set which showed the highest performance on the training set was chosen
to be used in the final system. For the feature selection the training set was split
unevenly into a separate feature selection training set (75%) and feature selection test
set (25%). To save time, the maximum possible number of selected features was limited
to 30.

One of the most straightforward performance measures used in feature selection is
accuracy. However, this measure cannot be calculated when performing pixel position
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regression (see Section III-B.2). Therefore the performance measure was defined as
1
N

∑N
i=1(|di − d̂i|) where N is the number of samples in the feature selection test set,

di, i = 1 . . . N is the measured value for distance d for each sample and d̂i is the
regression estimate of d. This average regression distance should be minimized and a
perfect regression result will give value 0.

4.5 System overview

In this section the training and test stage of the algorithm are briefly summarized.
The training stage can be summarized as follows:

• Manually segment the training set (i.e. indicate p1, . . . , p16).

• Build the PDM (Section 4.3.1).

• Apply filterbank to the 500 images of the training set (Sections 4.3.2 and 4.4).

• Train the pixel distance regression cost function component and apply feature
selection (Sections 4.3.2 and 4.4).

• Segment the vasculature in all training images (Section 4.3.2).

• Apply thinning to the segmented vasculature to obtain centerlines (Section 4.3.2).

• Store the local vessel width and orientation for all centerline pixels in all training
images (Section 4.3.2).

• Co-register the centerline pixels of all training images (Section 4.3.2).

• Construct the vessel width and orientation atlases (Section 4.3.2).

The testing stage of the system can be split into a pre-processing stage and a model
fitting stage. Note that the testing stage has to be applied to an image twice, once
to the original and once to a horizontally flipped version. The pre-processing stage is
summarized as follows:

• Apply filterbank to image.

• Segment the vasculature.

• Apply thinning to the segmented vasculature to obtain centerlines.

• Store the local vessel width and orientation for every centerline pixel.

The model fitting stage can be summarized as follows:

1. Initialize s with s̄ (Equation 2).

2. Warp the centerline pixels into the common frame of reference using s (Section
4.3.2).

3. Use warped centerlines and atlases to calculate fwidth and forientation (Section
4.3.2).

4. Determine pixel regression distances for local cost function cues using filterbank
output and compute fdist (Section 4.3.2).
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5. Combine cues in cost function output value (Section 4.3.2).

6. Use simulated annealing and PDM to generate a new s, if not converged go to
step 2 (Section 4.3.3).

7. Apply the dynamic programming based image space optimization procedure
(Section 4.3.3).

8. Repeat steps 2-6 but with Powell optimization instead of simulated annealing
(Section 4.3.3).

9. After convergence of Powell optimization, the final result is obtained.

4.6 Experiments and Results

First the results for the feature selection are given. The final number of features used
for vessel segmentation system after feature selection was 8 and the best performing
classifier was the kNN classifier. The original pixel classification based vessel segmen-
tation method as presented in [40] used 32 features. This decrease in the number of
features meant a large reduction in the time needed to segment an image, 30 seconds
instead of 10 minutes.

For the pixel distance regression cost function component we chose to use the sets
of features which gave the overall lowest regression distance. The 5 most important
features from each of the 16 selected feature sets are given in Table 4.1.

To test the performance of the final system, experiments were performed on the
500 images of the screening test set as well as on the 100 pathological test images.
Note that these images were not used in the feature selection or any other part of the
training and the design cycle of the method.

A number of different system setups are compared. The systems are listed in Table
4.2. They consist of the proposed system (System 1) and several variations in which
certain parts of the fit function and the optimization procedure were omitted. The
localization of the 16 points as produced by the system indicate the position of multiple
anatomical objects. A separate evaluation for the optic disc, macular center, vascular
arch and left/right eye determination was performed. The results of the experiments
are given in Table 4.3. Note that the bottom row of this table contains the results of
System 1 on the 100 pathological test images.

4.6.1 Evaluation Measures

The first column of Table 4.3 lists the percentage of cases in which the system success-
fully identified whether it was dealing with an image of a left or right eye. The system
can detect this because it runs twice, once on the original image and once on a hori-
zontally flipped version (see Section 4.3). Note that if the left/right eye determination
failed, the vascular arch and macular center can no longer be detected correctly, but
the detection and segmentation of the optic disc may still be successful.

In the second column the optic disc overlap is given. Four points on the edge of the
optic disc are known after fitting the model (i.e. p3 . . . p6) and these are also present in
the reference standard. Using these four points a rough optic disc segmentation can be
made. The optic disc overlap indicates the overlap of this segmentation between the
reference standard and the computer result. The distance of each of the four points
to the optic disc center point p1 is different. These distances can be interpreted as
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System nr. 1 2 3 4 5 6
ω1 1 1 0 1 1 1
ω2 1 1 0 1 1 1
ω3 1 0 1 1 1 1

Parameter Opt. 1 SA SA SA SA P SA
Image Space Opt. + + + + + -
Parameter Opt. 2 P P P - P -

Table 4.2: Overview of the tested system configurations. The first three rows indicate
the weights assigned to the three cost function components. The fourth row indicates
the type of optimization algorithm used in the first parameter optimization step. The
fifth row indicates whether the image space optimization method was (+) or was not
(-) used. The bottom row shows which optimization algorithm was used in the second
parameter optimization stage. The names of the parameter optimization methods have
been abbreviated, Simulated Annealing=SA and Powell=P

System Left/right OD OD MC VA VA partially
detected overlap detected detected detected detected

1 100% 94.0% 98.4% 94.4% 93.2% 5.6%
2 100% 77.4% 82.2% 78.8% 88.8% 7.3%
3 93.2% 77.2% 81.4% 79.2% 74.4% 10.4%
4 98.6% 90.8% 98.0% 93.0% 90.0% 3.4%
5 95.4% 72.8% 92.6% 81.6% 81.4% 10.4%
6 99.8% 84.6% 97.2% 91.8% 6.0% 29.2%

observer 2 100% 99.8% 100.0% 99.4% 99.0% 1.0%
1 pathology 100% 85.0% 94.0% 92.0% 77.0% 13.0%

Table 4.3: Performance overview of the different systems. The bottom two rows show
the results of the 2nd observer and the performance of System 1 on the pathological
image test set. From left to right, successful detection of the type of eye (i.e. left or
right), successful optic disc segmentation, optic disc center within reference standard
optic disc, macular center point within 50 pixels, vascular arch found, vascular arch
partially found (only top or bottom half).
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optic disc radii and linear interpolation can be used to determine the radius at any
angle between the points. This leads to the segmentation. The overlap between the
two segmentations is computed, defined as the union divided by the intersection. If
the overlap is over 50% the segmentation is considered to be successful.

The optic disc overlap gives an indication of the quality of the optic disc segmen-
tation produced by the model. It does not indicate in what percentage of experiments
the optic disc location was approximately found. To determine this we can examine
whether p1 is located within the optic disc as marked in the reference standard. The
column “OD detected” gives the percentage of test cases where this was the case.

The macular center is indicated by a single point in the PDM because its borders
are not well defined in color fundus photographs. After examining a number of images
in the training set we decided to consider a result that puts the macular center within
50 pixels of its position in the reference standard as successful. This seemed to be a
good estimate of the average radius of the macula in our images.

The detection of the vascular arch, given in the last two columns, was evaluated by
visually examining all 500 segmentation results. We chose to evaluate the results of
the vascular arch detection visually because an automatic analysis based on distance
errors is problematic. If one would use the total distance between the model points
that make up the vascular arch (i.e. p7 . . . p16) in the segmentation result and the
reference standard as an evaluation measure then a small change in the positioning
of p1 and p2 which define the main axis of the model can cause a large error for
the points on the vascular arch. The vascular arch was considered correctly found
when all vascular model points p7 . . . p16 were located on the correct vessel (i.e. the
same vessel as indicated in the reference standard). In optic disc centered images, the
vascular arch is usually not completely within the field of view. For these images only
the position of the first three vascular model points on both sides of the optic disc,
p7 . . . p9 and p14 . . . p16, were taken into account. Three different detection conditions
were distinguished; no error, vascular arch partially detected and complete failure.
In the second case only half of the vascular arch, either the bottom or top half, was
detected correctly.

4.7 Discussion and Conclusion

An automated method has been presented which is able to locate the most important
anatomical landmarks in fundus images. The results show that the proposed system
is able to find the optic disc and macular center location in the vast majority of cases,
i.e. 98.4% and 94.4% respectively. The vascular arch is found in 93.2% of all cases.
The segmentation of the optic disc is correct in 94.0% of cases. Detection of the type
of eye, either a left or a right eye, is correct in 100% of all cases. For the pathological
image test set these numbers are 94.0%, 92.0%, 77.0%, 85.0% and 100% respectively.

The system shows a slightly lower performance on the set of pathological images
than on the representative screening set. This was to be expected as the images were
the 100 cases with worst pathology selected from a set of 40.000 images. Mainly the
percentage of successful detections of the vascular arch is decreased. Most of these
errors however are small, with only one or two landmarks positioned incorrectly. This
is also illustrated by the fact that in a relatively large amount of cases the top or
bottom half of the vascular arch was correctly identified. An important factor in the
decreased precision of the method on the pathological images is caused by the vessel
segmentation which sometimes produces erroneous results when heavy pathology is
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Figure 4.5: Examples of the different types of results. The images are always in pairs,
showing the green plane of the original image and the green plane with the reference
standard, in green, and the computer result of System 1, in yellow, superimposed. (a)
Valid result. (b) Partial vascular arch detection, the top part is incorrect. (c) Partial
vascular arch detection, the bottom part is incorrect. (d) A complete failure to detect
the vascular arch. (e) Example of failed macular center detection. (f) Example of
failed optic disc detection. (g) Valid result on image exhibiting heavy pathology and
laser treatment scarring. (h) Failure to detect the lower part of the vascular arch due
to occlusion of the vascular arch by a blocked artery.
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present. Figure 4.5g shows a successful segmentation of an image in which part of the
optic disc is outside the image and the macular center is obscured by a large bright
lesion. In Figure 4.5h the system fails to find the bottom part of the vascular arch
because the major vein is hidden beneath a blocked artery.

Experiments with variations on the proposed system show that our particular
choices for the components of the cost function and optimization algorithms lead to
improved performance. System 2 and 3 are designed to show the necessity of having
both local and global terms in the cost function. In both cases the performance of
the systems is worse than System 1. When the system uses a cost function with only
global cues, as in System 2, then the positioning of certain model points, in particular
p2 . . . p6, which are not on the vasculature, loses precision. This is shown by the de-
creased optic disc overlap and a lower performance in the positioning of the macular
center point. System 3 uses a cost function with only local terms. Pixel distance
regression has a limited capture range and improves results only when a model point
is already close to the correct position. This is evident from the large number of to-
tal failures to detect the vascular arch: without global terms in the cost function the
system simply cannot find the correct model point positions and gets trapped in local
minima of the pixel distance regression term. With global cues included, the model
points are attracted to their correct position and the output of the pixel distance
regression becomes meaningful.

In System 4 the final parameter optimization step was left out. Performance is
close to the performance of System 1, but the small difference shows that the final
optimization step is important. After the dynamic programming based image space
optimization step the vessel points are often positioned correctly, but the other model
points remain effectively stationary in this optimization stage. We observed that the
final optimization stage often makes small adjustments to the fitted model resulting
in a slightly better segmentation of the optic disc and is able to correct small errors
made by the image space optimization.

In System 5 (see Table 4.2) the simulated annealing algorithm from the initial opti-
mization stage is replaced with Powell’s method. The decrease in system performance
can be explained by the fact that the Powell optimization converges to a local mini-
mum and is unable to leave that state. In the majority of cases, this local minimum is
the correct minimum. However, there are a number of images in which the incorrect
local minimum is chosen. For those cases, simulated annealing can make a substantial
difference.

System 6 optimizes all 14 model parameters directly with simulated annealing.
In most cases the optic disc and macular center model points are placed correctly
but the vessel point placement is bad. We believe that this is mainly caused by the
choice of parameters for the simulated annealing algorithm. These were set so that its
average running time was around 4 minutes, which was enough to produce good results
when optimizing the set of the 4 most important model parameters. While probing
a 14 dimensional search space, 4 minutes is not enough for the simulated annealing
algorithm to find a minimum which places the vessel points correctly. In only 13.2% of
the cases the cost function value of the solution found by the optimization algorithm
was close (a difference smaller than 0.1) to the cost of the reference standard. This
means that the optimization algorithm is the limiting factor for the system performance
as it can not find the correct minimum. When using System 1, 88.2% of cases yield a
cost function value close to the reference standard.

Figure 4.5a illustrates a typical correct result. In Figure 4.5b-c failures to find the
top and bottom part of the vascular arch are shown. In the case of Figure 4.5b this is
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probably caused by the fact that the image space optimization procedure tried to find
the optimal position within the image for p7 . . . p9, as these were located inside the
field of view after the first parameter optimization stage. The thickest, most contrasted
vessel it could find which had enough space for three model points was the one selected
now. The reference standard solution only has p7 and p8 inside the field of view. Image
quality is the root of the problem in Figure 4.5c, with the correct vessel having a very
low contrast. A total failure to locate the vascular arch is shown in Figure 4.5d. In
this image the veins in the vascular arch are not the most contrasted vessels. Careful
inspection of the contrast values and widths of the reference standard and the chosen,
incorrect, solution showed that the difference was very small.

Failures to locate the macular center occurred mostly in images with a low contrast
macular region. An example is shown in Figure 4.5e. In this image the system fails
to find the macular center even approximately and this leads to misplacement of some
of vessel landmarks as well. This is a drawback of a global model: a failure in one
area can result in failures elsewhere. The converse, of course, also holds: in most cases
where the macular center was not found the model is able to find an approximate
position for the macular center based on the global cues in the vasculature. This is
illustrated by the 78.8% correct macular center detections of System 2 as well. For
precise placement of p2 the system relies on local image structure information provided
by the pixel distance regression.

Failures to find the optic disc are mostly caused by a complete failure to fit the
model to the image. Problems in the initial optimization stage are usually to blame;
the simulated annealing algorithm gets stuck in a local minimum and does not manage
to escape. When the system was run again on the images where optic disc detection
had failed, it was able to find the optic disc and do a successful segmentation in 5 of
8 failed cases. This is caused by the stochastic character of the simulated annealing
algorithm. Ideally, the optimization algorithm should be run multiple times, then the
most often found minimum could be selected as the global minimum. However, this
would lead to an unacceptable increase in the total runtime of the system. The result
of one of the 3 cases in which the system failed to find the optic disc the second time
as well is shown in Figure 4.5f. In this case a dark structure to the left of the optic
disc was interpreted as a very thick vessel which led to the erroneous result.

When the overall results of the system are compared with those of the second
observer they are close to each other. However, the second observer scores (close to)
100% in all categories indicating that there is room for improvement for the automatic
method. Many of the mistakes the system makes are easy to recognize as error for a
human observer. We believe humans perform a far more sophisticated interpretation of
the overall image that is not incorporated in a computer system like the one described
in this work.

The feature selection procedure turned out to be very beneficial for system per-
formance. Control experiments on the training data showed that without feature se-
lection, detection rate decreased considerably. Moreover, computation time increased
enormously. It is interesting to observe which features were selected as most impor-
tant, as listed in Table 4.1. First, note that for the different systems, different feature
sets are constructed, and that they are a mix of different filters, both invariants and
non invariants, different scales and different color planes. In all cases, the two most
important features were computed from the green plane. This indicates that the green
plane of the image provides more information about the structures on the retina than
the other color planes. This is in accordance with observation made in the literature
[14]. Most of the selected features and the scale at which they have been extracted
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make sense intuitively. The chosen features for model points p1 . . . p6, which are lo-
cated on the larger structures in the image, have been extracted at higher scales. The
model points on the vasculature p7 . . . p15 have lower scale features and many of the
most important ones are based on second derivative information. This makes sense as
these give a high response on the vasculature. Interestingly, zero order filter output
and raw intensity values were never among the most important features. We hypothe-
size that the large absolute intensity differences between images that occur, as can be
appreciated from Figure 4.1 make such features relatively unreliable.

The system, implemented in C++, requires around 10 minutes of computation
time on a 3GHz Pentium 4 machine. Note that the system is applied twice as, for
our data, it is unknown beforehand whether the image is of a right eye or a left eye.
This effectively doubles the total computational burden. However, our results show
that System 1 is very successful in the detection of the type of eye, and we expect that
a simpler, much faster method could be developed for this task, which would effec-
tively halve the required processing time. Optimization of the code, especially of the
simulated annealing optimization, could reduce the running time further. The system
would be used in a pre-screening setting together with other screening components
(e.g. abnormality detection). Output from time consuming steps such as the vessel
segmentation and image filtering can also be used in other components of the screening
system. This will reduce the impact of this component on the total analysis time.

In summary, a supervised system for the automatic localization of the normal
anatomy in retinal images has been presented. The performance of the system is close
to that of a second human observer on a large, heterogeneous set of screening images.
Experiment on a set of pathological images shows the robustness of the system in the
presence of heavy pathology. The experiments also demonstrated the importance of the
use of global and local cues in the positioning of the model as well as the effectiveness
of the three stage optimization scheme. This system can be integrated directly in a
complete pre-screening system which will verify the quality of an image, segment the
major anatomy and detect the presence of the abnormalities associated with diabetic
retinopathy.
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Automatic Detection of the
Optic Disc Location

M.D. Abràmoff and M. Niemeijer. Automatic Detection of the Optic Disc
Location in Retinal Images Using Optic Disc Location Regression. Proceedings
of the IEEE EMBC 2006, in press.

Abstract

The detection of the position of the optic disc is an important step in the auto-
matic analysis of retinal images. A method to detect the approximate position of
the optic disc using kNN regression is presented. The method starts by building
a regression model of the optic disc position which relates a set of local image
structure measurements to the distance to the optic disc center. Using a prior
vessel segmentation all vessel pixels are searched for those which are inside the
optic disc according to the regression model. The regression output is blurred
to handle noise. The point which is closest to the center of the optic disc is
chosen. The method was tested on 1000 screening images and was able to find
the correct position in 999 images.
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5.1 Introduction

O
ptic disc localization is an important aspect of computer-aided diagnosis
in retinal screening. Knowledge about the position of the optic disc may help
to determine whether images are from the left or right eye and to determine

the clinical relevance of lesions. The disc itself has an appearance which is different
from the other structures on the retina. Parts of the disc can potentially be detected
as a lesion and such false responses can be avoided if the location of the disc is known.

In the literature a large number of methods have been proposed for the detection
of the optic disc. Some of these are based on analysis of the image intensities [35, 36].
For many images these methods work well, as the disc is usually the brightest object
in a normal quality, healthy image. But this simple assumption does not always hold.
The presence of bright lesions or camera flash artifacts which can be brighter than the
optic disc may lead to unpredictable results for a simple optic disc detection method.
Therefore, recent methods use the vasculature to find the location of the optic disc.
This has proven to be a more robust approach to optic disc detection. Hoover et al.
used the local convergence of the vasculature to find the optic disc position. Foracchia
et al. [37] used the global orientation of the vasculature to find the position of the
optic disc. This was accomplished by fitting a simple geometrical model of the vessel
orientation to the segmented vasculature.

In addition to the global vascular orientation and the local vascular convergence,
other vascular features can give information about the location of the optic disc. In
particular, in the vicinity of the optic disc the vessels are wider and denser. Locally,
the orientation of the vasculature also gives information concerning the position on the
retina. We present a method which integrates the use of local vessel orientation, vessel
width, vessel density, vessel convergence and the image intensities to quickly find the
optic disc.

In the approach presented in this work kNN regression is used to find the rela-
tionship between the dependent variable d, the distance to the optic disc center, and
a feature vector measured in a circular area around each vessel point. We propose a
set of features which are effective to solve this regression problem. Regression feature
selection is used to find the most salient set of regression features.

This chapter is structured as follows. The materials used in this research are
described in Section 5.2. The optic disc location detection method is presented in
Section 5.3. The experiments and their results are given in Section 5.4 and the Chapter
is concluded in Section 5.5.

5.2 Materials

A total of 1100 retinal images were used in this study. All images were anonymized
and the study was performed according to the guidelines set forth in the Declaration
of Helsinki [15]. Only the anonimized images were accessible to the researchers. The
training images, 100 in total, and the test images, 1000 in total, were acquired from
a screening program in the Netherlands [6]. Primary care patients with diabetes are
screened for diabetic retinopathy in family care physicians offices or family physician
laboratories. The images, all JPEG compressed, were obtained at twenty different
sites. Each of the images was resized such that their circular field of view had the
same diameter, 540 pixels. Three different camera types were used: the Topcon NW
100 and NW 200 (Topcon, Tokyo, Japan) and the Canon CR5-45NM (Canon, Tokyo,

62



5.3. METHODS

Japan). Two independent observers indicated the optic disc center location and the
optic disc border for all images in the test set. The first observer was selected as the
reference standard.

5.3 Methods

5.3.1 The Optic Disc Distance Regression Model

We want to find the position in the image which is located in the center of the optic
disc. To accomplish this we use kNN regression [20] to find the relationship between
the dependent variable d, representing the distance to the optic disc center, and a
feature vector measured around a circular template. The template is circular because
the optic disc is approximately circular itself. The circular template is placed at various
locations in the image and feature measurements are obtained. Based on the feature
vector the distance between the center of the template and the center of the optic disc
is estimated. The template itself is divided into 4 parts (see Figure 5.1). The template
radius r is a free parameter which should be set during training. We measure a number
of features at each part as well as some features for the entire template. These features
consist of:

1. Number of vessels.

2. Average vessel width.

3. Standard Deviation of the vessel width.

4. Average vessel orientation.

5. Standard Deviation of the vessel orientation.

6. Maximum vessel width.

7. Maximum width vessel orientation.

8. Average intensity (green plane) under the template.

9. Standard deviation of the intensity (green plane) under the template.

10. Average vessel width under the template.

11. Number of vessel pixels under the template.

Features 1-7 are measured for each template part and features 8-11 are measured once
for the entire template. The entire measured feature vector thus consists of 32 features.

5.3.2 Vessel segmentation and analysis

In order to compute some of the features around the template a segmentation and
analysis of the vasculature is required. To accomplish this, a previously presented
pixel classification based approach was used [40]. This supervised approach was trained
using a set of images in which all vasculature had been segmented, the DRIVE database
[49]. A posterior probability map was produced which indicates, for each pixel in
the field of view, the probability that a pixel is a vessel pixel. By thresholding this
map a binary vessel segmentation was produced. To measure the orientation of the
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Figure 5.1: The circular template divided into 4 equal parts. The dot on the template
border is the point where feature measurement starts. The radius r of the template is
a free parameter.

vasculature the vessel centerlines were determined by thinning the binary segmentation
[50]. Next, individual vessel segments were found by removing all vessel bifurcations
and crossings. This was necessary as the vessel orientation and width is not well
defined in these points. Bifurcations and vessel crossings were eliminated by removing
all pixels from the thinned image which have more than two neighbors.

First the local orientation of each vessel segment was determined by selecting, in
turn, each centerline pixel and its 3 neighbors to both sides (if available) and apply-
ing Principal Component Analysis on their coordinates. The direction of the largest
eigenvector of the covariance matrix is the local orientation.

To measure the width of the vasculature for each centerline pixel, the local orien-
tation was used. Perpendicular to this orientation, the distance from the centerline
pixel to the edge of the vessel in the posterior probability map as produced by the
vessel segmentation was measured. The edge of the vessel was defined as the location
where the posterior probability drops below 0.5.

5.3.3 Feature Measurement

Once the segmentation and analysis of the vasculature has been completed, the pre-
viously mentioned features can be measured everywhere in the image. To measure
features 1-7 the circular template is traversed in a clock-wise direction. When a cen-
terline pixel is encountered, which is not part of a vessel segment previously counted,
this is recorded as one vessel found in a certain quadrant. After a vessel segment has
been counted it is marked to prevent double counting. The vessel width and orien-
tation are recorded as well. After a quadrant was completed, the vessel widths and
orientations were averaged and their standard deviation was calculated. The width
and orientation of the widest vessel for this quadrant was stored. Finally, the average
pixel intensity of the green image plane under the complete template and the standard
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deviation of the pixel intensities was measured. The average vessel width was deter-
mined by dividing the total number of vessel pixels under the template by the number
of centerline pixels.

5.3.4 Training the System

Training the system was accomplished by applying the vessel segmentation and analysis
to all images in the training set. Every tenth pixel in the x-direction in a rectangular
grid centered on the optic disc center and of size 2r squared was sampled. This was
implemented by centering the circular template on a certain pixel and extracting the
features. Each feature vector was stored together with a value d, the distance to the
optic disc center. After the entire grid was sampled, a number (for the present system,
200) of randomly selected different locations in the image are also sampled. For those
samples the distance d to the optic disc center was limited to the value of r as it is
unlikely the system is able to estimate a distance much larger than r. The complete
set of samples for all training images formed the training dataset. Before the training
set can be used, all features were normalized to unit standard deviation. The training
set can then be used in the final system to estimate the distance from any location in
the image to the optic disc center.

To estimate the distance d to the optic disc center given a feature vector, the
k = 11 nearest neighbors in the feature space are found and the values d of these
nearest neighbors are averaged. This average value is returned as the estimate of d.
The value of k = 11 was empirically determined using the training set.

5.3.5 Feature Selection

The complete set of features is not necessarily the optimal set of features to give
the best regression results. By applying a feature selection method overall system
performance can be improved. A supervised feature selection method was applied,
called Sequential Floating Feature Selection [29]. The algorithm employs a “plus
1, take away i” strategy. In other words, the algorithm adds features to an empty
feature set and removes features if that improves the overall performance. In this way
“nested” groups of good features can be found. Performance in this case was measured
as the minimum average regression distance. As the feature selection is supervised the
training set was randomly divided into a feature selection training and test set.

After feature selection the following features were selected. The number of vessels,
as well as the orientation of the widest vessel, were selected in every quadrant, resulting
in 8 features. For the whole template, the average and standard deviation of the image
intensities under the template as well as the average vessel width and number of vessel
pixels was selected. Thus the total number of features used in the system was 12.

5.3.6 Applying the System

To find the optic disc center we searched all pixels that are part of a vessel as indicated
by the vessel segmentation. For every vessel pixel the distance d to the optic disc
center was determined. Because the highest value returned by the regression is r, the
distances for all pixels, not part of a vessel, are set to r. Next the image is blurred,
with a Gaussian kernel with σ = 15. This value was determined empirically, but does
not have a large influence on the final result of the method. Finally we found the
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Figure 5.2: The method applied to an example image. (a) The intensities of the vessel
pixels in this image indicate the distance from the optic disc center. As the maximum
distance is equal to radius r of the circular template, pixels further than r pixels away
from the optic disc have the same value. Background pixels are black. (b) Here all
background pixels have been given the value r. The pixels with lower values, i.e.
close to the optic disc center, stand out. (c) After blurring (and rescaling of the pixel
values), a dark spot on top of the optic disc remains. The lowest value in this image
is selected as the optic disc center. (d) The cross indicates the optic disc center found
by the system and the dot indicates the center indicated in the reference standard.
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pixel with the lowest value in the image and selected that pixel as the optic disc center
location. The procedure is illustrated in Figure 5.2.

5.4 Experiments and Results

The system was applied to all 1000 images in the test set. Parameter r was chosen as 50
pixels, which makes the template slightly larger than the average optic disc which has
a radius of around 40. The system was able to find the correct position, i.e. a position
within the optic disc border as indicated by the reference standard, in 99.9% of all
cases. The average distance of the found optic disc center to the real optic disc center
was 9.75 pixels with a standard deviation of 16.14 pixels. The second human observer
was able to find the optic disc center in 100% of all cases. Average time needed to
find the optic disc was 90 seconds for the vessel segmentation and 30 seconds for the
subsequent analysis.

5.5 Discussion and Conclusion

A supervised optic disc location detection method that combines features extracted
from the vasculature and the image intensities has been presented. The method was
evaluated on a set of 1000 diabetic retinopathy screening images. Of these images
approximately 10% contained mild pathologies. In 999 cases the method successfully
detected the location of the optic disc. These results show that the presented method
has the potential to detect the location of the optic disc in retinal images with few or
no abnormalities. The single image where the method failed to find the correct optic
disc location this was caused by a failed vessel segmentation. The contrast in the optic
disc area of the image was too low and the vasculature was not detected correctly.

An important advantage of this method is its speed. The state-of-the-art method
by Foracchia et al. [37] showed good performance on a difficult dataset. However, the
system required 12 minutes of calculation time per image. The proposed method takes
120 seconds but that includes 90 seconds for the vessel segmentation. Given that the
vessel segmentation will be used by other parts of a complete screening system the
effective time needed to analyze one image is only around 30 seconds.

In summary, we propose optic disc location regression as an interesting approach for
fast optic disc localization in fundus color images that are obtained in early diagnosis
and screening projects.
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Automatic Detection of Red
Lesions

M. Niemeijer, B. van Ginneken, J. Staal, M.S.A. Suttorp-Schulten and M.D.
Abràmoff. Automatic Detection of Red Lesions in Digital Color Fundus Pho-
tographs. IEEE Transactions on Medical Imaging, 24:584-592, 2005

Abstract

The robust detection of red lesions in digital color fundus photographs is a
critical step in the development of automated screening systems for diabetic
retinopathy.
In this work, a novel red lesion detection method is presented based on a hybrid
approach, combining prior work by Spencer et al. [7] and Frame et al. [8] with
two important new contributions. The first contribution is a new red lesion
candidate detection system based on pixel classification. Using this technique,
vasculature and red lesions are separated from the background of the image.
After removal of the connected vasculature the remaining objects are considered
possible red lesions. Second, an extensive number of new features are added to
those proposed by Spencer-Frame. The detected candidate objects are classified
using all features and a k-nearest neighbor classifier.
An extensive evaluation was performed on a test set composed of images repre-
sentative of those normally found in a screening set. When determining whether
an image contains red lesions the system achieves a sensitivity of 100% at a
specificity of 87%. The method is compared with several different automatic
systems and is shown to outperform them all. Performance is close to that of
a human expert examining the images for the presence of red lesions.
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6.1 Introduction

E
arly diagnosis of diabetic retinopathy through regular screening and timely
treatment has been shown to prevent visual loss and blindness. Digital color
fundus photography allows acquisition of fundus images (see Figure 6.1) in a

non-invasive manner which is a prerequisite for large scale screening.
In a diabetic retinopathy screening program, the number of fundus images that

need to be examined by ophthalmologists can be prohibitively large. The number
of images without any sign of diabetic retinopathy in a screening setting is typically
over 90%. Therefore an automated system that can decide whether or not any signs
suspicious for diabetic retinopathy are present in an image can improve efficiency;
only those images deemed suspect by the system would require examination by an
ophthalmologist.

Signs of diabetic retinopathy include red lesions such as microaneurysms and in-
traretinal hemorrhages, and white lesions, such as exudates and cottonwool spots.
This work concerns only the red lesions, which are among the first unequivocal signs
of diabetic retinopathy. Therefore, their detection is critical for a pre-screening system.

Previously published methods for the detection of red lesions have focussed on
detecting microaneurysms in fluorescein angiography images of the fundus [51, 7, 52, 8].
In this type of image the contrast between the microaneurysms and background is
larger than in digital color photographs. However, a mortality of 1:222,000 associated
with the intravenous use of fluorescein [53] prohibits the application of this technique
for large-scale screening purposes.

The detection method described by Spencer, Cree, Frame and co-workers [51, 7,
52, 8] employed a mathematical morphology technique that eliminates the vasculature
from a fundus image yet left possible microaneurysm candidates untouched. This
approach was first suggested by Baudoin et al. [54]. It has also been applied, in a
modified version, to high-resolution red-free fundus photographs by Hipwell et al. [55].
These last authors present a sensitivity of 85% and a specificity of 76% on a per image
basis.

A number of other approaches for the detection of red lesions in color fundus
photographs have also been described. Gardner et al. [56] used a neural network to
detect both hemorrhages and exudates. Each image was divided into 20x20 pixel grids,
these were then individually classified. The per image results showed a sensitivity of
88.4% and a specificity of 83.5%.

Sinthanayothin et al. [57] applied a recursive regiongrowing procedure to segment
both the vessels and red lesions in a fundus image. Next, a neural network was
used to detect the vessels exclusively. The objects that remain after removal of the
detected vasculature are labelled as microaneurysms. The evaluation was carried out
on 10x10 pixel grids and not for individual images or lesions. A sensitivity of 77.5%
and specificity of 88.7% was reported.

Results of a commercially available automatic red lesion detection system were
given by Larsen et al. [58]. However, their method was not described. The system had
a sensitivity of 93.1% and specificity of 71.4% on a per patient basis.

The aim of this work is to develop an automated method which can detect images
containing red lesions with a very high sensitivity and a reasonable specificity. This
allows the method to be used in a pre-screening setting. We address the problem of
detecting red-lesions in three stages. First, each image is preprocessed; next, candi-
date objects that may represent red-lesions are extracted; and in the final stage the
probability for each candidate to represent a red-lesion is estimated using a classifier
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Figure 6.1: A digital color fundus photograph containing red lesions. For a detailed
analysis of this image see Figure 6.5.

and a large set of specifically designed features. To take advantage of prior work, and
to enable comparisons between our system and previous approaches, the system of
Spencer et al. [7] together with the extensions to this system proposed by Frame et
al. [8] was taken as our starting point. The Spencer-Frame system employs a similar
processing pipeline.

Two novel methodological contributions are made in this work. First, a new can-
didate detection scheme based on pixel classification is proposed. The performance of
this scheme is compared to the detection scheme based on mathematical morphology
as used by Spencer-Frame. A hybrid scheme that combines both detection strategies is
tested as well. Second, to improve the classification of the candidate objects into lesion
and non-lesion, an extensive number of features has been added to the set proposed
by Spencer-Frame. Several classifiers have been tested and best results were obtained
with k-nearest-neighbors (kNN) classification.

The system is tuned and trained on a set of 50 photographs representative of those
used in a screening setting, and tested on another, completely independent set of 50
photographs. An experienced ophthalmologist carefully indicated all red-lesions in
these images to provide a reference standard. A second experienced ophthalmologist
indicated all red-lesions in the test set to enable comparison between the automatic
systems’ and human performance.

The Chapter is structured as follows. Section 6.2 describes the preprocessing stage.
In Section 6.3 the candidate object detection systems are described. The mathematical
morphology based method of Spencer-Frame is reviewed, the pixel classification based
scheme is described and it is shown how to combine the output of both systems. This
section also motivates the development of the pixel classification method and explains
how it avoids some of the limitations of the other system. Section 6.4 contains details
regarding the candidate classification stage and discusses the classifier and the feature
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set we propose. A description of the used material is given in Section 6.5. In Section
6.6 the experiments and results are presented. We end with a discussion and conclusion
in Section 6.7.

6.2 Image Preprocessing

In order to prepare the fundus images for red lesion extraction some image prepro-
cessing is performed on the green-plane Igreen of the original RGB color image Iorg.
As red lesions have the highest contrast with the background in the green color plane
[14] information from the red and blue color planes will not be used in this step.

In this and the following sections those parts of the system proposed by Spencer
et al. and Frame et al. [7, 8] use the original parameter values wherever possible.
However, because of differences in image modalities some of the parameters had to be
adjusted. This is mentioned in the text where necessary.

6.2.1 Spencer-Frame

Fundus photos often contain an intensity variation in the background across the image,
called “vignetting” [11] (see Figure 6.1). This effect can deteriorate the performance
of the candidate selection system. Any slow gradients in the background of Igreen

were removed, resulting in a “shade corrected” image Isc. This was accomplished by
estimating the background image Ibg and subtracting that from Igreen. Ibg is produced
by median filtering Igreen with a 25×25 pixel kernel. The size of the median filter was
chosen such that it is wider than the widest blood vessel in our dataset of images. A
typical result of the operation is shown in Figure 6.2(b).

6.2.2 Bright Lesion Removal

We extended the Spencer-Frame system in the following manner. As mentioned, bright
pathologies can also appear in retinas affected by diabetic retinopathy. These lesions
can have well defined sharp edges. When they lie close together, small “islands” of
normal retina are formed between them. These can be picked up as false positives by
the candidate object detection in the pixel classification based system in later steps.
To prevent this, these bright pathologies were removed as follows.

The shade corrected image Isc has negative values for all pixels which have an
intensity lower than the background. By removing all pixels with a positive value
from the image, bright pathologies no longer influence the later analysis. All pixels in
Isc with a positive value were set to zero resulting in the preprocessed image Ipp. The
effect of this operation is shown in Figure 6.2(c).

6.3 Candidate Extraction System

Next, objects that are potential red lesions are extracted from the pre-processed im-
ages. These objects will be called candidate objects.

6.3.1 Mathematical Morphology Based Candidate Extraction

This system is described by Spencer et al. [7] and Frame et al. [8] and is briefly
reviewed here. After the image pre-processing stage the actual candidate objects were
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(a) (b)

(c) (d)

Figure 6.2: (a) Part of the green color plane of a fundus image. Shown are pieces
of vasculature and several red lesions. The bright lesions called exudates are also a
symptom of diabetic retinopathy. Circles mark the location of some of the red lesions
in the image. (b) After subtracting a median filtered version of the green plane large
background gradients are removed. (c) All pixels with a positive value are set to zero
to eliminate the bright lesions in the image. Note that the exudates often partially
occlude red lesions. The non-occluded parts of the red lesions show up clearly in this
image. An example of this is marked with a rectangle. (d) The pixel classification
result produced by the contrast enhancement step. The non-occluded parts of the
hemorrhages are visible together with the vasculature and a number of red lesions.
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extracted from Isc. To discriminate between circular, non-connected red lesions and
the elongated vasculature a morphological top-hat transformation [54] was used. This
operation is based on morphologically opening the image with a linear structuring
element at different orientations. A total of twelve rotated structuring elements were
used with a radial resolution of 15◦. The length of a structuring element should be
such that it is larger than the biggest red lesion present in the set. It was determined
empirically that a length of 9 pixels gave the best balance between vessel segmentation
and red lesion detection for our set. In each of the 12 opened images only those parts
of the vasculature in which the linear structuring element can fit remain. By taking
the maximum pixel value at each pixel location in all 12 images a map of only the
vasculature was obtained. This vasculature map was subtracted from Isc, the result
was an image Ilesion containing mainly non-elongated structures such as red lesions.

To enhance the contrast between background and red lesions in Ilesion a matched
filter was used. The matched filter is a 2D Gaussian with σ = 1 pixel and has a size
of 11×11 pixels. Next the filtered image Imatch was thresholded to produce a binary
image Ibin. The threshold was fixed at a certain level above the modal value of the
image. In this implementation 4 was used as the threshold. The extracted binary
objects are not a good representation of the pathologies as found in Iorg. A region
growing procedure was used to grow back the original pathologies. The darkest pixel
under each of the binary objects serves as the starting point.

The estimated background image Ibg obtained in the preprocessing step (see Sec-
tion 6.2) can be used to find the threshold t for the region growing procedure as
follows:

t = iseed − x(iseed − ibg), (6.1)

where iseed is the intensity at the starting position, i.e. the pixel under the binary
object with the lowest gray value. Then ibg is the intensity of the same pixel in the
background image and x ∈ [0, 1]. Here x = 0.5, is similar to Spencer-Frame. Growing
starts in the seed pixel and stops when no more connected pixels below the threshold
can be found. The grown objects together form the final candidate object set.

6.3.2 Pixel Classification Based Candidate Extraction

A limitation of the previously described candidate extraction technique is that any red
lesions which are larger than the linear structuring element cannot be detected. When
the length of the structuring element is increased to be able to detect larger objects,
the vessel segmentation deteriorates leading to more spurious candidate objects being
detected on the vasculature. We have largely removed this limitation by using a pixel
classification based method. This approach can detect larger candidate objects and
reduces the number of spurious candidate objects on the vessels by integrating a vessel
segmentation technique [40] with red lesion detection. Both vasculature and possible
red lesions are extracted at once, and subsequently the vasculature is separated from
the red lesion candidate objects.

The digital color photographs used in this research have a relatively low resolution,
such that small red lesions typically have areas as low as four pixels, with relatively
low contrast. Obviously this is not an ideal situation, but such is the image quality
of data used routinely for diabetic retinopathy screening. With pixel classification
the contrast between foreground pixels (red lesions and vasculature) and pixels in the
background can be improved such that a global threshold can be used to extract all
relevant objects in the image.
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(a) (b) (c)

Figure 6.3: (a) The thresholded probability map. (b) The remaining objects after
connected component analysis and removal of the large vasculature. (c) The shape
and size of the extracted objects in Figure 6.3(b) does not correspond well with the
actual shape and size of the objects in the original image. A final region growing
procedure is used to grow back the actual objects in the original image which are
shown here. In Figure 6.3(b) and 6.3(c) the same red lesions as in Figure 6.2(a) are
indicated with a circle.

Pixel classification is a supervised method, so it needs to be trained using example
pixels. Each of the example pixels was extracted from a training set for which a labelled
reference standard is available. All pixels in the training set are thus assigned a label
and a feature vector. A classifier can now establish a decision boundary in the feature
space which will optimally separate the two classes (i.e. foreground and background
pixels).

A large number of sample pixels of red lesions, vasculature as well as background
pixels are needed for training. A set of 40 fundus images (Set 1, see Section 6.5),
not used in the development or testing of any other part of the system, provided the
training pixels. In all of the images the vasculature and red lesions were manually
segmented. Each of these images was preprocessed as described in Section 6.2 before
training the pixel classification procedure. This training procedure needs to be com-
pleted only once, after it has finished the system is ready to automatically process
unseen images.

An important observation is the similarity, on a pixel level, in color and response
to first and second order Gaussian filters for the red lesions and the vasculature. To
obtain the feature vectors, filter outputs at each pixel location of Ipp were used. These
filters consisted of all Gaussian derivatives up to and including second order at scales
σ = 1, 2, 4, 8, 16 pixels. Also the pixel intensities taken from Ipp were added to the
feature vector. Preliminary experiments comparing several classifiers showed that a
kNN classifier [20] produced the best results. For all experiments, k = 55.

The kNN classifier (with k > 1) allows for soft-classification in which each pixel
is assigned a probability of it being a foreground pixel. To accomplish this, all k
neighbors in the feature space of a query pixel were examined. When n neighbors
were labelled as being a foreground pixel, the posterior probability that the query
pixel is a foreground pixel itself p was determined by

p =
n

k
(6.2)

For the kNN classifier the optimized implementation as provided by Arya et al. [32] was
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used. Figure 6.2(a) shows part of the green plane of a fundus image, its probabilistic
map is shown in Figure 6.2(d).

To extract possible candidate locations the probabilistic map produced by the pixel
classification was thresholded. To determine this threshold the maximum pixel value
in the probability map under each of the objects marked in the ground truth was
examined. This gave an indication of the maximum amount of objects that could
be detected at a certain threshold. Further experimentation showed that 0.4 gave a
good balance between the number of detected spurious objects and the number of
detected red lesions. After thresholding, a binary image containing any red lesions
and a large part of the vascular tree was obtained. Because red lesions in general do
not appear on larger (visible) vessels they are disconnected from the vasculature. To
obtain possible candidate locations, connected component analysis was applied on the
binary objects. Any object which was too large to be a red lesion was removed. To
determine a size threshold for this operation a histogram was made of the sizes of all
lesions in the reference standard segmentation of the training set. A threshold of 300
pixels was found to include 98% of all red lesions. Most of the vasculature is connected,
forming objects larger than 300 pixels and will thus be removed by this step. What
remains are a number of small vessel fragments and those red lesions not connected to
the vasculature. In Figure 6.3, a binary example image and the remaining connected
components are shown.

As with the mathematical morphology based approach the extracted objects are
not a good representation of the actual pathologies and objects in the original im-
age. Therefore the same region growing technique as described by Spencer-Frame (see
Section 6.3.1) was used to determine the actual shape of the objects.

The objects which were produced by the region growing procedure are then post-
processed such that any holes in the grown objects are filled. This post-processing
was done to facilitate feature extraction. The post-processed objects together form
the final set of candidate objects.

6.3.3 Hybrid Candidate Object Extraction

A number of experiments were conducted showing similar performance of both the
pixel classification and the mathematical morphology based system in terms of detected
lesions. However, when the candidates of both systems were combined a higher number
of true positive candidate objects was extracted. The combination was done by putting
all candidate objects in a set. Then all objects were checked to see if they overlap with
another object in the set. In case of overlap one of the objects is removed. When both
candidate detection systems detect the same lesion it does not matter which object
is removed because the segmentation method used in both approaches is the same.
Overlap also often occurs when a region growing seed point is placed in a normal
area of the retina (e.g. due to noise), the region growing procedure will grow into
neighboring red lesions and vessels. To exclude these relatively large spurious objects
we always remove the largest of two overlapping objects.

6.4 Candidate Classification System

The candidate extraction step results in a set of candidate objects. The purpose of
the candidate classification system is to classify each of these objects as either a red
lesion or a non red lesion. In order to accomplish this another classifier needed to
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be trained using example objects. These example objects are first extracted from
a training set (part of Set 2, see Section 6.5) using the candidate object extraction
systems described in the previous section. Using the reference standard segmentation
of the training set each of the example objects is appropriately labelled. Preliminary
experiments comparing a Linear Discriminant Classifier, a Quadratic Discriminant
Classifier and a kNN classifier [20] were performed. The kNN classifier showed the
best performance.

6.4.1 Features

A total of thirteen different candidate object features were proposed by Frame et al.
[8] for use with the Spencer-Frame system. The features can be divided into two
groups: shape features (1-4) and pixel intensity features (5-13). Experiments showed
(see Section 6.6) that with just these thirteen features system performance was limited.

Several new features were added to the 13 in the Spencer-Frame feature set to
improve performance. To determine what features should be added the behavior of the
system using the Spencer-Frame feature set was observed in a number of experiments.
These showed a significant number of false positive objects on the vasculature. To
counter this, Gaussian filterbank outputs (19) were added to the feature set as well
as a feature which can help to determine if an object is on an elongated structure
(20). As fluorescein angiograms do not contain color, color features were not used
in the Spencer-Frame system. Since the color of the photographs is an extra source
of information features 15-18 were added. Feature 14 was chosen as an extra shape
feature to help eliminate elongated structures. The last feature, 21, was added to
help improve the detection of larger circular objects. The total feature set contains 68
features, they are listed below. Some features are obtained at several image scales σ,
these have not been individually listed.

1. The area a =
∑

jεΩ 1 where Ω is the set of pixels in the candidate.

2. The perimeter p which is approximated using the chaincodes [59] of the object.
The number of odd no and even ne chaincodes are counted then p = no

√
2 + ne.

3. The aspect ratio r = l/w. l is the length of the largest and w of the second
largest eigenvector of the covariance matrix of the object.

4. The circularity c = p2

4πa

5. The total intensity of the object in the original green plane image igreen = ΣjεΩgj

where gj represents the j-th pixel in the original green plane image.

6. The total intensity of the object in the shade corrected image isc = ΣjεΩsj where
sj represents the j-th pixel in the shade corrected image.

7. The mean intensity under the object in the original green plane image mgreen =
igreen/a.

8. The mean intensity under the object in the shade corrected image msc = isc/a.

9. The normalized intensity in the original green plane image NIgreen = 1
σ (igreen−x̄)

where σ and x̄ are the standard deviation and average pixel value of Ibg.

10. The normalized intensity in the shade corrected image image NIsc = 1
σ i
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11. The normalized mean intensity in the original image NMgreen = 1
σ (mgreen − x̄).

12. The normalized mean intensity in the shade corrected image NMsc = 1
σ mgreen

13. The intensity of the region growing seed in the match filtered image Imatch.

14. The compactness v =
√∑n

j=1 dj−d̄

n where dj is the distance from the centroid of
the object to its j-th boundary pixel and d̄ is the mean of all the distances from
the centroid to all the edge pixels. Here n is the number of edge pixels.

15. The difference between the mean pixel values inside the object and mean values
in a circular region centered on the object in the red plane from the RGB color
space rd(j) = 1

nΩ
ΣjεΩRj− 1

nΘ
ΣjεΘRj . Here Ω is the set of pixels in the candidate

and Θ is the set of pixels included in the circular region excluding the pixels in
Ω. Rj is the j-th pixel in the red image plane. The diameter of the circular
region is determined by taking the maximum distance from the object centroid
to any of the edges of an axis aligned bounding box and adding three. nΩ and
nΘ are the number of pixels in Ω and Θ respectively.

16. As item 15 but extracted from the green image plane.

17. As item 15 but extracted from the blue image plane.

18. As item 15 but extracted from the hue image plane taken from the HSI color
space.

19. The mean and standard deviation of filter outputs under the object. The filters
consist of the Gaussian and its derivatives up to second order at scales σ =
1, 2, 4, 8 pixels. The total amount of features obtained in this way is 2(4×6) = 48.

20. The average value under the object of the absolute difference of the two largest
eigenvalues of the Hessian tensor. The scale σ = 2 is used for the Gaussian
partial derivatives that make up the Hessian.

21. The average output under the object of an iris filter as described in [60] used on
Isc with a minimum circle radius of 4, maximum radius of 12 and 8 directions.

In some cases the use of feature selection schemes can help improve the performance
of a classifier. We have used several feature selection methods on the feature set defined
above. Experiments with the obtained feature subsets showed no clear improvement
in classification performance over using all features.

6.5 Materials

A set of 40 images (Set 1) was used to train the kNN classifier in the first candidate
object extraction step as described in Section 6.3.2. A second set of 100 images (Set
2) was used to train and test the complete system. All images were anonymized and
the study was performed according to the guidelines set forth in the Declaration of
Helsinki [15].
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6.5.1 Set 1

Set 1 is a publicly available database of 40 manually segmented fundus images. All
the vasculature has been manually segmented. For this research all red lesions were
manually segmented and added to the existing segmentation by the first author. A
complete description of the database can be found in [49, 40].

6.5.2 Set 2

Set 2 contains a total of 100 images and was used to train and test the presented
system. This set of images ideally would be composed of just data taken from a
screening program. However, because screening data typically contains less than 10%
pathological images, we were not able to assemble Set 2 using only screening images.
Of the images in Set 2, 74 were obtained at a tertiary referral hospital. A team of
two ophthalmologists, both retinal disease specialists, selected 37 images with and 37
images without pathology. These images were captured using a Topcon TRC-50 at
45◦ field of view. The remaining 26 images were taken from a diabetic retinopathy
screening program in the Netherlands. These images were captured using a Canon CR5
non-mydriatic 3CCD camera at 45◦ field of view. Of these images 13 contained red
lesions and 13 showed no visible red lesions. Some patients have two images included
in the set but these were never of the same eye.

All images were JPEG compressed. This lossy image compression format is not
ideal for image processing but is commonly used in a screening setting. The size of the
images is 768×576 pixels and the field of view is approximately 540 pixels in diameter.
All personally identifiable information was stripped from all the images so that only
the raw image data was available for this research.

The team separately annotated the entire set of 100 images. The annotation was
performed by manually marking all pixels of a red lesion for every possible red lesion
in the set. All 100 images were annotated in random order. The annotation of the
first ophthalmologist was taken as the reference standard. According to the reference
standard, a total of 55 images from the entire set contained pathologies. In these 55
images a total of 858 red lesions were identified. Next the complete set was randomly
split into a test and a training set of 50 images each. Both the test and the training set
contained 12 screening and 37 clinical images. As for red lesions, the test set contained
27 images with a total of 348 lesions while the training set contained 28 images with
a total of 510 red lesions. Care was taken that, if two images were obtained from
different eyes of the same patient, both images were assigned to either the test or
training set.

6.6 Experiments and Results

A number of different system setups were tested to determine which provides the best
performance:

• The hybrid system (HS) uses both the hybrid object candidate extraction system
(Section 6.3.3) and the complete set of features as defined in Section 6.4.

• The pixel classification system (PC) uses the pixel classification based candidate
extraction system (Section 6.3.2) and the complete set of features except feature
13 which is unique for the mathematical morphology based system.
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Hybrid Pixel Mathematical Human
System Classification Morphology Expert

Total nr. of extracted 14906 13680 10209 478
candidate objects
Nr. of lesions that 33 (9.48%) 49 (14.1%) 49 (14.1%) 108 (31.0%)
were not extracted

Table 6.1: The performance of the different candidate object extraction methods on
the test set which contained 50 images and 348 lesions. The results of the human
expert have been added for comparison.

• The mathematical morphology based system (Section 6.3.1) using the complete
set of features (MMA).

• The mathematical morphology based system using the original 13 features as
proposed by Spencer-Frame (MMO).

All systems used a kNN classifier for the classification of the candidate objects. As
noted in the previous section, Set 2 was also annotated by a second ophthalmologist.
This allowed us to compare the performance of the automatic systems with that of a
human expert.

6.6.1 Settings

For each system the parameter settings as detailed in the previous sections were used.
For the candidate object classification step the optimal value of k for the kNN

classifier was determined using the training set. For all systems an optimal value of
k = 11 was found except for the MMA where k = 9.

6.6.2 Results

Table 6.1 shows an overview of the performance of all tested systems when extracting
candidate red lesion objects from the test set. The number of true lesions that were not
extracted indicates the number of lesions that were in the reference standard but were
not extracted during the candidate object extraction step. These lesions are missed by
the systems and are not present in the subsequent candidate classification step. For
comparison the performance of the human expert has been added.

How to evaluate the final classification performance of a red lesion detection system
is application dependent. When using the method as a pre-screening system as de-
scribed in Section 6.1, its purpose is to determine whether or not an image is normal,
i.e. free of red lesions, or abnormal, i.e. containing one or more red lesions. Receiver
Operating Characteristic (ROC) curve analysis [21] can be used to evaluate this type
of performance. The ROC curve plots the sensitivity against 1-specificity of a system.
It is an indication of the capability of the system to discriminate between those images
containing red lesions and those that do not contain red lesions. Figure 6.4(a) shows
the ROC curves of the HS and the MMO. Because the human expert provides one
sensitivity/specificity pair its performance can only be represented by a single point
in Figure 6.4.

If the system were to be used as a tool to assist a human expert in detecting
(subtle) red lesions, performance can be measured using Free-Response Operating
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Figure 6.4: (a) ROC curves of the HS, the MMO and the human expert (HE). The
sensitivity and specificity are on a per image basis.(b) FROC curves of the HS, MMO
and human expert. The sensitivity of the detection is given on a per lesion basis. The
average number of false positives per image are taken over all images in the test set.
The horizontal axis has a logarithmic scale.
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System Sensitivity Specificity Sensitivity Average nr.
per image per image per lesion of FP per image

HS 0.89 0.96 0.26 0.44
1.00 0.87 0.31 0.80

PC 0.89 0.96 0.21 0.36
1.00 0.53 0.46 4.10

MMA 0.89 0.96 0.22 0.42
1.00 0.60 0.42 2.54

MMO 0.89 0.48 0.34 4.38
1.00 0.00 0.87 196

Human 0.89 1.00 0.69 2.60
Expert

Table 6.2: The final performance of the different red lesion detection methods on the
test set at two operating points. The first point is at a per image sensitivity equal to
that of the human expert. The second point is the operating point of a pre-screening
system.

Characteristic (FROC) analysis [61]. When assisting a human, the goal of the system
would be to detect as many lesions as possible while not generating an excessive number
of false positives. Figure 6.4(b) shows the FROC curves of both the HS and the MMO.
An FROC curve plots the sensitivity of the system with regard to all the red lesions
in the test set against the average number of false positives per image. This gives an
indication of the actual red lesion detection performance of the systems. Please note
that the horizontal axis in Figure 6.4(b) has a logarithmic scale.

Table 6.2 shows the final performance of all systems at two important operating
points. The first operating point has the same sensitivity per image as the human
expert, 0.89, and the second operating point is the point on the ROC curve where
the per image sensitivity first reaches 1.00. Further, the per lesion sensitivity and the
average number of false positives per image at these two operating points are shown.
For comparison with the automatic systems the performance of the human expert is
also included.

6.7 Discussion and Conclusion

The results show that the hybrid system (HS) described in this work, when used
as a pre-screening tool can operate at a sensitivity of 100% combined with a 87%
specificity. This means a large decrease in images which have to be screened by an
ophthalmologist. The performance of the system on a per image basis is close to that
of a human expert. Using the previously published system in a pre-screening setup is
not practical because it is not able to attain 100% sensitivity without its specificity
dropping to 0%.

The first candidate detection step of the hybrid system combines the detected can-
didates of the mathematical morphology with the candidates of the pixel classification
based system. It is important to miss as few red lesions as possible in the first can-
didate extraction step because any lesions lost in this step can not be retrieved later.
Therefore each system has been adjusted for maximum sensitivity in the first step,
assuring that the largest number of lesions are extracted. This leads to the detection
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of a large number of spurious candidate objects as well. Table I shows that the hybrid
system extracted more red lesions than the other systems but it also extracted the
largest number of candidate objects overall. However, 33 lesions are still not extracted
by the hybrid detection system. Approximately half of them are very close to or con-
nected with the vasculature, both the mathematical morphology as well as the pixel
classification based approach have problems extracting these. An example of this type
of missed lesions is shown in Figure 6.5. The other half of the missed lesions is ex-
tremely subtle or blurred. Some of these candidate objects are not detected by neither
the pixel classification nor the mathematical morphology based candidate extraction
procedure. If they are detected, the region growing procedure often fails to find the
object border in subtle cases and grows into nearby objects.

As Figure 6.4(a), 6.4(b) and Table II show, the human expert did not detect every
abnormal image in the test set nor found all red lesions. This disagreement with the
reference standard has several possible reasons. Because the images have been JPEG
compressed and many red lesions are very small it is easy for some to be missed. Fur-
ther, it is possible that the second expert (indeliberately) read the images differently
than the first. When an ophthalmologist performs a clinical reading of a color fun-
dus photograph, the precise number of lesions is less important than their location.
Observation of a number of cases showed that a significant number of false negative
lesions of the second observer were located outside of the vascular arch. Lesions in
that part of the fundus are clinically less relevant. It can be that the second human
expert interpreted the images more in terms of clinical relevance of the lesions than
the expert who defined the reference standard even though both were given the same
task description. This effect is visible in Figure 6.5. Most of the false negative of the
human expert are located outside of the vascular arch while most true positive and
false positive are located inside the vascular arch.

The hybrid system reaches 100% sensitivity on a per image basis when the sensitiv-
ity on a per lesion basis is at 30%. The probable reason for this sensitivity difference is
that some of the images contain more red lesions than others and thus the system does
not need a very high per lesion sensitivity as long as it is able to detect at least one
of the lesions in each of the images. On average, the 27 positive images in the test set
contained 12.9 lesions with a standard deviation of 9.47. The high standard deviation
indicates the diversity of the test set, in which both images containing a large number
of lesions (5 images with more than 20 red lesions) and subtle images (9 images with
less than 7 lesions) are represented. Generally the more lesions an image contains,
the easier it will be for the automatic system to detect it as a positive. The test set
used in this work partly consisted of images obtained in a tertiary referral hospital in
addition to images obtained in a screening program. When performance was assessed
on both sets separately, results were very similar with slightly better performance in
the screening images.

The focus of this work is on the development of a pre-screening system. However,
as the HS is able to detect individual red lesions, it could be used in the role of a CAD
system assisting an ophthalmologist in the detection of red lesions. When the HS is
operating at an average of 2 false positives per image, which may be an acceptable
number of false positives for a CAD system, it detects 21 red lesions which were not
found by the human expert who operated at an average of 2.6 false positives per image.

Through the use of advanced pattern recognition techniques some parts of the
system may be optimized further. One possibility would be to use more advanced
classifiers such as support vector machines or techniques such as boosting [20]. By
increasing the amount of training data for the candidate object classification, overall
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Legend

 = TP of the automatic system.

= FP of the automatic system.

= FN of the automatic system.

= Missed in the candidate detection step.

= FP of the second expert observer.

= FN of the second expert observer.

Figure 6.5: An example of a final result of the hybrid red lesion detection system. The
system was operating at a per image sensitivity/specificity of 1.00 / 0.87 and a per
lesion sensitivity of 0.31 at 0.80 average false positives per image. This image contains
14 red lesions according to the reference standard. The second observer correctly
identified 10 of those (71.4%), produced 6 false positives and 4 false negatives. The
automatic system correctly identified 6 red lesions (42.9%), produced 3 false positives
and 8 false negatives. One of the false negatives is a lesion that was missed in the
first hybrid candidate detection step and thus the system will not be able to detect
this lesion regardless of the operating point that is used. All detected objects have
been marked on the image using different shapes. When an object belongs to multiple
classes (e.g. is both a true positive of the hybrid system and a false negative of the
human expert) the indicator of the second class is displayed smaller close to the first
class. The contrast in this image has been adjusted for optimal display.
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system performance may be further improved. Large red lesions are not always com-
pletely segmented by the region growing procedure, by replacing it with a different
segmentation method this could be improved.

The total time required by the fully-automatic hybrid system to process a single
image is approximately 15 minutes. All experiments were conducted using a Intel
Pentium IV based computer running at 1.7GHz. Most of this time is spent during the
initial candidate detection step, that is, the pixel classification procedure. However,
our implementation is experimental and performance could be improved.

Summarizing, we have attained the aim as set out in Section 6.1. The system
presented in this work detected every positive image in the test set while classifying
only a small number of negative images as positive.
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Chapter 7

Detection and Differentiation
of Drusen, Exudates, and
Cottonwool Spots

M. Niemeijer, B. van Ginneken, S. Russell, M.S.A. Suttorp-Schulten and M.D.
Abràmoff. Automated Detection and Differentiation of Drusen, Exudates, and
Cottonwool Spots in Digital Color Fundus Photographs for Early Diagnosis of
Diabetic Retinopathy. submitted.

Abstract

Purpose. To describe and evaluate an automated system to detect and dif-
ferentiate “bright” lesion classes of drusen, exudates, and cottonwool spots in
digital fundus photographs for early diagnosis of diabetic retinopathy.
Methods. Three hundred retinal images from one eye of three hundred patients
with diabetes were selected; 100 with previously diagnosed “bright” lesions, and
200 without. A computer program was developed that can identify and differ-
entiate among drusen, exudates, and cottonwool spots. A reference standard
for the 300 images was obtained by consensus annotation of two retinal special-
ists. Sensitivities and specificities of the annotations on the 300 images by the
automated system and a third retinal specialist were determined.
Results. The system achieved an area under the ROC curve of 0.95 and
sensitivity / specificity pairs of 0.95 / 0.88 for the detection all “bright” lesions,
and 0.95 / 0.86, 0.70 / 0.93 and 0.77 / 0.88 for the detection of exudates,
cottonwool spots and drusen, respectively. The third retinal specialist achieved
pairs of 0.95 / 0.74 for “bright” lesions, and 0.90 / 0.98, 0.87 / 0.98 and 0.92
/ 0.79 per lesion type.
Conclusions. An automated system capable of detecting exudates, drusen
and cottonwool spots in retinal images has been developed that approaches the
performance level of that of retinal experts. After further improvements it may
be useful to detect clinically important “bright” lesions, enhance early diagnosis
and reduce suffering from visual loss in patients with diabetes.

87



CHAPTER 7

7.1 Introduction

D
iabetic Retinopathy is the most common cause of blindness in the working
population of the United States [62]. Early diagnosis and timely treatment
have been shown to prevent visual loss and blindness in patients with dia-

betes [3, 4, 5]. For patients recently diagnosed with diabetes a high proportion of
normal appearing fundi are expected, and only 5%-20% may demonstrate fundoscop-
ically visible diabetic retinopathy [63]. Digital photography of the retina examined
by expert readers has been shown to be sensitive and specific in detecting the early
signs of retinopathy [64]. Early diabetic retinopathy lesions may be classified into ’red
lesions’, such as microaneurysms, hemorrhages and intraretinal microvascular abnor-
malities, and “bright lesions”, such as lipid or lipoprotein exudates and superficial
retinal infarcts (cottonwool spots) [64, 65].

We and others have described machine learning computer systems capable of de-
tecting ’red lesions’ and blood vessels in retinal color photographs with high accuracy
[40, 49, 66, 67, 58, 7]. Because exudates can represent the only visible sign of early
diabetic retinopathy in some patients, computer-based systems that can detect exu-
dates have been proposed [56, 57, 68, 69]. However, to diagnose the “bright lesions”
associated with diabetic retinopathy, namely exudates and cottonwool spots, lesions
must be differentiated from drusen, the “bright lesions” associated especially with
age-related macular degeneration (AMD), which can have similar appearance [70]. A
computer-based system that can detect “bright” lesions must therefore be capable of
differentiating among these different lesion types, as they have different diagnostic
importance and management implications. Extending our previous work on machine
learning automated detection of blood vessels and red lesions, we have developed a
machine learning algorithm that can detect bright lesions in retinal color photographs
and can differentiate among exudates, cottonwool spots and drusen.

This study describes and evaluates a machine learning algorithm on a representative
sample, drawn from a telediagnosis project in the Netherlands, of 100 color fundus
images containing “bright lesions” and 200 images with no abnormalities. Because the
purpose was to compare the machine learning algorithm performance to that of human
experts, a human expert reference standard was created by having three masked retinal
experts annotate the sample photographs.

This Chapter is structured as follows. In Section 7.2 the subjects, methods and
experiments are described. The obtained results are given in Section 7.3 followed by a
discussion and conclusion in Section 7.4. A more detailed technical description of the
machine learning system is given in Section 7.5.

7.2 Methods

7.2.1 Subjects

A total of 430 retinal images from 430 anonymous patients with diabetes were selected
from the EyeCheck project in the Netherlands for study [6]. 130 images were used to
train the machine learning algorithm, and 300 images were used to perform diagnostic
validation. All images were anonymized and the study was performed according to
the guidelines set forth in the Declaration of Helsinki [15]. Because the retrospective
nature and patient anonymity, informed consent was judged not to be necessary by
the Investigational Review Board. The EyeCheck project (http://www.eyecheck.nl)
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performs early diagnosis of diabetic retinopathy over the internet in a community based
population using digital cameras in primary care physicians’ offices. The images, all
JPEG compressed, were obtained at multiple sites with three different cameras: the
Topcon NW 100, the Topcon NW 200 (Topcon, Tokyo, Japan) and the Canon CR5-
45NM (Canon, Tokyo, Japan).

7.2.2 Machine Learning Training Images

The machine learning algorithm is a so-called supervised algorithm, and therefore needs
a set of annotated lesions to “learn” how to detect bright lesions and differentiate
among them. For this purpose, 130 anonymous images containing bright lesions as
determined by retinal specialist A were selected. All pixels in all of these images were
segmented as to whether they were (part of) an exudate, cottonwool spot, drusen or
background retina. Vessels, disc and red lesions if present were treated as background
retina. The images utilized to create the training set were not included in the test set
(see below). The training set contained 1113 exudates (93067 pixels), 45 cottonwool
spots (33959 pixels) and 2030 drusen (287186 pixels).

7.2.3 Image Data Set for Testing Performance

Three hundred anonymous images were selected as the testing set. These images were
selected from the EyeCheck project database containing images for over 10,000 pa-
tients with diabetes [6]. One hundred images were selected at random from all images
that were originally diagnosed (by the clinicians in the EyeCheck project) to contain
one or more bright lesions, and two hundred originally diagnosed without any bright le-
sions (not containing any exudates, cottonwool spot, or drusen). Three masked retinal
specialists (A, B, C) performed annotation on all images in random order indicating
whether one or more exudates, cottonwool spots or drusen or any combination thereof
was present. A consensus annotation was then obtained, using a teleconference dis-
cussion format, by asking two of the retinal specialists (A, B) to reach consensus on
all images where their independent annotations had differed. The consensus annota-
tion was used as the reference standard, and contained 105 images with bright lesions
and 195 without (i.e. some images originally thought to be without bright lesions did
contain one or more bright lesions according to the consensus reference standard and
vice versa). There were 42 images with exudates, 30 with cottonwool spots and 52
with drusen in this test set.

7.2.4 Machine Learning Algorithm

The machine learning algorithm is based on our earlier work using retinal pixel and
lesion classification [40, 49, 66, 67]. To perform detection and differentiation of bright
lesions, if any, in a previously unseen image, the following steps were performed:

1. Each pixel was classified, resulting in a so-called lesion probability map that
indicates the probability of each pixel to be part of a bright lesion

2. Pixels with high probability were grouped into probable lesion pixel clusters

3. Based on cluster characteristics each probable lesion pixel cluster was assigned
a probability indicating the likelihood that the pixel cluster was a true bright
lesion.
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Figure 7.1: Machine learning algorithm steps performed to detect and differentiate
“bright lesions”. From left to right column, exudates, cottonwool spots, and drusen.
From top to bottom, first row shows the relevant region in the retinal color image
(all at the same scale), second row shows the posterior probability map after the first
classification step, third row shows the pixel clusters that are probable bright lesions
(second step), and the bottom row shows those objects which the system classified as
true bright lesions overlaid on the original image.
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4. Each bright lesion cluster likely to be a bright lesion was classified as exudate,
cottonwool spot or drusen.

Figure 7.1 illustrates the above steps. The system performs the classification steps
(1, 3, and 4) using a statistical classifier that, given a training set of labeled examples,
can differentiate among different types of pixels or clusters based on so-called features
or numerical characteristics, such as pixel color, cluster area, etc. The features used
depend on the type of objects that are to be classified. For each classification step sev-
eral statistical classifiers were tested on the training set and the one demonstrating the
best performance was used on the test set. A k-nearest neighbor classifier was selected
for steps 1 and 3, and a linear discriminant classifier for the third classification step
[20]. When presented with an unseen image in the test set, the automated algorithm
gave two outputs: whether bright lesions were present or not, and which class(es) of
lesions, exudates, or cottonwool spots, or drusen. A more extensive description of the
algorithm is given in Section 7.5.

7.2.5 Data Analysis

The machine learning algorithm annotated all images in the test set repeatedly while
varying the threshold for normal/abnormal cutoff (steps 1 and 3). Sensitivity and
specificity, and kappa, of the output compared to the consensus standard was cal-
culated at each threshold setting. Sensitivity and specificity, and kappa, of retinal
specialist C compared to the consensus standard were also determined. For the ma-
chine learning algorithm, the sensitivity/specificity pairs can be used to create Receiver
Operator Characteristic (ROC) curves (for all bright lesions, and for the differentiation
of exudates, cottonwools and drusen), which express the performance of the system
at the different thresholds. Because human experts cannot consciously adjust their le-
sion detection threshold, only a single sensitivity/specificity pair was obtained for each
human grader, and plotted in the ROC curve as a point (see Figure 7.2). The area
under the ROC curve is regarded as the most accurate and comprehensive measure of
system performance: 1.0 has sensitivity = specificity = 1 and represents perfect de-
tection, while 0.5 is the performance of a system that essentially performs a coin-toss.
In addition, the number of images where the original annotations of all three retinal
specialists (A,B,C) and the machine learning algorithm agreed, were also determined
for all bright lesions as a group and the three classes of lesions individually.

7.3 Results

Table 7.1 shows sensitivity, specificity, and kappa values of the machine learning algo-
rithm and retinal specialist C, compared to the consensus standard.

Figure 7.2 shows the ROC curves for the system and the ROC points for retinal
specialist C, for both overall bright lesion detection and bright lesion differentiation.
The area under the curve of the automated system for the detection of bright lesions
was 0.95, and for the detection of exudates, cottonwool spots and drusen it was 0.94,
0.85 and 0.88 respectively.

The automated system achieved sensitivity / specificity of 0.95 / 0.88 for the de-
tection all bright lesions, and 0.95 / 0.86, 0.70 / 0.93 and 0.77 / 0.88 for the detection
of exudates, cottonwool spots and drusen respectively. The third retinal specialist
achieved 0.95 / 0.74 for bright lesions, and 0.90 / 0.98, 0.87 / 0.98 and 0.92 / 0.79 for
the detection of exudates, cottonwool spots and drusen, respectively.
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Figure 7.2: ROC curves of the automatic system for the different detection tasks.
Sensitivity/specificity pairs of Retinal Specialist C are also plotted as points in the
graph.

Machine Learning Algorithm
Detection task Sensitivity Specificity κ

Bright lesions 0.95 0.88 0.80
Exudates 0.95 0.86 0.61
Cotton-wool spots 0.70 0.93 0.57
Drusen 0.77 0.88 0.56

Retinal Specialist C
Detection task Sensitivity Specificity κ

Bright lesions 0.95 0.74 0.63
Exudates 0.90 0.98 0.88
Cotton-wool spots 0.87 0.98 0.82
Drusen 0.92 0.79 0.52

Table 7.1: Sensitivity, specificity and kappa of the machine learning algorithm and
retinal specialist C compared to the reference standard.
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(a)

(b)

Figure 7.3: (a) Example image where experts and automated system agreed. Con-
sensus standard: exudates and cottonwool spots; automated system: exudates (red
arrows) and cottonwool spot (green arrow). (b) Example image where experts and
automated system agreed. Consensus standard: drusen; automated system: drusen
(blue arrow).
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(a)

(b)

Figure 7.4: (a) Example image where consensus standard, experts and automated
system differed. Consensus standard : drusen; retinal specialist A: drusen; retinal
specialist B: exudates; retinal specialist C: exudates; automated system: both exudates
(red arrows) and drusen (blue arrows). (b) Example image where consensus standard,
automated system and retinal specialist differed. Consensus standard: cottonwool
spots; retinal specialist A: no bright lesions; retinal specialist B: exudates; retinal
specialist C: exudates and cottonwool spots; automated system: drusen (blue arrows)
and cottonwool spots (green arrow).
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Because the consensus standard was determined by two independent retinal spe-
cialists, it was useful to determine the kappas of their (independent) annotations before
the consensus process, and these were 0.80, 0.65, 0.73 and 0.65, respectively.

In 225 of 300 images, the consensus standard, the automated system and retinal
specialist C were all in full agreement on the presence of bright lesions. In 167 of
300 cases, the consensus standard, the automated system and retinal specialist C
were in full agreement on the type(s) of bright lesion, and Figure 7.3(a) and 7.3(b)
show examples. Two examples of cases where human experts did not agree among
themselves and the automated system also did not agree are shown in Figures 7.4(a)
and 7.4(b).

7.4 Discussion

Our results demonstrate that a machine learning algorithm as described herein is
capable of detecting exudates, cottonwool spots and drusen and differentiating among
them on color images of the retina obtained in a community-based population of
patients with diabetes. The area-under-the-ROC-curve of 0.95 shows the potential
of this proof-of-concept system, it has sensitivity and specificity approaching that of
retinal experts.

Differentiating among the three types of bright lesions from color photographs can
be challenging, as illustrated by Figures 7.4(a) and 7.4(b). The lesions in these images
are subtle, and a correct differentiation may be improved with knowledge of patient
age, consideration of contextual lesions and the size of lesion classes. Despite the
complexity of this task, in a high percentage of cases, the automated system and the
three retinal specialists agreed on the presence and type of lesion.

The existing literature has focused almost exclusively on the automatic detection of
exudates, only a single study included the detection of cottonwool spots and no studies
took account of drusen in this context [56, 57, 68, 69, 70, 71]. Our results indicate that
of all three bright lesion types, exudates present the easiest lesion to detect for both
automated system and retinal specialist C. The capacity of our system algorithm to
detect and differentiate all three types of lesions distinguishes it from prior studies.

Despite the encouraging performance achieved by the present system, several major
issues remain. One disadvantage of this study is its simple application. We compare
the machine learning system and human experts’ performance on digital fundus pho-
tographs obtained in a telediagnosis setting with non-mydriatic cameras. The accepted
standard for detection of diabetic retinopathy is 7-field stereo fundus photography by
certified photographers and read by certified readers [72]. However, the reference
standard utilized here is the consensus reading of the photographs by retinal special-
ists. This study, and the machine learning may be biased because some bright lesions
may have been missed by both human experts and the automated system, because of
the limitations of 2-field digital non-stereo photography [64]. Because we set out to
compare the performance of the system to human experts on the same photographs,
our results are only valid in that context. To achieve a more comprehensive evalua-
tion of this or a similar system, a comparison of the machine learning algorithm on
non-mydriatic non-stereo images, to 7-field non-mydriatic images evaluated by human
experts, would be necessary.

A second limiting factor that might limit optimal performance of the machine learn-
ing algorithm could be a constraint of the quality of the annotations of the training
images. In other words, the ’better’ this training set, the better the theoretical per-
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formance of the algorithm. Improving the quality of the training data using multiple
experienced clinicians and larger numbers of training pixels, could improve system
performance.

Thirdly, though the system can detect exudates, these lesions represent reabsorp-
tion of retinal edema. Exudates are usually present in the setting of ongoing macular
edema. Both human readers and algorithms have difficulty detecting retinal thickening
especially in the absence of context lesions such as exudates, beading or hemorrhages.
Judging retinal thickness increases is especially difficult when using non-stereo fundus
photography for early diagnosis [3, 64, 72].

Fourthly, the system has been tested on a small number of patients. If tested on a
larger prospective dataset, performance may not be comparable to these results.

The ROCs in Figure 7.2 are interesting because they suggest that professional ex-
perience or training differences may affect the performance of human experts. Retinal
specialist C is an expert on AMD research and drug trials, in addition to being an
expert in diabetic retinopathy, while retinal specialists A and B are primarily dia-
betic retinopathy specialists. As Figure 7.2 depicts, the performance of C compared
to the consensus standard on cottonwool spots and exudates is comparable, but C is
much more sensitive to drusen: one possible explanation is C’s heightened awareness
of subtle AMD lesions.

In conclusion, we have developed and tested a machine learning system capable of
detecting exudates, cottonwool spots and drusen, and differentiating amongst these,
on color images of the retina obtained in a population of patients with diabetes. The
performance of this proof-of-concept system has sensitivity and specificity that ap-
proaches retinal experts. If such a system can be improved by better quality training
data and tested on larger datasets, it has the potential to help prevent visual loss and
blindness in patients suffering from diabetes.

7.5 Appendix, Machine Learning System

7.5.1 Probability of Pixel Being Part of a Bright Lesion

To determine the probability for all pixels in an image (in the test set) to be part of
a bright lesion, the green channel of the RGB camera image is convolved with a set
of 14 digital filters. These filters are based on Gaussian derivatives and are invariant
to rotation and translation of the image. The specific image filters used were selected
from a larger set of second order irreducible invariants [28] using the training images
and a feature selection algorithm. If a bright lesion is present, the combination of
filter responses for pixels in or close to that bright lesion will be different from the
filter responses for non-lesion pixels. The classifier used to classify the pixels on the
basis of the filter responses, was a k-Nearest Neighbor (kNN) classifier [20]. Such
a classifier is capable of assigning probabilities to pixels in an image, based on the
combination of filter responses, and can generate a lesion probability map (example:
second row of Figure 7.1), that indicates the probability that each pixel is part of a
bright lesion. The kNN classifier is a machine learning algorithm and is trained by
offering it a set of training pixels from the training image set where the classification
has been established (bright lesion or non-bright lesion).
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Feature Nr. Description
1 Area (size).
2 Length of the perimeter of the candidate.
3 Compactness of the candidate.
4, 5 Length and Width of the candidate.
6-31 Features measuring the contrast and color of the candidate.
32-80 Mean and standard deviation of filter outputs.
81, 82 Measurements indicating the proximity of a vessel.
83 Distance to the closest red lesion.

Table 7.2: Overview of the features used to determine whether a bright lesion like
cluster of pixels is true or spurious.

7.5.2 Candidate Bright Lesion Pixel Clusters

By setting the threshold at 60% (pixels with a probability higher than 60% are con-
sidered part of a bright lesion are retained and by grouping connected pixels above
this threshold), a set of bright lesion candidate clusters is obtained. (example: third
row of Figure 7.1). Because their output is required for further processing, algorithms
that perform red lesion classification, optic disc segmentation and vessel segmentation
were applied to the images as we have previously described [40, 49, 66, 73]. Bright
lesions that overlap with the optic disc are anatomic impossibilities and are removed
at this step.

7.5.3 Bright Lesion Detection

The candidate bright lesion pixel clusters include potential spurious responses, most of
which occur along the major vessels. A second kNN classifier was trained using a set of
example candidate objects extracted from the training set to suppress spurious bright
lesion clusters (see Table 7.2 for the features used). The contrast features measure the
contrast of the cluster in multiple image RGB color planes, and other features provide
information about the size, shape and contrast of a candidate, its proximity to a vessel
close to the candidate, and proximity to the closest red lesion, as bright lesions close
to a red lesion are more likely to be true bright lesions. Each potential bright lesion
pixel cluster is thereby assigned a probability indicating the likelihood that it is a true
bright lesion. The probability that the image contains any type of bright lesion is now
given by the maximum probability assigned to any of the bright lesion pixel clusters
in the image. For the final classification step all clusters with a probability below 70%
were discarded. The value for this threshold was determined on the training set, and
the results were not very sensitive to small variations in this threshold (see the bottom
row of Figure 7.1).

7.5.4 Bright Lesion Classification

A third classifier was trained using the bright lesion types from the training set. The
features described in Table 7.2, and in addition, the following features were used:

• the number of red lesions in the image

• the number of detected bright lesions from the previous step
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• the probability for the cluster

A Linear Discriminant Analysis classifier labelled all found lesions in the test set
as to whether they were exudates, cottonwool or drusen [20].
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Large Scale Evaluation of an
Automatic Diabetic
Retinopathy Screening
System

Abstract

Purpose. The four main goals of this work are: To describe a comprehensive, au-
tomatic diabetic retinopathy screening system; To evaluate this system on a large
unselected screening dataset; To describe and test a novel method for the combination
of screening system component outputs; To identify challenges for future research.
Methods. A set of 10,000 retinal diabetic retinopathy screening exams were acquired,
each consisting of two images from left and right eye. The opinion of a human expert
grader was used as the reference standard. Each of the exams was assigned to one
of three classes; not suspect, suspect or ungradable. An automatic screening system
was developed that verifies image quality, segments the vasculature and optic disc and
detects red and bright lesions. A novel, supervised method was proposed to combine
the output of the screening system components into a single opinion about the exam.
Its performance was compared with two other combination methods. Two different
screening system configurations were used. Configuration I simulates the screening
process in practice where the system detects both ungradable as well as suspect exams.
For Configuration II all exams considered ungradable by the automatic system are
removed from the test set and the system distinguishes between suspect and non-suspect
exams.
Results. The proposed, supervised combination strategy performed best. Configura-
tion I attained an area under the ROC curve of 0.81. For Configuration II an area
under the ROC of 0.84 was achieved.
Conclusion. The system is able to detect the majority of suspect exams at a speci-
ficity above 50%. If the system performance can be further improved, the system may
be useful as an automatic screening tool.

99



CHAPTER 8

8.1 Introduction

D
iabetic retinopathy is a common ocular complication of diabetes. It is
the most frequent cause of blindness in the working population of the United
States and the European Union [62]. Early diagnosis, and treatment can

prevent vision loss in the majority of cases [3, 4, 5]. Yet only approximately 50%
of people with diabetes are regularly screened for the presence of signs of diabetic
retinopathy [63, 74]. Computer aided diagnosis technology and digital retinal imaging
could help to facilitate a large scale screening of people with diabetes. Our research is
focused on the development of a diabetic retinopathy detection system. This system
would select exams which possibly contain signs of the presence of diabetic retinopathy
and present only those to an ophthalmologist.

In order to distinguish between normal images and images suspect for diabetic
retinopathy an automatic system should be able to detect any type of abnormality
associated with diabetic retinopathy with high sensitivity. The most important signs
are red lesions (i.e. microaneurysms and hemorrhages) and bright lesions (i.e. exu-
dates and cottonwool spots). Determination of the position of the normal anatomical
landmarks such as the vasculature and the optic disc is also important. The normal
anatomy can provide a frame of reference to localize an abnormality on the retina.
Another reason is that the appearance of the normal anatomical structures can mimic
the appearance of an abnormality. Additionally the system must deal with images of
various quality and a complete screening system must be able to combine the detection
algorithm results. Based on the combined output per exam, the system should decide
whether or not to send the exam to an ophthalmologist.

We and others have focused on describing and testing individual system compo-
nents of such a screening system on relatively small datasets. A number of systems
has been developed for the detection of red lesions [56, 7, 52, 55, 57, 66], bright lesions
[56, 57, 69, 68, 38], the vasculature [75, 76, 14, 19, 49], the position of the optic disc
[35, 36, 11, 37] and the image quality [26] in color fundus photographs.

There have also been a smaller number of studies focusing specifically on the eval-
uation of diabetic retinopathy detection systems on clinical and screening datasets.
Lee et al. [71] evaluated an automatic system which could detect microaneurysms,
hemorrhages, exudates and cottonwool spots. The size of the test set was 428 images
obtained from an unknown number of patients who attended a screening program.
The set was selected such that 50% of images contained signs of diabetic retinopa-
thy, which does not correspond to the incidence of diabetic retinopathy in a screening
population [6, 77]. High levels of agreement were shown between the system and two
human experts on an individual lesion basis, but no results for the complete screening
system were reported. A diabetic retinopathy detection system for the detection of
red lesions was presented by Larsen et al. [78]. The test set consisted of 260 images
obtained from 137 patients attending a screening program. Of these patients 63%
exhibited visible signs of diabetic retinopathy indicating this was not a representative
screening set. If a single red lesion was detected in either eye of a patient the exam was
considered positive for diabetic retinopathy. A per exam area under the ROC curve
of 0.936 was obtained. The largest evaluation of an automatic system for diabetic
retinopathy screening was performed by Usher et al. [70]. In this study 773 patients
attending a screening program were included of which 38% showed signs of diabetic
retinopathy. Patients with ungradable images (70) were manually excluded. The per-
formance of the automatic system could be varied between a sensitivity/specificity of
95.1%/46.3% and 70.8%/78.9%. Excluding [70], the used evaluation datasets did not
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represent a genuine screening set in which the data were acquired at different centers
using different cameras and different operators. Furthermore, the number of patients
and images used for these evaluations is still relatively small.

In this thesis we have developed several screening system components: vascula-
ture segmentation (Chapter 2), quality verification (Chapter 3), optic disc location
detection (Chapter 5), red lesion detection (Chapter 6) and bright lesion detection
(Chapter 7). In this Chapter these components are combined to form a complete dia-
betic retinopathy screening system. This system starts by automatically verifying the
quality of an image. It then detects the vasculature and the location of the optic disc.
Next, red and bright lesions are detected in the image. Each of these steps provides a
probabilistic output. All these outputs need to be combined into a single probabilistic
output per exam, where an exam consists of four images. There are many possible
combination strategies. We propose to use a supervised scheme based on a kNN classi-
fier [20] to accomplish the combination. The performance of this method is compared
with that of two other combination methods.

The four major contributions of this study are: The development of a comprehen-
sive, automatic diabetic retinopathy screening system; The evaluation of this system
on a large, representative set of 10.000 unselected exams; Proposal of a novel method
to combine the output of the various components into an exam level output; And
finally, the identification of challenges for future research.

The structure of this Chapter is as follows. In Section 8.2 the data used in the
study is described. Section 8.3 describes the individual components of the pre-screening
system. The experiments and results are given in Section 8.4. The results are discussed
and analyzed in Section 8.5 followed by the conclusion in Section 8.6.

8.2 Subjects and Materials

A total of 10,000 exams of patients with diabetes without previously known diabetic
retinopathy were included. These exams were acquired over a 3 year period (2003-
2006). For each exam four images were acquired, two of each eye, one optic disc
centered and one macula centered. The total number of images thus was 40,000. All
images were anonymized and the study was performed according to the guidelines set
forth in the Declaration of Helsinki [15].

All images were obtained from the EyeCheck project, a diabetic retinopathy screen-
ing program in the Netherlands [6]. The image data was acquired at ten different sites.
The image resolution varied from 768×576 to 2048×1536 pixels while the field of view
coverage varied between 35 and 45 degrees. Three different camera types were em-
ployed; the Topcon NW 100, the Topcon NW 200 (Topcon, Tokyo, Japan) and the
Canon CR5-45NM (Canon, Tokyo, Japan). All images were JPEG compressed.

To obtain a representative screening set, no selection of patients was performed.
The only requirement was that four fundus photographs, two of each eye, were avail-
able. As a reference standard the judgement of the screening program ophthalmologists
(trained retinal specialists, experienced in telediagnosis) was used. Every exam was
graded by one ophthalmologist. A total of three ophthalmologists participate in the
program. Each exam was assigned to one of three classes:

• not suspect, no signs of vision threatening diabetic retinopathy present according
to the protocol described in [6].

• suspect, signs of vision threatening diabetic retinopathy present.
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(a) (b)

Figure 8.1: (a) Example of an image as it is acquired on site. (b) The same image
after pre-processing.

• ungradable, the image quality was insufficient.

In total, 485 (5%) exams were marked as ungradable and 498 (5%) exams were marked
as suspect.

8.3 Methods

The complete screening system consists of multiple components. The outputs of these
components need to be combined into a single output per exam. Below, each compo-
nent of the system is briefly described in the order in which they are applied to an
image. All processing times are for software written in C++ running on a PC with
3GHz Pentium IV processor.

8.3.1 System Components

Field of view segmentation and pre-processing

All images of an exam are JPEG compressed by the camera and are sent over the
internet to a central server where they are stored. An example of a typical image is
shown in Figure 8.1(a). As previously mentioned, a variety of cameras and settings
is used. This means that the position, shape and size of the field of view is unknown
beforehand. For easier automatic processing these field of view parameters need to be
known and stored in the form of a field of view mask.

In good quality photographs a threshold can be used directly on the image to
segment the field of view. However, the optimal threshold may vary. Some images
will require postprocessing after thresholding to fill holes in the field of view mask
or remove spurious pixels outside the true field of view mask. We have therefore
developed a semiautomatic method which attempts to find and fit a field of view mask
to the image given a database of correctly segmented field of view masks.

The system tries to roughly match the edges of the fields of view in the database
with the gradient magnitude image of the red plane of the target image. This matching
works by placing the field of view at different locations on the image according to a
search grid. By measuring the magnitude of the gradient at the field of view border
a fitness measure is obtained. If a sufficient match is found, the system does a high
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FOV

Background
b

b’

f

Figure 8.2: Overview of the mirroring process. A line is projected from a background
pixel b to the closest pixel on the field of view (FOV) border f . The line is reflected
in f , the pixel value at b′ inside the field of view is then assigned to b.

precision match using a finer grid search. In case the system cannot find a sufficiently
fitting mask it asks the user to manually segment the mask using a set of simple image
processing tools. The manually segmented mask is then stored in the database and can
be used to segment similar images in the future. In this way the system will learn the
specific field of view shapes and sizes coming from the different sites. The field of view
image database size depends on the number of different cameras, camera settings and
sites supplying the images. For the 40,000 images in our dataset 20 different manually
segmented field of views were in the database. This means that, in practice, overall
user interaction is minimal.

After the field of view has been found all images are resized so that their fields
of view are approximately similar in size. We have chosen to use a diameter of 640
pixels even though this means the largest photographs in the set are sub-sampled.
This choice was made because scale is an important feature in many of the systems
components. Changing the size of the field of view to a value radically different than
that of the training data would require a complete retraining of the system. After
resizing the image is cropped around the field of view.

In the final pre-processing step, the large gradient that exists on the edge of the
field of view and the background is removed. The main reason for removing the
gradient is that it affects the responses of the multi-scale filters used in many of the
screening system components. Therefore, the field of view contents are mirrored into
the background of the image. The mirroring process is applied to every background
pixel. It works by projecting a line from a background pixel b to the closest pixel on
the field of view border f (see Figure 8.2). The line is reflected in f , the pixel value
at b′ inside the field of view is then assigned to b. An example of the final result
of this mirroring operation is shown in Figure 8.1(b). The total time required for
preprocessing is around 15 seconds.

Image Quality Verification

A major issue for automated screening is the danger of false negatives because of
insufficient image quality. Before the abnormality detection starts the system should
first determine whether the quality of an image is sufficient for reliable automatic
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analysis. If the quality of the image is deemed insufficient, it should be passed to a
human expert for assessment.

We have previously presented a method that can automatically determine whether
the quality of a retinal screening image is sufficient for automatic analysis (see Chapter
2). The system is based on the assumption that an image of sufficient quality should
contain particular image structures according to a certain pre-defined distribution.
Filterbank response vectors are clustered to obtain a compact representation of the
image structures found within an image. Using this compact representation together
with raw histograms of the R, G and B color planes, a statistical classifier is trained to
distinguish normal from low quality images. The system does not require any previous
segmentation of the image.

The output of the system consists of a single probability per image. This proba-
bility indicates the likelihood that the image has a normal quality. The image quality
component takes approximately 30 seconds to assess the quality of a single image. Its
output is only used by the output combination component of the system (see Section
8.3.2).

Vessel Segmentation

The vasculature is one of the most important anatomical structures in retinal images.
The vessel segmentation method used in this work is based on the pixel classification
based method proposed in Chapter 2.

The output of the vessel segmentation procedure is a vessel probability map. Each
pixel in the probability map has a value between 0 and 1 indicating the probability it
is inside a vessel. To obtain a binary segmentation of the vasculature the probability
map can be thresholded.

The runtime of the vessel segmentation system as described in Chapter 2 is 10
minutes. To reduce the time requirements and improve performance, feature selection
was used. This reduced the average running time to 90 seconds. The reduction in
running time did not have a negative impact on the segmentation result.

The output of this component is used by the optic disc detection component and
both the red and bright lesion detection components.

Optic Disc Detection

The optic disc is another important anatomical landmark. It usually appears as a
bright yellow disc-like object on the retina. The optic disc can interfere with the
detection of diabetic retinopathy related bright lesions as it appears locally very similar
to a bright lesion. If its position is known, any bright lesions detected on the optic
disc can be masked out.

We describe an optic disc location detection method in Chapter 4 and 5. The
algorithm from Chapter 4 is complex in the sense that in addition to the optic disc
it also finds other important anatomical landmarks. Due to the computational time
required by this algorithm, we decided to use the faster method described in Chapter
5 in this study. This method requires about 30 seconds of computation time. The
output of that algorithm is a single 2D point indicating the center of the optic disc.
No precise segmentation is performed.

The optic disc location is used in the bright lesion detection component to remove
any spurious bright lesion detections on the optic disc.

104



8.3. METHODS

Red Lesion Detection

Red lesions (i.e. microaneurysms and hemorrhages) are important signs of diabetic
retinopathy. Especially microaneurysms, small outpouchings of the microvasculature
in the retina, are often the first unequivocal sign of the presence of diabetic retinopa-
thy. Therefore the detection of red lesions is a crucial step for a diabetic retinopathy
screening system. See Figure 8.7(a) for an example of red lesions.

We have developed an automatic system which can detect the presence and the
location of red lesions which is described in Chapter 6. For the experiments described
in this study some parts of the system from Chapter 6 were changed. These changes
mainly aimed at reducing the total running time of the system. The most significant
change was to the candidate lesion detection subsystem. It was simplified by using
only the pixel classification based detection system. The running time was reduced
from 12 to roughly 3 minutes.

For each image, the detection system determines a set of candidate objects. With
each of these objects a probability is associated that indicates the likelihood that this
candidate is a true red lesion. These candidate objects are used by the bright lesion
detection component and the output combination component.

Bright Lesion Detection

In addition to red lesions some additional types of lesions are associated with diabetic
retinopathy. Due to their appearance these lesions are named bright lesions. Of the
three types of bright lesions frequently encountered in diabetic retinopathy screening
populations, i.e. exudates, cottonwool spots and drusen, only the first two are associ-
ated with diabetic retinopathy. Examples of exudates and cottonwool spots are shown
in Figure 8.6(d) and 8.7(b) respectively. An example of drusen is shown in Figure
8.7(c).

We described an automatic system capable of detecting and differentiating between
the three types of bright lesions in Chapter 7. The system detects bright lesions and
then classifies them into one of three classes. The system used in this work does
not differentiate between different classes of lesions because we felt that to be able to
reliably differentiate between drusen and exudates, the system from Chapter 7 will
require further development.

For each image the bright lesion detection component determines a set of candidate
objects, each with an associated probability. The probability indicates whether the
candidate is likely to be a bright lesion or not. These candidate objects are used by
the output combination component. The total runtime of this component was around
90 seconds.

8.3.2 Output Combination

The combination of the four image level outputs to an exam level output is a crit-
ical, final step of the system. It has a large influence on the final results. Most of
the components described in the previous sections produce one or more probabilistic
outputs per image. These outputs need to be combined into an exam level probability
expressing the likelihood that the exam contains abnormalities or is ungradable. Only
the image quality and pathology detection components are directly used to determine
this final exam level outcome.

The quality verification produces a single number per image indicating the image
quality of that particular image. The pathology detection components produce sets of
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Feature Feature
number description
1-4 Image quality measure of image 1 to 4.
5 Highest red lesion posterior probability.
6 Average of the highest 2 red lesion posterior probabilities.
7 Average of the highest 3 red lesion posterior probabilities.
8 Sum of all red lesion posterior probabilities.
9 Standard deviation of the non-zero red lesion posterior probabilities.
10 Mean of the non-zero red lesion posterior probabilities.
11 Highest bright lesion posterior probability.
12 Average of the highest 2 bright lesion posterior probabilities.
13 Average of the highest 3 bright lesion posterior probabilities.
14 Sum of all bright lesion posterior probabilities.
15 Standard deviation of the non-zero bright lesion posterior probabilities.
16 Mean of the non-zero bright lesion posterior probabilities.

Table 8.1: Features used for combination of screening system component outputs.

probabilities of different size for each image. The number of probabilities depends on
the number of detected red lesion and bright lesion objects in the image. For output
combination all objects detected in an exam were concatenated in a single set. The
combination of the four image quality results with the two sets of candidate objects
(red lesions and bright lesions) is complicated by the fact that the probabilities are not
directly comparable due to differences in scaling. Although the theoretical range of
posterior probability values is the same for each component, in practice the distribution
of the probability values that are produced depend on the type of classifier used, the
classifier parameters and the distribution of the classes in the training set.

We have identified three techniques that could be used to do the combination. The
first is a straightforward and intuitive technique which is also used in [70]. Three
thresholds are selected, one for the image quality, one for the red lesion detection and
one for the bright lesion detection components. These thresholds determine when an
image is ungradable and when an object is considered a true lesion (either red lesion
or bright lesion depending on which component detected the object). Now, by varying
the threshold on the number of abnormalities at which an exam is regarded as suspect
and the number of low quality images at which the exam becomes ungradable, the
sensitivity and specificity of the complete system can be varied. Note that it is not
possible to generate an exam level probability using this method.

The second technique attempts to deal with the difference in posterior probability
scaling of the three components by normalizing their outputs. To this end a cumu-
lative histogram of the outputs of the three components is constructed for all exams.
These three histograms now form lookup-tables that map the unnormalized output
values to normalized values. For example, if a red lesion has a posterior probability
of 0.5 and the cumulative histogram shows that 67% of all objects detected by the
red lesion detection component have a lower value than 0.5, the normalized value will
be 0.67. Once all values are normalized they still need to be combined into an exam
level output. The abnormality detection per image outputs are combined by putting
them in one set and choosing the maximum. There are many existing techniques to
combine posterior probabilities [79, 20] but the maximum rule is a logical, though not
necessarily optimal, choice in this application. The four image quality outputs are
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combined using a different rule, the maximum quality output for each eye is taken
reducing the total number of outputs to two. Let Ql1, Ql2, Qr1, Qr2 be the first and
second normalized quality output of the left and right eye respectively. Then the
combined quality output is given by Q = min(max(Ql1, Ql2),max(Qr1, Qr2)). This
combination strategy ensures there should be at least one good quality image of each
eye. Finally, the exam level output is generated by max(1 − Q,A) where A is the
combined abnormality probability.

The final combination strategy is a supervised technique. Here a set of 16 features
(see Table 8.1), based on the probabilities from the different components are computed
for each exam in the dataset. These features form a feature vector which is labelled
according to the reference standard. If the exam is suspect or ungradable the label 1
was assigned, otherwise the label 0 was assigned. Now, each of the exams is assigned
a combined posterior probability by the classifier using leave one out classification.
We use the kNN classifier and this classifier examines the label of each of the k =
101 nearest neighbors of an exam (without including the exam itself) based on the
Euclidian distance between feature vectors. The number of suspect exams in the
neighborhood is then divided by k to obtain the probability the target exam is suspect
itself. The result is an exam level probability for each exam.

The total runtime of the complete system for a single image is 7 minutes. To
analyze one exam thus takes 4 × 7 = 28 minutes. So to analyze the complete set of
10,000 exams used in this study would have required almost 200 days of computation
time on a single computer. To speed up this process, we used a cluster of 30 PCs and
an automatic job distribution system.

8.4 Experiments & Results

Two different system configurations were tested. The goal of the first configuration
(Configuration I) was to simulate the screening practice as closely as possible. The
system here had to detect all exams that were either suspect for signs of diabetic
retinopathy or ungradable. This is the task the automatic screening system that
we set out to develop would have in practice. Configuration I was applied to all
10,000 exams in the set. After combination, each exam was assigned a posterior
probability indicating the likelihood that the exam either contained abnormalities or
was ungradable. For the first threshold based combination strategy the number of
detected red and bright lesions and the number of low quality images were stored for
each exam instead of a single posterior probability.

To enable a more precise analysis of the ability of the system to detect exams
containing signs of diabetic retinopathy, the second system (Configuration II) used
only the output of the red lesion and bright lesion detection components. This con-
figuration can be considered to be representative of a system that is used as a second
reader (see Figure 8.3). A first selection of the exams was made based on quality. In
total 2311 exams were removed because the system assigned them a quality measure
below an empirically determined threshold. The threshold was based on a setting
where the system detected approximately 80% of all ungradable exams as ungradable
while labelling 20% of the normal quality images as ungradable. In the remaining
exams (7689) the system attempted to detect only those exams marked suspect in the
reference standard.

First experiments were performed with both configurations to see which of the
three different combination strategies as described in Section 8.3.2 performed best. To
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Red lesion probability scale

Bright lesion probability scale

0.0 0.5 1.0

Figure 8.3: An example of the system output when it is used as a second reader. Left
is the original image and right is the image with CAD-system markings overlaid. The
markings are color coded based on the posterior probability assigned by the screening
system. Markings with a lower posterior probability are less suspect. The white circle
indicates the result of the optic disc position detection algorithm. The black square
marks the area which is shown in detail. At the bottom the legend for the color coding
scheme is shown. In total the system detected 4 high probability red lesions (green to
yellow) and 2 high probability bright lesions (blue to purple) in the image. The other
markings have a posterior probability which is near zero.
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measure the overall classification performance an ROC analysis was performed. The
ROC curves of Configuration I using the different combination techniques are given
in Figure 8.4(a). For this configuration, the Az values of the threshold, histogram
normalization and supervised combination schemes were 0.80, 0.70 and 0.82 respec-
tively. In Figure 8.4(b) the ROC curves of Configuration II are given. The Az values
of the threshold, histogram normalization and supervised combination schemes were
0.80, 0.73 and 0.84 respectively. Thus the supervised combination scheme performed
best and this scheme was used in the remaining experiments.

In Figure 8.5 ROC curves are given that illustrate performance differences per
grader and in time based on Configuration II. All exams were examined by a single
grader and a total of three graders participate in the program (see also Section 8.2).
The Az values for grader 1, 2 and 3 were 0.81, 0.81 and 0.87 respectively. To analyze
the performance difference over time, all exams were divided into 5 groups of equal
size where group 1 contained the oldest exams and group 5 the most recent. For
each group the ROC curve was determined, Az values were 0.81, 0.82, 0.82, 0.87, 0.91
respectively.

8.5 Discussion & Analysis

In this work we have developed and evaluated an automatic diabetic retinopathy
screening system. Evaluation was performed using two configurations. The first con-
figuration (Configuration I) mimics a real world automated screening system setup
and achieved an area under the curve of 0.81. The second configuration (Configura-
tion II) provides an indication of the abnormality detection capabilities of the system
and achieved an area under the curve of 0.84.

This is the first time, that we are aware of, that an automated screening system
has been tested on an unselected set of exams of this size. The data used in this
study was collected over a three year period and represents real, unselected screening
data obtained in a screening program. As such, only a limited reference standard was
available based on a single observer. Because intra- and interobserver measurements
are not available it is difficult to say what performance of the system relative to human
graders is.

To gain more insight about what causes the system to falsely identify suspect
images as normal (false negatives) and vice versa (false positives), a qualitative analysis
was performed. First, Configuration II was fixed at the point where sensitivity was
approximately the same as the specificity, 0.77 and 0.74 respectively. To identify the
types of abnormalities the automatic system was unable to detect, each of the 87
abnormal exams missed by the system were subdivided into several categories. A
similar analysis was done for non-suspect exams that the system indicated as suspect
(false positives). The 250 most suspect false positive exams and the 250 least suspect
false positive exams were divided into several categories. The results of all these
analyses are listed in Tables 8.2 and 8.3. Note that in the case of a false positive an
image can be assigned to multiple categories.

Figure 8.6 contains examples of the most important false negative categories and
Figure 8.7 and 8.8 certain typical examples of the most important false positive cate-
gories.

Among the false negative exams five categories were distinguished. The “large
hemorrhage / neovascularisation” category contains exams with large hemorrhages,
hemorrhages connected with the vasculature and/or neovascularizations. The “subtle
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Figure 8.4: (a)ROC curves of system Configuration I using different combination
strategies. Both ungradable exams as well as exams requiring further attention should
be detected. (b)ROC curves of system Configuration II using different combination
strategies. Only suspect exams should be detected.
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Figure 8.5: (a)ROC curves of exams graded by different ophthalmologists. (b)ROC
curves for exams from different time periods where batch 1 contains the oldest ex-
ams and batch 5 the most recent. All curves generated using Configuration II with
supervised output combination.
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(a) (b)

(c) (d)

Figure 8.6: Typical examples of the most important categories of false negatives. (a)
A hemorrhage attached to the vasculature. (b) A neovascularisation on the optic disc.
(c) An abnormality from the “Other abnormality” category (likely a myelinated nerve
fiber). (d) This image contains some exudates (bright lesions) close to the macular
center. As these are the only abnormalities it is in the “Bright lesions only” category.
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(a) (b)

(c) (d)

Figure 8.7: Example false positive images belonging to the categories: “Red lesions”,
“Bright lesions”, “Drusen” and “Other abnormality”. (a) The arrow indicates a small
hemorrhage (red lesion) just outside the vascular arch. (b) An example of a bright
lesion, likely a cottonwool-spot, detected by the system in a not suspect image. (c)
An image containing drusen. (d) An image from the category “other abnormality”
containing retinal atrophy and pigmentation, most likely geographic atrophy.
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(a)

(c) (d)

(b)

Figure 8.8: Example false positive images belonging to the categories: “Camera ar-
tifacts”, “Pigmentation on optic disc”, “Blonde fundus” and “Young fundus”. (a)
Image containing several bright camera artifacts. (b) Pigmentation spot on the optic
disc. (c) A sparsely pigmented (blonde) fundus. (d) An image from a young patient.
The camera flash reflects of the internal limiting membrane creating specular artifacts
around the vasculature and the macular area.
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Large Hemorrhage/ Subtle Bright lesions Other Unknown
neovascularisation abnormalities only abnormality cause

Nr. of exams 24 23 18 6 16
Percentages 27.6% 26.4% 20.7% 6.9% 18.4%
Prevalence 0.3% 0.3% 0.2% 0.1% 0.2%

Table 8.2: A qualitative analysis of the 87 false negative exams of the system operating
at 77% sensitivity and 74% specificity. The prevalence is relative to the total number
of cases.

Red Bright Drusen Other Camera Pigmentation Pigmentation/ Young Spurious
lesions lesions abnormality artifact on optic disc bright fundus fundus detection

Nr. of exams 84 15 42 40 67 20 34 10 17
Percentages 33.6% 6.0% 16.8% 16.0% 26.8% 8.0% 13.6% 4.0% 6.8%
Prevalence 8.3% 1.5% 4.2% 4.0% 6.6% 2.0% 3.3% 1.0% 1.7%

Red Bright Drusen Other Camera Pigmentation Pigmentation/ Young Spurious
lesions lesions abnormality artifact on optic disc bright fundus fundus detection

Nr. of exams 28 7 17 9 45 0 28 6 122
Percentages 11.2% 2.8% 6.8% 3.6% 18.0% 0.0% 11.2% 2.4% 48.8%
Prevalence 2.8% 0.7% 1.7% 0.9% 4.4% 0.0% 2.8% 0.6% 12.1%

Table 8.3: A qualitative analysis of the 250 false positive exams labelled as most
suspect (top) and the 250 false positive exams labelled least suspect (bottom) by the
system operating at 77% sensitivity and 74% specificity. Prevalence here indicates the
percentage of the total number of cases given that the percentage of false positives in
the 250 samples would generalize for the complete set of false positives.

abnormalities” category contains exams in which the abnormalities that were present
are so subtle that they were difficult to detect even for human experts. Exams in
which the only detected abnormalities were bright lesions are in the “bright lesions
only” category. The “other abnormalities” has abnormalities which are neither red
lesions nor bright lesions. Finally, exams for which it is not clear why they are missed
by the system are in the “unknown cause” category.

Among the false positive exams nine categories were distinguished. Here some ex-
ams were assigned to multiple categories. If an exam contained images with detected
red lesions or bright lesions they were assigned to the “Red lesions” or “Bright le-
sions” categories respectively. Drusen, a type of bright lesion not related to diabetic
retinopathy, formed a separate category. If there was a detected abnormality in the
images of an exam but it did not fall in the red lesion, bright lesion or drusen category,
the “other abnormality” category was used. Camera artifacts appear in many guises,
if they were present in an exam it was assigned to the “camera artifact” category. In
some cases pigmentation in and around the optic disc was detected as a red lesion,
these exams were assigned to the “pigmentation on optic disc” category. Both heavy
pigmentation as well as a sparsely pigmented (blonde) fundus tend to result in nu-
merous false positive lesion detections, these exams fall in the “pigmentation/blonde
fundus” category. In young people the camera flash reflecting of the internal limiting
membrane can create specular artifacts around the vasculature and the macular area
which can be a source of false positives, these are delegated to the “young fundus”
category. Finally, normal fundi in which it was not immediately clear why the image
was labelled as a false positive were assigned to the “spurious detection” category.

In the remainder of this Section, the results given in Tables 8.2 and 8.3 will be
discussed by identifying a number of possible enhancements to the screening system.
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This discussion thus provides recommendations for future research.

Large hemorrhage / neovascularisation detection

The largest group of false negatives are exams containing large hemorrhages and neo-
vascularizations. They represent 27.6% of the false negatives and 0.3% of the total
number of exams. Clearly these findings are very rare and only the large size of our test
set allowed us to identify a substantial number of these cases. Our red lesion detection
method occasionally fails to detect lesions connected to the major vasculature (see
Chapter 6). Neovascularizations are by definition connected to the vasculature and
hemorrhages are often connected to the vasculature. The system could therefore be
improved by adding a dedicated component aimed at identifying neovascularizations
and large hemorrhages. Such a component could be based on the vessel segmentation
technique as described in Section 8.3.1. This technique not only detects the vascula-
ture but also red lesions (connected to the vasculature or not). The shape and width
of the detected vasculature could be analyzed locally. Sudden changes in vessel width
or the presence of short, wide vessels are indicative of the presence of hemorrhages
or neovascularizations. A detection system such as this could potentially increase the
sensitivity from 77% at this operating point to 83%.

Bright lesion differentiation

Another relatively large source (i.e. 20.7% of the false negatives and 0.2% of the total)
of false negative exams are the images containing a small amount of bright lesions only.
There are a number of exams containing bright lesions such as drusen that are graded
as not suspect and our system is therefore less sensitive for images containing only
bright abnormalities. This is a side effect of the combination method which assigns an
exam a probability based on the labels of the 101 most similar exams. If a lot of exams
containing drusen, detected by the system as bright lesions, are labelled “not suspect”
the probability that the system will label images with only bright lesions as suspect
will decrease overall. A possible solution is described in Chapter 7 of this thesis. The
second classification step in the bright lesion detection which would allow the system
to distinguish between drusen, exudates and cottonwool-spots could be implemented
in the screening system. This would potentially enable the system to correctly grade
exams with only drusen as non suspect for diabetic retinopathy. However, we felt that
before the system from Chapter 7 is applied to a large screening database it will have
to be further improved. A system which correctly differentiates between the different
bright lesion types could have its sensitivity increased from 77% to 81%.

Combination algorithm enhancement

In total 18.4% of all false negative exams (0.2% of the total number of exams) did
contain lesions that were detected by the system. However, this did not result in a
high exam level probability. The fact that these exams are not considered suspect by
the system can likely be attributed to the way in which the image level results were
combined into an exam level result. For some categories of false positives a similar
problem can be identified. On average 22.2% (5.5%), 4.4% (1.1%) and 11.8% (2.9%)
of all false positive exams contain red lesions, bright lesions and drusen respectively.
These numbers were obtained by averaging those in Table 8.3. Note that the percent-
age between brackets represents the percentage of the total number of exams. Many
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of the false positive exams thus do contain lesions, but either they have been missed
by the human grader or, more likely, their presence was not considered urgent enough
to warrant the grade of “suspect”.

We implemented three simple combination methods for combining the image level
lesion probabilities and image quality measures. For both system configurations the
supervised method attained the highest area under the curve, followed by the thresh-
old and histogram normalization methods. The fact that the supervised combination
method performs best is an indication that the grading protocol as used for the screen-
ing is difficult to capture in a simple rule based method. The combination stage might
be improved by including more information about the detected abnormalities. In its
current form, the system assigns similar suspicion levels to exams with two hemor-
rhages close to the fovea (high urgency) and exams with two red lesions outside the
vascular arch (low urgency). Instead of treating all lesions as equal, additional in-
formation about the lesions could be included in the analysis, such as their number,
position and, in the case of bright lesions, their type. This additional information is
not restricted to abnormality information only, it could include background informa-
tion about the patient as well. Finding an optimal strategy to combine of all these
different types of information is an interesting challenge for future research.

If these suggested enhancements are implemented many of the false negatives and
false positives could be eliminated. A perfect combination system could increase the
sensitivity from 77% to 81% and specificity from 74% to to 84%

Detect camera artifacts and estimate image quality locally

Two types of camera artifacts can be distinguished, bright and dark, which are detected
as bright and red lesions respectively. Some of these artifacts are specs of dust on the
lens or, if the lens is not cleaned after each use, smudges. Camera artifacts are present
in 22.4% of false positives which is 5.5% of all cases. The two types of artifacts
each require a different analysis approach. For the bright artifacts, a retraining of
the bright lesion detection component with images containing bright artifacts could
prove to be sufficient, we have not attempted to do this. Visually, the differentiation
between real bright lesions and camera artifacts is relatively straightforward based on
differences in color and appearance. For dust specs, dark artifacts, a different approach
is required. These specs are difficult to differentiate from true red lesions. They often
can be detected by side by side comparison of different images in the same exam. The
artifact typically remains at the same location relative to the field of view in all images.
By aligning the field of view and removing all candidate objects that are at the same
location in two images (one left eye and one right for example) dark artifacts might
be effectively detected.

Camera artifacts are an issue closely related to image quality. Although the expert
graders of the screening program that supplied the data for this study only rated
a small amount of exams as ungradable (5%) we found that the automated system
was not able to detect all the ungradable exams without labelling a large amount of
normal exams as ungradable. An operating point was chosen at which 80% of the
ungradable exams were detected as ungradable by the system and 80% of the normal
exams were detected as normal. Visual inspection of the false negative ungradable
exams showed that these mainly involved localized image quality problems around
the macula. Many of the false positive exams labelled ungradable by the system
were indeed of questionable image quality. However, the human observers determined
that the area around the macula (locally) was photographed with a quality that was

117



CHAPTER 8

deemed sufficient to allow for diagnosis. The system assigns each image a single number
representing the overall, non-localized image quality. After combination this results in
a less flexible image quality measurement. Our current quality verification component
therefore only detects camera artifacts when they affect the global image structures
in the image. Adding an image quality component that also checks the quality of the
image locally could potentially enhance the system.

The problem may also be remedied by improved quality control of the screening
program. This is illustrated by the ROC curves in Figure 8.5(b) which shows that
there is an upward trend in performance over time which is likely due to improving
operator skills at the various screening sites.

If all of the camera artifacts would be eliminated from the set the specificity could
increase from 74% to 80% at the chosen operating point.

Retraining the detection system

Blonde and heavily pigmented fundi are with 12.4% of all false positives (3.1% of all
exams) another large source of false positives. Both these conditions are naturally oc-
curring anatomical variations among screened subjects. Many spurious abnormalities
are detected in the brightest or most pigmented region of the image (see Figure 8.8(c)
for an example). This is partially due to the fact that many features that the auto-
matic detection systems use to calculate contrast and characterize the image structure
are local operators. As a result, in the case of heavy pigmentation, the pigmentation
spots are often detected as red lesions, while the less pigmented areas between the
spots are frequently detected as bright lesions. This might be prevented by adding
features which take into account the pixel intensities in a larger area around the can-
didate object. The system could then learn from a large training set when a candidate
is in a highly pigmented or bright area of the retina. A similar kind of solution could
be used for the smaller source of false positives in the “young fundus” category (3.2%
of the false positives and 0.8% of all exams).

If a retrained system would completely eliminate this source of false positives,
specificity would increase from 74% to 77%.

Detect pigmentation on the optic disc

The detection of high probability red lesions on the optic disc only occurred in the 250
most suspect false positive exams. On average they represented 4% of false positives
and 1% of all cases. A relatively straightforward solution for this problem is to remove
candidate red lesion objects from the optic disc area similar as how it is done for the
bright lesions. The location of the optic disc provided by either the system described
in Chapter 4 or 5 could be used for this purpose. Neovascularisations on the optic disc
are among the most serious abnormalities however, and they certainly should not be
removed from the analysis. This is something a dedicated neovascularisation detection
system should take into account.

Complete removal of all these false positives could increase system specificity from
74% to 75%.

Detect other abnormalities

Given the size of the evaluation dataset it is not surprising that there are a number of
suspect and non-suspect exams containing abnormalities which are rare and for which
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no detection system has been developed. Nevertheless, depending on the appearance
of such an abnormality it may be detected by an automatic system. Of the false
positive exams, 9.8% (2.4% of the total) contain abnormalities which do not fall in
the red or bright lesion category and which are not suspect. There is also a group of
false negatives in which the abnormality is so subtle it is difficult to detect even for a
human expert. False negative exams containing either subtle or other abnormalities,
represent 33% of the false negative exams and 0.4% of the total exams. In a large set
of exams there will always be rare abnormalities present that the system is not trained
to detect or diagnose. The same holds for the false negative exams labelled subtle.
Though less important for early diagnosis, they will remain difficult to detect even for
advanced automatic systems.

Examples of suspect abnormalities found in the false negatives include a branch
retinal vein occlusion, a neovascular scar and a myelinated nerve fiber. An example of a
non-suspect abnormality found among the false positive cases was an exam containing
retinal atrophy and pigmentation, which was most likely geographic atrophy.

Avoid spurious detections

By far the largest single category difference between the 250 most and least suspect
false positives are the spurious detections. Exams were assigned to this category when
the exam appeared normal but was assigned a high exam level probability. In the
most suspect exams these make up 6.8% and while in the least suspect exams this
is 48.8%. On average this is thus 27.8% of the false positives and 6.9% of the total
amount of exams. This difference does show that the exam level probability assigned
by the system is able to rank the exams with some success. The percentage of exams
with abnormalities in the 250 least suspect false positive exams is much lower than in
the 250 most suspect exams.

A multitude of reasons for the spurious detections exist and it is hard to indicate
which are the most important ones. Some images had false positive red lesion de-
tections on the vasculature, a well known problem for red lesion detection methods
in general, including ours. Sometimes bright lesions were detected close to the main
vascular arch. For a substantial part of the exams it remained unclear why they were
marked as false positives. Because of the number of possible causes it is difficult to
give concrete suggestions for future research in this case.

8.6 Conclusion

A comprehensive diabetic retinopathy screening system has been presented and eval-
uated on a large, unselected dataset. The influence of the choice of component output
combination algorithm on the complete system performance was shown. The proposed,
supervised combination algorithm achieved the highest area under the curve.

Based on the presented results it is unlikely that the system could be deployed
successfully as an automatic diabetic retinopathy screening system. For automatic
screening, sensitivity is paramount and the presented system Configuration I never
reaches close to 100% sensitivity without the specificity dropping to very low levels.
However, we can conclude that the results are promising and from the concrete rec-
ommendations provided in the previous section it seems that there is substantial room
for improvements.
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Chapter 9

General Discussion

T
his thesis describes methods for the automatic analysis of retinal images with
the goal of automated diabetic retinopathy screening. In automated screening
a computer system analyzes retinal images before an ophthalmologist does,

and only the images that are suspect for the presence of diabetic retinopathy are pre-
sented to the ophthalmologist. Besides this application, the described methods could
possibly be used in a CAD system that reads retinal images together with an ophthal-
mologist. In this general discussion we will briefly touch on some of the most important
conclusions derived from the large scale evaluation in Chapter 8. Additionally, some
possible future research directions will be identified.

In this project, the focus of the research has been abnormality detection rather than
diabetic retinopathy diagnosis. Chapter 8 has shown that it is probably necessary to
incorporate more diagnostic information to develop a successful autonomic diabetic
retinopathy screening system. Exudates and drusen provide an illustrative example.
The presence of just one or two exudates near the fovea make an image “suspect”.
However, if the macular area is covered in drusen this does not necessarily mean that
the image is “suspect”. For an abnormality detection system both cases are positive
since bright lesions were detected.

The system components presented in Chapters 4 and 7 could potentially provide
some of this diagnostic information. The retina coordinate system described in Chap-
ter 4 identifies all important anatomical landmarks needed to determine the approx-
imate location of an abnormality on the retina. The results of the proof-of-concept
system in Chapter 7 showed that a computer is able to differentiate between different
bright lesion types. The same could be done for red lesions, which can be subdivided
into microaneurysms and hemorrhages. Given the location with respect to the nor-
mal anatomy, the medical urgency associated with a particular lesion type could be
determined. For example, the vascular arch is an important structure in the sense
that lesions outside the arch have a lower urgency than lesions inside the arch. So,
instead of combining the posterior probabilities of detected lesions the system would
be combining urgency scores. The mapping from a posterior probability to an urgency
score could be learned from a large training set. The features used would likely include
information about the relative position, posterior probability and type of a lesion as
well as information about the patient.

Chapter 8 also showed that large, representative datasets are necessary for a thor-
ough evaluation of retinal CAD systems. The use of small size, selected datasets for the
evaluation of individual screening system components can give one the impression that
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a certain problem is “solved”. However, some abnormalities or image conditions are
relatively rare so that they are only encountered in such large databases. In screen-
ing, these rarities can be very important and their identification could mean a key
improvement of the overall screening system. In addition to improving evaluation, the
use of large databases could also mean a step forward in terms of overall screening
system performance. The system components described in this thesis use a supervised
approach, which means the computer learns from examples. When it is provided with
more, representative examples this can potentially increase performance. To collect
these examples, large datasets will need to be annotated and for this close cooperation
with medical experts will be a prerequisite.

When this project started diabetic retinopathy was the most important preventable
source of blindness and vision loss. However, it is but one of many diseases that
can be detected through analysis of the retina. Age-related macular degeneration
(AMD) is a disease which is the leading cause of central vision loss in people over
the age of fifty. One of the signs of AMD is the presence of drusen. The results in
Chapter 7 showed that the bright lesion detection system was able to detect drusen.
Potentially this system could therefore be useful in the detection of AMD. The vessel
segmentation system described in Chapter 2 may be used to analyze the morphology
of the vasculature and detect signs of a whole range of conditions. Among these
are hypertension, cardiovascular disease, retinopathy of prematurity and stroke. In
hypertensive retinopathy hemorrhages and cottonwool spots are among the signs that
appear on the retina. The systems described in Chapter 6 and 7 may be used to detect
these. Whether the automatic detection and diagnosis of these conditions is possible
using the technologies described in this thesis would be an interesting topic for future
work.

Two areas of research that are potentially important in the automated diagnosis of
diabetic retinopathy and which were not considered in this thesis are image registration
and image change detection.

Registration could improve several aspects of the screening system. Localized im-
age quality problems are difficult to detect for our current image quality verification
component. Since two images are obtained from the same eye these images could be
registered and this would enable comparison of the local image quality between the
overlapping parts of the images. It could be an effective way to detect the camera arti-
facts which were the cause of many false positive detections in Chapter 8. Registration
could also have a beneficial effect on the combination component. The component now
combined all abnormalities found in the four images of an exam by concatenating them
in one set. In this way some of the abnormalities will be counted twice, giving the sys-
tem a distorted view of the total lesion load in an exam. After registration overlapping
lesions would be counted as one detection.

Diabetic retinopathy is a progressive disease, lesions can appear and disappear on
the retina. Temporal change detection is a technique which could be interesting for
automatic screening in the long term. Since patients should have a regular dilated
retinal exam, the images of previous visits will usually be available. By analyzing the
progressive changes in the retina over time, subtle abnormalities could be detected.
In practice this would mean registering the older data with the images most recently
acquired and analyzing the differences between the images. A retinal registration
algorithm is a prerequisite for the development of a change detection algorithm.

A final important aspect which would require more investigation is whether the
CAD system is truly useful as a second reader. As far as we are aware no research
has ever been done to examine whether an ophthalmologist using CAD has a higher
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detection performance than one without CAD. Detection performance in this context
can be defined in different ways:

• Detection of subtle abnormalities.

• Speed of detection of abnormalities.

• Accuracy of detection of abnormalities.

The first item from this list is probably the least interesting measure of performance for
retinal image analysis. If a diabetic retinopathy related abnormality is so subtle it is
hard to detect then it is likely this abnormality is not relevant for the final diagnosis.
The other two measures are interesting for two reasons. First, screening has to be
performed quickly because of the large volume of exams. Second, the total lesion load
and the location of the lesions is important for the final diagnosis. An observer study
using the presented CAD system from Chapter 8 could provide interesting insights into
the usefulness of CAD systems as a second reader in diabetic retinopathy screening.

In all of the technical details it is easy to lose track of one of our primary goals and
that is to prevent vision loss and blindness. The techniques described in this thesis and
the knowledge obtained during the project represent a major step forward towards the
goal of automated screening. Ultimately, this can result in earlier detection of diabetic
retinopathy and prevention of blindness.
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Samenvatting

Computer ondersteunde diagnose (CAD) is een onderzoeksgebied dat de laatste jaren
een grote groei heeft doorgemaakt. In dit gebied worden systemen of computer-
algoritmen ontwikkeld waardoor een computer een arts of specialist kan ondersteunen
bij het interpreteren van medische beelden. CAD is te vergelijken met de spellingscon-
trole in een moderne tekstverwerker: Het systeem wijst de arts op mogelijk verdachte
gebieden. In dit proefschrift beschrijven we een CAD systeem voor de detectie van
diabetische retinopathie. Deze oogziekte komt veel voor bij mensen met diabetes. Het
is de belangrijkste oorzaak van slechtziendheid en blindheid in de beroepsbevolking
van de westerse wereld. Het vroegtijdig opsporen van deze aandoening kan blindheid
voorkomen. Vroegtijdig opsporen kan geschieden doordat de oogarts het netvlies met
een speciaal instrument, een funduscoop, bekijkt. Voor grootschalige toepassing is
fotografie van het netvlies echter beter geschikt. Hiervoor worden foto’s gemaakt van
het netvlies in het linker- en rechteroog van mensen met diabetes, met een speciaal
hiervoor ontwikkelde camera, de funduscamera. Deze foto’s worden gecontroleerd op
afwijkingen die duiden op de aanwezigheid van diabetische retinopathie. De belan-
grijkste afwijkingen zijn onder te verdelen in twee groepen: rode en witte lesies. De
groep van de rode lesies wordt gevormd door bloedingen en nieuw gevormde kleine of
grote bloedvaten. Er zijn drie soorten witte lesies (eigenlijk wit-geel van kleur) die
kunnen worden aangetroffen bij het vroegtijdig opsporen van diabetische retinopathie:
vet-eiwit neerslagen, bloedsomloop-uitval, ook wel cotton-wool spots genoemd, en zo-
genaamde drusen. Drusen zijn niet aan diabetische retinopathie gerelateerd, maar
aan een andere belangrijke oorzaak van blindheid, namelijk netvliesdegeneratie. De
algoritmes die in dit proefschrift beschreven zijn kunnen op twee manieren toegepast
worden: ze kunnen een oogarts helpen bij het interpreteren van netvlies-foto’s door
verdachte gebieden aan te geven of ze kunnen meer autonoom functioneren en au-
tomatisch de kans bepalen dat een patiënt wel of geen verschijnselen van diabetische
retinopathie vertoont.

Bij het vroegtijdig opsporen van diabetische retinopathie vertoont het overgrote
deel van alle foto’s (en dus patiënten) geen aan diabetische retinopathie gerelateerde
afwijkingen. Tegelijkertijd is vanwege het grote aantal mensen wat aan diabetes lijdt,
het aantal netvlies foto’s wat moet worden gecontroleerd bijzonder hoog. Wanneer het
systeem autonoom beslist om alleen de “verdachte” gevallen aan de oogarts te laten
zien kan de productiviteit van de oogarts toenemen. Voorwaarde hierbij is dat het
systeem in staat is om diabetische retinopathie op te sporen met een hoge gevoeligheid
en zekerheid. Als de gevoeligheid te laag is wordt de diagnose vaker ten onrechte niet
gesteld en hebben er meer mensen een verhoogde kans op blindheid. Bij een te lage
zekerheid wordt de diagnose vaker ten onrechte wel gesteld, hierdoor heeft de oogarts
veel meer werk en dus kosten om alsnog vast te stellen dat er niets aan de hand is.
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In dit proefschrift hebben we ons gericht op de ontwikkeling van een compleet
systeem om vroege vormen van diabetische retinopathie op te sporen. Zo’n CAD
systeem bestaat uit een aantal componenten die elk een subprobleem oplossen. De
volgende onderwerpen komen aan bod: kwaliteitscontrole van de beelden, segmentatie
van de normale anatomie van het netvlies, detectie van rode lesies, detectie van witte
lesies en het samenvoegen van alle componenten tot een compleet systeem.

In Hoofdstuk 2 wordt een nieuwe bloedvatsegmentatie techniek gëıntroduceerd
en vergeleken met methodes beschreven in de literatuur. Deze techniek is speciaal
ontwikkeld voor de segmentatie van vaten in netvlies foto’s en gebaseerd op pixel clas-
sificatie. Hierbij wordt een statistisch model getraind met pixels uit voorbeeldbeelden
waarin onderscheid wordt gemaakt tussen pixels uit vaten en pixels uit de achtergrond.
De voorbeeldpixels worden uit een groep netvlies foto’s gehaald, de DRIVE database,
waarin door experts alle vat pixels nauwkeurig zijn aangegeven. De DRIVE database
is door ons publiekelijk beschikbaar gemaakt zodat ook andere onderzoekers methodes
op deze beelden kunnen uitproberen. In dit hoofdstuk laten we zien dat onze methode
beter werkt dan een aantal andere algoritmes die beschreven zijn in de literatuur. De
behaalde maximaal gemiddelde nauwkeurigheid op 20 test beelden was 0.9416 voor
onze methode tegenover 0.9377, 0.9212, 0.9181, 0.8773 voor de andere methodes. Om
de prestaties van de automatische algoritmes te vergelijken met die van een mens zijn
de test beelden een tweede keer handmatig gesegmenteerd. Deze segmentatie had een
nauwkeurigheid van 0.9473, een fractie hoger dan de automatische methode.

In Hoofdstuk 3 presenteren we een methode voor het automatisch bepalen van
de beeldkwaliteit van netvlies foto’s. Bij het vroegtijdig opsporen van diabetische
retinopathie worden de foto’s vaak op diverse locaties, door verschillende mensen met
verschillende camera’s genomen. Hierdoor is van typisch 1 op de 10 beelden de kwaliteit
zodanig dat de opname niet goed door een arts beoordeeld kan worden. Een automa-
tisch systeem moet beelden van onvoldoende kwaliteit herkennen en doorsturen naar
de oogarts voor verdere evaluatie. De gepresenteerde techniek leert van voorbeeld
beelden wat voor beeldstructuren voorkomen in netvlies foto’s van normale kwaliteit.
Onze method is gebaseerd op het idee dat indien de verhouding tussen de aangetrof-
fen beeldstructuren in een nieuw beeld niet overeenkomt met wat gebruikelijk is, dit
beeld waarschijnlijk niet van voldoende kwaliteit is. Om de methode te testen is een
set van 1000 netvlies foto’s gebruikt, 500 van voldoende kwaliteit en 500 van onvol-
doende kwaliteit. Een oogarts is gevraagd om alle beelden in te delen in 4 categorieën,
lopende van onvoldoende kwaliteit tot voldoende kwaliteit. De prestaties van het al-
goritme en de oogarts zijn uitgedrukt in oppervlak onder de ROC-curve, zij bedroegen
respectievelijk 0.9968 en 0.9893.

In Hoofdstuk 4 beschrijven we een systeem wat automatisch de belangrijkste
anatomische oriëntatiepunten op het netvlies kan vinden. Dit zijn de blinde vlek, het
centrum van de gele vlek en de vaatboog. Als de posities van deze oriëntatiepunten
bekend zijn kan bijvoorbeeld worden bepaald waar een afwijking zich bevindt op het
netvlies. Het systeem vindt deze posities met behulp van een punt distributie model.
Hierbij is een set modelpunten gedefinieerd die op de anatomische oriëntatiepunten
gepositioneerd zijn. Als het systeem de juiste posities van deze modelpunten vindt
dan zijn automatisch ook de anatomische oriëntatiepunten gevonden. Om te leren
wat valide modelpunt configuraties zijn, zijn in een set van 500 beelden handmatig
de modelpunten op de juiste plek gelegd. Met behulp van deze trainingsconfiguraties
wordt het punt distributie model gemaakt. Hierna kunnen met het model valide
punt configuraties worden gegenereerd door de parameters van het model te variëren.
Voor een nieuw beeld moet de parameter ruimte van het model worden afgezocht



totdat de modelpunten dicht bij hun “correcte” positie liggen. Om te kunnen meten
of een bepaalde configuratie goed op een beeld past, definieëren we een kostenfunctie
waarin globale metingen aan de hand van het vaatstelsel en locale metingen van de
beeldstructuur rond de modelpunten gecombineerd worden. Het systeem werd getest
op 500 beelden. De vaatboog, het centrum van de gele vlek en de blinde vlek werden
respectievelijk in 93.2%, 94.4% en 98.4% van de testbeelden gevonden.

In Hoofdstuk 5 wordt een snelle en robuuste manier beschreven om het midden
van de blinde vlek te vinden. Dit systeem is een alternatief voor de complexere techniek
beschreven in Hoofstuk 4. De blinde vlek is een van de belangrijkste anatomische
oriëntatiepunten. Doordat hij een gele, heldere kleur heeft kan de blinde vlek door
automatische methoden aangezien worden voor een witte lesie. Als de locatie bekend is
kunnen afwijkingen die het CAD systeem in die buurt detecteert worden geëlimineerd.
De methode werkt doormiddel van positie regressie. Hierbij wordt de relatie bepaald
tussen een afhankelijke variabele d, de afstand naar het midden van de blinde vlek, en
een set metingen gedaan rond een cirkelvormige mal. Deze mal kan op een willekeurige
plek in het beeld worden geplaatst, maar om de zoekruimte te beperken plaatsen wij de
mal alleen op bloedvatpixels aangezien er normaliter vaten door de blinde vlek lopen.
Voor elk vatpixel wordt variabele d bepaald. Voor elk vaatpixel wordt de variabele d
bepaald. Na een correctie voor ruis nemen we het pixel met de laagste waarde voor
d als het centrum van de blinde vlek. De methode was in staat om de blinde vlek te
vinden in 999 van de 1000 testbeelden.

In Hoofdstuk 6 presenteren we een algoritme om rode lesies automatisch op te
sporen. De techniek is gebaseerd op de pixel classificatie techniek uit Hoofdstuk 2, met
het verschil dat er ook rode lesie pixels aan de voorbeeldbeelden worden toegevoegd.
Het statistisch model maakt dan onderscheid tussen pixels uit lesies en vaten versus
pixels uit de achtergrond. Rode lesies kunnen vervolgens van vaten worden onder-
scheiden doordat deze over het algemeen niet verbonden zijn met het vatstelsel. Alle
met elkaar verbonden vaatpixels worden verwijderd waarna een aantal losse objecten
overblijven. Deze objecten bestaan uit stukjes vat, ruis en rode lesies. Om de rode
lesies te vinden trainen we opnieuw een statistisch model met voorbeelden van echte
rode lesies en gedetecteerde andere objecten. De methode werkt volledig automatisch
en levert betere prestaties dan die van een veelgebruikte methode uit de literatuur. De
methode werd getest op 50 beelden. Voor het detecteren van beelden met rode lesies
haalde de methode een sensitiviteit van 100% bij een specificiteit van 87%.

In Hoofdstuk 7 wordt een methode beschreven om witte lesies te detecteren.
Zoals eerder genoemd zijn er drie soorten witte lesies waarvan er twee gerelateerd zijn
aan diabetische retinopathie. Het is daarom van belang onderscheid te maken tussen
de drie soorten afwijkingen. Om dit te bereiken kiezen we een aanpak die vergelijk-
baar is met die van Hoofdstuk 6. Eerst worden mogelijke gele lesie pixels opgespoord
met behulp van pixel classificatie. Vervolgens worden de gevonden pixels gegroepeerd
in afzonderlijke kandidaat lesies. Hierna worden foute detecties van echte gele lesies
onderscheiden door een getraind statistisch model. Als laatste wordt elk van de gevon-
den lesies met een statistisch model toegewezen aan een van drie klassen: exsudaat,
cotton-wool exsudaat of drusen. Het systeem is getest op 300 beelden en benaderde
voor de detectie van foto’s met gele afwijkingen de prestaties van een oogarts.

In Hoofdstuk 8 worden de methodes uit de hoofdstukken 2, 3, 5, 6 en 7 samengevoegd
en wordt dit complete systeem getest op 10,000 oogonderzoeken, verkregen uit een
project voor de vroegdiagnostiek van diabetische retinopathie. Van elke patiënt zijn 4
beelden beschikbaar dus in totaal zijn 40,000 beelden geanalyseerd. Om de informatie
die uit de verschillende componenten en beelden wordt verkregen samen te voegen tot



één score per patiënt wordt een nieuwe methode gepresenteerd. Deze score drukt uit
hoe “verdacht” een bepaalde patiënt is, waarbij een lage score betekent “niet verdacht”
en een hoge “diabetische retinopatie aanwezig” of “beeldkwaliteit slecht”. Door de
drempel te variëren waarbij iemand moet worden doorgestuurd naar de oogarts kun-
nen de sensitiviteit en specificiteit van het complete systeem worden aangepast. De
evaluatie laat zien dat het systeem het merendeel van de “verdachte” patiënten kan
detecteren terwijl de specificiteit boven de 50% blijft. Ook levert deze grootschalige
evaluatie een aantal aanknopingspunten om het systeem in verder onderzoek te ver-
beteren.

In de literatuur is het gebruikelijk de componenten van CAD systemen op een
beperkt aantal patiënten te testen. Tot nu toe was de grootste test populatie bek-
end uit de literatuur, voor diabetische retinopathie CAD, 703 patiënten. De patiënt
populatie uit hoofdstuk 8 is met 10,000 patiënten vele malen groter. Mede daardoor
zijn de verkregen gegevens representatief voor de huidige stand van zaken rond het
automatisch vroegtijdig opsporen van diabetische retinopathie. Hoofdstuk 8 heeft
aangetoond dat de door ons ontwikkelde algoritmes in staat zijn om de kenmerken
van diabetische retinopathie succesvol op te sporen. Dat bij zo’n eerste, grote test een
aantal nieuwe uitdagingen en mogelijkheden voor verder onderzoek worden gevonden
was te verwachten en ook de bedoeling. Met de in dit promotie project verkregen
kennis en technieken kan nu worden begonnen met de ontwikkeling van een praktisch
systeem. Dit praktische systeem, (gedeeltelijk) gebaseerd op de hier beschreven tech-
nieken, kan het automatisch vroegtijdig opsporen van diabetische retinopathie in de
toekomst mogelijk maken.
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• M. Niemeijer, M.D. Abràmoff, B. van Ginneken “Image Structure Clustering
for Image Quality Verification of Color Retina Images in Diabetic Retinopathy
Screening”, Medical Image Analysis, accepted for publication.
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Lesions in Digital Color Fundus Photographs, United States Letters Patent, Ap-
plication No. 60/666,868”, 2005.



Acknowledgements

The past four years have been very exciting. They have changed me in ways which
I could not have foreseen before I started working on my Ph.D. project at the Image
Sciences Institute. A large part of what makes doing a Ph.D. interesting are the people
you work with and meet over the years. This part of my thesis is meant to acknowledge
the contributions from all those people who made it possible for me to complete my
Ph.D. project (on time & having fun).

I’d like to start with Bram van Ginneken and Michael Abràmoff, my co-promotors
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