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Abstract

Monte Carlo simulation techniques are discussed, with special emphasis on
those technical aspects that are important for the simulation of dense liquids
and solids. In these notes, the Metropolis sampling scheme is introduced as a
special case of importance sampling. The choice of the optimum trial move is
discussed, as are the problems encountered when sampling orientational and
internal degrees of freedom. After introducing the MC method as a technique
to measure averages in the canonical ensemble, we briefly look at simulations in
other ensembles, in particular: microcanonical, isobaric-isothermal and grand-
canonical. The latter ensemble forms the starting point for a discussion of
particle insertion techniques to measure the chemical potential and more gen-
eral acceptance-ratio and overlapping distribution schemes. We thereupon dis-
cuss the application of computer simulation techniques to the study of phase
transitions. Although the emphasis is on first-order transitions, a few remarks
are made about the technical problems posed by continuous phase transitions.
We end with a discussion of the relative merits of Monte Carlo and Molecular
Dynamics simulations.

1 Introduction
Monte Carlo sampling is a numerical technique that can be used to evaluate mul-
tidimensional integrals. Such integrals play an important role in many branches of
physics and chemistry. In particular in the field covered by the present school, i.e. the
numerical study of dense molecular systems. While preparing these notes, I realized
that, in this school, there are no lectures on the statistical mechanics of (classical)
many-body systems. I suppose that this implies that the audience is very familiar
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with the latter subject. However that may be, it is useful to recall, for future refer-
ence, the essence of statistical mechanics. This is easy to do, because I can simply
quote from the opening lines of Feynman's book on statistical mechanics [1] :

The key principle of statistical mechanics is as follows:

If a system in equilibrium can be in one of N states, then the probability
of the system having energy En is (11Q)exp(EnIkT), where

Q = exp(En/kT) ,
n.1

(1)

k = Boltzmann's constant, and T is the temperature. Q is called the
partition function.

If we take Ii > as a state with energy Ei and A as a quantum-mechanical
operator for a physical observable, then the expected value of the observ-
able is

1
< A >= exp(EakT) < iIAli > .

Ii>

(2)

This fundamental law is the summit of statistical mechanics, and the
entire subject is either a slide-down from this summit, as the principle is
applied to various cases, or the climb-up to where the fundamental law
is derived and the concepts of thermal equilibrium and temperature T
clarified.

I shall restrict myself to the 'slide-down' and I refer the reader who is interested in the
more fundamental aspects of statistical mechanics to any one of the many excellent
textbooks on the subject, for instance refs [1] and [2]. The only additional relation
that we need in order to establish the link with thermodynamics is the equation that
relates the partition function Q with the Helmholtz free energy F :

F = kT log Q . (3)

Equations 1 3 are the starting point for the whole of equilibrium statistical mechan-
ics.

After having thus introduced statistical mechanics in a rather axiomatic way, our
next aim is to indicate where the Monte Carlo method comes in. This is done most
conveniently in classical statistical mechanics. As shall be discussed in the lectures
by Gillan, it straightforward (but not computationally cheap) to extend Monte Carlo
simulation techniques from classical many-body systems to their quantum-mechanical
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counterparts. In the present lectures we focus on classical statistical mechanics. The
classical expression for the partition function Q is:

Q f dpivde exp( H(e,pN)/k,), (4)

where qN stands for the coordinates of all N particles, and pN for the corresponding
momenta. The function H(qN ,pN) is the Hamiltonian of the system. It expresses
the total energy of an isolated system as a function of the coordinates and momenta
of the constituent particles: H = K U , where K is the kinetic energy of the system
and U is the potential energy. Finally, a is a constant of proportionality, chosen such
that the sum over quantum states in eqn. 1 approaches the classical partition function
in the limit h -4 0. For instance, for a system of N identical atoms, a = 11(10N N!).
The classical equation corresponding to equation 2 is:

f dpN dqN A(pN , qN ) exp(-0H(pN, qN ))
< A >= (5)f dpN dqN exp( H (pN , qN ))

where fl = lIkT. In the above equation, the observable A has been expressed as a
function of coordinates and momenta. As K is a quadratic function of the momenta
the integration over momenta can be carried out analytically. Hence, averages of
functions that depend on momenta only are usually easy to evaluate. The difficult
problem is the computation of averages of functions A(qN). Only in a few excep-
tional cases can the multi-dimensional integral over particle coordinates be computed
analytically, in all other cases numerical techniques must be used.

Having thus defined the nature of the numerical problem that we must solve,
let us next look at possible solutions. It might appear that the most straightforward
approach would be to evaluate < A > in eqn. 5 by numerical quadrature, for instance
using Simpson's rule. It is easy to see, however, that such a method is completely
useless even if the number of independent coordinates DN (D is the dimensionality
of the system) is still very small (0(10)). Suppose that we plan to carry out the
quadrature by evaluating the integrand at on a mesh of points in the DN-dimensional
configuration space. Let us assume that we take m equidistant along each coordinate
axis. The total number of points at which the integrand must be evaluated is then
equal to inDN . For all but the smallest systems this is number becomes astronomically
large, even for small values of m. For instance, if we take 100 particles in thtee
dimensions, and m = 5, then we would have to evaluate the integrand at 102"
points! Computations of such magnitude cannot be performed in the known universe.
And this is fortunate, because the answer that would be obtained would have been
subject to a large statistical error. After all, numerical quadratures work best on
functions that are 'smooth' over distances corresponding to the mesh-size. But for
most intermolecular potentials, the Boltzmann-factor in eqn. 5 is a rapidly varying
function of the particle coordinates. Hence an accurate quadrature requires a small
mesh-spacing (i.e. a large value of m). Moreover, when evaluating the integrand for
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a dense liquid (say), we would find that for the overwhelming majority of points this
Boltzmann factor is vanishingly small. For instance, for a fluid of 100 hard spheres
at the freezing point, the Boltzmann factor would be non-zero for 1 out of every 102"
configurations!

The above example clearly demonstrates that better numerical techniques are
needed to compute thermal averages. One such a technique is the Monte Carlo
method or, more precisely, the Monte Carlo importance-sampling scheme introduced
1954 by Metropolis, Rosenbluth, Rosenbluth, Teller and Teller [3]. The application
of this method to the numerical simulation of dense molecular systems is the subject
of the present set of lectures.

2 Importance Sampling
Before discussing importance sampling, let us first look at the simplest Monte Carlo
technique, i.e. random sampling. Suppose we wish to evaluate numerically a one
dimensional integral I :

ff(x)dx. (6)
a

Instead of using a 'conventional' quadrature where the integrand is evaluated at
predetermined values of the abscissa, we could do something else. Note that eqn. 6
can be rewritten as:

I = (b a) < f(x) > , (7)

where < f(x) > denotes the unweighted average of f(x) over the interval [a,1)]. In
'brute force' Monte Carlo, this average is determined by evaluating f(x) at a large
number (say, L) of x-values randomly distributed over the interval [a,b]. It is clear
that as L co, this procedure should yield the correct value for I. However, as
with the conventional quadrature procedure, this method is of little use to evaluate
averages such as in eqn. 5 because most of the computing is spent on points where
the Boltzmann factor is negligible. Clearly it would be much preferable to sample
many points in the region where the Botzmann factor is large, and few elsewhere.
This is the basic idea behind importance sampling.

How should we distribute our sampling through configuration space? To see this,
let us first consider a simple, one-dimensional example. Suppose we wish to compute
the definite integral in eqn. 6 by Monte Carlo sampling, but with the sampling points
distributed non-uniformly over the interval [a,b] (for convenience we assume a = 0
and b = 1), according to some non-negative probability-density w(x). Clearly, we
can rewrite eqn. 6 as:

I = w(x)
f(x)

(8)

Let us assume that we know that w(x) is the derivative of another (non-negative,
non-decreasing) function u(x), with u(0) 0 and u(1) = 1. Then I can be written
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(9)

In equation 9 we have written x(u) to indicate that if we consider u as the integration
variable, then x must be expressed as a function of u. The next step is to generate
L random values of u uniformly distributed in the interval [0,1]. We then obtain the
following estimate for I :

L f(x(ui))I E (10)
L w(x(ui))

What have we gained by rewriting I in this way? The answer depends crucially on
our choice for w(x). To see this, let us estimate al, the variance in IL, where IL
denotes the estimate for I obtained from equation 10 with L random sample points:

f(x(ui)) f
kf(x(u.i))

,)) (11)
61 L2 E E( ty(x(ui)) W w(x(u;)) w )i.1 J=1

where the angular brackets denote the 'true' average, i.e. the one that would be
obtained in the limit I oo. As different samples i and j are assumed to be totally
independent, all cross terms in eqn. 11 vanish, and we are left with:

1 ((f(x(ui)) f >)2
L2 w(x(ui)) w

If< (1 )2 2,

w < w >
(12)

Eqn. 12 shows that the variance in I still goes as I, but the magnitude of this
variance can be reduced greatly by choosing w(x) such that (f(x)/w(x)) is a smooth
function of x. Ideally we should have (f(x)/w(x)) constant, in which case the variance
would vanish altogether. In contrast, if w(x) is constant, as is the case for the
'brute force' Monte Carlo sampling, then the relative error in I can become very
large. For instance, if we are sampling in a (multi-dimensional) configuration space
of volume SZ, of which only a small fraction f is accessible (for instance, f = 10 260
(section 1)), then the relative error that results in a brute-force MC sampling will be
of order 1/(L f). As the integrand in eqn. 5 is only non-zero for those configurations
where the Boltzmann factor is non-zero, it would clearly be advisable to carry out
a non-uniform Monte Carlo sampling of configuration space, such that the weight-
function w is approximately proportional to the Boltzmann factor. Unfortunately,
the simple importance sampling scheme described above cannot be used to sample
multidimensional integrals over configuration space, such as eqn. 5. The reason is
simply that we do not know how to construct a transformation such as the one from
eqn. 8 to eqn. 9 that would enable us to generate points in configuration-space with
a probability-density proportional to the Boltzmann factor. In fact, a necessary (but
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not nearly sufficient) condition for the solution of the latter problem is that we must
be able to compute analytically the partition function of the system under study. If
we could do that for the systems that are of interest to us, there would hardly be any
need for computer simulation.

3 The Metropolis Method
The closing lines of the previous section suggest that it is in general not possible
to evaluate an integral, such as f dqN exp(f3U(qN)) by direct Monte Carlo sam-
pling. However,in many cases we are not interested in the configurational part of the
partition function itself, but in averages of the type:

dqN exp(OU(qN))A(qN)
< A >= (13)

f dqN exp(-0U(qN))

Hence, we wish to know the ratio of two integrals. What Metropolis et al. [3] showed
is that it is possible to devise an efficient Monte Carlo scheme to sample such a
ratio. In order to explain the Metropolis scheme, let us first look more closely at
the structure of eqn. 13. In what follows we denote the configurational part of the
partition function by Qc:

Qc=. f dqN exp(f3U(qN)). (14)

Note that the ratio exp(-13U)/Qc in eqn. 13 is the probability density to find the
system in a configuration around qN Let us denote this probability density by
P(qN). Clearly, P(qN) is non-negative. Suppose now that we are somehow able to
randomly generate points in configuration-space according to this probability distri-
bution P(qN). This means that, on average, the number of points ni generated per
unit volume around a point qr is equal to L p(e), where L is the total number o f
points that we have generated. In other words:

1 L< A >Pe. En A(e) .
L

(15)

By now the reader is almost certainly confused about the difference, if any, between
eqn. 15 and eqn. 10 of section 2. The difference is that in the case of eqn. 10 we know
a priori the probability of sampling a point in a (hyper)volume dqN around (e. In
other words we know both exp( _flu(e)) and Q. In contrast, in eqn. 15 we know
only exp( _woo), i.e. we know only the relative, but not the absolute probability
of visiting different points in configuration space. This may sound rather abstract:
let me therefore try to clarify the difference with the help of an example: suppose we
wish to measure the average methane concentration in a coal mine. The essence of
importance sampling is that we only attempt to sample inside the coal mine and not
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in the rock around it. In order to use eqn. 10 we must know the total volume V of the
coal mine, and then we randomly generate measuring points with a probability per
unit of accessible volume equal to 1/V. In contrast, to use eqn. 15 we need not know
V. Rather, we randomly generate measuring points in the coal mine (for instance,
by carrying out a random walk through the mine). If we sample enough points, both
'experiments' will yield the average methane concentration, but the latter method
achieves this without any prior information about the size or shape of the volume to
be sampled. This, then, is the essence of the Metropolis method.

Let us next consider how to generate points in configuration space with a rela-
tive probability proportional to the Boltzmann factor. The general approach is first
to prepare the system under study in a configuration qr that has a non-vanishing
Boltzmann factor p(e). This configuration may, for example, correspond to a reg-
ular crystalline lattice with no hard-core overlaps. Next, we generate a new trial
configuration q7 by adding a small random displacement SciN to qiN. The Boltz-
mann factor of this trial configuration is p(q7). We must now decide whether we
will accept or reject the trial configuration. There are many possible rules for making
this decision, that satisfy the constraint that on average the probability of finding
the system in a configuration qN is proportional to w(qN). Here we discuss only
the Metropolis scheme, because it is simple and generally applicable. Moreover, in
almost all situations of practical interest it is no less efficient than its competitors
(for a discussion, see the book by Allen and Tildes ley [4]).

Let us now 'derive' the Metropolis scheme to determine the transition probability
7,; to go from configuration qr to q7. It is convenient to start with a thought ex-
periment (actually a thought simulation). We carry out a very large number (say M)
Monte Carlo simulations in parallel, where M is much larger than the total number
of accessible configurations. We denote the number of points in any configuration qr
by m2. We wish that, on average, mi is proportional to p(e). There is one obvious
condition that the matrix elements ir,, must satisfy: namely that they do not destroy
such an equilibrium distribution once it is reached. This means that, in equilibrium,
the average number of accepted trial moves that result in the system leaving state
i must be exactly equal to the number of accepted trial moves from all other states
j to state i. It is convenient to impose a much stronger condition, namely that in
equilibrium the average number of accepted moves from i to any one state j is exactly
canceled by the number of reverse moves. This 'detailed balance' condition implies
the following:

Parii = (16)

There are many possible forms of the transition matrix 'xi; that satisfy eqn. 16. Let us
look how 7r.i; is constructed in practice. We recall that a Monte Carlo move consists
of two stages: first we perform a trial move from state i to state j. We denote the
transition matrix that determines the probability to perform a trial move from i to
j by a,. a is usually referred to as the underlying matrix of the Markov chain. The
next stage is the decision to either accept or reject this trial move. Let us denote
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the probability of accepting a trial move from i to j by Pij. Clearly, 'xi; =
We now choose a to be a symmetric matrix. With this choice for a, we can rewrite
eqn. 16 as in terms of the Pii :

Pipii = (17)

From eqn. 17 follows:

= Pi/Pi = exp(-0(Ui Ui)) (18)

Again, there are many possible choices for Pij that satisfy this condition (and the
obvious condition that the probability Pij cannot exceed 1). The choice of Metropolis
et al. is:

Pi; = Pi/Pi if Pi < Pi (19)= 1 if Pi> Pi
Other choices for Pii are possible (for a discussion, see for instance [4]), but the
original choice of Metropolis et al. appears to result in a more efficient sampling of
configuration space than most other strategies that have been proposed.

In summary, then, in the Metropolis scheme, the transition probability for going
from state i to state j is given by:

/NJ cti; (Pi Pi)

aii(Pil Pi) (Pi < Pi)

= 1 Ejoi .

(20)

Note that we still have not specified the matrix a, but for the fact that it must be
symmetric. This reflects the fact that there is a considerable freedom in the choice of
our trial moves. We will come back to this point in the next section. One thing that
we have not yet explained is how to decide whether a trial move is to be accepted
or rejected. The usual procedure is as follows. Suppose that we have generated a
trial move from state i to state j, with Ili > Eli. According to eqn. 18 this trial move
should be accepted with a probability Pij exp(f3(U; Ui)) < 1. In order to decide
whether to accept or reject the trial move, we generate a random number r from a
uniform distribution in the interval [0,1]. Clearly, the probability that r is less than
Pij is equal to Pip We now accept the trial move if r < Pii, and reject it otherwise.
This rule guarantees that the probability to accept a trial move from i to j is indeed
equal to Ai. Obviously it is very important that our random number generator does
indeed generate numbers uniformly in the interval [0,1]. Otherwise the Monte Carlo
sampling will be biased. The quality of random number generators should never be
taken for granted. A good discussion of random number generators can be found in
the book 'Numerical recipes' [5].

PiPii
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3.1 Exercise
In order to familiarize yourself with the Metropolis scheme, consider the following
simple problem: We wish to study the properties of a simple two-level system at
temperature T by Monte Carlo sampling. The lower level (1) has an energy E1 = 0,
while the upper level has an energy E2 = E. We construct the symmetric matrix a
as follows:

( 0 1 )
1 0

Next, evaluate the matrix P, according to the Metropolis prescription. Construct
the matrix 7rij and determine its eigenvalues. Verify that the eigenvector belonging to
the eigenvalue 1 corresponds to the equilibrium distribution. Repeated application of
the matrix irij to a non-equilibrium distribution should lead to equilibrium. Estimate
how many iterations are needed to let any deviation from equilibrium decay to 1/e
of its original value. Now repeat the same calculations for the so-called 'symmetric'
sampling scheme which has sometimes been used as an alternative to the Metropolis
scheme. In the symmetric sampling scheme, Pi; = pil(pi+ pj). Which scheme leads
to the fastest convergence to equilibrium?

Note that the optimal choice of the sampling scheme depends on the nature of
the model. Usually, a numerical test is needed to find out which scheme is best in
any particular case.

4 Trial moves
Now that we have specified the general structure of the Metropolis algorithm, we
should consider its implementation. As the problem of selecting intermolecular po-
tentials and setting up a system with periodic boundary conditions is amply discussed
in other lectures of this school, I will simply assume that we have an atomic or molec-
ular model system in a suitable starting configuration, and that we have specified all
intermolecular interactions. We must now set up the underlying Markov chain, i.e.
the matrix a. In more down to earth terms: we must decide how we are going to
generate trial moves. We should distinguish between trial moves that involve only
the molecular centers-of-mass and those that change the orientation or possibly even
the conformation of a molecule.

4.1 Translational moves
We start our discussion with trial moves of the molecular centers-of-mass. A perfectly
acceptable method to create a trial displacement is to add random numbers between
A and +A to the x,y and z coordinates of the molecular center-of-mass:

xi > x, + (7% 0.5)

)

A
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+ (r2 0.5)

+ (r3 0.5) . (21)

where ri are random numbers uniformly distributed between 0 and 1. Clearly, the
reverse trial move is equally probable (hence a is symmetric) [6]. However, we are
faced with two questions, namely: how large should we choose i. ? And: should we
attempt to move all particles simultaneously, or rather one at a time? In the latter
case we should pick the molecule that is to be moved at random, to ensure that the
underlying Markov chain remains symmetric. All other things being equal, we should
choose the most efficient sampling procedure. However, we must first define what we
mean by efficient sampling. In very vague terms, sampling is efficient if it gives you
good value for money. 'Good value' in a simulation corresponds to high statistical
accuracy and 'money' is simply money: the money that buys your computer time
and even your own time. Let us assume that you are very poorly paid. In that
case we only have to worry about your computer budget. Then we could use the
following definition of an optimal sampling scheme: A Monte Carlo sampling scheme
can be considered optimal, if it yields the lowest statistical error in the quantity to be
computed for a given expenditure of 'computing budget'. Usually, 'computing budget'
is equivalent to CPU time.

From this 'definition' it is clear that, in principle, a sampling scheme may be
optimal for one quantity but not for another. Actually, the above definition is all but
useless in practice (as are most definitions). It is just not worth the effort to measure
the error estimate in, for instance, the pressure, for a number of different Monte
Carlo sampling schemes in a series of runs of fixed length. However, it is reasonable
to assume that the mean-square error in the 'observables' is inversely proportional
to the number of 'uncorrelated' configurations visited in a given amount of CPU
time. And the number of independent configurations visited is a measure for the
distance covered in configuration space. This suggests a more manageable criterion
to estimate the efficiency of a Monte Carlo sampling scheme: namely the sum of the
squares of all accepted trial displacements divided by computing time. This quantity
should be distinguished from the mean-square displacement per unit of computing
time, because the latter quantity goes to zero in the absence of diffusion (e.g. in a
solid or a glass), whereas the former does not.

Using this criterion it is easy to show that for simulations of condensed phases
it is usually advisable to move particles one at a time. To see this, let us consider
a system of N spherical particles, interacting through a potential energy function
U(rN). Typically, we expect that a trial move will be rejected if the potential energy
of the system changes by much more than kT. At the same time, we try to make
the MC trial steps as large as is possible without having a very low acceptance. A
displacement that would, on average, give rise to an increase of the potential energy
by kT would still have a reasonable acceptance. In the case of a single-particle trial

yi yi
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(22)

where the angular brackets denote averaging over the ensemble, and the horizontal
bar denotes averaging over random trial moves. The second derivative of U has been
absorbed into the function f(U), the precise form of which does not concern us here.
If we now equate < AU > on the right-hand side of eqn. 22 to kT, we find the
following expression for Ar?:

Ar? kT f(U) (23)

If we attempt to move N particles, one at a time, most of the computation involved
is spent on the evaluation of the change in potential energy. Assuming that we use
a neighbour list or a similar time-saving device, the total time spent on evaluation
the potential energy change is proportional to nN, where n is the average number
of interaction partners per molecule. The sum of the mean-square displacements will
be proportional to NAr2 NkTlf(U). And hence the mean-square displacement
per unit of CPU-time will be proportional to: kT 1(n f(U). Now suppose that we try
to move all particles at once. The cost in CPU time will still be proportional to nN.
But, using the same reasoning as in equations 22-23, we estimate that the sum of the
mean-square displacements is smaller by a factor 1/N. Hence the total efficiency will
be down by this same factor. This simple argument explains why most simulators
use single-particle, rather than collective trial moves [7].

Next, consider the choice of the parameter A which determines the size of the
trial move. How large should A be? If it is very large, it is likely that the resulting
configuration will have a high energy and the trial move will probably be rejected.
If it is very small, the change in potential energy is probably small and most moves
will be accepted. In the literature one often finds the mysterious statement that
an acceptance of approximately 50 % should be optimal. This statement is not
necessarily true. The optimum acceptance ratio is the one that leads to the most
efficient sampling of configuration space. If we express efficiency as mean-square
displacement per CPU-time, it is easy to see that different Monte Carlo codes will have
different optimal acceptance ratio's. The reason is that it makes a crucial difference if
the amount of computing required to test whether a trial move is accepted depends on
the magnitude of the move. For continuous potentials where all interactions have to
be computed before a move can be accepted of rejected, the amount of computation
does not depend on the size of a trial move. But the situation is very different for
simulations on molecules with a hard repulsive cores. Here a move can be rejected
as soon as overlap with any neighbor is detected. In this case, a rejected move is
cheaper than an accepted one, and hence the average computing time per trial move
goes down as the step-size is increased. As a result, the optimal acceptance ratio for

--

+

+



94

hard-core systems is appreciably lower than for systems with continuous interactions.
Exactly how much depends on the nature of the program, in particular on whether it
is a scalar or a vector code (in the latter case hard-core systems are treated much like
continuous systems), how the information about neighbor-lists is stored, and even
on the computational 'cost' of random numbers and exponentiation. The consensus
seems to be that for hard-core systems the optimum acceptance ratio is closer to 20
% than to 50 %, but this is just another rule-of-thumb. When in doubt, try it out.

4.2 Orientational moves
If we are simulating molecules rather than atoms we must also generate trial moves
that change the molecular orientation. As we suggested in section 4.1 and in note [6],
it almost requires an effort to generate translational trial moves with a distribution
that does not satisfy the symmetry requirement of the underlying Markov chain. For
rotational moves, the situation is very different. It is only too easy to introduce a
systematic bias in the orientational distribution function of the molecules by using a
non-symmetrical orientational sampling scheme. Several different strategies to gen-
erate rotational displacements are discussed in ref. [4]. Here I will only mention one
possible approach.

4.2.1 Rigid, linear molecules

Consider a system consisting of N linear molecules. We specify the orientation of the
i-th molecule by a unit vector Ili. One possible procedure to change u, by a small,
random amount is the following. First, we generate a unit vector v with a random
orientation. This is quite easy to achieve (and is left as an exercise to the reader;
if you wish to check your result, see ref. [4]). Next we multiply this random unit
vector v by a scale factor 7. The magnitude of 7 determines the magnitude of the
trial rotation. Next we add ryv to ui. Let us denote the resulting sum vector by t:
t = -yv Ili. Note that t is not a un it vector. Finally, we normalize t, and the
result is our trial orientation vector u:. We still have to fix 7, which determines the
acceptance probability for the orientational trial move. The optimum value of 7 is
determined by essentially the same criteria as for translational moves. We have not
yet indicated whether or not the translational and orientational trial moves should
be performed simultaneously. Both procedures are acceptable. However, if rotation
and translation correspond to separate moves, then the selection of the type of move
should be probabilistic rather than deterministic.

4.2.2 Rigid, non-linear molecules

Only slightly more complex is the case of a non-linear rigid molecule. It is conven-
tional to describe the orientation of non-linear molecules in terms of the Eulerian
angles (0,9,0). However, for most simulations, use of these angles is less convenient
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because all rotation operations should then be expressed in terms of trigonometric
functions, and these are computationally 'expensive'. It is usually better to express
the orientation of such a molecule in terms of quaternion parameters (for a discussion
of quaternions in the context of computer simulation, see ref. [4]). The rotation of a
rigid body can be specified by a quaternion of unit norm Q. Such a quaternion may
be thought of as a unit vector in four-dimensional space:

Q (go, q2, 43) with qg d + d + 1 (24)

There is a one-to-one correspondence between the quaternion components qa and the
Eulerian angles:

qo

qi
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) , (25)

cos
2 2
0 0sin cos(

0sin sin(

0 0 + 0cos sin(

and the rotation matrix R, which describes which describes the rotation of the
molecule-fixed vector in the laboratory frame, is given by (see e.g. [8]):

(
ql, + 4 4 4 2(qlq2 qoq3) 2(qlq3 + qoq2)

R = 2(qlq2 + qoq3) 4 4 + 4 4 2(q2q3 qoqi)
2(gigs 2(q2q3 + qg 4 4 + 4

(26)
qoq2) qoqi)

In order to generate trial rotations of non-linear rigid bodies, we must rotate the vec-
tor (q0,ql,q2,q3) on the four-dimensional unit sphere. The procedure described above
for the rotation of a 3D unit vector is easily generalized to 4D. An efficient method
to generate random vectors uniformly on the 4D unit sphere has been suggested by
Vesely [8].

4.2.3 Non-rigid molecules

If the molecules under consideration are not rigid then we must also consider Monte
Carlo trial moves that change the internal degrees of freedom of a molecule. In
practice, it makes an important difference whether or not we have 'frozen out' some
of the internal degrees of freedom of a molecule by imposing rigid constraints on, say,
bond-lengths and possibly even some bond-angles. If not, the situation is relatively
simple: we can carry out normal trial moves on the cartesian coordinates of the
individual atoms in the molecule (in addition to center-of-mass moves). If some of
the atoms are strongly bound, it is advisable to carry out small trial moves on those
particles (there is no rule that forbids the use of trial moves of different size for
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different atoms, as long as the moves for one particular atom are always sampled
from the same distribution).

However, when the bonds between different atoms become very stiff, the above
procedure does not sample conformational changes of the molecule efficiently. In
Molecular Dynamics simulations it is common practice to replace very stiff intramolec-
ular interactions by rigid constraints, and this topic is discussed in the lectures of
Ryckaert and Clarke. For Monte Carlo simulations this is also possible. In fact, ele-
gant techniques have been developed for this purpose [9]. However, the corresponding
MD techniques [10] are so much easier to use, in particular for large molecules, that
I cannot recommend the use of the Monte Carlo technique for any but the smallest
flexible molecules with internal constraints.

4.3 'Unphysical' moves
An important advantage of the Monte Carlo scheme is that it is possible carry out
'unphysical' trial moves that greatly enhance the speed with which configuration space
is sampled. An example is provided by the simulation of mixtures. In a Molecular
Dynamics simulation of, for instance, a binary (A B) mixture, the efficiency with
which configuration space is sampled is greatly reduced by the fact that concentration
fluctuations decay very slowly (typically the relaxation time T DABIA21 where
DAB is the mutual diffusion coefficient and A is the wavelength of the concentration
fluctuation). This implies that very long runs are needed to ensure equilibration of
the local composition of the mixture. In solids, equilibration may not take place at
all. In contrast, in a Monte Carlo simulation, it is permissible to carry out trial moves
that swap the identities of two particles of species A and B. Such moves, even if they
have only a moderate rate of acceptance (a few percent will do), greatly speed up the
sampling of concentration fluctuations.

Many more 'unphysical' trial moves are possible, not all of them useful. However,
in the next section we shall describe a special class of such sampling methods that
are of great practical importance.

5 Other Ensembles
In the previous sections we have introduced Monte Carlo simulation as a technique
to compute the average value of an arbitrary function A(qN) of the coordinates of a
system of N particles at constant temperature T and volume V:

f dqN A(qN)exp(OU(qN))
< A >NVT= f dqN exp(--#U(qN))

This average is usually referred to as the 'canonical' ensemble average. To be more
precise, the true canonical ensemble average (eqn 5) includes the particle momenta.
However, in all cases of practical interest, the integration over momenta can be carried

(27)
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out analytically, and therefore does not require numerical sampling. I should hasten
to add, though, that this does not necessarily mean that one should never include
sampling over momenta in a Monte Carlo run. In particular in the case of flexible
molecules with constraints (section 4.2.3), such sampling might well be advantageous.
An interesting suggestion in this direction was made by Cassandro et al. [11].

Most Monte Carlo calculations to date have been performed in the constant-
NVT ensemble. However, it is sometimes advisable to perform a simulation where
thermodynamic variables other than N,V or T are kept fixed. In the present section
we discuss such simulations.

5.1 Microcanonical Monte Carlo
Most experimental observations are performed at constant N,P,T, sometimes at con-
stant A,V,T, and occasionally at constant N,V,T. Experiments at constant N,V,E
are very rare, to say the least. Under what circumstances, then, would anyone wish
to perform Monte Carlo simulations at constant N,V and E ? I suppose that, if
you are interested in the simulation of dense liquids or solids, the answer would be:
'hardly ever'. Still there are situations where a microcanonical MC method, first
suggested by Creutz [12], may be of use. In particular, if you are worried that a
poor random-number generator may introduce a bias in the sampling of the Boltz-
mann distribution, or in the unlikely case that the exponentiation of the Boltzmann
factor exp( Uoid)) accounts for a non-negligible fraction of the computing
time. The micro-canonical MC method uses no random numbers to determine the
acceptance of a move. Rather, it uses the following procedure: We start with the
system in a configuration qN. Denote the potential energy for this state by U(qN).
We now fix the total energy of the system at a value E > U. To this end, we in-
troduce an additional degree of freedom (the 'demon% that carries the remainder of
the energy of the system: ED = E U. ED must always be non-negative. Now we
start our Monte Carlo run. After each trial move we compute the change in potential
energy of the system (AU = u(ceN) u(cill\N)) If AU < 0, we accept the move
and increase the energy carried by the demon by !AUL If AU > 0, we test if the
demon carries enough energy to make up the difference. Otherwise, we reject the
trial move. Note that no random numbers were used in this decision. Using elemen-
tary statistical mechanics it is easy to see that, after equilibration, the probability
density to find the demon with an energy ED is given by the Boltzmann distribution:
P(ED) = (kT)-1 exp( ED IkT). Hence the demon acts as a thermometer. Note that
this method does not really simulate the microcanonical ensemble. What is kept (al-
most) constant is the total potential energy. We can, however, mimic the real N,V,E
ensemble by introducing a demon for every quadratic term in the kinetic energy. We
then apply the same rules as above, randomly selecting a demon to pay or accept the
potential energy change for every trial move.

I know of no published application of the microcanonical MC method to the

-
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simulation of molecular systems.

5.2 Isobaric-isothermal ensemble
In contrast, the isobaric-isothermal (constant-NPT) ensemble is widely used in Monte
Carlo simulations. This is not surprising because most real experiments are also car-
ried out under conditions of controlled pressure and temperature. Moreover, constant-
NPT simulations can be used to measure the equation of state of a model system
even if the virial expression for the pressure cannot be readily evaluated. This may,
for instance, be the case for certain models of non-spherical hard-core molecules. But
also for the increasingly important class of models where the (non-pairwise additive)
potential energy function is computed numerically for each new configuration. Fi-
nally, it is often convenient to use constant-NPT MC to simulate systems in the
vicinity of a first-order phase transition, because at constant pressure the system is
free (given enough time, of course) to transform completely into the state of lowest
(Gibbs) free energy, whereas in a constant-NVT simulation the system may be kept
at a density where it would like to phase-separate into two bulk phases of different
density, but is prevented from doing so by finite size effects.

Constant-pressure Monte Carlo simulations were first described by Wood [13] in
the context of a simulation-study of two-dimensional hard disks. Although method
introduced by Wood is very elegant, it is not readily applied to systems with arbitrary
continuous potentials. McDonald [14] was the first to apply constant-NPT simula-
tions to a system with continuous intermolecular forces (a Lennard-Jones mixture),
and it is the constant-pressure method of McDonald that is now being used almost
universally, and that is discussed below.

I will derive the basic equations of constant-pressure Monte Carlo in a way that
may appear unnecessarily complicated. However, this derivation has the advantage
that the same framework can be used to introduce some of the other non-NVT Monte
Carlo methods to be discussed below. For the sake of convenience we shall initially
assume that we are dealing with a system of N identical atoms. The partition function
for this system is given by:

L

Q(N,V,T) =
A3NN

1 .1 . fL
dqN exp(-0U(qN)) , (28)

! o

where A = Vh2/(2irmkT) is the thermal de Broglie wavelength. It is convenient
to rewrite eqn. 28 in a slightly different way. We have assumed that the system is
contained in a cubic box with diameter L = V. We now defined scaled coordinates
sN , by:

qi = Lsi

for i = 1,2, .. - , N . If we now insert these scaled coordinates in eqn 28 we obtain:

VN ./.1 1

Q(N,V,T) =
iv

dsN exp(-13U(sN ; L)) . (29)
o o
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In equation 29, we have written U(sN;L) to indicate that U depends on the real rather
than the scaled distances between the particles. The expression for the Helmholtz
free energy of the system is:

F(N,V,T) = kTlnQ
VN= kTln( NI) kTln( f dsN exp(PU(sN ; L)))

= Fid(N,V,T) Fez(N,V,T) . (30)

In the last line of the above equation we have identified the two contributions to the
Helmholtz free energy on the previous line as the ideal-gas expression plus an excess
part. Let us now assume that the system is separated by a 'piston' [15] from an ideal
gas reservoir. The total volume of the system plus reservoir is fixed at a value Vo.
The total number of particles is M. Hence the volume accessible to the m MN
ideal gas molecules is Vo V. The partition function of the total system is simply
the product of the partition functions of the constituent sub-systems:

Q(N,m,V, Vo, T) =
"`VN(Vo V)

den dsN exp(-0U(sN; L)) . (31)

Note that the integral over the sm scaled coordinates of the ideal gas yields simply
1. For the sake of compactness we have assumed that the thermal wavelength of the
ideal gas molecules is also equal to A. The total free energy of this combined system
is Ftot = kT ln Q(N,m,V,V0,T). Now let us assume that the 'piston' between the
two subsystems is free to move, so that the volume V of the N-particle subsystem can
fluctuate. Of course, the most probable value of V will be the one that minimizes the
free energy of the combined system. The probability density P(V) that the N-particle
subsystem has a volume V is given by:

VN(Vo lir f AN exp( OU (SN L))
P(V) = (32)

fov° dV' 1711.1 (V0 VI)m f dsN exp(filU(sN; LO)

We now consider the limit that the size of the reservoir tends to infinity (Vo
oo, M co, (m/Vo p). In that limit, a small volume change of the small system
does not change the pressure P of the large system. In other words, the large system
works as a manostat for the small system. In that case we can simplify eqns. 31 and
32. Note that in the limit V/Vo + 0 we can write:

( Vo = Vo'n(1 (V/ V0))rn Vom exp(mV/V0).

Note that for m oo, exp(mV/V0) exp( pV). But, as the reservoir contains
an ideal gas, p can be written as PP. With these substitutions, eqn. 32 becomes:

P (V
VN exp(OPV) f exp( -,w(e; L))

(33)) =
fov° dVl exp(,3PVI) f dsN exp(-13U(sly; LO)
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In the same limit, the difference in free energy between the combined system and the
ideal-gas system in the absence of the N-particle subsystem is the well-known Gibbs
free energy G :

G(N,P,T) = kTln f dVVN exAtrNt3IPV) ds
N

(34)

Equation 33 is the starting point for constant-NPT Monte Carlo simulations. The
idea is that the probability-density to find the small system in a particular configu-
ration of the N atoms (as specified by sN) at a given volume V is given by:

VN (exp-01317) L))
P (V ; sN ) =

fov° dV'V'N exp(-13PV1) f dsN rick ; L'))

We can now carry out Metropolis sampling on the reduced coordinates s and the vol-
ume V, with a weight-function p(sN,V) proportional to exp(-0{U(sN, V) + PV
Ni3-1 ln V}). In the constant-N,P,T MC method, V is simply treated as an addi-
tional coordinate, and trial moves in V must satisfy the same rules as trial moves in
q (in particular, we should maintain the symmetry of the underlying Markov chain).
Let us assume that our trial moves consist of an attempted change of the volume
from V to V' = V + AV, where AV is a random number uniformly distributed be-
tween over the interval [AV,,z, +A Vmax]. In the Metropolis scheme such a random,
volume changing move will be accepted if:

exp(P[U(sN, V') U (sN ,V) P(V' V) N 0-1 ln(Vln(V7V)]) > R , (35)

where R is a random number, uniformly distributed over the interval [0,1]. Instead
of attempting random changes in the volume itself, one might construct trial moves
in the box-length L [14], or in the logarithm of the volume [16]. Such trial moves
are equally legitimate, as long as the symmetry of the underlying Markov chain is
maintained. However, such alternative schemes result in a slightly different form for
eqn. 35.

The frequency with which trial moves in the volume should be attempted is de-
pendent on the efficiency with which 'volume-space' is sampled. If, as before, we
use as our criterion of efficiency: (sum of squares of accepted volume changes)/(CPU
time), then it is obvious that if the frequency with which we attempt moves depends
on their 'cost'. In general, a volume trial move will require that we recompute all
intermolecular interactions. It is therefore comparable in cost to carrying out N trial
moves on the molecular positions. In such cases it is common practice to perform
one volume trial move for every cycle of positional trial moves. Note that, in order to
guarantee the symmetry of the underlying Markov chain, volume moves should not be
attempted periodically after a fixed number (say N) positional trial moves. Rather,
at every step there should be a probability 1/N to attempt a volume move instead
of a particle move. The criteria determining the optimal acceptance of volume moves
are no different than those for particle moves.

A3NN!
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There exists a class of potential energy functions for which volume trial moves are
very cheap: namely, those for which the total interaction energy can be written as a
sum of powers of the interatomic distances:

Un E e(cr/rii)tt
i<j

E 0/(Lsiir , (36)
i<j

or, possibly, a linear combination of such sums (the famous Lennard-Jones potential
is an example of the latter category). Note that Un in equation 36 changes in a trivial
way if the volume is modified such that the linear dimensions of the system change
for L to L':

Un(L')= (L)n Un(L) . (37)
L'

Clearly, in this case, computing the probability of acceptance of a volume-changing
trial move is extremely cheap. Hence such trial moves may be attempted with high
frequency, e.g. as frequent as particle moves. One should be very careful when using
the scaling property (eqn 37) if one uses at the same time a cutoff (say re) on the range
of the potential. Use of eqn. 37 implicitly assumes that the cutoff-radius re scales
with L, such that r = rc(L' The corresponding tail-correction to the potential
(and the virial) should also be recomputed to take into account both the different
cutoff-radius and the different density of the system. Finally, it is always useful to
compute the virial pressure during a constant pressure simulation. On average, the
virial pressure should always be equal to the applied pressure. This is easy to prove
as follows. First of all, note that the virial pressure P(V) of an N-particle system
at volume V is equal to :

ap()avPv(V) =
NT

(38)

In an isothermal-isobaric ensemble, the probability-density P(V) of finding the sys-
tem with volume V is equal to: (exp[f3(F(V) PV)DIZNpT, where ZNPT

dV exp[f3(F(V) PV)]. Let us now compute the average value of the virial
pressure:

< Pv > =
f dV (VP) exp[f3(F(V) PV)]

ZNPT

f dV(P)-1 (8`"(:9-1:,F(11)) exp[-13/11/

ZNPT
f dVP exp[f3(F(V) PV)]

ZNPT
p

The third line in this equation follows from partial integration.

(39)
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Thus far we have limited our discussion of constant-pressure Monte Carlo to pure,
atomic systems. Extension of the technique to mixtures is straightforward. The
method is also easily applicable to molecular systems. However, in the latter case,
it is crucial to note that only the center-of-mass positions of the molecules should be
scaled in a volume move, but never the relative positions of the constituent atoms
in the molecule. This has one practical consequence, namely that the simple scaling
relation (eqn. 37) can never be used in molecular systems with site-site interactions.
The reason is that, even if the center-of-mass separations between molecules scale as
a simple power of the system-size, the site-site separations do not.

5.3 Isotension-isothermal ensemble
The N PT-MC method is perfectly adequate for homogeneous fluids. However, for
inhomogeneous systems, in particular crystalline solids, it may not be sufficient that
the simulation box can change size. Often we are interested in the transformation
of a crystal from one structure to another, or even in the change of the shape of the
crystalline unit cell with temperature or with applied stress. In such cases it is essen-
tial that there is enough freedom in the shape of the simulation box to allow for such
changes in crystal structure without creating grain-boundaries or other highly stressed
configurations. This problem was first tackled by Parrinello and Rahman [17,18] who
developed an extension of the constant-pressure Molecular Dynamics technique intro-
duced by Andersen [19]. The extension of the Parrinello-Rahman method to Monte
Carlo simulations is straightforward (actually, the method is quite a bit simpler in
MC than in MD). To my knowledge, the first published account of constant 'stress'
MC is a paper by Najafabadi and Yip [20]. At the core of the constant-stress MC
method lies the transformation from the scaled coordinates s to the real coordinates
q. If the simulation box is not cubic and not orthorhombic, the transformation be-
tween s and q is given by a matrix h: qc, = hosp. The volume of the simulation box
V is equal to Idethi. Without loss of generality we can choose h to be a symmetric
matrix. In the constant stress MC procedure certain moves consist of an attempted
change of one or more of the elements of h. Actually, it would be equally realistic
(but not completely equivalent) to sample the elements of the metric tensor G = hh,
where h is the transpose of h. If only hydrostatic external pressure is applied, the
constant-stress MC method is almost equivalent to constant-pressure MC [21]. Un-
der non-hydrostatic pressure (e.g. uni-axial stress), there is again some freedom of
choice in deciding how to apply such deforming stresses. Probably the most elegant
method (and the method that reflects most closely the statistical thermodynamics
of deformed solids) is to express all external deforming stresses in terms of the so-
called thermodynamic tension (see e.g. [22]). A discussion of the precise nature of
the statistical-mechanical ensemble corresponding to such 'iso-tension' simulations is
beyond the scope of this introductory text, and the reader is referred to ref. [23] for
details.
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5.4 Grand canonical ensemble
In section 3, we introduced the Metropolis sampling scheme as a method to compute
thermal averages of functions A(qN), that depend explicitly on the coordinates of the
molecules in the N-body system under study. Examples of such 'mechanical' proper-
ties are the potential energy or the virial contribution to the pressure. However, the
Metropolis method could not be used to determine the integral f dqNexp(-0U(qN))
itself. The latter quantity measures the effective volume in configuration space that
is accessible to the system. Hence the original Metropolis scheme could not be used
to determine those thermodynamic properties of a system that depend explicitly
on the configurational integral. Examples of such 'thermal' properties are: the
Helmholtz free energy F, the entropy S and the Gibbs free energy G. However,
although the Metropolis method cannot be used to measure, for instance, free en-
ergies directly, it can be used to measure the difference in free energy between two
possible states of an N-body system. This fact is exploited in the Grand-Canonical
Monte Carlo method (GCMC) developed first implemented for classical fluids by Nor-
man and Filinov [24], and later extended and improved by a number of other groups
[25,26,27,28,29,30,31,32,33]. The basic idea of the GCMC method is explained below.

In order to understand the statistical mechanical basis for the GCMC technique,
let us return to eqn. 31 of section 5.2. This equation gives the partition function of a
combined system of N interacting particles in volume V and m = M N ideal gas
molecules in volume Vo V:

Q(N,m,V, Vo, T) =1/NA(317:1v-IiVn)m den f dsN exp(f3U(sN)) . (31)

Now, instead of allowing the two systems two exchange volume, let us see what
happens if the systems can exchange particles. To be more precise, we assume that the
molecules in the two sub-volumes are actually identical particles. The only difference
is that when they find themselves in volume V they interact and when they are in
volume Vo V, they do not. If we transfer a molecule i from a reduced coordinate
si in the volume Vo V to the same reduced coordinate in volume V, then the
potential energy function U changes from U (sN) to U(sN+1). The expression for the
total partition function of the system, including all possible distributions of the M
particles over the two sub-volumes is:

dsm-N dsN exp(-0U(sN)) . (40)Q(m., 17, 170, T) = A3m pn(Al N)! JN.0

Following the approach of section 5.2, we now write the probability density to find a
system with M N particles at reduced coordinates SM-N in volume V' Vo V
and N particles at reduced coordinates sN in volume V:

VNVIM-Ar

P(sm; N) Q(M,V,W,T)A3m Ar!(M N)! exp( 13U(sN))
(41)

f

a
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Let us now consider a trial move in which a particle is transferred from V' to the
same scaled coordinate in V. First we should make sure that we construct an un-
derlying Markov that is symmetric. Symmetry, in this case, implies that the a priori
probability to move a particle from V' to V should be equal to the a priori proba-
bility of the reverse move. The probability of acceptance of a trial move in which we
move a particle to or from volume V is determined by the ratio of the corresponding
probability densities (eqn. 41):

PN.N-1-1
V(M N)

= V'(N +1)
exp( --f3(U(sN+1) U(e))) (42)

PN+io.r = exp( U(sN+1))) . (43)

Now let us consider the limit that the ideal gas system is very much larger than the
interacting system: M 4 oo, V' oo, (M IV') + p. Note that for an ideal gas the
chemical potential it is related to the particle-density p by: p = kTln A3p. Therefore,
in the limit (MIN) oo, eqns. 42- 43 become:

PN-.N-F1

PN-E1--.N

V
=

N + 1A-3
exp(Oft) exp( 13(U(sN+i ) U(sN)))

=
(N + 1)A3

exp( Pit) exp( 0(U(sN) U(sN+1))) .
V

(44)

(45)

In the Metropolis scheme, an attempted particle addition to (removal from) volume V
is accepted if PN_,N-I-1> R (PN-Fi,N > R.), where R. is a random number uniformly
distributed in the interval [0,1].

Equations 44-45 are the basic equations for Grand Canonical Monte Carlo simula-
tions. Acceptable trial moves are: i) the random insertion of an additional particle at
any point in volume V, it) the random removal of any of the N particles in volume V.
In addition, the particles in volume V can sample the accessible configuration-space
by conventional Monte Carlo sampling. Note that in equations 44- 45 all explicit
reference to the ideal-gas system has disappeared. The rules only refer to the system
of volume V.

The most salient feature of the GCMC technique is that in such simulations the
chemical potential it is imposed, while the number of particles N is a fluctuating
quantity. During the simulation we may measure other thermodynamic quantities,
such as the pressure P, the average density < p > or the internal energy < U >. As
we know it, we can derive all other 'thermal' properties, such as the Helmholtz free
energy or the entropy. This may seem surprising. After all, in section 3 we stated
that Metropolis sampling cannot be used to sample absolute free energies and related
quantities. Yet, with Grand Canonical MC we appear to be doing precisely that.
The answer is that, in fact, we do not. What we measure is not an absolute but a
relative free energy. In GCMC, we are equating the chemical potential of a molecule

V'(N + 1)
N)

.1
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in an ideal gas at density p (for the ideal-gas case we know how to compute A) and
the chemical potential of the same species in an interacting system at density p'.

Grand canonical MC works best if the acceptance of trial moves by which particles
are added or removed is not too low. For atomic fluids this condition effectively limits
the maximum density at which the method can be used to about twice the critical
density. Special tricks are needed to extend GCMC to somewhat higher densities [31].
GCMC is easily implemented for mixtures and inhomogeneous systems, such as fluids
near interfaces. In fact, some of the most useful applications of the GCMC method
are precisely in these areas of research. Although GCMC can be applied to simple
models of non-spherical molecules, it converges very poorly for all but the smallest
polyatomic molecules. For more details on the Grand Canonical Monte Carlo method,
the reader is referred to the book by Allen and Tildes ley [4] and a review paper by
Frenkel [34].

5.5 Gibbs ensemble
After struggling through the two previous sections, the reader may well wonder what
makes simulations at constant P or constant ji so desirable. One important reason,
though not the only one, is that the condition for coexistence of two or more phases
I , I I , is that the pressure of all coexisting phases must be equal (Pr = Pu = =
P), as must be the temperature (T1 = TI1 = = T) and the chemical potentials
of all species (4 = = = p."). Hence one might be inclined to think that the
best ensemble to study would be the 'constant-APT ensemble'. The quotation marks
around the name of this 'ensemble' are intentional, because, strictly speaking, no
such ensemble exists. The reason is simple: if we specify only intensive parameters,
such as P,T and it, the extensive variables (such as V) are unbounded. Another way
to say the same thing is that the set P,T, is linearly dependent. In order to get a
decent ensemble, we must fix at least one extensive variable. In the case of constant-
pressure MC this variable is the number of particles N, while in Grand Canonical
Monte Carlo the volume V of the system is fixed.

Recently, however, Panagiotopoulos [35] has developed a new Monte Carlo scheme,
called the 'Gibbs method', that comes very close to achieving the impossible: namely
simulating phase equilibria under conditions where the pressure, temperature and
chemical potential(s) of the coexisting phases are equal. The reason that this method
can work is that, although the difference between chemical potentials in different
phases is fixed (namely, at All = 0), the absolute values are still free to change.
Below we shall show how the Gibbs method can be derived using the description
developed in the previous sections.

We start our discussion by recalling the expression for the partition function for a
system of M particles distributed over two volumes V and V' = Vo V, i.e. eqn. 40
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in section 5.4:

Q(M,V,V,T)= E Aviim(lf N)!N.o

VNVIM-N f dSN exp(-0U(sN)) .

In the previous section we assumed that the particles in volume V' behaved as ideal-
gas molecules. Now we consider the case that the particles in both volumes are
subject to the same intermolecular interactions. In that case, the partition function
becomes:

itc VNVIM-NE
N.o A3mN!(M N)!

fdsm-N exp(-0U(sN)) f dsN exp(-0U(sN)) . (46)

We now allow trial moves to transport particles from one sub-system to the other.
Using the results of the previous section, it is easy to see that the probability ratio
associated with a trial move that transfers one particle from volume V' to volume V
is given by:

PN-,N+1 VqN +1)
exp(-0[U(sN+1;V)U(sN;V)+U(sm-N-1;V')U(sm-N;V')]).

V(M N)
(47)

The corresponding expression for the reverse trial move follows by making the ap-
propriate substitutions in eqn. 48. As before, the acceptance or rejection of this trial
move can be decided by comparing P with a random number in the interval
[0,1]. At this stage, we could set up a Monte Carlo simulation in which we allow trial
moves that transfer particles from V to V' and vice versa. In the course of such a
simulation, the distribution of particles over V and V' would become such that both
subsystems are at the same chemical potential. This may correspond to a situation
where both subsystems have the same density and pressure, but this need not be the
case. For example, if the overall density of the total system (M/V0), corresponds
to a point in the two-phase region of a first-order phase transition, the two sub-
systems may end up in different phases (which is desirable), at different pressures
(which is undesirable). In order to ensure that the two subsystems are always at
the same pressure, the Gibbs method also allows for volume changing moves. These
may either keep the total volume 1/0 fixed (this was the formulation of the original
paper of Panagiotopoulos [35]), or the two systems may both be in contact with a
constant-pressure bath at pressure P (this generalization is described in a subsequent
paper by Panagiotopoulos et al. [36]). Both methods follow directly from the discus-
sion in section 5.2. For the sake of completeness we write down the expressions for
the probability ratios associated with a volume-changing move in the constant-V0

- f
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ensemble:

P(V + V + A V,IP AV) =
exp(MUN(V + AV) UN(V) + AV) Uhr_N(11]).
exp[Nln((V AV)/V) (M N)ln((V' AV)/V')] . (48)

In the constant-P ensemble volume changing moves on the two subsystems can be
carried out independently. The probability of acceptance of such trial moves is given
directly by eqn. 35 of section 5.2. Of course, this constant-P method can only be
applied to systems containing two or more components because in a one-component
system, the two-phase region is a line in the PT-plane. Hence, the probabibility that
any specific choice of P and T will actually be at the phase transition, is vanishingly
small. In contrast, for two-component systems, the two-phase region corresponds to
a finite area in the P T-plane.

Note that in either formulation of the Gibbs method, the total number of par-
ticles is fixed. The method can be extended to study inhomogeneous systems [37]
and is particularly suited to study phase equilibria in multicomponent mixtures and
equilibria across semi-permeable membranes [36]. The great advantage of the Gibbs
method over the conventional techniques to study phase-coexistence is that in the
Gibbs method the system spontaneously 'finds' the densities and compositions of
the coexisting phases. In contrast, the conventional approach was, for instance, to
compute the relevant chemical potentials as a function of pressure at a number of
different compositions (this might require an appreciable number of simulations),
and then construct the coexistence line. Although there still remain areas where the
Gibbs method in its present form cannot be applied (e.g. phase equilibria involving
solids), it seems clear that for the study of most fluid-fluid phase equilibria, the Gibbs
method has effectively made all earlier methods obsolete.

6 Virtual moves
In the previous sections we have been discussing several Monte Carlo schemes that
all aimed to sample thermal averages in one ensemble or another. The procedure by
which this was achieved was by some kind of random walk through configuration-
space, where the probability of acceptance of a trial move from one configuration
to another was determined by the ratio of the probabilities of these configurations.
In the present section we discuss a number of sampling schemes in which certain
trial moves are attempted but never accepted!. I realize that such a scheme sounds
very much like an exercise in futility. In fact, it is nothing of the sort, as I hope to
demonstrate below.

4 V'
Unf_N(V'

+ -I-
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6.1 Particle insertion method
Our first example of a Monte Carlo technique employing virtual moves concerns the
so-called 'particle-insertion' method (often referred to as the Widom-method [38]) to
measure the chemical potential it of a species in a pure fluid or in a mixture. The
statistical mechanics that is the basis for this method is quite simple. Consider the
definition of the chemical potential pa of a species a. From thermodynamics we know
that it is defined as:

OG

aN )
( aF)

aN ) VT

( as)
ON)VE

(49)

Where G , F and S are the Gibbs free energy, the Helmholtz free energy and the
entropy, respectively. Here, and in the next few paragraphs we focus on a one-
component system, and hence we drop the subscript a. Let us first consider the
situation at constant NVT. If we express the Helmholtz free energy of an N-
particle system in terms of the partition function QN (eqn. 30), then it is obvi-
ous from eqn. 49 that, for sufficiently large N the chemical potential is given by:

= kT ln(Q N4.11Q N). If we use the explicit form (eqn. 30) for QN, we find:

it = kT ln(Q N+1 1 Q N)
V dsN +' exp( OU(sN+1)))

= kT ln kTln
A3(N + 1)) f dsN exp(-13U(s1)) )

= Aid(V) + Pe. (50)

In the last line of eqn. 50, we have indicated the separation in the ideal-gas contribu-
tion to the chemical potential, and the excess part. As pid(V) can be evaluated ana-
lytically, we focus on ite.. We now separate the potential energy of the N 1-particle
system into the potential energy function of the N-particle system, U(sN), and the
interaction energy of the N 1-th particle with the rest: AU ,U(sN U(sN).
Using this separation, we can write pez as:

tlew = kTln < ds N+1 exp( fl AU) >N (51)

where < >N denotes canonical ensemble averaging over the configuration space
of the N-particle system. The important point to note is that equation 51 expresses

as an ensemble average that can be sampled by the conventional Metropolis
scheme. There is only one aspect of this equation that makes it different form the
averages that we considered before, namely the fact that we compute the average of
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an integral over the position of particle N 1. This last integral can be sampled
by brute-force (unweighted) Monte Carlo sampling. In practice the procedure is as
follows: we carry out a perfectly normal constant NV T Monte Carlo simulation on
the system of N particles. At frequent intervals during this simulation (for instance,
after every MC trial move) we randomly generate a coordinate sN+1, uniformly over
the unit cube. With this value of sN+1, we then compute exp(-0AU). By averaging
the latter quantity over all generated trial positions, we obtain the average that
appears in eqn. 51. So, in effect, we are computing the average of the Boltzmann
factor associated with the random insertion of an additional particle in an N-particle
system, but we never accept any such trial insertions, because then we would no
longer be sampling the average needed in eqn. 51. The Widom method is a very
powerful method to compute the chemical potential of (not too dense) atomic and
simple molecular liquids. Its main advantage is its great simplicity, and the fact
that it can be added on to an existing constant-NVT MC program, without any
modifications to the original sampling scheme: we are simply computing one more
thermal average. There is something else about the Widom method that makes
it appealing, but that has nothing to do with computationally efficiency: it really
provides an insight into the meaning of the chemical potential. An insight that is often
hard to extract from most text-books on statistical thermodynamics. The extension
of the Widom method to other ensembles, in particular NPT"and NV E is relatively
straightforward. However, it would be incorrect simply to apply equation 51 to these
other ensembles. As this point is not always fully appreciated in the literature, I
shall briefly discuss the application of the Widom method to the NPT-ensemble (see
refs. [39,40]) and to the NVE-ensemble (see ref. [34]). To derive the expression for
the chemical potential in the NPT-ensemble, we start from eqn. 34:

G(N , P,T) = kT ln f dV PV)
ds

N
e (-43U(sN; V)) .

A3NN!

We must evaluate p = (aG/aN)PT. Entirely analogously to the NVT case we find
that p = G(N 1, P,T) G(N , P,T) equals:

V= kT ln <
A3(N + 1)

dsNi >

PV
kT ln(kT 1 (A3 P)) kT ln <

(N 1)kT
f dsN+1 exp( AU) >

= pid(P) p(P) (52)

Two points should be noted: first of all we now define the ideal gas reference state
at the same pressure, rather than at the same average density as the system under
study. And secondly, the fluctuating quantity that we are averaging is no longer
exp(-0AU), but V exp(-0AU). In practice, one should only expect the fluctuating
volume term in eqn. 52 to be important if large volume fluctuations are possible,
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for instance in the vicinity of phase transitions. But chemical potentials are often
calculated precisely to locate such phase transitions.

In the constant-NVE ensemble, i.e. the one probed by conventional Molecular
Dynamics simulations, we start from the relation: AIT = ION)vE. In the
microcanonical ensemble, the entropy S is related to 0(N, V, E), the total number of
accessible states, by the famous relation S = k ln 11(N, V, E). The classical expression
for D(N, V, E) is:

1
D(N, V, E)

h3N N! I
8(H(pN (IN) E)dpN dqN . (53)

Again the derivation proceeds much as before, but for the fact that we must now
compute D(N -1- 1, V, E)I12(N,V, E). This is slightly more cumbersome (see [34]) and
we only quote the final result:

= 1n{< T >-312< T312 exp( 1 kT) >1 , (54)

where T is the (fluctuating) temperature (as determined from the instantaneous ki-
netic energy of the particles). Such fluctuations tend to be large where the heat
capacity of the system is large (see ref. [41]).

The particle insertion method can be modified to measure the difference in chem-
ical potential between two species a and # in a mixture. In this case a trial move
consists of an attempt to transform a particle of species a into species i3 (without,
of course, ever accepting such trial moves). For more details, the reader is referred
to refs. [39,40]. Let us finally mention that the particle insertion and swapping tech-
niques are not limited to the measurement of chemical potentials. In fact, a wide class
of partial molar quantities (such as, for example the partial molar enthalpy ha or the
partial molar volume va) can be measured in this way. For details, see refs. [40,42]

The particle insertion method fails under the same conditions where Grand Canon-
ical Monte Carlo simulations become inefficient, and for the same reason: namely that
the probability of 'accepting' a trial insertion becomes very small. Techniques exist
to improve the acceptance of trial moves (see e.g. ref. [34]), but the disadvantage
of most such schemes is that they tend to make the particle-insertion method more
complicated to use.

6.2 Overlapping distribution method
The reader may wonder why, in the previous section, we have only been discussing
trial move that attempt to add a particle to the system, and not the reverse move.
After all, the excess chemical potential can also be written as:

= kT ln(Q N 1 Q N+1)

= Aid kTln < exp(-1-13AU) >N+1 (55)

f3pe.
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where AU denotes the interaction energy of particle N + 1 with the remaining N
particles. It would seem that eqn. 55 can be sampled by straightforward Metropolis
Monte Carlo. In general, however, this is not true. The reason is that the function
exp(OAU) is, in principle not bounded. It can become arbitrarily large, as AU grows.
(Incidentally, this is not true for exp( PAU), because one of the conditions that
a system must satisfy in order to be describable by classical statistical mechanics
is that its the potential energy function has a lower bound). The problem with
equation 55 is that very large values of the integrand coincide with very small values
(0(exp(-3AU)) of the Boltzmann factor (that determines how often a configuration
is sampled during a Monte Carlo run). As a consequence, an appreciable contribution
to the average in eqn. 55 comes from a part of configuration space that is hardly ever,
or indeed never, sampled during a run. Hard spheres offer a good illustration. As the
potential energy function of non-overlapping hard spheres is always zero, a simple
Monte Carlo sampling of eqn. 55 for a dense fluid of hard spheres would always
yield the nonsensical estimate /42 = 0 (in fact, at freezing, kte./kT ,-- 15). The
correct way to obtain chemical potentials from simulations involving both particle
insertions and particle removals has been indicated by Shing and Gubbins [43,44].
However, I find it convenient to discuss this problem in the context of a more general
technique to measure free energy differences, first introduced by Bennett [45], called
the overlapping distribution method.

Consider two N-particle systems, labeled 0 and 1 with partition functions Qo and
Qi. For convenience we assume that both systems have the same volume V, but this
is not essential. From eqn 30 it follows that the free energy difference AF = F1 Fo
can be written as:

AF = kTln(Qi/Q0)

= kTln ( f dsN exp( 13U1(sN
(56)

)))
f dsN exp()3U0(sN)))

Suppose that we are carrying out a (Metropolis) sampling of the configuration space
of system 1. For every configuration visited during this sampling of system 1 we can
compute the potential energy of system-0 (Uo(sN)) for the same configuration, and
hence the potential energy difference AU = U1(sN)U0(sN). We use this information
to construct the a histogram that measures the probability density for the potential
energy difference U. Let us denote this probability density by pi(AU). ih the
canonical ensemble, pi(AU) is given by:

f dsN exp()3U1)6(Ui U0 AU)
pi(AU) = , (57)

qi

where we have denoted the scaled, configurational part of the partition function by a
lower-case q (e.g. q1 = f dsN exp(PUI(sN))). The 8-function in eqn. 57 makes that

-
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we can substitute Uo + AU for U1 in the Boltzmann factor, hence:

pi(AU)
f dsN exp()3(Uo + 6,1.1))5(U1 NAU)

=
qi

= exp(-0AU)f
dsN exp(-13U0)8(Ili [MAU)qo

41 qo
qo= exii(-06N)Po(AU) ,
qi

(58)

where po(AU) is the probability density to find a potential energy difference AU
between systems 1 and 0, while Boltzmann-sampling the available configurations of
system 0. As the free energy difference between systems 1 and 0 is simply AF =
kTln(q1/ go), we find from equation 58:

lnpi(AU) = i3(AF AU) + lnpo(AU) . (59)

In order to obtain AF from eqn. 59 in practical cases, it is convenient to define two
functions 10 and fi by:

and

such that

MAU) = lnpo(AU)
f3AU

2

MAU) = lnp1(AU) + /362J1

MAU) = MAU) + )3AF
Suppose that we have measured fo and 11 in two separate simulations (one sampling
system 0, the other system 1). We can then obtain AF by fitting the functions fo
and h to two polynomials in AU that are identical but for the constant term. The
constant offset between the two polynomials yields our estimate for AF. Note that,
in order to perform such a fit, it is not even necessary that there exists a range of
AU where both fo and h can be measured. However, in the absence of such a range
of overlap, the statistical accuracy of the method is usually poor.

Now consider the particle insertion/removal problem. Let us assume that system
1 is a system with N interacting particles, while system 0 contains N 1 interacting
particles and 1 ideal-gas particle. The difference in free energy between these two
systems is obviously equal to 142. Applying eqn. 59 to this particular case, we find:

Aite. = MAU) MAU) . (60)

Eqn. 60 is equivalent to the result obtained by Shing and Gubbins. Using the overlap-
ping distribution method it is possible to combine the results of simulations with trial
insertions and trial removals to arrive at a more accurate estimate for the chemical
potential.

.
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We end this section with the description a rather different application of vir-
tual Monte Carlo moves, namely a method to measure the pressure of a system in
a simulation at constant volume. Usually, of course, the pressure is determined by
measuring the virial of the force (see [4]). However, for certain classes of intermolec-
ular interactions (e.g. complicated non-pairwise additive potentials or non-spherical
hard-core interactions) the Monte Carlo sampling of the virial may be problematic.
In such cases it may be advantageous to measure the pressure, using a finite difference
version of the relation P = IOV)NT, i.e. P (AFI AV)NT. To this end, we
must compute the free energy difference between a system at volume V and the same
system at a smaller volume V' = V + V. Using the extension of eqn. 56 to the
situation where the volume of system 1 is V' and the volume of system 0 is V, we
obtain:

or:

AF kT
= In(Qi/Q0)AVAV

kT CV' f dsN exp(-0U(sN;
AV n VN f dsN exp(--f3U(sN; V)) )

kTP = Pid
AV In < exP( AU (sN )) >

(61)

(62)

where AU U(sN;V)U(sN; V'). Note that eqn. 62 resembles the particle-insertion
method: the pressure is related to the probability of acceptance of a volume-changing
move. For more details, see [16].

7 Phase transitions
The study of phase transitions by computer simulation has grown to become a subject
in its own right to which entire books are devoted (see e.g. [46]). The reason is not
so much that unconventional methods of computer simulation are involved in such
studies, but rather that a numerical study of the precise location and character of
a phase transition often requires a lot subtle analysis. In other words, it is not a
matter of how to compute but what. Actually there is quite a difference between
the tools used to study first-order phase transitions and those applied to analyse
critical phenomena near continuous phase transitions. In this section we shall discuss
first order phase transitions in some detail. In contrast, we shall devote only a
few remarks to continuous transitions. This may seem inappropriate, because the
technical problems involved in the numerical analysis of critical phenomena are much
more complex (see, for instance the book by Binder [47] and ref. [46]). The reason why,
in the present lectures, I devote relatively little attention to the fascinating subject
is the following. In order to study critical phenomena by computer simulation it
is necessary to study the growth in amplitude and extent of critical fluctuations in
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some quantity or other. To get meaningful results it is desirable to see the range
of these fluctuations vary with temperature (say) by at least a decade or two. In
very simple three-dimensional models systems (often models of spins on lattices)
this is just (and sometimes, just not) feasible with the fastest of today's computers.
Not surprisingly, the numerical study of critical phenomena in realistic models for
molecular systems is simply not possible (at least, not yet). A possible exception are
effectively two-dimensional systems, such as adsorbed (mono)layers. There is another
reason why I do not wish to devote too much attention to the simulation of critical
phenomena in molecular systems: namely the fact that critical phenomena can be
grouped in universality classes. This means that the characteristic critical behaviour
depends on the dimensionality of the system and on the mathematical properties
of the 'order parameter' that distinguishes the two phases. In some cases it may
make a difference whether or not the intermolecular interactions are long-ranged.
But apart from that, the specific nature of the intermolecular interactions is believed
to be totally irrelevant for the critical behaviour. Unless you have strong reasons to
doubt this 'central dogma' of renormalization group theory, you would be ill-advised
to spend prodigious amounts of computer time to measure critical exponents in a
realistic molecular model for, say, a liquid crystal.

7.1 First order phase transitions
In sections 5.5 and 6.1 it was mentioned on several occasions that knowledge of 'ther-
mal' quantities, such as p, is usually necessary to locate the coexistence line for a
first-order phase-transition. At first sight knowledge of p may appear superfluous.
After all, a computer simulation mimics the behaviour of a real solid or liquid. If
the simulation is ergodic it should spontaneously transform to whatever phase is
thermodynamically most stable, and then we would know all there is to know. Un-
fortunately, this approach does not work. At least, not for phase transitions involving
three-dimensional solids. At a solid-solid or solid-liquid phase transition very strong
hysteresis effects are usually observed in a simulation. In fact, it is very difficult
to nucleate a crystal from a liquid during a simulation. Hence, to locate the point
where two phases coexist, we must compute the chemical potential of the homoge-
neous phases at the same temperature and pressure and find the point where the
two p's are equal. For not too dense fluids, one might use the Gibbs method 5.5 to
allow the computer to find this point. However, the latter method does not work for
phase transitions involving solids. In such cases we really must compute p. General
methods to compute it and related thermal quantities by computer simulation are
discussed in the lectures of de Lorenzi and in ref. [34]. In the present section I wish
to describe a simple, and usually reliable, method to compute the free energy F (and
hence /.1).

Let us first recall how free energies are measured in real experiments. In the real
world free energies cannot be obtained from a single measurement either. What can
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be measured, however, is the derivative of the free energy with respect to volume V
and temperature T:

and

(aF\
W)NT P

aFIT = E .
011T)

(63)

(64)

Here P is the pressure and E the energy of the system under consideration. The trick
is now to find a reversible path that links the state under consideration to a state of
known free energy. The change in F along that path can then simply be evaluated by
integration of eqns. 63 and 64. There are only very few thermodynamic states where
the free energy of a substance is known. One state is the ideal gas phase, the other
is the perfectly ordered ground state at T = OK.

In computer simulations, the situation is quite similar. In order to compute the
free energy of a dense liquid, one may construct a reversible path to the very dilute
gas phase. It is not really necessary to go all the way to the ideal gas. But at least one
should reach a state that is sufficiently dilute that the free energy can be computed
accurately, either from knowledge of the first few terms in the virial expansion of the
compressibility factor PVI(NkT), or that the chemical potential can be computed
by other means (see section 6.1 and 6.2). For the solid, the ideal gas reference state
is less useful (although techniques have been developed to construct a reversible path
from a dense solid to a dilute (lattice-) gas [48]). The obvious reference state for
solids is the harmonic lattice. Computing the absolute free energy of a harmonic
solid is relatively straightforward, at least for atomic and simple molecular solids.
However, not all solid phases can be reached by a reversible route from a harmonic
reference state. For instance, in molecular systems it is quite common to find a
strongly anharmonic plastic phase just below the melting line. This plastic phase is
not (meta-) stable at low temperatures.

Fortunately, in computer simulations we do not have to rely on the presence of
a 'natural' reversible path between the phase under study and a reference state of
known free energy. If such a path does not exist, we can construct an artificial path.
This is in fact a standard trick in statistical mechanics (see e.g. [49]). It works as
follows: Consider a case where we need to know the free energy F(V,T) of a system
with a potential energy function U1, where U1 is such that no 'natural' reversible
path exists to a state of known free energy. Suppose now that we can find another
model system with a potential energy function U0 for which the free energy can be
computed exactly. Now let us define a generalized potential energy function U(A),
such that U(A = 0) = U0 and U(A = 1) = U1. The free energy of a system with this
generalized potential is denoted by F(A). Although F(A) itself cannot be measured
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directly in a simulation, we can measure its derivative with respect to A:

(aF) ,atI(A),
k PIVTA

i NVTA aA
(65)

If the path from A = 0 to A = 1 is reversible, we can use eqn. 65 to compute the
desired F(V,T). We simply measure < aulaA> for a number of values of A between
0 and 1. Typically, 10 quadrature points will be sufficient to get the absolute free
energy per particle accurate to within 0.01kBT. It is however important to select a
reasonable reference system. One of the safest approaches appears to be to choose
as a reference system an Einstein crystal with the same structure as the phase under
study [50]. This choice of reference system makes it extremely improbable that the
path connecting A = 0 and A = 1 will cross an (irreversible) first order phase transition
from the initial structure to another, only to go back to its original structure for still
larger values of A. Nevertheless, it is important that the parametrization of U(A) be
chosen carefully. Usually, a linear parametrization (i.e. U(A) = AU1 + (1 A)U0 ) is

quite satisfactory. But occasionally such a parametrization may lead to weak (and
relatively harmless) singularities in eqn. 65 for A -4 0. More details about such free
energy computations can be found in ref. [34].

Similar techniques can be used to locate first-order phase transitions involving
phases with partial order (e.g. liquid crystals). For details, the reader is referred to
refs [51,52,53]

7.2 Continuous phase transitions
As indicated in the introduction to section 7, our discussion of computer simula-
tions of critical phenomena in realistic models of molecular systems is biased. At
present, there seems to be little scientific justification for the tremendous expendi-
ture of computer-time that would be required. This does not mean that you should
stay away from continuous phase transitions, but simply that a study of the true crit-
ical regime is not advisable. Note, however, that this regime is usually quite narrow
(certainly by MC/MD standards) and that there is a lot of interesting physics to be
learned from simulations that study the behaviour of molecular systems near, but

not very near, such phase transitions.
In the present section, I mention some of the problems that you may run into when

the system that you study is approaching a continuous phase transition. Usually,

continuous phase changes are symmetry-breaking transitions. The two phases on
either side of such a transition are distinguished by the fact that in one phase there
is some kind of ordering that is absent in the other. It is convenient to quantify
the degree of ordering by an 'order parameter' 0, i.e. a property of the system that
vanishes on average in the disordered phase but is non-zero in the ordered phase. An
example the net magnetization in a ferromagnetic material. The first manifestation
of the vicinity of a critical point is that the fluctuations of 0 in the disordered phase

k
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grow in amplitude and, at the same time, persist longer. This makes it more difficult
to obtain reliable estimates for those properties that depend on 0, because such
fluctuations affect the statistical accuracy of our MC results. In fact, for a simulation
of a given length, the estimated variance in the Monte Carlo estimate of a quantity
A goes as [54,55,4]:

(2n`A/n)<
A2 A >2

< A >2 < A >2 (66)

where < (AA,)2 > is the expected variance in the MC estimate of A, n is a measure
for the length of the run (expressed in trial moves per particle, say) and ncA is a
measure for the 'decay time' (expressed in the same units) of spontaneous fluctuations
in A. As both ncA and < A2 > < A >2 may diverge on approach of a continuous
phase transition, very long runs may be needed to gather enough statistics on all
quantities of interest.

But things are even worse. As the continuous phase transition is approached
the fluctuations in the order parameter 0 tend to be correlated over an increasingly
large distance, characterized by the 'correlation length' Clearly, in order to sample
critical fluctuations correctly, the diameter of the simulation box must be considerably
larger than So, close to a continuous phase transition, not only do we have to carry
out longer runs, but at the same time we must go the larger systems. Finally, as if
to add insult to injury, the critical fluctuations have one final card to play. If we
go to larger system sizes, the persistence time of the critical fluctuations increases.
Not too close to the transition this increase is proportional to the square of the box-
size, but very close to the transition this divergence will even be worse. All these
factors combined explain why the numerical study of critical phenomena in three
dimensional systems require extraordinary care and considerable computer power,
even for the very simplest Ising models.

Returning now to molecular systems, the question is: what to do if you approach
something that looks like a continuous phase transition? The first thing we wish
to know, of course, is if the transition is indeed continuous or not. Although pow-
erful 'finite-size scaling' techniques have been developed specifically to answer such
questions [46,47], such calculations are usually prohibitively expensive when applied
to molecular systems (see however [56]). Hence, in general, we cannot even tell the
order of the phase transition that we are approaching. It may be either continuous,
or weakly first-order. However, there are many instances where the difference really
does not matter: it really depends on what you are interested in. If it is the overall
phase diagram that you are after, then not knowing if a given phase transition is
continuous is like being a cartographer who makes a map of Spain without indicating
if, at Torremolinos, the land ends in a beach or a cliff. Of course, the matter is not
without interest to some, but you can have a good knowledge of the geography of
Spain without knowing this.

So, if you run into something that may or may not be a continuous phase transi-
tion, then the first thing to do is to decide whether or not you really need to know
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the answer (at this stage). If not, proceed with simulations using the same system
size that you used for the bulk phases. Even so, the (almost) critical fluctuations
will make it difficult enough to get reasonable statistics on, say, the equation-of-state
around the phase transition. Only after you have gained a good understanding of all
the different phases that your model system may exhibit, comes the time to decide
if you wish to know more about the phase transition itself.

8 Conclusions
At the end of these lecture notes on Monte Carlo techniques, the most important
question remains to be asked: Why Monte Carlo ? After all, Molecular Dynam-
ics simulations can be used to simulate molecular systems just as well, and often
better. Indeed, all other things being equal, the Molecular Dynamics method is cer-
tainly preferable, because it yields information not just about the static equilibrium
properties but also about the transport coefficients of the system under study (see
the lecture notes by Ladd). Even if you are not interested in the dynamics, MD is
preferable to MC when simulating systems subject to constraints (large, non-rigid
molecules (see section 4.2.3) are just one example). In all other cases, the choice
between MC and MD should be based on a comparison of the relative efficiency of
the two techniques. As it turns out, there are quite a few problems where phase-
space is sampled much more efficiently by Monte Carlo simulation than by Molecular
Dynamics. This happens, for instance, if the system has certain modes of vibration
that are weakly coupled to the remaining degrees of freedom. This is quite a common
phenomenon in a low-temperature solid or glass, where long-wavelength phonons may
have very long life-times. Another example is a high-frequency internal vibration of
a molecule. Energy exchange between such a mode and the other degrees of freedom
may be extremely slow in a MD simulation. In contrast, Monte Carlo does not suffer
from such equilibration problems. Another situation where the 'unphysical' nature of
Monte Carlo moves can be exploited is in (binary) mixtures, in particular when the
interdiffusion of the two species is slow (see 4.3). However, Monte Carlo is often not
the most efficient technique to sample phase-space. There are many cases where the
route from one pocket in phase-space to another requires a collective rearrangement
of the coordinates of many particles. Examples are: conformational changes in large
molecules or structural phase-transitions in solids. In such cases, Molecular Dynamics
often finds a 'natural' reaction-path from one state to the other, where random and
uncorrelated Monte Carlo trial moves are much less successful. One possible solution
to this problem would be to use 'smart' Monte Carlo [57,4], but only if you believe
that straightforward MD will not do the job.

Finally, there may be a very mundane, though not altogether respectable reason
for preferring Monte Carlo simulations. It may simply be that, as the potential energy
functions that are used become more sophisticated, and the mathematical functions
that describe these quantities grow more complex, the explicit evaluation of the forces
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and torques for a Molecular Dynamics program becomes quite cumbersome. This
implies that there is a distinct risk of introducing human errors in the MD code,
unless computer-algebra is used to derive the correct expressions. In such cases it is
safest to start with a Monte Carlo simulation.

Suggested Literature
Almost everything written in these notes can be found in the (very extensive) litera-
ture on Monte Carlo simulations. In the text I have referred to only a small fraction
of the papers that could have been mentioned. Below, I list a few books and review
articles that may help the reader find his or her way in this field.

First, a few books about the numerical techniques: A good discussion of Monte
Carlo sampling (with examples) can be found in Koonin: 'Computational Physics' [58].
The discussion of (quasi)random-number generators in 'Numerical Recipes' [5] reads
like a novel. A discussion of Monte Carlo simulations with emphasis on techniques
relevant for atomic and molecular systems may be found two articles by J. Val leau
et al. in 'Modern Theoretical Chemistry' (volume 5) [59]. The books by Binder [47]
and Mouritsen [46] emphasize the application of MC simulations to discrete system
and discuss in detail the analysis of critical phenomena. Real textbooks that discuss
the nuts and bolts of MC simulations are the book by Heermann [60] and the book
by Allen and Tildes ley [4]. The latter book gives more details, in particular on the
simulation of realistic molecular models. Finally, quite a few of the articles referred
to in the present paper can be found in an annotated reprint collection, edited by
Ciccotti et al. [61].
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