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Chapter 1

General introduction

The field of computing science has proven to be a field with a wide range of applica-
tions. Collaborations with other research fields are becoming more and more common,
of which the current dissertation is a proof. This dissertation is the result from a col-
laboration between the veterinary field and computing science, and reports on the
development of systems for the early detection of diseases in (groups of) animals.
More specifically, the dissertation has egg-laying hens for its field of application, and
the early detection of Low Pathogenic Avian Influenza [16, 118] in these poultry for its
research focus; several parts of this dissertation will therefore focus on poultry-related
aspects. Despite this focus, the dissertation reports computing science research and
offers general techniques which can be used for a wide spectrum of veterinary and
medical challenges involved with early detection.

In the poultry veterinary field, the early detection of Low Pathogenic Avian Influenza,
or LPAI for short, is becoming increasingly important. LPAI is an endemic virus in
wild fowl, but does not necessarily cause discomfort with all types of birds upon
infection. Wild ducks for example, can carry the virus without suffering from it, but
they can infect poultry. Infection of the poultry can occur by drinking from a water
reservoir in which the virus is present via excreta of infected wild fowl, or when the
poultry is otherwise in direct contact with these excreta. With the trend of poultry
farms becoming more and more free-range, contact between wild fowl and poultry
in these farms becomes easier, thereby increasing the probability of infection in the
production flock.
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LPAI in itself is not dangerous, but specific subtypes of the virus have the potential
of mutating to High Pathogenic Avian Influenza [123], or HPAI for short, which is
highly lethal for poultry, and can challenge human health as well. How exactly the
mutation from LPAI to HPAI occurs is a topic of ongoing research, but researchers
agree that it probably happens upon transmission from one bird to another, with a
higher probability of it mutating when it is transferred from one species to another.
No cure is known for HPAI, and once HPAI is detected in a flock, all birds have to
be culled immediately in order to prevent the virus from spreading to other flocks.
In 2003 a large HPAI outbreak took place in the Netherlands [33, 115], during which
poultry of numerous farms were infected and several millions of birds had to be culled
to control the outbreak. Since the LPAI virus of the subtypes H5 and H7 are known
to have the potential of mutating to HPAI, a flock infected with one of these subtypes
of LPAI has to be culled as well to reduce the risk of introduction of HPAI. Culling of
both HPAI-infected and LPAI-infected flocks of the subtypes H5 and H7 is mandatory
by law. In fact, when an infection with either type of AI is suspected, a veterinarian
is obliged to report to the government [129, 22]. HPAI and LPAI are frequently called
notifiable; LPAI of the subtypes H5 and H7 therefore is referred to as Low Pathogenic
Notifiable Avian Influenza, or LPNAI for short, as well.

Determining if a flock of poultry is infected with an LPAI virus requires tests in a
laboratory setting [48, 122], which take time before the final results are available.
Up to that moment the LPAI virus can spread freely through the flock and between
flocks. With LPAI being a virus causing only moderate clinical symptoms, if at all,
and such symptoms being quite aspecific [86, 94], the early detection of LPAI is not
straightforward. This dissertation presents various techniques for an early detection
system which builds on the procedural set-up shown in Figure 1.1. A poultry farmer
keeps track of the production parameters of a flock of laying hens; the parameter
values are entered automatically and/or manually into a computer system. When the
system detects a serious deviation in the production process of the flock, a veterinarian
is called in. The veterinarian will make a preliminary clinical diagnosis of the problems
and can use to this end a decision-support system which takes the clinical symptoms
seen by the veterinarian as input. We will now first focus on the detection of problems
from the series of the production parameters, and then consider the decision-support
system.

A disease being present in a flock of poultry is most likely first reflected in the produc-
tion parameters. The production parameters of a flock are the measurements of, for
example, the feed intake, water intake, egg production and mortality. Once poultry is
infected with a disease, it will consume less feed and its egg production will decrease.
Ideally, a poultry farmer keeps track of the production parameters on a daily basis
and uses these measurements for early warning. A very rapid and significant increase
in mortality with a rapid and significant drop in feed intake and egg production, for
example, suggests the presence of a serious disease like HPAI. We note that it is im-
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Figure 1.1: Procedural set-up for the early detection of LPAI in a flock of egg-laying
hens. From the production parameters, which are considered to be entered into the
computer by the poultry farmer, a possible problem is detected. A veterinarian is
called to check on the flock of birds, and based on the clinical symptoms a Bayesian
network can be consulted as a support for the veterinarian. Based on the clinical
symptoms and the outcome of the Bayesian network the veterinarian arrives at a
preliminary diagnosis.

possible to determine whether LPAI is present based on production parameters alone,
as only a small decrease in feed intake and egg production is expected, with a limited
increase in mortality.

Detecting deviating values is a research area on its own, and a range of methods are
available. The majority of these methods focus on residuals [92, 100], that is, the dif-
ferences between the actual measurements and their expected values. Generally, some
deviation from an expected value is acceptable as noise is likely to be present. When
a fixed trend is expected in a time-series rather than a single value, and this trend is
captured sufficiently accurately, residuals modelling such noise can be calculated by
removing the trend. Despite the egg-production trend of a flock of egg-laying hens
being known in general [80], removing the trend from a series of measurements from a
specific flock is a non-trivial task as the exact trend differs among flocks. Flocks differ
for example in the type of egg-laying hens, the type of feed used and the management
of the flock, and as a consequence the level and time of the peak of a flock’s egg
production can vary. We have developed a new method for removing the trend from
a data series, for which the function class of the trend is known, but the expected
trend can differ among instances due to natural variability. Adhering to Bayesian
philosophy, our method is based on supplementing a deviation detection method with
prior knowledge about the overall expected data trend and to slowly adapt this trend
when actual measurements become available from the process under consideration.
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In this dissertation the developed method will be applied for the early detection of
deviations in the production parameters of egg-laying hens as the first step in an early
warning system for LPAI. Our method has much broader applicability, however, and
can be used for any type of data series in which a general trend is expected, albeit
affected by natural variability. Other application areas in the veterinary field are the
daily milk production of dairy cows and the weight gain of fattening pigs. In the field
of human health care a range of applications is foreseen as well, an example of which
is monitoring a patient’s vital functions in intensive care.

Assuming that a deviation-detection system issued a warning based on the produc-
tion parameters, the next step is for a veterinarian to visit the poultry farm and
to diagnose the cause(s) of the warning. We note that a veterinarian may also be
called to a poultry farm based on observations by the poultry farmer, or for a rou-
tine check. The veterinarian makes a preliminary diagnosis based on the production
parameters, on information provided by the poultry farmer, and on the result of his
or her examination of the poultry farm and of the poultry themselves. For several
poultry diseases, the cause of the clinical symptoms can be readily identified with
high certainty. When the veterinarian is indecisive after the examination, additional
procedures can be performed to gain further information, such as performing a post-
mortem examination on a number of chickens or sending samples to the laboratory.
Also, a clinical decision-support system can assist the veterinarian in reaching a di-
agnosis. LPAI is not easily identified as it typically causes highly aspecific clinical
symptoms only. Since LPAI should not be overlooked by veterinarians, we developed a
Bayesian network [25, 64, 67] which will serve as the core of a decision-support system
focusing on the early detection of LPAI. Choosing a Bayesian network as the core of
our decision-support system is based on previous experiences which have shown that
Bayesian networks are well capable of modelling domains involving inherent uncer-
tainty and allow diagnostic reasoning by weighing the uncertainties involved in the
absence of full observations. Determining whether a flock of egg-laying hens may be
infected with the LPAI virus based on clinical inspection only, typically requires mod-
elling and reasoning about subtle uncertainties, especially given the aspecificity of the
clinical symptoms involved. Examples of such clinical symptoms include mild respi-
ratory problems, birds huddling together, and a limited decrease in egg production,
each of which can be caused by a range of other, more likely diseases.

In the past decades, decision-support systems embedding Bayesian networks have been
developed for a wide range of real-world problems [5, 30, 40, 45, 58, 63, 114, 126]. Be-
cause of the vast amounts of daily problem-solving data being collected, the research
focus in developing Bayesian networks is on learning such networks from available
data [21, 46, 57, 95, 111]. Not for all domains, however, are the collected data suffi-
ciently rich to allow the learning techniques to arrive at a Bayesian network of high
quality. The alternative then is to develop a Bayesian network based on expert knowl-
edge. Although for the early detection of LPAI in poultry various data series were
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available from monitoring a flock’s production parameters, detailed clinical informa-
tion about the various flocks was wanting. As a consequence, we built the network
from expert knowledge, using methodological procedures from both software engi-
neering [38, 62, 124] and knowledge engineering [19, 51, 109, 112, 127]. Since not all
procedures and techniques from these fields apply to the development of a Bayesian
network, and some aspects of a network’s construction are not covered sufficiently
by software engineering or knowledge engineering, we will describe the engineering
procedures which we have deemed most important and provide examples from the
developed LPAI network. Subsequently, we will detail three additional aspects of the
construction of our network which we found insufficiently covered in the Bayesian
network literature. These aspects pertain to the appropriate modelling of observa-
tions overruling other observations, and to the level of detail required upon modelling
alternative causes of observations.

Developing a Bayesian network from expert knowledge is known to be a time-consu-
ming project, especially when considering the elicitation of all probabilities required
[31, 105]. In order to reduce the burden on the experts, causal interaction models
have been developed [56, 81, 84, 102]. These models in essence are parametrised con-
ditional probability tables for the effect variable of a causal mechanism with multiple
cause variables. Rather than obtaining an estimate for each of the probabilities of
the conditional probability table of an effect variable, a limited number of probabil-
ity values are required explicitly, from which the remaining probabilities are readily
calculated. Frequently used causal interaction models are the noisy-OR model and
its generalisations [28, 59, 102]. The rules through which these models calculate the
majority of the probabilities for a conditional probability table, are based on prop-
erties of probabilistic interaction which are assumed to hold among the variables of
a mechanism. Various empirical studies suggest that the noisy-OR model can be
applied unconditionally, that is, without validating the underlying pattern of causal
interaction among the variables involved [2, 10, 99]. In this dissertation, we show an-
alytically that applying the noisy-OR model or one of its generalisations can result in
poorly calibrated probabilities. We further provide conditions under which a network
engineer can apply the models without much further consideration, and conditions
under which the network engineer is advised to carefully consider the intercausal re-
lations before applying the models, and maybe even refrain from using the models
altogether. The provided conditions show that when the multiple causes of a causal
mechanism exhibit a cancellation effect rather than the amplifying effect modelled by
the noisy-OR model and its generalisations, applications of such a model can result in
inappropriate probabilities upon reasoning. Motivated by examples from the field of
pharmacology, we develop an intercausal cancellation model, which is based on first
principles, similar to the noisy-OR model, and which in essence defines a parametrised
conditional probability table for the effect variable of a causal mechanism as well. This
intercausal cancellation model serves to model different types of cancellation, ranging
from single-sided to two-sided cancellation and from partial to full cancellation. We
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compare our intercausal cancellation model with existing models [52, 71, 78, 85, 138]
and demonstrate the engineering advantages of our model.

Despite this dissertation being a computing science dissertation, it focuses on the
poultry industry for its field of application. We will start the dissertation by provid-
ing some background on the poultry industry in the Netherlands, and on LPAI more
specifically. The remainder of the dissertation is divided into two parts. In Part I
we present our technique for removing the overall trend from a series of data points
which originate form a process including natural variability. In Part II we address
the construction of Bayesian networks from expert knowledge. We first present our
research on causal interaction models and thereby introduce the intercausal cancella-
tion model. Subsequently, we introduce our Bayesian network for the early detection
of LPAI. The dissertation ends with our general conclusions.



Chapter 2

Avian Influenza and the poultry
industry

Worldwide the poultry industry is one of large proportions. Chicken is currently
the second most consumed meat, after pork, and numerous products require eggs
as an essential ingredient. The poultry industry in the Netherlands alone produces
approximately one billion kilogram of poultry meat and more than ten billion eggs
on a yearly basis. The majority of poultry farms in the Netherlands is centered in
two regions, the Peel and the Gelderse vallei, where the poultry industry is a highly
intensive industry with numerous relations among poultry farms and feed companies.
With many poultry farms clustered together and the numerous relations between
them, the spreading of disease is an omnipresent risk. In this chapter we give some
information about the poultry industry in the Netherlands and about Avian Influenza,
to provide some background to the remainder of the dissertation. This chapter does
not provide a complete and thorough overview of Avian Influenza and progresses in
the field of veterinary science; for more details regarding Avian Influenza and similar
diseases, many textbooks are available [16, 118]. We would further like to stress that
in this dissertation we consider the current state of the poultry industry and we do
not want to express any judgements regarding the production process or regarding
the welfare of the poultry.



8 Chapter 2. Avian Influenza and the poultry industry

2.1 The poultry industry in the Netherlands

From a consumer point of view, the poultry industry appears to be fairly straight-
forward: poultry farmers raise poultry in order to provide meat and eggs. In reality,
the poultry industry is organised as a large and complex system, referred to as the
production pyramid, of breeding, cross-breeding, raising and transporting poultry
from one farm to another. The top of the pyramid consists of a small number of
grandparent chickens, which produce thousands and maybe even millions of offspring
throughout the pyramid, eventually resulting in the broilers and egg-laying hens at
the bottom of the production pyramid. These latter birds produce the final prod-
ucts for the consumer, being meat or eggs. The closer to the top of the pyramid,
the smaller the probability of an introduction of disease pathogens is, because the
biosecurity becomes increasingly stringent. Preventing all possible introductions of
disease, however, is extremely difficult at the bottom of the pyramid.

Throughout the production pyramid, two main branches are distinguished; these are
the broilers for meat consumption and the egg-laying hens for egg production. The
broilers are bred to use all their energy for gaining weight, while the egg-laying hens
are bred to produce almost one egg per day. In the poultry industry, similar to most
types of industry, the overall goal is to produce as efficiently as possible, to be able to
provide sufficient meat and eggs for the consumer at an affordable price. For a poultry
farm for egg-laying hens at the bottom of the production pyramid, a new batch of
hens will be ready to move into the housing shortly after the previous flock has been
moved to the slaughterhouse and the housing has been thoroughly cleaned. If a delay
occurs in the removal of the old flock, the new batch will not be able to move into
the housing, which will cause delays in the entire production pyramid, affecting all
companies involved with breeding and multiplication. A similar construction holds
for broilers. Since in this dissertation we will focus on egg-laying hens, we will not
consider broilers any further.

With the poultry industry being this intensive, it is important to closely monitor the
health of the poultry. Feed manufacturers and poultry suppliers provide a service
to their client poultry farmers, to stay involved with the production. When the
production of a flock disappoints, the feed manufacturer or poultry supplier therefore
often is the first to assist the poultry farmer in detecting the cause. In addition, a
poultry farmer can call in a professional veterinarian for a paid consult. Ideally, a
professional and licensed veterinarian is called by the poultry farmer for advise. In
reality, it is much cheaper to first ask for a consult from the feed manufacturer or
poultry supplier.

The World Organisation for Animal Health (OIE) [128] has composed a list of notifi-
able diseases, which, when left unattended, can pose a serious hazard to the health of
both animals and humans. For the poultry industry, two diseases are on the OIE list:
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Newcastle Disease (ND) [130] and Avian Influenza (AI) [129]. Once a poultry farmer
or a veterinary practitioner suspects the presence of either of these diseases, the gov-
ernment must be notified immediately in order to take the required precautions. In
the Netherlands vaccination against Newcastle Disease in the professional poultry in-
dustry is mandatory and, as a consequence, Newcastle Disease barely emerges in the
Netherlands. It is possible to vaccinate against AI as well, but the European Com-
mission prohibits such vaccination. An important reason not to vaccinate against AI
lies in the ability of the virus to mutate rapidly, forcing the vaccines to be changed
every year, or maybe even faster. An additional problem with vaccinations against
AI is that the vaccinated animals will not show any discomfort if they nevertheless
become infected with the virus; the virus itself is then present and is able to spread
and mutate without anyone noticing.

2.2 Avian Influenza in more detail

A fair number of influenza viruses are known, of which we focus on the influenza A
viruses only. Avian Influenza is such an influenza A virus. The Avian Influenza virus
can infect both wild birds and domesticated poultry, and other animals and even
humans can be infected by specific types of Avian Influenza as well. The classification
of all influenza A viruses is based on the antigenic properties of the hemagglutinin (H)
and the neuraminidase (N) proteins on the outside of the virus. Currently, 18 subtypes
of hemagglutinin and 11 subtypes of neuraminidase are known, resulting in names as
H1N2 or H7N7 for specific strains of the influenza virus. Over the years, poultry has
proven to be susceptible for various strains of the Avian Influenza virus.

In addition to the different strains of Avian Influenza, a distinction is made between
Low Pathogenic Avian Influenza (LPAI) and High Pathogenic Avian Influenza (HPAI).
The difference between HPAI and LPAI mainly lies in the fierceness of the disease
once poultry is infected by it, that is, HPAI causes more extreme clinical symptoms,
it is much more contagious and it results in a very high mortality rate. Controlling
an HPAI outbreak at the onset is very important as the virus can quite easily spread
through dense poultry areas, infecting millions of birds on production farms and caus-
ing huge socio-economic consequences. The contagiousness of HPAI is not restricted
to poultry moreover: it can be transferable from poultry to humans as well, with
potentially fatal consequences. Even though HPAI viruses are not yet transmittable
between humans, there is a sincere fear for a pandemic as only a limited number of
successive mutations suffices to lead to a very dangerous variant of the H5N1 HPAI
virus [60].

Currently, the only routes through which a HPAI virus can arise is by mutation of
an LPAI strain of hemagglutinin subtypes 5 or 7 and by transmission of a HPAI
strain directly. The last route was observed for the first time during the Asian H5N1
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epidemic starting in 2005, and very recently during the H5N8 epidemic in north-west
Europe. Mutation from LPAI to HPAI may occur when the LPAI virus is transmitted
from one bird to another, with a higher probability of mutation when it is transmitted
between bird species [50, 49, 53]. Detecting an LPAI infection in an early stage and
preventing it from spreading, decreases the probability of HPAI arising, and hence is
of high importance. This observation is underlined by the OIE: the variants of AI
being notifiable are the H5 and H7 strains, regardless of whether they are low or high
pathogenic at the moment of suspicion. Different types of birds have different levels
of susceptibility for the various AI strains. Some types of birds can be a carrier of
the virus without being affected by it. Wild ducks, for example, are known carriers of
LPAI viruses without showing any signs from it, while domesticated turkeys can show
clear clinical symptoms after infection with an LPAI virus. Wild ducks and geese can
even carry the HPAI virus without dying from it, and therefore can spread the virus
over longer distances via migration.

In the Netherlands, an H7N7 Avian Influenza strain had been last detected in 1927,
when a suspicion of HPAI arose in February 2003 in the Gelderse vallei, one of the
two areas with a very high density of poultry farms. Despite control measures such as
movement restrictions, establishing zones around infected poultry farms with extra
protection and surveillance, and the preemptive culling of numerous birds, a total of
225 poultry flocks were infected. Before the outbreak was under control, all poultry
in 1381 commercial flocks and 16521 backyard flocks were culled, resulting in a total
of approximately 30 million dead birds and a total direct cost of 350 million Euro and
700 million Euro indirect cost [34]. In addition to the socio-economic consequences
of this outbreak, a total of 91 out of the 3000 people involved were infected with the
virus and one veterinarian died as a result of having been infected with the H7N7
HPAI virus. In the winter of 2014, an outbreak of the HPAI subtype H5N8 was
detected in the Netherlands [33, 115]. The H5N8 virus was probably introduced by
migratory wild birds from Asia, possibly through overlapping flyways and common
breeding sites in Siberia [11]. This time only a small number of farms were infected.
Four of the five flocks involved were most likely infected by separate introductions;
one poultry farm was probably infected by spreading of the virus from a nearby
infected poultry farm [12]. Within a few months, the outbreak was under control.
The outbreak was much smaller than the H7N7 outbreak in 2003: the quick response
by the government, together with the restrictions imposed and the call for a higher
level of biosecurity after the first outbreak, may have helped in preventing the virus
from spreading further.
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2.3 On the workflow of veterinarians

The workflow of a veterinarian visiting a poultry farm after a call from the farmer
differs between veterinarians, but all veterinarians incorporate the same important
components in their visit. We describe a likely workflow including these compo-
nents.

Upon arrival at the poultry farm, the veterinarian first tries to get an impression of
the farm and its management related to, for example, the level of biosecurity. Sub-
sequently, the veterinarian will engage in a conversation with the farmer about the
course of events in the preceding days. The poultry farmer will provide the veteri-
narian with information about his flock and the veterinarian will ask for additional
details if necessary. Potential causes of the problems in the flock are reviewed and
possibly ruled out, such as mechanical failures in the ventilation system or a change
in the type of feed. The veterinarian will also ask for the poultry house charts con-
taining data on the production parameters, that is, of the feed intake, water intake,
mortality rate, and egg production.

When possible, the veterinarian will first visit a healthy flock at the farm in order to
obtain a reference of how a healthy flock fares at that specific farm. The veterinarian
first considers the behaviour of the entire flock, paying attention to the sound and
smell of the poultry, and to their behaviour, such as birds fleeing from the visitors or
birds huddling together. In a healthy flock the sound and smell should be normal,
the birds should flee and should not huddle. The veterinarian can decide to examine
some individual birds as well. Comparing the production parameters of the healthy
flock also provides additional information to the veterinarian.

After visiting the healthy flock, the veterinarian will visit the flock with clinical prob-
lems, again paying attention to the sound and smell of the poultry, and so on. The
veterinarian will walk through the poultry house to check for possible mechanical
problems such as a failing ventilation system, a problem with the feed or water sup-
ply, a problem with the lighting or problems with the laying nests. Additionally, the
veterinarian will pick up and examine individual birds which appear to be ill. The vet-
erinarian can further decide to perform a post-mortem on a number of birds. Some
poultry farms have facilities for post-mortems, but otherwise the veterinarian will
take the birds back to the veterinary practice. Performing a post-mortem typically is
highly informative for the veterinarian; the clinical symptoms seen in live birds are
mostly explained by findings upon post-mortem examination of the birds.

Based on all observations and findings, the veterinarian will establish a preliminary
diagnosis of the most likely cause(s) of the problems of the flock and take appropri-
ate actions. If the veterinarian suspects an HPAI infection, the government will be
notified, the warm will be held under quarantine and a specialist team will visit the
farm to take samples to be sent to the national reference laboratory. [22, 129]. If
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the preliminary diagnosis includes an LPAI infection which is not ranked first, the
veterinarian himself can submit samples to the laboratory of the Animal Health Ser-
vice to exclude AI as a probable cause of the clinical problems [48, 122], without
warning the government as yet. If the diagnostic results indicate an AI virus infec-
tion, the government is informed immediately and a specialist team will visit the farm
to take additional samples to be submitted to the national reference laboratory for
confirmation.

2.4 Preventing and detecting LPAI

Because a single poultry farm can contain up to several tens of thousands of birds, and
most poultry are susceptible to the LPAI virus, this is in ideal environment for an LPAI
virus to spread and mutate to HPAI. An LPAI infection can be introduced into a flock
in several ways, such as people accidentally taking the virus from one farm to another
or by free-range birds being in contact with infected wild fowl. Basic biosecurity
measures for preventing an LPAI introduction include dress codes, restrictions on
introducing materials from outside the farm, mandatory showers before entering the
housing and adding vegetation to the free-range areas in order to prevent wild birds
from landing. For free-range poultry farms, a high level of biosecurity is very difficult
to establish, if not impossible due to the potential contact between the poultry in the
free-range area and visiting wild fowl.

The detection of an LPAI infection as early as possible and applying appropriate
measures can contribute substantially to preventing the virus from mutating to a
high pathogenic variant. With the HPAI outbreak in 2003 in mind, an Early Warning
System (EWS) was introduced in the Netherlands [7, 47]. This system obliges poultry
farmers to notify a veterinarian or the government when a flock shows a specific
decrease in feed intake, a decrease in water intake, a decrease in egg production or an
increase in mortality. A poultry farmer has to consult a veterinarian if one or more
of the following events occur:

1. Clinical symptoms are present within the flock, which could be caused by an AI
or ND infection.

2. A decrease in feed or water intake of at least 5% in two consecutive days is seen.

3. A decrease in egg production of at least 5% in two consecutive days is seen.

A poultry farmer has to report to the government if one or more of the following
events occur:

1. An increase in mortality of at least 0.5% in two consecutive days is seen, in a
flock of laying hens, reproductive hens or broilers older than ten days.
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2. An increase in mortality of at least 1% in two consecutive days is seen, in meat
turkeys.

3. An increase in mortality of at least 3% in a single week is seen, in AI-sensitive
poultry.

This set of rules constitutes the early warning system. A poultry farmer or veterinar-
ian should consider the production parameters on a daily basis and calculate whether
or not notification is in order. The system is not automated as yet. In addition to
the above rules, a veterinarian is obliged to report a suspicion of an AI infection to
the government if AI is an important disease in the preliminary diagnosis, that is,
if AI cannot be ruled out. The government has installed this proactive rule since
even for experience veterinarians it is very difficult, if not impossible, to distinguish
between an AI infection and similar diseases based on clinical symptoms and a small
number of post-mortems only [94, 86]. The consequences of incorrectly ignoring an
actual AI infection are much more serious compared to incorrectly reporting an AI
infection. Once the government has been notified of a possible AI infection, protec-
tive measures will become effective immediately, such as temporarily quarantine of
the poultry farm.

When notified, the government sends a specialist team that will take samples which
will be submitted to the national reference laboratory to determine in a laboratory
setting whether a notifiable AI infection is present and, if so, which type of AI it
is. This determination generally takes less than 24 hours. If indeed a circulating
LPAI or HPAI virus is detected, the birds of the farm will be culled. If no circulating
virus is detected, but the presence of antibodies against an LPAI virus is found, then
no further measures are taken and the quarantine is lifted. A similar procedure is
followed if an LPAI infection of another subtype than H5 or H7 is detected, or if no
AI infection is detected at all.

The current approach for the early detection of LPAI is based on poultry farmers
checking the production parameters of their flocks on a daily basis and veterinarians
being able to distinguish between LPAI and other diseases from clinical symptoms
only. Checking the production parameters on a daily basis and comparing these
against the rules of the early warning system is a bothersome task, which can easily
be automated. The rules can further be tailored by involving a number of poultry-
farm specific details. The poultry farmers then just have to provide the system with
the daily production parameters, and possibly interpret the outcome of the system
when an uncommon cause, such as an extremely warm or stormy day, is known to have
occurred. Once the system gives a warning based on the production parameters, a
veterinarian should visit the farm to determine the cause of the unexpected parameter
values. In view of the difficulty of distinguishing between an LPAI infection and
similar diseases, and the all-important responsibility resting on the veterinarian, a
knowledge-based system can provide additional support for deciding upon a possible
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LPAI infection. We conclude that intelligent tools can be introduced in the different
phases of the early detection of a possible LPAI infection in a flock of egg-laying hens
to support all parties involved.



Part I

Real-time Adaptive Problem
Detection

In this part of the dissertation we present our research regarding the real-time
detection of potential problems from data series. We focus on series that can be

described as a function of the time, yet which can be different for each instance due
to natural variability. For our application area we focus on the production

parameters of a flock of egg-laying hens.





Chapter 3

Introduction

During the life span of a flock of poultry, it is good practice for a poultry farmer to
monitor the flock’s production process. In addition to a record of all incidental events,
such as vaccinations and a change in feed type, daily measurements of the production
parameters are kept. These parameters include the feed intake of the flock, the
water intake and the mortality rate. Depending on the type of poultry farm, other
parameters may be recorded as well, such as the average body weight when meat
is being produced and the egg production at layer farms. These records constitute
the basis for real-time detection of anomalies in the production parameters of a flock
of poultry. There are many potential causes for an anomaly to occur, which range
from technical problems in the feeding machinery to the presence of serious disease.
Regardless of its cause, an anomaly calls upon the poultry farmer to attend to it.
Through reliable methods for monitoring and analysing the trends in the production
parameters of a flock, the early detection of serious diseases, such as LPAI, can be
improved. In this part of the dissertation we present a new method which enables a
more accurate analysis of a series of production parameter records and which can be
applied to many different disciplines within human and veterinary medicine.

Various methods have been developed for identifying unexpected values from real-
time collected data in general. These methods typically build on the calculation
of residuals, that is, the differences between expected and actually observed data
values. Straightforward methods for residual calculation suffice if the process being
monitored should maintain a more or less constant level, such as when monitoring
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the temperature of a cold storage plant; to account for chance fluctuations from the
required level, only some small degree of variation should be allowed for the observed
data values. The identification of unexpected values in real-time data becomes more
challenging if these data are expected to exhibit some non-constant yet fixed trend.
By explicitly modelling the expected data trend, residuals are readily calculated;
if the trend is captured sufficiently accurately in fact, the residuals again tend to
describe chance fluctuations. Once accurate residuals are obtained for the data under
consideration, various methods can be applied for identifying unexpected data values
from these residuals. Methods like the Shewhart control chart [92, 110] for statistical
quality control [27] and the CUSUM method [100] are often used to this end, especially
in the field of animal production.

Real-time detection of unexpected values from animal production data is significantly
more challenging than finding deviations in a data series which is expected to exhibit
a fixed trend, because production levels reflect not just chance fluctuations but the
influence of natural variability among animals and between animal groups as well.
This variability makes future production levels hard to predict, even though a general
overall trend may be known. While the daily egg production of a flock of laying hens
is known to follow a specific overall trend for example, the exact day at which the
production of a particular flock will peak can differ by more than ten weeks from
other flocks, as shown in Figure 3.1. Yet, the calculation of residuals reflecting chance
fluctuations mostly is crucial for reliably identifying trend deviations in a series of
observed production levels.

Based upon the above considerations, Mertens and his colleagues were the first to
develop a tailored method for detecting trend deviations from daily egg production
data [89] and from egg weight data [90] in poultry. Their method assumes a general
overall trend for the data which is modelled as a mathematical function. As an ex-
ample, they defined the average egg weight as a function Y (t) of the days of lay t of
the hens, with Y (t) = a + c ·

√
t
−1 + b · r

√
t. Here the parameter a is the expected

maximum egg weight, b is the difference between a and the initial egg weight at the
start of the laying period, and r is the growth rate respectively. The factor c is a
controlling variable for the growth rate of the egg weight. These function parameters
are estimated from the real data points observed during a start-up period of the pro-
cess being monitored; unexpected values during this start-up period are not detected
as yet. The results are quite promising, but the method is not easily generalised to
other production processes, as the start-up period required strongly depends on the
expected data trend. For monitoring daily egg production the necessary start-up pe-
riod proved to be some three weeks as a consequence of the associated function class;
after these three weeks the method was well able to predict the future measurements
as only a slowly decreasing trend was expected from that point on. The start-up
period required for other applications may be impracticably long. When considering
the mortality rate in a flock of laying hens, for example, initially the mortality rate
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Figure 3.1: Three different plots of egg production trends for three different (healthy)
flocks of poultry.

is very small for a long period of time, until the poultry gets older and an increase in
mortality is seen. For such applications the start-up period may be very long and may
in addition be not clearly defined, causing the method of Mertens and his colleagues
to not being able to correctly identify unexpected values. From this point on we will
refer to the work of Mertens et al. as Mertens’ method.

In this part of the dissertation, we will further elaborate on the idea of supplementing
an anomaly detection method with prior knowledge about the overall expected data
trend for systems with natural variability. We focus more specifically on the removal
of the specific trend of the system at hand from the available data; removing this
trend is one of the techniques to extract from the measured data a series of residuals
resembling chance fluctuations only. The basic idea of our extraction method is to
exploit a general overall trend, which is again modelled by a mathematical function,
and use it for predicting future data points before calculating residuals. As real
data become available, the general trend is adapted gradually to the specific process
instance being monitored. Compared to Mertens method, our method does not require
a start-up period and is therefore applicable to a wider range of more involved data
trends.

Removing the trend of a specific system from the available data is just one of the
components of an anomaly detection method. As mentioned above, the extraction of
an appropriate series of residuals is to be supplemented for example with a deviation
detection method. In this dissertation we focus on removing the trend from the
observed data only; other techniques for improving accurate residual calculation will
briefly be identified but will be left for future research. This part of the dissertation
is based on papers published at the ECAI conference [133] and the IDA conference
[134].
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This part of the dissertation is organised as follow. In Chapter 4 we start with pro-
viding a brief introduction into least squares regression. Subsequently, in Section 4.2
our new pseudo point method is outlined and in Section 4.3 we focus more specifi-
cally on the pseudo points as one of the basic ingredients of our method. Section 4.4
provides an overview of related work and its relevance to our research. In Chapter
5 we show the results of experiments performed on artificially generated data with
the pseudo point method and compare them to the results of experiments performed
with Mertens’ method and with Bayesian regression. Subsequently, the pseudo point
method is applied to real-world data from several Dutch poultry farms. This part
of the dissertation ends in Chapter 6 with our conclusions and directions for further
research.



Chapter 4

Pseudo point method

In this chapter we begin by briefly reviewing least squares regression, as it is an
essential component in our new method for removing an overall process trend from
a data series; for a more extensive introduction, many textbooks are available [125].
Subsequently we will introduce the pseudo point method in detail, and compare it
against related work.

4.1 Least squares regression

Least squares regression is a general method for quantifying the relation between a
dependent numeric variable and one or more explanatory variables from a collection
of available data. Given n data points, we will denote the component of the data
which represents the n values of the dependent variable by the vector y; the part
of the data which represents the values of the explanatory variables is indicated by
the matrix X. This matrix X is composed of vectors x1, . . . ,xn, where every vector
xi is associated with the value yi of the vector y, such that (xi, yi) is a given data
point. In addition to the available data, the regression procedure is provided with
a function class; informally spoken, a function class f(·) is a collection of functions
of the same form without quantifying any coefficients. The linear function class, for
example, contains all functions which can be represented by θ0 + θ1 · x, where θ0 and
θ1 are the function’s coefficients, or function parameters. For weighted least squares
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regression moreover, an additional weight vector w is provided to the procedure. The
regression function lsr now establishes

lsr(y,X, f(·),w)

It returns an element of the function class f(·), that is, values are specified for all
function parameters, denoted by the vector θ, of the function class. Least squares
regression will calculate a function which best fits the available data; it will calculate
values for the function parameters θ for the given function class such that the resulting
function matches the data of the dependent variable as accurately as possible. To
this end, the squared error measure is used: this measure is defined as the sum of the
squared distances between each real data point and the corresponding point from the
function under study. A parameter vector θ which gives the smallest sum of squared
errors is the result of the least squares regression function.

A possible application of weighted least squares regression arises when the importance
of the value combination for the dependent and explanatory variables is based on time.
Large weights can be given to recent data points, while small weights are assigned to
older data points, thereby effectively increasing the importance of recent data points
for calculating the function parameters. With weighted least squares regression, each
squared distance is multiplied by the associated weight before it is added to the sum.
The resulting parameter vector θ̂ then is

θ̂ = argminθ

n∑
i=1

wi · (yi − f(xi | θ))2

where f(xi | θ) is the function value for the data point at time i, given the function
parameters θ.

Providing a function class f(·) to which least squares regression should fit the avail-
able data, is essential. When no accurate function class can be given, nonparametric
regression can be used for obtaining a functional estimate of the data [13]. For non-
parametric regression more data points are required than for the parametric regression
reviewed above, as the data then constitutes the only available information about the
function class. When an accurate function class can be provided, parametric regres-
sion is preferred over nonparametric regression because it builds upon available prior
knowledge on the one hand and has a more favourable runtime complexity on the
other hand. With a provided function class, moreover, extrapolation of the available
data is likely to be more accurate compared to extrapolation from data measurements
alone. In the sequel when writing regression, we consider parametric weighted least
squares regression with a single explanatory and a single dependent variable, unless
explicitly stated otherwise.

One of the most frequently used types of least squares regression is linear regression.
Linear least squares regression pertains to a function class f(·) which is linear in the
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function parameters; the functions do not have to be linear in the original explanatory
variables. As an example, the function

f(x | θ) = θ · x = θ0 +
m∑
i=1

θi · xi

with m + 1 function parameters where m is the number of explanatory variables
involved, is linear in its parameters [98].

For parametric weighted least squares linear regression, a closed-form solution exists,
which is computed as [8]:

θ̂ = (XT ·W ·X)−1 ·XT ·W · y

where the matrix X and the vector y represent the available data as before, and the
matrix W is built from the weight-vector w; more specifically, W is the n×n matrix
with n being the number of data points, such that each cell (i, i) specifies the value
of wi, and all other cells have zeroes. When considering the matrix operations in-
volved, the runtime complexity of performing parametric weighted least squares linear
regression with n data points and m function parameters is O(m2n). Since the com-
plexity lies mainly in calculating the inverse matrix, there is no difference in runtime
complexity for weighted and non-weighted least squares linear regression.

When the function class f(·) is not linear in the function parameters, nonlinear regres-
sion is to be used. In contrast to linear regression, for non-linear regression no closed-
form solution exists for computing a vector of parameter values which minimises the
(weighted) sum of squared distances. For obtaining a good fit of the function to the
data therefore, iterative numerical optimisation methods are used. Several methods
exist for this purpose, of which the Gauss-Newton method is quite commonly used in
practice. From the initial parameter vector, a new vector is calculated by applying
various matrix calculations. The complexity of a single iteration for n data points
and m function parameters is O(m2n), resulting in an overall runtime complexity of
O(rm2n) when r iterations are required for convergence. Although the Gauss-Newton
method does not guarantee convergence [9], in practice it is quite capable of returning
a good functional fit to the data.

4.2 Overview of the pseudo point method

Our method for removing the trend from real-time monitored production data reflect-
ing natural variability, has been designed specifically to improve residual calculation.
The idea is to exploit a general expected data trend and use it for predicting data
points for the process instance at hand; residuals are then established as the difference
between these predicted points and the actually observed data points. The expected
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trend is supplied to our method as prior knowledge about the production process in
general. As real data points become available over time, the trend used for future
predictions is gradually adapted to the specific instance being monitored, thereby
modelling posterior knowledge. With our method we aim to adequately capture the
real data trend of the instance. By doing so, the calculated residuals are likely to
resemble random fluctuations; we recall that such residuals are essential for arriving
at high quality deviation detection [96]. We note that removing the trend from a
data series might not suffice for arriving at residuals reflecting random fluctuations;
other methods might be required in addition, of which we will provide a brief review
in Section 5.2. In the current section, we focus on removing the trend from actually
observed data points. We outline our method and discuss some of its details; for
reference purposes, Figure 4.1 provides a schematic overview of the method.

Obtain initial prediction function

Create pseudo points

New data point

Classification of calculated residual

Remove pseudo point when real data is known

Recalculate prediction function

Update weights of pseudo points

By historical data and/or expert knowledge

From the prediction function

Observation from process
Calculate residual

Difference between data point and prediction function

By the outlier detection mechanism

When on the current moment in time a pseudo point is present

With help of the devaluation function

With regression through all data points and pseudo points

1

2

4

5

6

7

3

Figure 4.1: A schematic overview of our method for real-time adaptive residual cal-
culation.

As described in Chapter 2, poultry production data vary considerably, both through
chance fluctuations and through natural variability. Yet, the trends exhibited by these
data are relatively robust, that is, all instances of the production process can be well
approximated by a function from a single function class. Our method for residual
calculation builds upon this observation and exploits the general trend to provide
control over the prediction of future data points. More specifically, the method starts
with a mathematical function describing the general trend over time, adapts this
function as new data points yt, t = 1, . . . , T , become available, and uses the adapted
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Figure 4.2: A schematic illustration of real-time adaptive residual calculation.

function for the prediction of production levels at time t + 1. In the field of animal
production, research has resulted in function classes describing the overall data trends
from various production processes; such classes have been detailed for example for the
egg production of laying hens [80], for the daily milk yield of dairy cows [121] and
for the weight of fattening pigs [116]. When a function class is not readily known
from the literature, historical data and expert knowledge can be instrumental in
choosing an appropriate class for the expected data trend for a production process in
general.

The function from the specified function class which is to be used as prior knowledge
about the general data trend is coined the initial prediction function fp(t) (step 1).
This function is constructed by choosing parameter values so as to obtain the best
possible estimate of the general overall trend. The constructed function thus captures
the expected data trend for a new process instance about which no further knowledge
is available a priori. When historical data is available from similar previous instances,
the average parameter values over these instances may be used; also, when further
knowledge is available about the new instance, this knowledge can be included upon
constructing the initial prediction function.
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As we will discuss presently, our method builds upon least squares regression as an
approach to analysing trends in production data; Section 4.1 briefly reviewed the
basics of least squares regression. To supply the regression with prior knowledge
about the expected data trend, mock data points are drawn from the initial prediction
function (step 2). These so-called pseudo points are chosen over the full time span
of the process instance being monitored; in Section 4.3 we will return to the number
and positioning of these points.

At its start, no further knowledge about a process instance is available than the
general expected trend, and the initial prediction function capturing this trend is used
for the first prediction. This situation is illustrated in Figure 4.2(a). As monitoring
progresses, real data points provide evidence about the process instance at hand,
and the prediction function is adapted to incorporate this posterior knowledge. More
specifically, for a newly observed data point yt at time t, its residual is calculated
against the predicted data point fp(t) from the current prediction function fp (step
3); the basic idea is illustrated for the fifth observed data point in Figure 4.2(b). Based
upon the established residual, the observed point yt is classified as either an expected
or an unexpected production level (step 4); any deviation detection method can be
employed to this end. If a pseudo point had been specified for time t, this mock point
is discarded and excluded from further processing (step 5): since the pseudo points
were created to represent prior estimates for yet to be observed production levels,
they are superseded by real data. As evidence of the process instance is building up,
the prediction uncertainty for future data points decreases and the control provided
by the remaining pseudo points is weakened accordingly. To decrease the weights of
these points in the regression over time, a devaluation function is employed (step 6);
in Section 4.3 we will discuss this devaluation function.

The final step of our method is to calculate the updated prediction function by ap-
plying weighted least squares regression, for the given function class, to the available
real data points and remaining pseudo points (step 7). Figure 4.2(c) and (d) illustrate
the adaptive behaviour of the prediction function at different time points in the pro-
cess being monitored. We note that all real data points are used for the regression,
whether classified as expected or not: since in the beginning of the production process
the deviation detection method is more prone to yield false positives, excluding in-
correctly classified expected data points can be more harmful than including sporadic
unexpected ones.

In the sequel, we will refer to the method described in this section as the pseudo point
method.
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Figure 4.3: The initial prediction function, with functions constructed from correctly
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respectively (left). Three devaluations functions for the weights of the pseudo points
(right).

4.3 On pseudo points

In our method, the initial prediction function is conveyed to the regression by means of
pseudo points. The number and positioning of these points is dependent of the func-
tion class at hand. In this section, we discuss the various aspects of the use of pseudo
points in general. Upon doing so, we use a quadratic function class for our running
example; similar considerations hold for other function classes however.

We recall that our method uses regression for constructing a new prediction function.
For the regression procedure to arrive at satisfactory functions, pseudo points are to
be positioned over the entire expected run of the process being monitored. Figure
4.3 illustrates, on the left, the possible effect of positioning pseudo points at the first
time points of the process only: even though the correct function class is enforced
by the regression, with few observed data points the resulting function may deviate
significantly from the initial prediction function. The regression procedure moreover
requires pseudo points near each inflection point of the prediction function. Since
inflection points are the most distinctive points of a function, knowledge of their
position helps the regression procedure to arrive at better estimates of the function
under consideration. When the position of the inflection points are uncertain due
to natural variability, the control exerted by the pseudo points can be reduced by
adjusting their weights. The regression then has some freedom to move the inflection
points.

The role of the pseudo points is not just to enforce the shape of the initial prediction
function, but also to provide control over the general form of all subsequent prediction
functions computed by the regression procedure. The first pseudo point therefore,
should not be placed at the very onset of the process being monitored as it will
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immediately be superseded by an observed data point and prematurely lose its control;
especially if the new observation is unexpected, could discarding the first pseudo point
have a strong effect on future prediction functions. The first pseudo point is best
placed at some (limited) time after the onset of the process under study, or if stronger
control is required, multiple pseudo points can be positioned near the onset.

As more and more real data points become available during a process run, evidence
of the specific trend of the process instance is building up and the importance of
the remaining pseudo points decreases. The regression procedure should then adapt
the prediction function towards the process under consideration, yet still enforce its
general shape. The decreasing importance of the remaining pseudo points is realised
in two ways. When more observed data points become available, the proportion
of pseudo points decreases and the regression will create a prediction function which
better fits the new data points and might fit the pseudo points less well; the prediction
function thereby adapts to the real data. Another way to decrease the importance of
the pseudo points is to explicitly decrease their weights for the regression. By doing
so, the regression procedure adapts stronger to the observed data and the resulting
prediction function can deviate even further from the remaining pseudo points.

The weights of the pseudo points over time will be controlled by a devaluation func-
tion. As all pseudo points originate from the same source of information, they are all
assigned the same weight between 0.0 and 1.0; the weights of all observed data points
are fixed at 1.0. The devaluation function now is designed so as to achieve an initial
strong decrease of the weights to capture the idea of real data points taking over the
general overall trend. The strong initial decrease is followed by a more gradual decline
to guarantee that the pseudo points ahead in time still retain some control over the
prediction function. A first-quadrant hyperbola branch d(t) = a+b·t

c+d·t , as illustrated in
Figure 4.3 on the right, captures this general idea and hence constitutes a suitable
devaluation function. By defining values for a, b, c and d, a devaluation function can
be specified which best suits the situation under consideration. We note that the
more common exponential decay function, E(t) = E0 · e−λ·t with E0 modelling the
initial weight and E(t) denoting the weight for time t, is less suited to our purposes.
With only a single parameter λ to vary, it is not possible to model an initial strong
decline followed by a much more gradual decline which will not approach zero too
quickly; the exponential decay function either models an initial rapid decline followed
by the function approximating zero, or an overall gradual decline.

While the initial prediction function captures prior knowledge about the data trend
expected from the process instance being monitored, the number, positioning and
weights of the pseudo points serve to describe the importance of this knowledge for
the future prediction functions. A large number of pseudo points and a slow decrease
of their weights corresponds to a high importance of the prior knowledge, and results
in a weak adaptation of the prediction function to the actually observed data points.
When the available prior knowledge is known to closely match the data from the new
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Figure 4.4: The initial prediction function and the data function; the prediction
functions resulting from a slow and from a fast devaluation function are shown after
10 data points (left) and after 25 data points (right).

process instance, or when little natural variability is seen between instances, such weak
adaptation is desired. When the prior knowledge is quite uncertain, or when consider-
able natural variability among process instances is expected, the pseudo points loose
their importance as observed data points become available, and the adaptation of the
prediction function to these real points should be stronger. A devaluation function
with a much steeper initial decrease is then used to achieve such increased adaptiv-
ity.

In Figure 4.4 the effects of a slowly decreasing devaluation function, with d(t) =
0.25
t+0.25 , and of a more steeply decreasing devaluation function, with d(t) = 20

t+20 , are
visualised. For a data series of 100 expected data points, three pseudo points are
positioned on the initial prediction function, at t = 5, t = 45 and t = 95. In Figure
4.4 on the left, the two updated prediction functions at time 10 are visualised; we
note that after 10 observations, the first pseudo point has been superseded by a real
data point. On the right, the updated functions at time 25 are shown. The effect of
the difference in importance of the remaining pseudo points is clearly visible in the
two plots: the faster the devaluation of these points, the faster the prediction function
adapts itself to the observed data.

Figure 4.5 illustrates the influence of the number of pseudo points on the updated
prediction functions. For the plots three and seven pseudo points are used. For each
plot, pseudo points are placed at t = 5, t = 45 and t = 95; the other pseudo points
are evenly distributed over the entire time span of the data series. The plot on the
left depicts the updated prediction functions at time 25, and the plot on the right
depicts them at time 50. The influence of the number of pseudo points again is clearly
visible: fewer pseudo points cause faster adaptation of the prediction function to the
observed data.

The above considerations serve as rough guidelines for the number, positioning and
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Figure 4.5: The initial prediction function and the real data function; the prediction
functions with initially 3 and 7 pseudo points are shown after 25 data points (left)
and after 50 data points (right).

weights of the pseudo points. In Chapter 5 we provide a more elaborate discussion of
the choices made regarding the pseudo points for various experimental and real-life
settings.

4.4 Related work

The challenge of coping with natural variability in predicting expected values for data
trends has not been studied extensively as yet. The methods most closely related to
our pseudo point method for the challenge at hand are based on regression techniques
as well. In this section we will review these methods.

4.4.1 Mertens’ method

In Chapter 3, we already referred to the work of Mertens and his colleagues, in
which the problems for deviation detection caused by natural variability have been
identified, and in which a novel method has been introduced for the detection of
trend deviations in daily egg production data [89] and in egg weight data [90]. Their
method assumes that the data from an observed process adheres to a general trend
which is modelled by a mathematical function from a specific function class. Given
this function class, the method subsequently uses regression to construct the trend
of the process instance at hand as data becomes available. We recall that, building
upon the same assumption, our pseudo point method is supplied with prior knowledge
about not just the function class, but about the specific expected trend as well. Since
Mertens’ method takes less prior knowledge, it requires a start-up period in order to
obtain enough data points for estimating reasonable values for the function parameters
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Figure 4.6: Three instances from the function class modelling the egg production of
a flock of poultry (left) and from the function class modelling egg weight (right).

of the function fe(t) of the current process. To avoid confusion with the prediction
function used with the pseudo point method, we coin the function fe(t) the expected
function. The constructed function fe(t) will be updated after each newly observed
data point becomes available, by including this data point in the set of data points
used for regression. When a data point at time t is observed, it is compared with
the current value fe(t) and the difference between these values is established. With
this residual, an ARIMA-model [14] is used to compute a residual which is used as
input for the CUSUM control chart. From this control chart, the new data point is
classified as either ’expected’ or ’unexpected’. Since in our research we have focused
on the accurate removal of the trend from data series, we will focus in the sequel on
just the trend removal of Mertens’ method as well.

The start-up period required with Mertens’ method has several drawbacks, the most
obvious being the inability of identifying unexpected process values during this period.
The length of the start-up period is strongly dependent on the function class from
which the process trend originates. For the egg production of egg-laying hens for
example, the first 21 days are required as a start-up period; for the egg weight, a 40
days start-up period is necessary. Figure 4.6 shows three instances from both function
classes used by Mertens et al.; the instances from the egg production function class
are depicted on the left, and those from egg weight function class are shown on the
right. The plots show that after the respective start-up periods no inflection points
occur. Regression will then have resulted in quite accurate parameter estimates for
the process trends. When other function classes are considered, such as that of third-
degree polynomial functions f(t) = θ0 + θ1 · t+ θ2 · t2 + θ3 · t3, it may be impossible to
predict the specific trend from the data points with reasonable accuracy from a short
start-up period. Even with longer start-up periods, the functions resulting from the
regression may significantly deviate from the true trend. For illustrative purposes, we
have generated a data series from the third-degree polynomial function

f(t) = 45− 0.852 · t+ 6.7 · 10−3 · t2 − 1.019 · 10−5 · t3



32 Chapter 4. Pseudo point method

 0

 20

 40

 60

 80

 100

 120

 0  50  100  150  200  250  300  350  400  450

f(
t)

t

Real function
After 10 data points
After 50 data points

After 100 data points

Figure 4.7: Applying Mertens’ approach on a third degree polynomial including ran-
dom fluctuations, after observing 10, 50 and 100 data points.

and added random fluctuations to the generated data by drawing from the Gaussian
distribution N (0, 1). The functions resulting from regression with the first 10, 50 and
100 data points respectively are depicted in Figure 4.7. The plot shows that even with
a start-up period of 100 data points, the function obtained from applying least squares
regression is still significantly different from the real data function; approximately
200 data points are required for the expected function to model the actual data trend
quite accurately. Mertens et al. suggest to provide upper and lower bounds for each
of the function parameters to prevent the expected function to deviate too much
from the expected data trend [89], but the differences between the expected function
and the actual data are not guaranteed to be reduced significantly and the start-up
period remains necessary. When using the pseudo point method, the constructed
prediction function is an accurate estimate of the actual data trend already from
the first observed data point on; the pseudo points placed over the entire expected
time span of the trend serve to enforce such accuracy. Since only the data point at
time t will be compared against the value fe(t) of the function created from the data
points 1, . . . , t − 1, one might argue that the values of the expected function from
time t + 1 onwards are irrelevant as they will change after the next observed data
point. However, the prediction of a data point at time t will become increasingly
more accurate with the prediction function at time t better approximating the entire
function.

With respect to the runtime complexity of Mertens’ method, we note that it is the
same as that of our pseudo point method, because regression is used to define a new
function after every newly observed data point for both methods. For function classes
for which linear regression can be used, the runtime complexity of a single update of
the expected function is O(m2i), when i data points have been observed and where
m is the number of function parameters. When a total of n data points are expected
to be observed, and after each observation linear regression is used to update the
expected or prediction function, the runtime of the entire process becomes O(m2n2).
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For function classes where nonlinear regression is required, the runtime complexity
of a single update is O(rm2i), when the Gauss-Newton method requires r iterations
for convergence. The runtime of the entire process of n data points, and assuming
the required number of iterations is of the same order for each updating step, the
overall runtime complexity is O(rm2n2). We note that in practice the pseudo point
method uses more data points, as in addition to the observed data points the pseudo
points are taken into account by the regression. In practice, however, the number of
pseudo points used is relatively small when compared to the number of observed data
points.

To summarise, compared to our pseudo point method, Mertens’ method has the
required start-up period as a drawback:

• during the start-up period unexpected data values are not identified;

• the start-up period needs to cover most inflection points for the function class
at hand for the expected function to accurately the actual data, which might
result in an infeasibly long period before outlier detection can start.

Because of these drawbacks, Mertens’ method generalises to a limited range of func-
tion classes. With the introduction of pseudo points as a way of providing the regres-
sion with additional prior knowledge, our method does not suffer from these draw-
backs. Our method in fact is applicable to a wider range of function classes, and
hence has the potential of a larger scope of application.

4.4.2 Bayesian regression

While our pseudo point method and Mertens’ method use least squares regression
on all available data points at each time t, the basic idea of Bayesian regression is
to update just the function parameters given a newly observed data point. Bayesian
regression takes an initial, or prior, function for the expected data trend, similar to
the initial prediction function of the pseudo point method. For each newly observed
data point, or set of data points, a posterior function is calculated by updating the
parameters of the prior function. This posterior function then serves as the prior
function for the next observation. As it is beyond the scope of this dissertation to
provide an in-depth tutorial of Bayesian regression, only the important steps will be
highlighted; further details can be found in Bishop [8].

Bayesian linear regression

Bayesian linear regression takes a prior distribution over the function parameters
θ ≡ (θ0, . . . , θm) for a given function class. We assume that this distribution is
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established from historical process instances. The distribution is then expressed as a
Gaussian distribution of the form

Pr(θ) = N (θ |m0,S0)

where m0 is the vector of the means of the function parameters from the instances and
S0 is the covariance matrix associated with m0. This covariance matrix describes the
uncertainty of the vector m0. Updating the Gaussian distribution Pr(θ) as new data
becomes available from the current process instance will again result in a Gaussian
distribution

Pr(θ | y) = N (θ |mi,Si)

where

y is the vector containing the observed data points with which m0 is updated;

mi is the vector of function parameters after i updates;

Si is the covariance matrix of mi.

The vector mi of the new function parameters and its associated covariance matrix
are computed as

mi = Si

(
S−1

0 ·m0 + β ·ZT · y
)

S−1
i = S−1

0 + β ·ZT ·Z

where

β is a tuning parameter;

Z is the matrix containing the data on the (possibly transformed) input.

The tuning parameter β in essence describes the importance of the prior information
compared to the newly observed data points. A small value for β will result in a prior
function adapting slowly to new observations; a larger value for β will give rapid
adaptation and hence less impact of the provided prior knowledge. The value β = 1

σ2

is frequently used, where σ is the expected standard deviation of the newly observed
data points. Compared with the pseudo point method, the tuning parameter β serves
a similar purpose as the pseudo points and their associated parameters. A rapid
adaptation to the observed data, for example, is modelled by a large value for β for
Bayesian regression, and by a small number of pseudo points together with a rapidly
decreasing devaluation function for the pseudo point method.

In addition to the function parameters θ, a function class specifies terms with the
explanatory variables, such as t, t2 or

√
t for the explanatory variable t. Bayesian

linear regression requires the matrix Z to model the transformation of these terms to
the explanatory variable, given a specific value for this explanatory variable.
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The runtime complexity of Bayesian linear regression is determined by the matrix
calculations involved for a single data point. The computationally most expensive
step is the calculation of S−1

i . Using Gaussian elimination, this steps requires O(m3)
time1, where m is the number of function parameters. The runtime complexity of
an entire process with n data points after each of which Bayesian linear regression is
used, is O(m3n). Since typically m << n, the runtime complexity of Bayesian linear
regression is more favourable than that of the pseudo point method and Mertens’
method, which both have a runtime complexity of O(m2n2). On the other hand,
the pseudo point method provides more flexibility in modelling prior knowledge. Ad-
ditionally, when considering nonlinear regression rather than linear regression, the
computational complexity of the pseudo point method becomes more favourable than
that of the Bayesian regression.

Bayesian nonlinear regression

For complex function classes which are not linear in the unknown function parameters,
Bayesian nonlinear regression is used. The main difference between the linear and
the nonlinear variant of Bayesian regression once more lies in the definition of the
prior distribution Pr(θ) and in the calculation of the posterior distribution Pr(θ | y).
For Bayesian linear regression, the posterior distribution was guaranteed to again be
a Gaussian distribution, and taking the mode to define the updated values for the
function parameters can straightforwardly be done by taking the mean of the Gaussian
distribution. For a function class which is nonlinear in the function parameters,
the posterior probability distribution is no longer as well suited for establishing the
updated function parameters as for the linear function classes. In order to obtain an
accurate estimate of the mode of such a posterior distribution, a posterior simulator
is required [69]. This simulator draws a large number of values from the posterior
distribution, and from these draws its mode is obtained. A frequently used posterior
simulator is the Metropolis-Hastings algorithm [55], which in essence is a Markov chain
Monte Carlo method. An in-depth discussion of Bayesian nonlinear regression and
the use of the Metropolis-Hastings algorithm is beyond the scope of this dissertation;
detail can be found for example in [69].

The most important aspect we would like to underline here is the runtime complexity
of obtaining the mode of the posterior distribution when Bayesian nonlinear regres-
sion is used. The exact number of draws required to obtain an accurate estimate of
the posterior distribution depends on the properties of the distribution and on the
number of function parameters. For a non-standard distribution, quite a large number
of draws may in fact be required before these converge to the posterior distribution
they are drawn from. A small number of draws could be decided upon to reduce the

1Faster algorithms have been developed, such as Strassen’s method which has a runtime of ap-
proximately O(m2.807), but no algorithm yet has been able to reduce the runtime to O(m2).
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runtime, but the accuracy of the resulting posterior distribution will be reduced as a
consequence. Note that for obtaining the mode itself it is not necessarily required to
approximate the posterior distribution to high accuracy, but as the posterior distri-
bution will serve as the prior distribution for the next observation to be processed, it
is nonetheless important to obtain an accurate approximation.



Chapter 5

Experimental results

The ability of the pseudo point method to remove the instance-specific trend from
a series of observed data points has been investigated experimentally using both
artificially generated and real-world data. Since the method is aimed at calculating
appropriate residuals, the experiments focused on the differences between predicted
data points and observed data points. In this chapter, we present the results obtained
from our experiments. We will start by presenting the results from using our method
with artificial data; we compare these results with those from applying Mertens’
method [89, 90] and from using Bayesian regression [8, 69]. We subsequently present
the results of applying the pseudo point method to real-world poultry data. For a
more involved review of the potential of our method, we briefly discuss the challenges
involved with developing a complete outlier detection method.

5.1 Experiments with artificial data

To study the abilities of the pseudo point method in general, we performed initial
experiments with artificially generated data series, for three different function classes.
We consider the quadratic function class as a base case, the more involved function
class of third-order polynomials for which linear regression can still be used, and
the function class modelling the egg production of a flock of laying hens for which
nonlinear regression is required. For each function class, we consider two types of
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data series: one without random fluctuations, to study the exact behaviour of the
pseudo point method, and one with random fluctuations, to study the robustness
of our method’s behaviour. We note that the latter type of data series resembles
data obtained from a real-world setting where the presence of noise is common. The
same experiments will be performed with the method designed by Mertens et al. of
removing overall trend and with Bayesian regression, to allow comparing the results
obtained with the pseudo point methods against those obtained with these related
state-of-the-art methods.

5.1.1 Set-up of the experiments

From each function class under study, 30 functions were generated, which were to be
taken as the real data functions from 30 process runs. Each function fj was generated
by drawing, for each parameter θ, a value from a Gaussian distribution N (µθ, σθ) to
mimic natural variability. From each function fj a sequence of data points were
generated. We assumed that a data series consists of 400 data points, which become
available over time; this number is related to the length of the process run of a flock
of laying hens. The results obtained with other numbers of data points were similar
to the ones presented here, however. Random noise is modelled by adding chance
fluctuations to each point generated from a function fj , that is, gj(t) = fj(t) + ε,
t = 1, . . . , n, with ε drawn from the Gaussian distribution N (0, σε). For each run j,
the initial prediction function fpj

for the pseudo point and regression methods was
established as the function with averaged parameter values over all other functions:
for each parameter θ, the value θ̄j for fpj was calculated as θ̄j =

∑
k 6=j θk/29, where

θk denotes the value of θ in fk.

5.1.2 Results for the quadratic function class

The function class of quadratic functions is:

f(t) = θ0 + θ1 · t+ θ2 · t2

where each function takes the three parameters θ0, θ1 and θ2. For creating the 30
concrete functions for the experiment, values for these parameters were drawn from
the following Gaussian distributions:

θ0 ∼ N (120, 20) θ1 ∼ N (1.8, 0.1) θ2 ∼ N (−0.005, 0.0005)

For each of the 30 runs in the experiment, the initial prediction function is defined
from the 29 functions not under investigation, as described above. For the first
experiment, all data functions were used without adding random fluctuations. The
second experiment used the same 30 functions and corresponding initial prediction
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functions, yet with random fluctuations added to the data series generated from the
function under consideration; the random fluctuations added to each of the data
points were drawn from N (0, 15).

Results from using the pseudo point method

For each of the 30 initial prediction functions, the three pseudo points were placed
at t = 5, at the inflection point, and at t = 300. Additional pseudo points were not
required as the only inflection point of the initial prediction function is not close to
the onset of the function; the pseudo point at the inflection point would thus influence
the updated prediction functions for a long enough period of time. The third pseudo
point was not placed near the last expected data point, as we expected that the data
points available at time t = 300 would already sufficiently enforce the shape of the
trend. While for simple function classes, such as the quadratic one, this assumption
can be safely made, more complex function classes may require control over the shape
of the prediction function until the end of the process run, as we will show in the
next section. The devaluation function was taken as d(t) = 6

t+6 . As we had available
’historical’ data of 29 trends, we expected the new trend to closely match the initial
prediction function. Based on this consideration, a rather slowly decreasing function
was decided upon.

With the above settings, the pseudo point method was run with each data series
without random fluctuations. Three of these runs are shown in Figure 5.1 on the left,
and the results of these three runs are shown in Figure 5.1 on the right. This latter
plot shows the established residuals, that is, the difference between the predicted value
of a data point at time t and the actual value of that data point; the plot includes
the results from the run for which the largest residual values were found, which is the
run with Function 2. The general idea is that the residual values should decrease over
time; a very fast decrease would indicate however that the prediction function tends to
adapt too strongly to the observed data points and hence to any present anomalies as
well. For each of the functions, the plot shows a rapid decrease in the residual values,
following the adaptation of the initial prediction function towards the first couple of
data points. We note that, with the distribution N (120, 20) defining the intercept
of the function, the residual value calculated from the first actual data point and
the intercept of the initial prediction function can be quite large, which accounts for
the initial rapid decrease of the residual values when the prediction function adapts
itself.

The subsequent increase in the residual values is a direct effect of the prediction
function adapting itself towards the observed data points, while the remaining pseudo
points are still exerting their control. In our experimental set-up, we have chosen fairly
large values for the standard deviation of the parameters of a single function. As a
consequence, pseudo points drawn from the initial prediction function may deviate
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Figure 5.1: Three of the generated data series used for three of the runs in the
experiment considering the quadratic function class without fluctuations, and the
average of the thirty functions are shown (left). The residuals calculated with the
pseudo point method are also shown (right).

considerably from data points from the function under consideration. The difference
between the pseudo points and these data points constitutes the key factor in how
much the computed residual values increase. Despite the prediction function adapting
towards the observed data points, the remaining pseudo points force the prediction
function to deviate from the function under consideration. In the time interval in
which the residuals increase, the largest values found are 2.3, 4.1 and 0.8 for Function
1, 2 and 3 respectively. When considering the distribution which were the basis of
the generated functions, the residual-values are very small. Given more data points,
and given the decrease in weight of the pseudo points, the prediction function will
gradually adapt further towards the function under consideration, thereby reducing
the residual values. We note that using a devaluation function with a more rapid
initial decrease would also result in smaller values for the residuals, as long as only
very little random fluctuation is present.

In Figure 5.2 on the right, the results of the same three runs are shown, but now
with random fluctuations added to the generated data. The figure shows the residual
values calculated by subtracting the predicted value from the observed value, without
taking the random fluctuations into account; that is, the residuals resemble the differ-
ence between the prediction function and the global trend of the data. We emphasize
that the plot does not show the difference between the actually observed value and the
predicted value; this difference can in practice be larger. The apparent fluctuations
in the plot are, however, the consequence of the random fluctuations being present in
the data: with the regression using the observed data points as input for defining a
new prediction function, a single data point including a large random value can sub-
stantially change the prediction function and hence influence the value of the residual
for that data point.We note that including the fluctuations themselves would obscure
the interpretation of the method’s behaviour from the plot. When comparing the
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Figure 5.2: Three of the generated data series used for three of the runs in the
experiment considering the quadratic function class with fluctuations, and the average
of the thirty functions (left). The residuals calculated with the pseudo point method
are shown (right), excluding the random fluctuations from the data points.

results for the three selected functions with those obtained without random fluctua-
tions, similar effects are visible; for example in both plots, the residuals for Function
1 show a large dip around t = 120. Although it takes more data points, moreover, the
residuals also tend to subdue over time. We note that the residual values are again
small considering the distributions from which the function parameters are drawn,
and more specifically considering the Gaussian distribution with standard deviation
15, from which the random fluctuations are drawn.

More pseudo points or a more gradual devaluation of their weight could be used to
reduce the effect of the random fluctuations on the calculated prediction functions:
with this additional enforcement of the prior knowledge, the prediction function re-
sulting from the regression is forced to stay closer to the pseudo points and the random
fluctuations will have less influence.

Results from using Mertens’ method

For applying Mertens’ method, only the function class needs to be provided as prior
knowledge. The method then takes a start-up period to learn the function parameters
of the first prediction function by using the available data points from this period and
the function class as input for linear regression. After the start-up period, new data
points will be included in the calculation of subsequent prediction functions, resulting
in the prediction function adapting itself towards the observed data trend.

The results of the same three runs as before are shown in Figure 5.3; the plot on
the left visualises the residuals of the actual data points against the predicted val-
ues and the right plot shows the differences between the predicted values and the
trend of the actual data given random fluctuations in the observed data. In the runs
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Figure 5.3: The results from using Mertens’ method for three of the runs in the exper-
iment with the quadratic function class. The residual values between the actual data
points without fluctuations and their predicted values are shown (left); the residuals
for the same function with added fluctuations are also shown (right), excluding the
random fluctuations from the data points.

of the experiment without fluctuation, the data points were drawn from a perfect
quadratic function. For a function class with d function parameters, d data points
are required for linear regression to calculate the exact function parameters for the
function through these data points. For the quadratic function class without any
random fluctuations, therefore, Mertens’ method required only three data points to
calculate the perfectly fitted prediction function, with residuals equal to zero for all
further observed points.

Figure 5.3 on the right shows the residual values for the same three runs with added
random fluctuations. The plot shows very large residuals in the first time period of
the runs, which originate from this period being too short to establish a well-fitted
prediction function; each of the data points in this period moreover, can change the
function parameters of the prediction function significantly. As more data points
become available, the influence of a single data point decreases and the general trend
of the data series is captured more accurately. The differences between the residual
values from Mertens’ method and from the pseudo point method are less than 1
after 163, 184 and 124 data points for Function 1, 2 and 3 respectively. From t = 300
onwards, the prediction functions created by the pseudo point method and by Mertens’
method are exactly the same, since from then on both methods use the same input
data for the least squares regression; we recall that the last pseudo point with the
pseudo point method is superseded by an observed data point at time t = 300.

Results from using Bayesian linear regression

For our experiments with Bayesian regression, the same 30 functions were used as in
the experiments with the pseudo point method and with Mertens’ method. Bayesian
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Figure 5.4: The results from using Bayesian linear regression for three of the runs in
the experiments with the quadratic function class. The residual values between the
actual data points without fluctuations and their predicted values are shown (left);
the residuals for the same functions with added fluctuations are also shown (right),
excluding the random fluctuations from the data points.

regression was used with each generated data series, with and without added random
fluctuations. We note that Bayesian linear regression could be used for the quadratic
function class. The prior knowledge for run j was represented by the vector m0 =
(θ0, θ1, θ2) and the covariance matrix S0. θ0, θ1 and θ2 are the function parameters
of the initial prediction function, which was again defined by the average of each of
the function parameters of the 29 functions fi, i 6= j. S0 is the covariance matrix over
the function parameters of these 29 functions. The relation between the quadratic,
linear and intercept terms for the quadratic function class was captured by the vector
x =

(
1 t t2

)
. We set the tuning parameter at β = 0.01, to ensure convergence

within 400 data points at a reasonable rate. Similar to the choices made with the
pseudo point method, other values for β could be chosen to reach faster convergence,
but with noisy data the method could then become too sensitive to the random
fluctuations.

The results of the same three runs as before are shown in Figure 5.4; the left plot
visualises the residuals, that is, the differences between the predicted values and the
actual function values without random fluctuations, and the right plot shows the
residuals in the presence of random fluctuations. Similar as before, the residuals
shown are the differences between the predicted values and the global trend of the
data.

Figure 5.4 shows that the results found with Bayesian linear regression are more or
less similar to the results of applying the pseudo point method. The plot on the left
shows that for some of the runs Bayesian linear regression appears to obtain smaller
residual values faster, while for other runs the residual values converge faster with the
pseudo point method. Similar to the pseudo point method, an initial rapid decrease
of the residual values is shown, followed by an increase. The maximum residual values
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for the time interval where the residuals increase again are 3.4, 2.1 and 1.6 for the
Functions 1, 2 and 3 respectively, compared to the maximum residual values of 2.3,
4.1 and 0.8 when applying the pseudo point method as described above. The plot
further shows that the residuals calculated with Bayesian linear regression do not
fully converge to 0, as a consequence of β being equal to 0.01. A larger value for β
would result in faster convergence, but also in a faster adaptation towards any present
random fluctuations.

In Figure 5.4, the plot on the right shows the results from using Bayesian linear
regression on the data with added random fluctuation. Compared to the plot in
Figure 5.2 on the right from applying the pseudo point method, the results are quite
similar. The most noticeable difference lies in the faster initial convergence of the
Bayesian regression. This difference originates from the Bayesian regression using
the prior knowledge together wit the data points available to define a new prediction
function, that is, without taking further information from data points in the future
into consideration; in contrast, the pseudo point method exploits pseudo points placed
in the future as additional knowledge causing the more gradually adaptation of the
prediction functions. The parameters of the pseudo point method could be adjusted to
achieve results being even more similar to Bayesian regression, however, for example
by changing the number and the position of the pseudo points.

Concluding observations

The main difference between the pseudo point method and Mertens’ method lies in
the amount of prior knowledge taken into consideration and the effect this knowledge
has on the predictions for the first period of time. Without the additional prior
knowledge, Mertens’ method required a start-up period of between 75 and 100 data
points for the quadratic function class. After this start-up period, the results of
Mertens’ method were comparable with those of the pseudo point method and of
Bayesian regression. When sufficiently many data points are available, the pseudo
point method and Mertens’ method have a similar performance, both in terms of the
quality of the prediction and in the runtime characteristics as they both build upon
least squares regression.

For the quadratic function class, the pseudo point method and Bayesian linear regres-
sion show a similar performance. Fairly minor differences between the residual values
of the two methods are found, but to some extent these differences can be reduced by
altering the parameter settings of one or both methods. With m function parameters
and n data points, the pseudo point method has a runtime complexity of O(m2n)
and Bayesian linear regression has a runtime complexity of O(m3) for updating the
prediction function after a new data point has been observed. The runtime complex-
ity of Bayesian linear regression thus is more favourable, but given the small number
of data points in our experiments the actual runtime difference was negligible.
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Figure 5.5: Four out of the thirty third-order polynomials generated for the experi-
ments.

5.1.3 Results for the third-order polynomial function class

The function class of third-order polynomials is:

f(t) = θ0 + θ1 · t+ θ2 · t2 + θ3 · t3

where each function takes the four parameters θ0, θ1, θ2 and θ3. For creating the 30
concrete functions for the experiment, values for these parameters were drawn from
the following Gaussian distributions:

θ0 ∼ N (239, 50) θ2 ∼ N (−1.766 · 10−2, 1.0 · 10−3)
θ1 ∼ N (2.131, 0.2) θ3 ∼ N (−2.943 · 10−5, 2.0 · 10−6)

The plot in Figure 5.5 depicts four of the generated functions, showing that the
amount of natural variability in this experiment is fairly large. For each of the 30 runs
in the experiment, the initial prediction function is defined from the 29 functions not
under investigation, as described before. For the first experiment, all data functions
were used without adding random fluctuations. The second experiment used the
same 30 functions and corresponding initial prediction functions, yet with random
fluctuations added to the data function under consideration; the random fluctuations
added to the data were drawn from N (0, 15).

Results from using the pseudo point method

For each of the 30 initial prediction functions, four pseudo points were placed, one at
t = 5, one at t = 395 and two in between, at the inflection points. The devaluation
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Figure 5.6: The results from using the pseudo point method for three of the runs in
the experiments with the third-order polynomial function class. The residual values
between the actual data points without fluctuations and their predicted values are
shown (left); the differences between the predicted values and the trend of the actual
data for the same functions with added fluctuations are also shown (right).

function was set as d(t) = 0.25
t+0.25 . Compared to the devaluation function used for the

experiments with the quadratic function class, this function assigns lesser importance
to the prior knowledge expressed by the pseudo points. One of the considerations for
this choice of devaluation function was the increase in the number of pseudo points
from three to five, which already gives more weight to the prior knowledge compared
to the quadratic experiments. Secondly, the amount of natural variability in the
experiment was higher than in the experiment with the quadratic function class.
The pseudo point method should thus be given sufficient freedom for calculating new
prediction functions.

The results of three runs of the pseudo point method for the third-order polynomial
function class are depicted in Figure 5.6; the plot on the left shows the established
residuals for the runs without added random fluctuations. The results look fairly
similar to the results of applying the pseudo point method for the quadratic function
class. Again a fast decrease in residual values is seen followed by a time interval of
increasing residuals. As with the quadratic function class, these increasing residual
values are due to pseudo points deviating substantially from the observed data points.
As a consequence of the devaluation function giving less weight to the pseudo points,
the largest residuals found are actually smaller than the ones in the experiments with
the quadratic function class.

In Figure 5.6 on the right, the results from the same three runs are shown, now with
added random fluctuations. The values found are on average larger than those found
for the quadratic function class, as seen in Figure 5.2 on the right. The larger vari-
ability among the 30 data series generated from the third-order polynomial function
class and the rapidly decreasing devaluation function are both debit to this.
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Figure 5.7: Using Mertens’ method, the difference between the trend of three third
order functions with fluctuations and their predicted values are shown.

Results from using Mertens’ method

For applying Mertens’ method, only the function class needs to be provided as prior
knowledge. In the runs with the third-order polynomial function class and without
random fluctuations, the data points were drawn from a perfect third-order polyno-
mial function. Mertens’ method thus required only four data points to establish a
perfect fit, with residuals equal to zero for all further points in time. As the plot of
those residuals is practically as that in Figure 5.3 on the left, it is omitted.

Figure 5.7 shows the results of applying Mertens’ method on the same three data
series as for the pseudo point method, with added random fluctuations. Similar as for
the quadratic function class the plot shows very large residuals in the first time period
of the runs, until enough data points have become available to establish reasonable
function parameters for the prediction function. With sufficiently many data points
having been observed, the residual values slowly converge to those obtained with the
pseudo point method. Just after 200 observed data points the difference in established
residuals between Mertens’ method and the pseudo point method have become smaller
than 1. We note that a startup period of 200 data points when a total of 400 data
points are expected, is quite long.

Results from using Bayesian linear regression

For our experiments with Bayesian linear regression, the same 30 data series, both
with and without random fluctuations, were used as in the experiments with the
pseudo point method and Mertens’ method. For the third-order polynomial function
class, again Bayesian linear regression could be used. The prior knowledge for run
j was represented by the vector m0 = (θ0, θ1, θ2, θ3) and the covariance matrix S0.
θ0, θ1, θ2 and θ3 are the function parameters of the initial prediction function, which
was defined by the average of each of the function parameters of the 29 functions
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Figure 5.8: The results from using Bayesian linear regression for three of the runs in
the experiment with the third-order polynomial function class. The residual values
between the actual data points without fluctuations and their predicted values are
shown (left); the differences between the predicted values and the trend of the actual
data for the same function with added fluctuations are also shown (right).

fi, i 6= j; S0 is the covariance matrix over function parameters of these 29 functions.
The relation between the intercept, linear, quadratic and third-order terms for the
third-order polynomial function class was captured by the vector x =

(
1 t t2 t3

)
.

We set the tuning parameter again at β = 0.01, similar to the experiments with the
quadratic function class.

The results of the experiments without additional random fluctuations are shown in
Figure 5.8 on the left, focusing on the same three runs as before. Although the series of
established residuals is shaped somewhat differently from that from the pseudo point
method, the overall conclusion is similar. The largest residual value found again
is fairly small, and the residuals tend to converge over time towards 0. The main
difference seen in the plots from the pseudo point method and Bayesian regression is
that the highest residual values are found earlier on after the onset of the runs with
Bayesian regression than with the pseudo point method. This difference originates
from the type of prior knowledge used by each of the methods. While Bayesian
regression uses the function class and the function parameters of the initial prediction
function as prior knowledge, the pseudo point method takes the function class and
a number of pseudo points over the entire process run for its prior knowledge. The
prior knowledge will thus influence the established prediction functions for a longer
period of time.

In Figure 5.8, the plot on the right shows the results for the same three runs with the
addition of random fluctuation to the data points. The residual values found with
Bayesian regression are initially smaller than those resulting from the pseudo point
method, as expected from our earlier observations. The difference between Bayesian
regression and the pseudo point method can once again be minimised by changing for
example the devaluation function used by the pseudo point method.
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Concluding observations

The conclusions drawn from our experiments with third order-polynomial functions
are very similar to those drawn from the experiments with the quadratic function class.
The pseudo point method and Bayesian linear regression perform comparably when
appropriate parameter settings are chosen. Mertens’ method will perform equally
well, but only after sufficiently many data points have become available.

5.1.4 Results for the egg production function class

Before applying the pseudo point method to real-world egg production data, we have
investigated the performance of our method on artificial data generated from the func-
tion class describing the egg production of a flock of laying hens. This function class
is provided by Lokhorst [80], and has been slightly improved by Mertens [89]:

f(t) = 100
1 + θ1 · θ

√
t

2

−
(
θ3 + θ4 ·

√
t+ θ5 · t

)
We note that at the onset of this function the chickens already are approximately 20
weeks old; for this function class t represents the days of lay of a flock of laying hens
rather than the time in general. Each function takes the five parameters θ1, θ2, θ3, θ4
and θ5. For creating the 30 functions for the experiment, values for these parameters
were drawn from the following Gaussian distributions:

θ1 ∼ N (132, 150) θ3 ∼ N (13.3, 5.0) θ5 ∼ N (0.12, 0.0455)
θ2 ∼ N (0.216, 0.0342) θ4 ∼ N (−2.0, 0.3)

The plot in Figure 5.9 on the left shows three functions drawn from the class. For
each of the 30 runs of the experiment, the initial prediction function is defined again
from the 29 functions not under consideration. In the experiment, only data series
with added random fluctuations were used; these fluctuations were drawn from the
Gaussian distribution N (0, 5). For real-life poultry farms, such a standard deviation
is fairly common, for example due to variation of the time of day at which eggs are
collected.

The prior knowledge for the pseudo point method was modelled by means of five
pseudo points, placed on t = 5, 25, 50, 150 and 395. The first pseudo point was used
for initial control during the start-up phase of the flock; the subsequent three data
points were used to model the expected peak of the production, and the last pseudo
point served to guarantee the shape of the prediction function towards the end. For
real-world egg production data series, the last pseudo point could be placed earlier on,
as after approximately 150 days the trend of the instance series would be fairly clear.
A total of five pseudo points is sufficient to model the egg laying trend accurately,
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Figure 5.9: Three functions generated from the egg-production function class (left)
and the differences between the predicted values and the trend of the actual data
after applying the pseudo point method for data series from the same three functions
(right)

and the peak of the production to be more precise. To handle the somewhat more
unrealistic data series in our experiment, we chose to position the final pseudo point
towards the end. The devaluation function was taken as d(t) = 4.0

x+4.0 to ensure a
fairly slow decrease in weight for the pseudo points and hence to force the pseudo
point approach to more gradually adapt the prediction functions to the observed
data.

The plot in Figure 5.9 on the left shows three of the generated data series; for clarity
reasons, the added random fluctuations are not shown in the plot. Not all 30 generated
data series resembled an egg production trend; some data series, for example, revealed
production levels of more than 100%, which is impossible for obvious reasons. These
data series were nonetheless taken into consideration in the present experiments,
since the values for their function parameters were drawn from realistic Gaussian
distributions.

In Figure 5.9 on the right the differences between the predicted values and the data
points from the data trends are shown for the same three data functions. Initially
the pseudo point method is adapting the prediction function given each observed
data point. The residual values found can be as large as 6; this difference is fairly
small, given the amount of natural variability and the random fluctuations having
a standard deviation of 5. Similar to the plots before, note that the actual random
fluctuations are yet to be added to the differences the right plot of Figure 5.9 in
order to obtain the actual residuals. From time t = 35 on, the pseudo point method
yields residual values of around at most 2. Faster adaptation of the prediction function
towards the observed data points is undesirable because of possible unexpected values
in the first time interval to which the prediction function should not adapt itself too
quickly.
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5.2 Experiments with real-world data

Having reviewed the results obtained from experiments with artificial data, we turn
in this section to real-world egg production data. We will focus once more on the
calculation of residuals. At the end of this section we will briefly address outlier
detection and other techniques which can improve the residual calculation for real
world data even further.

5.2.1 Real-world egg production data

AgroVision [1] provided us with anonymised data from 46 flocks of laying hens. Agro-
Vision offers software products for the management and bookkeeping of production
processes in agriculture; for the poultry sector, they developed the management sys-
tem ’LegManager’ [77], which is used by over 400 poultry farmers in the Netherlands.
From the 46 provided data series, 22 did not suit our purposes, either because of miss-
ing data or because the data were collected on a weekly rather than on a daily basis.
While the pseudo point method can take data series of a different time granularity, we
decided to leave such data series out of our experiments to allow ready compilation of
all data used into prior knowledge. The remaining 24 data series originated from dif-
ferent farms and can be reasonably assumed to reflect the effects of natural variability
among flocks. The data series further include more or less random fluctuations, due
to such reasons as differences in the moment of egg gathering, the presence of a fox
outside the housing, or a temporary mechanical issue. As fas as we know no serious
diseases occurred in the flocks during the time period of data collection.

Each of the 24 data series covered an almost complete life cycle of a flock of laying
hens and ranged from 303 to 468 consecutive daily measurements; these measure-
ments are the number of produced eggs, the total feed intake, the total water intake
and the number of dead birds. Given the number of hens at the onset of the pro-
duction precess, the daily parameters are readily calculated from the provided data,
as the number of eggs produced per 100 hens, the average feed intake per hen, the
average water intake per hen and the mortality rate of the flock. For the experiments
described in this section, we focus on the egg production; for the other production pa-
rameters, the pseudo point method can equally be applied given their known function
classes.
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Figure 5.10: The four egg production data series from real-world poultry farms used
in the experiment.

5.2.2 Results from real-world data

As stated in Section 5.1.4, the function class describing the egg production of a flock
of egg-laying hens is:

f(t) = 100
1 + θ1 · θ

√
t

2

−
(
θ3 + θ4 ·

√
t+ θ5 · t

)
where a function takes the five parameters θ1, θ2, θ3, θ4 and θ5. Twenty data series
were used for defining the initial prediction function for each of the four runs with
the remaining series. For each of these twenty data series, nonlinear regression was
used to calculate the function parameters of the embedded data trend. The function
parameters for the initial prediction function were defined as the averages of these
twenty parameter values. The initial prediction function thus established, was found
to be

f(t) = 100
1 + 35.66 · 0.27

√
t
−
(

15.0− 2.1 ·
√
t+ 0.12 · t

)
The amount of variability in the twenty data series used as prior knowledge was fairly
small. We used five pseudo points together with a slowly decreasing devaluation
function d(t) = 8

t+8 to let this robust prior knowledge exert considerable control over
the construction of future prediction functions. The pseudo points were placed at
t = 5, 15, 25, 150 and 395, as in Section 5.1.4.

The four data series studied in the experiment are shown in Figure 5.10; two series
are shown in the plot on the left and the right plot shows the other two series. The
residuals resulting from applying the pseudo point method for the first two data
series are plotted in Figure 5.11 on the left, and the residual plots for the last two
data series are presented in Figure 5.11 on the right. Similar as before, the shown
residuals are the differences between the predicted values and the trend of the actual
data. As expected, the established values are fairly high initially, as a result of the
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Figure 5.11: The residuals for the four considered real egg production data series.

relatively strong control exerted by the prior knowledge and the absence of a larger
number of observed real data points. With the function class for the egg production
modelling an initial steep increase in value, it is challenging for the pseudo point
method to accurately capture this trend when using just the prior knowledge. After
as few as six data points have become available however, the residuals calculated for
all four runs are almost all smaller than 5, and tend to further decrease. We note
that at the end of each run, the residual values tend to increase significantly. This
finding may originate from interference by the farmer to increase productivity for
example by a change of feed composition. It may also be due to the function class not
accurately describing the final time period of a production cycle. For future research
this observation is essential, as the performance of all three methods studied in this
part of the dissertation depend heavily on the function class accurately describing the
expected data series.

5.2.3 Outlier detection with real-world data

The performance of an outlier detection system is estimated based on a comparison
between the outliers detected by the system and the actual classification of the data
points in the available data series. Although a basic set of guidelines for early warning
is provided for the poultry industry in the Netherlands, these guidelines are too rough
for a detailed outlier detection system. The guidelines in fact do not provide for
indisputably classifying every data point in a series of measurements of a specific
production parameter, and hence do not provide a golden standard for studying a
system’s performance. We decided to obtain a silver standard to this end, based on
expert knowledge. We presented several experts from the poultry industry with data
series in which they were asked to identify the data points which deviated too much
from their expected values. For this purpose, the series of egg production data were
plotted and initially covered by another piece of blank paper to prevent the expert
from seeing future data points. In this setting we moved the piece of blank paper
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to the right one step at a time to reveal a new data point, thereby simulating the
real-world setting where new data points are observed on a daily basis. The experts
were asked to think out loud about the observed data trend and to classify each new
data point as expected or unexpected, thereby contributing to the development of the
silver standard.

During the elicitation sessions, the experts indicated various aspects they would also
take into consideration when deciding upon the classification of a data point. We felt
that implementing an outlier detection without these additional aspects could not
provide a satisfactory result, and we decided not to do so. We now briefly consider
some aspects to be addressed when developing an outlier detection system; to attain a
more exhaustive overview of relevant of aspects, further elicitation efforts are required.
We note that Mertens et al. proposed to use ARMA models [14, 15] to cope with
additional aspects. Using such models will certainly improve the accuracy of the
calculated residuals, but we feel that removing noise from the available data in a
knowledge-based way before resorting to more general approaches such as the use of
ARMA models, can even further improve the accuracy of the residuals and thereby
increase the quality of outlier detection.

One of the most important aspects indicated by the experts during the elicitation
sessions, is the difference between poultry farms in how the production process is
run. Using farm-specific information a more tailored initial prediction function can
be constructed for a poultry farm. This prediction function will then be a more
accurate fit for the flock under consideration and the pseudo points can retain their
importance in the creation of future prediction functions. As a consequence, smaller
deviations from the predicted values are expected, thereby increasing the sensitivity
and the specificity of the outlier detection system. Poultry farms can further differ
in the level of precision of the collected data. Variation in the time of day at which
a farmer gathers the eggs, for example, introduces random fluctuations in the data.
Such fluctuations may significantly influence the performance of the early warning
system. A possible approach to removing these fluctuations is to use the average of
the egg production levels from the last two days. While this approach serves to remove
fluctuations from the data, it also causes the data to become less informative. Another
approach is to keep track of the exact time at which the eggs are collected and use
this as a correction factor for the daily egg production levels. We note that this latter
approach would require additional bookkeeping by the farmer. Outlier detection can
be further improved by involving external factors at farm level, such as a change in
feed or a temporary technical malfunction. Providing the outlier detection system
with the ability to correct measurements when an external cause has been identified
by the poultry farmer, is likely to reduce the number of false positive warnings. The
detection of outliers can also be adapted over time, based upon additional knowledge
of the acceptable levels of deviation. When the birds get older for example, their
production level will decrease and larger deviations are not uncommon.
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The order in which the above aspects are best considered when developing an outlier
detection system depends on the data at hand. It may be advantageous to first
address one or more of these aspects before the trend is removed from the available
data; when randomness of the time of egg collection is removed, for example, the data
is likely to be less noisy and the pseudo point method will be better able to remove
the underlying data trend.





Chapter 6

Conclusions and further research

In this part of the dissertation we presented the pseudo point method as a new
method for real-time calculation of residuals, tailored to the monitoring of production
processes involving natural variability. Initially controlled by prior knowledge of a
general expected trend, modelled as pseudo points, the pseudo point method uses
least squares regression to establish a prediction function from which it predicts future
data points. Against these predicted data points, the true data points are compared.
As further knowledge of the process instance becomes available, the general expected
trend is gradually adapted to the actually observed trend. The extent to which
the provided prior knowledge will affect the prediction functions over time can be
regulated by changing the number, the positioning and the devaluation of the pseudo
points. Our method can be practicably applied regardless of the function class of the
expected data trend and of the regression type to be used: the only requirement is that
both the function class and initial values for the function parameters are given.

We compared the pseudo point method against Mertens’ method and against Bayesian
regression in experiments with artificially generated data. The results showed that
Mertens’ method can lead to impractically long start-up periods before a trend is ad-
equately removed from a data series. After the start-up period, the results found with
Mertens’ method and with the pseudo point method are virtually the same. Com-
paring the pseudo point method against Bayesian regression resulted in the finding
that the two methods perform comparably for all function classes considered. The
results of the experiments showed that both the pseudo point method and Bayesian
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regression are capable of removing the general data trend from a data series incor-
porating natural variability. The difference between the two methods lies in how
the prior knowledge is modelled and how its impact can be tuned; with the pseudo
point method, settings can be varied to change the effect of the prior knowledge on
future prediction functions, while with Bayesian regression tuning possibilities are
quite limited.

The runtime complexity of all three methods considered depend on the number of
function parameters of the prediction function (m) and the number of data points
to be observed (n). For linear function classes, Bayesian linear regression has the
smaller runtime complexity of O(m3n) compared to the O(m2n2) of the other tow
methods. For nonlinear function classes the runtime of Bayesian nonlinear regres-
sion increases significantly due to the application of a posterior simulator, while the
runtime complexity of the other two methods increases linearly with the number of
additional iterations required for the nonlinear regression to converge.

As our research was motivated by the early detection of LPAI in poultry, we started
to investigate the production parameters of a flock of laying hens. Deviations in the
values of the various production parameters can arise from a large range of poten-
tial causes, and it is not possible for a poultry expert to determine the presence of
LPAI based on such deviations alone. Deviations, however, do provide valuable in-
formation. A decrease in feed intake, for example, can have several potential causes.
Examples include a mechanical error in the feeding machine, unbalanced feed compo-
sition and the presence of a disease. Simultaneous investigation of the values of the
other production parameters may help to distinguish between these causes. A sudden
drop in feed intake shortly followed by a decreasing egg production or an increasing
mortality rate is more likely to be caused by a disease, than by a mechanical problem
or by unbalanced feed. Detailed domain knowledge is required to identify such infor-
mative patterns in trend deviations. Preliminary results from an elicitation session
with domain experts show that experts are able to provide such knowledge based on
their experiences. We would like to note however, that even with such a sophisticated
system, it remains impossible to determine the presence of LPAI in a flock of poultry
based on this system alone.

Application of our method for adaptive real-time calculation of residuals, both for a
single-dimension data series and for multiple-dimension series as described above, is
not restricted to the domain of poultry farming, but is applicable in a wider range
of domains for such problems as monitoring the weight gain of fattening pigs or
monitoring the recovery of intensive care patients based on vital-sign measurements.
As every application domain has its own parameters to consider and each parameter
has its specific function class, a tailored combined outlier detection mechanism is to
be carefully developed for the domain at hand. The common denominator however,
is the use of the pseudo point method, a deviation detection method, and additional
techniques to calculate accurate residuals.



Part II

Bayesian Networks

In this part of the dissertation we present our research in the field of Bayesian
networks, focusing on various aspects of the construction of such networks with the
help of experts. We will first detail our fundamental results with respect to the use

of causal interaction models for probability specification and then discuss the
development of a real-life Bayesian network for the early detection of LPAI, building

upon the domain knowledge of experts.





Chapter 7

Preliminaries

We begin this part of the dissertation by providing preliminaries for the subsequent
five chapters. Since this part addresses the development of a Bayesian network for
our application domain, we start by reviewing the basics of Bayesian networks; more
elaborate introductions to Bayesian networks can be found in various modern text-
books on Bayesian networks [25, 64, 67]. Our review includes the noisy-OR model
as one of the best known causal interaction models, its generalisations [28, 59, 102],
and sensitivity analysis in Bayesian networks [17, 23, 93]. This review includes some
theoretical background for the fundamental research in the use of causal interaction
models presented in this dissertation.

7.1 Bayesian networks

We consider discrete random variables, which are denoted by capital letters and whose
values are denoted by indexed small letters. We assume that a random variable V
adopts a value vi from its domain of possible values Ω(V ) = {v0, . . . , vm}, m ≥ 1.
For a binary variable V , we will write v̄ and v to denote its two values v0 and v1,
representing the absence and the presence of the modelled concept respectively. Sets of
random variables are denoted by bold-face capital letters and joint value combinations
for these sets are written in bold-face small letters. A set of random variables V then
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takes a joint value combination v from its domain Ω(V) = ×V ∈V Ω(V ) of value
combinations.

We consider joint probability distributions Pr over our sets of random variables, and
assume that such a distribution is represented by a Bayesian network. The network
includes a directed acyclic graph in which the nodes represent the variables and in
which the arcs describe the (in-)dependency relation among the variables. We will
use the term variable to refer to a random variable itself and to the node represent-
ing it, interchangeably. In a network without any arcs, all variables are mutually
independent. The addition of arcs to the network introduces the representation of
dependencies between the variables. The concept of d-separation, providing a formal
semantics in terms of (in-)dependency to the arcs, will be discussed in more detail in
Section 7.2.

The arcs of the graph of a Bayesian network are often looked upon as capturing a
causal relationship between the connected variables. Although we will not make any
claims with respect to a causal interpretation in this dissertation, we will adopt the
terminology involved. If the graph includes an arc pointing from a variable C to a
variable E, we say that C is a cause variable for E, and E is an effect variable of
C. The phrase causal mechanism is used to refer to a single effect variable with its
associated n cause variables, n ≥ 0, in the graph.

In addition to its graphical structure, a Bayesian network includes a conditional prob-
ability table, or CPT, for each variable. For a variable E, this table specifies the
conditional probability distributions Pr(E | c) over E given all possible joint value
combinations c for its cause variables. From the well-known rules of probability dis-
tributions, we have in such a conditional probability table that for every given value
combination of the cause variables, the probabilities associated with the different val-
ues of the variable E under consideration, add to 1. Figure 7.1 shows an example
causal mechanism; the figure depicts the graphical structure of the mechanism, with
the binary effect variable E and the three binary cause variables C1, C2 and C3,
and shows the conditional probability table for E. Note that the table specifies eight
conditional probability distributions for the effect variable, which number is exponen-
tial in the number of cause variables discerned; for n binary cause variables, a total
of 2n probability distributions are required to arrive at a fully defined conditional
probability table Pr(E | C).

A Bayesian network describes a unique joint probability distribution and hence pro-
vides for computing any prior or posterior probability of interest over its variables.
The problem of establishing probabilities from a Bayesian network was proven to
be NP-hard in general by Cooper [20]; Roth later showed #P-hardness [106]. For
networks of which the graphical structure has bounded treewidth, the problem can
be solved in polynomial time, that is, polynomial in the network’s size [87]; in fact,
a bounded treewidth was shown to be a necessary condition for efficient computa-
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C1 C2 C3

E

C1 C2 C3 E
yes no

no no no 0.00 1.00
yes no no 0.68 0.32
no yes no 0.56 0.44
no no yes 0.81 0.19
yes yes no 0.86 0.14
yes no yes 0.94 0.06
no yes yes 0.92 0.08
yes yes yes 0.97 0.03

Figure 7.1: The graph of an example causal mechanism with three cause variables
(left), along with the conditional probability table for its effect variable E (right).

tion [72]. Various algorithms have been designed for this purpose, among which the
junction-tree propagation algorithm is the most efficient to date [64, 76]. The number
of possible values variables can attain, and the number of incoming arcs per variable
are two factors which influence the runtime complexity of the junction-tree propaga-
tion.

In view of real-world applications of Bayesian networks, the variables are either ob-
servable or intermediate. For an observable variable, a user can enforce it to attain one
of its values, usually to inform the network that this value was observed in reality. In
a diagnostic Bayesian network, variables without any outgoing arcs are typically ob-
servable variables. Intermediate variables cannot be forced to attain a specific value.
Observing the values of other variables can change the probability distribution over
the possible values of an intermediate variable upon propagation of these observations
through the entire network. In a network, one or more intermediate variables will be
marked as goal variables; the user is ultimately interested in the posterior probability
distribution over these variables only.

7.2 Independence in Bayesian networks

The arcs in the graphical structure of a Bayesian network describe the (conditional)
independencies between all variables in the network. Two variables Vi and Vj are
independent if Pr(Vi, Vj) = Pr(Vi)·Pr(Vj), or stated in a Bayesian fashion, if Pr(Vi) =
Pr(Vi | Vj) for all values of Vi and Vj . That is, the two variables are independent
when for each value vkj variable Vj can adopt, the posterior probability distribution
over all possible values of variable Vi remains unchanged, and vice versa.

Similarly, two sets of variables Vi and Vj are independent if Pr(Vi) = Pr(Vi | Vj).
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Vi Vj Vk1.

Vi Vj Vk2.

Vi Vj Vk3.

Figure 7.2: The three cases defining the concept of blocking; a grey variable represents
an observed variable.

Two sets of variables Vi and Vj are conditionally independent given a third set
of variables Vk when Pr(Vi | Vj ,Vk) = Pr(Vi | Vk). Once a variable has been
observed, it is independent from all other variables: its probability distribution is
fixed due to the observation and can no longer change upon observing values for
other variables.

In a Bayesian network, the (in-)dependencies between the variables are captured by a
set of directed arcs. The concept of d-separation assigns a formal meaning in terms of
independency to the arcs. D-separation builds on the principle of blocking [42], which
describes when a variable in the network blocks information from flowing to other
variables. The concept of blocking is defined by three cases, pertaining to chains with
three subsequent variables Vi, Vj and Vk. A chain is blocked at variable Vj if one
of the conditions below holds; Figure 7.2 depicts each of these cases, where a grey
variable represents an observed variable.

1. There exist three subsequent variables Vi, Vj , Vk on the chain with directed arcs
Vj to Vi and Vj to Vk, and Vj is observed.

2. There exist three subsequent variables Vi, Vj , Vk on the chain with directed arcs
Vi to Vj and Vj to Vk, and Vj is observed.

3. There exist three subsequent variables Vi, Vj , Vk on the chain with directed arcs
Vi to Vj and Vk to Vj , such that Vj is not observed and none of the successors
of Vj are observed.

Now, two sets of variables Vi and Vj are d-separated if all chains present between Vi

and Vj are blocked. If just a single chain remains unblocked, the two sets of variables
are not d-separated and remain dependent. To provide some additional intuition,
Example 1 provides an example.
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Example 1: D-separation

Consider the directed acyclic graph depicted in Figure 7.3. This graph de-
scribes having a cold (modelled by the variable C) and having malaria (M) as
the possible causes of having a fever (F ); having a fever is modelled as typically
being associated with being shivery (S). Initially, when none of the variables
are observed, there exists a dependency between the variables F and C: if the
probability of a cold increases, then the probability of a fever will increase as
well, and vice versa. The variables C and M are modelled as apriori being
independent, however: if the probability of having a cold increases, then the
probability of also having malaria will not be affected. We note that the in-
dependence between the variables C and M is represented graphically through
blocking of the single chain connecting the two variables: since neither of the
variables F and S have been observed, the chain between the variables C and
M is blocked by the third condition described above. When a fever is observed,
the variables C and M become dependent as the only chain between them is
no longer blocked. When in addition it is known that the patient suffers from
malaria, the probability that the patient suffers from a cold as well is likely to
decrease, as malaria already explains the presence of the fever.

Upon building a Bayesian network, intricate dependency relations may need to be
described, involving numerous variables and arcs. When building the network by
hand with the help of experts specifically, keeping track of all dependencies is of
highest importance to the network engineer since adding, removing or changing the
direction of an arc can have far-reaching consequences for the represented dependency
relations.

C MF

S

Figure 7.3: A directed acyclic graph in with the arcs model the (in-)dependencies
between the concepts of having a cold (modelled by variable C), having malaria (M),
having a fever (F ) and shivering (S).
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7.3 The Noisy-OR model and its generalisations

When constructing a Bayesian network for a real-world application, the first step
is to configure a directed acyclic graph to describe the probabilistic independencies
between the relevant variables. Subsequently, conditional probability tables need to
be specified for all variables, that is, for the effect variables of all causal mechanisms
in the graph. For an effect variable E, such a table details an exponential number
of conditional probability distributions Pr(E | c) over E, given all possible value
combinations c for the cause variables C1, . . . , Cn, n ≥ 0 of E. Experience shows
that obtaining all required probabilities is a daunting and time consuming task, espe-
cially if these numbers have to be elicited from domain experts. Probabilistic causal
interaction models have been designed to alleviate this burden, with the noisy-OR
model being the best known among these models. The noisy-OR model is designed
for causal mechanisms involving binary variables only [102]. Based on the noisy-OR
model, other more elaborate interaction models as the leaky noisy-OR model [59] and
the noisy-MAX model [28, 59] have been introduced.

7.3.1 The noisy-OR model

The noisy-OR model essentially is a parametrised conditional probability table for
the effect variable E of a causal mechanism. It takes a limited number of parameter
probabilities and uses these to generate values for all other probabilities in the table
at hand. Informally spoken the model captures the information that each modelled
cause in essence suffices to give rise to the effect e, but that implicit processes may
inhibit the effect to occur. It can thus be looked upon as modelling a logical OR with
uncertain perturbation effects. The parameters of the noisy-OR model are

Pr(e | c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n)

for j = 1, . . . , n, of the effect arising in the presence of just a single cause. These
parameter probabilities express that in the presence of cause cj , the occurrence of
the effect e may be inhibited by some unmodelled process with probability 1−Pr(e |
c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n). The probability Pr(e | c̄1, . . . , c̄n) of the effect e arising
if none of its causes are present, is taken to be zero by the model. To arrive at a fully
specified probability table for the variable E, the conditional probability of the effect
e arising in the presence of a specific combination c of multiple causes is calculated
by the model as

Pr(e | c) = 1−
∏
j∈J

(1− Pr(e | c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n))

where J is the set of indices of the cause variables Cj which are marked as being
present in the value combination c. The probability of the effect e arising in the
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presence of multiple simultaneous causes thus is calculated from the probabilities of e
given each of these causes separately. From the calculation rule above we observe that
the probability of the common effect e arising increases monotonically as additional
causes are observed. We demonstrate the use of the noisy-OR model on an example
causal mechanism.

Example 2: The noisy-OR model

Figure 7.4 depicts, on the left, the graph of a (highly simplified) causal mecha-
nism. The mechanism describes having a cold (modelled by the variable C) and
having malaria (M) as the possible causes of having a fever (F ). On the right,
the figure shows the conditional probability table that results from applying the
noisy-OR model for the effect variable F of the mechanism. The probabilities
printed in bold are the two parameter probabilities of the table. In a real appli-
cation these two probabilities would have to be assessed by experts or learned
from data; the values provided here are fictitious. The probability Pr(f | c̄, m̄)
further is set to zero and the remaining probability Pr(f | c,m) is calculated by
the noisy-OR model from the two parameter probabilities

Pr(f | c,m) = 1− (1− Pr(f | c, m̄)) · (1− Pr(f | c̄,m))
= 1− (1− 0.6) · (1− 0.9)
= 0.96

We note that the probability of a fever occurring in a person who suffers from
both a cold and malaria, is calculated to be higher than the probabilities of fever
to arise in persons suffering from either one of the diseases.

Underlying the noisy-OR model are the properties of accountability and exception
independence. The property of accountability states that the effect e in a causal

C M

F

Cold (C) Malaria (M) Fever (F)
yes no

yes yes 0.96 0.04
yes no 0.60 0.40
no yes 0.90 0.10
no no 0.00 1.00

Figure 7.4: An example causal mechanism describing having a fever (modelled by the
variable F ) as an effect of suffering from a cold (C) and/or malaria (M) (left), and
the noisy-OR established probability table for the effect variable F (right).
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E

C1

XC1
XC2

IC1
IC2

C2

Pr(iC1) = 1− Pr(e | c1, c̄2) Pr(iC2) = 1− Pr(e | c̄1, c2)

Pr(xC1 | c1, iC1) = 0 Pr(xC2 | c2, iC2) = 0
Pr(xC1 | c1, ı̄C1) = 1 Pr(xC2 | c2, ı̄C2) = 1
Pr(xC1 | c̄1, iC1) = 0 Pr(xC2 | c̄2, iC2) = 0
Pr(xC1 | c̄1, ı̄C1) = 0 Pr(xC2 | c̄2, ı̄C2) = 0

Pr(e | xC1 , xC2) = 1 Pr(e | x̄C1 , xC2) = 1
Pr(e | xC1 , x̄C2) = 1 Pr(e | x̄C1 , x̄C2) = 0

Figure 7.5: The conceptual mechanism with the property of exception independence
made explicit for two cause variables: process and inhibitor variables are included in
the graph (left) and incorporated in the associated probability distribution (right).

mechanism cannot occur if all modelled causes are absent; it thus states that Pr(e |
c̄1, . . . , c̄n) = 0. The property of exception independence pertains to the exception
mechanisms which are left implicit in the causal mechanism. An exception mechanism
is an unmodelled process which governs the inhibition of an essentially deterministic
causal relation; we say that a causal relation which asserts that the effect should
arise in the presence of the associated cause, is inhibited if the effect does not occur
despite the cause’s presence. The property of exception independence now states that
the exception mechanisms underlying such inhibitions for each of the cause variables
are mutually independent apriori. Figure 7.5, on the left, shows the graph of a
causal mechanism in which the property of exception independence has been made
explicit. In addition to the effect and cause variables, the mechanism includes the
variables XC1 and XC2 to describe the deterministic processes through which the
causes c1 and c2 achieve the effect e, and the variables IC1 and IC2 to represent the
inhibiting exception mechanisms. To the right of the mechanism, the figure shows
the conditional probability tables for the variables IC1 , IC2 , XC1 and XC2 , and the
newly defined table for the effect variable. We note that the new probability table for
E is deterministic, as are the tables for the variables XC1 and XC2 ; the uncertainty
of the effect to arise in the presence of a particular cause is attributed entirely to the
inhibiting exception mechanism for this cause. In the sequel, we will use the phrase
conceptual mechanism to refer to mechanisms in which the assumptions of the model
under consideration are modelled explicitly, as in Figure 7.5.

From the conceptual mechanism described above, the conditional probability distri-
butions for the effect variable E given all possible joint value combinations for the
two cause variables C1 and C2, are now readily established:

Pr(e | c̄1, c̄2) = 0
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Pr(e | c1, c̄2) = Pr(e | xC1 , xC2 , c1, c̄2) · Pr(xC1 | c1) · Pr(xC2 | c̄2) +
Pr(e | xC1 , x̄C2 , c1, c̄2) · Pr(xC1 | c1) · Pr(x̄C2 | c̄2) +
Pr(e | x̄C1 , xC2 , c1, c̄2) · Pr(x̄C1 | c1) · Pr(xC2 | c̄2) +
Pr(e | x̄C1 , x̄C2 , c1, c̄2) · Pr(x̄C1 | c1) · Pr(x̄C2 | c̄2)

= Pr(e | xC1 , x̄C2) ·
(Pr(xC1 | c1, iC1) · Pr(iC1) + Pr(xC1 | c1, ı̄C1) · Pr(̄ıC1)) ·
(Pr(x̄C2 | c̄2, iC2) · Pr(iC2) + Pr(x̄C2 | c̄2, ı̄C2) · Pr(̄ıC2))

= Pr(e | xC1 , x̄C2) · Pr(xC1 | c1, ı̄C1) · Pr(̄ıC1)

= 1− Pr(iC1)

Pr(e | c̄1, c2) = 1− Pr(iC2)

Pr(e | c1, c2) = 1− Pr(iC1) + 1− Pr(iC2)− (1− Pr(iC1)) · (1− Pr(iC2))
= 1− Pr(iC1) · Pr(iC2)

We observe that these distributions indeed constitute a noisy-OR calculated condi-
tional probability table for E: the probabilities Pr(e | c1, c̄2) = 1 − Pr(iC1) and
Pr(e | c̄1, c2) = 1−Pr(iC2) are the two parameter probabilities of the model, and the
probability Pr(e | c1, c2) equals 1− (1−Pr(e | c1, c̄2)) · (1−Pr(e | c̄1, c2)) as prescribed
by the model.

The conceptual model is useful for a full understanding of the principles on which the
noisy-OR model is built. We note however that the conceptual mechanism is used only
for defining the noisy-OR model and is never used in practice. For practical purposes,
both the inhibitor variables and the process variables are absorbed into the conditional
probability table of the effect variable. In a first step, the explicitly modelled inhibitor

E

C1

XC1
XC2

C2

Pr(xC1 | c̄1) = 0 Pr(e | xC1 , xC2) = 1
Pr(xC1 | c1) = Pr(e | c1, c̄2) Pr(e | x̄C1 , xC2) = 1

Pr(e | xC1 , x̄C2) = 1
Pr(xC2 | c̄2) = 0 Pr(e | x̄C1 , x̄C2) = 0
Pr(xC2 | c2) = Pr(e | c̄1, c2)

Figure 7.6: The simplified conceptual mechanism with the inhibitor variables ab-
sorbed in the conditional probability tables of the process variables.
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variables IC1 and IC2 are absorbed into the tables of the process variables XC1 and
XC2 respectively, which results in the simplified conceptual mechanism in Figure
7.6. Note that the exception independence property still holds, although it is no
longer modelled explicitly. In the second step, the process variables XC1 and XC2

are absorbed into the table of the effect variable E, which results in the basic causal
mechanism with two cause variables and a single effect variable only.

To conclude, we observe that the noisy-OR model as described above is tailored
to causal mechanisms in which the effect is absent apriori. The model is readily
inverted however, to apply to causal mechanisms in which the effect is present apriori
and is annihilated by the various causes. With the parameter probabilities Pr(ē |
c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n) for j = 1, . . . , n, the model then computes

Pr(ē | c) = 1−
∏
j∈J

(1− Pr(ē | c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n))

where J again is the set of indices of the cause variables Cj which are marked as being
present in the value combination c.

Example 3: The inverted noisy-OR model

Figure 7.7 depicts a (highly simplified) causal mechanism for the context of a
headache clinic. The mechanism represents having a headache (captured by
the variable H), and describes taking pain medication (P ) and sleeping (S)
as possible remedies. In the absence of any remedy, the probability of having
a headache is set to Pr(h | p̄, s̄) = 1.0 by the property of accountability of
the inverted noisy-OR model. The probabilities Pr(h̄ | p, s̄) and Pr(h̄ | p̄, s)
constitute the model’s parameter probabilities. The probability Pr(h̄ | p, s) of
the headache having disappeared after taking pain medication and sleeping, is
calculated by the inverted noisy-OR model from the two parameter probabilities
as prescribed. We observe that the combined administration of the two remedies
results in a stronger influence on the effect disappearing when compared to the
influences of just a single remedy. An analogous property was also seen with
the more standard use of the noisy-OR model.

7.3.2 Leaky noisy-OR model

The property of accountability assumed by the noisy-OR model presupposes that
all causes of an effect have been identified and explicitly modelled in a causal mecha-
nism. In real-world applications however, incompleteness of information is inherent to
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P S

H

Pain Sleep (S) Headache(H)medication (P)
yes no

yes yes 0.15 0.85
yes no 0.50 0.50
no yes 0.30 0.70
no no 1.00 0.00

Figure 7.7: A causal mechanism which describes having a headache (modelled by the
variable H), and taking pain medication (P ) and sleeping (S) as its possible remedies
(left), along with the inverted noisy-OR calculated probability table for the effect
variable H (right).

any model, and causes may escape explicit representation. For mechanisms in which
causes are left implicit, the leaky noisy-OR model may be employed. This model
closely resembles the noisy-OR model, yet does not assume the property of account-
ability to hold. Instead, it provides for capturing the influence of all yet unmodelled
causes on a common effect by a so-called leak probability [59]. For a causal mecha-
nism with an effect variable E and the cause variables C1, . . . , Cn, n ≥ 2, the leaky
noisy-OR model requires the same parameter probabilities as the noisy-OR model,
that is, Pr(e | c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n), j = 1, . . . , n, and further takes the extra
parameter Pr(e | c̄1, . . . , c̄n) to capture the probability of the effect e occurring in the
absence of any of its modelled causes. This leak probability Pr(e | c̄1, . . . , c̄n) typi-
cally attains small values in practice; a large leak probability would suggest that one
or more likely causes have not been explicitly modelled, which might be problematic
when applying the causal mechanism in a real-life application.

In view of the conceptual mechanism from Figure 7.5, the unmodelled causes giving
rise to the leak probability, are captured by an additional cause variable C0 for the
effect E. This variable is again associated with the inhibitor variable IC0 and the
process variable XC0 . By definition, the leak cause C0 is always present, however,
which forestalls the need to explicitly model the variable C0. Figure 7.8 now shows
the conceptual model for the leaky noisy-OR model on the left, with the probability
distributions associated with its variables on the right.

For calculating the probabilities of the effect arising in the presence of multiple causes,
a computation rule has been designed just as with the standard noisy-OR model
[29, 59]. Dependent of whether or not the leak probability is implicitly comprised
in the values obtained for the other parameter probabilities of the effect variable,
the rule takes a different form. When the other parameter probabilities include the
leak probability, the rule defines the values for the probabilities of the conditional
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E

C1

XC1
XC2

IC1
IC2

C2

XC0

IC0

Pr(iC0 ) = 1− Pr(e | c̄1, c̄2) Pr(iC1 ) = 1− Pr(e | c1, c̄2)
Pr(iC2 ) = 1− Pr(e | c̄1, c2)

Pr(xC0 | iC0 ) = 0
Pr(xC0 | ı̄C0 ) = 1 Pr(e | xC0 , xC1 , xC2 ) = 1

Pr(e | xC0 , x̄C1 , xC2 ) = 1
Pr(xC1 | c1, i1) = 0 Pr(e | xC0 , xC1 , x̄C2 ) = 1
Pr(xC1 | c1, ı̄1) = 1 Pr(e | xC0 , x̄C1 , x̄C2 ) = 1
Pr(xC1 | c̄1, i1) = 0 Pr(e | x̄C0 , xC1 , xC2 ) = 1
Pr(xC1 | c̄1, ı̄1) = 0 Pr(e | x̄C0 , x̄C1 , xC2 ) = 1

Pr(e | x̄C0 , xC1 , x̄C2 ) = 1
Pr(xC2 | c2, i2) = 0 Pr(e | x̄C0 , x̄C1 , x̄C2 ) = 0
Pr(xC2 | c2, ı̄2) = 1
Pr(xC2 | c̄2, i2) = 0
Pr(xC2 | c̄2, ı̄2) = 0

Figure 7.8: The conceptual mechanism for the leaky noisy-OR model with the prop-
erty of exception independence made explicit: process and inhibitor variables are
included in the graph (left) and incorporated in the associated probability distribu-
tion (right).

probability table for the effect variable E through

Pr(e | c) = 1− (1− Pr(e | c̄1, . . . , c̄n)) ·
∏
j∈J

1− Pr(e | c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n)
1− Pr(e | c̄1, . . . , c̄n)

where J is again the set of indices of the cause variable Cj which are marked as being
present in the cause combination c. Such probabilities comprising the leak probability
are generally obtained by learning from data. When eliciting the probabilities from
experts, the experts tend to consider the explicitly modelled causes only. As a con-
sequence the probabilities obtained do not comprise the leak probability [140]. The
relation between parameter probabilities including the leak and parameters without
the leak is

pj = 1− 1− Pr(e | c̄1, . . . , cj , . . . , c̄n)
1− Pr(e | c̄1, . . . , c̄n)

where Pr(e | c̄1, . . . , cj , . . . , c̄n) is the probability including the leak as before, and pj
is the same probability but now without the leak probability comprised. By including
this relation in the leaky noisy-OR rule above, we find its alternative form which takes
probabilities excluding the leak for its parameters:

Pr(e | c) = 1− (1− Pr(e | c̄1, . . . , c̄n)) ·
∏
j∈J

1− pj

Throughout this dissertation we will assume the parameter probabilities to include the
leak probability unless explicitly stated otherwise, and only consider the rule in the
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form corresponding with this assumption. We note that, regardless of the rule’s form,
if there are no unmodelled causes for the effect e, that is, if Pr(e | c̄1, . . . , c̄n) = 0,
then the leaky noisy-OR model results in the same calculated probability values as
the noisy-OR model.

Example 4: The leaky noisy-OR model

Recall Example 2 in which the presence of a cold (C) and having malaria (M)
were modelled as possible causes of having a fever (F ). Since we employed the
noisy-OR model for the conditional probability table of the effect variable F ,
we assumed that a fever can be induced only by a cold, by malaria, or by both.
In reality however, a fever is associated with a variety of causes. To capture the
effect of the yet unmodelled causes, employing the leaky noisy-OR model would
be more appropriate. The leak probability then models the probability that a
fever will occur ‘spontaneously’, that is, without any of the explicitly modelled
causes being present. For ease of exposition we assume that the probability
of having a fever when both a cold and malaria are absent, is small; we take
Pr(f | c̄, m̄) = 0.1. In addition to this leak probability, the leaky noisy-OR model
takes the same parameter probabilities as the noisy-OR model in Example 2. On
the right hand side of Figure 7.9 now the conditional probability table is shown
that results for the effect variable F , with the explicitly obtained probabilities
printed in bold, and the probability Pr(f | c,m) calculated as

Pr(f | c,m) = 1− (1− Pr(f | c̄, m̄)) ·
(

1−Pr(f |c,m̄)
1−Pr(f |c̄,m̄)

)
·
(

1−Pr(f |c̄,m)
1−Pr(f |c̄,m̄)

)
= 1− (1− 0.1) ·

(
1−0.6
1−0.1

)
·
(

1−0.9
1−0.1

)
≈ 0.95

We note that the probability calculated with the leaky noisy-OR model again is
larger than either of the parameter probabilities for the model. The calculated
probability is slightly smaller than that calculated by the noisy-OR model in
Example 2. The larger the value of the leak probability is, the larger this
difference will become.

On the left of Figure 7.9, the causal mechanism describing the relationship
among the variables is shown. We note that this mechanism is identical to the
causal mechanism studied in Example 2. Although the underlying conceptual
model differs from that in the earlier example, the difference translates to a
different conditional probability table only.
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C M

F

Cold (C) Malaria (M) Fever (F)
yes no

yes yes 0.95 0.05
yes no 0.60 0.40
no yes 0.90 0.10
no no 0.10 0.90

Figure 7.9: An example causal mechanism describing having a fever (modelled by the
variable F ) as an effect of suffering from a cold (C) and/or malaria (M) (left), and
the leaky noisy-OR established probability table for the effect variable F (right).

7.3.3 Noisy-MAX model

All probabilistic causal interaction models discussed above, pertain to mechanisms
with binary variables only. As real-world Bayesian networks often include non-binary
discrete variables to describe their domain knowledge, researchers have generalised
the noisy-OR model to provide for mechanisms involving such variables [28, 59]. The
most commonly used among these generalisations is the noisy-MAX model, which can
again be viewed as a parameterised conditional probability table for which a limited
number of parameter probabilities are to be specified.

Underlying the noisy-MAX model are various assumptions concerning the variables of
the causal mechanism at hand. The value domain of each cause variable Ci is assumed
to include a designated value modelling absence of the cause, denoted as c0i ; the other
values of the variable then capture different levels of manifestation of the cause. The
value domain of the effect variable E is also assumed to include a designated value
e0 modelling absence, and in addition is assumed to allow a total ordering; in the
sequel, we will take ei < ej whenever i < j. The noisy-MAX model now builds upon
the properties of accountability and exception independence just like the noisy-OR
model. With the noisy-MAX model, the assumption of accountability states that
Pr(e0 | c01, . . . , c0n) = 1 and, hence, Pr(ei | c01, . . . , c0n) = 0 for all values ei with
i > 0. The parameter probabilities for the noisy-MAX model describe for each cause
variable separately, the influence of its different manifestation levels on the possible
values of the effect variable, that is, the model takes the parameter probabilities
Pr(ei | c01, . . . , c0j−1, c

k
j , c

0
j+1, . . . , c

0
n) for all values ckj , k > 0, of the cause variable Cj

and all values ei, i ≥ 0, of the effect variable E. The remaining probabilities for the
conditional probability table for E are defined through

Pr(ei | c) =
{

Pr(E ≤ ei | c)− Pr(E ≤ ei−1 | c) for i > 0
Pr(E ≤ e0 | c) for i = 0
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with
Pr(E ≤ ei | c) =

∏
j∈J

∑
`=0,...,i

Pr(e` | c01, . . . , c0j−1, c
k
j , c

0
j+1, . . . , c

0
n)

where J is the set of indices of the cause variables Cj that are marked as having a
value ckj with k > 0 in the joint value combination c.

Example 5: The noisy-MAX model

Recall again Example 2 in which the presence of a cold (C) and having malaria
(M) were modelled as possible causes of having a fever (F ). In the example
we assumed that a cold is either present or absent. In reality, however, a cold
can manifest itself as a mild cold (c1) or as a severe cold (c2). We assume that
having malaria is still properly captured by a binary variable with the values m0

and m1 modelling the absence and presence of malaria respectively. Having a
fever can range from having a slightly elevated body temperature (f1) to having
a high fever (f2). Note that all prerequisites for using the noisy-MAX model
are met with the defined variables.

On the left hand side of Figure 7.10 our new causal mechanism is shown, with the
two ternary variables C and F , and the binary variable M ; note only the number
of values of the variables have changed. On the right hand side of Figure 7.10
the conditional probability table associated with the effect variable F is shown.
In the table, the explicitly obtained parameter probabilities are again printed
in bold. For each present cause, the probabilities for two of the three values of
the effect variable F are explicitly obtained; the probability for the third value
is straightforwardly calculated from the property that all probabilities over F
sum to one. The probability Pr(f0 | c0,m0) is set to 1 by the property of
accountability. As an example, the probability Pr(f1 | c2,m1) is now calculated
as follows by applying the noisy-MAX rule:

Pr(f1 | c2,m1) = Pr(F ≤ f1 | c2,m1)− Pr(F ≤ f0 | c2,m1)

where

Pr(F ≤ f1 | c2,m1) =
(
Pr(f0 | c2,m0) + Pr(f1 | c2,m0)

)
·(

Pr(f0 | c0,m1) + Pr(f1 | c0,m1)
)

= (0.40 + 0.10) · (0.10 + 0.20)
= 0.15

Pr(F ≤ f0 | c2,m1) = Pr(f0 | c2,m0) · Pr(f0 | c0,m1)
= 0.40 · 0.10 = 0.04
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from which we find that

Pr(f2 | c2,m1) = 0.15− 0.04 = 0.11

The calculated probabilities reflect the idea that the simultaneous presence of
multiple causes and higher manifestation levels of these causes, result in an in-
creased probability of the effect being present altogether, and in an increased
probability of a higher manifestation level of the effect more specifically. For
example, Figure 7.10 shows that the probability of a fever being absent de-
creases when more diseases are present and when the manifestation levels of
these diseases increase.

C M

F

Cold (C) Malaria (M) Fever (F)
high elevated no

severe yes 0.85 0.11 0.04
mild yes 0.715 0.22 0.065
no yes 0.70 0.20 0.10

severe no 0.50 0.10 0.40
mild no 0.05 0.30 0.65
no no 0.00 0.00 1.00

Figure 7.10: An example causal mechanism describing having a fever (modelled by
the variable F ) as an effect of suffering from a cold (C) and/or malaria (M), where
C and F are tertiary variables (left). The noisy-MAX established probability table
for the effect variable F (right).

7.4 Sensitivity analysis of Bayesian networks

The probability values specified in the conditional probability tables of a Bayesian
network are generally either estimated from suitable data or assessed by domain
experts. Either way, the probability values obtained are likely to include at least
some degree of inaccuracy. To study the possible effects of these inaccuracies on its
output, a Bayesian network can be subjected to a sensitivity analysis [17, 23, 93].
Informally spoken, such an analysis amounts to systematically varying one or more of
the network’s probability values and computing the effect of the variation on an output
probability of interest. The result of a sensitivity analysis is a sensitivity function
f(x) that expresses the network’s output probability in term of the probability values
x being varied. We will use techniques from sensitivity analysis in the subsequent
chapters where we focus on propagation effects of noisy-OR calculated probability
values in Bayesian networks.
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Diagnostic
direction

Causal
direction

Figure 7.11: A causal mechanism, with dashed arrows indicating the directions of
causal and diagnostic propagation.

Research in the field of sensitivity analysis of Bayesian networks has focused mostly
on the results of a one-way sensitivity analysis in which a single probability value
x is being varied. This research showed that a sensitivity function f(x) cannot be
arbitrarily shaped, but is either a linear function or a (rectangular) hyperbolic function
in the probability value x under study [24]. More specifically, for an output probability
pertaining to a variable without any observed successors, the sensitivity function is
linear in the probability value being varied and hence takes the form

f(x) = α · (x+ β)

where the constants α and β are built from the network’s non-varied probability
values. We note that since x and f(x) are probabilities, they both range from 0 to
1. From the above function therefore only a line fragment is of relevance. The linear
function arises basically from studying the effects of inaccuracies in the probability
values for the (possibly indirect) causes of the variable of interest, and hence is said
to capture the effects of causal propagation. Figure 7.11 visualises this direction of
propagation.

Hyperbolic sensitivity functions arise from studying the effects of inaccuracies in a
network’s probability values on output probabilities for variables with observed suc-
cessors; we say that these functions capture the effects of diagnostic propagation.
More formally, a hyperbolic sensitivity function f(x) takes the following form:

f(x) = α′ · x+ β′

α · x+ β

where the constants α, α′, β, β′ are again built from the non-varied probability values
of the network. We note that both x and f(x) represent probabilities and hence
range from 0 to 1. For studying the effects of variation of a probability value x on a
network’s output therefore, only a fragment of one of the branches of the hyperbola
f(x) is relevant. The window defined by the range [0, 1] for both f(x) and x, is called
the unit window for the sensitivity function [43].

The hyperbolic function f(x) can be written in the following more suitable form
[43]:

f(x) = r

x− s
+ t
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s

t

III

III IV

Figure 7.12: The four possible hyperbola branches, each in its own quadrant.

with
s = −β

α
, t = α′

α
and r = β′ · α− α′ · β

α2

In this form, the constant s denotes the vertical asymptote of the hyperbola and
t denotes its horizontal asymptote. The constants s and t determine the general
shape of the hyperbola, and the quadrants in which its two branches lie more specif-
ically; we recall that a hyperbola’s branches are located in opposite quadrants in
two-dimensional space, where the four quadrants are numbered as shown in Figure
7.12. The sensitivity function defined by the hyperbola now is a fragment of one of
these branches [43]. The constant r defines the locations of the vertices of the two
branches of a hyperbola in general: the vertex of a hyperbola branch is the point
where the absolute value of its first derivative equals 1. For a sensitivity function, the
vertex is one of the four points (s±

√
|r|, t±

√
|r|), dependent of the quadrant of the

branch under study; we note that the vertex need not lie within the unit window to
which the sensitivity function is restricted.

While recent research in sensitivity analysis of Bayesian networks has focused mostly
on varying a single probability value, it is also possible to perform a sensitivity analysis
in which multiple probability values are varied simultaneously; such an analysis serves
to reveal the joint combined effect of variation of these values on the output probability
of interest. If n probability values are varied, such an analysis is coined an n-way
sensitivity analysis, or a higher-order sensitivity analysis in general. In essence, for a
higher-order sensitivity analysis similar observations hold as reviewed above for a one-
way analysis in which a single probability value is varied. For a two-way sensitivity
analysis for example, the sensitivity function f(x, y) takes the form of a quotient of
two functions that are bi-linear in the two probability values x and y under study
[23]:

f(x, y) = α′1 · x · y + α′2 · x+ α′3 · y + β′

α1 · x · y + α2 · x+ α3 · y + β

where the constants involved again are built from the non-varied probability values of
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the network at hand; the function f(x, y) reduces to a bi-linear function upon causal
propagation. The cross-product terms of the function, involving both probability val-
ues x and y, capture the interaction effects of the two values on the output probability
of interest. We note that this information cannot be revealed by one-way analyses
for each of the two probability values separately. A sensitivity function which re-
sults from varying two probability values from the same conditional probability table
will lack such cross-product terms whenever the two probabilities relate to logically
incompatible conditions.





Chapter 8

Propagation effects of model-
calculated probability values

When building a Bayesian network with the help of domain experts, the process of
eliciting all probabilities required for its quantification is generally considered the
most daunting and time consuming among the engineering tasks involved [31, 105].
The task is often impeded by the experts feeling uncomfortable with providing con-
crete numbers to describe their knowledge and experience [45]. In order to reduce
the amount of time spent on probability elicitation and to alleviate the burden for
the experts involved, often probabilistic causal interaction models are used for the
quantification task [56, 81, 84, 102]. These models can in general be looked upon as
parametrised conditional probability tables for the effect variable of a causal mecha-
nism with multiple cause variables. The models require a limited number of param-
eters, from which the values for all remaining probabilities in the table of the effect
variable are readily calculated. The rules provided for this purpose are derived from
properties of probabilistic interaction which are assumed to hold among the variables
of a mechanism. Since only a limited number of parameters need to be provided, use
of a probabilistic causal interaction model often implies a substantial reduction of the
number of probabilities to be assessed explicitly by experts.

The most popular among the causal interaction models are the noisy-OR model and
its generalisations [28, 59, 102]. Various empirical studies have been conducted with
the noisy-OR model specifically, to investigate the occurrence of its underlying pattern
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of causal interaction in reality [141], and to study the effect of its use on the process
of knowledge elicitation [59, 140]. Empirical studies have further been conducted to
gain insight in the possible effects of use of the model on the performance of Bayesian
networks developed for practical applications [2, 10, 99]. The overall conclusion from
these studies is that use of the noisy-OR model serves to considerably reduce the
burden of probability elicitation, without severely hampering the performance of a
network.

Despite its clear advantages for Bayesian-network engineering however, the noisy-OR
model cannot be applied uncritically. Since the model’s formulas build upon spe-
cific properties of intercausal interaction, the calculated probability values can only
be considered appropriate approximations of the true probabilities if these properties
actually do hold in the domain of application. In practice unfortunately, Bayesian-
network engineers are not all aware of the precise underlying assumptions, which
makes the noisy-OR model subject to ill-considered use. In a recent study involving a
real-world Bayesian network of medium size [10], noisy-OR calculated probability ta-
bles were substituted for the expert-provided ones for all causal mechanisms, without
verifying any underlying properties, to mimic ill-considered use of the model. Even in
this study did the noisy-OR quantified network show comparable performance to the
original one. The consistently positive results of using the model in practical appli-
cations moreover, have led to the suggestion that Bayesian networks are quite robust
against the inaccuracies that are induced in their conditional probability tables by
using the noisy-OR model. Some results even appear to suggest that the model can be
applied for any causal mechanism, regardless of the precise probabilistic interaction
among its variables.

In this chapter, we show that ill-considered use of the noisy-OR model can result in
poorly calibrated probabilities. For this purpose, we study the propagation effects of
noisy-OR calculated probability values that deviate from the true probability values.
More specifically, we employ sensitivity-analysis techniques for determining when use
of the model may harm a network’s output probabilities, and hence its overall per-
formance. The conclusions of our investigations do not contradict the findings from
earlier experimental studies which have led to the suggestion that the noisy-OR model
can be used without severely hampering the performance of the network, even when
the underlying assumptions of the model are not met in reality. Our investigations
serve to provide a formal underpinning of these findings and show that use of causal
interaction models such as the noisy-OR model for mere pragmatic reasons may often
be warranted. This chapter is based on a conference paper at the ECSQARU [131]
and on a journal article in the IJAR [135].

This chapter is organised as follows. In Section 8.1 we study, in an analytical way, the
propagation effects of noisy-OR calculated values on output probabilities computed
from a basic causal mechanism; for this purpose, we employ the technique of sensitivity
analysis. The results obtained are then extended to apply to more involved Bayesian
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A G

S

Alcohol (A) GHB (G) Stimulating (S)
yes no

yes yes 0.99 0.01
yes no 0.80 0.20
no yes 0.95 0.05
no no 0.00 1.00

Figure 8.1: An example causal mechanism describing the stimulating effect (modelled
by the variable S) of the intake of alcohol (A) and of the GHB drug (G) (left), and
the noisy-OR established probability table for the effect variable S (right).

networks in Section 8.2. The results of our analyses of various generalisations of the
noisy-OR model are addressed in Section 8.3.

8.1 Basic propagation effects of noisy-OR calculated
probability values

The noisy-OR model is highly popular among Bayesian-network engineers, because
its use serves to substantially reduce the number of conditional probabilities for which
values need actually be obtained. Experiences with the model have further suggested
that even if the noisy-OR calculated probability values deviate from the true probabil-
ities, the overall performance of the network at hand does not substantially degrade.
In view of these experiences, we consider the following example:

Example 6: Deviating noisy-OR calculated probability values

We consider the causal mechanism from Figure 8.1 on the left, and take the
cause variables A and G to represent the intake of alcohol and of the GHB
party drug respectively. Either substance can cause a stimulating effect, which
is represented by the effect variable S. We suppose that a domain expert is able
to assess the probability of a stimulating effect arising from either substance, yet
feels uncomfortable attaching a concrete number to the joint effect of concurrent
intake of both substances. With both parameter probabilities being quantified,
the noisy-OR model can be applied to the effect variable S of the mechanism,
resulting in the conditional probability table from Figure 8.1 on the right. We
note that the probability of the stimulating effect arising with the concurrent
intake of both substances is calculated to be higher than the probability of the
effect to arise upon the intake of either one of these stimuli. In reality however,
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the probability of a stimulating effect arising when both alcohol and GHB are
taken is much smaller, as concurrent intake of the substances is known to have
a depressing rather than a stimulating effect. So although an estimate of the
probability Pr(s | a, g) can be obtained through the use of the noisy-OR model,
this estimate deviates substantially from the true probability value.

We would like to note that, in general, experts may be quite reluctant to provide
a concrete probability value for a combined effect, mostly because they have little
experience with observing the joint effect of the simultaneous presence of the causes
involved. They will often be able, however, to indicate, based upon their domain
knowledge, whether the combined effect will be stronger or weaker than the effect of
each cause separately. In this section, we will study in an analytical way, what the
consequences can be on the output of a Bayesian network, when a noisy-OR calculated
value deviates from the true probability. To this end we will focus on a basic causal
mechanism for which we investigate the effects upon causal propagation and upon
diagnostic propagation separately.

8.1.1 Effects upon causal propagation

We consider the conditional probability tables for the three variables of the basic
mechanism from Figure 8.2. We assume that the prior probability distributions for the
cause variables C1 and C2 are non-degenerate, that is, we assume that the probabilities
Pr(ci) and Pr(c̄i), i = 1, 2, are non-zero. We further assume that the conditional
probability Pr(e | c̄1, c̄2) for the effect variable E equals 0 and that values for the
probabilities Pr(e | c̄1, c2) and Pr(e | c1, c̄2) have been obtained from data or from
experts. We now focus on the value of the fourth probability Pr(e | c1, c2) of the
conditional probability table Pr(E | C1, C2) for E. We begin by investigating the
effects of possible deviations from the true probability value of Pr(e | c1, c2) on the

C1 C2

E

Figure 8.2: A basic causal mechanism with the effect variable E and cause variables
C1, C2.
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prior distribution of E. We have that the probability Pr(e) equals:

Pr(e) = Pr(e | c1, c2) · Pr(c1) · Pr(c2) + Pr(e | c̄1, c2) · Pr(c̄1) · Pr(c2)+
Pr(e | c1, c̄2) · Pr(c1) · Pr(c̄2)

where the cause variables C1 and C2 have been taken to be mutually independent
apriori, as read from the mechanism under study. We now write Pr(e) as a function
of the value x of the probability Pr(e | c1, c2). The result is a linear function in
x:

Pr(e)(x) = x · Pr(c1) · Pr(c2) + Pr(e | c̄1, c2) · Pr(c̄1) · Pr(c2)+
Pr(e | c1, c̄2) · Pr(c1) · Pr(c̄2)

= Pr(c1) · Pr(c2) ·
(
x+ Pr(e | c̄1, c2) · λ−1

C1
+ Pr(e | c1, c̄2) · λ−1

C2

)
= α · (x+ β)

where
α = Pr(c1) · Pr(c2)
β = Pr(e | c̄1, c2) · λ−1

C1
+ Pr(e | c1, c̄2) · λ−1

C2

with λ−1
Ci

= Pr(c̄i)
Pr(ci) , i = 1, 2. The reciprocal likelihood ratio λ−1

Ci
expresses the degree

to which the cause Ci is more likely to be absent than to be present. A large ratio
λ−1
Ci
∈ (1,∞) reflects a high probability of Ci being absent; a small ratio λ−1

Ci
∈ (0, 1)

on the other hand indicates that Ci is more likely to be present.

The gradient α of the function Pr(e)(x) describes the effect that a deviation from the
true value of Pr(e | c1, c2) can have on the prior probability of the effect e arising.
This gradient is restricted by 0 ≤ α ≤ 1 and depends solely on the prior probabilities
of each of the two causes being present. We note that large values for α are found
only with high probabilities of the presence of these causes. The constant β in the
offset of the function equally depends on the prior probabilities Pr(c1) and Pr(c2),
yet is also dependent of the two probabilities Pr(e | c̄1, c2) and Pr(e | c1, c̄2) of the
effect arising in the presence of a single cause. We note that since the overall offset
α · β is necessarily restricted to the interval [0, 1], the range of possible values for the
constant β is constrained by the value of the gradient α.

To illustrate the above considerations, Figure 8.3 depicts, for the basic mechanism
under study, two example functions expressing the prior probability of interest Pr(e)
in terms of the value x for the conditional probability Pr(e | c1, c2). For both func-
tions, the two probabilities Pr(e | c̄1, c2) and Pr(e | c1, c̄2) were set to 0.43 and 0.71,
respectively. For the function on the left, Pr(c1) and Pr(c2) were assigned the small
values 0.22 and 0.11 respectively, resulting in a small gradient α = 0.024. This small
gradient conveys the information that even a substantial deviation from the true value
of Pr(e | c1, c2) will have just a minor effect on the probability of interest. Given the
larger values 0.83 and 0.91 for Pr(c1) and Pr(c2), the effect on Pr(e) of a deviation
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Figure 8.3: The effects on Pr(e) upon varying the value of Pr(e | c1, c2), given small
values (left) and given large values (right) for Pr(c1) and Pr(c2); the values for Pr(e)
found with the true probability Pr(e | c1, c2) are indicated by circles and the output
probabilities found with the noisy-OR calculated value for Pr(e | c1, c2) are marked
by dots.

from the true probability Pr(e | c1, c2) can be more substantial, as is demonstrated
by the function on the right; this function has a gradient equal to α = 0.755. We
now observe that since the two functions describe the effect of any arbitrary devia-
tion from the true value of the probability Pr(e | c1, c2), they also capture the effect
of using the noisy-OR calculated value for Pr(e | c1, c2). Figure 8.3 indicates, with
each depicted function, the two output probabilities which result from using the true
probability value of 0.22 (represented by the circle) and using the noisy-OR calcu-
lated value of 0.83 (represented by the dot) respectively. The figure thereby illustrates
that using the noisy-OR value will have a larger effect on the output probability in
view of large prior probabilities for the separate causes than in view of small prior
probabilities.

The effects of causal propagation through the basic mechanism are further investigated
by assuming the presence of one of the causes, that is, by considering Pr(e | c1) or
Pr(e | c2) for the probability of interest; we note that assuming absence of one of
the causes would be irrelevant for our purposes since the probabilities Pr(e | c̄1) and
Pr(e | c̄2) are not (algebraically) dependent of the value of the conditional probability
Pr(e | c1, c2) under study, that is, varying Pr(e | c1, c2) cannot influence Pr(e | c̄1
or Pr(e | c̄2). As an example we express the probability of interest Pr(e | c1) as a
function of the probability value x = Pr(e | c1, c2), where we again take the two cause
variables C1 and C2 to be mutually independent apriori:

Pr(e | c1)(x) = x · Pr(c1) · Pr(c2) + Pr(e | c1, c̄2) · Pr(c1) · Pr(c̄2)
Pr(c1)

= x · Pr(c2) + Pr(e | c1, c̄2) · Pr(c̄2)

= Pr(c2) ·
(
x+ Pr(e | c1, c̄2) · λ−1

C2

)
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Upon comparison with the function Pr(e)(x) derived above, we note that the two func-
tions differ in the role of the prior probability Pr(c1) of the presence of the observed
cause: where the gradient of Pr(e)(x) includes both Pr(c1) and Pr(c2), the gradient
of Pr(e | c1)(x) no longer reveals a dependency of Pr(c1). Analogous observations
hold for the function derived for the probability of interest Pr(e | c2).

To summarise the consequences of deviating noisy-OR probability values upon causal
propagation through the basic mechanism, we have that a large deviation from the
true value of the probability Pr(e | c1, c2) can give a large shift in a prior or posterior
probability of the effect only if the yet unobserved causes have large probabilities of
being present. The larger these probabilities, the larger the gradient of the associated
function will be and the larger the effect on the output probability of interest can
become. In view of relatively small probabilities of the (yet unobserved) causes of a
mechanism being present therefore, a network engineer may safely apply the noisy-OR
model for the conditional probability table of the effect variable. If these probabilities
may become substantially larger upon inference however, caution is advised when
considering application of the model. Since strong effects may then arise upon causal
propagation, the network engineer should verify that the true probability value does
not deviate significantly from the noisy-OR calculated one. We would like to empha-
size that the extent to which a large shift in the output probability of a mechanism will
actually affect the overall performance of the Bayesian network at hand is strongly
dependent of the network’s graphical structure and (other) parameter probabilities;
we will return to this observation in Section 8.2.

8.1.2 Effects upon diagnostic propagation

Thus far we examined the consequences that a deviating noisy-OR calculated value
can have on a probability of interest which is established by causal propagation
through the basic mechanism under study. In this section we investigate the con-
sequences of such a value upon propagation in the diagnostic direction. We recall
from the preliminaries that propagation in the diagnostic direction equals propagat-
ing evidence for the effect variable to an unobserved cause variable. For this purpose,
we consider again the basic causal mechanism from Figure 8.2 and express the ex-
ample output probability Pr(c1 | e) as a function of the value x of the probability
Pr(e | c1, c2):

Pr(c1 | e)(x) = x · Pr(c1) · Pr(c2) + Pr(e | c1, c̄2) · Pr(c1) · Pr(c̄2)
Pr(e)(x)

=
Pr(c1) · Pr(c2) ·

(
x+ Pr(e | c1, c̄2) · λ−1

C2

)
Pr(c1) · Pr(c2) ·

(
x+ Pr(e | c̄1, c2) · λ−1

C1
+ Pr(e | c1, c̄2) · λ−1

C2

)
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=
x+ Pr(e | c1, c̄2) · λ−1

C2

x+ Pr(e | c̄1, c2) · λ−1
C1

+ Pr(e | c1, c̄2) · λ−1
C2

= x+ β′

x+ β

where
β′ = Pr(e | c1, c̄2) · λ−1

C2

β = Pr(e | c̄1, c2) · λ−1
C1

+ Pr(e | c1, c̄2) · λ−1
C2

with λ−1
Ci

, i = 1, 2, as before. To acquire more detailed insight in the values which
the constants β and β′ can attain, we begin by writing the denominator Pr(e)(x)
as

Pr(e)(x) = Pr(c1, e)(x) + Pr(c̄1, e)(x)

Writing the functions Pr(c1, e)(x) and Pr(c̄1, e)(x) in terms of the parameter proba-
bilities Pr(e | c1, c̄2) and Pr(e | c̄1, c2) now gives

Pr(e)(x) = Pr(c1) · Pr(c2) ·
(
x+ Pr(e | c1, c̄2) · λ−1

C2
+ Pr(e | c̄1, c2) · λ−1

C1

)
In the function Pr(c1 | e)(x) therefore, both the numerator and the denominator in-
clude the multiplicative term Pr(c1) ·Pr(c2), which can be divided out of the equation.
As a result we find that the function Pr(e)(x) is proportional to

Pr(e)(x) ∝ x+ Pr(e | c1, c̄2) · λ−1
C2

+ Pr(e | c̄1, c2) · λ−1
C1

∝ (x+ β′) + (β − β′)

where

Pr(c1, e)(x) = x+ β′ and Pr(c̄1, e)(x) = β − β′

Since the denominator Pr(e)(x) of the function Pr(c1 | e)(x) is required to be larger
than zero for all values x, we have that β > 0. From Pr(c1, e)(x) expressing a
probability for all x we further find that β′ ≥ 0. From also Pr(c̄1, e)(x) being a
probability for all x, we conclude that β ≥ β′.

Now, the function Pr(c1 | e)(x) derived above is hyperbolic in the probability value
x, as expected from insights in sensitivity analysis of Bayesian networks in general.
Building upon the properties of hyperbolic functions reviewed in Section 7.4, we find
that the vertical asymptote s of the function equals s = −β. As β > 0, we have
that this asymptote lies to the left of the unit window. The function further has its
horizontal asymptote at t = 1. From these findings we conclude that the function
Pr(c1 | e)(x) is a fragment of a fourth-quadrant hyperbola branch. For illustrative
purposes Figure 8.4 depicts, on the left, seven example fourth-quadrant branches,
restricted to the unit window. The figure shows that while a relatively small deviation
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Figure 8.4: Several example fourth-quadrant hyperbola branches restricted to the
unit window with their vertices indicated by a dot (left), and the x-coordinate of the
vertex, plotted as a function of β − β′ and β′ (right).

in the x-value may have a considerable effect on the output value with some branches,
with other branches the output is hardly affected by even large deviations in x.

From studies of sensitivity functions from Bayesian networks in general, we know
that the effect of deviations from the true x-value on the output probability is largely
dependent of the location of the vertex of the hyperbola branch at hand. In the plot
of Figure 8.4 on the left, the vertices of the example branches are indicated by a dot
if lying within the unit window. In general, the closer the vertex of the hyperbola
branch lies to the upper-left corner of the unit window, that is, the closer it is to
the point (0, 1), the larger the effect of a deviation from x can be. Our function
Pr(c1 | e)(x) now has its vertex at

(s+
√
|r|, 1−

√
|r|) =

(
−β +

√
(β − β′), 1−

√
(β − β′)

)
The vertex lies within the unit window for values of β, β′ with β <

√
(β − β′) < 1.

From β <
√

(β − β′) and β ≥ β′, we find that only relatively small values of β′
can result in a vertex with an x-coordinate in the unit range. This observation is
supported by the plot of Figure 8.4 on the right, which depicts the x-coordinate of
the vertex, if within the unit range, as a function of β′ and β − β′. The plot on
the left in addition provides some examples. The function at the bottom of the plot
has the values β′ = 0.395 and β = 2.521; this function has a vertex to the left of
the window as a result of the asymptote s = −2.521 and in fact is almost linear
within the unit window. In contrast, the function depicted as the third from below
has its vertex within the window; it has the smaller value β′ = 0.170 and the value
β = 0.782. Although a relatively small value of the constant β′ will give a vertex
with a positive x-coordinate, the vertex will approach the upper-left corner of the
unit window only if in addition the difference β − β′ is quite small. We note that
with a small value of β − β′, the function Pr(c1 | e)(x) = x+β′

x+β indeed approaches
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1. Once more considering the plot of Figure 8.4 on the left, we observe that the
vertex of the top function lies close to the upper-left corner of the unit window; this
function has β′ = 0.009 and β = 0.019. From these considerations, we conclude that
deviations from the true value x of the probability Pr(e | c1, c2) can have large effects
on the output probability Pr(c1 | e) only if both constants β′ and β are small. Small
values of β′ = Pr(e | c1, c̄2) · λ−1

C2
are found when at least one of the probabilities

Pr(e | c1, c̄2) and Pr(c̄2) is small; small values of β are found if, in addition, at least
one of Pr(e | c̄1, c2) and Pr(c̄1) is small.

Since the function Pr(c1 | e)(x) derived above describes the effect of any arbitrary
deviation from the true value of the probability Pr(e | c1, c2), it also captures the
effect of using the noisy-OR calculated value for Pr(e | c1, c2) upon inference. The
above analysis shows that strong effects on the output probability Pr(c1 | e) can be
expected only if both β′ and β have rather small values, that is, if at least one of the
following conditions holds:

• both Pr(e | c1, c̄2) and Pr(e | c̄1, c2) have small values;

• both Pr(e | c1, c̄2) and Pr(c̄1) are small;

• both Pr(e | c̄1, c2) and Pr(c̄2) are small;

• both Pr(c̄1) and Pr(c̄2) are small, that is, both causes are quite likely to be
present.

Whether the anticipated effects will actually arise upon propagation depends on the
true value of Pr(e | c1, c2) and on the noisy-OR calculated one: only if at least one of
these values is smaller than the x-coordinate of the vertex of the function can using the
noisy-OR value strongly affect the output. In addition to the above considerations,
we would like to note that effects on the output probability, albeit weaker ones, may
also be found with larger β values in view of a small value of β′.

The effects of diagnostic propagation through the basic mechanism are further inves-
tigated by assuming not just the occurrence of the effect e but the presence of one of
the causes as well, that is, by considering Pr(c1 | e, c2) or Pr(c2 | e, c1) for the proba-
bility of interest. As an example we consider probability Pr(c1 | e, c2) for the output
probability and express it as a function of x for the probability Pr(e | c1, c2):

Pr(c1 | e, c2)(x) = x · Pr(c1) · Pr(c2)
Pr(e, c2)

= x · Pr(c1) · Pr(c2)
x · Pr(c1) · Pr(c2) + Pr(e | c̄1, c2) · Pr(c̄1) · Pr(c2))

= x

x+ Pr(e | c̄1, c2) · λ−1
C1

with λ−1
C1

as before. When comparing the above function with the sensitivity function
Pr(c1 | e)(x) established before, we observe that in addition to the probability value
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x only the probabilities related to the unobserved cause variable are determinative
for the sensitivity function under consideration; we recall that a similar property was
found for the effects of causal propagation through the basic mechanism. Strong
effects on the output probability Pr(c1 | e, c2) can be expected only if the product
Pr(e | c̄1, c2) · λ−1

C1
is small, that is, if at least Pr(e | c̄1, c2) or Pr(c̄1) is small.

To summarise the consequences of deviating noisy-OR calculated probability values
upon diagnostic propagation through the basic mechanism, we have, as with causal
propagation, that a large deviation from the true probability value can give a large
shift in an output probability of interest if the yet unobserved causes have large
probabilities of being present. In combination with small values for the noisy-OR
parameter probabilities can the effects become especially strong. A network engineer
is strongly advised against applying the noisy-OR model for the effect variable if
the true conditional probability of the effect arising or the noisy-OR calculated value
for this probability is quite small. The noisy-OR model can be more or less safely
applied if none of the yet unobserved causes is likely to occur. Once again we would
like to emphasize that the extent to which a large shift in the output probability of
a mechanism can actually affect the overall performance of a network as a whole,
is strongly dependent of the network’s graphical structure and (other) parameter
probabilities.

8.2 Sensitivity to noisy-OR values in general

In the previous section, we studied the possible consequences of deviating noisy-OR
calculated probability values upon propagation through a causal mechanism with two
mutually independent cause variables. We now extend our study to more involved
network snippets. We first consider causal mechanisms which involve a direct depen-
dency between their pair of cause variables, and then turn to mechanisms with more
than two cause variables. We end by briefly reviewing the possible consequences of
deviating noisy-OR values in larger Bayesian networks.

8.2.1 Causal mechanisms with dependent cause variables

The basic mechanism studied in Section 8.1 included the independent cause variables
C1 and C2, and the effect variable E. We now pursue our investigations by no longer
assuming apriori independence of the two cause variables. As an example, we study
the mechanism with the added extra arc C1 → C2, presented in Figure 8.5. We assume
that the prior probability distribution over C1 and the conditional distributions over
C2 given C1 are non-degenerate. We further assume that Pr(e | c̄1, c̄2) equals zero, and
that values for the probabilities Pr(e | c̄1, c2) and Pr(e | c1, c̄2) have been estimated
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C1 C2

E

Figure 8.5: The basic causal mechanism for the effect variable E, extended with a
direct dependency between the two cause variables C1 and C2.

from data or assessed by experts. We focus again on the fourth probability Pr(e |
c1, c2) in the conditional probability table for E, and begin again by addressing the
consequences for the prior probability Pr(e), of propagating a value x for Pr(e | c1, c2)
which deviates from the true value. As with the basic mechanism, we find a linear
function expressing the probability Pr(e) in this value:

Pr(e)(x) = x · Pr(c1) · Pr(c2 | c1) + Pr(e | c̄1, c2) · Pr(c̄1) · Pr(c2 | c̄1)+
Pr(e | c1, c̄2) · Pr(c1) · Pr(c̄2 | c1)

= α · (x+ β)
where

α = Pr(c1) · Pr(c2 | c1)
β = Pr(e | c̄1, c2) · λ−1

C1|c2
+ Pr(e | c1, c̄2) · λ−1

C2|c1

While with the basic mechanism, the constant β included the reciprocal likelihood ra-
tios for the two cause variables separately, they now involve the reciprocal conditional
likelihood ratios

λ−1
Ci|cj

= Pr(c̄i | cj)
Pr(ci | cj)

for Ci given cj , i, j = 1, 2, i 6= j. In view of these conditional ratios however, similar
observations hold as with the basic mechanism. The other main difference with the
function obtained with the basic mechanism is that the gradient now equals α =
Pr(c1)·Pr(c2 | c1). Since it now takes the dependency between the two cause variables
into consideration, α is no longer dependent of the prior probabilities of each of the
two causes separately, but of the prior probability of the joint presence of both causes
instead. The gradient may now attain a large value with a moderately likely cause c2
which becomes quite likely in the presence of c1; a dependency capturing a negative
probabilistic influence between two likely causes on the other hand, may forestall a
large gradient. The propagation effects in the causal direction are otherwise in line
with the effects with the basic mechanism: a large deviation from the true value of
the probability Pr(e | c1, c2) can give a large shift in the prior probability of the effect
only if the two causes have a large probability of being present simultaneously.
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For investigating the effects upon diagnostic propagation through the extended mech-
anism, we consider again the example posterior probability of interest Pr(c1 | e), and
express it as a function of the value x of Pr(e | c1, c2). The following hyperbolic
function is found:

Pr(c1 | e)(x) = x · Pr(c1) · Pr(c2 | c1) + Pr(e | c1, c̄2) · Pr(c1) · Pr(c̄2 | c1)
Pr(e)(x)

= x+ β′

x+ β

where
β′ = Pr(e | c1, c̄2) · λ−1

C2|c1

β = Pr(e | c̄1, c2) · λ−1
C1|c2

+ Pr(e | c1, c̄2) · λ−1
C2|c1

with 0 ≤ β′ ≤ β, β > 0, as before. Again, similar observations hold as with the basic
mechanism. Deviations from the true value x of the probability Pr(e | c1, c2) can have
a large effect on the output probability Pr(c1 | e) only if both constants β and β′ are
small, that is, if at least one of the following conditions hold:

• both Pr(e | c1, c̄2) and Pr(e | c̄1, c2) have small values;

• both Pr(e | c1, c̄2) and Pr(c̄1 | c2) are small;

• both Pr(e | c̄1, c2) and Pr(c̄2 | c1) are small;

• both Pr(c1 | c2) and Pr(c2 | c1) are quite large, that is, there is a strongly
positive probabilistic influence between the two cause variables.

When considering the observation of additional variables for propagation in the causal
or in the diagnostic direction, the constants β and β′ will no longer be dependent on
these observed variables. This is similar to what was found when considering the
basic causal mechanism.

From the above considerations, we conclude that the presence of a direct dependency
between the two cause variables of a basic causal mechanism does not result in signif-
icantly different consequences of propagating deviating noisy-OR calculated values:
large effects on a probability of interest are expected in fact under essentially the
same conditions as derived in Section 8.1 with the basic mechanism. When consider-
ing application of the noisy-OR model for the effect variable of a mechanism with an
explicit intercausal dependency, extra caution is advised however, if the mutual de-
pendency between the causes is positive and quite strong. A network engineer should
thus carefully consider the direction and strength of the qualitative probabilistic in-
fluence associated with an explicit dependency; for further information on qualitative
concepts of probability, we refer to [101].
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8.2.2 Causal mechanisms with multiple cause variables

Having focused on two-cause mechanisms so far, we now turn to mechanisms involving
more than two cause variables. We focus more specifically on a mechanism with the
three cause variables C1, C2, C3, and the effect variable E, as depicted in Figure 8.6.
In view of the three cause variables, the conditional probability table for E includes
eight probabilities. When employing the noisy-OR model for the variable E, values
for three of these probabilities are to be specified explicitly: these are the conditional
probabilities of the effect e arising in the presence of just one of the three causes. The
conditional probability of the effect arising spontaneously again is set to zero. We
now focus on the remaining four probabilities of the table, which are calculated from
the model. While we supposed in our investigations of the two-cause mechanism that
the single noisy-OR calculated value under study deviated from the true probability,
we cannot now reasonably assume for our three-cause mechanism that only one of the
calculated probability values is deviant. Any of the four noisy-OR calculated values
may deviate from its true probability in reality. We note that if we could assume that
just the calculated value for the effect arising in the presence of all causes differed,
our analysis would be analogous to the one presented in Section 8.1. For studying
the joint effects of four deviating probability values however, we need to perform a
higher-order analysis.

We begin again by addressing the consequences for the prior probability of interest
Pr(e), of propagating possibly deviating values w, x, y and z for the four probabilities
Pr(e | c1, c2, c3), Pr(e | c̄1, c2, c3), Pr(e | c1, c̄2, c3) and Pr(e | c1, c2, c̄3), respectively.
The following multi-dimensional function expresses Pr(e) in these values:

Pr(e)(w, x, y, z) = w · Pr(c1) · Pr(c2) · Pr(c3) + x · Pr(c̄1) · Pr(c2) · Pr(c3)+
y · Pr(c1) · Pr(c̄2) · Pr(c3) + z · Pr(c1) · Pr(c2) · Pr(c̄3)+
Pr(e | c̄1, c̄2, c3) · Pr(c̄1) · Pr(c̄2) · Pr(c3)+
Pr(e | c̄1, c2, c̄3) · Pr(c̄1) · Pr(c2) · Pr(c̄3)+
Pr(e | c1, c̄2, c̄3) · Pr(c1) · Pr(c̄2) · Pr(c̄3)

= α1 · w + α2 · x+ α3 · y + α4 · z + β

C1 C2

E

C3

Figure 8.6: The basic causal mechanism for the effect variable E, extended with
another cause variable C3.
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where the constants αj , j = 1, . . . , 4, are built from the prior probabilities of the
three causes ci, i = 1, 2, 3. The constant α4 for example equals Pr(c1) · Pr(c2) ·
Pr(c̄3), and captures the function’s partial gradient associated with the dimension
z = Pr(e | c1, c2, c̄3). The constant β in the offset of the function also involves the prior
probabilities of the three causes and in addition includes the values of the parameter
probabilities Pr(e | c̄1, c̄2, c3), Pr(e | c̄1, c2, c̄3) and Pr(e | c1, c̄2, c̄3). Focusing again
on the partial gradients of the function, we observe that α4 for example can attain a
large value only with large prior probabilities of the causes c1 and c2 being present
and a large probability of the absence of c3; analogous observations hold for the other
partial gradients of the function. A large partial gradient can thus be found only
with quite skewed prior probability distributions over the cause variables. Since the
four dimensions of the function correspond to different combinations of causes being
present, a large partial gradient can be found in a single dimension only.

We conclude that the causal propagation effects with the three-cause mechanism are
much in line with the effects found with the basic mechanism: large deviations from
the true values of at least one of the probabilities Pr(e | c1, c2, c3), Pr(e | c̄1, c2, c3),
Pr(e | c1, c̄2, c3) and Pr(e | c1, c2, c̄3) can give a large shift in the prior probability of
the effect only with highly skewed prior probability distributions over the three cause
variables.

To study the effects of deviating noisy-OR values upon diagnostic propagation, we
now express the example posterior probability of interest Pr(c3 | e) as a function of
the values w, x, y and z for the four probabilities under study, to find that

Pr(c3 | e)(w, x, y, z) = Pr(e, c3)(w, x, y, z)
Pr(e)(w, x, y, z)

in which

Pr(e, c3)(w, x, y, z) = w · Pr(c1) · Pr(c2) · Pr(c3) +
x · Pr(c̄1) · Pr(c2) · Pr(c3) +
y · Pr(c1) · Pr(c̄2) · Pr(c3) +
Pr(e | c̄1, c̄2, c3) · Pr(c̄1) · Pr(c̄2) · Pr(c3)

and in which the function Pr(e)(w, x, y, z) is established as above. We observe that
while the value z of the probability Pr(e | c1, c2, c̄3) no longer affects the numerator
of the probability of interest Pr(c3 | e), it does still influence the denominator. We
now find that

Pr(c3 | e)(w, x, y, z) = α1 · w + α2 · x+ α3 · y + β′

α1 · w + α2 · x+ α3 · y + α4 · z + β

where the constants αj , j = 1, . . . , 4, again are built from the prior probabilities of
the cause variables Ci, i = 1, 2, 3, and the constants β and β′ in addition involve
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the parameter probabilities of the noisy-OR model. Focusing on the partial gradient
α1 as an example, we now observe that, by taking the value zero for x, y, z, the
multi-dimensional function above reduces to:

Pr(c3 | e)(w, 0, 0, 0) = w + β′/α1

w + β/α1

which again is a fragment of a fourth-quadrant hyperbola branch, to which the obser-
vations from Section 3.2 apply. From the function we find that deviations of w from
the true probability Pr(e | c1, c2, c3) may give large effects on the output probability
of interest only if both β′/α1 and β/α1 are quite small. We note that to this end at
least the value of α1 needs to be quite large, that is, each of the three causes needs
to have a large prior probability of being present. In view of larger (fixed) values for
x, y and z, the constants involved in the hyperbolic function expressing Pr(c3 | e)
in w will become larger, and the propagation effect will diminish. We conclude that
large effects on the example output probability Pr(c3 | e) can be found only with a
large value for α1, and small values for α2, α3, α4; such effects are then found for the
smaller value range of x, y, z.

From the above consideration, we conclude that the inclusion of additional cause vari-
ables in a causal mechanism does not give rise to significantly different consequences
of propagation deviating noisy-OR calculated values. In essence, large propagation
effects are expected under essentially the same conditions as derived in Section 8.1.
Although large propagation effects can still occur, they become less likely as the
number of cause variables increases.

8.2.3 On ill-considered use of the noisy-OR model in larger
networks

In our analysis of the possible effects of ill-considered use of the noisy-OR model, we
investigated the results from locally propagating deviating noisy-OR calculated values
through a causal mechanism, that is, we focused on output probabilities pertaining to
one of the variables involved in a mechanism under study. In real-world applications
however, the conditional probability tables resulting from application of the noisy-OR
model are used upon propagating information throughout a larger Bayesian network.
A large deviation of a locally computed probability may then be reduced by further
propagation; alternatively, small deviations in locally computed probabilities may
jointly induce a large deviation in the overall output probability of interest. Such
effects are dependent of the topology of the graphical structure of the network at
hand and of the skewness properties of the other conditional probability tables used
in the propagation. Over the years, a fair number of insights have been gained in
the sensitivities exhibited by a network; we refer to [43] for such insights. For a
specific Bayesian network under study, the effects of deviating noisy-OR calculated
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values should be investigated by experimental evaluation. The conclusions from the
presented research then provide directions for focusing such an evaluation on the
relevant model-computed values and output probabilities of interest.

8.3 Generalisations of the noisy-OR model

Despite its clear engineering advantages, the noisy-OR model has only restricted
applicability because it assumes the properties of accountability and exception inde-
pendence to hold for a causal mechanism. In addition the model assumes all vari-
ables involved to be binary. To enhance its applicability, researchers have developed
various generalisations of the basic model. A well-known example is the leaky noisy-
OR model, which does not assume the property of accountability for a mechanism
[29, 59]. In order to allow application with non-binary discrete variables moreover,
the noisy-MAX model has been suggested [28]. Similar to the basic noisy-OR model,
these generalisations can be viewed as parametrised conditional probability tables for
which just a limited number of parameter probabilities are to be specified. In this sec-
tion we briefly address the possible effects upon propagation of deviating probability
values calculated from the leaky noisy-OR and noisy-MAX models.

8.3.1 Propagation effects with the leaky noisy-OR model

We recall from Section 7.3.2 that the leaky noisy-OR model takes the parameter prob-
abilities Pr(e | c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n) and defines the remaining probabilities for
the effect variable E through

Pr(e | c) = 1− (1− Pr(e | c̄1, . . . , c̄n)) ·
∏
j∈J

1− Pr(e | c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n)
1− Pr(e | c̄1, . . . , c̄n)

where the parameter probabilities are assumed to include the leak probability. In this
section we investigate the consequences of the extra parameter of the leaky noisy-OR
model and hence assume a non-zero leak probability: Pr(e | c̄1, . . . , c̄n) > 0.

For studying the possible propagation effects of deviating model-calculated probability
values, we consider again a basic two-cause mechanism, with the effect variable E
and the cause variables C1, C2. We assume that values have been obtained for the
parameter probabilities Pr(e | c1, c̄2),Pr(e | c̄1, c2) and Pr(e | c̄1, c̄2), and address the
fourth probability Pr(e | c1, c2) from the conditional probability table of E. We begin
again by considering propagation in the causal direction, and focus on the probability
of interest Pr(e). We note that this probability Pr(e) is algebraically dependent of the
leak probability Pr(e | c̄1, c̄2). When expressing Pr(e) as a function of the value x of
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the probability Pr(e | c1, c2), this dependency is reflected in the offset of the function:
we find that

Pr(e)(x) = x · Pr(c1) · Pr(c2) + Pr(e | c̄1, c2) · Pr(c̄1) · Pr(c2)+
Pr(e | c1, c̄2) · Pr(c1) · Pr(c̄2) + Pr(e | c̄1, c̄2) · Pr(c̄1) · Pr(c̄2)

= α · (x+ β)
with

α = Pr(c1) · Pr(c2)
β = Pr(e | c̄1, c2) · λ−1

C1
+ Pr(e | c1, c̄2) · λ−1

C2
+ Pr(e | c̄1, c̄2) · λ−1

C1
· λ−1

C2

where λ−1
Ci

again is the reciprocal likelihood ratio.

When compared to the function obtained with the noisy-OR model, we find that the
gradient α is the same in both functions. The noisy-OR and leaky noisy-OR models
therefore share the property that large effects of a deviating model-calculated value
upon causal propagation can be found only with large prior probabilities of the causes
being present. The constants in the offsets of the two functions differ however: with
the leaky noisy-OR model, the constant includes the extra term Pr(e | c̄1, c̄2)·λ−1

C1
·λ−1
C2

involving the leak probability. Since this probability is generally quite small, the
additional term will be quite small with large prior probabilities of the causes being
present. With small probabilities of the causes being present on the other hand, the
extra term in the constant β may become quite large. The larger value of β will
then cause the range of values for the gradient α to be more restricted, and smaller
propagation effects will be found.

We would like to note that the dependency of Pr(e | c1, c2) on the leak probability
Pr(e | c̄1, c̄2) appears to be non-linear in the above rule defining probabilities for the
leaky noisy-OR model. The apparent non-linearity arises from the leak probability
being comprised in the parameter probabilities: for calculating well-defined proba-
bilities, the leaky noisy-OR model requires parameter probabilities without the leak
which thus needs to be removed from these probabilities. Our observations therefore
are not influenced by the apparent non-linear dependency of the model-calculated
value for Pr(e | c1, c2) on the leak probability.

The possible effects from diagnostic propagation with the leaky noisy-OR model are
also largely similar to those found with the noisy-OR model. When expressing the
output probability Pr(c1 | e) for example, as a function of the value x for the probabil-
ity Pr(e | c1, c2), we find that the only difference from the function obtained with the
noisy-OR model is in the function’s denominator. The following hyperbolic function
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is found:

Pr(c1 | e) = x · Pr(c1) · Pr(c2) + Pr(e | c1, c̄2) · Pr(c1) · Pr(c̄2)
Pr(e)(x)

=
x+ Pr(e | c1, c̄2) · λ−1

C2

x+ Pr(e | c̄1, c2) · λ−1
C1

+ Pr(e | c1, c̄2) · λ−1
C2

+ Pr(e | c̄1, c̄2) · λ−1
C1
· λ−1

C2

= x+ β′

x+ β

where the constant β includes the extra term Pr(e | c̄1, c̄2) ·λ−1
C1
·λ−1
C2

when compared
with the function resulting from the noisy-OR model. The constant β may thus attain
larger values with the leaky noisy-OR model than with the noisy-OR model. We recall
that this constant determines the position of the vertical asymptote s = −β as well
as the location of the vertex of the hyperbola branch under study. The larger β now
implies that the vertical asymptote of the hyperbola branch lies further to the left of
the unit window, which in turn causes the vertex to move away from the upper-left
corner of the window. The effect of a deviating model-calculated value may therefore
be smaller with the leaky noisy-OR model than with the noisy-OR model.

Based upon the above considerations, we conclude that application of the leaky noisy-
OR model will result in similar propagation effects to the basic noisy-OR model. How-
ever, the extra parameter of the leaky noisy-OR model will tend to have a weakening
influence on the effect. In fact, the larger the leak probability for a causal mechanism
is, the weaker the propagation effects will be.

8.3.2 Propagation effects of the noisy-MAX model

We recall from Section 7.3.3 that the noisy-MAX model takes the parameter probabil-
ities Pr(ei | c01, . . . , c0j−1, c

k
j , c

0
j+1, . . . , c

0
n) for all values ckj , k > 0, of the cause variable

Cj and all values ei, i ≥ 0, of the effect variable E. The remaining probabilities for
the effect variable E are defined through

Pr(ei | c) =
{

Pr(E ≤ ei | c)− Pr(E ≤ ei−1 | c) for i > 0
Pr(E ≤ e0 | c) for i = 0

with
Pr(E ≤ ei | c) =

∏
j∈J

∑
`=0,...,i

Pr(e` | c01, . . . , c0j−1, c
k
j , c

0
j+1, . . . , c

0
n)

To study the possible effects of propagating deviating model-calculated probability
values, we consider again a basic two-cause mechanism, with the effect variable E and
the cause variables C1, C2. For ease of exposition, we assume that the cause variable



100 Chapter 8. Propagation effects of model-calculated probability values

C1 is ternary and that the other variables are binary. For the binary variables,
we will adhere to our former notations; the values of the ternary variable C1 are
written c01, c11, c21, where c01 denotes absence of the cause at hand. We assume that the
probability Pr(e | c01, c̄2) is set to zero, and that values have been obtained for the
parameter probabilities Pr(e | c11, c̄2), Pr(e | c21, c̄2) and Pr(e | c01, c2). We now focus
on the two remaining probabilities Pr(e | c11, c2) and Pr(e | c21, c2) from the probability
table for E, and write the prior probability of interest Pr(e) in terms of the values x
and y for these probabilities. The following bi-linear function is found:

Pr(e)(x, y) = x · Pr(c11) · Pr(c2) + Pr(e | c11, c̄2) · Pr(c11) · Pr(c̄2) +
y · Pr(c21) · Pr(c2) + Pr(e | c21, c̄2) · Pr(c21) · Pr(c̄2) +
Pr(e | c01, c2) · Pr(c01) · Pr(c2)

= α1 · x+ α2 · y + β

where the constants αi, i = 1, 2, again are built from prior probabilities of the two
cause variables; the constant α1 for example, equals Pr(c11) · Pr(c2) and captures the
function’s partial gradient associated with the dimension x = Pr(e | c11, c2). The
constant β also involves these prior probabilities and in addition includes the param-
eter probabilities Pr(e | c21, c̄2), Pr(e | c11, c̄2), and Pr(e | c01, c2). We note that the
multi-linear function Pr(e)(x, y) does not include a cross-product term, since x and y
pertain to different values for the variable C1 and hence are incompatible.

Focusing again on the partial gradients of the function, we observe that α1 can attain
a large value only with large probabilities of c2 being present and of C1 having the
value c11; analogously, α2 attains a large value only with large prior probabilities of c2
being present and of C1 being equal to c21. We thus once more find propagation effects
in line with those found with the noisy-OR model in Section 8.1; large deviations from
the true values of at least one of the probabilities Pr(e | c11, c2) and Pr(e | c21, c2) can
give a large shift in the prior probability of the effect only with highly skewed prior
probability distributions over the cause variables. We note moreover that such a large
partial gradient can be found in just a single dimension.

For investigating the effects of deviating noisy-MAX calculated values upon diagnostic
propagation, we express the example probability of interest Pr(c11 | e) as a function
of the value x for the probability Pr(e | c11, c2) and the value y for the probability
Pr(e | c21, c2), to find that

Pr(c11 | e)(x, y) = Pr(e, c11)(x, y)
Pr(e, c01)(x, y) + Pr(e, c11)(x, y) + Pr(e, c21)(x, y)

= x+ β′

x+ α · y + β

where
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α = Pr(c21)
Pr(c11)

β′ = Pr(e | c11, c̄2) · λ−1
C2

β = Pr(e | c01, c2) · Pr(c01)
Pr(c11) + Pr(e | c11, c̄2) · λ−1

C2
+

Pr(e | c21, c̄2) · Pr(c21)
Pr(c11) · λ

−1
C2

We observe that the function above once again is a quotient of two multi-linear func-
tions. By a similar analysis as used in Section 8.2.2, we start by taking the value
zero for y, as a result of which the function reduces to a one-dimensional hyperbolic
function. The constants β′ and β involved in this function again depend to a large
extent on the skewness of the prior probability distributions over the two cause vari-
ables. With large prior probabilities Pr(c2) and Pr(c11), deviations of x from the true
probability Pr(e | c11, c2) may again give large effects on the output probability of
interest. In view of a larger (fixed) value for y however, the constants involved in the
function expressing Pr(c11 | e) in x will become larger, and the propagation effect will
diminish. Large effects can thus only be found for the smaller value range of y.

We conclude our analysis of the propagation effects from the noisy-MAX model by
mentioning that similar results hold for use of the model with causal mechanisms in-
volving a non-binary effect variable and/or multiple non-binary cause variables.

8.4 Conclusions on the propagation effects of
model-calculated probability values

When building a Bayesian network with the help of domain experts, the elicitation of
all probabilities required often proves the main bottleneck in the engineering process.
In order to reduce the amount of time spent on probability elicitation and to alleviate
the burden for the experts involved, researchers have developed various probabilistic
causal interaction models. These models are basically parametrised conditional prob-
ability tables which require just a limited number of parameter probabilities. The
remaining probabilities then are calculated using model-specific rules, which are de-
rived from properties of probabilistic interaction among the variables involved. Since
not all network engineers are fully aware of these properties, causal interaction models
are inherently subject to ill-considered use.

In this chapter, we addressed the extent to which ill-considered use of a probabilistic
causal interaction model can be harmful for the overall performance of a Bayesian
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network; upon doing so, we focused on the commonly employed noisy-OR model and
its variants. Using techniques from sensitivity analysis, we expressed various output
probabilities of interest as functions of the values of one or more conditional proba-
bilities from a causal mechanism. These functions served to reveal the propagation
effects of any deviation from the true probability values on the output, and hence
provided for studying the effects of deviating model-calculated values.

We demonstrated that ill-considered use of a causal interaction model can result in
poorly calibrated output probabilities, and identified conditions under which large
propagation effects on the output can be expected. We found for example that a de-
viating model-calculated value may have a large effect on an output probability upon
propagation only if the yet unobserved cause variables in the mechanism have quite
skewed probability distributions and/or the obtained parameter probabilities have
small values. Throughout this chapter, we stated the conditions under which large
propagation effects can be expected, in further detail. We would like to emphasise
that these conditions pertain to output probabilities within a causal mechanism under
study. Strong local effects may yet be subdued upon further propagation throughout
a larger network.

While one of the results from this chapter is the observation that ill-considered use
of the noisy-OR model and its variants can lead to poorly calibrated network output
under specific conditions, this result does not contradict the findings from earlier
experimental studies which have led to the suggestion that Bayesian networks are quite
robust against the inaccuracies induced in their conditional probability tables by the
use of these models. In fact, our investigations have provided a formal underpinning
of these findings and show that use of a causal interaction model for mere pragmatic
reasons may be warranted, even when the model’s underlying assumptions are not met
in reality. Network engineers are advised however, to verify whether large propagation
effects may be expected before applying the noisy-OR model, using the insights from
the presented research.



Chapter 9

The intercausal cancellation model

In Chapter 8 we have considered probability values defined by causal interaction
models deviating from the real probability values, and we have analysed the possible
effect of these deviations upon propagation through a causal mechanism. We have
demonstrated that the application of causal interaction models, without considering
the underlying principles on which these models are based, can result in poorly cali-
brated output probabilities. We have applied techniques from sensitivity analysis to
consider the possible effects and we have visualised them in graphs showing linear
and rectangular hyperbola functions.

Large effects in the output probabilities are possible when the causal interaction model
calculated probability value differs from the real probability value substantially when
considering propagation in the causal direction. When propagation in the diagnostic
direction is considered, large effects in the output probability are possible when the
real probability value is located on the other side of the vertex of the sensitivity func-
tion than the model-calculated one. Such situations can occur when the combined
causal influence of the causes being present simultaneously do not have an additional
positive influence on their common effect being present, but rather decreases the prob-
ability of the effect being present, that is, the causal influences cancel each other out
rather than reinforcing each other. The noisy-OR model always assumes the addi-
tional reinforcing influence, resulting in the following effect for a causal mechanism
with two cause variables:

Pr(e | c1, c2) ≥ max ( Pr(e | c̄1, c2), Pr(e | c1, c̄2) )
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When a cancellation effect is present, the true probability of Pr(e | c1, c2) can be
much smaller, and when propagation in the diagnostic direction is considered, it
can be located at the other side of the vertex of the sensitivity function resulting in
possibly poorly calibrated output probabilities upon propagation. These observations
have led us to the development of an intercausal cancellation model; a model which
has similar advantages as the noisy-OR model, but is able to capture the cancellation
effects between causal relations as well as the reinforcement effects.

As an example of intercausal cancellation, we consider again Example 6 from the
previous chapter, in which we modelled the stimulating effect from alcohol use,
Pr(s | a, ḡ) = 0.80, and from taking the GHB drug, Pr(s | c̄, g) = 0.95. We re-
call that with the noisy-OR model a probability value of Pr(s | a, g) = 0.99 was
calculated for a stimulating effect arising when both alcohol and GHB are taken. In
reality, however, this probability is closer to Pr(s | a, g) = 0.05 than to the noisy-
OR calculated value. Using the noisy-OR calculated probability value could result
in poorly calibrated output probabilities from the causal mechanism and from the
Bayesian network embedding it.

Upon describing the interaction effects among pharmaceutical substances in the real-
world domain of pharmacology, we encountered various types of intercausal cancella-
tion, ranging from full to partial and from one-sided to mutual cancellation. Each of
these patterns of cancellation forestalled the use of the noisy-OR model for specifying
the conditional probability tables involved: while the effects of two substances upon
concurrent intake would mutually decrease in reality, the noisy-OR model would in-
dicate an increased overall effect, which would result in counter intuitive reasoning
patterns upon propagation. Since providing the conditional probabilities for com-
bined substances proved nearly impossible for the domain expert, it would be highly
advantageous to have available a causal interaction model to help describe the can-
cellation effects involved. We expect that such a model would in fact find wider use
in a range of biomedical, chemical and environmental domains.

Variants of the noisy-OR model have been developed which are capable of describing
negative causal influences and/or negative causal interactions. Examples include the
DeMorgan gate [85], the XOR gate, the (inhibited) recursive noisy-OR gate [52, 71,
78] and the NIN-AND tree [138], of which the DeMorgan gate is a special case.
The existence of these models clearly illustrates the demand for models capturing
intercausal cancellation. We have compared the results obtained from our model
against those found with variants of the noisy-OR model in Section 9.4 and concluded
that our model covers for a larger range of cancellation effects and in addition has
considerable engineering advantages over these existing models. This part of the
dissertation is based on a conference article at the BNAIC [132] and on a journal
article in the IJAR [136].
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Figure 9.1: The graph of the conceptual mechanism defining the intercausal cancella-
tion model with two cause variables and with their inhibitor variables made explicit.

9.1 The basic cancellation model

To describe possible patterns of cancellation among the causes of a common effect,
we define a new causal interaction model with the same engineering advantages as
the noisy-OR model. In this section we develop the basic cancellation model with two
cause variables; in Section 9.2 we will discuss extensions of this basic model, among
which is the extension to multiple cause variables.

9.1.1 A conceptual mechanism describing cancellation

We begin by developing a conceptual mechanism for describing patterns of cancel-
lation from first principles. We recall that the conceptual mechanism defining the
noisy-OR model associates with each cause variable Ci an inhibitor variable ICi

to
describe the uncertainty of the causal effect; the model’s rule for calculating the joint
effect of multiple simultaneous causes then builds upon an independence assumption
for these inhibitor variables. For the design of our intercausal cancellation model,
we exploit the same idea and develop a conceptual mechanism with an additional,
explicitly modelled, annihilator variable for capturing the cancellation effects among
the various causes; this conceptual mechanism serves as a proof of construct only. For
ease of exposition, we focus on mechanisms with just the two cause variables C1 and
C2 and the common effect variable E.

The graph of the conceptual mechanism defining our intercausal cancellation model is
depicted in Figure 9.1. Similar to the conceptual model of the noisy-OR model from
Section 7.3, the two variables XC1 and XC2 represent the processes through which the
causes c1 and c2 achieve their common effect e. The two inhibitor variables IC1 and
IC2 again capture the exception mechanisms that may inhibit the causal influences.



106 Chapter 9. The intercausal cancellation model

C1

A

XC1

E

C2

XC2

Figure 9.2: The graph of the simplified conceptual mechanism defining the intercausal
cancellation model with two cause variables.

The new variable A serves to describe the cancellation effect among the two causes,
and will be called the annihilator variable for C1 and C2. From the graph we read
that the inhibitor variables are mutually independent apriori, as with the conceptual
mechanism for the noisy-OR model. The process variables XCi however, have now
become dependent of both cause variables in the mechanism through the annihilator
variable A.

The conditional probability tables for the effect variable E and for the annihilator
variable A are defined as

Pr(e | x̄C1 , x̄C2) = 0 Pr(a | c̄1, c̄2) = 0
Pr(e | xC1 , x̄C2) = 1 Pr(a | c1, c̄2) = 0
Pr(e | x̄C1 , xC2) = 1 Pr(a | c̄1, c2) = 0
Pr(e | xC1 , xC2) = 1 Pr(a | c1, c2) = 1

The conditional probability table for E is the same as with the noisy-OR model, and
shows that each of the processes xC1 and xC2 by itself suffices to cause the effect e,
which is absent apriori. Additionally, the property of accountability holds as at least
one of the causes should be present for the effect e to occur. The probability table
for the variable A expresses that the annihilator is activated only if both causes are
present simultaneously.

Before specifying the conditional probability tables for the process variables XC1 and
XC2 , we recall that a causal process may be inhibited despite the presence of its
associated cause; the inhibitor variables IC1 and IC2 were introduced to capture such
inhibition in the conceptual mechanism for the noisy-OR model. We further recall
that the role of these inhibitor variables could be made implicit by absorbing them into
the conditional probability tables of the process variables XC1 and XC2 . Upon doing
so for our conceptual mechanism defining the cancellation model, the mechanism in
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Figure 9.2 results. The conditional probability tables for the process variables XC1

and XC2 now become

Pr(xC1 | c̄1, ā) = 0 Pr(xC2 | c̄2, ā) = 0
Pr(xC1 | c̄1, a) = 0 Pr(xC2 | c̄2, a) = 0
Pr(xC1 | c1, ā) = p1 Pr(xC2 | c2, ā) = p2
Pr(xC1 | c1, a) ≤ p1 Pr(xC2 | c2, a) ≤ p2

In these tables, the conditional probabilities Pr(xCi
| ci, ā) capture, for each cause

separately, the probability that the process xCi
is evoked by the presence of just its

associated cause, that is, by its cause in the absence of any annihilation effect. The
numerical values p1 and p2 incorporate the probabilities of inhibition as described
above, and capture the probabilities Pr(e | c1, c̄2) and Pr(e | c̄1, c2), respectively.
These two probabilities constitute the parameter probabilities of our intercausal can-
cellation model, just as with the noisy-OR model.

In the tables for the process variables XCi , we have not yet specified concrete nu-
merical values for the remaining probabilities Pr(xCi

| ci, a). We note that these
probabilities now incorporate not just the inhibition probability but also the degree
to which the cause’s influence on the effect is cancelled out by the presence of the
other cause. The restrictions indicated for these probabilities are designed to reflect
the meanings of the process and annihilator variables: in the presence of the annihila-
tor, the causal processes xC1 and xC2 are less likely to be evoked than in its absence.
To arrive at fully specified probability tables, we now set

Pr(xC1 | c1, a) = p1 − α1|12 · p1
Pr(xC2 | c2, a) = p2 − α2|12 · p2

with 0 ≤ α1|12, α2|12 ≤ 1. The cancellation parameters α1|12 and α2|12 capture the
degree of cancellation among the two causal effects, where α1|12 represents the degree
to which the effect of cause c1 is cancelled out by the simultaneous presence of c1 and
c2; α2|12 has a similar interpretation. For the parameter α1|12, we find that α1|12 = 0
implies Pr(xC1 | c1, a) = p1, which expresses that the influence of the cause c1 on e
is not cancelled out at all by the simultaneous presence of the cause c2; α1|12 = 1,
and hence Pr(xC1 | c1, a) = 0, expresses full cancellation of the effect of c1. Any
choice with 0 < α1|12 < 1 captures a partial cancellation effect: the closer α1|12 is
to 1, the stronger the cancellation due to the presence of c2 on the effect of c1 will
be. We would like to note that in the absence of any cancellation, that is, when
α1|12 = α2|12 = 0, our cancellation model reduces to the traditional noisy-OR model.
In addition to full and partial cancellation, also one-sided and mutual cancellation are
readily modelled through the cancellation parameters. For example, the combination
of parameter values α1|12 = 1 and α2|12 = 0 describes a full one-sided cancellation of
the effect of cause c1, while the effect of cause c2 on e is unaffected.

From the conceptual mechanism developed above, we now derive the conditional
probability distributions for the effect variable E given all possible value combinations
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for the two cause variables C1 and C2. We have that

Pr(ē | c1, c2) = Pr(ē | x̄C1 , x̄C2) · Pr(x̄C1 | c1, a) · Pr(x̄C2 | c2, a) · Pr(a | c1, c2)

Using the conditional probability tables of the defined model, we now find that

Pr(ē | c1, c2) = 1 · (1− (p1 − α1|12 · p1)) · (1− (p2 − α2|12 · p2)) · 1

=
(
1− p1 + α1|12 · p1

)
·
(
1− p2 + α2|12 · p2

)
from which we establish that

Pr(e | c1, c2) = 1−
(
1− p1 + α1|12 · p1

)
·
(
1− p2 + α2|12 · p2

)
Pr(e | c1, c̄2) = p1
Pr(e | c̄1, c2) = p2
Pr(e | c̄1, c̄2) = 0

We would like to note that, as with the conceptual mechanism for the noisy-OR model,
the mechanism detailed above is used only for defining our intercausal cancellation
model and is not used in practice. Upon practical application, just the parametrised
conditional probability table Pr(E | C1, C2) for the effect variable E is used. We
further note that for a full specification of this table, values need to be obtained for
the parameter probabilities p1 and p2 involved, and for the cancellation parameters
α1|12 and α2|12.

9.1.2 On the cancellation parameters

Upon applying the intercausal cancellation model defined above, a Bayesian-network
engineer has to choose appropriate values for the cancellation parameters involved.
When no cancellation effects are expected, all cancellation parameters are set to zero;
the model then further requires the same parameters as the noisy-OR model. When
intercausal cancellation effects do occur in an application domain, modelling these
effects requires non-zero values for one or more of the regulatory cancellation param-
eters. As these parameters generally have little meaning to the experts involved and
therefore cannot be elicited directly, an in-depth discussion of the processes induced
by the various causes is required to obtain sufficient insight in the effects to be cap-
tured. If the discussion with the domain experts reveals that causes exhibit (mutual
or one-sided) full cancellation of their influences, then the choice of parameter values
is readily made. With respect to partial cancellation, our experiences in the field
of pharmacology revealed that the associated regulatory parameters were easier to
estimate with our domain expert than the actual compound conditional probabilities
for the effect variable. In fact, probabilities of the effect arising in the presence of
rare combinations of causes often were nearly impossible for her to give, while she
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could can fairly easily explain the underlying causal processes and the cancellation
involved. We will return to these experiences in Section 9.3.

To support practical application of our cancellation model, we propose a maximum-
entropy choice of value, designed specifically for describing (mutual or one-sided)
partial cancellation; this maximum-entropy parameter value equals 1

2 . For describing
a two-sided partial cancellation using this choice of value, we would thus take α1|12 =
α2|12 = 1

2 and find

Pr(e | c1, c2) = 1−
(
1− p1 + α1|12 · p1

)
·
(
1− p2 + α2|12 · p2

)
= 1−

(
1− p1 + 1

2 · p1
)
·
(
1− p2 + 1

2 · p2
)

= 1
2 ·
(
p1 + p2 − 1

2 · p1 · p2
)

from which the conditional probability table for the effect variable E of our two-cause
mechanism is established to be

Pr(e | c1, c2) = 1
2 ·
(
p1 + p2 − 1

2 · p1 · p2
)

Pr(e | c1, c̄2) = p1
Pr(e | c̄1, c2) = p2
Pr(e | c̄1, c̄2) = 0

where p1 and p2 are the remaining two parameter probabilities of the model. We
observe that using the maximum-entropy choice of value for the two cancellation
parameters will result in a conditional probability Pr(e | c1, c2) within the interval
[0; 3

4 ].

9.2 Extensions of the cancellation model

For wider applicability of the intercausal cancellation model, we present two exten-
sions of the basic model introduced above. In Section 9.2.1 we extend the model to
apply to causal mechanisms in which the common effect can occur spontaneously,
and in Section 9.2.2 we unfold the extension of our cancellation model to render it
applicable to mechanisms with more than two cause variables.

9.2.1 The leaky intercausal cancellation model

The intercausal cancellation model introduced above assumes that the property of
accountability holds, that is, the model can only be applied for causal mechanisms in
which the effect cannot occur when none of the causes are present. For the noisy-OR
model, the leaky noisy-OR model has been introduced to cope with causal mechanisms
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Figure 9.3: The graph of the simplified conceptual mechanism defining the leaky
noisy-OR model (left) and the simplified intercausal cancellation representation of
the leaky noisy-OR model (right).

in which the effect can arise spontaneously. We first recall from Section 7.3.2 that the
leaky noisy-OR model defines the conditional probability table for the effect variable
E through

Pr(e | c) = 1− (1− Pr(e | c̄1, . . . , c̄n)) ·
∏
j∈J

1− Pr(e | c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n)
1− Pr(e | c̄1, . . . , c̄n)

where the parameter probabilities Pr(e | c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n) are assumed to
include the leak probability Pr(e | c̄1, . . . , c̄n). Analogously, we have designed the
leaky intercausal cancellation model to cope with causal mechanisms for which the
property of accountability does not hold.

Incorporating a leak probability into our intercausal cancellation model can be achieved
in a similar way as with the noisy-OR model. In essence, an additional cause variable
C0 is assumed, the effect of which is again absorbed into its associated process vari-
able, through Pr(xC0) = Pr(e | c̄1, c̄2). As the additional cause is always present, we
assume that any cancellation effects it may have with the explicitly modelled causes
are already embedded in the estimated parameter probabilities; we assume moreover
that it has no further cancellation effects in the presence of more than one of these
causes. The graph of the conceptual mechanism which now underlies our leaky inter-
causal cancellation model is depicted in Figure 9.3 on the right. From its parameters,
the leaky cancellation model with the two cause variables C1 and C2 establishes the
probability Pr(e | c1, c2) to be

Pr(e |c1, c2)=1− (1− Pr(e | c̄1, c̄2)) ·
1− p1 + α2|12 · p1

1− Pr(e | c̄1, c̄2) ·
1− p2 + α1|12 · p2

1− Pr(e | c̄1, c̄2)

where the cancellation parameters now capture the degree of cancellation of a cause’s
effect in the presence of the other explicit cause and the background presence of the
implicit cause.
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9.2.2 Multiple cause variables

So far, we considered causal mechanisms with two cause variables only. We now extend
our intercausal cancellation model to take multiple cause variables into consideration.
To this end, we consider a mechanism with the three binary cause variables C1, C2
and C3, the presence of each of which can cause the effect e to arise; the extension
of the model to more than three cause variables follows straightforwardly. Figure 9.4
shows the conceptual mechanism which is used as a proof construct for deriving the
conditional probability table of the effect variable E.

C1 C2 C3

A

XC1
XC2

XC3

E

Figure 9.4: The three-cause conceptual mechanism for the intercausal cancellation
model.

The three-cause conceptual mechanism includes a single annihilator variable A which,
as before, serves to indicate which cancellation effects occur for which combination
of causes. While with two cause variables just a single possible cancellation effect
had to be captured, with three cause variables a total of four cancellation effects have
to be indicated, that is, one for every combination of two or more simultaneously
present causes. The annihilator variable therefore can no longer be binary, but has to
take five values to model the cancellation effects. The conditional probability table
capturing the meaning of the annihilator variable thus includes 40 probabilities; for
space-saving reasons, we specify just the probabilities which are equal to 1:

Pr(A = 0 | c̄1, c̄2, c̄3) = 1 Pr(A = 1 | c̄1, c2, c3) = 1
Pr(A = 0 | c̄1, c̄2, c3) = 1 Pr(A = 2 | c1, c̄2, c3) = 1
Pr(A = 0 | c̄1, c2, c̄3) = 1 Pr(A = 3 | c1, c2, c̄3) = 1
Pr(A = 0 | c1, c̄2, c̄3) = 1 Pr(A = 4 | c1, c2, c3) = 1

where the value A = 0 indicates the absence of a cancellation effect, and the values
1, . . . , 4 of the annihilator variable indicate the cancellation effect induced by a specific
combination of causes. The remaining entries of the conditional probability table for
the variable A are equal to zero.
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We now turn to the conditional probability tables for the intermediate process vari-
ables, and address the table for the variable XC1 ; the conditional probability tables
for the other process variables are constructed analogously. As before, if the cause
modelled by the variable C1 is absent, the process modelled by XC1 will not be ini-
tiated, that is, Pr(xC1 | c̄1, A) = 0 for all values of the annihilator variable A. The
conditional probability table for XC1 further specifies:

Pr(xC1 | c1, A = 0) = Pr(e | c1, c̄2, c̄3)
Pr(xC1 | c1, A = 1) = 0
Pr(xC1 | c1, A = 2) = Pr(e | c1, c̄2, c̄3)− α1|13 · Pr(e | c1, c̄2, c̄3)
Pr(xC1 | c1, A = 3) = Pr(e | c1, c̄2, c̄3)− α1|12 · Pr(e | c1, c̄2, c̄3)
Pr(xC1 | c1, A = 4) = Pr(e | c1, c̄2, c̄3)− α1|123 · Pr(e | c1, c̄2, c̄3)

where the parameter α1|12 captures the degree of cancellation of the process xC1 in
the presence of the causes c1 and c2; α1|13 has a similar meaning. Analogously, the
parameter α1|123 captures the degree of cancellation of xC1 when all causes c1, c2
and c3 are present simultaneously. To arrive at a fully specified probability table, we
further set the probability Pr(xC1 | c1, A = 1) to 0; note that any probability value
would have suited our purpose since by definition the value combination c1, A = 1
is impossible. The conditional probability table for the effect variable E is defined
as before: the effect e will arise with probability 1 if at least one of the intermediate
processes is activated.

From the underlying conceptual mechanism we now find that application of our can-
cellation model to n cause variables for a single effect variable results in

Pr(e | c) = 1−
∏
j∈J

(
1− Pr(e | c̄1, . . . , cj , . . . , c̄n) + αj|J · Pr(e | c̄1, . . . , cj , . . . , c̄n)

)
where J again is the set of indices of the cause variables Cj which are marked as being
present in the value combination c.

To conclude, we observe that our intercausal cancellation model for mechanisms with
three cause variables includes nine cancellation parameters. In general, a causal mech-
anism with n cause variables requires n ·2n−1−n cancellation parameters to model all
possible cancellation effects among the processes involved: a present cause can have
1, . . . , n − 1 simultaneously present causes with which it may show a joint cancella-
tion effect. For this cause therefore, a total of

∑n−1
i=1

(
n−1
i

)
= 2n−1 − 1 cancellation

parameters are required. For all causes together, the total number of parameters thus
indeed amounts to n · 2n−1 − n. We note that for each combination of k present
causes, k parameter values need to be specified. Since for all combinations of present
causes the patterns of cancellation involved can be quite different, this number of
parameters cannot be reduced without losing generality of the model. We note that
the number of cancellation parameters is even larger than the 2n probabilities that
would be necessary to directly specify the conditional probability table for the effect
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variable E. As argued in Section 9.1.2, values for these cancellation parameters are
not elicited directly from domain experts. When during the elicitation process inter-
causal cancellations are uncovered, only the cancellation parameters involved need be
elicited; all other cancellation parameters are set to zero. Based upon our experience
moreover, we feel that values for the cancellation parameters are generally easier to
obtain than the compound probabilities including the cancellation effects. Because
the cancellation parameters refer to underlying processes, they are easier to envision
for the experts than the direct probabilities or the regulatory parameters themselves.
When an expert still feels uncomfortable with attaching a numerical value to a spe-
cific cancellation effect, the maximum-entropy value introduced before can be used.
Even with this crude choice of value is our cancellation model better able to describe
the intercausal interactions involved than the noisy-OR model. We would further
like to emphasize once more that the conditional probability tables detailed in this
section belong to the underlying conceptual mechanism and not to the intercausal
cancellation model itself. As a consequence, the sizes of these tables are not directly
relevant; in fact, use of the intercausal cancellation model does not increase the num-
ber of variables and/or probabilities in the Bayesian network being developed when
compared to the noisy-OR model.

9.3 Intercausal cancellation in real life

To investigate the practicability of the intercausal cancellation model developed above,
we studied several examples from the domain of pharmacology with the help of a do-
main expert. We asked her to assess conditional probabilities for particular medical
conditions being present given possible treatment regimes. For application of the in-
tercausal cancellation model to our domain, we employed the inverted version, since
initially a specific condition (the effect) is present and medication is being admin-
istered (the cause) to remove it. Cancellation occurs regularly among medications,
where one medication can cancel the intended working of another medication when ad-
ministered simultaneously. We give a basic example and a more elaborate one.

Real-life Example 1: Osteoporosis

We consider two medications for patients with primary type-1 osteoporosis. In
healthy persons, the amount of bone mass in the skeleton is controlled by two
types of cell: the osteoclasts break down, or resorb, bone material and the
osteoblasts form bone tissue from calcium. With osteoporosis, the rate of bone
resorption exceeds that of bone formation, resulting in a decrease in bone mass.
The risks of bone fracture associated with osteoporosis, can be reduced to some
small extent by treatment. Two common treatments for osteoporosis are calcium
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supplementation and medication with bisphosphonates.

Calcium supplementation is aimed at providing the osteoblasts with sufficient
material for bone formation. Bisphosphonates on the other hand inhibit the
resorption of bone by binding to the calcium in the bone tissue to increase os-
teoclast death rate. Bisphosphonates are provided in small dosage but are much
more effective than calcium supplementation. Upon concurrent intake however,
the bisphosphonates will bind to the calcium supplements in the stomach rather
than to the calcium in the bone tissue. As a result the effects of both treatments
are decreased. Because of their small dosage the effect of the bisphosphonates
is likely to disappear altogether; since the calcium is administered in larger
quantities, some effect of the supplementation is expected to remain. Based
upon this knowledge, we conclude that concurrent intake of both medications
will fully cancel out the effect of the bisphosphonates; the effect of the calcium
supplementation is only cancelled out partially.

The domain expert provided the following assessments for the conditional prob-
ability table of the effect variable O modelling primary type-1 osteoporosis:

Pr(ō | b, c̄) = 0.85
Pr(ō | b̄, c) = 0.15

where b captures medication by bisphosphonates and c models the administra-
tion of calcium supplements. These probabilities show that after administration
of bisphosphonates to a patient with type-1 osteoporosis, the probability of the
patient no longer suffering from osteoporosis is 0.85, and when calcium supple-
ments are administered, this probability is 0.15. When applying the (inverted)
noisy-OR model with these two probabilities for its parameters, the probability
of osteoporosis being absent after the administration of both bisphosphonates
and calcium supplements is

Pr(ō | b, c) = 1− (1− 0.85) · (1− 0.15)
= 0.8725

which is higher compared to administering either bisphosphonates or calcium
supplements. When applying the inverted cancellation model with the addi-
tional parameters αb|bc = 1, modelling full cancellation of the effect of the
bisphosphonates, and αc|bc = 1

2 , modelling partial cancellation of the effect
of calcium supplements, the probability of osteoporosis being absent after the



9.3. Intercausal cancellation in real life 115

administration of both bisphosphonates and calcium supplements is

Pr(ō | b, c) = 1− (1− 0.85 + αb|bc · 0.85) · (1− 0.15 + αc|bc · 0.15)
= 1− (1− 0.85 + 1 · 0.85) · (1− 0.15 + 1

2 · 0.15)
= 1− 1 · 0.925
= 0.075

We had asked our expert to assess not just the parameter probabilities Pr(ō | b, c̄)
and Pr(ō | b̄, c), but also the probability Pr(ō | b, c). She had estimated this latter
probability of the absence of type-1 osteoporosis when both bisphosphonates and
calcium supplements are administered at 0.05. We observe that her assessment
is much better approximated by the cancellation model than by the noisy-OR
model.

In the example above, a causal mechanism with just two cause variables was consid-
ered. Our model however, is also applicable to more involved joint mechanisms. The
following example includes two conditions and their corresponding medications, with
interaction effects among the two groups of medications.

Real-life Example 2: Epigastric pains and urinary tract infection

We consider two different medications which are commonly administered to pa-
tients suffering from epigastric pains as a result of pyrosis, that is, from heart-
burn associated with regurgitation of gastric acid. Pyrosis-associated pains are
relieved by the administration of either antacids, to reduce the acidity of the
stomach contents, or proton pump inhibitors, which reduce the production of
acid by the cells in the wall of the stomach. Upon concurrent intake the pro-
ton pump inhibitors bar the production of acids, with a reasonably pH-neutral
stomach contents for a result. The antacids then no longer contribute to pain re-
lief. Based upon knowledge of the underlying processes, the interaction among
the two substances constitutes a single-sided, possibly full cancellation. The
cancellation effects for antacids and proton pump inhibitors are modelled with
αa|ap = 1 and αp|ap = 0 respectively, where the subscript a refers to medication
by antacids and p models the administration of proton pump inhibitors.

We now consider a patient with epigastric pains, who in addition suffers from
a (common) urinary tract infection. Patients with such an infection are usually
administered the cefuroxime antibiotic. The graphical structure of the joint
causal mechanism describing the effects of the three medications on the two
conditions, is depicted in Figure 9.5.
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Figure 9.5: The graphical structure of the joint causal mechanism with the cause vari-
ables P (administration of proton pump inhibitors), A (antacids) and C (cefuroxime),
and the effect variables E (epigastric pains) and U (urinary tract infection).

Now, an intrinsic property of the cefuroxime molecule is its inability of being
absorbed from insufficiently acid stomach contents. On concurrent intake of pro-
ton pump inhibitors and cefuroxime in fact, the acidity in the stomach contents
will be reduced by the proton pump inhibitors and as a result only some 50% of
the cefuroxime substance will be absorbed. A similar observation holds for the
concurrent intake of antacids and cefuroxime: some 43% of the cefuroxime sub-
stance will then be absorbeda. The cancellation effect of cefuroxime on either
the proton pump inhibitors or the antacids is non-existent, and with the con-
current intake of all three medications the cancellation effects among the proton
pump inhibitors and the antacids remain unaltered. For the intercausal cancel-
lation effects found during the elicitation process, the values for the associated
cancellation parameters were readily obtained from the expert; the other can-
cellation parameters were set to zero to describe the lack of cancellation effects.
The parameter values thus obtained are as follows:

αa|ac = 0.00 αp|ap = 0.00 αa|acp = 1.00
αc|ac = 0.57 αc|cp = 0.50 αc|acp = 0.50
αa|ap = 1.00 αp|cp = 0.00 αp|acp = 0.00

Upon using our intercausal cancellation model for the variable U modelling the
urinary tract infection, the domain expert had to provide assessments for the
probabilities Pr(u | a, c̄, p̄),Pr(u | ā, c, p̄) and Pr(u | ā, c̄, p); for the variable E
modelling epigastric pains, the parameter probabilities Pr(e | a, p̄) and Pr(e |
ā, p) had to be assessed. During elicitation, she gave the following estimates for
these probabilities:

Pr(ē | a, p̄) = 0.30 Pr(ū | a, c̄, p̄) = 0.00
Pr(ē | ā, p) = 0.95 Pr(ū | ā, c, p̄) = 0.97

Pr(ū | ā, c̄, p) = 0.00

Using the values of the cancellation parameters and the provided probability
assessments, all other conditional probabilities required for the probability tables



9.3. Intercausal cancellation in real life 117

of the variables E and U are computed by our model. As an example, we show
the calculation of one of these probabilities:

Pr(ū | a, c, p) = 1−
(

(1− Pr(ū | a, c̄, p̄) + αa|acp · Pr(ū | a, c̄, p̄))
·(1− Pr(ū | ā, c, p̄) + αc|acp · Pr(ū | ā, c, p̄))
·(1− Pr(ū | ā, c̄, p) + αp|acp · Pr(ū | ā, c̄, p))

)
= 0.49

Table 9.1 specifies the calculated probabilities for the variables E and U . For
comparison purposes, the table further shows the same probabilities yet now
calculated from the noisy-OR model. We observe that the probabilities calcu-
lated by the two models for the variable U show large differences, which result
from our model taking the described intercausal cancellation effects into consid-
eration.

Noisy-OR Cancellation
model model

Pr(ē | a, p) 0.97 0.95
Pr(ū | a, c, p̄) 0.97 0.42
Pr(ū | a, c̄, p) 0.00 0.00
Pr(ū | ā, c, p) 0.97 0.49
Pr(ū | a, c, p) 0.97 0.49

Table 9.1: The probability values calculated by the noisy-OR model and by the
intercausal cancellation model respectively, for epigastric pains (e) and a urinary tract
infection (u), when proton pump inhibitors (p), antacids (a) and/or cefuroxime (c) are
administered.

aThe expert consulted the ’Farmacotherapeutisch Kompas’ [37] for these numbers. This
reference book serves as a compass for the appropriate prescription of medication, and contains
information regarding possible adverse effects when various types of medication are combined.

For the example above, we spent considerable effort eliciting from our expert all con-
ditional probabilities for the two tables involved; the basic idea was again to compare
the expert-assessed probabilities with the calculated ones. During multiple elicita-
tion sessions spread over several meetings, and despite the use of various different
elicitation techniques, it proved too difficult to obtain estimates for the probabilities
involved with which the expert would feel comfortable: since the three medications
are hardly ever administered simultaneously, she had virtually no evidence on which
to base her assessments. The expert could more readily describe and quantify the in-
teraction among the various substances however, based on reports of pre-clinical tests
and case reports and on her knowledge about the workings of the medications. In
fact, she was able, with confidence, to provide us with sufficient information to let us
choose appropriate values for the cancellation parameters, thereby providing us with
enough knowledge to construct the conditional probability tables for the variables E
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and U . Even this small example serves to show that, without applying the intercausal
cancellation model, we would have not been able to arrive at a fully specified network
without forcing the expert to provide the yet missing probabilities.

9.4 Related work

Over the years, numerous variants and generalisations of the noisy-OR model have
been developed, some of which allow capturing intercausal cancellation to at least
some extent; we would like to note that the mere existence of these variants suggests
a demand for models for accurately describing patterns of cancellation among causal
effects. In this section, we compare our newly designed intercausal cancellation model
against two existing related models. We will briefly review the recursive noisy-OR
and non-impeding noisy-AND tree models, and demonstrate the different modelling
abilities and engineering advantages of our model.

9.4.1 The recursive noisy-OR model

The recursive noisy-OR model, or RNOR model for short [78], was developed as a
variant of the noisy-OR model. One of the goals for its design was to provide for
more accurate conditional probability tables in the presence of interactions among
the causal effects involved. The basic idea of the model is to iteratively develop a
conditional probability table and thereby explicitly allow the possibility of inserting
probabilities involving combinations of causes with interactions among their effects in
any step of the table’s construction.

The recursive noisy-OR model is a parametrised conditional probability table, like
the noisy-OR model. Initially, its parameter probabilities are just the conditional
probabilities of the effect arising given each cause separately. If upon developing the
probability table no combinations of causes with dependent effects are encountered,
the recursive noisy-OR model returns the same probabilities for the effect variable as
the noisy-OR model. We now consider the construction of a conditional probability
table for the effect variable E of a mechanism with the four cause variables C1, . . . , C4,
and assume that the causes have some interactions among their effects. In the first
step, given the values obtained for the parameter probabilities, the model calculates
the conditional probabilities of the effect arising in the presence of all possible pairs
of causes. The calculations in this first step are equal to those performed by the
noisy-OR model:

Pr(e | ci, cj , c̄) = 1− (1− Pr(e | ci, c̄j , c̄)) · (1− Pr(e | c̄i, cj , c̄))

for all i, j = 1, . . . , 4, i 6= j, where the value combinations c̄ model the absence of all
causes other than ci and cj . If no interaction occurs among the causal effects within
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such a pair of causes, the calculated probability is inserted into the probability table
under construction and used in the next iteration step. Otherwise, the calculated
probability is superseded by an expert-provided one.

In each subsequent step of the iteration the probabilities of the effect arising in the
presence of exactly k causes are calculated using the probabilities resulting from the
previous two steps, with k − 1 and k − 2 causes being present respectively. For the
four-cause mechanism, the probability Pr(e | c1, c2, c3, c4) with k = 4 for example, is
calculated as:

1−
(

1− Pr(e | c̄1, c2, c3, c4)
1− Pr(e | c̄1, c2, c3, c̄4) ·

1− Pr(e | c1, c̄2, c3, c4)
1− Pr(e | c1, c̄2, c̄3, c4) ·

1− Pr(e | c1, c2, c̄3, c4)
1− Pr(e | c1, c2, c̄3, c̄4) ·

1− Pr(e | c1, c2, c3, c̄4)
1− Pr(e | c1, c̄2, c̄3, c4)

)
We note that the probabilities used in the calculation may have been estimated by
an expert or calculated from other probabilities themselves. The recursiveness of the
construction of the probability table for the effect variable thus allows the possibil-
ity of explicitly inserting expert-provided probabilities and using these upon further
calculation. In the above calculation of probability Pr(e | c1, c2, c3, c4), four proba-
bilities for the effect being present with two out of the four cause variables present
have been chosen to constitute the denominator, out of the six possible probabilities.
In the definition of the recursive noisy-OR model the choice of these probabilities are
not well-defined and choosing other probabilities can result in the undesired situation
that probability Pr(e | c1, c2, c3, c4) can attain different values [29].

When expert-provided probabilities are included in the recursive noisy-OR model,
they are restricted to be larger than the maximum of the probabilities used for the
model-calculated value in order for the probability values calculated upon further
construction to be guaranteed to remain valid [29], that is, to be within the range
[0, 1]. As intuition we note that the numerator of the fracture in the definition of
a recursive probability needs to be larger than the denominator; otherwise a value
larger than 1 can be the result, with which an invalid probability is defined.

We note that, as a further generalisation of the recursive noisy-OR model, the in-
hibited recursive noisy-OR model [52, 71] was developed to allow a combination of
positive and negative influences within a causal mechanism. The basic idea is to sep-
arate the negative and positive influences into two groups and apply the (inverted)
recursive noisy-OR model to each group separately. For the conditional probabil-
ity table of the effect variable, the probabilities established from the two groups are
combined through an assumption of independence. As it applies the recursive noisy-
OR model however, the inhibited recursive noisy-OR model inherits the same limited
ability to accurately describe intercausal cancellation.

We conclude that the recursive noisy-OR model and its extension offer only limited



120 Chapter 9. The intercausal cancellation model

possibilities for capturing intercausal cancellation, that is, in addition to the inher-
ited shortcomings from the recursive noisy-OR model, modelling two causes which
individually have a positive influence on the effect, but when combined they exert a
negative influence, can only be achieved by forcing the expert to provide a compound
probability value for that given combination. This results in a major drawback for
the support offered to the network engineer for describing patters of cancellation. As
argued in Section 9.3, our experiences are showing that obtaining assessments for such
probabilities can be especially difficult, if not impossible.

9.4.2 The NIN-AND tree model

The non-impeding noisy-AND tree model, or NIN-AND tree model for short [137,
138], was developed as a causal interaction model allowing the representation of can-
celling, or undermining, interactions among causal effects in addition to reinforcing
ones. While the noisy-OR model and its variants build on the assumption that in-
dividual causes contribute to one another’s effect independently, the NIN-AND tree
model is founded upon two separate logical principles describing reinforcement and
cancellation instead [138]. The model uses an explicit representation of the depen-
dent interactions among the causal influences on a common effect before constructing
the conditional probability table for the associated effect variable. This representa-
tion essentially is a tree structure with noisy-AND gates for its building blocks, each
of which models either reinforcement or cancellation among a designated subset of
causes. The conditional probability table for the effect variable of a causal mechanism
is now constructed by evaluating the NIN-AND tree model of the intercausal inter-
actions in the mechanism, with in essence the same input parameter probabilities as
the noisy-OR model.

Evaluation of a reinforcement gate from the constructed NIN-AND tree results in
the following conditional probabilities of the effect arising in the presence of the
combination c of causes:

Pr(e | c) = 1−
∏
j∈J

(1− Pr(e | c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n))

where J is the set of indices of the causes in the gate at hand. We note that with
a NIN-AND tree composed of a single noisy-AND gate modelling reinforcement, the
same conditional probabilities are found as with the noisy-OR model. Evaluation
of a cancellation gate from the NIN-AND tree results in the following conditional
probabilities of the effect arising:

Pr(e | c) =
∏
j∈J

Pr(e | c̄1, . . . , c̄j−1, cj , c̄j+1, . . . , c̄n)

where J again is the set of indices of the causes in the gate at hand. Any probability
value which is thus established for the conditional probability table for the effect
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noisy-OR cancellation RNOR NIN-AND expert
model model model tree model provided

Pr(ō | b, c) 0.8725 0.075 0.05 0.1275 0.05

Table 9.2: Probability values calculated by the noisy-OR model, the intercausal can-
cellation model, the inhibited recursive noisy-OR model and the NIN-AND tree model,
and provided by the expert, respectively, for type-1 osteoporosis (O) being absent af-
ter both bisphosphonates (B) and calcium supplements (C) have been administered.

variable under consideration may be replaced with an expert-provided assessment,
similar to the recursive noisy-OR model, for use upon further evaluation of the NIN-
AND tree.

Although the NIN-AND tree model allows explicitly capturing cancellation among
causal effects, it offers quite limited possibilities to this end. More specifically, as a
result of the small number of different building blocks defined for use in a NIN-AND
tree, a single fixed type of cancellation is assumed which does not allow expressing
partial or one-sided cancellation. Another major drawback of the model lies in the
considerable effort required from both the network engineer and the domain experts
involved. Constructing a tree of noisy-AND gates modelling all intercausal interac-
tions has proven to be a non-trivial and error-prone task [139]. The developers of
the NIN-AND tree model therefore propose an iterative approach in which the tree’s
construction is interleaved with the direct elicitation of probabilities from domain ex-
perts. These probabilities again are the conditional probabilities involving compound
conditions which we found extremely difficult, if not impossible, to obtain from the
expert in our application domain.

9.4.3 The examples revisited

In Section 9.3 we studied two real-life examples from the domain of pharmacology
and illustrated the use of our intercausal cancellation model for these two fragments
of expert knowledge. We now consider the same two examples and calculate the
conditional probability tables for the effect variables involved by means of the models
reviewed above.

We recall that Real-life Example 1 pertained to the treatment of type-1 osteoporosis.
Table 9.2 reviews the probability values obtained from applying the noisy-OR and
the intercausal cancellation model for the conditional probability of osteoporosis be-
ing absent after treatment with both bisphosphonates and calcium supplements; in
addition the values established by the inhibited RNOR and NIN-AND tree models
are provided. Upon using the values discussed in Section 9.3 for the cancellation pa-
rameters involved, the intercausal cancellation model results in the probability 0.075.
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noisy-OR cancellation RNOR NIN-AND expert
model model model model provided

Pr(ē | a, p) 0.97 0.95 0.97 0.285 –
Pr(ū | a, c, p̄) 0.97 0.42 0.97 0.97 –
Pr(ū | a, c̄, p) 0.00 0.00 0.00 0.00 –
Pr(ū | ā, c, p) 0.97 0.49 0.97 0.97 –
Pr(ū | a, c, p) 0.97 0.49 0.97 0.97 –

Table 9.3: Probability values calculated by the noisy-OR model, the intercausal can-
cellation model, the inhibited recursive noisy-OR model and the NIN-AND model,
respectively, for epigastric pains (e) and a urinary tract infection (u), when proton
pump inhibitors (p), antacids (a) and/or cefuroxime (c) are administered.

From Section 9.3, we recall that the noisy-OR model would result in the much higher
probability value of 0.8725. The inhibited recursive noisy-OR model will initially
also establish this high probability, but will insert the expert-provided value of 0.05
instead. For application of the NIN-AND tree model, we used a NIN-AND tree con-
sisting of a single noisy-AND gate modelling cancellation, to fit the example as well
as possible. With this representation of the interactions among the causal effects,
the probability of type-1 osteoporosis being absent after treatment was found to be
0.1275. We would like to note that, while we could accommodate in our cancella-
tion model detailed knowledge about the different cancellation effects between the
two pharmaceutical substances, the NIN-AND tree model offered far less modelling
flexibility.

Table 9.3 pertains to simultaneous treatment of epigastric pains and a urinary tract
infection by administering three pharmaceutical substances, as reviewed in Real-life
Example 2, and reports the values established by the various models for the condi-
tional probability tables for the two effect variables. As discussed in Section 9.3, we
used knowledge-based values for the cancellation parameters upon application of our
intercausal cancellation model. The probabilities thus found for the absence of the
urinary tract infection specifically differed from those established from the noisy-OR
model as a result. Since we had not been able to obtain assessments from our domain
expert for the conditional probabilities involving compound conditions, application
of the inhibited recursive noisy-OR model results in the same probability values as
the noisy-OR model. For application of the NIN-AND tree model, we constructed a
NIN-AND tree for each probability of the urinary tract infection being resolved by
treatment with a specific combination of pharmaceutical substances. For calculat-
ing the probability Pr(ū | a, c, p) for example, a tree composed of two noisy-AND
gates was constructed, in which the output of a gate modelling reinforcement among
the antacids and proton pump inhibitors served as input for the second gate mod-
elling cancellation of the effect of the cefuroxim antibiotic. The table shows that our
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attempts to describe knowledge of the degrees of cancellation among the cefuroxim
antibiotic and either the antacids or the proton pump inhibitors resulted in the same
conditional probabilities as found with the noisy-OR model. Although this finding
originates specifically from the latter two substances having no direct influence on the
urinary tract infection, it illustrates the lack of possibilities for capturing the specific
patterns of partial cancellation involved in the NIN-AND tree model.

9.5 Concluding observations

In the present chapter we focused on obtaining the conditional probability tables for
causal mechanisms which embed cancellation effects among their causes. Our investi-
gations of the effects of deviating noisy-OR calculated probability values in Chapter
8 had revealed that patterns of cancellation among the causes in a causal mecha-
nism may induce quite strong propagation effects upon computing probabilities of
interest from a Bayesian network. When such patterns of cancellation are present
among the causes of a common effect therefore, the noisy-OR model does not con-
stitute a suitable interaction model for specifying the conditional probability table
for the effect variable. While a variety of causal interaction models are available to
Bayesian-network engineers, only few models are concerned with cancellation among
causal effects. These models moreover offer quite limited possibilities for describing
different patterns of cancellation and tend to incur a considerable burden on both the
network engineer and the domain experts involved. Thus motivated, we developed a
new interaction model to describe intercausal cancellation. Our model was designed
from first principles, along the same lines as the noisy-OR model. Just like this model,
our intercausal cancellation model serves to ameliorate the burden of probability elic-
itation upon constructing a Bayesian network with the help of domain experts. The
model even requires the same parameters as the noisy-OR model, albeit with some
additional regulatory ones. The main advantage of our new model lies not so much
in reducing the number of numerical values required however, but in forestalling the
need to elicit assessments for those probabilities which often are considered hard-
est to provide, that is, for probabilities given the presence of multiple simultaneous
causes. We experienced this advantage in our application in the field of pharmacology,
where our intercausal cancellation model resulted in satisfactory probability tables.
We found more specifically that the additional regulatory parameters required by our
model were considerably easier to obtain than the more involving probabilities with
compound conditions. Upon comparing, for our application domain of pharmacology,
use of our intercausal cancellation model against that of existing related interaction
models, we found that our model offers much more flexibility for describing different
patterns of cancellation. Based on these experiences, we feel that the basic ideas
presented in this paper constitute a practical intercausal cancellation model for ready
use by network engineers in a wide range of real-world application domains.





Chapter 10

An overview of Bayesian network
engineering

For many applications, a Bayesian network can be learned from a data set of problem
instances and their associated solutions. For our decision-support system for the early
detection of Low Pathogenic Avian Influenza however, a lack of sufficient informative
data prevented us from developing the projected network using data learning algo-
rithms. As a consequence, we had to develop our Bayesian network by hand from
expert knowledge. Despite their increasing popularity no higher-level methodologies
are available for engineering Bayesian networks, and the demand for more clear and
general guidelines is increasing [66]. Although a range of techniques from the fields
of software engineering [38, 62, 124] and knowledge engineering [19, 51, 109, 112, 127]
can be used fairly straightforwardly, specific aspects involved with the development
of a network are covered by neither software engineering nor knowledge engineering;
because of these differences, we will refer to the development of a Bayesian network as
network engineering. In this chapter we will briefly discuss, on a high level, the steps
involved in the network engineering process, and indicate some of the overlaps and
differences with software engineering and knowledge engineering. In the subsequent
chapters, we will focus on the differences in more detail when covering the aspects
involved with the construction of our LPAI network.
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10.1 Scope, users and context

As an integral phase of software engineering, requirements engineering [26, 75, 104,
113] aims at establishing the contextual aspects of the software to be developed. These
aspects include

• the goal and purpose of the software, that is, what the software should do and
what the use cases and user stories are with which the software is to be applied;

• the context of the software, that is, when and where the software is to be used;

• the potential users of the software, that is, what the background of the users is
and how familiar they are with the tasks for which the software is written.

The techniques from the field of requirements engineering can be readily applied for
building Bayesian networks: knowing the goal, the purpose, the context and the
potential users of a network will help the network engineer in explicitly monitoring
the goals set for the network throughout the entire development process and tailoring
it to its projected users and their workflow. For software engineering in general, it
is suggested that the intended users of the system are to be involved in a system’s
development [83]. For the development of a Bayesian network, this suggestion is
embraced to guarantee that the network adopts the terminology of the intended users
and the embedding system fits their workflow. For the development of a Bayesian
network, also identifying experts in the field under consideration is of importance,
especially if they do not belong to the group of intended users; we will focus in more
detail on involving experts with the development of a Bayesian network in Section
10.2.

As with explorative software development in general, defining all requirements is part
of the iterative construction of a Bayesian network. Additional contextual constraints
for using the network for example, can be suggested by the network engineer to control
the complexity of the network under construction. Such suggestions are carefully
validated with the intended users and the experts involved before being effectuated.
Contextual constraints thus can arise during the construction of a network.

On the LPAI network
We will now describe some of the requirements for the LPAI network; due to space sav-
ings reasons we abstain from reproducing a full requirements document. The puprose
of the LPAI network is to capture knowledge of the manifestations of an LPAI infec-
tion in egg-laying hens at the bottom of the production pyramid, for use in a system
which supports veterinarians in deciding whether or not to issue an LPAI warning to
the government. The system will be used only for flocks in which clinical symptoms
are present which can be caused by an LPAI infection and where LPAI is present in
the differential diagnosis; these clinical symptoms include unexpected values of the
production parameters from the system described in Part I of this dissertation. The
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system will be used on-site, that is, on a poultry farm and/or at the veterinary office
where the post-mortem examination of the poultry takes place. When the system is
used at multiple places, input can be stored to be recovered and supplemented at a
later moment. For the user to interact with the system, a user interface is required
for the overall decision-support system which provides intuitive and easy access for
the users without having to fully comprehend the technical details of the Bayesian
network [88, 97]; the user will not interact with the Bayesian network directly.

The users of the decision-support system will be poultry veterinarians. Since veteri-
narians are well able to compose a differential diagnosis based on clinical symptoms
and findings from a post-mortem examination, the system will not be used to reach
a stand-alone diagnosis but rather for a second opinion. Based on the assumption
that veterinarians are capable of ruling out a possible LPAI infection, clinical symp-
toms which have nothing to do with LPAI nor with diseases similar to LPAI are not
included in the Bayesian network.

The workflow of the intended users includes checking all technical infrastructure for
malfunctions. The system can thus build on the assumption that all obvious technical
defects have been ruled out as possible causes of the clinical symptoms seen in the
flock. This assumption simplifies the Bayesian network significantly, as technical
defects constitute an important cause of clinical symptoms in a flock and therefore
can not just be left unmodelled in the network. Unlikely technical defects which
are easily overlooked by the veterinarian and farmer alike are incorporated in the
conditional probability tables of the network.

10.2 Exploration of the field and expert selection

In order to get acquainted with the field for which a knowledge-based system is to
be developed, a knowledge engineer engages in unstructured, yet focused, interviews
with experts and intended users [61, 65, 120]. Such interviews are very similar to
a normal conversation, where the network engineer has only prepared the topics to
be addressed, but the questions themselves follow from the conversation. The main
goals of conducting unstructured interviews are to acquire a basic understanding of
the structure of the knowledge domain, to learn the terminology, and to get some
understanding of the challenges involved with the problem under consideration. A
well-known recommendation from the field of knowledge engineering is for an engineer
not to dive into the literature [54, 91] to become more knowledgeable, as doing so
could introduce biases and could make the expert feel questioned during the elicitation
sessions, which would have strong negative consequences for the trust relationship
between the expert and the knowledge engineer.
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The selection of domain experts to assist with the actual development of the con-
tents of a knowledge-based system is to be considered carefully [35]. First of all, the
experts should have enough time available for being involved in the project. They
should further have a thorough knowledge of the field under consideration from the
perspective of the intended user, without any strong personal biases. Additionally,
they should be able to clearly and consistently explain the details of the field to
someone without any prior knowledge. For the development of shallow-knowledge
systems such as the rule-based systems from early artificial-intelligence research, the
knowledge-engineering literature suggests that experts with considerable hands-on
experience are asked for assisting with the construction of such systems [32, 79, 82].
For deep-knowledge systems, such as Bayesian networks in general, a profound un-
derstanding of the mechanisms and causalities underlying any practical experiences
is required.

On the LPAI network
Prior to the development of the LPAI network, we did not have any knowledge about
poultry beyond what is commonly known. Exploring the field of LPAI started with
us visiting an expert who had performed numerous experiments with AI viruses and
had detailed technical knowledge about these viruses. During the subsequent years
we visited various poultry researchers and veterinarians in the Netherlands, in Italy
and in the United Kingdom, with whom we performed unstructured interviews to get
better acquainted with the field of poultry. The interviews addressed the workflow of
veterinarians, the differences between HPAI and LPAI in terms of clinical symptoms,
the role of the production parameters in the process of early detection of diseases,
and so on. Additionally, we joined a veterinarian in the Netherlands visiting two
poultry farms, one with egg-laying hens and one with broilers, which contributed
to our understanding of the workflow of a veterinarian. We further witnessed some
post-mortem examinations, both in the United Kingdom and in the Netherlands.
Attending these post-mortems provided us with a basic understanding of the role of
post-mortem findings compared to that of clinical symptoms in live poultry.

For the actual development of the Bayesian network, we selected mainly poultry vet-
erinarians. We selected veterinarians from a private practice with a vast amount of
hands on experience with a wide range of different poultry diseases. We further se-
lected veterinarians from GD Animal Health who had considerable experience with
LPAI infections and their early detection: GD Animal Health is a government veteri-
nary institute, to which poultry is sent for microscopic determination upon suspicion
of an (LP)AI infection.
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10.3 Construction of the Bayesian network

Once the scope, users and the context of the Bayesian network are well-defined, and
the experts required for the elicitation sessions have been selected, the network engi-
neer can start with the development of the network itself. At this point the network
engineer has a global overview of the domain knowledge to be represented by the
Bayesian network. For actually constructing the network however, more detailed
knowledge is required. This knowledge is typically acquired from the selected do-
main experts. For this purpose, the knowledge engineer uses a series of structured
interviews, that is, of well-prepared interviews with specific questions focusing on
details. The field of knowledge engineering offers a range of techniques and method-
ologies for use for the elicitation session with the experts [51, 109, 119]. Some of
these knowledge-engineering issues will be covered in more detail in Chapter 12. We
would like to note that the general field of knowledge engineering does not provide
for all elicitation tasks required for the construction of a Bayesian network. Example
elicitation methodology which was developed by the Bayesian network community to
supplement standard knowledge engineering techniques pertains to the estimation of
probabilities [44].

In addition to acquiring the knowledge to model, knowledge engineering also covers
the formal representation of this knowledge in a knowledge-representation formalism.
For most representation formalisms, this task is non-trivial. For many formalisms
however, hands on experience has led to the development of methodologies and tools,
specifically tailored to the formalism at hand, to support the knowledge engineer in
developing an appropriate model. For developing Bayesian networks by hand how-
ever, the set of methodologies and tools available is still fairly small, leaving a variety
of challenges and non-trivial design choices to the experience and creativity of the
network engineer without any further support. We will cover a range of design chal-
lenges in Chapter 12, and we illustrate these choices by examples from the LPAI
network.

10.4 Beyond the first version

For software engineering in general, the waterfall model used to be the standard [107],
but nowadays agile software development is advocated [6], with Scrum as the most
recent method [108]. With the waterfall model, a small number of subsequent phases
are identified for the development of a software product. In essence, for a new phase
to commence, the previous phases have to be finished completely. This model was
later adapted such that from each phase, the preceding phase could be re-entered
if necessary. The waterfall model is outdated for a variety of reasons, and for the
development of Bayesian networks it was never really used.
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The essence of agile software development lies in the assumption that changing soft-
ware parts is inevitable and it is best to quickly adapt to such changes. The devel-
opmental cycles with agile engineering are small and incremental, involving the users
in nearly every step taken. Even the series of developmental cycles is not extensively
planned in advance [124]. Agile software engineering thus introduced the approach
of focusing on small parts of the system rather than developing the entire software
system at once. For the development of Bayesian networks, it has been advocated to
use agile development methods and to adopt this approach of focusing on network
fragments [74] rather than on the entire Bayesian network at once. While the need of
continuously monitoring the exact goal and context of the system is similar in agile
engineering and in the development of a Bayesian network, there is quite a difference
in the state of completion of parts of the eventual system. With agile engineering
in general the parts of the software which have been developed are more or less in
their final state and not likely to change significantly upon the development of the
other parts of the software system, a change in a fragment of a Bayesian network
under construction may have considerable impact on other network fragments. Even
when adopting an agile engineering approach, the development of a Bayesian network
requires an iterative approach involving the entire Bayesian network which can take
many iterations until the network is accurate enough.

Once the Bayesian network has reached a state upon which the network engineer
can hardly improve, the network is embedded in the larger system and tested from
a technical perspective. This phase of the network’s engineering poses additional
challenges such as addressing the relationship between the often qualitative output
of the overall system and the output probabilities of the network. With the finished
system, the general software-engineering phase of launching a new software product is
entered, which involves deploying a prototype, extensive testing with intended users
and updating the system from the feedback obtained.

On the LPAI network
For the LPAI network we have finished the first version of the network. We will focus
on the subsequent steps, ranging from a thorough validation of the network up to
the deployment of the entire system, as future research. During the development of
the LPAI network, we identified roughly eight fragments to be focused on separately.
These fragments were identified from the elicitation sessions with experts, to include
all variables pertaining to a closely connected piece of domain knowledge. For each
of the fragments, we required three to seven iterations. During further development
of the network, the relations between the different fragments were considered in more
and more detail, ending with a Bayesian network with all fragments connected. We
note that not all network fragments were developed simultaneously; the first frag-
ment was finished several months before the first version of the entire network was
finished.



Chapter 11

Bayesian network construction

As reviewed in the previous chapter, a network engineer can start the development of
a Bayesian network directly after its scope and purpose have been established. With
a network being composed of a graphical structure with variables and directed arcs,
and with several probability distributions per variable, its construction can be crudely
divided into three stages:

1. identify the relevant variables and their values;

2. determine the relations between the variables and model these in a graphical
structure;

3. quantify the network by acquiring all probabilities.

Since the third stage is generally considered the most daunting, constructing a network
by hand typically iterates over the first two stages until the graphical structure is
considered satisfactory, before starting with the third stage. Even then, executing
the third stage may induce another iteration over the first two stage.

Despite the iterative and creative nature of the development of Bayesian networks we
will attempt to consider each of the three aspects from the network engineering point
of view separately and discuss various challenges and problems in detail. Afterwards
we will focus on how the stages are interwoven with each other. Throughout this chap-
ter we will provide concrete examples regarding the LPAI network, which support the
techniques presented. Figure 11.1 shows the LPAI network; a high-level description of
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the network is provided in Section 11.6. In the LPAI network the observable variables
for which values can be determined during a post-mortem examination are marked
with double borders. As elicitation techniques have a prominent role in this chapter,
we will start with providing a couple general remarks regarding elicitation.

11.1 General elicitation considerations

The development of a Bayesian network from domain knowledge entails the extraction
of detailed knowledge from experts. The role of the network engineer in the elicitation
process for this purpose is very similar to that of a knowledge engineer in general; it
entails thoroughly preparing elicitation session, both covering the questions and the
order in which the questions are best presented, and keeping an overview of the entire
project to provide structure to the elicitation process.

The field of knowledge engineering provides guidelines regarding the set-up of elici-
tation sessions, such as the use of a well-defined context and an appropriate mindset
during elicitation sessions [119]. These aspects are very important; when experts need
to change their focus and need to re-establish the context of their thoughts during
an elicitation session, it becomes increasingly difficult and tiresome for them to focus
on the elicitation tasks and to provide accurate answers. Another guideline we have
frequently used is to stimulate experts to think aloud, as this can provide new insights
[109, 112] without negatively influencing the performance of an expert performing a
task [36]. Yet another lesson which we have gratefully adopted is the withholding
of unnecessary information, that is, when aspects are not mentioned explicitly in a
question, the expert tends to assume these aspects are normal. This prevents both
the introduction of biases and the development of very long and incomprehensible
questions.

When during an elicitation session the expert is uncomfortable with answering ques-
tions regarding a specific topic, the network engineer should not force the expert to
provide answers nonetheless. The expert is the most important asset of the devel-
opment of the Bayesian network, and he or she should always be comfortable during
the elicitation sessions. When the expert becomes uncomfortable or when he or she is
reluctant to provide answers to the posed questions, the network engineer should stop
discussing this topic in this manner and reconsider the approach towards the expert
to obtain the required knowledge. Alternatively, the network engineer can try to ask
other experts to help obtaining the required knowledge.

On the LPAI network
During one of the elicitation sessions for the LPAI network, we addressed the network
fragment involving Malaise and Ground eggs and we had prepared questions to
validate whether a difference in the number of ground eggs would be seen given the
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presence of the absence of malaise in a flock. A question we could have asked for this
purpose, is:

Consider a flock of laying hens where malaise is present and consider the number of
ground eggs present. Now, consider no malaise is present in the flock. Does the

number of ground eggs being present differ from when malaise is present?

With this question, the expert is first asked to envision a flock of laying hens in which
malaise is present. The expert now visualises in his mind such a flock and the typical
number of ground eggs for this flock. The second part of the question is likely to
create confusion however, as the expert is asked to consider the same flock, yet this
time without the presence of malaise. For the expert it is more intuitive to envision
two similar flocks, where malaise is present in one of the flocks, and is absent in the
other flock, and compare the numbers of ground eggs between the flocks. A better
question would thus be:

Consider a flock of laying hens where malaise is present and consider the number of
ground eggs present. Now, consider another flock of laying hens where no malaise is

present. Does the number of ground eggs in this flock differ from that in the other
flock?

11.2 Stochastic variables and their values

The basic building blocks of a Bayesian network are its stochastic variables. From
the initial unstructured interviews, the network engineer will have composed a list
of concept which are likely to be relevant for the network under development. Upon
further focusing on these concepts, the engineer will capture the relevant concepts
in stochastic variables which subsequently serve as variables in the network. In this
section, we focus on these variables and on how a network engineer can compose a
list of concepts which are eligible to be captured as variables.

11.2.1 Domain concepts and stochastic variables

A stochastic variable is either discrete or continuous and has a probability distribution
defined over its values. A discrete variable has a finite number of possible values,
which by definition must be mutually exclusive and collectively exhaustive. Mutual
exclusiveness states that it is impossible to observe two different values for the same
variable simultaneously. Collectively exhaustiveness states that it must be possible
to capture each possible observation of the modelled concept in one of the values of
the variable. A continuous variable can attain a value from a continuous range of
values, rather than from a finite number. In this dissertation we will focus on discrete
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variables and assume that any continuous variable has been discretised to discrete
variables.

The stochastic variables included in a Bayesian network may have different roles.
Various naming conventions regarding these roles have been introduced. One of the
conventions names the roles of the variables according to input and output: input
variables, which are variables which can be observed by a user and thus can be forced
to attain the observed value; output variables, which are the variables in the network
about which a posterior probability distribution is desired; and hidden variables, which
are all other variables. Another convention names the roles of the variables according
to what they are in the application domain: observable variables, which are similar to
the input variables; goal variables, which are similar to the output variables, and
intermediate variables, which are similar to the hidden variables. For diagnostic
applications, the goal variables may also be termed diagnostic variables. We will
adopt this latter convention.

When capturing relevant concepts in variables, the meanings of the variables and
associated values are to be accurately defined and named to help keep the network
clear and maintainable [103].

On the LPAI network
Variables used in the LPAI network include LPAI flock and Bacterial or viral
infection trachea, lungs and/or air sacks. LPAI flock captures the concept of
LPAI being present or absent in the flock of poultry under consideration. Bacterial
or viral infection trachea, lungs and/or air sacks captures the concept of a
bacterial or viral infection being present or absent in the respiratory tract, and allows
for indicating where in the respiratory tract the bacterial or viral infection is present,
together with its severity. The values for these variables are:

• LPAI flock has two possible values: absent and present

• Bacterial or viral infection trachea, lungs and/or air sacks has nine pos-
sible values: absent, moderate infection in the trachea only, moderate infection
in the trachea and air sacks only, moderate infection in the trachea and lungs
only, moderate infection in the trachea, air sacks and lungs, serious infection in
the trachea only, serious infection in the trachea and air sacks only, serious in-
fection in the trachea and lungs only, serious infection in the trachea, air sacks
and lungs.

When considering the variable LPAI flock we observe that the values of this variable
are mutually exclusive and exhaustive. The variable LPAI flock is defined to be
present when laboratory tests have proven the presence of LPAI virus in at least
one chicken from the flock. For the variable Bacterial or viral infection trachea,
lungs and/or air sacks mutual exclusiveness is achieved by using increasingly severe
values. Exhaustiveness of the values of this variable derives from domain knowledge.
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Although it is possible that the combination of a serious infection of the trachea and
a moderate infection of the air sacks occurs, which is not explicitly modelled as a
value of this variable, we defined this variable such that the severity of the infection
overrules its locations. A serious infection of the trachea with a moderate infection of
the lungs is thus captured by the value serious infection in the trachea only.

11.2.2 Elicitation of relevant concepts

After the unstructured interviews, the network engineer will prepare structured elici-
tation sessions for acquiring concepts which can potentially be modelled as variables
in the network under development. For a diagnostic network, the goal will ultimately
be to decide upon the possible presence or absence of one or more concepts, modelled
as goal variables, given a series of observations for observable variables which are
either positively or negatively related to the goal variables. For reasons of simplicity,
we consider a network with a single goal variable only.

During the exploration phase, the network engineer is likely to have composed a list
of concepts which are potentially related to the goal variable. The aim of this part
of the elicitation is to establish whether all collected concepts are indeed relevant
for the goal variable, and to identify other related concepts which have not yet been
mentioned as such.

A variety of elicitation techniques are available for acquiring a collection of relevant
concepts, ranging from experts performing tasks, to scenario-based analysis and to
observing experts while they are performing elicitation tasks [18]. During the elic-
itation sessions focusing on the relevant concepts for the LPAI network, two types
of questionnaire have proven to be very useful. We will review these two types of
questionnaire and provide some examples from our domain of application.

Questionnaire for identifying relevant concepts

We have developed a questionnaire for identifying concepts involved with either con-
firming or ruling out the presence of the goal variable. This questionnaire in essence
is an A5-sized piece of paper, listing a number of possible concepts which are po-
tentially related to the goal variable, accompanied by a short introductory text to
inform the experts what to do. First, all concepts should be encircled which are not
relevant for either increasing or decreasing the probability of the goal variable being
present. Additionally, any relevant concepts which are missing should be added to
the paper.

We have chosen to construct multiple questionnaires with small sets of possibly related
concepts for the experts rather than providing a single questionnaire with a long and
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Figure 11.2: Questionnaire for identifying relevant
concepts for LPAI when focusing on chicken specific

clinics.
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cluttered list of concepts. The main idea is to create groups of concepts which are
closely related to each other, and create a questionnaire for each of these groups. The
advantage of this approach is not just that the experts are better able to preserve an
overview, but more importantly that the concepts are now grouped according to a
single mindset, allowing the experts to better focus without being forced to continually
change their mindset.

On the LPAI network
Figure 11.2 shows an example questionnaire used for identifying concepts which have
some relation with the goal variable of the LPAI network. This questionnaire is fo-
cused on the clinical symptoms in a single egg-laying hen. Other categories of concepts
were environmental circumstances, flock-specific clinical symptoms and details of the
produced eggs.

Questionnaire for identifying alternative explanations

The goal of diagnostic systems is to identify the cause of specific observations being
present; for diagnostic Bayesian networks this cause is likely to be modelled as one
of the goal variables. During the development of the system, the network engineer
is likely to encounter various other concepts than the goal variable, which can cause
similar observations. Often, the similarities between these concepts, which we will
refer to as alternative explanations, and the concept modelled by the goal variable
constitute the main reason why the network is being developed. When the observa-
tion of concepts which have been identified to be relevant for the goal variable have
similar effects on the alternative explanations, the alternative explanations should
be considered very well upon further developing the network. We have developed
a questionnaire in order to identify the alternative explanations, and to identify all
possible differences between the alternative explanations and the goal variable. With
all these aspects thoroughly identified, the network engineer will be better able to
develop a model which can differentiate between the goal variable and the alternative
explanations.

When starting with this questionnaire, the experts will be provided with a stack of
A5-sized pieces of paper. On each of these pieces of paper three aspects are to be
filled in for a single alternative explanation:

1. The name of the alternative explanation

2. All concepts which are likely to be present with the alternative explanation, but
absent when the goal variable is present

3. All concepts which are likely to be absent with the alternative explanation, but
present when the goal variable is present
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Figure 11.3: Differential diagnosis card for differentiating
between Newcastle disease and LPAI.
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The first piece of paper is partly filled in to provide the experts with sufficient in-
formation to perform the elicitation task the way it is intended to. It is up to the
network engineer to let the experts perform this task autonomously or to let them
work together, whichever is most likely to result in acquiring the required information
best.

On the LPAI network
For the LPAI network, the goal variable is LPAI, but other diseases like infectious
bronchitis (IB) and Newcastle disease (ND) can be very similar when considering the
clinical symptoms and the post-mortem findings. Both for LPAI and IB, respiratory
problems are likely to be present, and the seriousness of these problems can be very
similar as well. In order to obtain a more sophisticated view upon the presence
or absence of LPAI, the differences between the diseases need to be identified by
considering all clinical symptoms which

1. are likely to be present for LPAI, but are likely to be absent for IB

2. are likely to be absent for LPAI, but are likely to be present for IB

In Figure 11.3 an example of a differentiation card is provided which has been used
during the elicitation for the LPAI network. Newcastle disease was said to be in the
differential diagnosis, and the main difference with LPAI was the presence of nervous
symptoms. This card is partly filled in to provide the experts with an example of
what is expected during this task.

11.3 Graphical structure

After a sufficiently stable set of relevant concepts has been obtained, the network
engineer can begin the construction of initial network fragments, which are graphi-
cal structures composed of variables and directed arcs. The arcs in these structures
represent (in)dependencies between variables, which are exploited upon calculating
posterior probability distributions for the goal variables of the network. The network
engineer is likely to encounter many challenges and develop many questions during
the construction of the fragments, which can serve as input for the subsequent elic-
itation sessions. The construction of the graphical structure of a (fragment of a)
Bayesian network is an iterative and creative process. From a set of initial network
fragments, the network engineer will iteratively improve the fragments themselves and
the Bayesian network as a whole, as more details become available from the elicitation
sessions.

Upon constructing the initial fragments of a diagnostic Bayesian network, typically
the notion of causality is used as a heuristic [41, 59]: when the presence of a variable C
can cause a variable E to be present or absent, this relationship is modelled by adding
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a directed arc from the cause variable C to the effect variable E. Using causality as a
heuristic for the initial network fragments mostly follows naturally from the experts
being comfortable with talking about causes and effects; moreover, the experts have
most likely internalised the knowledge in this causal way during their studies. Initially
assuming causality results in easily interpretable and manageable network fragments
for the network engineer. The first set of network fragments thus constructed will
most probably be hardly recognisable from the final version of the network, as with
iterative improvements and additionally acquired knowledge, the network fragments
will become more and more refined.

11.3.1 Relations among the variables

Starting from the list of stochastic variables composed in the first stage of the net-
work’s construction, the knowledge engineer has to identify the direct and indirect
relations between these variables. Upon doing so, more detailed knowledge need to
be obtained which may change the list of stochastic variables, yet will also result in
more insight in how to configure the graphical structure.

Identifying parents and children for variables

Based on the initial network fragments, elicitation sessions are prepared to ensure all
parents and children for each of the variables involved are known. The technique of
structured interviews is a suited elicitation technique to be used for such elicitation
sessions. A structured interview in essence consists of closed questions regarding a
specific topic, and has the goal of obtaining specific information. Again assuming
causality, the question for ensuring that all children of variable V have been identified
can be formatted as:

Consider the presence of a specific concept V . From the previous meetings we know
that this can cause concepts E1 and E2 to be present. Can the presence of concept V

cause the presence of other concepts as well?

For checking the parents of variable V , the question can be formatted as:

Consider the presence of a specific concept V . From the previous meetings we know
that this can be caused by the presence of a concept C1. Are there any other concepts

which can cause concept V to be present?

During these elicitation sessions, additional variables can be introduced which might
have to be included in the network fragment under consideration. When additional
relevant concepts have been elicited which are not yet present in the network, this does
not necessarily imply they have to be modelled in the network fragment explicitly.
Despite the importance of having relevant knowledge available when developing the
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respiratory tract
Infection upper

Swelling
sinuses head

Conjunctivitis Nasal mucous
discharge

Edema in
the head

Figure 11.4: The final network fragment covering the infection in the upper respiratory
tract and all effects this infection can cause.

network, during the iterative development of the network it can occur that specific
parts of the knowledge are marked as unimportant, or as not important enough to
be modelled explicitly. More on the identification of additional parents and children,
and on the validation of the structure can be found in [41].

On the LPAI network
When considering the variable Infection upper respiratory tract, we asked our
expert if, in addition to Conjunctivitis, Nasal mucous discharge and Swollen
sinuses head, other clinical symptoms could be present when an infection in the
upper respiratory tract is present. This question served to verify that all relevant
effects of the variable under consideration were known to the network engineer. The
question asked was

Consider an egg-laying hen with an infection in the upper respiratory tract. From
the previous meetings we know that this can cause conjunctivitis and nasal mucous

discharge with the chicken. Are there any other clinical symptoms which can be
caused by an infection in the upper respiratory tract?

The expert provided us with the additional effect variable Edema in the head as a
consequence of an infection in the upper respiratory tract.

For all successors of the variable Infection upper respiratory tract, we asked
the expert what other causes could result in these clinical symptoms. The expert
provided us with the information that Edema in the head could be caused by bars
near the feed manger, where the chicken has to put her head in order to reach for the
feed.

Leaving out initially relevant concepts

Upon focusing on network fragments in more detail, particular concepts can become
less eligible to be explicitly modelled as a variable in the final network. Various reasons
can be adduced, such as the impossibility of obtaining an accurate observation for the
concept in real life, or the contribution of the concept being highly marginal, maybe
due to another concept having been incorporated in the network. Variables for which
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the expert has indicated that an observation is likely to only have a minor effect on
other variables in the network should be handled with care. When it is a, maybe
indirect, successor of the goal variable, a small change in the probability distribution
of the variable under consideration could increase upon propagation and could yield a
large change in the posterior probability distribution over the goal variable. When the
variable under consideration has the goal variable as it successor, such an effect cannot
occur and when the variable is likely to only have a minor influence on the subnetwork
it is in, the network engineer could consider not to model that variable.

On the LPAI network
From the elicitation sessions we acquired a number of clinical symptoms which could
be modelled as variables in the LPAI network, but for which we later discovered they
were very aspecific, that is, these clinical symptoms are likely to be present with a wide
range of different poultry diseases. An enlarged liver is one such clinical symptom
which can be caused by an LPAI infection, but it can be caused by a wide range of
other diseases as well. Such aspecific, or non-informative, clinical symptoms do not
add value to the LPAI network as it will not differentiate between LPAI and other
similar diseases.

Another variable which was initially considered, modelled the presence of a fever.
When a chicken is infected with a disease, its body temperature is likely to increase
in order to fight the infection. During more detailed interviews focusing on clinical
symptoms on individual chicken level, it appeared that veterinarians hardly ever mea-
sure the body temperature. As measuring the temperature is not in the workflow of
the veterinarians, we decided to remove this concept from the LPAI network.

Summarising variables

When constructing an initial network fragment, the number of parents of a single
variable can become fairly large, inducing a conditional probability table with many
probabilities. Reducing the number of probabilities to be elicited is advantageous
for several reasons. Introducing summarising variables, or ‘divorcing parents’ [70],
is an approach to reduce the number of parents of a variable and hence reducing
the number of probabilities required to quantify the involved conditional probabil-
ity tables. Additionally, introducing summarising variables can improve the inter-
pretability and the maintainability of the network. Adding a summarising variable to
a network can change the relations between the variables however, and the modelled
(in)dependencies are to be evaluated once more.

On the LPAI network
In the LPAI network, we introduced multiple summarising variables, such as Intro-
duction, Malaise and Infection upper respiratory tract. Despite the possible
advantage of reducing the number of probabilities required to fully quantify a Bayesian
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Figure 11.5: A fragment from the LPAI network, focusing on variable LPAI chicken
and the summarising variables Infection respiratory tract and Infection intesti-
nal tract.

network, not a single summarising variable in the LPAI network serves this purpose
directly. When considering the summarising variable Introduction for example, it
could have resulted in fewer probabilities being required for quantifying the network
if the variable LPAI flock would have had more incoming arcs. They do, however,
improve the interpretability and maintainability of the LPAI network and allow the
model to capture subtleties which would otherwise have been much more difficult to
model.

When considering the variables LPAI chicken, Infection respiratory tract, In-
fection intestinal tract and the successors of the latter two variables, depicted in
Figure 11.5, the construction of the network benefits from the introduction of the
summarising variables. Without these variables, the effects of an infection in the
respiratory tract and the effects of an infection in the intestinal tract would all have
been connected to LPAI chicken with a single arc each. Modelling the positive
combined influence on the presence of LPAI in a chicken when an infection in the
respiratory tract and an infection in the intestinal tract are present simultaneously,
would have become very challenging. Because of the summarising variables, this re-
lation can straightforwardly be modelled in the conditional probability table of the
variable LPAI chicken.

11.3.2 On the arcs

In this section we have considered variables in detail, but the relations between vari-
ables have been mentioned several times as well. We will now focus on the arcs,
which are the elements of the graphical structure defining the relations between the
variables.
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During the development of the network fragments, the (in)dependence relations be-
tween the variables are very important to consider, and the d-separation-criteria from
Section 7.2 can be used as a guideline. For the elicitation of the (in)dependence re-
lations between variables, the technique of structured interviews can be used again.
When considering the three variables Va, Vb and Vc and the (in)dependence relation
between variables Va and Vc is considered, given an observation for variable Vb, the
following question can be asked:

Suppose that Vb is observed to be present. Consider how likely it is that Vc is
present, based on this observation. If we now tell you that Va is observed to be

present as well, does this influence the likeliness of Vc being present?

If the likeliness of the presence of variable Vc does not change, variables Va and Vc
are independent, given an observation for variable Vb. If the likeliness of the presence
of variable Vc does change, variables Va and Vc are dependent, given an observation
for variable Vb.

On the LPAI network
We again consider the variable Infection upper respiratory tract together with
its four successors. Initially we assumed the four successors to be dependent on each
other, as long as Infection upper respiratory tract would remain unobserved,
and independent when Infection upper respiratory tract is observed. We had
prepared an elicitation session to acquire more knowledge about the (in)dependencies
between the variables. A few questions asked during this session were:

Consider an egg-laying hen in which an infection in the upper respiratory tract is
present. Do you expect to observe conjunctivitis?

Consider an egg-laying hen which has conjunctivitis, does this observation increase
the probability of an infection in the upper respiratory tract being present?

Consider an egg-laying hen which is sent to the laboratory for a post-mortem on
suspicion of an infection. No infection in the upper respiratory tract is found during

the post-mortem. Consider how likely the presence of conjunctivitis is under these
conditions. If we tell you that nasal mucous discharge is found, will that change

your estimation about how likely the presence of conjunctivitis is?

The first two questions concern the relation between Conjunctivitis and Infec-
tion upper respiratory tract; the necessity of this relation being present has been
identified in the previous section, and now the actual structure that relation is con-
sidered.

The third question uses the d-separation criteria to explore possible dependencies
between conjunctivitis and nasal mucous discharge. As it turns out, nasal mucous
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discharge can only be present when conjunctivitis is present, when considering it
being caused by an infection of the upper respiratory tract. This dependency is im-
portant, as initially the presence of nasal mucous discharge together with the absence
of conjunctivitis would result in a positive influence of nasal mucous discharge on
the probability of Infection upper respiratory tract to be present, which is not
correct.

Another important aspect when considering the (in)dependencies between variables
is the formulation of the questions. When considering the network fragment with
Malaise and its successors, the conditional (in)dependencies between the variables
needed validation. For example, when Malaise is the parent of both Ground eggs
and Huddling together, and a relation between Ground eggs and Huddling
together is suggested by the expert, we have to consider whether an explicit link
between Malaise and Ground eggs should be introduced. That is, we have to check
if Ground eggs and Malaise are independent given an observation for Huddling
together. The appropriate question to be asked is:

Consider a flock of egg laying hens where the chickens are not huddling together and
consider the number of ground eggs present. Will your estimate about the number of

ground eggs change if I tell you that malaise is present in the flock?

In this question we have knowingly considered a flock of chickens which do not huddle
together; when a flock is considered where the chickens huddle together, the expert
might subconsciously assume the huddling is caused by the presence of malaise. When
then the presence of malaise is made explicit, the number of ground eggs present might
not change as for the expert essentially nothing changes. When explicitly considering
chickens not huddling together, no bias is introduced and the answer provided by the
expert is likely to be more valuable.

11.4 Probabilities

Once the qualitative part of (a fragment of) the network has been finished, that
is, the network engineer is confident that all relevant variables are present and all
(in)dependencies between the variables have been modelled correctly, the focus can
be shifted to the quantitative part of the network. If the network engineer is not
confident about the structure of the network fragment under consideration, variables,
values or arcs can still change upon further construction. Starting too soon with
probability elicitation may then require the expert to perform a probability elicitation
task being very similar to a task performed before, which is likely to have a negative
effect on the motivation of the expert.
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11.4.1 Probability elicitation

All variables of a Bayesian network should be provided with a conditional probability
table of probabilities over all values of the variable, given all possible combinations of
values for its parent variables. The graphical structure of the Bayesian network thus
determines the probabilities to be acquired. Since the basic rules of probability have
to be satisfied, for each value combination of its parents the probability distribution
over a variable must sum to one. These rules can be used for reducing the number of
probabilities which need to be elicited explicitly: the network engineer can choose not
to elicit all probabilities, but to elicit all minus one probabilities for each instantiation
of all parents of the variable under consideration. The network engineer can then
indicate which probabilities are hardest to estimate, or which probabilities are the
least relevant to be elicited explicitly and calculate these probabilities rather than
explicitly asking the experts to provide an estimate.

An elicitation method which has proven to be useful for probability elicitation for
Bayesian networks, is the use of a probability scale [44]. This probability scale is
placed next to a question asking for a probability estimate and is in essence a vertical
scale, ranging from 0.0 to 1.0, with a small number of probability values marked
explicitly. Additionally, a range of words describing different amounts of uncertainty
is placed next to the scale. For example, the term expected represents a probability
of around 0.7. The expert now can mark an estimate of the requested probability
on the scale, aided by both the explicitly marked probability values and the words
placed on the scale. We used this technique to elicit nearly all probabilities for the
LPAI network. An example of the probability scale with a question is provided in
Figure 11.6.

When considering the elicitation of probabilities, a network engineer can be con-
fronted with an expert being over-confident or under-confident [93]. Over-confident
experts are likely to provide rather extreme probability estimates near 0 or 1, thereby
possibly overlooking unlikely yet not impossible values. Under-confident experts are
likely to provide probabilities far from the extremes. Working with either type of
expert has its challenges, either because subtleties cannot be modelled accurately,
or because all estimated probabilities lie in the range between 0.15 and 0.85, which
are the probabilities least likely to make a difference in the output probabilities of a
network.

When preparing an elicitation session in which multiple probabilities are to be elicited,
the order in which the probabilities are elicited is important. For the expert not to
be required to change his or her mindset too often, the probability distributions over
the values of a variable are best requested for each value combination of its parents
separately.
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Figure 11.6: The probability scale with both probabilities and words describing
levels of uncertainty. The probability scale is an aid for the expert to give an

appropriate probability estimate for the question on the left.
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On the LPAI network
When considering the network fragment regarding the variableBacterial or viral in-
fection trachea, lungs and/or air sacks and its children, a vast number of probabilities
had to be elicited. Providing the expert with a mindset in which, for example, a
moderate infection of the trachea only is considered, the expert is likely to visualise
a chicken which fits that description. For this chicken the expert is likely to provide
good estimates for the probabilities for Accessory breathing sounds. After the
probabilities are obtained for all values for the variables Breathing distress and
Accessory breathing sounds, the same questions can be asked for another value of
the variable Bacterial or viral infection trachea, lungs and/or air sacks.

11.4.2 Validating the use of causal interaction models

For constructing the conditional probability table for each variable, in essence a causal
interaction model might be applicable. Often earlier elicitation sessions will have
touched upon the causal processes underlying a mechanism from which the network-
engineer can verify whether the conditions for applying a specific interaction model
hold. However, a network engineer might also want to validate the suitability of using
a causal interaction model for a mechanism. To this end, the probability scale dis-
cussed in the previous section can be used as well. For a simple case, where the causal
mechanism consists of two binary cause variables and a single binary effect variable,
the three parameter probabilities including the leak probability can be elicited with
the same technique as all other probabilities. The noisy-OR model can now be applied
when either of the following conditions hold:

• the expert expects the noisy-OR calculated probability to be higher than each
of the parameter probabilities

• the parameter probabilities, except for the leak probability, are relatively high
and the prior probabilities of the cause variables being present are quite small
(see Section 9.5)

With these conditions, the network engineer does not have to ask the expert for an
accurate estimate for the remaining probability, but rather ask a qualitative statement
to validate whether or not the causal interaction model can be applied.

For a causal mechanism with more cause variables, the elicitation method as described
above can readily be adapted. As more probabilities will be calculated by the causal
interaction model, all probabilities have to be considered for which the network en-
gineer is not certain they adhere to the conditions imposed by the model. When a
large number of cause variables are present, or when multi-valued rather than bi-
nary variables are considered, multiple probability scales can be used next to each
other.
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On the LPAI network
In the LPAI network we have used a causal interaction model for fully quantifying
the probabilities of the variable Introduction. When considering two of its parent
variables LPAI in surroundings and Contact with wild fowl and assuming a
noisy-MAX model can be used for this causal mechanism, we have asked:

Consider a flock of laying hens; we will focus on the possible introduction of LPAI
into the housing of the flock. Given the presence of LPAI in the surroundings,

consider how high the risk of an introduction is. If I now tell you that there has been
contact with wild fowl, what will the influence be on the risk of introduction?

Note that the question does not require a value from Contact with wild fowl,
other than that it has a value which is not the ’absence’ value in the noisy-MAX
model. If the answer is ”It will increase”, there is no cancellation present between the
considered variables and an additional question should be asked to rule out a possible
cancellation effect when the third variable, Biosecurity, is present.

These questions should be asked for each combination of two variables, and the ques-
tion covering all variables involved can be the additional check to make sure no can-
cellation is present when all three variables are present to at least some degree. When
no cancellation is present, the noisy-MAX can be safely applied when the parameter
probabilities, except for the leak probability, are all placed on the right side of the ver-
tex, and, when propagation in the diagnostic direction is considered, the probabilities
of variables being present are not too high.

11.5 Iterative improvements

During the development of a Bayesian network, new insights can be acquired which
can influence any of the phases described at the beginning of this chapter; the iden-
tification of variables and their values, capturing the relations between the variables
in a graphical structure and quantifying the network by acquiring all probabilities.
Sequentially passing through these phases is not likely to result in a high-quality net-
work; the development of a network should rather be an iterative process. In such
process, every iteration can include the alteration of variables, their values or the
dependencies modelled in the network.

The iterative process of developing the network is still effectual when the network
engineer is in the phase of probability elicitation, as an additional value of variable
could be discovered, resulting in other probabilities required to fully quantify the
network. During the iterative improvements of a network, the network engineer will
keep various aspects in mind:

1. Modeling: the domain of the network is to be modelled as accurately as



11.6. Description of the LPAI network 151

possible in an acyclic directed graph;

2. Engineering / optimization: the resulting graphical structure is to be
considered from a computational and elicitation point of view. The number of
inbound arcs, variables and values the variables can attain are considered, and
hence the number of conditional probabilities to be quantified and the potential
runtime complexity are considered;

3. A pragmatic network: experts must be able to quantify the conditional
probabilities involved with the network, requiring the meaning of variables to
be well defined;

4. Maintainability and interpretability of the network: if a model is not
easily maintainable or interpretable, it is likely to be used less due to possible
errors or inconsistencies, similar to other software products.

These aspects don’t always go hand in hand, that is, the improvement of one of these
aspects might result in the deterioration of another aspect.

11.6 Description of the LPAI network

A prototype of the LPAI network has been finished and is ready for thorough vali-
dation. In this section we describe the prototype network. In Appendix A details of
each of the variables involved are provided; the network itself is depicted in Figure
11.1.

The LPAI network is composed of a core part and a repetitive part. The core part
of the network pertains to the farm and the flock in its entirety and the repetitive
part pertains to the clinical symptoms and post-mortem findings of a single bird. The
LPAI network has the single goal variable LPAI flock and based on the posterior
probability distribution established over the values of this variable will the system in
which the Bayesian network is embedded advise the user whether or not to issue an
LPAI warning. All other variables in the network are either observable or intermediate
variables.

The variables of the network are grouped into network fragments, of which four ex-
ample are:

• the variable Introduction and its predecessors, aimed at establishing the like-
lihood of the LPAI virus having been introduced into the flock;

• the variable Malaise and its successors, aimed at determining whether a pattern
of general malaise is present in the flock;
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• the variable Infection upper respiratory tract and its successors, aimed at
determining, based on clinical symptoms, if a specific chicken has an infection
in the upper respiratory tract, along with the severity of this infection;

• the variable Infection intestinal tract and its successors, aimed at determin-
ing, based on clinical symptoms, if a specific chicken has an infection in the
intestinal tract, along with the severity of this infection.

The observable variables Mortality and Egg production and feed intake con-
cern the production parameters of the flock under consideration. These variables in
essence take their values from the real-time monitoring of the production parameters,
described in Part I. In the absence of automated monitoring, the user will enter ap-
propriate values for these variables. The three variables Contact with wild fowl,
LPAI virus in surroundings and Biosecurity will always have been observed for
a specific farm. In the specification of the network, these variables are required to
nonetheless have associated probability tables, but since these tables are never used
upon propagation, we filled them with fictional probabilities.

The core part of the LPAI network is composed of a total of 14 variables, of which
4 variables are intermediate and 10 are observable. These variables are connected
through 13 directed arcs. A total of 100 probabilities make up the conditional prob-
ability tables of these variables, of which a total of 44 probabilities were estimated
explicitly by our domain expert.

After considering the farm and the flock, a veterinarian typically examines a number
of birds before reaching a diagnosis, and occasionally performs a post-mortem exam-
ination of some of these birds. This workflow is captured by the LPAI network by
adopting an object oriented approach [4, 3, 68]. With this approach, any number of
object instantiations can be added to the network [73]. The object modelling the clini-
cal symptoms and post-mortem findings of an individual bird is the network fragment
composed of the variable LPAI chicken with all its successors and predecessors other
than the variable LPAI flock. In the network presented in Figure 11.1, only a single
instance of this object ‘LPAI chicken’ is incorporated. A single object ‘LPAI chicken’
consists of 20 variables, of which 2 variables are intermediate and 18 are observable.
These variables are connected through 22 directed arcs. A total of 249 probabilities
constitute the conditional probability tables of a single chicken object, of which 135
had to be elicited explicitly.

The clinical symptoms which can be present with a single chicken are modelled as
observable variables in the LPAI network. For example, Edema in the head and
Nasal mucous discharge describe clinical symptoms which can be caused by an
Infection of the upper respiratory tract. When nasal mucous discharge is observed,
the probability of an infection of the upper respiratory tract will increase, which will
cause the probability of the LPAI virus being present in the chicken to increase as
well.
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The variable Infection upper respiratory tract is also modelled as an observ-
able variable as its value can be established upon a post-mortem examination. The
structure of the LPAI network is developed such that the observation of the variable
Infection upper respiratory tract will cause all clinical symptoms involved to
have no additional effect on the goal variable LPAI flock. A similar approach is
used for the network fragment involving the variable Bacterial or viral infection
trachea, lungs and/or airs sacks and its successors and that involving the vari-
able Infection intestinal tract and its successors. We will return to this property
of post-mortem findings overruling clinical symptoms in Chapter 12.

Now, the entire LPAI network with i chicken objects is composed of 14+i·20 variables,
of which 10 + i · 18 are observable. A total of 13 + i · 22 directed arcs define the
(in)dependencies between the variables in the network, and with a quantitative part
of 100 + i · 249 probabilities, the LPAI network is fully defined. We note that for each
object ‘LPAI chicken’, the same conditional probabilities are used.





Chapter 12

Modelling issues from the LPAI
network

In Chapter 11 we reviewed a range of aspects involved with the development of a
Bayesian network based on expert knowledge in general, and illustrated these as-
pects by examples from the LPAI network. In addition to these general aspects, we
encountered some modelling issues with the LPAI network which may have wider
applicability. In this chapter we discuss these modelling issues.

12.1 Modelling non-monotonicity

Monotonicity of a Bayesian network in general is the property stating that the output
established for a variable of interest increases when higher values for the observable
variables are entered [39]. For many applications, a constructed Bayesian network
should exhibit such properties of monotonicity to match the monotonicities in the
domain at hand. For example, if a patient with more severe clinical symptoms is
known to have a higher probability of disease, then this property should be reflected by
the network. Upon engineering a Bayesian network, such properties of monotonicity
are typically enforced through constraints on appropriate probability tables. The
network engineer then verifies that the properties actually hold upon inference with
the network.
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Severity Severity
LPAI chicken

Infection Infection
respiratory tractintestinal tract

Figure 12.1: A potential fragment of the LPAI network in which the severity of the
respiratory infection and of the intestinal infection in a single birds are modelled as
explicit variables.

During the elicitation sessions for the LPAI network, all experts agreed on the fact
that an LPAI infection manifests itself through moderate clinical symptoms only, and
is associated with moderate findings upon post-mortem examinations. More extreme
clinical symptoms are in fact construed as evidence against an LPAI infection being
the cause of these symptoms. In terms of increasing severity of clinical symptoms and
post-mortem findings therefore, the probability of these being caused by the LPAI
virus will first increase and then decrease. Since these properties of non-monotonicity
are highly important for the early detection of LPAI, the network under construction
had to differentiate between different levels of severity for, for example, respiratory
problems in the flock, respiratory problems at an individual level, and intestinal prob-
lems at an individual level.

For modelling the severity of a respiratory infection and/or an intestinal infection,
various approaches were studied. One approach is to introduce additional variables
to explicitly model the severity of the infections, as shown in Figure 12.1; similarly,
additional variables can be used to model the depths of the infections. Modelling
severity and depth by separate variables has the advantage of enforcing the ‘explaining
away’ phenomenon [102] for an LPAI infection. Another advantage of this approach
is that the values for the variables Infection respiratory tract and Infection
intestinal tract can be restricted in number to the three possible values absent,
moderate and severe. Major challenges are associated with the introduction of the
variables modelling the severity and depth of an infection, however, among which are
the difficulty of eliciting their prior probability distributions and of entering a value
when no post-mortem examination has been performed.

Another approach is to incorporate the severity and depth of an infection in the defini-
tions of the variables Infection respiratory tract and Infection intestinal tract,
and hence in their state spaces. Since these variables have (observable) successors in
the network under construction, the state spaces of many of these successors have to
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be extended as well to be able to distinguish between the levels of severity and the
infection depth for the variables Infection respiratory tract and Infection in-
testinal tract. A major disadvantage of this approach is that extension of the state
spaces of all associated variables requires significantly larger conditional probability
tables. The probabilities involved in essence are elicitable however, as they are con-
ditioned on well-defined contexts which can be envisioned by domain experts.

Despite the substantial increase in probabilities required, the latter approach was
deemed the more practical, especially from an elicitation point of view. For ade-
quately modelling the property of non-monotonicity identified during the elicitation
sessions, the relation between the variables Infection respiratory tract and In-
fection intestinal tract on the one hand and the variable LPAI chicken on the
other hand remained to be addressed. Since the variable LPAI chicken in essence
serves to summarise the diagnostic information about the severity and depth of the
respiratory and intestinal infections, this relation is crucial in describing the non-
monotonicity. As in the elicitation sessions the experts had indicated that they would
arrive at a diagnosis of LPAI only if both the respiratory tract and the intestinal tract
showed just moderate effects of infection, the variables Infection respiratory tract
and Infection intestinal tract could not be modelled as independently contribut-
ing diagnostic weight to the variable LPAI chicken. Among different approaches to
correctly capture the combined effect of the two infection variables, the approach of
modelling the variable LPAI chicken as their successor proved to be the most feasible
in terms of the number and elicitation ease of the probabilities involved.

12.2 Overruling observations

Each of the variables of a Bayesian network can be either an observable variable,
an intermediate variable, or a goal variable, which in essence is an unobservable
variable as well. We note that an intermediate variable cannot be observed, but that
an observable variable may be left unobserved. For diagnostic networks modelling
processes directed from cause to effect, the leaves in their graphical structure, that
is, the variables without any outgoing arcs, tend to be observable variables while all
other variables are expected to be intermediate or goal variables. If a non-leaf variable
would be observable, its observation could cause other observable variables to be d-
separated from the goal variable, thereby yielding their observations uninfluential
with respect to the goal variable of the network. We found that this d-separation
property can be utilised explicitly for modelling purposes.

During the elicitation sessions, the experts provided knowledge about the clinical
symptoms seen in a live bird and about the findings from a post-mortem examination
of the same animal. When observing a clinical symptom in a bird, a veterinarian
expects particular findings upon a post-mortem examination of the bird to explain
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respiratory tract trachea, lungs and/or air sacks

Accessory
breathing sounds

Breathing

Bacterial or viral infectionInfection upper

Swelling
sinuses head

Conjunctivitis Nasal mucous
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Edema in
the head

Infection
respiratory tract

distress

Figure 12.2: A network fragment in which all variables, except Infection respiratory
tract, are observable; the observation of, for example, Infection upper respiratory
tract d-separates its successors from the variable Infection respiratory tract.

this symptom. When working towards a preliminary diagnosis, the veterinarian will
initially use clinical symptoms, but after a post-mortem examination more detailed
and more objective information is available to the veterinarian, rendering the clinical
symptoms irrelevant for further consideration. In the LPAI network therefore, the
post-mortem findings should overrule their associated clinical symptoms at the level
of individual birds.

In the LPAI network we exploited the property of d-separation for correctly modelling
the overruling properties among the observable variables identified from the elicitation
sessions. Figure 12.2 shows the fragment of the LPAI network covering the variables
involved. The two variables Infection upper respiratory tract and Bacterial or
viral infection trachea, lungs and/or air sacks represent the internal conditions
of a bird which can be observed upon post-mortem examination. Before performing
the post-mortem, only the clinical symptoms modelled by the leaves of this frag-
ment can be observed by the veterinarian and upon observation exert a probabilistic
influence on the variable Infection respiratory tract. Once a post-mortem exami-
nation has been performed, these leaves are d-separated from the variable Infection
respiratory tract by the observation of Infection upper respiratory tract and
Bacterial or viral infection trachea, lungs and/or air sacks, thereby capturing
the exact overruling property stated by the domain experts.

12.3 Modelling alternative explanations

In different fields of application, establishing a diagnosis given a range of observations
may have different goals. While for some diagnostic problems the goal is to identify
the most likely cause for the observations from among a set of possible causes, for
other problems the goal may be to establish whether or not a particular cause is
a likely explanation of the observed evidence. The differences between the goals of
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diagnosis result in different requirements for a Bayesian network under construction.
A Bayesian network which is required to differentiate between a set of possible causes
may either include a single goal variable with all relevant causes for its values or
include multiple goal variables to model the different causes; the network will further
most likely model the separate manifestations of all possible causes. A network which
is required to establish whether or not a specific cause is present, can include a single
binary goal variable and model only manifestations which serve to confirm and/or
rule out the cause at hand.

During the elicitation sessions on the manifestations of Low Pathogenic Avian In-
fluenza, it soon became apparent that the clinical symptoms caused by LPAI could
also be caused by a considerable number of other diseases. With the goal of early
diagnosis, moreover, the number of alternative explanations of the moderate clinical
symptoms caused by LPAI increased even further, with diseases which would result
in more serious or more discriminative symptoms only in a later phase. Since the
underlying reason for focusing on the early detection of LPAI is the notifiability of
the disease however, the goal of the Bayesian network under construction is not to
identify LPAI from among a large range of possible diseases, but to establish whether
or not to indicate an LPAI warning. We thus decided upon the introduction of a
single goal variable only, modelling the presence or absence of an LPAI infection in a
flock.

Building upon the well-defined goal of the Bayesian network under construction, we
modelled all clinical symptoms which can potentially be caused by an LPAI infec-
tion. We note that while these clinical symptoms upon observation will increase the
probability of LPAI, they will also serve to increase the likelihood of other diseases
being present. Clinical symptoms which are not caused by LPAI, could in essence
be modelled in the network as having a negative probabilistic influence on the LPAI
virus being present. Again based upon information from our elicitation sessions, we
decided to build upon the assumption that the users of the LPAI network are experi-
enced veterinarians who are well equipped to differentiate between clinical symptoms
possibly caused by LPAI and patterns of symptoms obviously being caused by other
diseases. This assumption led to the decision not to include any clinical symptoms
which upon occurrence clearly point towards other diseases than LPAI. The only clini-
cal symptoms modelled in the LPAI network thus are included for their differentiating
qualities between LPAI and similar diseases.





Chapter 13

General conclusions

Research in the field of computing science has proven to be applicable in a wide range
of areas in society. In this dissertation we focused on the veterinary field as our
area of application, and more specifically on the early detection of Low Pathogenic
Avian Influenza in poultry. In Figure 1.1 we presented our view of the ways in which
computing science can help support the early detection of LPAI: through the detection
of deviating values in the production parameters of a flock of poultry at a poultry
farm, and through computation of the likelihood of LPAI being present, given clinical
symptoms seen in the flock and post-mortem findings.

For the detection of deviating values in a flock’s production parameters, in essence
any well-known outlier detection method can be used which require residuals as in-
put. The natural variability among birds and between flocks however, renders the
derivation of appropriate residuals a non-trivial task. We developed the pseudo point
method to remove the global trend from a data series and thereby improve the quality
of the calculated residuals. The pseudo point method build upon the exploitation of
prior knowledge, which is represented by pseudo points to be provided to a regression
procedure. Through tuning parameters, the importance of the prior knowledge com-
pared to the actually measured data is regulated. Our experiments with artificially
generated data showed that the pseudo point method is quite effective in removing the
trend from measurements from a data process with natural variability. Results from
applying the method to real egg production data moreover, are promising.

When called to a poultry farm, for example in response to unexpected production
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values, a veterinarian should establish a preliminary diagnosis based on the available
production parameters, the biosecurity and management of the poultry farm, the
clinical symptoms seen in the flock at hand, and possibly post-mortem findings. More
specifically, he or she should decide whether or not to report an LPAI suspicion to the
government. Based on these factors it is impossible for the veterinarian to irrefutably
prove the presence or absence of LPAI in the flock. We developed a Bayesian network,
taking all mentioned factors as input, which serves as an aid for the veterinarian to
establish the likelihood of LPAI being the cause of the problems seen in the flock. In
this dissertation we discussed specific modelling issues involved with the development
of the LPAI network. These are the issue of appropriately modelling properties of
non-monotonicity throughout the network, the issue of modelling alternative causes
and the issue of modelling overruling properties among observations.

Upon constructing Bayesian networks from expert knowledge, often the noisy-OR
model and its generalisations are used to alleviate the burden of probability assess-
ment on the experts. Despite empirical research suggesting that the noisy-OR model
can be applied for nearly all causal mechanisms without hampering the overall qual-
ity of a network’s output, we showed that use of the models can in fact be quite
harmful under specific conditions. More specifically, for causal mechanisms modelling
a cancellation effect between at least two of its cause variables, can application of
the noisy-OR model result in poorly calibrated probability values. We developed the
intercausal cancellation model as a new causal interaction model for describing dif-
ferent types of cancellation between cause variables. Through regulatory parameters
both one-sided and mutual cancellation can be modelled, as well as full and partial
cancellation of causal effects. Experience showed that experts are able to provide
sufficient information for choosing appropriate values for these parameters.

The research performed for this dissertation resulted in tools to improve the early
detection of LPAI in a flock of laying hens, but additional research is required before
the projected system is ready for deployment in the real world. The detection of
unexpected values of production parameters can be further improved, for example
by supplying the method with the time of day of gathering the eggs and by incor-
porating the possibility of indicating sporadic events which could explain unexpected
measurements. With these improvements the specificity and sensitivity of the detec-
tion of unexpected values for a single production parameter is likely to be improved.
In addition, monitoring the multi-dimensional combination of production parameters
is a topic for further research, as preliminary results have shown that problems in
a flock are more accurately identified when multiple parameters are considered si-
multaneously. The Bayesian network developed requires additional research as well;
although we have delivered the first prototype of the network, it needs to be thor-
oughly validated before it can be used in real life. Due to the lack of sufficient data,
the validation of the network again requires elicitation sessions with poultry experts,
and tailored interviews need to be prepared for these sessions. Once the Bayesian
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network has been fine-tuned and embedded in the overall system, can the system for
the early detection of LPAI in a flock of laying hens be field-tested.

The applicability of the tools developed in this dissertation is not limited to just the
early detection of LPAI in egg-laying hens. While the Bayesian network is tailored
to egg-laying hens, its structure can serve as a starting point for networks for broiler,
for chickens in a higher level of the production pyramid, or for other types of poultry
such as turkeys. The three modelling issues of the LPAI network discussed in detail
in this dissertation further have wider applicability than just in poultry. The issue
of correctly capturing properties of non-monotonicity, for example, may be exploited
in other diagnostic Bayesian networks for both human and animal disease detection.
The issue of overruling observations by more informative ones can be exploited in a
range of applications in which both surface inspections and deeper examinations are
used. Such applications are not restricted to the biomedical field but are also found
in industrial production environments.

The pseudo point method can be used for improving the accuracy of residuals in a
wide range of applications where measurements are collected at discrete time steps
in real time. The prerequisite for the pseudo point method to be applicable is the
presence of a mathematical function describing the global trend of the measurements
under consideration. In human medicine for example, the pseudo point method can
be used in intensive care to monitor a patient’s recovery by data from numerous vital
functions. Again, applications of the method are not restricted to the biomedical
field; also the monitoring of environmental processes to detect chemical pollution
might benefit from our method, for example.

In this dissertation we presented the results from computing-science research to im-
prove the early detection of LPAI in poultry. We feel that our research constitutes the
first step towards a novel approach for early detection, which combines data analysis
and knowledge-based models to assist decision makers. With our approach, we hope
to bring the detection of serious problems, in for example human and animal health
care, forward.





Appendix A

Details of the variables from the
LPAI network

In the second half of Part II we have presented the LPAI network and discussed the
development of a Bayesian network with examples from the LPAI network. In this
appendix we provide detailed information regarding the variables of the LPAI network.
The graphical structure of the network, comprising all variables, is shown in Figure
11.1 in Chapter 11. We will provide a brief description of each of the identified network
fragments of the LPAI network, and for each variable we will denote the number of
values they can attain (denoted with the term Values), the number of probabilities
required to fully quantify the conditional probability table (Probabilities) and the
number of probabilities explicitly elicited from experts (Elicited).

Predisposing factors

The network fragment considering the introduction of the LPAI virus into the housing
of a flock of egg-laying hens and its predecessors is identified as the Introduction
network fragment. The introduction of the LPAI virus in a housing depends on the
level of biosecurity, whether contact between the poultry and wild fowl is possible,
and whether LPAI is present in the surroundings. Note that when LPAI is introduced
in the housing, this does not necessarily result in an LPAI infection spreading through
the flock; first the virus must be picked up by the poultry.
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Variable name Values Probabilities Elicited
Introduction 2 36 10

LPAI in surroundings 2 2 0
Contact with wild fowl 3 3 0

Biosecurity 3 3 0

Production parameters

The production parameters of a flock of egg-laying hens are important in the early
detection of possible diseases. The egg production and feed intake are two important
production parameters and are modelled as a single variable: a moderate decrease
in the egg production or in the feed intake will increase the probability of LPAI
being present, but the simultaneous presence of both these production parameters
decreasing has a synergistic effect and will cause the probability of LPAI being present
to increase even more. In addition the mortality rate and the number of abnormal
eggs are considered.

Variable name Values Probabilities Elicited
Egg production and feed intake 4 8 6

Mortality 3 6 4
Egg problems 3 6 4

Soft shelled eggs / pale eggs 2 6 3
Eggs with granular abnormalities 2 6 3

Clinical symptoms on flock level

There are only a few clinical symptoms which are observed on flock level, in addition to
the production parameters mentioned above. The clinical symptoms covering ground
eggs, huddling together and the sound of the flock are all combined in the network
fragment Malaise. The huddling together has a more precise meaning, being the
huddling together of birds as a consequence of a disease being present. The experts
were certain that a veterinarian can straightforwardly distinguish between huddling
birds due to a disease and due to other causes.

Variable name Values Probabilities Elicited
Malaise 2 4 2

Huddling together 2 4 2
Ground eggs 3 6 4

Sound of the flock 3 6 4
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Infection respiratory tract

The network fragment Respiratory tract, covers the respiratory tract and has
been divided into two sub-fragments covering problems in the upper respiratory tract
and problems in the trachea, lungs and air sacks respectively. Because of the non-
monotonicity involved with LPAI and the seriousness of infections in the respiratory
tract, all involved variables have at least three possible values, representing the ab-
sence, moderate presence or serious presence of the concepts modelled by the vari-
ables. Conjunctivitis has the meaning of petechiae in the corner of the eyes. Accessory
breathing sounds entails the sounds following from mucous, or worse, in the trachea,
such as rattling.

Variable name Values Probabilities Elicited
Infection respiratory tract 3 3 2

Infection upper respiratory tract 3 9 5
Edema in the head 3 27 11

Conjunctivitis 3 27 13
Nasal mucous discharge 3 9 6

Swelling sinuses in the head 3 9 6
Bacterial or viral infection
trachea / lungs / air sacks 9 27 19

Breathing distress 3 27 18
Accessory breathing sounds 3 27 18

Infection intestinal tract

The network fragment Intestinal tract covers the clinical symptoms in the intestinal
tract. Both findings from examining a living chicken, the stool, and from performing a
post mortem, the inflamed cecal tonsils, are present in this network fragment.

Variable name Values Probabilities Elicited
Infection intestinal tract 3 3 2

Inflamed cecal tonsils 3 9 6
Stool 2 6 3

Sepsis

The network fragment Sepsis includes all types of petechiae, the cyanosis and the
types of edema not found in the head. The various locations where petechiae, edema
or cyanosis can be present, contribute in a different way to the posterior probability
of LPAI being present in a chicken.
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Variable name Values Probabilities Elicited
Petechiae peritoneum / coronary fat /

pericardium 2 4 2
Petechiae muscles / glandular stomach /

gizzard 2 4 2
Petechiae skin / legs 2 4 2

Edema membranes / lungs 2 4 2
Edema pancreas 2 4 2

Cyanosis comb / wattles 2 4 2

Reproductive tract

Only a single aspect is considered when examining the reproductive tract of a chicken
during a post-mortem: the state of the follicles. When a chicken is infected with
an acute disease, the state of the follicles will differ from when a lingering disease is
present. This network fragment is not combined with the other possible egg problems,
as the other egg problems are not observable in the reproductive tract during the post-
mortem.

Variable name Values Probabilities Elicited
State of follicles 3 6 4

LPAI

The last two variables cover the presence of the LPAI virus in a single chicken and in
a flock of chickens.

Variable name Values probabilities Elicited
LPAI chicken 2 36 10

LPAI flock 2 4 2
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Samenvatting

In het vakgebied informatica worden technieken ontwikkeld die voor veel andere vakge-
bieden nuttig zijn; hierdoor ontstaan veel samenwerkingen tussen de informatica en
andere vakgebieden, ook op het niveau van onderzoek. Dit proefschrift is gebaseerd
op een samenwerking tussen de informatica en het veterinaire vakgebied, met een
focus op de pluimveesector. Het grootste deel van het gepresenteerde onderzoek in
dit proefschrift is echter veel breder toepasbaar dan alleen in de pluimveesector. We
willen benadrukken dat dit proefschrift een proefschrift in de informatica is, en geen
veterinair proefschrift.

In de pluimveesector is de vroege detectie van laag pathogene aviaire influenza, ook
wel laag pathogene vogelgriep of LPAI genoemd, steeds belangrijker geworden. LPAI
is endemisch bij wilde vogels, maar niet bij alle gevogelte zijn klinische symptomen
zichtbaar als ze gëınfecteerd zijn met het virus. Wilde eenden, bijvoorbeeld, kunnen
wel drager zijn van het virus, maar er niet ziek van zijn. Ze kunnen echter wel
het virus verspreiden en ander gevogelte ermee besmetten. Met de trend dat steeds
meer pluimveebedrijven een vrije uitloop hebben, komen kippen gemakkelijker in
contact met besmette wilde vogels, en raken dus makkelijker besmet met virussen
zoals LPAI.

LPAI zelf is meestal niet erg gevaarlijk, maar voor bepaalde soorten LPAI, de H5
en de H7 varianten, kan het virus zich bij de overdracht van de ene vogel naar de
andere muteren naar hoog pathogene aviaire influenza, of HPAI, hetgeen een zeer
dodelijk virus is dat zelfs gevaarlijk kan zijn voor de humane gezondheid. Als een
koppel kippen eenmaal besmet is met HPAI virus, zullen alle kippen direct worden
geruimd om verdere verspreiding, zowel naar andere vogels als naar mensen, van het
virus te voorkomen. In 2003 was er een grote HPAI uitbraak in Nederland waar-
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bij verschillende pluimveehouderijen besmet zijn geraakt en waardoor uiteindelijk
miljoenen kippen geruimd moesten worden om het gevaar van het HPAI virus in te
perken.

In de afgelopen jaren hebben onderzoekers, onder andere uit Rotterdam, aangetoond
dat met een paar kleine mutaties, een HPAI virus ook overdraagbaar is van zoogdier
op zoogdier. Mocht het in de natuur zo ver komen dan is een pandemie het potentiële
gevolg. Het zo snel mogelijk ruimen van met HPAI virus besmet gevogelte zorgt dus
niet alleen voor een inperking van het aantal besmette dieren, maar zorgt er ook
voor dat het HPAI virus minder gelegenheid krijgt om zich te muteren naar een nog
gevaarlijkere variant.

In een pluimveehouderij kan het HPAI virus in essentie op twee manieren gëıntroduceerd
worden: door het direct inslepen van een HPAI virus, of door het inslepen van een
LPAI virus dat zich in de stal muteert tot een HPAI virus. Aangezien een ingesleept
HPAI virus snel genoeg gedetecteerd wordt doordat er veel kippen aan dood gaan,
zal daar snel actie op worden ondernomen. Een LPAI infectie vaststellen is echter
een stuk uitdagender: de klinische symptomen die LPAI veroorzaakt in een koppel
zijn allemaal niet ernstig en kunnen ook worden veroorzaakt door vele andere ziekten.
Het vroeg detecteren van het LPAI virus met subtype H5 of H7 is echter essentieel,
aangezien de besmette koppels geruimd moeten worden voordat het virus zich kan
muteren naar een HPAI variant. Hierom geldt er een meldplicht: als een dierenarts
vermoedt dat een koppel is gëınfecteerd met een LPAI virus, of met een HPAI virus,
moet dat direct worden gemeld bij de overheid.

Het vroeg detecteren of er iets mis is in een koppel, of het nu LPAI of een andere
aandoening is, kan grotendeels gebaseerd worden op de dagelijkse productiegegevens
zoals de voeropname, de wateropname, het aantal gelegde eieren en de mortaliteit in
het koppel. Als een aandoening aanwezig is binnen een koppel, is het waarschijnlijk
dat de voeropname of de eiproductie een daling zal vertonen en dat er mogelijk een
stijging in de mortaliteit is. Idealiter houden pluimveehouders de productiegegevens
van een koppel bij op dagniveau en kunnen deze gegevens worden gebruikt voor de
vroege detectie van potentiële problemen.

Het detecteren van productiewaarden die afwijken van de verwachte waarden is een
vakgebied op zich, waarbinnen verschillende methoden zijn ontwikkeld die residuen
gebruiken; een residu is het verschil tussen een verwachte waarde en de daadwerkelijke
waarde. Normaliter is een kleine afwijking van de verwachte waarde geen probleem,
maar als het verschil groot wordt moet worden uitgezocht wat de oorzaak van dat
verschil is. In toepassingen waarin de verwachte waarde op elk tijdstip één enkele
waarde is, zoals bij het op temperatuur houden van de koelkast, is het makkelijk om
residuen te berekenen. Het kan echter ook voorkomen dat een specifieke trend in
de waarden wordt verwacht, bijvoorbeeld als wordt gekeken naar de elektriciteitscon-
sumptie van een huishouden: overdag wordt een lage consumptie verwacht aangezien
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iedereen van het gezin dan naar werk of school is, en aan het begin en het einde
van de dag zijn pieken te verwachten. Als deze trend goed genoeg gemodelleerd kan
worden in een wiskunde functie die voor elk moment van de dag de energieconsump-
tie voorspelt, kunnen nauwkeurige residuen berekend worden en kunnen eventuele
uitschieters makkelijk worden gedetecteerd.

Ondanks dat voor bijvoorbeeld de eileg van een koppel kippen een wiskundige functie
bekend is die de verwachte waarden beschrijft, is het berekenen van de residuen niet
triviaal. Door verschillende factoren kan de precieze trend voor een koppel verschillen
van andere koppels: een koppel kan sneller of langzamer starten met productie, de
piek in de eileg kan eerder of later worden bereikt en de afname na de piek kan
sneller of langzamer verlopen dan verwacht. Als voor elk koppel dezelfde wiskundige
functie als voorspelling wordt gebruikt, kunnen grote afwijkingen worden gevonden die
eigenlijk alleen maar worden veroorzaakt door natuurlijke variatie waardoor koppels
verschillen.

Wij hebben in dit proefschrift een nieuwe methode ontwikkeld om met deze natu-
urlijke variatie om te gaan en toch nauwkeurigere residuen te berekenen. In eerste
instantie gaan we uit van de informatie die we hebben omtrent de verwachte trend
in de eiproductie van een koppel en gebruiken deze kennis om pseudo metingen te
bepalen die in de toekomst liggen. Met deze pseudo metingen en de wiskundige func-
tie die de eileg trend beschrijft als invoer, gebruiken we least squares regressie om een
initiële predictiefunctie te definiëren. Met deze functie wordt de verwachte waarde
voor de eerstvolgende meting berekend, en wordt na de echte meting het residu berek-
end dat dan weer als invoer dient voor de reeds bestaande mechanismen. De echte
meting wordt nu toegevoegd aan de pseudo metingen en least squares regressie wordt
wederom gebruikt, om een nieuwe predictiefunctie te berekenen voor de eerstvolgende
meting. Op deze manier wordt de predictiefunctie langzaam maar zeker aangepast
aan de metingen van het specifieke koppel en wordt de natuurlijke variatie uit de
residuen gefilterd.

De volgende stap in het bepalen of een koppel mogelijk gëınfecteerd is met een LPAI
virus, is het onderzoeken van de kippen in het verdachte koppel. Het vaststellen van
LPAI in een koppel is, zoals eerder gezegd, nagenoeg onmogelijk als alleen naar klinis-
che symptomen en de bevindingen van een post-mortem onderzoek wordt gekeken. In
een laboratorium kunnen tests worden gedaan waardoor een LPAI (of een HPAI) be-
smetting vastgesteld kan worden, maar die onderzoeken kosten tijd en het is juist be-
langrijk dat zo snel mogelijk wordt gereageerd op een potentiële LPAI infectie.

Wij hebben in dit proefschrift een Bayesiaans netwerk ontwikkeld voor de vroege
detectie van LPAI, voor als een dierenarts twijfelt over de mogelijke aanwezigheid
van een LPAI infectie. Dit netwerk kan ter plaatse of op een dierenartspraktijk
geraadpleegd worden en heeft als doel om te bepalen of er een verhoogde kans is op
de aanwezigheid van een LPAI virus. Het netwerk is niet bedoeld ter vervanging van de
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testen in het laboratorium, of ter vervanging van de dierenarts, maar als hulpmiddel
voor de dierenarts tijdens de eerste onderzoeken. Het Bayesiaanse netwerk neemt
zowel klinische symptomen bij levende kippen als de bevindingen van post-mortem
onderzoeken mee in de vaststelling of er een verhoogde kans is op een LPAI infectie.
Daarnaast worden de productiegegevens, de klinische symptomen op koppelniveau en
de kans op insleep meegenomen in de berekeningen.

Het ontwikkelde Bayesiaanse netwerk is volledig gebaseerd op expertkennis en we
hebben de beschikking gehad over verschillende experts op het gebied van pluimvee
en van LPAI. De eerste versie van het netwerk is afgerond; de belangrijke aspecten
zijn gëıdentificeerd en gemodelleerd en de kansen voor het netwerk zijn geschat. In de
toekomst gaan we verder met de validatie van het netwerk en gaan we het integreren
in een beslissingsondersteunend systeem dat de berekende resultaten en adviezen op
een natuurlijke en intüıtieve manier aan de gebruiker presenteert.

Bij het ontwikkelen van het LPAI netwerk moesten, net zoals voor andere Bayesiaanse
netwerken, veel kansen worden geschat. Het schatten van de benodigde kansen blijkt
voor de experts de lastigste en meest tijdrovende taak te zijn. Er zijn echter technieken
ontwikkeld die het aantal kansen die de experts moeten geven reduceren. Deze causal
interaction models worden toegepast op causale mechanismen, die bestaan uit oorza-
ken die allemaal hetzelfde effect kunnen hebben. Voor deze netwerkfragmenten wordt
een bepaalde interactie tussen de variabelen verondersteld, waardoor een deel van de
benodigde kansen kan worden berekend uit de rest van de kansen. De veronderstelde
interactie gaat er vanuit dat als meerdere oorzaken aanwezig zijn, het waarschijnli-
jker wordt dat het effect ook aanwezig is. Het noisy-OR model en de generalisaties
daarvan zijn voorbeelden van zulke modellen. Dit model heeft als invoer de kansen
op de aanwezigheid van het effect, gegeven de aanwezigheid van één van de oorzaken
en de afwezigheid van alle andere oorzaken. Uit deze invoerkansen worden dan alle
andere kansen berekend.

Uit verschillende empirische onderzoeken is gebleken dat het toepassen van het noisy-
OR model nagenoeg geen negatief effect heeft op de kwaliteit van het netwerk als de
veronderstellingen onjuist zijn. Wij hebben op een analytische manier, gebruikmakend
van technieken uit de sensitiviteitsanalyse, bekeken wanneer het gebruik van het noisy-
OR model of z’n generalisaties een negatief effect kan hebben op de kwaliteit van de
uitkomsten uit een netwerk. Wij hebben de situaties waarin het gebruik van deze
modellen negatieve effecten kan hebben gëıdentificeerd en omschreven. Vooral als de
apriori kansen op de aanwezigheid van de oorzaken erg hoog zijn, de invoerkansen
van het model erg klein zijn, of een combinatie hiervan, is voorzichtigheid geboden
voor het gebruik van het noisy-OR model.

Met name als de oorzaken elkaars effect afzwakken in plaats van versterken, kan ge-
bruik van het noisy-OR model negatieve gevolgen hebben voor de kwaliteit van de
uitkomsten van het netwerk. Wij hebben een nieuwe model ontwikkeld om een dergeli-



185

jke annulerende interactie tussen oorzaken te modelleren. Bij gebruik van dit model
moeten enkele extra waarden geschat worden die de annulerende werking tussen de
oorzaken beschrijven. Met het model kan volledige of gedeeltelijke annulering wor-
den gemodelleerd, alsmede eenzijdige en meerzijdige annulering. De extra te schatten
waarden zijn waarden die een stuk makkelijker te schatten zijn voor experts dan de
kansen die direct voor het netwerk geschat moeten worden.

Met het ontwikkelen van het LPAI netwerk en de techniek om natuurlijke variatie
uit metingen te filteren, zijn twee belangrijke stappen gezet naar een systeem voor de
vroege detectie van LPAI. Beide stappen moeten nog verder uitgewerkt worden om
tot een volledig systeem te komen, maar de basis ligt er.
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André Steentjes, Guus Koch, Sjaak de Wit, Roland Bronneberg, the experts from the
British Veterinary Poultry Association and the experts from Istituto Zooprofilattico
Sperimentale delle Venezie, without your energy and provided knowledge it would
have been impossible to do my research. Regarding the pharmaceutical examples
provided in the dissertation, I want to thank Carin Rademaker for her time and effort
spent on helping us.

I also want to thank the reading committee for carefully assessing whether my the-
sis manuscript could be submitted for public defence. Daniël Berckmans, Sjaak
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