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Chapter 1

Introduction

1.1 What is data mining?

Data mining is a process to explore and model large amounts of data; to find
relationships or patterns in large databases that signal possibly useful information. In
other words, data mining is a process of adding value to data in the form of knowledge
which was previously unknown. Data mining has become indispensable in many parts
of society, ranging from businesses to science, e.g., in biology. The idea of data mining
is to look for information hidden in large databases that eventually can be used for
decision making.

While data mining is a - relatively - new area in computer science, it builds on
developments in various other disciplines. The most notable “parent-disciplines” are
Databases, Machine Learning, Statistics, and Visualisation.

Moore’s law is a double-edged sword for data mining. On the one hand computers
get faster all the time. On the other hand storage capacity and usage grows at the same
speed, if not faster. Hence, the need for clever algorithms that discover the hidden
knowledge efficiently becomes only more pressing.

Data mining has been defined in numerous ways. Three of these definitions are:

Data Mining, or Knowledge Discovery in Databases (KDD) as it is also known, is
the nontrivial extraction of implicit, previously unknown, and potentially useful
information from data. This encompasses a number of different technical ap-
proaches, such as clustering, data summarisation, learning classification rules,
finding dependency networks, analysing changes, and detecting anomalies.
(Frawley et al., 1992)

Data mining is the search for relationships and global patterns that exist in large
databases but are "hidden" among the vast amount of data, such as a relationship
between patient data and their medical diagnosis. These relationships represent
valuable knowledge about the database and the objects in the database and, if
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the database is a faithful mirror, of the real world registered by the database.
(Holsheimer and Siebes, 1994)

Data mining refers to "using a variety of techniques to identify nuggets of infor-
mation or decision-making knowledge in bodies of data, and extracting these
in such a way that they can be put to use in areas such as decision support,
prediction, forecasting and estimation. The data is often voluminous, but as
it stands of low value as no direct use can be made of it; it is the hidden
information in the data that is useful". (Clementine User Guide - A Data Mining
Toolkit)

1.2 Motivation of the Study

Many definitions of data mining state that the results discovered should be under-
standable. This requirement holds both for descriptive and for predictive models. For
descriptive models this is an obvious requirement: what use is an incomprehensible
description of the data?

For predictive models, the reason for the understandability requirement is twofold.
Firstly, because domain experts are - in general - reluctant to apply, essentially
black box models. Secondly, because decisions based on models often require an
explanation before being acceptable in the real world surrounding us.

An example of the former can be found in bioinformatics. The main purpose
of most of the data analysis in this area is to generate new hypotheses that in turn
require further experiments in the laboratory. Most of these experiments are expensive,
require loads of time, and are difficult to be done. Hence, biologist will only do
experiments based on a hypothesis that they understand and believe. Clearly, accuracy
of the predictions goes a long way in alleviating these problems. Unfortunately, the
experimental methods in molecular biology result in rather noisy data, making perfect
predictions unlikely. Hence, the importance of understandability.

An example of the latter can be found in credit scoring. If a bank refuses a loan to
a client it is required, by law and out of courtesy, to explain this refusal. Pointing out
a series of defaulted loans in the past constitutes an explanation, pointing to a black
box credit scoring model that deems the client a bad risk is not an explanation.

In the data mining literature, the comprehensibility requirement is often inter-
preted as the model should be easily understood. For example, a classification
tree would be preferred over, say, a Support Vector Machine because (small!)
trees are easier to understand. This interpretation forces a trade-off between the
understandability and the quality of a model, where the quality is a measure like
accuracy or “area under the curve” (AUC). A trade-off between these two aspects
is unfortunate because, clearly, the better a model performs, the more sense it makes
business-wise. It is our claim that the trade-off between quality and understandability
is unnecessary. That is, understandability should be interpreted differently.
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To substantiate this claim, we restrict ourselves to classifiers defined on categorical
data. Classification is one of the major tasks of data mining, both in theory and in
practice. The goal of classification is to assign a class to an object based on the
properties of that object. Examples of applications of classification run from credit
scoring to marketing and from gene discovery to diagnostic systems. The importance
of classification is further witnessed by the wide variety of techniques available to
induce classifiers from data.

We interpret comprehensibility for such classifiers as explainability. That is, if
we can explain why a classifier classifies a given case the way it does, we understand
the classifier. In the bioinformatics case, we could for example have the following
explanation: gene A is related to disease D because gene A is active in patients who
suffer from D while it is inactive in healthy people. In the credit scoring example
an explanation might be as follows. You are refused the loan because you have been
unemployed for the last five years.

In both examples, the explanation comes from the local behaviour of the classifier.
That is, how does the classifier change with small variations of the object under
discussion. For example, if the prospective client would have had a job, the loan would
have been granted. In this thesis we develop techniques to gain insight in this local
behaviour. Hence, the research problem addressed in this thesis follows the slogan:

Gaining global comprehensibility from local behaviour.

To illustrate our techniques, we will apply them to a variety of classifiers, viz.,
Logistic Regression, AdaBoost, Support Vector Machines and Random Forests.

1.3 Structure of this Thesis

The outline of the remaining chapters of this thesis is as follows.

Chapter 2 This chaper provides some background material, to make the thesis
- more or less - self contained. It briefly discusses data and databases.
Moreover, it reviews the classification algorithms we use throughout this thesis,
viz., AdaBoost.M1, Logistic Regression, Random Forests, and Support Vector
Machines.

Chapter 3 This chapter introduces the notion of a neighbourhood. Our neighbour-
hoods are defined using - a slightly abstracted version of - the edit distance.
To visualize such neighbourhoods, we use Mosaic plots throughout this thesis.
This chapter provides an introduction to such plots.

Chapter 4 In this chapter, the local behaviour of a classifier is visualized, using
Mosaic plots of neighbourhoods.
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Chapter 5 In this chapter, we use the local behaviour of an arbitrary kind of classifier
to understand its global behaviour. More specifically, we introduce the notion
of stability of a classifier in a data point. In this chapter we describe and evaluate
two algorithms to discover such instable points as well as to discover islands of
stability. With several examples we illustrate the effectiveness of our method.

Chapter 6 This chapter introduces two new tools for understanding classifiers on
categorical data: explanations and attribute weights. The former provides
insight on how a data point is being classified and provides insight in the
classifier on a local level, while the latter, gives insight at the global level.
Attribute weight allows the user to rank the attributes in the domain of a
classifier; the higher the rank, the more important the attribute is to the classifier.

Chapter 7 This chapter shows how the methods introduced in the previous chapters
behave in practical applications. It contains a case study in bioinformatics, viz.,
on the prediction of small genes in DNA.

Chapter 8 Finally, the thesis ends with Chapter 8, which summarises the results and
draws conclusions on the methods implemented within the framework of the
thesis.

In appendices at the end of this thesis we give details of software package
implementations of our algorithms in the R system for statistical computing.

1.4 Exploratory Data Analysis in R

All implementations and experiments reported upon in this thesis have been performed
in R. This is open source software released under the GPL ("GNU S") and freely
available from http://www.R-project.org. For those readers who are not
familiar with R, we provide a brief description.

R is being developed for the Unix, Windows and Mac OS X families of operating
systems and can be obtained both in source and binary (executable) forms. Source files
are available for a wide variety of Unix platforms (including FreeBSD and Linux).
It also compiles and runs on Windows 9x/NT/2000/XP/Vista. A MacOS version is
available for Mac OS X 10.3 or later. New versions of R are made available twice per
year.

R is an interactive programming environment for data analysis, computational
inference and visualization. R provides a wide variety of statistical (linear and
nonlinear modelling, classical statistical tests, time-series analysis, classification,
clustering, etc.) and graphical techniques. It is highly extensible through user-defined
functions and a fast-growing list of add-on packages.

R offers facilities for data manipulation, calculation and graphical display either
through built-in functions or add-on packages contributed by users. A core set of
packages are included with the installation of R, with many more available at the
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comprehensive R archive network, CRAN, http://cran.r-project.org/.
For more details about the software packages see the R Development Core Team
(2006).

For the research reported on in this thesis and in Subianto and Siebes (2005) and
Feelders et al. (2005), we developed R packages which will be made available to
the community in due time. As noted above, these packages are documented in the
Appendix.





Chapter 2

Classification Algorithms

This chapter contains background information for the rest of the thesis. First, we
briefly discuss types of data and databases. Next we discuss classification, both
what the problem is and how the quality of a classifier is assessed. Finally we
briefly introduce the classification methods we employ throughout this thesis, viz.,
AdaBoost.M1, logistic regression, random forests, and support vector machines.

2.1 Data

2.1.1 Types of Data

Data is collected on a group of individuals obtained by modern sampling methods.
The data consist of measured or observed values on certain common characteristics
or attributes of the individuals. The individual is the observational unit. The
characteristics of interest vary from individual to individual in the population;
consequently, they are called variables. For example, the height of a person varies
from person to person. In the data mining literature the terms attributes, variables and
features are used interchangeably, we will do so too.

The goal of data analysis is to make statements about distributional properties of
variables, individually or collectively. Variables are classified according to their use
in statistics. For this purpose, variables are classified as independent or dependent.

The independent variable is a quantity or category that is subject to choice
or manipulation by the investigator. Examples of independent variables are time,
temperature, distance, species, and country. Effective figures almost always use only
one independent variable per plot.

A dependent variable is a measured property that varies as the independent
variable is changed. If both dependent and independent variables are present, the
goal of data analysis is often to construct a model that details how the distribution
of the dependent variables depends on the values of the independent variables. For
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example, if income is assumed to be dependent on age and job-type, a model would
allow one to predict the income of a person with a given age and job. Effective figures
almost always plot a dependent variable together with one or more of its independent
variables.

The values a variable can take are often called its domain. Another way in
which variables can be classified is according to this domain. On the highest level,
there are two types, viz., numerical and categorical. Numerical variables are also
called quantitative variables; whereas, categorical variables are also called qualitative
variables. These types of variables, and their subtypes, are depicted in Figure 2.1.

Variables

Categorical Numerical

Qualitative Quantitative

Continuous DiscreteNominal Ordinal

Figure 2.1: Measurement variables.

Numerical variables are further divided into whether they are continuous (i.e., the
possible values form a range or interval) or discrete (i.e., the possible values are finite
or countable). Most commonly, a continuous variable refers to a variable in which
fractions of a unit make sense, e.g., fraction of a second, fraction of a centimeter,
time, size, height, weight, distance. A discrete variable has a limited set of possible
values. Mostly, they represent counts, such as the number of houses in a street or
the number of customers per day. The distinguishing feature is that it has a definite
numeric value and can be plotted on a scale.
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Categorical variables take on values from a finite set of possible levels. A level is a
label for a non-numeric value. For example, the eye color of a person is a categorical
variable with levels blue, grey, brown, and hazel and the blood type of a patient is
a categorical variable taking on values A, B, AB, and O. If the possible levels are
ordered, the categorical variable is said to be ordered or ranked. For example, 1st,
2nd, 3rd, . . . is ordered categorical. The label used may be either textual or numeric,
(e.g. 1, 2, 3, etc.), but in the latter case none of the arithmetic connotations are implied.
That is, there is no way in which group 2 is any better than group 1. Binary data
is categorical data in which there are only two categories, e.g., sex: male, female;
survive: yes, no. Often the numeric values 1 (usually corresponding to "yes") and
0 are used. However, note, that 1 is not "better" than 0. Categorical variables, like
species and country, represent distinct grouping, with no intermediates. It is possible
to list categories, but not to assign the category itself a meaningful number that could
be plotted.

2.1.2 Summarizing Data

2.1.2.1 Numerical Data

For numerical data, summaries often consist of measures of location and dispersion,
such as the mean and standard deviation. There are many ways to display numerical
data. Stem-and-leaf plots are good graphical representations for numerical data when
the number of observations is small. Using stem-and-leaf plots some important
features can be seen such as, the center of the distribution, the overall shape of
the distribution and outliers. Frequency (or relative frequency) distributions and
histograms are displays that are useful for summarizing a large data set in a compact
form. In these displays we can look for characteristics such as the center, extent of
spread, general shape and outliers.

2.1.2.2 Categorical Data

To summarize categorical data, one usually uses frequency (or relative frequency)
distributions by table. The frequency for a particular category is the number of
times the category appears in the data set. The relative frequency for a particular
category is the fraction or proportion of the time that the category appears in the data
set. A frequency distribution for categorical data is a table that displays the possible
categories along with the associated frequencies or relative frequencies. Bar charts
and Pie charts are used as graphical representation of relative frequency distributions.

2.1.3 Databases

As usual in the data mining literature, we assume that our data is in a database; see,
e.g., (Ramakrishnan and Gehrke, 2000) and (Rob and Coronel, 2004). Actually both
in the literature as in this thesis, the term “database” is a bit of an exaggeration, the
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data is assumed to reside in a single table. The important point is that we will use the
standard relational database terminology.

First of all, our table has a schema. This is a set of attributes R = {A1, . . . , An}.
Each attribute Ai has domain Di = Dom(Ai). The domain of an attribute is the set
of values that the attribute can take. Since we assume categorical data, each Di is a
finite set. The domain of the relation is simply the cartesian product of the domains of
its attributes, i.e.

DR = Dom(R) =
∏

i∈{1,...,n}

Di

Secondly, a database db on R is a bag of tuples, in which each tuple t is an element of
Dom(R). Note that traditionally relational databases are defined with set-semantics
in which key-values distinguish between multiple occurrences of the “same” tuple.
Since keys are usually not that interesting in data analysis, we do not assume keys;
in-line with most of the data mining literature. Hence the bag-semantics. We will
use the standard set symbolics for our bags, e.g., by stating that db ⊆ Dom(R), the
meaning should be clear from the context.

Thirdly, there are two relational algebra operators we use in this thesis:

Selection: denoted by σp in which p is the selection predicate. It is defined by:

σp(db) = {t ∈ db | p(t)}

Projection: denoted by πJ in which J ⊆ R is the set of attributes onto which is
projected. The projection simply “forgets” those values that are not in J . In
other words, πJ(t) is a tuple on DJ =

∏
{i | Ai∈J} Di constructed by removing

the values for the attributes not in J .

Since we assume bag-semantics, duplicates are not removed by these operators.

2.2 Classification

As explained before, in data mining the goal is to learn from data. There are two
classes of tasks:

Supervised learning for which there is a dependent variable. The goal is to
learn a function that predicts the dependent variable from the independent
variables. The most popular examples are regression, if the dependent variable
is continuous, and classification if the dependent variable is discrete.

Unsupervised learning in which case there are only independent variables. Popular
examples are clustering, Bayesian Networks, and frequent pattern analysis.

In this thesis, we consider one type of supervised learning tasks, viz., classification.
This is one of the most important tasks in data mining, if not in data analysis in general.
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This is both witnessed by the number of articles and books devoted to this topic, such
as e.g., Breiman et al. (1984); Hand (1997); Duda et al. (2001), and by the number of
techniques that have been developed to build classifiers. Examples of such techniques
range from Naive Bayes (Warner et al., 1961) to Support Vector Machines (Vapnik,
1998) and from Classification Trees (Breiman et al., 1984) to Boosted Trees (Freund
and Schapire, 1997). Given its importance to this thesis, we provide some more details
of this problem class.

First of all there is the data. As noted above, the data consists of measurements
of independent variables, say {A1, . . . , An}. Note, that in this thesis the domains
of these variables are assumed to be categorical, but in general they may also be
numerical. Moreover, there is one (categorical) dependent variable C. The elements
of the domain of C are called levels or classes.

For a classification problem, we assume we are given a database db over the
schema R = {A1, . . . , An, C} and the goal is to induce a classifier, i.e., a function

C :

n∏

i=1

Di → DC

that assigns the correct class to new, unseen, tuples. We will use A to denote the set
of independent variables, i.e., A = {A1, . . . , An}

The basic requirement for any learning algorithm is good generalization. That
is, as stated above, the classifier should assign the correct class to unseen examples.
A perfect score on the database does not mean that the classifier will score well on
unseen cases. In fact, often it will not because of overfitting.

So, how do we estimate the quality of a classifier? A popular measure is the
accuracy, which is defined as the percentage of correct predictions of the classifier.
There are two basic ways to estimate the accuracy.

The first is called train and test. In this approach, db is randomly split into two
parts the training set and test set. C is learned from the training set and the accuracy
is estimated from the test set. If db is a good random sample of the whole population,
train and test gives an unbiased estimate of the expected accuracy.

While the estimate of accuracy given by the train and test procedure is unbiased,
we get no information on the variance of the accuracy. This makes it hard to compare
two different induced classifiers. To estimate not only the expected accuracy but also
its variance, a slightly more involved procedure is necessary. It is called k-fold cross
validation, (k-CV).

In k-CV, db is randomly split into k parts. Then k train and test runs are performed.
In one run, one of the k parts is used as test set while the other k − 1 parts together
form the training set. This gives us k estimates of the accuracy of C. If again db is a
good random sample, the average of these accuracies is an unbiased estimate of the
expected accuracy. Moreover, the variance of these estimates is an unbiased estimate
of the expected variance of the accuracy of C.
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Classifiers have long been evaluated on their accuracy only. The higher the
accuracy, the better the classifier. Recently, it has been recognized that this
simple statistic does not provide sufficient information. The Area Under the ROC
Curve (AUC) does provide far more insight. ROC stands for Receiver Operator
Characteristic which originated in signal detection theory. For the explanation of this
measure, assume we have two classes traditionally called positive and negative

For a given classifier, ROC analysis involves computing the True Positive Rate
(TPR, or sensitivity) and the False Positive Rate (FPR, or 1-specificity). These two
are defined by:

TPR =
TP

TP + FN
and FPR =

FP

FP + TN

In which:

TP is the number of true positives, i.e., the number of positive cases predicted
correctly.

FP is the number of false positives, i.e., the number of cases incorrectly predicted
as positive. In Statistics, such an error is also known as a type I error.

TN is the number of true negatives, i.e., the number of negatives correctly predicted.

FN is the number of false negatives, i.e., the number of cases incorrectly predicted
as negatives. This is known as a type II error in Statistics.

If C outputs Yes or No, we can compute the (FPR, TPR) pair. For each classifier, we
can plot this point in ROC space. That is a plot with FPR on the x-axis and TPR on
the y-axis.

If C outputs a number on the basis of which we decide the class, e.g., using a
threshold, we can plot a curve in the ROC plot. Each point on the curve corresponds
to the (FPR, TPR) pair belonging to a specific threshold value. This curve is known
as the ROC-curve. The area under this curve (AUC) is known to be a good statistic to
compare classifiers.

A class of simple classification algorithms is formed by the well-known classifica-
tion or decision tree algorithms (Breiman et al. (1984)). These algorithms recursively
partition the database until each partition is pure, i.e, contains examples of one class
only.

The basic algorithm is depicted in Table 2.1. The algorithm maintains a list of
nodes (a node is a set of examples) that have to be considered for expansion. Initially
we put the set of training examples on this list. We select a node from the list and
call it the current node. If the node contains examples from different classes (i.e. its
impurity is larger than zero), then we find the best split and apply this split to the node.
The resulting child nodes are added to the list. The algorithm finishes when there are
no more nodes to be expanded.
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Table 2.1: Basic classification tree construction algorithm.

Algorithm: Basic classification tree construction

nodelist← {training set}
repeat

current node← select node from nodelist
nodelist← nodelist - current node
if impurity(current node) > 0 then

S ← candidate splits in current node
s∗ ← arg maxs∈S impurity reduction(s, current node)
child nodes← apply(s∗, current node)
nodelist← nodelist ∪ child nodes

fi
until nodelist = ∅

The different algorithms differ mostly in two aspects. Firstly on how the impurity
is measured. Secondly on how the best split is determined. Moreover, note that
splitting until purity is achieved will likely lead to overfitting. Therefore, most
algorithms have a pruning phase following the growing phase. Using tests, the tree is
pruned to avoid this overfitting.

2.3 Classification Algorithms

In this thesis we will use four different classification algorithms. In this section we
introduce them briefly.

2.3.1 AdaBoost

Freund and Schapire (1996) introduced a new algorithm for boosting, called Ada-
Boost. AdaBoost is an acronym for Adaptive Boosting. The goal of AdaBoost is to
train a classifier using a set of examples. AdaBoost adaptively changes the distribution
of the training set based on the performance of sequentially constructed classifiers.
Each new classifier is used to adaptively filter and re-weight the training set, so that the
next classifier in the sequence has higher probability to select patterns that have been
previously misclassified. In AdaBoost, hard patterns which are often misclassified, get
higher weight and the weak learning algorithm is forced to focus on them. AdaBoost
has also been extended to multi-class classification and regression problems (Freund
and Schapire, 1997) and (Schapire and Singer, 1999). Since then, boosting has been
explored by many researchers theoretically and empirically.
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The idea of AdaBoost is to form a committee of weak classifiers whose combined
prediction is much better that any of the individual classifiers. AdaBoost.M1 (Freund
and Schapire, 1997) is the most direct extension of the original AdaBoost algorithm
to the multiclass case. In our work, we used AdaBoost.M1 as shown in Table 2.2.
A brief description of the AdaBoost.M1 algorithm (Freund and Schapire, 1997) is as
follows:

We are given a set of training data (X1, y1), . . . , (Xn, yn), where the Xi are the
input and each output yi ∈ {1, . . . , K} is a class label. We use K to denote the number
of possible class labels. Our goal is to find a classification rule from the training data
that can assign a class label y from {1, . . . , K} to an unclassified input vector X . Let
G(X) denote a weak multi-class classifier that assigns a class label to a data point X .
A weak classifier G is a classifier whose error rate

1

N

N∑

i=1

I (yi 6= G(Xi))

is slightly better than random guessing. The basic scheme of the AdaBoost.M1
algorithm is depicted in Table 2.2.

According to the algorithm, the weighted error rate errm will always be less than
0.5. It is ensured by definition of a weak classifier (i.e. always slightly better than
a random guessing). This also means that αm is always positive, otherwise αm will
be negative and the weights of the training samples will be updated in the wrong
direction as shown in Table 2.2 (2d). As the weighted error goes to zero, α will be
larger. If a weak classifier Gm(X) has low weighted error, it contributes more to the
final prediction. After renormalisation, the weights of correctly classified cases goes
down. The incorrectly classified cases will get an increasing weight. Specifically,
the old weight get multiplied by (1− errm) /errm, which is greater than 1 (since
err < 0.5). For two class classification problems, this requirement is about the same
as random guessing, but when K > 2, accuracy 0.5 may be much harder to achieve
than the random guessing accuracy rate 1/K . Hence, AdaBoost.M1 may easily fail if
the weak classifier G(X) is not chosen appropriately.

We packaged the AdaBoost.M1 algorithm as a function into an R package
(Subianto and Siebes, 2005). The details of this package can be found in Appendix A.

2.3.2 Logistic Regression

Linear regression is simple but basic to many statistical models. It predicts a numeric
response by a linear combination of predictors. The relationship between response (yi)
and predictor values (Xi1, Xi2, Xi3, . . . , Xik) of the ith observation can be written as

yi = β0 +

k∑

j=1

βjXij + ǫi where i = 1, 2, 3, . . . , n.
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Table 2.2: Algorithm of AdaBoost.M1

Algorithm: AdaBoost.M1

1. Initialize the observation weights wi = 1/N, i = 1, 2, . . . , N.

2. For m = 1 to M

(a) Fit a classifier Gm(x) to the training data using weights wi.

(b) Compute

errm =

∑N

i=1 wiI (yi 6= Gm(Xi))∑N

i=1 wi

.

(c) Compute

αm = log

(
1− errm

errm

)
.

(d) Set wi ← wi · exp [αm · I (yi 6= Gm(Xi))] , i = 1, 2, . . . , N .

(e) Re-normalize wi

3. Output

G(X) = sign

(
M∑

m=1

αmGm(X)

)
.

where the βj’s are unknown parameters and the ǫi’s are random errors.

Based on linear regression, logistic regression is a popular model widely used
in classification problems. Logistic regression is a specific member of the generalized
linear model (GLM) family and is suitable for binary responses (Chambers and Hastie,
1992). Logistic regression extends the ideas of multiple linear regression to the
situation where the dependent variable Y is binary and discrete (Y is binomial(1,p)).
The simple logistic regression model assumes Y takes values 0 (i.e., the negative
outcome, or failure) or 1 (i.e., the positive outcome, or success). Then, the proportion
of cases for which Y = 1 is defined as P (Y = 1) = p and for Y = 0, it is defined as
P (Y = 0) = 1− p,
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log

[
P (Y = 1|A1, A2, . . . , Ak)

1− P (Y = 1|A1, A2, . . . , Ak)

]
= log

(
p

1− p

)

We often assume that this probability p can be modeled by

p = E(Y ) =
[
1 + exp−(β0+β1A1+β2A2+...+βkAk)

]−1

The form of the model is then given by

log

(
p

1− p

)
= β0 + β1A1 + β2A2 + . . . + βkAk

= β0 +

k∑

j=1

βjAj

where p is the probability P (Y = 1), and attributes A1, A2, . . . , Ak are the
independent variables. Logistic regression thus forms a predictor variable log[p/(1−
p)] which is a linear combination of the explanatory variables. The values of this
predictor variable are then transformed into probabilities by a logistic function,
log[p/(1 − p)] ∈ (−∞,∞). Once the estimations for the β’s are obtained, it is
possible to estimate the chance of "success" p as p̂. Once p̂ exceeds some threshold,
P̂ (Y = 1|A1, A2, . . . , Ak) > q, we can predict Y = 1, i.e. a "success", for that case.
For 0 < q < 1, we put Ŷ = 1 if P (Y = 1) > q, that is

β0 + β1A1 + β2A2 + . . . + βkAk > log

(
q

1− q

)

A reasonable choice for q is 0.5, but other choices may be better depending on the
application. A large q gives a classifier that is more likely to be correct when it predicts
Ŷ = 1, but less likely to be correct when it predicts Ŷ = 0.

We used the glm() function which is part of the stats package in R to
fit the generalized linear models using the binomial family function for logistic
regression. The generalization error and performance of each logistic regression
model are estimated by 10-fold cross-validation and area under the receiver-operating
characteristic curve (AUC) analysis.

2.3.3 Random Forest

Random forest is a model-averaging approach based on regression or classification
trees (Breiman, 2001). Instead of building one tree model, the random forest algorithm
builds multiple trees using randomly selected subsets of the observations and random
subsets of the predictor variables. The predictions from the trees are then averaged (in
the case of regression trees) or tallied using a voting system (for classification trees).
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More in particular (Breiman, 2001), a random forest is a classifier consisting of
a collection of tree-structured classifiers {h(A, Θk), k = 1, . . . } where the Θk are
independently, identically distributed random vectors and each tree casts a unit vote
for the final classification of data vector X . This means that, to grow the kth tree,
a random vector Θk is generated, which is independent of the past random vectors
(Θ1, Θ2, Θ3, . . . , Θk−1), but has the same distribution. Subsequently, the kth tree is
grown based on the training dataset and Θk. This results in classifier h(A, Θk). A
large number of trees is generated and the classification is done based on majority
vote.

The random forests algorithm works as follows:

Let |db| = M , let {A1, . . . , An} be the set of independent variables, let m =
√

n, and
let k denote the number of trees we are going to generate.

For j ∈ {1, . . . , k}:

1. Let dbj be a bootstrap sample of db; i.e., dbj is a sample of M elements of db
drawn with replacement. Moreover, let oobj = db \ dbi; i.e., the elements of db
that are not in the sample. This is called the out-of-bag set.

2. Induce a classification tree Ti on dbi where:

(a) for each split, a random sample of size m of the n independent variables
is chosen. The split is made on the best choice from these m variables.

(b) the tree is not pruned.

3. Estimate the accuracy of Ti and oobi.

The prediction of the forest is the average of the predictions of the individual trees.
The estimated accuracy is the average of the estimates of the individual trees computed
on their out-of-bag samples.

In our experiment, we used the R package randomForest (Liaw and Wiener,
2002) to build the random forest predictors.

2.3.4 Support Vector Machines

Support Vector Machines (SVM) are a class of classification algorithms, also known
as learning machines, based on statistical learning theory for data classification.
Supported by a background in statistical learning theory and an application oriented
research focus, it has become one of the most successful methods with respect to
generalization performance. The SVM algorithm is characterized by selecting and
storing a subset of the training examples as the important ones (called the support
vectors), such that knowing only these critical training examples is enough to label
any previously unseen input.
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For example, in a linearly separable two-class classification problem, the hyper-
plane that has the largest margin to both sets of points is determined. The examples
that are closest to this decision boundary are selected as the support vectors. If the
two classes are not linearly separable, the data is first mapped into a higher, possibly
infinite, dimensional space by a non-linear function φ such that the classes become
linearly separable.

Let the set Xi ∈ IRn, i = 1, 2, 3, . . . , m be the training vectors, moreover, let
the vector of labels Y ∈ IRm be such that yi ∈ {1,−1}. The support vector machine
algorithm requires the solution of the following quadratic optimization problem:

min
W,b,ξ

1

2
WT W + C

m∑

i=1

ξi

subject to yi(W
T φ(Xi) + b) ≥ 1− ξi,

ξi ≥ 0, i = 1, 2, 3, . . . , m

where the training vectors Xi are mapped into the higher dimensional feature space
by the function φ, and C > 0 is a penalty parameter on the training error that can be
chosen by the users. A larger C corresponds to assigning a larger penalty to errors.
For any data vector X , the decision function of SVM is given by:

f(x) = sign
(
WT φ(X) + b

)

The weight vector W is obtained as follows:

W =
m∑

i=1

αiyiφ(Xi)

Clearly, explicit computations in the co-domain of φ are costly, if at all possible.
So, rather than performing such explicit computations, so-called kernel functions are
used. For a given function φ, the kernel function k is defined by:

k(X, X ′) = 〈φ(X), φ(X ′)〉

The existence of a kernel function for a given function φ depends on Mercer’s
Theorem. Rather than first defining a function φ and then searching for an appropriate
kernel, one simply applies a known kernel function.The following are some popular
kernel functions that are used in many papers and books:

• the linear kernel
k(X, X ′) = 〈X, X ′〉
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• the Gaussian radial basis function (RBF) kernel

k(X, X ′) = exp(−γ‖X −X ′‖2)

• the Laplace radial basis function (RBF) kernel

k(X, X ′) = exp(−γ‖X −X ′‖)

• the polynomial kernel

k(X, X ′) = (γ · 〈X, X ′〉+ r)
d

• the hyperbolic tangent kernel

k(X, X ′) = tanh (γ · 〈X, X ′〉+ r)

where γ > 0. Here, γ, r and d are kernel parameters. These kernels are flexible
and simple to compute. According to Karatzoglou et al. (2006), the Gaussian and
Laplace RBF kernels are general purpose kernels and used when there is no prior
knowledge about the data. Generally, the radial basis kernel is a reasonable choice
when the relation between class labels and attributes is nonlinear. The linear kernel
is useful when dealing with large sparse data vectors and the polynomial kernel is
popular in image processing. In this thesis, we use the Laplace radial basis function
(RBF) kernel.

We built SVMs using the kernlab package in R. Package kernlab featuring a
variety of kernel-based methods and includes a SVM method based on the optimizers
used in libsvm and bsvm (Karatzoglou et al., 2004, 2006). It aims to provide a
flexible and extensible SVM implementation.





Chapter 3

The Neighbourhood and its

Visualization

In Chapter 1 we introduced the main idea of this thesis: understanding classifiers
through their local behaviour.. That is, what happens to the classification of a tuple if
we allow small changes? This answers the question: what properties caused the tuple
to be classified as Class 1 rather than Class 2.

The reason for taking this approach is that while the complete model may become
complex, the local structure around a tuple will in general stay relatively simple. The
reason is that good models should be generalizations of the underlying data set. If for
all tuples v in the domain of a classifier C, and for all tuples v′ “close” to v we would
have that C(v) 6= C(v′), the complexity of C would be at least equal to the size of the
training database. In other words, C is a classical example of overfitting.

This reasoning shows that most tuples will reside in stable areas, it does not
guarantee that there are no unstable points. In fact, all classifiers, save the trivial
ones, will have unstable regions. Tuples close to the borders between classes will
have some small changes that do result in different classes. The more class-borders
close to a tuple v the more unstable the classification of v is. In the next Section, we
will formalize this intuition via the notion of a neighbourhood.

The fact that local behaviour gives useful insight in a classifier can easily be seen
from the following example. Say that the classifier “decides” whether a client gets a
loan or not. In such a case EU privacy guidelines require that the Bank explains why a
client is rejected. The local structure provides such an explanation: if the client would
have a tenured position, he would get the loan.

The only problem is that the local structure may be rather complex, as already
noted above. Tabulating such a complex structure may not suffice for the client.
Hence, it would be useful if we could visualize the local behaviour. In this thesis,
we use Mosaic Plots for this visualization. In Section 3.2 Mosaic plots are introduced,
subsequently we briefly discuss how a neighbourhood is visualized using these plots.
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3.1 The Neighbourhood

To define a neighbourhood, we need a metric on DR. If DR would be simply a subset
of IRn, one would be embarrassed for choice. There are many metrics defined on IRn.
On discrete space, there are far fewer choices. Given our goals, there actually only
one reasonable choice: the edit distance. Formally:

Definition 3.1 (Distance) Let s1, s2 ∈ DR, and let J ⊆ R such that

• ∀Ai ∈ J : πAi
(s1) 6= πAi

(s2)

• ∀Ai ∈ R \ J : πAi
(s1) = πAi

(s2)

The distance between s1 and s2, denoted by d(s1, s2), is defined as

d(s1, s2) = |J |

One could argue that this is not a reasonable choice. For, it is easier for a
prospective client to change, say, his marital status than it is to change his gender.
In other words, the distance should depend on which attributes differ. We do not take
this route for two reasons:

1. Which attributes are easily changed, may very well depend on the client. For
example, while for one person it is easy to change marital status, for another it
might be far simpler to take a job. Hence, rather than choosing weights a priori,
it is far better to show the client all possible options and let him choose the most
appropriate one.

2. The more philosophical reason is that we are not concerned with a particular
client, or even a particular application. Rather, we are interested in understand-
ing classifiers in general.

Using the distance measure, we define the notion of a neighbourhood in the
standard way:

Definition 3.2 (Neighbourhood) Let s ∈ DR and 0 ≤ k ≤ n, then

1. The neighbourhood of s of radius k is defined by

Nk(s) = {s′ ∈ DR | d(s, s′) ≤ k}

2. The classified neighbourhood of s of radius k is defined by

CNk(s) = {(s′, c) | s′ ∈ Nk(s) ∧ c = C(s′)}
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The size of the neighbourhoods of a point x ∈ DR grows fast in the parameter k,
for we have

|Nk(x)| =
∑

J⊆R
|J|≤k

∏

Di:Ai∈J

(|Di| − 1)

Note that it is (|Di| − 1) rather than |Di| because tuples that share a value with x on
J are already counted by a smaller subset of R. For example, if all attributes have a
domain of size m, we have

|Nk(x)| =
j=k∑

j=0

(
n

j

)
(m− 1)j

The larger the (classified) neighbourhood, the more difficult it becomes to gain any
insight in the local behaviour of the classifier. One way to alleviate this problem is by
visualizing this neighbourhood. For this we introduce Mosaic plots.

3.2 Visualizing with Mosaic Plot

3.2.1 Visualizing Discrete Data

Graphical methods for categorical data are not well developed, especially when
compared with those that are available for quantitative variables. This is a problem
as it is often the case in data mining that primarily categorical variables are analyzed.
Moreover, many data mining procedures produce results defining groupings of the
data which create yet more categorical variables.

Fortunately, recently several techniques for visualizing categorical data have been
developed. Firstly, that are recently. Example are the Mosaic plot (Hartigan and
Kleiner, 1981, 1984) used in this thesis and Line mosaic plots (Huh, 2004), which
uses lines instead of tiles to represent the size of the cells in contingency tables. Next,
Hammock plots (Schonlau, 2003), which consists of alternating univariate variable
descriptors and bivariate graphs that can handle mixed continuous/categorical data.
Finaly, Parallel Sets (Bendix et al., 2005), a visualization method that adopts the layout
of parallel coordinates but substitutes the individual data points by a frequency-based
representation.

The Mosaic plot, proposed by Hartigan and Kleiner (1981, 1984) and later by
Friendly (1992, 1994, 1997, 1999, 2001), has been generalized to multi-way tables.
It has been extensively used for the visual inference of independence. Other uses
of Mosaic plots can, e.g., be found in Hofmann (2000, 2003). Meyer et al. (2003)
considered visual inference of contingency tables using association plots mainly for
the case of two-way tables and Meyer et al. (2006) described the strucplot framework
for the visualization of multi-way contingency tables.

The main objective of Mosaic plots is to uncover relationships between all
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variables, keeping the original data frame structure. Whereas other displays cate-
gorical data, visualize just points or area proportional to the counts, or can display
relationships between variables just in two-dimensional "sub-data-frame". Mosaic
plots are not affected by the size of the data set because it is an area-based display.
Mosaic plots can be used for both low-dimensional categorical and large data sets.

The Mosaic plot is a simple and effective visualization technique for contingency
tables. It can be seen as a member of the so-called Pixel Oriented techniques
(Sachinopoulou, 2001). Moreover, Mosaic plot is enhanced with interactive features
such as querying, re-ordering of variables and variable categories, and groupings.
Mosaic plot has become a very powerful and an easy tool to analyze and understand
multivariate categorical data (Hofmann, 1999).

Unfortunately, according to Hofmann (2004), there are some problems when
Mosaic plots are used to plot variables with a high number of categories. These
problems are:

• for higher dimensions the number of combinations that are empty will be bigger,
• the cell sizes have a very skewed distribution, making overview diagrams hard

to draw (a few bins dominate the diagram).

Fortunately, in our case these problems are immaterial. The reason is that the
contingency tables we consider only have zero’s and one’s in their cells.

3.2.2 Mosaic Plots

The idea of Mosaic plots is to represent each cell of a contingency table by a box
whose area is equal to the count in that cell. The width of the box is the same for all
boxes in the same column and is equal to the total count in that column. The height
of the box is proportional to the individuals in the column that fall into the cell (see
Figure 3.1).

Note that the mosaic treats the row and column variables differently. A column
variable is treated as a conditioning variable, or a "treatment", and a row variable is
treated as a "response". Each column is a histogram, with bins stacked on the top of
each other instead of side by side.

The contingency table induced by a table r is basically a table of counts, in
which each count denotes how often a given combination of attribute values occurs
in r. The contingency table has a cell for each combination of attribute values of
the participating attributes. We use σ(vc1

, . . . , vck
) as a shorthand for σ(Ac1

=
vc1
∧ · · · ∧ Ack

= vck
)(r), i.e., the set of all tuples in r that satisfy the query

Ac1
= vc1

∧ · · · ∧Ack
= vck

. The set of all cells is then given by:

{(v, |σ(v)|)| v ∈ Dc1
× · · · ×Dck

}
A useful aspect of this expression is that the v-values can be seen as the "logical
addresses" of the cells, whereas |σ(v)| is the content of the cell with address v.
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Figure 3.1: Mosaic plot structure.

In our case, the contingency table is induced by the classified neighbourhood of
a tuple. For each possible combination of values of the attributes along which the
classified neighbourhood has been defined there is one row in the table. This row has
one class value. So, the induced contingency table only contains zero’s and one’s.

A Mosaic plot visualizes each cell in a contingency table by a tile. The size of
each tile is proportional to the count in the cell. That is, it is a set of tiles T :

T = {(v, h, w)| v ∈ Dc1
× · · · ×Dck

∧ h× w = |σ(v)|/|r|}
Clearly, this leaves the height (denoted by t.h) and the width (denoted by t.w) of

tile t underspecified and the tiles can be all over the place. This is resolved by the
construction of the plot.

Mosaic plots are constructed hierarchically, including the attributes one at a time
in the user-specified order; say, by the list [Am1

, . . . , Amk
]. We start with the initial

Mosaic plot, which consists of one tile (the complete window) that represents the
complete database.

Now Assume [Am1
, . . . , Ami

] have been included and we have Mi = {(v, h, w) |
v ∈ Dm1

× · · · ×Dmi
}. To include the attribute Ami+1

, each tile t ∈ Mi is split in
subtitles, one for each value val ∈ Dmi+1

.
The sizes of the sub-tiles should be proportional to the number of cases that fall

in that specific intersection of attribute values. The easiest way to achieve this is by
splitting the width or the height of the parent tile t.

This observation gives us two possibilities. Either we alternate between height-
splitting and width-splitting, or we always split the width (or the height). The first
option gives Mosaic plots, while the second option gives Double Decker plots. In this
thesis we only consider Mosaic plots. We will use a boolean direction variable d that
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regulates the alternate splits between width and height.
To specify the algorithm, we need some additional notation:

1. M0 = {(ǫ, h, w)} in which h and w are the height and the width of the window
and ǫ denotes the empty tuple, i.e., σ(ǫ) = r

2. For v = (vm1
, . . . , vmi

) ∈ Dm1
× · · · ×Dmi

and val ∈ Dmi+1
, let

v ⊕ val = (vm1
, . . . , vmi

, val)

and let
ǫ⊕ val = (val)

With this notation, the algorithm to construct Mosaic plots is specified as follows:

MOSAIC(M, [H |T ], d) = MOSAIC(MOSAIC(M, H, d), [T ],¬d))

MOSAIC(Mi, Ai+1, d)
For all t ∈Mi

Subtiles := {SUBTILE(t, val, d)| val ∈ Di+1}
REPLACE(Mi, t, Subtiles)

SUBTILE(t, val, d)
If d Then

t′.h := h
t′.w := |σ(t.v ⊕ val)|/|σ(t.v)| × t.w

Else
t′.h := |σ(t.v ⊕ val)|/|σ(t.v)| × t.h
t′.w := t.w

Return (t.v ⊕ val, t′.h, t′.w)

3.3 Visualizing the Neighbourhood

To visualize a neighbourhood using Mosaic plots, we use the classified neighbour-
hood. That is, the contingency table has a cell for each point in the neighbourhood
and its class. More precisely, it is done as follows.

For each possible combination of values of the attributes along which the classified
neighbourhood has been defined there is one row in the table. This row has one class
value. So, the induced contingency table only contains zero’s and one’s. This table is
visualized with a Mosaic plot.

How this visualization helps in understanding a classifier is the topic of the next
Chapter.



Chapter 4

Visualizing the Classification of

Categorical Data

4.1 Introduction

In Chapter 1, we argued that the understandability requirement in data mining should
not be interpreted as requiring simple, easily understandable, models. Rather, it should
be interpreted as explainability. If for any tuple in the domain of a classifier we can
explain why that tuple is classified as it is, the complexity of the model is irrelevant.

So, what is an explanation of the classification of a given tuple? In this chapter we
argue that an exploration of the behaviour of the classifier in the neighbourhood (as
introduced in the previous chapter) of that tuple constitutes such an explanation.

For a client of a bank, this explanation simply means that he can see what changes
in his circumstances would make him qualify for the loan he requested. Such as, a
permanent position or a high school diploma. Given that not all circumstances can be
changed that easily, a sex-change operation to qualify for a loan seems overdone, the
explanation is interactive. The explainer and the client chose along which attributes
the neighbourhood is explored. A bonus of this choice is that one can explore along
different dimensions. The different options yield the same end-result, but require
different changes.

For the domain expert, it means that she can get to understand the model by
looking at use-cases, that is, what happens to typical clients. Not only will she see
how that client will be classified, but also how stable the classification is. For, if all,
or at least many, tuples in the neighbourhood d get the same classification, one would
trust the result more than most get a different class assigned.

We use Mosaic plots (Hartigan and Kleiner, 1981), also introduced in the previous
chapter, to visualize the classification in the neighbourhood. These plots are used in
Section 4.4 to explore the neighbourhood of some example tuples. In this section we
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see that the exploration works well if there are acceptable small changes that lead to
the required result. However, if such small changes are not available, the exploration
seems to turn into an arduous task.

4.2 Method and Data Used in the Experiments

In our experiments, we use the well-known "1984 United States Congressional
Voting Records Database" from the UCI repository of machine learning databases
(Hettich et al., 1998). This data set includes votes for each of the USA House
of Representatives Congressmen on the 16 key votes variables. The values of 16
attributes were achieved by dividing different votes into two groups; yes or no
disposition. 61.38% of data are from class Democrat and the rest belong to class
Republicans. There are some missing values. We will discuss two, hypothetical,
persons. The first voted yes on all issues, the other voted no on all of them. Our
model predicts the first to be a republican while the second is classified as a democrat.
Because their constituency seems to be changing, they want to investigate which
changes in their votes would keep them in power.

All our experiments are done in R (R Development Core Team, 2006). For the
classifier we use AdaBoost.M1 (Freund and Schapire, 1997), for the visualization
we used Mosaic plots. Our own algorithms are also implemented in an R package
VisClass (Subianto and Siebes, 2005) and will become available to the community in
due time.

Table 4.1: A radius 3 classified neighbourhood for the all yes voter.

MX Missile Anti-Satellite Crime Class

yes yes yes Republican

yes yes no Republican

yes no yes Democrat

yes no no Democrat

no yes yes Republican

no yes no Republican

no no yes Republican

no no no Republican
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Figure 4.1: Mosaic plot example.

4.3 Exploring the Neighbourhood

Given the schema R, the classifier C and a tuple v ∈ DR, exploring the neighbourhood
of v works as follows. The explainer determines along which attributes she
wants to explore the classifier and computes the classification of all tuples in that
neighbourhood. That is, she computes the classified neighbourhood. In other words,
the classified neighbourhood of a tuple v along the set of attributes {Ai1 , . . . , Aik

} is
a table consisting of all tuples in N{Ai1

,...,Aik
}(v) together with their classification.

For example, for our all yes voter, we get along the issues (attributes) on "the mx
missile", "the anti satellite test ban" and "crime" shown in Table 4.1.

For moderately large neighbourhoods, it already becomes a strain to look through
this table to understand the behaviour. Long lists are not that interpretable. A proper
visualization of the classified neighbourhood should make it easier.

To construct such a visualization, note that each relational database table defines
a contingency table. And there is a nice way to visualize contingency tables, viz.,
Mosaic plots, (Hartigan and Kleiner, 1981). Therefore, we are going to use these
Mosaic plots to visualize our classified neighbourhoods (as explained in Section 3.2).
Mosaic plots have been used before in the data mining literature, e.g., Hofmann et al.
(2000) but are probably not yet that well known.

In our case, the contingency tables will have cells with zero counts for the simple
reason that each tuple will belong to one class. Such "empty cells" lead "empty
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Figure 4.2: Structure of radius neighbourhoods.

tiles", i.e., bars in the Mosaic plot. To make the plots easier to interpret, we color
the cells with a color that identifies the class. Our example classified neighbourhood
of Table 4.1 is pictured as in Figure 4.1.

So, how does one read such a plot? Vertically, it has first been split on "anti-
satellite test ban" and then on "crime". Horizontally the first split is on "mx missiles"
and then on "class". The value for the split is denoted along the borders of the cell.
Moreover, the cells have been colored for the class: dark (blue) for Republicans, light
(beige) for Democrats; this color-convention is used throughout this chapter. So, e.g.,
if our all yes would vote no on all three issues he would stay a Republican; the tile
is blue. If he would change his vote on "crime" and "anti-satellite test ban" to no he
would become a Democrat; the tile is beige.

More abstractly, to construct such visualizations, we choose a set of attributes and
we choose various classified neighbourhoods which are visualized. Figure 4.2 shows
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the structure of radius neighbourhoods. For each neighbourhood, the visualization is
constructed as follows:

1. Get attributes A1, A2 . . . , An

2. Create a model M (using all attributes)

3. Generate a random tuple t

4. For each attribute Ai compute all variants of t, this gives table Ti

5. Compute M(t′) for all t′ in Ti

6. Visualize the resulting classified neighbourhood

4.4 Exploring the Neighbourhood (Radius)

To get a first insight in what the effect of changes to his voting behaviour mean for
his classification, our all yes voter first inspects his radius 1 classified neighbourhood
for all issues. That is, he inspects what happens if he changes only one of his yes
votes into a no vote. For most issues it does not make a difference: his classification
does not change. There are however, some issues that do make a difference. These
are: "the physician fee freeze", "the anti-satellite test ban", "immigration", "education
spending", and "export administration act south africa". We show a few of the
changing and non-changing Mosaic plots in Figure 4.3.

Looking at the issues, our consistent yes voter has two thoughts. First, he would
like to change his voting on "crime"; the current approach does not seem to help.
Secondly, since a change of hearts on "crime" alone is not enough (see Figure 4.3), he
feels that he is willing to consider the "big guns". That is, he explores changes to all
pairs of the set "anti-satellite test ban", "mx missiles" and "crime". In other words, he
explores Figure 4.4.

Thinking that it does not make sense to be in favour of "mx missiles" while also
being in favour of the "anti-satellite test ban", he decides to check the interaction
between all three. That is, he explores Figure 4.1. From this plot, he decides change
his votes to no on the "anti-satellite test ban" and no on "crime" (as he wanted to do
all along). From the plot he knows that this will turn him into a Democrat; the related
tile is beige.

For the all no voter, the first exploration is less exhilarating. The only radius 1
neighbourhood that indicates a change is the issue on "freezing the physicians fees".
Given that his brother is a physician, this is one issue he is not willing to change his
mind on. Inspecting a few randomly chosen radius 2 and 3 neighbourhoods brings no
relief: in all of them his classification does not change.

This points to a possible weakness in our approach. If the small neighbourhoods
do not point to useful directions for change, all that seems left is a painstaking
search through larger and larger neighbourhoods. Fortunately, we can define a simple
property and an algorithm that will not only automate this search, but will also provide
additional insight in the behaviour of the classifier.
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Figure 4.3: Mosaic plot for radius 1 neighbourhoods.

4.5 Irrelevant and Stable Attributes

In practice, databases often contain attributes that are irrelevant for a classifier C. For
example, for a loan application a client will have to produce personal information
like name and address, it seems unlikely that the fist name plays a role in the
classification. Clearly, such irrelevant attributes do not have to be explored by the
explainer. Irrelevance is defined formally as follows:

Definition 4.1 (Irrelevant Attributes) An attribute Ai ∈ R is called irrelevant for
C iff

∀v ∈ DR∀vi ∈ Di : C(v[i← vi]) = C(v)

in which v[i ← vi]) denotes that the Ai value of v is replaced by vi. The set of
attributes that are irrelevant for C is denoted by IrrC .

That is, an attribute is irrelevant for a classifier, if there is no tuple for which that
attribute plays a role in its classification. Note, we will often omit the subscript C.

For some types of classifiers it is easy to determine the irrelevant attributes.
For example, for boosted trees one can determine Irr syntactically: an attribute is
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Figure 4.4: Mosaic plot for radius 2 neighbourhoods.

irrelevant iff does not occur in any of the trees. For other kinds of classifiers it is far
less straight forward. Indeed it may become intractable since the definition implies
that the behaviour of C on its whole domain, i.e., DR should be checked. Moreover, it
is a very strong property, especially since it is required to hold for all possible tuples.
It is very well possible that for a given tuple there are attributes that are irrelevant to its
classification, but that are relevant for others. Therefore, we define a weaker notion:
k-stability.

Definition 4.2 (k-Stable) A set of attributes {Ai1 , . . . , AAk
} is k-stable for a tuple

t ∈ DR iff
∀vij

∈ Dij
: C(t[i1 ← vi1 , . . . , ik ← vik

]) = C(v)

The set of all attribute sets that are k-stable for t for some value of k are denoted by
StC(t).

As before, we will often omit the subscript C. Stability is a far weaker notion than
irrelevance as can be seen from the next lemma.

Lemma 4.1 (Irrelevance is Stable) Let I ⊆ IrrC and let K ∈ StC(t) for some
tuple t ∈ Dom(R), then
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1. IrrC ⊆ StC(t).

2. I ∪K ∈ StC(t).

Computing Stable(t) for a given tuple t is relatively simple since it enjoys an A-Priori
like property:

Lemma 4.2 (A Priori) Let t ∈ Dom(R) and J ⊆ R, if J ∈ StC(t), then

∀I ⊆ J : I ∈ StC(t)

Hence, all stable attribute sets for a tuple t can be computed using a level-wise
search algorithm. Note that as with the A Priori algorithm for frequent item sets, this
lemma does not guarantee the algorithm to be efficient. For example, if the classifier
sends all tuples to the same class, all (exponentially many) sets of attributes will be
stable!.

Unfortunately, it is not that easy to predict whether there will be many stable
attribute sets for a given tuple or not. However, given the interactive nature of
neighbourhood exploration, this is not too much of a problem. We tend to first
compute the 1-stable sets. If these give informative insight, we explore along the
non-stable attributes. If not, we compute the 2-stable sets; etc.

So, our consistently no voter first computes the irrelevant and his stable attribute
sets. To his surprise he sees that all sets of two and three attributes that exclude the
"physician’s fee freeze" are stable for him. In other words having just a few yes votes
seems to be a strong indicator for democrats. While this may be unwelcome news to
our consistent no voter, it is useful knowledge for a domain expert.

In fact, one expects to find such "islands of stability". A classifier that changes
class with each change to an attribute value exhibits the classic behaviour of an
overtrained model. It simply reflects the training database. The model is overly
complex. The simpler the model is, the more or the larger islands of stability there
will be. Knowledge of these islands gives insight both in the domain as well as on the
behaviour of the classifier.

Fortunately for our consistent no voter, radius 4 does have attribute sets that do not
include the "physicians fee freeze" and that are not stable. There are only two of these
sets. The first involves the issues "handicapped infants", "immigration", "superfund
right to sue", and "export administration act south africa". The second involves the
issues "handicapped infants", "immigration", "crime", and "export administration act
south africa". Both are pictured in Figure 4.5. From which one can see that changing
to yes votes on all these four issues changes the colours of our all no voter. Given that
his constituency seems to have strong feelings on South Africa, he decides to go for
the first option.
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4.6 Conclusions

In this chapter we have shown that Mosaic plots are a useful tool to explain the
behaviour of classifiers on categorical data. The explanation consists of an interactive
exploration of increasingly larger neighbourhoods of a tuple. The notion of a
neighbourhood is defined along selected attributes and is based on the edit distance.
The behaviour of a classifier in such a neighbourhood is visualized using a Mosaic
plot. To help the exploration, a simple algorithm for the discovery of k-Stable attribute
sets has been suggested. Such k-Stable attribute sets are sets of k attributes for which
changes do not change the classification of the tuple under consideration.

The motivation for this approach is that often it is useful to inspect what small
changes can turn a decision around. For example, for a client of a bank it is useful to
know what changes would make him qualify for a loan. The motivation for the use of
Mosaic plots is that such plots are easier to digest than large sets of alternatives. It is
well-known that Mosaic plots perform well up to 7 or 8 attributes. This limit seems
more than acceptable for our purposes, if a client has to change in so many respects,
it seems unlikely that he will be interested.

One notion we encountered in the previous section is that of "islands of stability".
It was already argued there that knowledge of such islands is very useful for the
domain specialists. It is part of our further research to devise an algorithm to discover
such islands. Another area we wish to explore is that of large scale case studies.
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Figure 4.5: Mosaic plot for radius 4 neighbourhoods.



Chapter 5

Instability of Classifiers on

Categorical Data

5.1 Introduction

In Chapter 4, we introduced visualization of the local behavior of the classifier by
means of Mosaic plots as a way to easily grasp this local behavior. Local behavior
means: what happens to the classification of a tuple if we allow small changes?

In this chapter, we use the local behaviour of an arbitrary kind of classifier to
understand its global behaviour. More specifically, we introduce the notion of stability
of a classifier in a data point. Roughly speaking, this quantifies what effect small
changes to the data point have on its classification. Note that this is a different notion
than the stability of the algorithm inducing the model. In that case, one studies the
effect of a small change to the training set on the resulting model. We assume that we
are given the classifier and study its behaviour on the entire attribute space.

Moreover, we introduce two heuristic algorithms. The first to discover highly
instable points. The second to find large neighbourhoods in which the classifier is
more or less constant, so called Islands of Stability.

The highly instable points are potential weak points of the classifier. If they were
not in the training or test set, their classification might be wrong. If such points were
used in the construction of the classifier, they represent clients that may, e.g., easily
defect. The islands of stability are areas where one can easily trust the classifier.
Moreover, they represent either rock-solid clients or rock-solid non-clients.

In other words, both the highly instable points and the islands of stability of a
classifier give both insight in the behaviour of a classifier and yield important business
insight in its application domain.
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5.2 Entropy and Instability

Intuitively, the instability of a classifier in a point is related the decision boundaries
that are close to that point. However, in our discrete set DR, the notion of a decision
boundary is not a well-defined concept. One tends to think of a decision boundary as
a wiggly line (hyper-surface), but there is no notion of a line in the discrete set DR

that is compatible with our distance measure.
To see this, assume for a moment that we have just two binary attributes. Then,

d((0, 0), (1, 1)) = 2, hence a line connecting these two points should cross a point
that has distance 1 to both points. There are two candidates for this, (1, 0) and (0, 1),
and no obvious choice between these two. Clearly, one could solve this problem by
embedding DR in some high-dimensional space, but that would remain arbitrary.

Therefore, we define the instability of a classifier in a point relative to a
neighbourhood. The more different classes one sees in that neighbourhood, the more
instable the classifier is locally:

Definition 5.1 (Entropy and Instability) Let x ∈ DR and 0 < k ≤ n

• The entropy of C in the neighbourhood Nk of x is defined by:

entC(Nk(x)) =
∑

Ci∈C

−p(C(y) = Ci) log(p(C(y) = Ci))

for y ∈ Nk(x). Where p is the relative frequency in the neighbourhood.

• The instability of C in the neighbourhood Nk of x is defined by:

instC(Nk(x)) =
|{y ∈ Nk(x) | C(y) 6= C(x)}|

|Nk(x)| − 1

Note by dividing by |Nk(x)| − 1 we ensure that instC(Nk(x)) ∈ [0, 1]

The notion of entropy is an intuitively appealing way to define instability.
However, the symmetry of the entropy function makes it unsuitable for this task. Take
for example a point x ∈ DR for which ∀y ∈ Nk(x) : y 6= x → C(y) 6= C(x).
If C contains only two classes, entC(Nk(x)) will be low, while the classification of
x seems highly instable; each small change leads to a different class. In fact, if C
contains only two classes, we have the following lemma:

Lemma 5.1 (Instability vs Entropy) Let x1, x2 ∈ DR and 0 ≤ k ≤ n and C =
{C1, C2}, then

1. if instC(Nk(x1)) = instC(Nk(x2)), then entC(Nk(x1)) = entC(Nk(x2)) and

2. if instC(Nk(x1)) = 1− instC(Nk(x2)), then entC(Nk(x1)) = entC(Nk(x2))
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Proof

1. In the two class case, instC(Nk(x1)) = instC(Nk(x2)) means that either the
two points have exactly the same number of neighbours in either class, or that
the number of neighbours x1 has in class C1 equals the number of neighbours
x2 has in class C2 and vice versa. Given that the entropy function is symmetric,
this means in either case that the entropy is the same.

2. Completely the same as the proof above.

That is, in the two-class case, entropy does not provide more information than
instability does.

However, if C contains more than two classes, entC(Nk(x)) does convey useful
information. If for two points x1, x2 ∈ DR we have that instC(Nk(x1)) =
instC(Nk(x2)), the entropies of the two neighbourhoods tell us something on how the
different classes are distributed over those neighbourhoods. If all classes occur with
the same frequency, the entropy is maximal. Therefore, in multi-class classification
we use entropy as a way to sort points that have the same instability.

5.3 Discovering Instable Points

5.3.1 The Basic Algorithm

In general DR is far too large to chart the stability of the classifier by simply applying
it to all points in its domain. Since we want our method to work for any classifier
on categorical data. There is also no a priori like property that we can exploit.
Indeed, the most useful relationship between the instability of points in each other’s
neighbourhoods is given by the following lemma.

Lemma 5.2 (Instability of the Neighbours) Let x ∈ Dr, then:

∃k : instC(Nk(x)) > 0→ ∃y ∈ Nk(x) : instC(Nk(y)) > 0

Proof Since ∃k : instC(Nk(x)) > 0, there is at least one y ∈ Nk(x) for which
C(x) 6= C(y). Since d(x, y) < k we have that x ∈ Nk(y) and thus, instC(Nk(y)) >
0.

By counting the number of points in the neighbourhood and relating that to the
exact value of instC(Nk(x)), the bound can be made more precise. However, the
crucial point is that for any point y ∈ Nk(x), instC(Nk(y)) could be both smaller
and larger than instC(Nk(x)). In other words, we will have to resort to a heuristic.

For continuous data there is a good heuristic algorithm to map the decision
boundaries of a classifier (Melnik, 2002). The main idea is to take a sample of random
points and investigate the behaviour of the classifier on the lines that connect these
points. Since lines do not make sense in DR we cannot copy this idea directly, but
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it suggests to investigate the neighbourhood of a sample of points in DR. Moreover,
Lemma 5.2 tells us that points with a non-zero instability will have neighbours with a
non-zero instability. In turn, such points may again have neighbours with a non-zero
instability. In other words, we search for instable points using a beam search.

We want to keep searching as long as we find a new point that is at least as good
as the points we have already seen. For this end, we use Union Sort. This algorithm:

• takes the union of its two arguments "Current Points" and "Candidates";
(implementation note: it is important that at all stages duplicates are removed;
otherwise the search is spoiled quickly)

• sorts (descending) the resulting set on instability;

• in the sort it gives precedence to new points. That is, if there are an x ∈ Current
Points and a y ∈ Candidates such that instC(x) = instC(y), the sort will place
y before x.

Furthermore, the π1 in the algorithm takes the x out of a pair (x, instC(Nk(x))).
With these notes, the specification of our search is given in Algorithm 1.

Algorithm 1 Instability Hunter; Beam width m, Neighbourhood size k

Random Start := {m random points}
Current Points := {(x, instC(Nk(x))) | x ∈ Random Start}
continue := true
while continue do

Neighbours :=
⋃

x∈π1(Current Points) Nk(x)

Candidates := {(x, instC(Nk(x))) | x ∈ Neighbours}
Candidates := Union-Sort(Current Points, Candidates)
Top Candidates := top m points in Candidates
if Top Candidates 6= Current Points then

Current Points := Top Candidates
else

continue := false
end if

end while
return Current Points

5.3.2 Using Instability Hunter

In principle, one could run Algorithm 1 with an arbitrarily large neighbourhood
size. However, as already noted in Chapter 3, neighbourhoods tend to get very large
numbers of elements. The costs of computing the stability is directly related to this
number of elements.
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Moreover, a point in DR is not that interesting because it has many far away
neighbours with a different class. It is far more interesting if the changes in class
are close to the original point. Therefore it makes much more sense to start with N1

neighbourhoods and then consider the N2, N3, . . . neighbourhoods.
In the two-class case, this means:

• We first determine a set1 Inst1C of points that have a high degree of instability
in their radius one neighbourhood.

• Then we determine instC(N2(x)) for the elements x ∈ Inst1C . Depending on
our goals, we can use this distance two instability as:

– either as a way to sort elements of Inst1C that have the same radius 1
instability,

– or create a set Inst2C of points with a sufficiently high radius two insta-
bility, which is in turn investigated further for radius three instabilities; et
cetera.

The latter choice leads us to discover sets of points in DR which have an instable
classification by C from small to larger neighbourhoods. Note, that because Inst1C
will in general be not too large (we assume we do not investigate over fitted models)
and at each stage Instk+1

C ⊆ InstkC , computational cost considerations are not that
important for this process.

For the multi class case, there is an extra option. At any iteration of the two-class
case scheme, we can decide to use to the entropy of the neighbourhoods as a further
way to either filter or order the results. Again, this is a matter of choice that depends
largely on what is considered to be interesting for the particular application.

5.3.3 Experiments

As our example in Section 4.2, again we use the well-known "1984 United States
Congressional Voting Records Database" from the UCI repository of machine learning
databases (Hettich et al., 1998). The reason we use this data set is two-fold:

• Firstly, because it is a well-known data set. Most, if not all, data miners have
used this data set to see how well their classifiers perform. Exactly by using
such a well-known data set, we hope to convince the reader that our method
leads to more insight.

• Secondly, the domain of this data set is small enough that we can actually
compute the classification and instabilities over the complete domain. Thereby
gaining insight in how well the beam search procedure preforms.

1 Note, we say a set, because we cannot guarantee that we find all points with a sufficiently high degree of
instability.
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Clearly, although our method is independent of the kind of classifier, we do need
a concrete classifier for the experiments. We decided to do boosted tree classification,
viz., AdaBoost.M1 (Freund and Schapire, 1997). We ran it with a maximal tree depth
of 2 for 10 iterations.

As an aside, note that all our algorithms in this chapter are implemented in an R
package InstClass (Feelders et al., 2005) and will become available to the community
in due time.

5.3.3.1 Instability in N1

As already indicated in the previous section, it does make sense to first search for
points that are maximally instable in their N1 neighbourhood. Using 100 as beam
width, we discovered 100 points that all have 6

16 = 0.375 as instability in their N1

neighbourhood.
That is, there are 6 out of the 16 attributes for which a change to their value leads to

a different class. This is already pretty impressive. In fact, it is even more impressive if
we check the model. The set of trees that result from the boosting run use only 9 out of
the possible 16 attributes. In other words, the reported instability of 6

16 should be read
as 6

9 . Note that we did not relate the instability to the number of attributes actually used
by a model since we want our method to work for any classifier. Determining which
attributes are completely irrelevant for a classifier is not a straight forward procedure
for all possible classification models.

The fact that we discover so many points with a high degree of instability is clearly
useful knowledge. Firstly, these could be points were the classifier is not that good.
In an application, an expert should first decide whether those points correspond to a
likely "real world case" or not. If not, there is no problem. If it does correspond to
likely cases, the classifier needs further investigations in that point. Secondly, these
points represent highly instable clients. That is, e.g., clients that will defect easily.
Such clients might warrant actions to make them more stable clients.

The maximal degree of stability we discovered is pretty high, but is the highest
that can be found in the voting domain? In other words, how effective is our beam
search. Clearly, a test on a single data set is not sufficient to answer that question with
any level of certainty, but it provides some further insight in our method.

Table 5.1: Distribution of the parties over AllVoters.

Democrats Republicans

35328 30208

The complete domain of the voting classifier, which we will call AllVoters in the
rest of this chapter, consists of 65536 tuples; 16 binary variables give 216 = 65536
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possible values. Applying our classifier to this set, we saw the distribution over
Republicans and Democrats as shown in Table 5.1. From this table, one can see that
the two parties are more or less equally present in AllVoters.

The distribution of the different instC(N1(x)) values is presented in Table 5.2.
If we set 3

16 as the upper threshold for points with a low degree instable N1

neighbourhood, 88.5% of the elements of AllVoters is stable and 11.5% is instable.
Moreover, 2.5% of the elements is maximally instable. In other words, the fact that
our beam search returned 100 maximally instable points with a width of 100 is not
bad. In fact, wider runs confirmed this view.

Table 5.2: Distribution of N1 instabilities over AllVoters.

Instability Frequency

0 7168
1
16 30464

2
16 11648

3
16 8704

4
16 3072

5
16 2816

6
16 1664

5.3.3.2 Sorting on Instability in N2

As explained in Section 5.3.2, we can use the instability of the N2 neighbourhood to
sort the points with equal N1 instability. Given that all 100 points we discovered with
the beam search share the same instability, viz., 6

16 , we computed the N2 instability
for all these points. The distribution over N2 instability values of our 100 points is
given in Table 5.3.

Table 5.3: Distribution of N2 instabilities for our 100 points max in N1.

Instability Frequency
71
136 59

74
136 41



44 Chapter 5 Instability of Classifiers on Categorical Data

Table 5.4: Distribution of N2 instabilities for all 1664 points max in N1.

Instability Frequency
66
136 128

69
136 128

70
136 256

71
136 768

72
136 256

74
136 128

Since we also computed all points with N1 instability 6
16 , we can also compute the

distribution of N2 instability values for these 1664 points. This distribution is given
in Table 5.4.

If we compare these two distributions, we see that we have been lucky. The 100
points with max N1 instability that we discovered with a beam search starting with
100 random points have an above expected N2 instability. In fact, 41 of them score in
the highest category. Clearly, this is only a coincidence.

5.3.3.3 Visualizing Instability

Knowing which points are instable for the classifier C is clearly useful information.
However, to get a feeling for what the instability actually means, one needs to inspect
CNk(x) of the instable point x. Unfortunately, as we already pointed out before,
Nk(x) gets very large quickly, and, thus, so will CNk(x). A long list of points
together with their classification does not provide that much new insight.

For this, we use our method of visualization by Mosaic plots as introduced in
Chapter 3. The main idea is that each (relational) table corresponds naturally to a
contingency table. Mosaic plots (Hartigan and Kleiner, 1981) are a way to visualize
contingency tables.

Rather than trying to visualize all of Nk(x), which would also yield incomprehen-
sibly large plots, we visualize parts of Nk(x). Note that Nk(x) contains components
(or, better, subtables) in which a set of k attributes cycles through all their possible
values, while all other attributes remain fixed. We visualize these components. The
full details are in Siebes and Subianto (2005), but we give two examples here.

Given that we investigated the N2 neighbourhoods, we will look at the changes for
two attributes2 while the others remain fixed. More in particular, we have a republican

2 Mosaic plots become more useful if we consider more attributes at the same time; but that is not the focus
of this research.
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water.project.cost.sharing / Class

ph
ys

ic
ia

n.
fe

e.
fr

ee
ze

no yes
no

ye
s

democrats republicans democrats republicans

Figure 5.1: Water projects and Physician fees.

who votes no on the issues "freezing physician fees", "sharing water project costs" and
"adoption of the budget". This republican has maximal instability both in N1 and N2.
What does this instability mean? We first look at the issues "freezing physician fees"
and "sharing water project costs" in Figure 5.1. Note that in our plots, dark rectangles
represent the class Republican whereas the light rectangles correspond to the class
Democrat. So, we see that "one" pictures a pretty stable sub-neighbourhood. Only if
he changes only his vote on "sharing water project costs" to yes, he will "become" a
democrat; all other changes for these attributes will keep him a republican.

In Figure 5.2 we see that if we consider the sub-neighbourhood generated by
the issues "sharing water project costs" and "adoption of the budget", the situation
is completely different. Any change for these issues will lead our republican to be
classified as a democrat. That is, this sub-neighbourhood is highly instable!

In this way, the Mosaic plots help us to get more insight in the regions of high
instability. While our republican has maximal instability in N2, there are still attribute
sets that span relatively stable sub-neighbourhoods, while other attribute sets span
very instable sub-neighbourhoods.
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Figure 5.2: Water projects and Budget adoption.

5.4 Charting Islands of Stability

If we want to get insight in the large parts where the classifier is more or less stable, we
need to find such large subsets of DR. If we would have an "A Priori" like property,
we could search for such Islands of Stability using a level wise search (Agrawal and
Srikant, 1994).

Indeed, there is an "A Priori" like property that holds for neighbourhoods with
instability zero. All the neighbourhoods that are enclosed by such a neighbourhood
also have instability zero. That is, we have the following lemma:

Lemma 5.3 (A Priori Like) Let x, y ∈ DR and 0 < i < k ≤ n then

instC(Nk(x)) = 0 ∧ y ∈ Nk−i(x)→ instC(Ni(y)) = 0

Proof Since instC(Nk(x)) = 0 we have for all z1, z2 ∈ Nk(x) that C(z1) = C(z2).
Moreover, we have that d(x, y) ≤ k − i and for all z ∈ Ni(y) we have d(y, z) ≤ i.
Since d(x, z) ≤ d(x, y) + d(y, z), we have for all z ∈ Ni(y) : d(x, z) ≤ k. That is
Ni(y) ⊂ Nk(x) and all these points get the same classification.

In fact, for neighbourhoods that have instability zero, the "A Priori" like property
also holds in reverse:
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Lemma 5.4 (A Priori in Reverse) Let x ∈ DR and 0 < k ≤ n then

[∀y ∈ DR with d(x, y) = l < k : instC(Nk−l(y)) = 0] → instC(Nk(x)) = 0

Proof The set of all neighbourhoods Nk−l(y) covers Nk(x). So, if the class is the
same for all of the elements of each Nk−l(y), the class of all elements of Nk(x) has
to be the same. That is, its instability has to be zero.

Note that the fact that the Nk−l(y) cover Nk(x) is crucial in the proof. For a set
of neighbourhoods that do not cover, the property does not necessarily hold. In fact,
we even have in the two class case:

Lemma 5.5 (Islands of Stability in Instable Neighbourhoods) Let x ∈ DR, 0 <
k ≤ n, and C = {C1, C2} then

instC(Nk(x)) = 1→
∀y ∈ DR for which d(x, y) = l < k ∧ ∀j < k − l : instC(Nj(y)) = 0

Proof instC(Nk(x)) = 1 → (∀y ∈ Nk(x) : y 6= x → C(y) 6= C(x)). Since there
are only two classes, all the elements of Nk(x) except x necessarily have the same
class.

Unfortunately, the "A Priori" like property is too weak to be of much use. For,
the requirement that the instability equals zero is strict. If instC(Nk(x)) > 0, it
can enclose a neighbourhood Ni(y) with an arbitrary high instability. The fact that
instC(Ni(y)) is high means at best that most other neighbourhoods have a very low
instability.

However, given that the number of elements in a neighbourhood grows quickly in
its radius k, we will still employ a level wise search as specified in Algorithm 2.

Note, we now assume that "Union Sort" sorts in an ascending order. That is, the
top m elements are now the elements with the lowest Ni instability.

So, this algorithm first determines a set of m elements with a low degree of
instability for their N1 neighbourhood, starting from a collection of random points.
Then, it uses these points to find a set of points with a low degree of instability of their
N2 neighbourhood; etc.

5.4.1 Experiments

Using a beam width of 50, we discovered 50 points with an N2 instability of only
2

136 . That is, only two points in their neighbourhood have a different class. A further
check shows that the 50 points all have an N1 instability of 0, so that the differently
classified points all have a distance 2 to "their" center.

Clearly, this is useful knowledge for the user of such a classifier. The more
and the larger such stable neighbourhoods exist, the more believable a classifier is;
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Algorithm 2 Islands of Stability; Beam width m, Max neighbourhood size k

Random Start := {m random points}
Current Points := {(x, instC(Nk(x))) | x ∈ Random Start}
for i = 1 to k do

continue := true
while continue do

Neighbours :=
⋃

x∈π1(Current Points) Ni(x)

Candidates := {(x, instC(Ni(x)) | x ∈ Neighbours}
Candidates := Union-Sort(Current Points, Candidates)
Top Candidates := top m points in Candidates
if Top Candidates 6= Current Points then

Current Points := Top Candidates
else

continue := false
end if

end while
end for
return Current Points

assuming its accuracy is OK, of course. Moreover, in business applications, these
neighbourhoods are (potential) clients one does not have to worry about. Either they
are rock-solid clients and they will not defect easily, or they are rock-solid non-clients
and nothing will change that.

Note that we already have computed the N1 instability for all points in AllVoters.
So, to check our results, we also compute the distribution of N2 instability values for
all elements of AllVoters that have N1 instability zero. This distribution is given in
Table 5.5.

Comparing our results with this table, we see that, again, we have been lucky: our
points have an N2 instability that is below expectation. True, we have not discovered
points with the minimal attainable N2 instability; but all our points fall in the second
lowest class.

5.5 Conclusions

In this chapter we have introduced the notion of (local) instability as well as algorithms
to discover both instable points and islands of stability. With experiments we have
illustrated the effectiveness of the algorithms. More importantly, we have used the
examples to argue that both discovered instable points and islands of instability give
insight in both the behaviour of the classifier and in the (potential) client base.

The motivation for this approach is that often it is useful to inspect what small
changes can turn a decision around. For example, for a client of a bank it is useful to
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Table 5.5: Distribution of N2 instabilities for all points with N1 instability zero.

Instability Frequency
1

136 256

2
136 256

3
136 1024

4
136 1024

5
136 2560

6
136 1792

7
136 256

know what changes would make him qualify for a loan. The motivation for the concept
of instability is that it provides useful insight. As stated above, we used examples to
illustrate the value of this insight.

The algorithms we use to find instable points and islands of stability are heuristic.
There is no guarantee that they will find all the best results. The properties of
instability we proved in this chapter indicate that there is little hope for deterministic
“guaranteed” algorithms. However, there might be search strategies that perform
better than a simple beam search. The fact that there may be attributes that are
irrelevant to the classification of a given (set of) point(s) indicates that evolutionary
strategies might be a good option. This is one of our directions of further research.
Another area we wish to explore is that of large scale case studies.





Chapter 6

Understanding Discrete Classifiers

6.1 Introduction

The main problem studied in this thesis is: what makes a model understandable? This
is clearly a less objective issue than, e.g., accuracy. To some extend, understandability
is in the eye of the beholder. On the other hand, however, no-one will contest that a
small(!) classification tree is easier to understand than, say, a random forest.

A classification tree is easier to understand for at least two reasons. Firstly, because
it provides direct insight into why a certain example is classified as it is. That is, it
provides insight at a local level. Secondly, if tests on attribute A occur on all paths
from the root to the leaves, while a test on attribute B occurs on only two such paths,
A is clearly far more important for the classification of data points than B . In other
words, trees also give direct insight on the global level.

In this chapter, we propose two concepts that provide this local and global insight
for any classifier that is defined on discrete data. Explanations provide the local
insight, while attribute weights provide the global insight. Both are computed from
the classes the classifier assigns to data points. That is, no inspection of the syntactic
form of the classifier is involved.

Explanations are based on the observation that while not the sole ingredient,
understanding why a classifier classifies an example as it does, is an important step
towards understanding that classifier. For example, if a credit scoring model classifies
one potential client as a bad risk, while a second one is deemed a good risk, we trust
the model if its "reason" for the first score is a series of defaulted loans, while its
"reason" for the second score is a well-payed job and outstanding citizenship.

Being the "reason" means that if the potential client would not have had a series
of defaulted loans, the bank would have been willing to give him a loan. More in
general, we define the notion of an explanation of a classification of a given data point
as a minimal set of attributes, such that there exists a change of values for the attributes
in that set would change the assigned class.
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While explanations suffice to explain their classification to potential customers,
they are not sufficient to explain the classifier to a domain expert. She will want to
know how important each of the attributes is in deciding the class of an arbitrary
input. That is, she needs a global measure, like the number of paths in a classification
tree that test on attribute A.

In this chapter we introduce attribute weight as a global measure of the importance
of an attribute for a given classifier. The weight of attribute A is roughly defined as
the probability that A is, part of, a simple explanation of the classification of a random
data point. In other words, we gain global insight in a classifier by aggregating local
insight (i.e., explanations) over the domain of the classifier. The higher the weight of
attribute A, the more often A is involved in an explanation, the more important A is
for the classifier.

Attribute weights compute something different from traditional feature selection
measures such as mutual information. Comparing the rankings the two give rise to,
however, gives deeper insight, and possibly confidence, in the classifier. If standard
feature selection measures point to "past performance" as an important indicator for
whether or not the potential client will default the loan but "past performance" gets
a low weight for C, our confidence in the model will be far lower than when the two
measures agree.

6.2 Preliminaries

As mentioned in the introduction, both explanations and attribute weights defined the
techniques we introduce in this chapter do not depend on the type of classifier that is
induced, nor do they depend directly on the data.

In Chapter 3 we introduce a distance measure for discrete domains. Next, based
on this distance measure, neighbourhoods are defined in the usual way. Subsequently,
they define the instability of a classifier C in a neighbourhood.

In Chapter 5 we illustrated that this notion of instability provides insight in the
behaviour of a classifier. In this chapter we use it to define our attribute weights.

6.3 Explanations

6.3.1 The Definition

We want to gain insight in the behaviour of a classifier by determining the role of
the attributes in that classifier. But, what do we mean by the role of an attribute in a
classifier?

Let x be a, prospective, client of a bank who is classified as a bad risk for a loan.
By law, but also out of courtesy, the bank should be able to explain why the requested
loan is refused. A series of defaulted loans in the past could be such an explanation.



6.3 Explanations 53

This explanation means that if x would not have defaulted on these loans, then he
would have been classified as credit-worthy.

In other words, an explanation of the classification of x is given by changes to
its attribute values that would cause C(x) to change. To make this more precise, we
introduce the notion of a restricted neighbourhood, a variant of the neigbourhood as
defined in Chapter 5, and its instability:

Definition 6.1 Let J ⊆ R and x, y ∈ DR.

• y is an element of the J-restricted neighbourhood of x, denoted by NJ(x), iff:

– y ∈ N|J|(x)

– ∀Ai ∈ R \ J : πAi
(x) = πAi

(y)

• The instability in a restricted neighbourhood is given by

instC(NJ (x)) =
|{y ∈ NJ (x) : C(y) 6= C(x)}|

|NJ(x)| − 1

The discussion above implies that a set of attributes J ⊆ R provides an
explanation for C(x) if for x there exists a set of values for the attributes in J , such that
if x would have those values, its classification would be different. Phrased in terms of
instability, this becomes our definition of an explanation:

Definition 6.2 Let J ⊆ R and x ∈ DR. J is an explanation of C(x) iff

• instC(NJ(x)) > 0

• ∀J ′ & J : instC(NJ′

(x)) = 0

The set of explanations of C(x) is denoted by ExplC(x).

Note that the second requirement simply means that we want to have our
explanations to be as simple as possible. Furthermore, note that each classification
will have at least one explanation as long as C is not constant. If C assigns the same
class to each x ∈ DR, no explanation exists because alternative classifications are
not possible. On the other hand, one could say that this observation itself is a good
explanation of a constant classifier.

6.3.2 Explainer

Because an explanation can never have another explanation as a proper subset, a
simple level-wise search algorithm suffices to compute all possible explanations of
C(x). This algorithm, called EXPLAINER, is listed as Algorithm 3. First we check
whether or not any of the attributes Ai ∈ R are an explanation. If all the attributes in
R are Explanations, no other Explanations can exist and we are done.
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Algorithm 3 EXPLAINER

ExplC(x) := ∅
for A ∈ R do

if instC(N{A}(x)) > 0 then
ExplC(x) := ExplC(x) ∪ {A}

end if
end for
if ExplC(x) = R then

continue := false
else

continue := true; k := 2; Cand := Pk(R);
end if
while continue and k ≤ |R| do

for C ∈ Cand do
if ∃E ∈ ExplC(x) : E ⊆ C then

Cand := Cand \ C
end if

end for
if Cand = ∅ then

continue := false
else

for C ∈ Cand do
if instC(NC(x)) > 0 then

ExplC(x) := ExplC(x) ∪ C
end if

end for
end if
k := k + 1

end while
return ExplC(x)

If all Explanations of size k − 1 have been computed, we compute those of size
k as follows. Firstly, all possible subsets of R having exactly k elements are possible
Explanations. This set is denoted by Pk(R). Since Explanations do not have other
Explanations as subset, we next filter those candidates that do have such a subset.

Finally, we check which of the remaining candidates is an Explanation, by
computing their instability. The algorithm halts either if all subsets of R have been
considered or whenever there is a level k for which no candidates remain after filtering.
If this occurs, no other Explanations exist.

Note that first generating Pk(R) and then filtering out those candidates that have
an already discovered Explanation as a subset is not the most efficient way to generate
those candidates whose Instability has to be checked. However, for the purposes of
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this chapter this does not matter.
In practical situations, computing all Explanations is usually an overkill. Potential

clients might be willing and able to change one or two properties to secure a loan,
changing more than half seems not very realistic. So, in practice, one would halt
EXPLAINER after each level k, if at that level there is an Explanation that satisfies the
potential client, one is done.

6.3.3 Example

To further illustrate Explanations, we computed a classifier on the well-known "1984
United States Congressional Voting Records Database" from the UCI repository of
machine learning databases (Hettich et al., 1998). We used Adaboost.M1 (Freund and
Schapire, 1997), with a maximal tree depth of 2 for 10 iterations, and with the political
party as class label.

As a first example, consider the, hypothetical, congressman who voted yes on
all issues. Our model classifies this congressman as a Republican. For the sake of
argument, assume that this all yes voter is considering to change party, what changes
in his voting behaviour would make him fit in with the Democrats?.

If we run EXPLAINER for level 1 only, we find that each of the physician fee freeze,
the anti-satellite test ban, immigration, education spending, and export administration
act south africa are each individually an Explanation. Thus if our all yes voter is
willing to change his vote on any of these issues into a no, he would be classified as a
Democrat.

As the next example, consider the, again hypothetical, congressman who voted no
on all issues. Our model classifies this all no voter as Democrat. Again for the sake of
the argument, assume that this congressman is also considering to change party.

Running EXPLAINER for level 1 only, we find only one Explanation, viz., the
physician fee freeze. Assume that this congressman is not willing to change his views
on this point, e.g., because his brother in law is an MD. Continuing to run EXPLAINER

on levels 2 and 3, we find no other Explanations. Only on level 4 we find two new
ones, viz.,

• {handicapped infants, immigration, superfund right to sue, export administra-
tion act south africa} and

• {handicapped infants, immigration, crime, export administration act south
africa}.

So, because of his strong feelings on the physician fee freeze our consistent no
voter will have to change his opinions on at least four other issues to fit into the
Republican Party.
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6.4 Attribute Weight

In the previous section we introduced Explanations and illustrated how such Explana-
tions can be used to explain the classification of a given data point. While this is useful
to understand the local behaviour of the classifier, it does not provide much insight in
the global behaviour of that classifier.

A standard way in mathematics to go from the local level to the global level is by
aggregating over the complete domain, often by summing or integrating. Hence, as
already stated in the introduction, we aim to get global insight in C by aggregating our
local insight in C(x) over DR.

The straight forward way to do this would be by computing how often an attribute
A is used in local Explanations. This measure, however would be highly misleading,
for the simple reason that their might be many more large explanations than small
ones.

Consider, e.g., again our consistent no voter from the example above. On the
one hand, physician fee freeze is it self an Explanation and, thus, will figure in one
Explanation only. On the other hand, immigration is involved in two Explanations;
both of size four, however.

The straight forward approach would give immigration a higher weight in the
aggregation than physician fee freeze. This is clearly not desirable. To solve this
problem, we only consider the simplest Explanations in our aggregation process. To
achieve this, we first introduce a, local, ranking of the attributes.

6.4.1 Ranking Attributes

In the previous section we have seen that, except in pathalogical cases, explanations
will exist. Moreover, C(x) may have more than one explanation. These explanations
give insight in the role an attribute plays in the classification of x.

On the one hand, a given attribute A does not have to be part of any explanation
of C(x). This means that the value x has for A is not very important for C(x). If
we propose to change the values of a set of attributes J , with A ∈ J to achieve the
alternative classification for x, we might as well propose a change to the values of
J \ {A} of x to achieve this effect.

On the other hand, another attribute B can very well be an element in two different
explanations E1 and E2 of C(x). The fact that E1∩E2 6= ∅ does not imply that E1∩E2

is an explanation of C(x). In fact, it can’t be, because otherwise both E1 and E2 would
not be explanations.

Let Jx(B) be a smallest, in number of elements, explanation of C(x). The smaller
|Jx(B)|, the smaller the number of changes to the values x, including the value of B,
that are necessary to change the classification of x. Since small explanations are easier
to understand than large ones, we have a natural ranking:
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Definition 6.3 Let x ∈ DR and A ∈ R, the ranking function is defined by:

RankC(A, x) =

{
|Jx(A)| if Jx(A) is defined

|R| otherwise

The smaller RankC(A, x), the more important A is for the classification of x.
For our consistent yes voter, we have that physician fee freeze and immigration

both get rank 1. For our all no voter, the rank of physician fee freeze is again 1, but
the rank of immigration is now 4.

6.4.2 Attribute Weights

The example in the previous subsection clearly shows that attribute ranking by RankC
is a purely local phenomenon. In fact, it is very well possible for two attributes
A and B and x, y ∈ DR that RankC(A, x) < RankC(B, x) while RankC(A, y) >
RankC(B, y). The Rank function only provides insight in the local behaviour of the
classifier.

To get insight in the global behaviour, the Rank function has to be aggregated over
complete domain of the classifier, i.e, DR. We do this via the lowest ranked attributes
for the elements of DR:

Definition 6.4 For x ∈ DR, its importance set, denoted by ISC(x) is defined by:

ISC(x) = {A ∈ R | ∀B ∈ R : RankC(A, x) ≤ RankC(B, x)}

Hence, the importance set of our all yes voter for our model is {physician fee
freeze, anti-satellite test ban, immigration, education spending, export administration
act south africa}. While for the all no voter it is {physician fee freeze}.

The global measure of the role of an attribute A in the classifier is now defined as
the probability that A is a member of the importance set of a random x ∈ DR:

Definition 6.5 For an attribute A ∈ R, its attribute weight, denoted by AWC(A), is
defined by:

AWC(A) = P (A ∈ ISC(x))

in which x is a random element from DR.

Clearly, computing AWC(A) is infeasible for all but the smallest domains DR;
see the next subsection. But even if we find a way around considering all of DR,
computing ISC(x) for a single point can be already very costly.

For, let x be a rather stable point of C. That is, the smallest restricted
neighbourhood on which x has a nonzero instability is N{Ai1

,...,Aik
}(x) for a rather

large value of k. The size of such a neighbourhood, |N{Ai1
,...,Aik

}(x)|, grows quickly
in k. Which in turn means that computing the instability of x on such a neighbourhood
is time-consuming. Whatever way ISC(x) is computed, computing the instability of
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x on N{Ai1
,...,Aik

}(x) has to be part of it. In other words, computing ISC(x) for a
single point can be already very costly.

Therefore, we also define a simpler, but less robust, measure that simply checks
how often a single attribute A is an explanation. That is, how often {A} ∈ ExplC(x):

Definition 6.6 For an attribute A ∈ R, its simple weight, denoted by SWC(A), is
defined by:

SWC(A) = P ({A} ∈ ExpC(x))

in which x is a random element from DR.

Note that if {A} ∈ ExpC(x), then A ∈ ISC(x). So, the measures treat x ∈ DR

for which instC(N1(x)) > 0 the same way. They differ in how they account x for
which instC(N1(x)) = 0, AWC takes them into account, while SWC doesn’t. Phrased
differently, AWC(A) takes the interactions of A into account, while SWC does not.
In that sense, SWC(A) can be seen as a first order approximation of AWC(A). In the
case study, we only use SWC .

6.4.3 Estimating Weights

Computing both AWC(A) and SWC(A) is straight forward, but for all of the smallest
DR far too time-consuming, as already noticed in the previous subsection. Hence, like
often in data analysis, we will estimate these values using a random sample X ⊆ DR.
Following the tradition of statistics, we will denote these estimated values by ÂWC(A)

and ŜWC(A).
For our model of the "1984 United States Congressional Voting Records",

ŜWC(A) is listed in Table 6.1. The estimates were computed on a sample of size 100.
So, for example, A15 is crime, which appears not to be a very important attribute. The
attribute that does stand out from the rest is A5, which is physician fee freeze, with
ŜWC(A5) = 0.84. Since we have already seen that this attribute is an Explanation for
both the all yes voter and the all no voter, this relative importance does not come as a
surprise.

6.4.4 Weights and Feature Selection

Ranking attributes for classification purposes is a well-known topic in feature selection
(Guyon and Elisseeff, 2003). Our approach, however, is to gain insight in the
behaviour of a classifier in practice. This causes three important differences between
our attribute weights and rankings for feature selection for classification.

Firstly, feature selection is either performed before the model is induced or it is
an integral part of the induction process (as for, e.g., classification trees). Attribute
weights, in contrast, are computed a posteriori. The classifier has already been
computed.
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Table 6.1: The distribution of ŜWC on the votes database.

Attributes ŜWC(Ai)

1 class -

2 handicapped-infants 0.00

3 water-project-cost-sharing 0.10

4 adoption-of-the-budget-resolution 0.12

5 physician-fee-freeze 0.84

6 el-salvador-aid 0.10

7 religious-groups-in-schools 0.00

8 anti-satellite-test-ban 0.10

9 aid-to-nicaraguan-contras 0.00

10 mx-missile 0.00

11 immigration 0.09

12 synfuels-corporation-cutback 0.11

13 education-spending 0.07

14 superfund-right-to-sue 0.00

15 crime 0.00

16 duty-free-exports 0.14

17 export-administration-act-south-africa 0.00

Secondly, feature selection ranks on the estimated usefulness the attribute will
have to improve classification accuracy. Attribute weights have no direct relation with
accuracy. Rather, they estimate how often an attribute is decisive in the classification
of a random data point.

Thirdly, feature selection is performed on the training database, while attribute
weights are computed using the complete domain of the classifier.

Given these differences, there is no a priori reason to assume that the two different
ways to rank attributes will lead to similar rankings. Still, it is extremely useful to
compare the two rankings, informally by eye-balling or formally using, e.g., Kendall’s
τ .

If the two rankings are similar, it heightens our confidence in the given classifier.
The decisive attributes are those with a high correlation with the class label.

There are, at least, two reasons why the two rankings might be not very similar.
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Firstly, because the induction algorithm that has been used simply chooses the
"wrong" attributes. That is, more accurate models may be possible. This can be tested
by applying other induction algorithms.

Secondly, since our attribute weights consider the classifier on its complete
domain, it may apply the classifier outside its "intended" domain. That is, we take
points in the domain into account that were not represented in any sense in the training
database.

If the training database is a representative sample for the population, this means
that the domain is too big. It contains data points that with a very high probability do
not represent a member of the population. There are at least two ways to solve this
problem. Either one restricts the domain using constraints. Or, one makes a density
model of the training database and only admits data points that have a reasonable
probability of being generated by that density model. Both methods effectively shrink
the domain and the attribute weight analysis can be redone on this restricted domain.

But, what if the training database is not representative for the population? While
the standard assumption is that it is representative, it often happens in practice that this
assumption is violated. In the case study we present in the next chapter, the reason for
the violation is the difficulty of discovering small genes.

For those cases, our method is very useful. Firstly, if an Explanation of the
classification of a data point uses only attributes that are considered important by both
attribute weights and by feature selection criteria, one can have reasonable confidence
in both the prediction and in its Explanation.

Secondly, the difference between attribute weight ranking and feature selection
ranking may give deep insight in the prediction problem. The case study in the next
section is an example of this. But before we discuss this case study, we first illustrate
the comparison between attribute weight ranking and mutual information ranking for
our running example.

The mutual information of the "1984 United States Congressional Voting Records
Database" is presented in Table 6.2. The upper line denotes, again, the number of the
attribute in the original data set, while the second line denotes the mutual information
between that attribute and the class label.

Clearly, like for attribute weights, physician fee freeze is ranked as most important
by mutual information. There are, however, quite some attributes were the two ranking
methods differ. Most notably, attributes 9 (= aid to nicaraguan contras), 10 (= mx
missile), 14 (= superfund right to sue), and 15 (= crime) are relatively highly ranked
by mutual information, while their attribute weight is 0 (see Table 6.1).

The reason is simple, the complete domain is far too large for the population. In
fact, the data set contains the voting records for that year for all congressman. That is,
it is the whole population.

The difference between the two rankings, however, does point out that in the
unlikely case one would like to use this predictive model in practice, one has to be
careful. If the new data point is far removed, say in edit distance, from the voting
records in the database, the prediction should be taken with a grain of salt.
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Table 6.2: The distribution of the mutual information (MI) between the attributes and
the class label on the votes database.

Attributes MI

1 class -

2 handicapped-infants 0.1279

3 water-project-cost-sharing 0.0000

4 adoption-of-the-budget-resolution 0.4435

5 physician-fee-freeze 0.7581

6 el-salvador-aid 0.4333

7 religious-groups-in-schools 0.1473

8 anti-satellite-test-ban 0.2041

9 aid-to-nicaraguan-contras 0.3391

10 mx-missile 0.3148

11 immigration 0.0051

12 synfuels-corporation-cutback 0.1124

13 education-spending 0.4027

14 superfund-right-to-sue 0.2417

15 crime 0.3488

16 duty-free-exports 0.2352

17 export-administration-act-south-africa 0.0932

6.5 Conclusions

In this chapter we introduce two new tools to understand classifiers on discrete data.
Firstly Explanations, these provide insight into way a data point is classified as it is.
For example, if a loan applicant is rejected, an explanation tells him what changed
would make him qualify for the loan.

Where Explanations provide insight in the classifier on a local level, attribute
weights do so at the global level. They measure how decisive an attribute is for
the classifier. For example, if credit history has a high weight for a credit scoring
algorithm, this means that credit history will often figure in Explanations.

Attribute weights are different from, but related to, feature selection measures such
as mutual information. Comparing attribute weights and feature selection measures
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provides again more insight in the classifier. If the two agree, we can have greater
confidence in the predictions of our classifier. If they disagree, the insight is more
subtle. This might simply mean that better classifiers can be induced from the current
data set. It could, however, also provide insight in what is needed for better classifiers.



Chapter 7

Case Study

While the "1984 United States Congressional Voting Records Database" is a nice data
set to illustrate our ideas, it is hardly a convincing example that these ideas have any
practical bearing. In this chapter we present a case study on the prediction of small
genes in DNA. The reason for choosing this example is twofold. Firstly, it was the
analysis of this data set that gave rise to the ideas presented in this chapter. Secondly,
it presents a real and challenging problem for which our methods do provide deeper
insight.

7.1 Small Genes

Once a genome has been sequenced, discovering the genes in that genome is one of
the first annotation problems that has to be solved. Gene prediction or computational
gene recognition is a widespread approach for this problem. Based on sophisticated
statistical models, modern tools such as GLIMMER (Salzberg et al., 1998) reach 98−
99% accuracy.

There is still one difficult area, though, and that is the prediction of small genes.
This are genes that are less then 100 codons long. One of the reasons why this
is computationally difficult is that the probability that a random DNA string of this
size contains a stop codon is over 5%. In other words, the probability of predicting,
wrongly(!), that a random string contains a small gene becomes unreasonably large;
see Benita (2006) for more details.

In Benita (2006) combines various sources in order to boost the accuracy of the
prediction of small genes in humans. We used a subset of these sources, as a case
study for the attribute weights defined in the previous section. The subset consists of
those sources that are either discrete or easily discretized.
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7.2 The Data

The attributes of the data are as follows (see Benita (2006) for more details):

• genscan: a hidden markov model (HMM) based gene prediction program.

• TwinScan: gene prediction program, based on HMM plus human-mouse
alignments.

• sgpGene: a gene prediction program, that uses signals in DNA, protein
allignments and HMMs.

• PhastCons: a HMM that scores every nucleotide in the human genome for
conservation. Uses only mamallian. sequences.

• NS nrEST: nucleotide matches non-spliced human EST sequence.

• nrEST: number of spliced human ESTs matching this nucleotide.

• cBlastX: number of matching blast hits in this position when compared to the
NCBI non-redundant database.

• nrProt: nucleotide matches protein alignment.

The first three attributes are the output of (small) gene predictors. They are turned
into attributes in the obvious way: the value yes if a (small) gene is predicted, the
value no otherwise. The other five attributes compute a number, these numbers have
been discretized by Benita (2006). The attributes used in our case study have these
discretized values.

The prior probability of being a small gene is far less than 0.001%. Since
inducing models from such very unbalanced data sets is notoriously difficult, we used
resampling. More in particular, we used a set of 114054 examples, of which 34178
are positives (i.e., small genes) and 79876 are negatives.

7.3 The Classifiers

For our experiments, we used four well-known classifiers: Adaboost.M1 (Freund
and Schapire, 1997), Logistic Regression (Hastie et al., 2001), Random Forests
(Breiman, 2001), and SVM’s (Vapnik, 1998). All implementations are in R software
package (R Development Core Team, 2006), logistic regression is in the standard
package R, glm() function as part of stats package, for Adaboost we used our own
implementation, for Random Forrests we used randomForest package (Liaw and
Wiener, 2002), and for SVMs we used kernlab package (Karatzoglou et al., 2006).

The settings we used were as follows. For Adaboost we used 10 iterations with
a maximal tree depth of 15. For logistic regression we used the cut-off 0.5 to decide
whether something was a small gene or not. For Random Forests, we used 100 trees,
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for each split in these trees, 3 attributes were chosen at random. Finally, for the SVM
we used the Laplace RBF-kernel with cost C = 5.

For the sake of completeness, we provide the accuracy and area under the curve
numbers for these classifiers on the small gene data set in Table 7.1. Note that these
numbers are computed on the up-sampled database. Given the scarcity of small genes
in reality, these numbers are an over-estimate on how well our models would behave
in practice. The design of a good small-gene predictor is, however, not the goal of this
chapter.

Table 7.1: The accuracy and area under the receiver-operating characteristic curve
(AUC) of the classifiers on the small-gene data set.

Model Accuracy (%) AUC

AdaBoost.M1 88.4 0.946

SVM 88.5 0.907

Random Forests 86.5 0.874

Logistic Regression 82.0 0.847

7.4 Explanations

To gain insight in the local behaviour of the Adaboost.M1 model M , we sampled 5
random data points from the small gene domain. Each of these points is classified
by M as being not a small gene. Moreover, each of these classifications has small
Explanations:

• One of the five data points had {nrEst} as single one-attribute Explanation.

• Two of the five data points had {cBlastX} as single one-attribute Explanation.

• Two of the five data points had both {nrEst} and {cBlastX} as one-attribute
Explanations.

One known small gene taken from the training data set M showed very similar
behaviour. M classified this data point correctly as a small gene. EXPLAINER

computed two one-attribute Explanations for this. Again they were {nrEst} and
{cBlastX}.

The first thing we observe is that there seems to be a high probability of having
small Explanations. All six data points have at least one single-attribute Explanation.
Paraphrasing one could say that there is a thin line between small genes and the rest.
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The second observation is that two attributes are responsible for all one-attribute
Explanations, viz., {nrEst} and {cBlastX}. Both these attributes are based on matches
in databases. While a sample of six data points is, far, too small to draw any
conclusions, it is remarkable.

7.5 Attribute Weights

To further investigate the role the attributes have in the classifiers, we compute
ŜWC(A) for all classifiers. For this, we draw a sample S of 1000 points from the small

gene domain. In Table 7.2, the distribution of ŜWC is shown for the various classifiers
and for the various attributes. The absolute values of ŜWC differ dramatically from
one classifier to the next. However, these absolute values are not that meaningful.
The ranking of the attributes is far more telling. To make this analysis of the Table 7.2
easier, we have high-lighted the three highest values of ŜWC for each of the classifiers.

The first thing we observe is that the attribute weight numbers for Adaboost.M1
verify our earlier observations. cBlastX and nrEst are the most important attributes
for this classifier, with nrProt in third place.

The second observation is that the fact that these attributes are important is
also verified by the other classifiers. There is a remarkable agreement between the
classifiers on what the important attributes are. cBlastX gets four votes, nrProt three,
and nrEst two. The interesting thing is that all three predict a small gene because of
matches in databases.

The third observation is that the HMM based predictors do far less good. GenScan
and TwinSCan always end at the bottom, while sgpGene and PhastCons get one vote
each, albeit from the models with the lowest accuracy. The fact that database matching
outperforms HMM based methods in small gene prediction is consistent with the
experience of biologists. It is difficult to pick out small genes purely on statistics,
because of the relatively high error caused by "random" strings.

As an aside, note that the adding knowledge makes the HMM based models
perform better. All classifiers weight TwinScan over GenScan and sgpGene over
TwinScan. This is consistent with the experience of many data analysists: adding
knowledge improves predictions.

Clearly, the value of ŜWC is influenced the most by those data points in x ∈ S
with the highest value for instC(N1(x)). Simply because a high value for this measure
means that many small changes will lead to a different class. To check this effect, we
re-did the experiment using for each classifier the roughly 225 x ∈ S with the lowest
instC(N1(x)) > 0 for that classifier. The results are in Table 7.3.

Clearly, the results are consistent with our earlier observations. Most weights are
smaller (as they should be for more stable points), but again database matching is
preferred over HMM-type models. From these results, one would suggest to focus on
database matching and forget about HMMs for small gene prediction. But, is that a
correct conclusion?
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7.6 Mutual Information

Before any firm conclusions can be drawn from the analysis of the classifiers using
attribute weights, these rankings should be compared with the mutual information
between the attributes and the class label. These numbers are given in Table 7.4. The
first thing one sees from this table is that the numbers are very low. There is not very
much mutual information between the various attributes and the class label. In fact,
most of them are so close to zero that one could say that the class label and these
attributes are independent. It is no wonder that it is a difficult problem to predict were
small genes are. There is hardly any predictive information!

Only nrEST seems to share some significant amount of information with the
class label. What does this say about our classifiers? Both Logistics Regression
and Adaboost.M1 computed models that attach a significant weight to nrEST. Given
that the area under the receiver-operating characteristic curve is almost 0.1 higher
for Adaboost.M1 than it is for Logistic Regression, the Adaboost.M1 model seems
to be the best choice. Phrased differently, we would have the most confidence in
Adaboost.M1’s predictions.

Before we continue our analysis, note that the set of known small genes is probably
not representative for the set of all small genes. As mentioned before, detecting small
genes is a hard problem, not only computationally but also in the wet lab. In other
words, the small genes that are known now are very much the low hanging fruit; they
are relatively easy to discover. It is thus very well possible that the small genes that
are currently not known have different characteristics from those currently known.

Moreover, all but one of the attributes share preciously little information with the
class label. In other words, we have bad predictors and very possible a biased sample.
Can we still get some insight in how to get better predictive models?

For this, we return to the four models. recall that all of them weight those attributes
that are derived from database matches consistently higher than those that are based on
HMMs. That is, the weight is on simple database matches over sophisticated statistical
models.

This suggests that the best way forward is to focus on defining new attributes
that are based on simple database matches rather than developing new statistical
models. Our colleagues from the Pharmaceutical Sciences department agree with this
observation, and its is the direction they currently pursue.

Note added advantage of choosing this direction is that such database matches
based attributes usually encode biological domain knowledge. For example, conser-
vation of functional parts plays a role in all matching based attributes. That it should
play a part is plausible from the biological point of view: loose function and you
will not survive. Discovering how conservation should be taken into account, will,
thus, not only lead to better predictors for small genes, but also to new biological
knowledge.
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7.7 Discussion

Predicting small genes is very much an open problem in biology. It is a hard problem,
both computationally and in the lab. This case study does not provide the final answer.
It does, however, provide insight into the direction this final answer will be found.

By analyzing models induced from the data, we compared two different direc-
tions. The first constructs different statistical models and combines these into a
final classifier by considering each of these models as an attribute. The second
constructs attributes by combining biological knowledge with biological facts stored
in databases.

Neither of the two produces attributes that have a high correlation with the goal: is
this a small gene or not? Consequently, classifiers induced from such data have rather
unimpressive performance.

Still, four different types of classifiers consistently weigh the second type of
attributes over the first. We interpret this fact as a hint that the final solution for
the prediction of small genes will rely on such type two attributes. Note that it would
have been hard to get this insight without our tools. While the important attributes can
easily be seen by eye-balling classification trees, this is simply not possible for, e.g.,
SVMs or Random Forests.

The biologists agree with the direction we propose. Whether we are right or not,
will only become clear when good predictors for small genes have been discovered.

7.8 Instability Classification

In this section, we will give details on the experiments and the corresponding results
we obtained computing instabilities of the Adaboost induced classifier on the small
genes data set.

We generated two data sets, with 100 and 1000 data points respectively. In the
first data set, 24% is classified positive, while in the second it is 19%. Positive means
that these random data points are classified as a small gene. See Table 7.5 for the
exact distribution summarizes our classifier on sample sizes of 100 and 1000 data
points respectively. We observed that approximately 25% of coding nucleotides are
classified as a small gene (positive)

As a first experiment, we computed the N1 instability for these two data sets; the
detailed results are given in Table 7.6. In both data sets, roughly 82% of the points has
N1 instability bigger than zero, i.e., their classification is unstable.

From Table 7.6, we see that the positively classified points have a higher instability
than the negatively classified points. Moreover, the points with the higher instabilties
are all classified positive; the maxima are 25

43 and 37
43 , respectively.

To further investigate this, we used Instability Hunter, see Chapter 5, to find
maximally unstable points. Using a beamwidth of 1000 starting from 1000 random
points, we found: 959 points with an N1 instability of 40

43 ≈ 0.9302, 40 points with
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Table 7.5: Distribution of the classification the of the 100 and 1000 sample size sets

Coding 100 1000

Negative 76 813

Positive 24 187

instability 41
43 ≈ 0.9534, and 1 point with instability 42

43 ≈ 0.9767. All these very
highly instable points are calssified as positive.

The first conclusion one can draw from these experiments is that positive
classifications should be trusted less than negative ones. This observation is inline
with the fact that predicting small genes is a well-known hard problem.

Table 7.6: The distribution of N1 instabilities for 100 and 1000 sample
points

Instability

100 1000

Frequency
Total

Frequency
Total

Negative Positive Negative Positive

0 19 0 19 165 0 165
1
43 10 0 10 124 0 124

2
43 8 0 8 89 0 89

3
43 9 0 9 84 0 84

4
43 2 0 2 52 0 52
5
43 10 0 10 103 1 104

6
43 2 1 3 46 3 49

7
43 9 0 9 35 4 39

8
43 0 2 2 29 1 30

9
43 4 2 6 28 3 31
10
43 - - - 11 13 24

11
43 0 2 2 20 13 33

12
43 2 1 3 5 22 27

continued on next page ...
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Table 7.6 – continued from previous page

Instability

100 1000

Frequency
Total

Frequency
Total

Negative Positive Negative Positive
13
43 1 1 2 4 13 17

14
43 0 3 3 7 23 30

15
43 - - - 4 18 22

16
43 0 3 3 3 8 11
17
43 0 3 3 2 16 18

18
43 - - - 1 12 13

19
43 0 3 3 1 9 10

20
43 - - - 0 7 7

21
43 - - - 0 4 4

22
43 0 1 1 0 7 7

23
43 0 1 1 0 1 1
24
43 - - - 0 3 3

25
43 0 1 1 0 1 1

26
43 - - - 0 1 1

27
43 - - - 0 1 1

31
43 - - - 0 2 2
37
43 - - - 0 1 1

After inspecting the N1 instabilities, it is also instructive to look at the N2

instabilities. Our two maximal instable points from the 100 and 1000 data points
sample, have N2 instabilities of 669

804 and 703
804 respectively. In other words, these two

positively classified data points are in a sea of almost only negatively classified points;
see Table 7.7

For the data points in the two data sets with an N1 instability of 0, the picture
is completely different. All these negatively classified data points also have a low N2

instability, see Table 7.8. The N2 instability is mostly below 10% and often, far, lower.
These two observations corroborate our earlier findings: negative classifications

can be trusted more than positive ones.
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Table 7.7: N2 instabilities for the sample points with maximal N1 instability

Instability

100 1000

Frequency
Instability

Frequency
Instability

Negative Positive Negative Positive
25
43 0 1 669

804 - - -

37
43 - - - 0 1 703

804

Table 7.8: Nucleotides small genes distribution of N2 instabilities for
100 and 1000 sample points with instability zero in N1

Instability

100 1000

Frequency
Total

Frequency
Total

Negative Positive Negative Positive
2

804 - - - 4 0 4

4
804 - - - 2 0 2
5

804 1 0 1 - -

6
804 - - - 3 0 3

7
804 1 0 1 3 0 3

8
804 - - - 3 0 3

9
804 1 0 1 4 0 4
10
804 - - - 2 0 2

11
804 - - - 3 0 3

12
804 1 0 1 5 0 5

13
804 - - - 3 0 3

14
804 - - - 1 0 1

15
804 - - - 4 0 4

16
804 - - - 2 0 2

continued on next page ...



74 Chapter 7 Case Study

Table 7.8 – continued from previous page

Instability

100 1000

Frequency
Total

Frequency
Total

Negative Positive Negative Positive
17
804 - - - 5 0 5

18
804 - - - 2 0 2

20
804 1 0 1 3 0 3

21
804 - - - 2 0 2
22
804 - - - 2 0 2

23
804 - - - 6 0 6

24
804 - - - 2 0 2

25
804 - - - 4 0 4

26
804 1 0 1 4 0 4

27
804 1 0 1 2 0 2

28
804 - - - 4 0 4
29
804 2 0 2 4 0 4

30
804 1 0 1 7 0 7

31
804 1 0 1 6 0 6

32
804 1 0 1 3 0 3

33
804 - - - 4 0 4
34
804 1 0 1 2 0 2

35
804 - - - 4 0 4

36
804 - - - 5 0 5

37
804 - - - 9 0 9

38
804 - - - 4 0 4

39
804 - - - 6 0 6

40
804 1 0 1 1 0 1
41
804 - - - 2 0 2

continued on next page ...
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Table 7.8 – continued from previous page

Instability

100 1000

Frequency
Total

Frequency
Total

Negative Positive Negative Positive
42
804 - - - 2 0 2

43
804 - - - 4 0 4

44
804 - - - 3 0 3

45
804 - - - 1 0 1
46
804 1 0 1 5 0 5

47
804 - - - 1 0 1

48
804 - - - 3 0 3

50
804 1 0 1 - - -

51
804 - - - 2 0 2

52
804 - - - - - -

53
804 - - - 2 0 2
54
804 - - - 1 0 1

55
804 - - - 1 0 1

56
804 - - - 2 0 2

58
804 - - - 1 0 1

60
804 1 0 1 - - -
64
804 1 0 1 - - -

65
804 - - - 1 0 1

69
804 - - - 1 0 1

74
804 - - - 1 0 1

79
804 - - - 1 0 1

92
804 - - - 1 0 1

93
804 1 0 1 - - -
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7.9 Visualizing of Instability Classification

In the first part of this Chapter, we have seen that the attributes spgGene and nrEST
are important for the classsification of a nucleotide string as a small gene or not. In the
second part we have seen that the postive classifications are quite often unstable. In
fact, the highest instabilties were reache exclusively for positively classified strings.

As a final excercise, we combine these two findings by visualizing a spgGene/nrEST
neighbourhood. For this visualization we choose the string that has the highest N1 and
N2 instability; a string that is classified as a small gene.

This visualization is given in Figure 7.1. One sees that only the string itself is
classified as a small gene. Any changes to spgGene and/or nrEST will make the
classification negative. In other words, in this restricted neighbourhood, the instability
is as large as it can be.

7.10 Conclusions

In the conclusions of the first set of experiments, we already noticed that finding small
genes is a hard problem, both computationally and in the lab. The second set of
experiments highlight this once again, now based on instabilities.

For 100 and 1000 random strings, the ones that are classified as a small gene
tend to have higher N1 instabilities than those that are classified as not a small gene.
Searching for strings with very high N1 instabilities resulted in only strings that are
classified as a small gene. In other words, positive classifications should be trusted
less than negative classifications.

In Figure 7.1, the combined effect of the two different sets of experiments is
visualised. For this string, any changes to two of the important attributes, viz.,
spgGene and nrEST, change the classification from positive to negative.
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Chapter 8

Conclusions

In the Introduction, we stated that the comprehensibility requirement of data mining
doesn’t mean that the resulting models and patterns should be easy to understand.
Rather, for predictive models, the prediction should be explainable.

Explainability means firstly, that if, e.g., a credit scoring algorithm deems a
prospective client a bad risk, we should be able to explain why he or she is considered
a bad risk. For example, by giving reasons why he or she is classified as a bad risk,
such as unemployement.

For a data analyst, understanding a classifier entails more than just understanding
single classifications. While such local insight is useful for the data analyst, global
understanding is at least as important. An example of such global understanding
is knowing how important the value of a given attribute is to the classification of a
random data point.

Perhaps the most important contribution of this thesis is that local and global
insight in the behaviour of classifiers are deeply related. Global insight is gained
by aggregating local insight over the database. Much of the research in this thesis can
be summarised by the slogan:

Gaining global comprehensibility from local behaviour.

In more detail, the contributions of this thesis can be summarized as follows:

• Chapter 3 focusses on local insight in the behaviour of a classifier. we intro-
duced the neighbourhood and, more importantly, the classified neighbourhood
of a point. This classified neighbourhood of a point x is a table that lists the
class of all points that are very similar to x; they differ in only a few attribute
values.

Since classified neighbourhoods become large very quickly, we introduce
Mosaic plots as a means to view (parts of) classified neighbourhoods.
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• In Chapter 4, we use the well-known voting database to illustrate how classified
neighbourhoods and their visualization can be used to gain local insight in
the behaviour of a classifier. Since, neighbourhoods can be rather large, we
introduce the notions of irrelevant and stable attributes. Irrelevant attributes
play no role in the classification of any random data point. An attribute is stable
for a given data point x if the class of x does not depend on that attribute. In
other words, stability of an attribute is a local property.

• Chapter 5 is the first chapter in which we introduce a way to gain global insight
from local behaviour. First we introduce the notion of the instability of a
classifier in a given data point x. Roughly speaking, this is the fraction of points
in a neighbourhood of x that are assigned a class that differs from the class of
x.

Next we introduce two algorithms. The first searches for points in which
the classifier is maximally unstable. The second searches for points were the
classifier is very stable; so-called islands of stability. Both sets of points give
important insight. If the maximal unstability is high, one shouldn’t trust the
classifier too much in the vincinity of such points. For, a little noise might
already yield a different class. Islands of stability, on the other hand, are
neighbourhoods were the classifier can be.

The use of instability in understanding classifiers is, again, illustrated using the
votes database.

• In Chapter 6 we address both local and global insight. Firstly, we introduce
explanations. Such an explanation is a minimal set of changes to the attributes
of a point that changes the assigned clas. We give a simple, levelwise, search
algorithm that discovers such explanations.

Next, we aggregate explanations over the database to compute attribute weights.
Roughly speaking, the weight of an attribute is the probability that that attribute
is an explanation for a random data point. While computing the exact weight of
an attribute is prohibitively expensive, such weights can be approximated easily.

Note that attribute weights are different from, but related to, feature selection
measures such as mutual information. Comparing attribute weights and feature
selection measures provides again more insight in the classifier. If the two
agree, we can have greater confidence in the predictions of our classifier. If
they disagree, the insight is more subtle. This might simply mean that better
classifiers can be induced from the current data set. It could, however, also
provide insight in what is needed for better classifiers.

• Up until this point, all illustrations are based on the votes database. While
this yields easy to understand examples, it doesn’t show the usefulnes of our
techniques in practice. Therefore, Chapter 7 presents an extensive case study
for a real problem, based on a real data set, viz., the discovery of small genes.
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This case study not only illustrates how one can get insight in the behaviour
of classifiers, but also, and perhaps more importantly, yields insight in the
complexity of the biological problem.

We used four different type of classifiers and the attribute weights consistently
indicated that database matching outperforms HMM-type predictions for this
problem. A conclusion that is consistent with the experience of biologists.
In other words, the designers of small-gene predictors should explicitly use
(homologous) data matching in their classifier to achieve higher accuracy.

The case study also shows that attribute weight ranking discovers the important
attributes. This not only provides insight in the behaviour of a classifier, but
also provides insight on how to design classifiers with a higher accuracy.

A last issue which we want to address in these conclusions is the problem of
AdaBoost and SVM implementations. The experiments presented in this thesis were
performed in R on adonis.cs.uu.nl machine with Intel® Xeon™ 3.20GHz processors,
2 GB RAM, with linux CentOS platform. Although this machine is fast, the
experiments often took several hours, or sometimes even weeks for the small gene
data set.

However, this does not imply that AdaBoost and SVM should not be used. They
are very powerful techniques when used in the appropriate environment.





Appendix A

VisClass - Visualizing the

Classification of Categorical Data

in R

A.1 Introduction

The VisClass package provides functions for visualizing the classification of cate-
gorical data. We are packaging these functions into an R package. This appendix is
based on a paper by Siebes and Subianto (2005) where the basic ideas are described.

In this appendix, we argue that an exploration of the behaviour of the classifier in
the neighbourhood of the tuple constitutes such an explanation (see Chapter 4). For
continuous data, the neighbourhood of a tuple could be defined by, e.g., Euclidian
geometry. For discrete data, the focus of this appendix, the neighbourhood of a tuple
is also defined by a metric. For the classifier, we use Adaboost.M1 which has been
proposed by Freund and Schapire (1997) as a multiple prediction and aggregation
scheme for classification. For the visualization, we use Mosaic plots, proposed by
Hartigan and Kleiner (1981, 1984) and later Friendly (1992, 1994, 1997, 1999, 2001),
who has generalized them to multi-way tables and has applied them to visual inference
of independence. Another source for works of Mosaic plots is Hofmann (2000, 2003).
Meyer et al. (2003) considered visual inference of contingency tables using association
plots mainly for the case of two-way tables.

A.2 The Functions in VisClass

The basic functions in the VisClass package are adaboost.rpart,mosaicplot.
vcd and split.mosaic.unstable. These functions are described briefly below
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adaboost.rpart This function is an implementation of the AdaBoost.M1 algo-
rithm which is described in Freund and Schapire (1997). This function is used
to classify data with exactly two classes. In addition, the function is used by the
function predict.adaboost.rpart to predict the class.

mosaicplot.vcd This function makes a visualization of categorical data which is
in a contingency table. This function is actually part of the old vcd package that
is currently available in the R project archive, ftp://cran.r-project.
org/pub/R/. The modifications are required for the vector of split directions
(vertical and horizontal) for each level of the mosaic category labels. It is worth
to note that the new vcd package, which is currently available from CRAN,
http://cran.r-project.org/, is written from grid graphics (grid
package). The internal look is completely different, and the implementation
provides not only mosaic plots but also association and sieve plots within
the same framework. There is an enhanced version of mosaicplot called
mosaic in the vcd package. In other words, mosaicplot is a function in the
graphics package and mosaic is a function in the vcd package.

split.mosaic.unstable This function is used for the visualization of catego-
rical data. It links to mosaic.unstable and mosaicplot.vcd.

Some functions in the VisClass package require some packages which are available
from http://cran.r-project.org/, such as rpart (Therneau and Atkin-
son, 2005), gtools (Warnes, 2005), colorspace (Ihaka, 2005) and RColorBrewer
(Neuwirth, 2005).

A.3 The Votes Data Used in the Experiments

We used a small data set "1984 United States Congressional Voting Records Database"
available from the UCI repository of machine learning databases (Hettich et al., 1998)
to illustrate the use of the VisClass package. This data set includes votes for each of
the USA House of Representatives Congressmen on the 16 key-votes variables. The
values of 16 attributes were obtained by dividing the different votes into two groups;
yes or no disposition. 61.38% of data are from class Democrat and the rest belong to
class Republicans.

The following transcript of an R session shows how to call the package and
dataset. A binary class label with values coded as 1 and −1 is needed to use in the
AdaBoost.M1 function where x are attributes and y is class attribute

> library(VisClass)
> HouseVotes84 <- read.table("house-votes-84-yn.data")
> HouseVotes84$class <- 2*as.integer(HouseVotes84$class=='republican')-1
> p <- dim(HouseVotes84)[2]
> x <- HouseVotes84[,2:17]
> y <- HouseVotes84[,1]
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A.4 A Sample Session

First, we classify our dataset using the adaboost.rpart function where y is a
binary class attribute taking values in {1,−1}, M is the number of iterations and
maxdepth sets the maximum depth of any node of the final tree. The function also
computes alpha, weights, tree attributes, and tree attributes model. After classifying
the dataset, we can determine the stable and unstable attributes used in our AdaBoost
where 1 in un.stable.var function is assigned to column class attributes in
dataset. A stable attribute is an attribute that is not used in the classification models
and hence is known to never influence the predicted class. For technical reasons we
still have to supply values for such attribute uses however when making predictions.
In this case, we will have only one stable attribute, namely el.salvador.aid.

> HouseVotes84.boost <- adaboost.rpart(x,y,M=60,maxdepth=2)
> HouseVotes84.unstable.var <- un.stable.var(HouseVotes84.boost$treevar.model,
+ HouseVotes84,
+ 1)

$StableVariable
el.salvador.aid

0
>

It is important to note that the el.salvador.aid attribute is the stable attribute,
which has two levels or groups, i.e. "yes" or "no". The user can select either value. In
this illustration, we select "yes" as the value. Below is an example how to assign the
level values of all attributes.

> handicapped.infants <- c("yes","no")
> water.project.cost.sharing <- c("yes","no")
> adoption.of.the.budget.resolution <- c("yes","no")
> physician.fee.freeze <- c("yes","no")
> el.salvador.aid <- c("yes") # STABLE
> religious.groups.in.schools <- c("yes","no")
> anti.satellite.test.ban <- c("yes","no")
> aid.to.nicaraguan.contras <- c("yes","no")
> mx.missile <- c("yes","no")
> immigration <- c("yes","no")
> synfuels.corporation.cutback <- c("yes","no")
> education.spending <- c("yes","no")
> superfund.right.to.sue <- c("yes","no")
> crime <- c("yes","no")
> duty.free.exports <- c("yes","no")
> export.administration.act.south.africa <- c("yes","no")

> list.HouseVotes84 <- list(handicapped.infants=handicapped.infants,
+ water.project.cost.sharing=water.project.cost.sharing,
+ adoption.of.the.budget.resolution=adoption.of.the.budget.resolution,
+ physician.fee.freeze=physician.fee.freeze,
+ el.salvador.aid=el.salvador.aid,
+ religious.groups.in.schools=religious.groups.in.schools,
+ anti.satellite.test.ban=anti.satellite.test.ban,
+ aid.to.nicaraguan.contras=aid.to.nicaraguan.contras,
+ mx.missile=mx.missile,
+ immigration=immigration,
+ synfuels.corporation.cutback=synfuels.corporation.cutback,
+ education.spending=education.spending,



86 Appendix A VisClass - Visualizing the Classification of Categorical Data in R

+ superfund.right.to.sue=superfund.right.to.sue,
+ crime=crime,
+ duty.free.exports=duty.free.exports,
+ export.administration.act.south.africa=export.administration.act.south.africa)

> list.HouseVotes84.eg <- expand.grid(list.HouseVotes84)
> RandomTuple <- order.first(list.HouseVotes84.eg)
> RandomTuple
[1] "yes" "yes" "no" "yes" "yes" "yes" "no" "no" "no" "no" "no" "no"

[13] "yes" "yes" "no" "no"
>

Note that the order.first function, which is used to order random tuple, will
be changed in each run. The user can assign a default value for this function manually
or edit the value manually for each different tuple. The RandomTuple object is
needed to initiate the combination for exploring the behaviour of the classifier in the
neighbourhood of the tuples in the dataset.

> nameVARdim <- HouseVotes84.unstable.var$data.VarList
> RNDtuple <- fixFirst(list.HouseVotes84,ref=RandomTuple)
> RNDtuple
$handicapped.infants
[1] "yes" "no"

$water.project.cost.sharing
[1] "yes" "no"

$adoption.of.the.budget.resolution
[1] "no" "yes"

$physician.fee.freeze
[1] "yes" "no"

$el.salvador.aid
[1] "yes"

$religious.groups.in.schools
[1] "yes" "no"

$anti.satellite.test.ban
[1] "no" "yes"

$aid.to.nicaraguan.contras
[1] "no" "yes"

$mx.missile
[1] "no" "yes"

$immigration
[1] "no" "yes"

$synfuels.corporation.cutback
[1] "no" "yes"

$education.spending
[1] "no" "yes"

$superfund.right.to.sue
[1] "yes" "no"

$crime
[1] "yes" "no"
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$duty.free.exports
[1] "no" "yes"

$export.administration.act.south.africa
[1] "no" "yes"
>

A.5 Visualizing Classification with Mosaic Plot

In classification, the interaction between different variables and the class-label in
the model is hard to understand, especially when we want to try to understand the
differences between two subtrees of a classification tree. Since these subtrees are
constructed independently, both the choice of variables and the order in which they
are chosen may be completely different in the two subtrees. While this is good for the
classification accuracy of the tree, it makes the interpretation harder.

Graphical methods for categorical data are not well developed, especially when
compared with those that are available for quantitative variables. It is often the case
in data mining that the data analyzed consists primarily of categorical variables and
many data mining procedures produce results defining groupings of the data which
yet create more categorical variables. Until now, several techniques for visualizing
categorical data have been developed, such as Mosaic plot. Mosaic plot is a simple
and effective visualizations of contingency tables. If we visualize a (sub-) tree using
such a Mosaic plot, the interaction between variables and the class-label can be read
from the plot.

To illustrate the visualization classifier for unstable attributes we use the split.
mosaic.unstable function where class.comb is the number of attributes combi-
nation that will be used for visualizing, m is the number of attributes in the dataset
and n is the neighbourhood. We can use split.comb(m,n) function to count the
number of tuples in each neighbourhood. In neighbourhood 1, the number of tuples is
equal to the number of attributes in the dataset.
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Figure A.1: Mosaic plot for radius 1 neighbourhoods change.
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Figure A.2: Mosaic plot for radius 1 neighbourhoods without change.

For instance, we will construct visualization of categorical data for neighbourhood
1 by using class.comb with c(3,4,11) as shown in the code below:

> x11(width=7,height=2)
> oldpar <- par(mfrow=c(1,3), # Make a plot with 1 row and 3 columns
+ mgp=c(1.5,0.5,0), # Space with label
+ mar=c(2.5,2.5,1.5,0.0), # Empty space in each figure
+ oma=c(0,0,0,0.1), # Empty space outside
+ tck=0.02)
>
> class.comb <- c(3,4,11)
> for (M in class.comb) {
+ print(M)
+ split.mosaic.unstable(m=16, n=1, class.comb=M,
+ HouseVotes84.boost, nameVARdim, RNDtuple,
+ cex=0.90, color=c("peachpuff2", "blue"),
+ CLS="1", CLS.pos="republicans", CLS.neg="democrats")
+ }
> par(oldpar) # make a normal plot

It means that with split.mosaic.unstable, the function will produce three
figures (see Figure A.1) that show the effect of a change in voting behaviour in
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Figure A.3: Mosaic plot for radius 2 neighbourhoods change.

attribute 3,4, and 11 respectively. As can be seen from the Mosaic plot in Figure A.1,
a change in the voting behaviour on either 3, 4, and 11, leads to a change in the
predicted class label. For example, when adoption of the budget resolution in
the RandomTuple changes from "no" to "yes" then the class label predicted by the
model changes from republican to democrat.

We show in Figure A.2 Mosaic plots for the issues that do not make a difference, in
other words, when the classification does not change. These figures can be constructed
in the same way as Figure A.1. The only change is in class.comb which gets the
value c(1,2,6,7,8,9,10,12,13,14,15,16).

The exploration to neighbourhood 2 with the split.mosaic.unstable func-
tion shows that there are 32 issues of visualization will be changed from 120
combination attributes as shown in Figure A.3 where class.comb is c(3,41,
48,49,100).

> split.mosaic.unstable(m=16, n=2, class.comb=M,
+ HouseVotes84.boost, nameVARdim, RNDtuple,
+ cex=0.90, color=c("peachpuff2", "blue"),
+ CLS="1", CLS.pos="republicans", CLS.neg="democrats")
>
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In some cases, we only need the classification results, but not the visualization. In
such cases, we can make a small code to produce a classification without visualization.
However, it requires the gtools package as shown below:

library(gtools) # needed for combinations
split.unstable <- function(m,n,class.comb,

myboost,nameVARdim,RNDtuple,
CLS,CLS.pos,CLS.neg) {

combm <- t(apply(combinations(m,n),1,function(x) c(x,setdiff(1:m,x))))
comb.fixed <- combm[,c(n+1):m]
comb.changed <- cbind(combm[,c(1:n)],c(m+1))
comb.fixed.iter <- comb.fixed[class.comb,]
comb.changed.iter <- comb.changed[class.comb,]

some.unstable <- fixSomeList(RNDtuple,fixed=comb.fixed.iter)
dimnames(some.unstable)[[2]] <- nameVARdim
pred.some.unstable <- pred.unstable.adaboost(myboost,some.unstable)

Class <- ifelse(pred.some.unstable$class.list$pred.list.class==CLS,
CLS.pos,CLS.neg)

ClassPredict.unstable <- data.frame(some.unstable,Class)
print(ClassPredict.unstable)

}

For instance, a summary output of the neighbourhood 1 with class.comb for
number 3 from the dataset is produced by the split.unstable function, as shown
below:

> split.unstable(m=16, n=1, class.comb=3,
+ HouseVotes84.boost, nameVARdim, RNDtuple,
+ CLS="1", CLS.pos="republicans", CLS.neg="democrats")

handicapped.infants water.project.cost.sharing
1 yes yes
2 yes yes

adoption.of.the.budget.resolution physician.fee.freeze el.salvador.aid
1 no yes yes
2 yes yes yes

religious.groups.in.schools anti.satellite.test.ban aid.to.nicaraguan.contras
1 yes no no
2 yes no no

mx.missile immigration synfuels.corporation.cutback education.spending
1 no no no no
2 no no no no

superfund.right.to.sue crime duty.free.exports
1 yes yes no
2 yes yes no

export.administration.act.south.africa Class
1 no republicans
2 no democrats
>

There seems to be similar way to visualize the classification for others neighbour-
hood such as neighbourhood 3 and neighbourhood 4. To produce visualization for
neighbourhood 3 with split.comb(16,3) function, we found 560 combinations.
We found a lot of changes effect for classification in this neighbourhood. There
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are some issues that do make a difference. We have chosen some of them
with class.comb for c(23,21,79,81) as shown in Figure A.4. With the
split.comb(16,4) function we found 1820 combinations for neighbourhood 4.
Again, we choice only two of them c(1,4). The plot is shown in Figure A.5.

In the VisClass package, the mosaicplot.vcd function has only 4 attributes
(two in each direction, to be more precise) get labeled, because we used the old
mosaicplot function from the vcd package. In the current development version
of vcd, package this limitation is removed. The new version of vcd package features
a complete reimplementation based on grid. It has been rewritten using grid functions.

For this reason, only 4 attributes will show in Mosaic plot when visualizing
Mosaic plot for neighbourhoods 5, neighbourhoods 6, etc. At this moment, we
have tried to modify and experiment the mosaicplot.vcd function and extend
some others function like split.mosaic.unstable and mosaic.unstable
to label attributes more than 4. This function is not available in VisClass package. For
neighbourhood 5 and neighbourhood 6 we show in Figure A.6 and Figures A.7 with
class.comb for c(45) and c(61), respectively. This below is the code that produces
Figure A.6 and Figures A.7

> source("mosaicplot.f5v.R")
> source("mosaic.unstable.f5v.R")
> source("split.mosaic.unstable.f5v.R")

> split.mosaic.unstable.f5v(m=16,n=5,class.comb=class.comb,
+ HouseVotes84.boost, nameVARdim, RNDtuple,
+ cex=0.90, color=c("peachpuff2","blue"),
+ CLS="1", CLS.pos="republicans", CLS.neg="democrats")
>
> split.mosaic.unstable.f5v(m=16,n=6,class.comb=class.comb,
+ HouseVotes84.boost, nameVARdim, RNDtuple,
+ cex=0.90, color=c("peachpuff2","blue"),
+ CLS="1", CLS.pos="republicans", CLS.neg="democrats")
>

A.6 Conclusion

We have started the work on codes that can be used to visualize the classification
of categorical data. In this appendix, we present methods to visualize the result of
classification of categorical data by Mosaic plot. We have illustrated some aspects
of the VisClass package for visualization of classification of categorical data. The
VisClass package is currently still under development and some functions must be
polished. The VisClass package to compute the methods presented in this appendix
will be soon available at http://www.cs.uu.nl/staff/subianto.html.
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Figure A.4: Mosaic plot for radius 3 neighbourhoods change.
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Figure A.5: Mosaic plot for radius 4 neighbourhoods change.
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Figure A.6: Mosaic plot for radius 5 neighbourhoods change.
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Figure A.7: Mosaic plot for radius 6 neighbourhoods change.





Appendix B

InstClass - Instability of Classifiers

on Categorical Data in R

B.1 Introduction

In this appendix, we briefly explain the implemented R codes for classifying. We
present an R package InstClass that provides some functions for instability of
classifiers on categorical data. It is primarily based on the previous work of Siebes
et al. (2005) where the basic ideas and theoretical considerations can be found.
The present version of the InstClass package uses Adaboost.M1 for classification,
which has been proposed in Freund and Schapire (1997) as a multiple prediction and
aggregation scheme for classification. It requires the rpart (Therneau and Atkinson,
2005) package which is available from http://cran.r-project.org/.

All experiments have been performed in R (Ihaka and Gentleman, 1996), a system
for statistical computation and graphics, that implements the well-known S language
for statistics. R runs on Unix platforms (such as Linux) and under Windows 95,
98, ME, NT4.0, 2000 and XP on Intel/clone chips. It is available freely via CRAN,
the Comprehensive R Archive Network, whose master site can be found at http:
//www.r-project.org/.

The purpose of this appendix is twofold: first to present the InstClass package as
a simple using in our future research; second, to use these general results in order to
study understandability methods, i.e. what happens to the classification of a tuple if
we allow small changes.

The appendix will proceed primarily by example, focusing on illustrating the
package InstClass through demonstration. We demonstrate the implementations of
the codes and experiments on the well-known "1984 United States Congressional
Voting Records Database", collected from the UCI repository of machine learning
databases (Hettich et al., 1998).
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B.2 The Functions in InstClass

The core functions in the InstClass package are ad.boost.rpart, instab,
neighbours and beam.search. These functions are described briefly below:

ad.boost.rpart This function is a representation of an algorithm AdaBoost.M1,
which is described in Freund and Schapire (1997). The function is used
for building a classification model for binary classification problems. The
function is followed by predict.adboost.rpart function, which is used
for predicting the class.

instab This function is a representation of the instability of a classifier in a point
that is related to the decision boundaries that are close to that point. The
instability of a classifier in a point is relative to a neighbourhood. In addition,
this function is followed by neighbours and predict.adboost.rpart
function.

neighbours This function is a representation of the neighbourhood of s of radius
k where s ∈ DR and 0 ≤ k ≤ n for the metric on DR.

beam.search This function is a representation of a search for instable points (see
Chapter 5). The specification of the search algorithm is given in Algorithm 1
in Siebes et al. (2005). This function links to the instab and neighbours
functions.

B.3 Data Experiments

We use the data set "1984 United States Congressional Voting Records Database",
obtained from the UCI repository of machine learning databases (Hettich et al., 1998)
to illustrate the use of the InstClass package. This data set includes votes for each
of the USA House of Representatives Congressmen on 16 key-votes variables. The
values of 16 attributes were obtained by dividing different votes into two groups; yes
or no disposition such that 61.38% of data are from class Democrat and the rest belong
to class Republicans.

The following transcript of an R session shows how to call the package and dataset.
A binary class label with values coded as 1 and −1 is needed to use the AdaBoost.M1
function where the class attribute simply change for class republican as 1 and the
rest −1 belong to class democrat

> library(InstClass)
> HouseVotes84 <- read.table("house-votes-84-yn.data")
> HouseVotes84$class <- 2*as.integer(HouseVotes84$class=='republican')-1
> p <- dim(HouseVotes84)[2]
> x <- HouseVotes84[,2:17]
> y <- HouseVotes84[,1]
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B.4 The Implementation and Experiments

The experiments presented in the sequel were run on the desktop machine''jabeek.
cs.uu.nl'', which utilizes a 2GHz processors Intel® Pentium 4 and a maximum
of 512MB of memory. This computer runs on the Linux Fedora operating system,
with R version 2.4.0 (R Development Core Team, 2006).

We demonstrate an InstClass package using boosted tree classification with
AdaBoost.M1 (Freund and Schapire, 1997) with a maximal tree depth of 2 for 10
iterations. We run our model, where y is a class with binary {1,−1} and x contains
the 16 votes attributes

> votes.boost <- ad.boost.rpart(x, y, M=10, maxdepth=2)

then we apply to the complete domain of the voting classifier

# begin of program and timestamp:
begin.time <- Sys.time()
all.points.HouseVotes84 <- all.instab.complete(votes.boost,

gen.table(16),
rep(1,16))

# end of program and timestamp:
end.time <- Sys.time()

> print(end.time - begin.time)
Time difference of 3.590959167 hours
>

The all.instab.complete function automatically discovers the point,
inst, neighb, point.class, and neighb.class objects as result. In the
examples above, we create all.points.HouseVotes84 object, which takes at
least 3.5 hours. In this example, we also created an object, point.all.points.
HouseVotes84, which has many points from the previous object, all.points.
HouseVotes84. The object all.points.HouseVotes84 that was created in
previous results contains 5 objects in all.instab.complete function with one
of them, inst, is the instability point. Here, we created inst.all.instab.
complete.HouseVotes84 for the instability point. The distribution of the
different N1 instabilities values is presented in Table B.1.

> all.points.HouseVotes84

[[1]]$point
[1] 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

[[1]]$neighb
[,1] [,2] [,3] [,4] [,5] [,6] [,7] [,8] [,9] [,10] [,11] [,12] [,13]

[1,] 1 0 0 0 0 0 0 0 0 0 0 0 0
[2,] 0 1 0 0 0 0 0 0 0 0 0 0 0
[3,] 0 0 1 0 0 0 0 0 0 0 0 0 0
[4,] 0 0 0 1 0 0 0 0 0 0 0 0 0
[5,] 0 0 0 0 1 0 0 0 0 0 0 0 0
[6,] 0 0 0 0 0 1 0 0 0 0 0 0 0
[7,] 0 0 0 0 0 0 1 0 0 0 0 0 0
[8,] 0 0 0 0 0 0 0 1 0 0 0 0 0
[9,] 0 0 0 0 0 0 0 0 1 0 0 0 0
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[10,] 0 0 0 0 0 0 0 0 0 1 0 0 0
[11,] 0 0 0 0 0 0 0 0 0 0 1 0 0
[12,] 0 0 0 0 0 0 0 0 0 0 0 1 0
[13,] 0 0 0 0 0 0 0 0 0 0 0 0 1
[14,] 0 0 0 0 0 0 0 0 0 0 0 0 0
[15,] 0 0 0 0 0 0 0 0 0 0 0 0 0
[16,] 0 0 0 0 0 0 0 0 0 0 0 0 0

[,14] [,15] [,16]
[1,] 0 0 0
[2,] 0 0 0
[3,] 0 0 0
[4,] 0 0 0
[5,] 0 0 0
[6,] 0 0 0
[7,] 0 0 0
[8,] 0 0 0
[9,] 0 0 0

[10,] 0 0 0
[11,] 0 0 0
[12,] 0 0 0
[13,] 0 0 0
[14,] 1 0 0
[15,] 0 1 0
[16,] 0 0 1

[[1]]$inst
[1] 0.1875

[[1]]$point.class
[1] -1

[[1]]$neighb.class
[1] -1 -1 -1 1 -1 -1 -1 -1 -1 1 -1 1 -1 -1 -1 -1

.

.

.

[[65536]]
[[65536]]$point
[1] 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

[[65536]]$neighb
[,1] [,2] [,3] [,4] [,5] [,6] [,7] [,8] [,9] [,10] [,11] [,12] [,13]

[1,] 0 1 1 1 1 1 1 1 1 1 1 1 1
[2,] 1 0 1 1 1 1 1 1 1 1 1 1 1
[3,] 1 1 0 1 1 1 1 1 1 1 1 1 1
[4,] 1 1 1 0 1 1 1 1 1 1 1 1 1
[5,] 1 1 1 1 0 1 1 1 1 1 1 1 1
[6,] 1 1 1 1 1 0 1 1 1 1 1 1 1
[7,] 1 1 1 1 1 1 0 1 1 1 1 1 1
[8,] 1 1 1 1 1 1 1 0 1 1 1 1 1
[9,] 1 1 1 1 1 1 1 1 0 1 1 1 1

[10,] 1 1 1 1 1 1 1 1 1 0 1 1 1
[11,] 1 1 1 1 1 1 1 1 1 1 0 1 1
[12,] 1 1 1 1 1 1 1 1 1 1 1 0 1
[13,] 1 1 1 1 1 1 1 1 1 1 1 1 0
[14,] 1 1 1 1 1 1 1 1 1 1 1 1 1
[15,] 1 1 1 1 1 1 1 1 1 1 1 1 1
[16,] 1 1 1 1 1 1 1 1 1 1 1 1 1
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[,14] [,15] [,16]
[1,] 1 1 1
[2,] 1 1 1
[3,] 1 1 1
[4,] 1 1 1
[5,] 1 1 1
[6,] 1 1 1
[7,] 1 1 1
[8,] 1 1 1
[9,] 1 1 1

[10,] 1 1 1
[11,] 1 1 1
[12,] 1 1 1
[13,] 1 1 1
[14,] 0 1 1
[15,] 1 0 1
[16,] 1 1 0

[[65536]]$inst
[1] 0.125

[[65536]]$point.class
[1] 1

[[65536]]$neighb.class
[1] 1 1 1 -1 1 1 -1 1 1 1 1 1 1 1 1 1

>

# point
point.all.points.HouseVotes84 <- matrix(nrow=65536, ncol=16)
for (i in 1:65536) {

point.all.points.HouseVotes84[i,] <- all.points.HouseVotes84[[i]]$point
}
point.all.points.HouseVotes84

# instability
inst.all.instab.complete.HouseVotes84 <- matrix(nrow=65536)
for (i in 1:65536) {

inst.all.instab.complete.HouseVotes84[i,] <-
all.points.HouseVotes84[[i]]$inst

}
inst.all.instab.complete.HouseVotes84

> summary(as.factor(inst.all.instab.complete.HouseVotes84))
0 0.0625 0.125 0.1875 0.25 0.3125 0.375

7168 30464 11648 8704 3072 2816 1664
>

Table B.1: Distribution of N1 instabilities over AllVoters.

Instability 0 1
16

2
16

3
16

4
16

5
16

6
16

Frequency 7168 30464 11648 8704 3072 2816 1664
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Applying our classifier to this dataset, we obtained the distribution over Republi-
cans and Democrats as shown below.

# point.class
point.class.all.instab.complete.HouseVotes84 <- matrix(nrow=65536)
for (i in 1:65536) {

point.class.all.instab.complete.HouseVotes84[i,] <-
all.points.HouseVotes84[[i]]$point.class

}
point.class.all.instab.complete.HouseVotes84

> summary(as.factor(point.class.all.instab.complete.HouseVotes84))
-1 1

35328 30208
>

Table B.2: Distribution of the parties over AllVoters.

Democrats Republicans

35328 30208

So far, we have used simple examples to illustrate the basic manipulation of object:
all.instab.complete, getting and setting points, point class and instability
point. We now discuss about the beam search function performance and how to relate
to instability. Before the demonstration, we would like to briefly review about the
beam search. Beam search is a form of heuristic search using f(n) = g(n) + h(n),
where g(n) is the cost of the path from the start node to node n and h(n) is an estimate
of the cost of the cheapest path from node n to a goal node. Beam search uses a
heuristic function to estimate the promise of each node it examines. Beam search,
however, only unfolds the first w most promising nodes at each depth, where w is the
beam width.

To perform a beam search in InstClass package, we can use the beam.search
function. Below is an R session of the beam.search function. Using 100 as beam
width with a maximal depth of 2, we created the objectbeam.test.unique, which
eventually will produce point, neighb, inst, point.class and neighb.
class objects.

beam.test.unique <- beam.search(votes.boost,
width=100,
maxdepth=2,
domains=rep(1,16))

> beam.test.unique

[[1]]
[[1]]$point

1 0 0 0 1 1 1 1 1 1 0 1 1 0 1 0

[[1]]$neighb
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[,1] [,2] [,3] [,4] [,5] [,6] [,7] [,8] [,9] [,10] [,11] [,12] [,13]
[1,] 0 0 0 0 1 1 1 1 1 1 0 1 1
[2,] 1 1 0 0 1 1 1 1 1 1 0 1 1
[3,] 1 0 1 0 1 1 1 1 1 1 0 1 1
[4,] 1 0 0 1 1 1 1 1 1 1 0 1 1
[5,] 1 0 0 0 0 1 1 1 1 1 0 1 1
[6,] 1 0 0 0 1 0 1 1 1 1 0 1 1
[7,] 1 0 0 0 1 1 0 1 1 1 0 1 1
[8,] 1 0 0 0 1 1 1 0 1 1 0 1 1
[9,] 1 0 0 0 1 1 1 1 0 1 0 1 1

[10,] 1 0 0 0 1 1 1 1 1 0 0 1 1
[11,] 1 0 0 0 1 1 1 1 1 1 1 1 1
[12,] 1 0 0 0 1 1 1 1 1 1 0 0 1
[13,] 1 0 0 0 1 1 1 1 1 1 0 1 0
[14,] 1 0 0 0 1 1 1 1 1 1 0 1 1
[15,] 1 0 0 0 1 1 1 1 1 1 0 1 1
[16,] 1 0 0 0 1 1 1 1 1 1 0 1 1

[,14] [,15] [,16]
[1,] 0 1 0
[2,] 0 1 0
[3,] 0 1 0
[4,] 0 1 0
[5,] 0 1 0
[6,] 0 1 0
[7,] 0 1 0
[8,] 0 1 0
[9,] 0 1 0

[10,] 0 1 0
[11,] 0 1 0
[12,] 0 1 0
[13,] 0 1 0
[14,] 1 1 0
[15,] 0 0 0
[16,] 0 1 1

[[1]]$inst
[1] 0.375

[[1]]$point.class
[1] 1

[[1]]$neighb.class
[1] 1 -1 -1 1 -1 1 -1 1 1 1 -1 -1 1 1 1 1

.

.

.

[[100]]
[[100]]$point

1 0 0 0 1 1 1 0 0 0 0 1 0 0 1 1

[[100]]$neighb
[,1] [,2] [,3] [,4] [,5] [,6] [,7] [,8] [,9] [,10] [,11] [,12] [,13]

[1,] 0 0 0 0 1 1 1 0 0 0 0 1 0
[2,] 1 1 0 0 1 1 1 0 0 0 0 1 0
[3,] 1 0 1 0 1 1 1 0 0 0 0 1 0
[4,] 1 0 0 1 1 1 1 0 0 0 0 1 0
[5,] 1 0 0 0 0 1 1 0 0 0 0 1 0
[6,] 1 0 0 0 1 0 1 0 0 0 0 1 0
[7,] 1 0 0 0 1 1 0 0 0 0 0 1 0
[8,] 1 0 0 0 1 1 1 1 0 0 0 1 0
[9,] 1 0 0 0 1 1 1 0 1 0 0 1 0
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[10,] 1 0 0 0 1 1 1 0 0 1 0 1 0
[11,] 1 0 0 0 1 1 1 0 0 0 1 1 0
[12,] 1 0 0 0 1 1 1 0 0 0 0 0 0
[13,] 1 0 0 0 1 1 1 0 0 0 0 1 1
[14,] 1 0 0 0 1 1 1 0 0 0 0 1 0
[15,] 1 0 0 0 1 1 1 0 0 0 0 1 0
[16,] 1 0 0 0 1 1 1 0 0 0 0 1 0

[,14] [,15] [,16]
[1,] 0 1 1
[2,] 0 1 1
[3,] 0 1 1
[4,] 0 1 1
[5,] 0 1 1
[6,] 0 1 1
[7,] 0 1 1
[8,] 0 1 1
[9,] 0 1 1

[10,] 0 1 1
[11,] 0 1 1
[12,] 0 1 1
[13,] 0 1 1
[14,] 1 1 1
[15,] 0 0 1
[16,] 0 1 0

[[100]]$inst
[1] 0.375

[[100]]$point.class
[1] 1

[[100]]$neighb.class
[1] 1 -1 -1 1 -1 1 -1 1 1 1 -1 -1 1 1 1 1

>

We discovered 100 points that all have 6
16 = 0.375 as instability in their N1

neighbourhood,

inst.beam.test.unique.100 <- matrix(nrow=100)
for (i in 1:100) {

inst.beam.test.unique.100[i,] <- beam.test.unique[[i]]$inst
}
inst.beam.test.unique.100

> summary(as.factor(inst.beam.test.unique.100))
0.375

100

> library(MASS)
> as.fractions(as.numeric(0.375))
[1] 3/8
>

Given those 100 points, we discovered with the beam search the same instability,
viz., 6

16 , we can compute the N2 instability for these points. For this demonstration,
we create a new object, point.beam.test.unique.100, to store all 100 points,
which produced by from beam.test.unique
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point.beam.test.unique.100 <- matrix(nrow=100, ncol=16)
for (i in 1:100) {

point.beam.test.unique.100[i,] <- beam.test.unique[[i]]$point
}
point.beam.test.unique.100

The following R session shows how the N2 instability of 100 points is computed
using the all.instab2 function

N2test <- all.instab2(votes.boost, point.beam.test.unique.100)
inst.N2test.100 <- matrix(nrow=100)
for (i in 1:100) {

inst.N2test.100[i,] <- N2test[[i]]$inst
}
inst.N2test.100

> summary(as.factor(inst.N2test.100))
0.522058823529412 0.544117647058823

59 41

The distribution over N2 instability values of those 100 points is given in
Table B.3. We discovered that all instability values in this point over to republican.

## to find point.class
inst.N2.100.find <- matrix(nrow=length(N2test), ncol=2)
for (i in 1:length(N2test)) {

inst.N2.100.find[i,] <- cbind(N2test[[i]]$point.class,
N2test[[i]]$inst)

}
inst.N2.100.find

## https://stat.ethz.ch/pipermail/r-help/2006-January/086958.html
frac.fun <- function(x, den){

dec <- seq(0, den) / den
nams <- paste(seq(0, den), den, sep = "/")
sapply(x, function(y) nams[which.min(abs(y - dec))])

}

library(MASS)
as.fractions(as.numeric(inst.N2.100.find[,2]))

> table(frac.fun(as.numeric(inst.N2.100.find[,2]), 136),
+ inst.N2.100.find[,1])

1
71/136 59
74/136 41

>

Table B.3: Distribution of N2 instabilities for our 100 points in N1.

Instability 71
136

74
136

Frequency 59 41
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Note that we already computed the N1 instability for all points in AllVoters. The
results of the N1 instability values are presented in Table B.1. We computed all points
with N1 instability 6

16 and computed the distribution of N2 instability values for these
1664 points. This distribution is given in Table B.4.

N2.1664 <- all.instab2(votes.boost, all.points.max)
N2.1664
inst.N2.1664 <- matrix(nrow=1664)
for (i in 1:1664) {

inst.N2.1664[i,] <- N2.1664[[i]]$inst
}
inst.N2.1664

> summary(as.factor(inst.N2.1664))
0.485294117647059 0.507352941176471 0.514705882352941 0.522058823529412

128 128 256 768
0.529411764705882 0.544117647058823

256 128

## to find point.class
inst.N2.1664.find <- matrix(nrow=length(N2.1664), ncol=2)
for (i in 1:length(N2.1664)) {

inst.N2.1664.find[i,] <- cbind(N2.1664[[i]]$point.class,
N2.1664[[i]]$inst)

}
inst.N2.1664.find
as.fractions(as.numeric(inst.N2.1664.find[,2]))

> table(frac.fun(as.numeric(inst.N2.1664.find[,2]), 136),
+ inst.N2.1664.find[,1])

-1 1
66/136 128 0
69/136 128 0
70/136 0 256
71/136 0 768
72/136 256 0
74/136 0 128

>

Table B.4: Distribution of N2 instabilities for all 1664 points max in N1.

Instability
Frequency

Democrats Republicans
66
136 128 0

69
136 128 0

70
136 0 256

71
136 0 768

72
136 256 0

74
136 0 128
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Similarly, we can also compute the distribution of N2 instability values for all
elements of AllVoters that have N1 instability zero, where the number of points with
instability zero is 7168 as shown in Table B.1. This distribution is given in Table B.5.

N2.7168 <- all.instab2(votes.boost, all.instab.point.7168)
inst.N2.7168 <- matrix(nrow=7168)
for (i in 1:7168) {

inst.N2.7168[i,] <- N2.7168[[i]]$inst }
inst.N2.7168

> summary(as.factor(inst.N2.7168))
0.00735294117647059 0.0147058823529412 0.0220588235294118 0.0294117647058824

256 256 1024 1024
0.0367647058823529 0.0441176470588235 0.0514705882352941

2560 1792 256

## to find point.class
inst.N2.7168.find <- matrix(nrow=length(N2.7168), ncol=2)
for (i in 1:length(N2.7168)) {

inst.N2.7168.find[i,] <- cbind(N2.7168[[i]]$point.class,
N2.7168[[i]]$inst) }

inst.N2.7168.find
as.fractions(as.numeric(inst.N2.7168.find[,2]))

> table(frac.fun(as.numeric(inst.N2.7168.find[,2]), 136),
+ inst.N2.7168.find[,1])

-1 1
1/136 256 0
2/136 128 128
3/136 640 384
4/136 1024 0
5/136 2048 512
6/136 768 1024
7/136 0 256

>

Table B.5: Distribution of N2 instabilities for all 7168 points with N1 instability zero.

Instability
Frequency

Democrats Republicans
1

136 256 0

2
136 128 128

3
136 640 384

4
136 1024 0

5
136 2048 512

6
136 768 1024

7
136 0 256
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B.5 Conclusion

We presented a new R package that implements the methods presented in Siebes et al.
(2005). This package can only be used with AdaBoost.M1 as the classifier. For future
work, we would like to extend our experiments and create other functions to include
other machine-learning algorithms, such as logistic regression, random forest, and
support vector machines.

We have demonstrated some aspects of the InstClass package for instability of
classifiers on categorical data. The InstClass package is currently under development.
Some of its functions must be polished. The R package to compute all methods will
be soon available on the website http://www.cs.uu.nl/staff/subianto.
html.

B.6 Supplement: InstClassDomains Package

In this section we extend our demonstrations to include other machine-learning
algorithms. We created several functions for others learning methods, such as logistic
regression, random forest, and support vector machine. We built new package
InstClassDomains as a supplement for our InstClass package.

In general, we must create a model for logistic regression, random forest, and
support vector machines. Initially, we need to load the packages

## Load packages which will be used
library(randomForest)
library(kernlab)
library(InstClass)
library(InstClassDomains)

Logistic Regression. We used the glm() for generalized linear models function as
part of the stats package in R to fit a logistic regression models as follows:

model <- glm(formula,
family=binomial,
data)

Random Forest. We used the R package randomForest (Liaw and Wiener, 2002) to
build random forest predictors.

model <- randomForest(formula,
data,
importance=TRUE,
ntree=100)

Support Vector Machines. We built support vector machine models using the
kernlab package in R. Package kernlab features a variety of kernel-based methods
and includes a SVM method based on the optimizers used in libsvm and bsvm
(Karatzoglou et al., 2004, 2006). The kernlab package provides the most popular
kernel functions which can be used by setting the kernel parameter such as Radial
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Basis kernel function “Gaussian”, Polynomial kernel, Linear kernel, Hyperbolic
tangent kernel, Laplacian kernel, Bessel kernel, and ANOVA RBF kernel. The
following example shows the use of a Laplace Radial Basis Function (RBF) kernel.

model <- ksvm(formula,
data,
type="C-svc",
C=5,
prob.model=TRUE,
kernel="laplacedot") ## Laplace kernel

The same data set used to demonstrate our previous InstClass package is used
again here. This data set includes votes for each of the USA House of Representatives
Congressmen on 16 key votes variables. The values of 16 attributes were obtained by
dividing different votes into two groups or levels; "yes" or "no" disposition. These are
coded as 1 and 0, respectively. Hence, the maximum value in the domain is 1.

> max.domains <- as.numeric(sapply(HouseVotes84[,-1], max))
> max.domains
[1] 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1 1

>
> length(max.domains)
[1] 16
>

For instance, we take only 100 sample points,

## Need to set random seed before generating folds
set.seed(12345)

## 100 sample points.
point.100 <- gen.vector(max.domains, 100)

then we apply to 100 sample points of the voting classifier

all.instab.points.100 <- all.instab.domains.SVM(bo=model,
points=point.100,
domains=max.domains,
number.attr=length(max.domains))

The all.instab.domains.SVM function can only be used for support vector
machine. For logistics regression and random forest, all.instab.domains.
LogReg and all.instab.domains.rF functions are used with the same struc-
ture as it is in all.instab.domains.SVM function.
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Samenvatting

In de praktijk hangt de acceptatie van modellen door gebruikers voor een belangrijk
deel af van de begrijpelijkheid van het model. Voor een goed begrip van het model
is een goed begrip van de rol die attributen in dat model spelen onontbeerlijk. In de
literatuur over data mining wordt weinig aandacht besteed aan de begrijpelijkheid
van modellen. In de praktijk is begrijpelijkheid echter vaak van meer belang
dan bijvoorbeeld de nauwkeurigheid van het model. Begrijpelijkheid betekent niet
dat modellen eenvoudig moeten zijn; het betekent dat men de voorspellingen van
modellen moet kunnen begrijpen.

In dit proefschrift presenteren we een aantal methoden om classificatiemodellen
begrijpelijk te maken. Hierbij beperken we ons tot modellen waarvan de attributen
een eindig domein hebben.

Hoofdstuk 1 bevat een algemene inleiding, en bespreekt de motivatie en probleem-
stelling van het onderzoek: hoe kunnen we de begrijpelijkheid van classificatiemod-
ellen verbeteren?

In hoofdstuk 2 bespreken we databases en de verschillende soorten attributen
die daarin voorkomen. Aangezien we ons beperken tot categoriale attributen, is de
ruimte die wordt opgespannen door die attributen eindig. Tevens bespreken we wat
classificatiemodellen zijn, en hoe hun kwaliteit wordt beoordeeld. Tenslotte geven
we een korte beschrijving van de vier classificatie-algoritmen die in dit proefschrift
worden gebruikt: AdaBoost.M1, logistische regressie, random forests, en support
vector machines.

Hoofdstuk 3 bevat een overzicht van de literatuur over uitleg door middel
van visualisatie van de lokale classificatie-structuur. Aangezien een tabel van een
relationele database kan worden weergegeven als een kruistabel, kunnen we hierbij
gebruik maken van een elegante techniek voor het visualiseren van kruistabellen, te
weten Mosaic plots.

In hoofdstuk 4 bespreken we methoden voor het verklaren van de klasse die door
het model aan een tupel wordt toegewezen. Dit gebeurt door het gedrag van het model
in de omgeving van dat tupel te onderzoeken. Dat lokale gedrag wordt gevisualiseerd
met behulp van Mosaic plots. Om de gebruiker bij dit onderzoek te helpen definiëren
we de eenvoudig uit te rekenen notie van k-stabiele attribuutverzamelingen. Dit zijn
verzamelingen van k attributen waarvan verandering van waarde in een gegeven tupel
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geen invloed heeft op de klasse die aan dat tupel wordt toegewezen. Met andere
woorden, bij het onderzoeken van de omgeving van een tupel kan de gebruiker k-
stabiele attribuutverzamelingen negeren.

In hoofdtuk 5 bestuderen we het lokale gedrag van willekeurige classificatie-
modellen door te kijken naar de instabiliteit van dat model in een gegeven tupel.
Bovendien introduceren we twee algoritmen. De eerste voor het vinden van instabiele
punten, de tweede voor het vinden van stabiele eilanden. We illustreren de effectiviteit
van onze methode aan de hand van voorbeelden. Bovendien tonen deze voorbeelden
aan hoe op deze manier inzicht kan worden verkregen in de classificatie.

In hoofdstuk 6 behandelen we gereedschappen voor het verkrijgen van inzicht in
willekeurige classificatiemodellen op discrete data. Meer in het bijzonder, introduc-
eren we verklaringen die inzicht verschaffen op lokaal niveau. Deze verklaringen
leggen uit waarom het model een datapunt aan een bepaalde klasse toewijst. Voor
het verkrijgen van globaal inzicht introduceren we attribuutgewichten. Hoe vaker een
attribuut beslissend is voor de classificatie van een datapunt, des te hoger zijn gewicht.
Door attribuutgewichten met bijvoorbeeld de mutual information te vergelijken wordt
nog meer inzicht in het model verkregen. Dit geldt ook voor de vergelijking van
attribuutgewichten en feature-selectiematen. Als de twee overeenkomen, wordt ons
vertrouwen in de voorspellingen van het model vergroot. Als ze niet overeenkomen,
is de conclusie minder eenvoudig. Het kan zijn dat er betere classificatiemodellen
kunnen worden gebouwd met behulp van de betreffende dataset. Het kan ook inzicht
verschaffen in wat er voor een beter classificatiemodel nodig is.

In hoofdstuk 7 bespreken we hoe de methoden die in voorgaande hoofdstukken
zijn behandeld praktisch kunnen worden toegepast. We gebruiken hiervoor een
gevalstudie op het gebied van de bioinformatica, te weten het ontdekken van
kleine genen. Zorgvuldige analyse van de attribuutgewichten voor verschillende
classificatiemodellen, alsmede van de mutual information, verschafte informatie over
het soort attributen dat waarschijnlijk goede voorspellers zijn van kleine genen. Het
voorspellen van kleine genen is voor een groot deel nog een open probleem in de
biologie. Het is een gecompliceerd probleem, zowel computationeel als in het lab.
Onze gevalstudie toont aan dat de analyse van classificatiemodellen met behulp van
de gereedschappen die in dit hoofdstuk zijn besproken, inzicht verschaft in hoe betere
modellen kunnen worden gedefinieerd; zelfs als de oorspronkelijke modellen van
matige kwaliteit zijn. Met behulp van Mosaic plots kunnen we instabiele attributen
die met elkaar interacteren visualiseren. Bijvoorbeeld, elke verandering van twee van
de belangrijke attributen, te weten spgGene en nrEST, veranderen de classificatie van
positief naar negatief.

De appendix bevat een overzicht van software voor het visualiseren van de
classificatie van categoriale data, en de instabiliteit van classificatiemodellen op
categoriale data, die we hebben geïmplementeerd in R.



Ringkasan

Dalam analisa data, pemahaman terhadap model memainkan peranan penting. Kunci
utama dalam pemahaman model adalah memahami peran dari atribut-atribut di dalam
model. Dalam literatur data mining, pemahaman terhadap model jarang sekali
dibahas, walau dalam prakteknya, pemahaman terhadap model itu lebih penting dari
pada masalah akurasi. Pemahaman terhadap model yang dimaksud disini bukan
berarti bahwa model tersebut harus sederhana, tetapi seseorang harus dapat memahami
prediksi dari model.

Tesis ini merupakan kumpulan dari beberapa hasil studi yang berkaitan dengan
memahami masalah klasifikasi. Studi-studi ini menitik beratkan pada atribut-atribut
yang diasumsikan bersifat diskrit, walaupun secara umum atribut-atribut tersebut
dapat pula bersifat kontinu. Secara garis besar, hasil dari studi-studi ini didiskusikan
dalam bab-bab tersendiri.

Bab 1 terdiri atas pendahuluan secara umum, motivasi studi dan diskusi tentang
hal-hal yang ingin dijawab dari tesis ini mengenai pemahaman terhadap klasifier dan
karakteristik lokalnya.

Dalam Bab 2, didiskusikan tipe dari data dan database. Karena diasumsikan bahwa
data bersifat kategorik maka setiap database merupakan himpunan terhingga. Dalam
tesis ini, kami hanya membahas masalah klasifikasi, yaitu masalah yang ada dalam
klasifikasi dan kualitas dari klasifier. Dalam studi ini, kami menggunakan empat
macam algoritma klasifikasi. Dalam bab ini pula kami perkenalkan secara ringkas
metode-metode klasifikasi seperti AdaBoost.M1, regresi logistic, random forest, dan
support vector machine.

Bab 3 menjabarkan notasi dari neighbourhood dan membahas tentang studi-studi
yang telah dilakukan berkenaan dengan visualisasi struktur klasifikasi lokal. Untuk
membangun visualisasi dimaksud, setiap tabel dari database relasional mendefinisikan
kualitas dari tabel dan untuk menggambarkan tabel tersebut digunakan Mosaic plot.

Dalam bab 4, kami tunjukkan bahwa ada interpretasi lain pada klasifier yang di-
gunakan pada data kategorik. Interpretasi tersebut adalah menjelaskan klasifikasi dari
tuple. Penjabarannya meliputi karakteristik dari klasifier dalam neighbourhood tuple
yang divisualisasikan menggunakan Mosaic plot. Untuk mempermudah penjelasan,
kami tunjukkan cara mudah menghitung himpunan atribut yang k-stable yaitu k atribut
yang perubahannya tidak terpengaruh oleh klasifikasi tuple yang dibahas. Dengan
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kata lain, pada saat mengeksplor neighborhood dari tuple, user tidak harus memeriksa
himpunan atribut yang k-stable.

Dalam bab 5, kami mempelajari karakteristik lokal dari klasifier dengan menggu-
nakan ketidakstabilitas dari klasifier pada data poin. Dalam hal ini, kami perkenalkan
dua algoritma, yaitu algoritma untuk menemukan poin-poin yang tidak stabil dan
algoritma untuk menemukan region/daerah yang stabil. Dengan menggunakan
contoh, kami perlihatkan efektifitas dari metode kami. Kami gunakan contoh ini untuk
memperlihatkan manfaat menggunakan metode tersebut.

Dalam bab 6, kami perkenalkan alat bantu untuk memahami klasifier yang
menggunakan data diskrit. Kami jelaskan pula bagaimana klasifier pada tingkat lokal
yang memperlihatkan bagaimana klasifier mengklasifikasi data. Untuk pemahaman
secara lebih luas, kami perkenalkan pula bobot dari atribut. Semakin besar bobot
dari suatu atribut, semakin besar pula peranan atribut tersebut dalam menentukan
hasil akhir klasifikasi. Dengan membandingkan bobot dari suatu atribut misalnya
dengan mutual information, pemahaman terhadap klasifier menjadi semakin jelas.
Jika keduanya menunjukan hasil yang sama, maka tingkat kepercayaan dari hasil
prediksi menjadi semakin besar. Sebaliknya, bila keduanya tidak sepakat, maka
tingkat kepercayaan dari hasil prediksi semakin rendah. Hal ini menunjukkan bahwa
model klasifier yang lebih baik dapat dirancang menggunakan data yang ada.

Dalam bab 7, kami mendiskusikan bagaimana metode-metode yang kami perke-
nalkan pada bab-bab sebelumnya digunakan dalam menyelesaikan masalah-masalah
yang nyata. Kami ilustrasikan hal ini dalam studi kasus masalah bioinformatika,
yaitu dalam kasus menemukan gen-gen kecil. Kami juga melakukan analisa terhadap
bobot atribut-atribut beberapa klasifier untuk menentukan atribut terbaik dalam
memprediksi gen-gen kecil. Memprediksi gen-gen kecil merupakan masalah yang
masih sangat menarik diamati dalam bidang biologi. Masalah ini merupakan
masalah yang rumit, baik dilakukan secara komputasi maupun secara eksperimen
langsung di laboratorium. Hasil studi kami memperlihatkan bagaimana analisa
klasifier menggunakan metode yang kami perkenalkan pada bab sebelumnya dapat
menentukan klasifier yang lebih baik, walaupun klasifier yang sebelumnya digunakan
sangat jelek. Menggunakan Mosaic plot, kita dapat melihat atribut-atribut mana yang
tidak stabil yang saling berinteraksi satu sama lainnya. Sebagai contoh dalam kasus
nucleotide dari gen-gen kecil, perubahan dari dua atribut penting, yaitu spgGene and
nrEST, akan mengubah klasifikasi dari positif ke negatif.

Pada bagian appendiks merangkumkan beberapa implementasi dari paket-paket
perangkat lunak R dalam memvisualisasikan klasifikasi data kategorik dan region/
daerah yang tidak stabil dalam klasifier.
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