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Chapter 1

Motivation

Abstract

In this chapter we provide the background for the problems addressed in this thesis. These problems
are motivated by theoretical results on the stability of the global ocean circulation, in particular that of
the Atlantic Meridional Overturning Circulation (AMOC). These results identify a scalar Σ whose sign
is an important indicator of the stability of the AMOC. The central motivating problem is to determine a
time-mean value of Σ based on available observations. As the observational record is sparse and short,
one needs to use data-assimilation techniques in combination with models of the AMOC. The main
focus of this thesis is the development of new numerical methodology to enable the computation of
values of Σ from available observations. The new methods are based on a combination of a variational
data-assimilation scheme and fully-implicit ocean circulation models.

1.1 Introduction

The ocean circulation is an important component of the climate system controlling the vari-
ability in this system on time scales from months to thousands of years. Yet, the time-mean
state of the ocean circulation is so far only superficially known from past and ongoing obser-
vational programs.

There are three basic pieces of information from observations. First, there are hydro-
graphic (temperature/salinity) and ocean current measurements. An example is the data col-
lected during the World Ocean Circulation Experiment (WOCE) which was operational from
1985-1995. This information is restricted to specific sections (during WOCE) or ship routes
(in the past) and hence has a limited spatial resolution and a very bad temporal resolution;
most of the WOCE sections have been repeated only one or two times. The second piece
of information comes from satellite instruments which provide global coverage, but only of
the ocean surface. Measurements of the sea-surface height (TOPEX, ERS), surface chloro-
phyll concentration (SeaWiFs) and sea-surface temperature (AVHRR) are now routinely per-
formed. Finally, there is information from drifters which have been released in the ocean over
the last few years. The so-called ARGO array consists of about 3,000 free-drifting profiling
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floats that measure temperature and salinity of the upper 2000 m of the ocean. This allows,
for the first time, continuous monitoring of the temperature, salinity, and velocity of the upper
ocean, with all data being relayed and made publicly available within hours after collection.
With these observations, together with ocean model results, the following description of the
time-mean ocean circulation can be given.

1.2 The global ocean circulation

A textbook picture (Peixoto and Oort, 1992) of the surface ocean circulation is plotted in
Fig. 1.1a. The surface currents follow the patterns of the annual mean winds, with west-
ward currents near the equator and eastward currents at midlatitudes (Fig. 1.1a). This gives
the characteristic ‘gyre’ flows, consisting of a subpolar gyre and a subtropical gyre, in the
Atlantic and the Pacific. Strong poleward currents appear at the western side of each ocean
basin with the Gulf Stream, the Kuroshio, the Brazil Current and the Agulhas being pro-
nounced examples. As a snapshot of a model derived surface current speed shows (Fig. 1.1b),
the flows are much more complicated. In this high-resolution ocean model (NLOM, see
http://www7320.nrlssc.navy.mil/global nlom32/skill.html) several observational data sets are
assimilated. Currents such as the Gulf Stream are sharp jets which display variability on
many times scales. The transports of these currents are measures in Sverdrup (Sv) where 1
Sv = 106 m3s−1. For example, the Gulf Stream has a transport of 30 Sv at 25◦N which
increases to about 90 Sv at 40◦N.

The circulation of heat and salt through the ocean basins is called the thermohaline cir-
culation (Wunsch, 2002), usually abbreviated with THC. In the North Atlantic, the relatively
warm and saline water transported by the Gulf Stream is cooled on its way northward. In
certain regions, i.e. the Greenland Sea and the Labrador Sea, the water column becomes un-
stably stratified and vigorous convection occurs. The net effect is the formation the North At-
lantic Deep Water (NADW), which is transported southwards at mid-depth as a deep (western
boundary) current, then crosses the equator and connects to the water masses of the Southern
Ocean.

In the North Pacific, no deep water is formed because the surface waters are too fresh and
hence there is no equivalent of NADW. Deep water formation also occurs near the Antarctic
continent. In the Pacific, this inflow of heavy deep water is compensated by a surface return
flow which again connects with water masses in the Southern Ocean. The water mass entering
the Atlantic from the south is the Antarctic Bottom Water (AABW). The outflow of NADW in
the Atlantic is, apart from AABW, also compensated by surface inflow of water coming from
the Indian Ocean and water coming through Drake Passage (Schmitz, 1995). For the Atlantic
basin, the structure of these water masses shows up as layers, which gives an impression of a
stepwise vertical stratification in the basin.

The three-dimensional flow of different water masses through the ocean basins has been
termed (Gordon, 1986; Broecker, 1991) the ‘Ocean Conveyor’. Analysis of the section data
from WOCE combined with inversion studies have lead to a more detailed estimates over
the volume transports through the world oceans (Ganachaud and Wunsch, 2000). In Fig. 1.2,
the zonally integrated mass transports over several sections are presented. The boundaries
between water masses are taken as certain density surfaces (defined by a value of the quan-
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(a)

(b)

Figure 1.1: (a) Mean surface circulation pattern of the ocean as sketched in Peixoto and Oort (1992).
(b) Snapshot of the surface current speed of a ‘nowcast’ of the NLOM at 1/32◦ resolution for December
27, 2006.
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Figure 1.2: Estimated section integrated volume transports (in Sv) as determined in Ganachaud and
Wunsch (2000) from the WOCE data. See text for an explanation of the colors and symbols.

tity γn). In this way, the red arrows represent the surface transport, the blue arrows show
the transport at intermediate depths and the green arrows indicate the transport in the deep
ocean. Upwelling and downwelling are indicated by crosses and dots, respectively, and their
color indicates from which level the water is coming. It can be seen that about 16 Sv flows
northward at the surface in the Atlantic at 25◦N and that about 12 Sv returns at midlevel as
NADW.

The oceans take care of about one third to a half of the total meridional heat transport
of the combined ocean-atmosphere system. The total meridional heat transport due to the
ocean circulation is difficult to measure directly and only a few estimates at certain locations
have been obtained. Recent inversion studies of the WOCE data have lead to section estimates
(Ganachaud and Wunsch, 2000) and a summary result is presented in Fig. 1.3. The meridional
heat transport in the Atlantic is positive over the whole basin with a maximum of about 1.3
PW at 30◦N. In the Pacific, the heat transport is at least a factor two smaller than in the
Atlantic. The meridional heat transport in the Indian Ocean is mainly southward with a
maximum of 1.8 PW near 20◦S. Best estimates of the total zonally averaged meridional heat
transport are also presented in Ganachaud and Wunsch (2000) with a maximal northward heat
transport of about 1.8 PW at 30◦N.

Estimates of the freshwater transport through the oceans are hard to obtain from direct
observations. There is net precipitation in the tropical, middle and high-latitude regions,
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Figure 1.3: Estimated section averaged heat transport (1 PW = 1015W) over WOCE sections
(Ganachaud and Wunsch, 2000); the sections are indicated by their number (such as P12, A8, etc.).

and there is net evaporation in the subtropics. The ocean circulation must transport water
into the evaporative zones and away from precipitation regions for compensation. Wijffels
et al. (1992) present estimates of this freshwater transport (Fig. 1.4) and demonstrate the
importance of the Bering Strait throughflow. The Pacific is a net precipitative basin with
much of the gain occurring between the equator and 15 ◦N (the location of the Intertropical
Convergence Zone), while the Atlantic and Indian Ocean are evaporative basins. Over the
whole North Atlantic Ocean, there is southward transport of freshwater with a maximum of
about 109 kgs−1 at 60◦N.

1.3 Stability of the ocean circulation

Changes in the strength and the direction of ocean currents may lead to changes in meridional
heat transport and hence can influence the climate around the globe. Major transitions in the
ocean circulation are not found in the instrumental record (Bryden et al., 2005). There is a
real possibility, however, that more than one time-mean flow pattern of the global ocean cir-
culation, and in particular of the Atlantic Meridional Overturning Circulation (AMOC) may
exist under the present forcing conditions. Reconstructions of the ocean deep temperatures
during the last glacial period (around 20,000 years ago) have provided ample evidence that
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Figure 1.4: Meridional freshwater transport (in 109 kg/s) in the ocean, with the quantities FP and
FA referring to the freshwater transport of the Pacific-Indian throughflow and that of the Antarctic
Circumpolar Current at Drake Passage, respectively (Wijffels et al., 1992).

rapid climate changes were associated with major changes in the deep current structure in
the Atlantic (Clark et al., 2002). The existence of at least one additional state of the global
ocean circulation, with a substantially different meridional heat transport, would have im-
portant consequences for climate variability and global climate change over the next century
(McAvaney, 2001; Schmittner et al., 2005). It is therefore of central importance to deter-
mine whether the present time-mean global ocean circulation state, with the properties as in
Figs. 1.2, 1.3 and 1.4, is unique or in a multiple equilibria regime.

After the early work of Stommel (1961), the interest in the multiple equilibria regime
revived when Bryan (1986) showed that such a regime is in principle consistent with the
physical laws governing the three-dimensional ocean circulation. Since then, many studies
have demonstrated that multiple equilibria exist in a hierarchy of ocean models and Earth
System Models of Intermediate Complexity (EMICs) (Stocker et al., 1992; Rahmstorf, 1995;
Manabe and Stouffer, 1999; Rahmstorf et al., 2005). The global model studies can be di-
vided into three classes: (i) those that focus on the behavior of the time-mean circulation
under (controlled) changes in the freshwater flux pattern and amplitude (also called ‘hosing
experiments’); (ii) those that focus on the temporal evolution of the meridional overturning
circulation due to specified changes in the (initial) salinity field under otherwise fixed param-
eter values and forcing conditions; and (iii) studies with coupled ocean-atmosphere models
where the effect of the increase in the concentration of atmospheric CO2 is considered.

All model studies start from a so-called unperturbed state (or spin-up state) which is an
equilibrium state under prescribed surface observations. In hosing experiments, the sensitiv-
ity of the AMOC to anomalous freshwater input into the northern North Atlantic is investi-
gated by adding freshwater at a very slow rate such that quasi-steady states are monitored in
time (Rahmstorf, 1995). In this way, a first impression of the stable equilibria of the global
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ocean circulation can be obtained. In several global ocean models (Rahmstorf, 2000) it was
found that the AMOC collapses when the freshwater input is strong enough. When the fresh-
water forcing is reversed from the collapsed state, hysteresis behavior occurs because the
collapsed state can be maintained under substantial positive freshwater-flux anomalies. In
EMICs, the position of the unperturbed state is for some models in the multiple equilibrium
regime but for many others in the unique regime (Rahmstorf et al., 2005).

A typical example of the second class of studies is the one by Vellinga et al. (2002) where
the response of a coupled ocean-atmosphere model (HadCM3) to a sudden negative change
in surface salinity in the northern North Atlantic is investigated. Initially, the overturning
circulation reduces substantially but it recovers after about 120 years. The salt transport by
the subtropical gyre appeared a crucial factor in the recovery process since it is able to restore
the salt deficit caused by the initial perturbation.

In studies where the atmospheric CO2 concentration is increased, some models predict a
collapse of the Atlantic meridional overturning whereas others show only a modest change
(McAvaney, 2001). In the work of Manabe and Stouffer (1994, 1999), the increase of CO2

leads to a significant weakening of the Atlantic meridional overturning circulation; at the
time of CO2 doubling, it has decreased by 80%. If the CO2 is then held fixed, the overturning
recovers to its original strength on a century timescale. However, when the CO2 concentra-
tion is again doubled over the next 70 years, the Atlantic meridional overturning completely
collapses and does not recover. In contrast, other transient climate simulation studies with
increasing CO2 find only a relatively modest reduction in the Atlantic overturning (Wood
et al., 1999) (or no reduction at all (Latif et al., 2000)). The mechanisms for this behavior
have been analyzed for some cases (Thorpe et al., 2001) and are related to a stabilizing salt
transport by the ocean flow.

For all these type of studies there is a widely different behavior of the various models
around. A prominent example illustrating the sensitivity of models to small variations in pa-
rameters are the hosing experiments by Manabe and Stouffer (1999). In the coupled GFDL
model they first consider the standard case of a vertically dependent vertical diffusivity (with
slightly larger values at depth then near the surface). When the spin-up state is perturbed with
a large freshwater perturbation, the AMOC collapses and the collapsed state appears stable
when the freshwater forcing is removed. In a second case, the value of the vertical diffusiv-
ity is taken constant but relatively large. When the equilibrium state obtained after spinup
is perturbed with a similar large freshwater perturbation, the AMOC also collapses, but it
recovers when the freshwater forcing is released. Although these are only a few simulations
they illustrate that apparently a small change in a parameter, such as the vertical diffusivity,
can already move the unperturbed state from the multiple equilibrium regime into the unique
regime. The question arises then whether there are simple diagnostics from which one can
determine whether the unperturbed state is unique or not.

1.4 Characterization of the multiple equilibrium regime

Using a simple box model, it was already pointed out by Rahmstorf (1996) that the exis-
tence of the multiple equilibrium regime may be related to the net freshwater budget over the
Atlantic part of the global ocean domain. This issue was revisited in De Vries and Weber
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(2005), who suggested a diagnostic for the existence of a multiple equilibria regime as the
net freshwater export of the AMOC at 30◦S. There is one rough estimate of this diagnostic
(Weijer et al., 1999) which seems to indicate that the AMOC is in the multiple equilibrium
regime.

Over the last decades, the methodology of dynamical systems theory, in particular bifur-
cation theory, has proven to be a fruitful systematic approach to understand the appearance
of multiple equilibria and temporal variability in ocean flows. Recently, bifurcation analysis
was performed on a model of the global ocean circulation that is coupled to an energy-balance
model of the atmosphere (Weijer et al., 2003). This model has a 4◦ horizontal resolution and
12 vertical levels and defines a dynamical system with 280,000 degrees of freedom. With
so-called continuation techniques, one can efficiently calculate the steady states of this model
versus model parameters (Dijkstra, 2005).

Using these techniques, it was recently shown (Dijkstra, 2007) that the multiple equilibria
regime (Fig. 1.5) is determined by the sign of

Σ = Mov(θn) − Mov(θs), (1.1)

where

Mov(θ) = −r0

∫
v̄(θ, z)(< S > (θ, z) − S0)dz. (1.2)

In these equations v̄ is the zonally averaged meridional velocity, < S > is the zonal mean
salinity, S0 is a reference salinity and r0 is the radius of the Earth. The quantity Mov(θ) is
the advective freshwater transport at latitude θ due to the AMOC.

In Fig. 1.5, a bifurcation diagram is shown of the global ocean model where the strength
of the AMOC is plotted versus the freshwater input into the northern North Atlantic (with
strength γp Sv). The dashed curve shows the value of Σ for each AMOC state as a function
of γp for θn = 60◦N and θs = 30◦S. The value of Σ passes through zero very near to the
first saddle-node bifurcation, where the associated γp values is denoted with a vertical line,
dashed line. Hence it is the sign of the net advective freshwater flux by the AMOC (i.e. Σ)
which determines whether multiple states exist or not. In the multiple equilibria regime, the
AMOC is exporting freshwater while still the surface evaporation exceeds precipitation; the
excess salt is exported out of the basin by the wind-driven gyres.

There is an intuitive notion why the sign of Σ is important for the stability of the AMOC
states. If Σ < 0 and the North Atlantic sea surface is subjected to a perturbation freshwater
flux, then the AMOC decreases. As a consequence, the freshwater export by the AMOC
decreases which makes the basin even fresher and hence the original perturbation is amplified.
On the other hand when Σ > 0, such a freshwater perturbation also decreases the AMOC but
now the export of salt is decreased which effectively opposes the original perturbation. The
problem of the existence of multiple equilibria in the present ocean circulation has in this way
been reduced to the calculation of Σ.

The main issues motivating the work in this thesis are now:

(i) to determine best values of the freshwater transports of the present ocean circulation in
the Atlantic basin from available observations;
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Figure 1.5: Bifurcation diagram where the strength of the AMOC (ψatl, drawn) together with the net
advective freshwater export by the AMOC (Σ, dashed) is plotted versus γp, the freshwater perturbation
in the North Atlantic, both in Sv.

(ii) to separate the freshwater transport of the AMOC from that of the gyre circulation, and
determine values of Σ; and

(iii) to assess which processes most contribute to the uncertainty in values of Σ.

By providing an estimate of a quantity indicating whether the present global ocean circulation
is unique or not, such results would be of fundamental importance to the fields of physical
oceanography and climate dynamics.

1.5 Approach and overview of the thesis

To compute reasonable values of Σ for the present day ocean circulation, one needs (i) an
ocean model with which it is relatively easy to compute equilibrium states, (ii) data to con-
strain the model circulation and (iii) efficient data-assimilation methodology for state- and
parameter estimation. Finally, one wants to assess the uncertainty in values of Σ to observa-
tional errors and to specific model parameters.

Note that this is a difficult task when using traditional data-assimilation approaches with
explicit time-stepping ocean models. For example, the project of Estimating the Circulation
and Climate of the Ocean (ECCO) assimilates different types of observations into the MIT-
gcm to estimate the global circulation (Stammer et al., 2003). The data-assimilation system is
based on the adjoint method that uses Lagrange multipliers. Control variables are initial tem-
perature and salinity, as well as time-dependent surface buoyancy and momentum fluxes. The
ECCO state estimation includes an estimate of the dynamic topography, which is composed
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of sea level anomalies from a number of altimeters and a mean dynamic topography which
is based on the CLS01 MSS and the GRACE-based EIGEN-GRACE03S geoid. In addition,
it includes satellite estimates of sea surface temperature, and a variety of in-situ observations
(Argo as well as P-ALACE floats, XBT profiles and WOCE hydrographic sections).

With traditional explicit model approaches, such as in the ECCO project, it will be diffi-
cult to adequately address the issues at the end of the previous section. With explicit models
a relatively small time step can be used and it will be difficult to compute equilibrium flows.
Hence values of Σ based on these type of estimations are likely to be unrealistic. Another
drawback of the traditional approach is the choice of control parameters. By controlling sur-
face buoyancy and momentum fluxes, the assimilated data will mostly affect the simulation
of the upper ocean. A final problem with these type of approaches is that the many spin-up
simulations which are needed to perform sensitivity studies of Σ will become prohibitively
expensive.

In this thesis, a new approach is suggested along the following lines:

(i) develop fully-implicit ocean models with which it is possible to compute equilibrium
states efficiently because large time steps can be taken;

(ii) adapt a variational data-assimilation technique (4D-Var) for use in these implicit mod-
els; and

(iii) develop a data-handling technique such that the effect of temporal variability on the
time-mean state can be computed relatively efficiently.

This approach requires the development of several pieces of new methodology. In this the-
sis these pieces are developed systematically and tested with idealized ocean models. Note
that focus is on the development and testing of the new methodology only and not on the
application in realistic situations with realistic data; the latter is far too ambitious.

The set-up of the thesis is as follows. In chapter 2, the formulation of the variational
assimilation method 4D-Var in implicit ocean models is provided together with the method
of parameter estimation. Using an idealized model of the wind-driven ocean circulation, we
compare in chapter 3 the performance of 4D-Var in the explicit and implicit version of this
model. In chapter 4, we investigate the performance of 4D-Var in the implicit model using
relatively large time steps. In chapter 5 we present a novel method to efficiently compute
time-mean states in implicit ocean models using 4D-Var. The approach is based on a modal
decomposition of the forcing fields and the observations. An iterative process is applied
where we start with the assimilation of the time-mean observations and successively add
more modal components in the observations. We apply this method again to the idealized
model of the wind-driven ocean circulation and study its optimal implementation.

As a spin-off of the methodology, we present in chapter 6 the computation of the Condi-
tional Nonlinear Optimal Perturbations (CNOPs) in the idealized model of the wind-driven
ocean circulation. The CNOPs are perturbations which have optimal nonlinear growth rates
(under constraints on the amplitude of the initial conditions) in parameter regimes where the
flow is asymptotically stable. The CNOPs play an important role in assessing the finite am-
plitude stability of ocean circulation states. In chapter 7, a fully-implicit three-dimensional
ocean circulation model of the Atlantic meridional overturning circulation is presented. The
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performance of this model is presented for two different ocean basin configurations. In chap-
ter 8, we finally combine the data-assimilation methodology described in chapter 2 with the
fully-implicit model of chapter 7 to determine the effect of temperature/salinity section data
and surface data assimilation on the time-mean state of idealized three-dimensional ocean
flows. Chapter 9 contains an outlook and sketches further steps to apply the methodology to
realistic problems.





Chapter 2

The 4D-Var method and its
implementation in implicit ocean
models

Abstract

In this chapter we provide the background for the variational assimilation method 4D-Var and
present two pieces of new methodology: the implementation of 4D-Var in implicit models and the
associated parameter estimation technique.

2.1 Introduction

The four-dimensional variational data assimilation method, 4D-Var, is now widely applied in
meteorology and physical oceanography. It is a method in which information that is present
in observations is combined with the evolution determined by a particular ocean, atmosphere
or climate model. The 4D-Var method is routinely applied at ECMWF in weather forecast-
ing (Rabier et al., 2000; Mahfouf and Rabier, 2000; Klinker et al., 2000). In operational
oceanography, for example within the French Mercator project (Weaver et al., 2003; Vialard
et al., 2003), the use of observations to initialize ocean circulation models results in better
forecasts. The Estimating the Circulation and Climate of the Ocean (ECCO) consortium
applies 4D-Var to estimate the ocean state using WOCE data and NCEP reanalysis of the
surface fluxes (Stammer et al., 2000, 2002a,b, 2003). The LSG model (Hamburg Large Scale
Geostrophic Model) was used together with 4D-Var by Wenzel et al. (2001) to study the an-
nual cycle of the global ocean circulation. The 4D-Var method was also used for paleonutrient
data analysis of the glacial Atlantic (Winguth et al., 2000).

Part of this chapter has been published in: Terwisscha van Scheltinga, A.D. and Dijkstra, H.A. (2005). Nonlinear
data-assimilation using implicit models. Nonlinear Processes Geophysics, 12, 515–525.



14 Chapter 2

In the 4D-Var approach, a cost function is minimized by varying the initial condition or
the forcing of the model. Parameters controlling the solution can also be varied, for example
diffusivities (Stammer, 2005) or eddy stresses (Ferreira et al., 2005). The cost function mea-
sures the distance between the data and a state vector at a sequence of times. The so-called
analysis is that state which minimizes the cost function and the minimization procedure re-
quires the evaluation of the gradient of the cost function. In general, this gradient is calculated
by using both a forward and an adjoint model.

With the increase in the length of data sets, data assimilation becomes feasible to better
simulate phenomena with a longer time scale, such as interannual variations of the Gulf
Stream path or even decadal variability in the North Atlantic. For these type of computations,
the implementation of 4D-Var methods in explicit models have the drawback that the time
step is restricted by the explicit time stepping scheme. Even if one uses monthly averaged
data, the time step of the ocean model has to be small (smaller than an hour at reasonable
resolution) to carry out the assimilation. Such long term data assimilation problems motivate
to search for alternative 4D-Var implementations in which relatively large time steps can be
taken.

By tackling problems associated with the stability and successive bifurcations of large-
scale ocean flows, fully-implicit ocean models have been developed over the last decade. For
example, implicit quasi-geostrophic and shallow-water models of the wind-driven ocean cir-
culation have been used to investigate the bifurcation behavior of the double-gyre circulation
(Dijkstra and Katsman, 1997; Schmeits and Dijkstra, 2000). A hierarchy of fully-implicit
models of the thermohaline ocean circulation has helped clarify the role of different equi-
libria in the hysteresis behavior of the global ocean circulation (Dijkstra et al., 2004). The
immediate advantage of these methods is that much larger time steps can be taken than with
explicit methods. In this chapter, we present the implementation of 4D-Var in implicit models
and an associated parameter estimation technique.

2.2 The 4D-Var method

In the presentation of the 4D-Var method, we use the notation as in Ide et al. (1997). Let w

be the state vector consisting of model variables that are to be estimated by combining model
dynamics and observations. If wb is the background state and δw is the increment on the
background state, then we want to determine δw such that the resulting state w defined by

w = wb + δw, (2.1)

is ‘close’ to observations. Let M = M(ti, ti−1), for certain times ti, i = 0, . . . n, represent
the evolution operator of the model, such that

w(ti) = M(ti, ti−1)(w(ti−1)). (2.2)

Substitution of (2.1) into (2.2) and linearizing around wb(ti) gives:

w(ti) ≈ M(ti, ti−1)(w
b(ti−1)) + M(ti, ti−1)δw(ti−1), (2.3)
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where M(ti, ti−1) is the tangent linear operator,

M ≡
∂M

∂w

∣∣∣∣
w=wb

, (2.4)

and δw(ti) = M(ti, ti−1)δw(ti−1) is the corresponding tangent-linear model. Let yi denote
the vector of observations and Hi the observation operator at time ti, then

yi = Hi(w(ti)) ≈ Hi(w
b(ti)) + Hiδw(ti), (2.5)

where Hi is the linearization of Hi around the background state. By the hypothesis of causal-
ity, we have

M(ti, t0) = M(ti, ti−1) · · ·M(t1, t0), (2.6a)

M(ti, t0) = M(ti, ti−1) · · ·M(t1, t0), (2.6b)

and the model estimates of the observations can be linked to the initial conditions through
(2.6) as

Hi(w(ti)) ≈ HiM(ti, t0)(w
b(t0)) + HiM(ti, t0)δw(t0). (2.7)

The analysis wa is defined as the state vector which minimizes both the distance to the back-
ground wb(t0) and to the time-sequence of observations yi in the interval t0 ≤ ti ≤ tn.
Hence, this defines a cost function JF as

JF (δw) = δwTB−1δw +

n∑
i=0

(dF
i )TR−1

i dF
i , (2.8)

with

dF
i = yi − HiM(ti, t0)(w

b(t0) + δw(t0)). (2.9)

The matrices B and Ri are the covariances of the background and observation error. If wa is
defined as the solution of the optimization problem, i.e.,

δwa = min
δw

JF (δw), (2.10)

then the analysis is given by

wa(ti) = M(ti, t0)(w
b(t0) + δwa). (2.11)

If δwa is small, the cost function JF can be approximated (Courtier et al., 1994) by a
quadratic cost function J using (2.7) to give the incremental formulation of 4D-Var:

J(δw) = δwTB−1δw +

n∑
i=0

dT
i R−1

i di, (2.12)

where the departures di are defined as:

di = wi − HiM(ti, t0)(w
b(t0)) − HiM(ti, t0)δw(t0). (2.13)
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The solution δwa of the optimization problem is defined as:

δwa = min
δw

J(δw) (2.14)

and the analysis is again evaluated by (2.11).
To solve the optimization problem (2.10) or (2.14), the gradient of either the cost function

(2.8) or (2.12) has to be evaluated. We illustrate this procedure for the incremental formula-
tion of the cost function (2.12). For the cost function (2.8) the procedure is the same and the
only difference is the departure used. The gradient of (2.12) is

∇J(δw) = 2B−1δw − 2

n∑
i=0

MT (ti, t0)H
T
i R−1

i di. (2.15)

Using the hypothesis of causality (2.6), it follows that

∇J(δw) = 2B−1δw − 2(HT
0 d̃0 + MT (t1, t0)[H

T
1 d̃1

+ MT (t2, t1)[H
T
2 d̃2 + . . .MT (tn, tn−1)H

T
n d̃n] . . .]), (2.16)

where the superscript T indicates the transpose and the d̃i are the normalized departures
defined as

d̃i = R−1
i di. (2.17)

It is practical to divide long time series into smaller subintervals each with n points.
The observations in each subinterval are then assimilated using the analysis of the previous
interval. In Fig. 2.1a the observations are shown on an assimilation interval of twelve points.
This interval is divided into three subintervals, each with four points (n = 5). For every
interval the background trajectory wb(ti) (solid), the optimal increment δwa (arrows) and
the analysis wa(ti) (dashed) are shown. The background on the first subinterval is assumed
to be given. For the other subintervals, the background is calculated from the analysis on the
previous subinterval. On each subinterval the minimization problem is solved. Due to the
dependence of the cost function on the background, the increment and the observations, the
initial and the final value of the cost function will vary over the subintervals (Fig. 2.1b).

2.3 4D-Var in implicit models

Let a model be written in general operator form as

T
∂u

∂t
+ Lu + N (u)u = F , (2.18)

where T and L are linear operators, u is the state vector, N is a nonlinear operator and F
contains the explicitly known part of forcing. Spatial discretization gives

T
∂û

∂t
+ Lû + N(û)û = f , (2.19)
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Figure 2.1: Sketch of the 4D-Var method, where an assimilation interval has been divided into three
subintervals. (a) ‖H(wb(ti)‖2 and ‖H(wa(ti)‖2, the L2-norm of the projection of the background
w

b(ti) (solid) and analysis w
a(ti) (dashes); the L2-norm of the observations yi (crosses) and the

optimal increments δwa (arrows). (b) the initial (solid) and final (dashed) value of the cost function.

with T, L, N, f and û being discretized versions of T , L, N , F and u, respectively.
Using the Adams-Bashforth explicit scheme on the discrete equations with a time step Δt

and index i, the numerical problem becomes

1

Δt
T(ûi+1 − ûi) =

3

2
pi −

1

2
pi−1, (2.20a)

pi = f i − (L + N(ûi))ûi. (2.20b)

From (2.16) it can be seen that the gradient of J can be calculated by integrating the adjoint
model, with evolution operator MT (ti, ti−1) and forcing HT

i d̃i, backward in time. In the
explicit time stepping numerical model, the usual procedure is to compute the cost function
by forward evolution over the time interval and the gradient during backward evolution using
the adjoint model over the same time interval. The construction of an adjoint model from an
explicit code is a difficult task. Although there are now compilers which generate actual com-
puter code of an adjoint model given the code of the forward model (Giering and Kaminski,
1998), the formulation of an adjoint model is in most cases a nontrivial and time-consuming
process.
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For a fully implicit model, however, the tangent linear model is implicitly available from
the implicit time-integration. To show this we write a general implicit scheme with ω ∈ (0, 1]
as,

1

Δt
T (ûi+1 − ûi) + (1 − ω)(L + N(ûi))ûi + ω(L + N(ûi+1))ûi+1 =

(1 − ω)f i + ωf i+1. (2.21)

For example, for ω = 1 the backward Euler method is obtained and for ω = 1/2 the Crank-
Nicholson method. Using the notation Ni = N(ûi), then rearranging (2.21) gives:

[
1

Δt
T + ω(L + Ni+1)]ûi+1 = gi, (2.22a)

gi = [
1

Δt
T− (1 − ω)(L + Ni)]ûi + (1 − ω)f i + ωf i+1. (2.22b)

This nonlinear system of equations is solved using the Newton-Raphson method. Let the
Newton iteration index be indicated by l and Ni+1,l be the linearization of Ni+1 around
ûi+1,l. For the system (2.22), the Newton-Raphson method is

ûi+1,0 = ûi, (2.23a)

ûi+1,l+1 = ûi+1,l + Δûi+1,l+1, (2.23b)

JΔûi+1,l+1 = −[
1

Δt
T + ω(L + Ni+1,l)]ûi+1,l + gi, (2.23c)

J =
1

Δt
T + ω(L + Ni+1,l), (2.23d)

and the linear system (2.23c) has to be solved for each iteration.
The relation (2.22) provides an explicit representation of the spatially discretized evolu-

tion operator as:

M(ti+1, ti)(û(ti)) = [
1

Δt
T + ω(L + Ni+1)]−1gi. (2.24)

The spatially discretized tangent linear model follows from linearization of this operator
around ûb(ti) and becomes

M ≡
∂M

∂û

∣∣∣∣
û=ûb

= [
1

Δt
T + ω(L + Ni+1)︸ ︷︷ ︸

C1,i

]−1 [
1

Δt
T − (1 − ω)(L + Ni)]︸ ︷︷ ︸

C2,i

(2.25)

and it can be explicitly written as

M(ti+1, ti) = C−1
1,iC2,i. (2.26)

As the Jacobian matrix J is available during the Newton-Raphson iteration one gets the
tangent-linear model and its transpose, to be used in the computation of the cost function
in 4D-Var and its gradient, nearly for free.

Below and in the rest of the thesis, we will label the implementation of 4D-Var in implicit
models as i4D-Var and that in explicit models as e4D-Var.
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2.4 Parameter estimation

Parameter estimation using variational methods has been used for example by Yu and O’Brien
(1991) to estimate wind-stress coefficients and eddy-viscosity profiles. Zhu and Navon (1999)
study adjustment of three parameters, one of them being a horizontal eddy viscosity, in the
Florida State University global atmosphere model using a variational approach. They com-
bine 4D-Var with a penalty function method to transform the constrained optimization prob-
lem into an unconstrained optimization problem. They show that maximum benefit is ob-
tained from the combined effect of both parameter estimation and initial condition optimiza-
tion. An overview of many of the current parameter estimation methods used is presented in
Navon (1998).

Parameter estimation is difficult in 4D-Var, since a change in the underlying vector field
due to a parameter variation cannot be easily taken into account. In i4D-Var, however, the
parameter dependence of the local Jacobian matrix is explicitly available. Let p be the vector
of parameters and rewrite the cost function (2.12) to explicitly include the parameters in its
formulation, i.e.

J(δw,p) =

n∑
i=0

dT
i R−1

i di, (2.27)

where the departures di are given by

di = yi − HiM(ti, t0,p)(wb(t0)) − HiR(ti, t0,p)δw, (2.28)

where M(ti, t0,p) represents the evolution operator. The minimization problem now be-
comes:

min
δw,p

J(δw,p). (2.29)

When a simultaneous minimization is attempted over both the initial condition or forcing
and the parameters, the cost function is no longer quadratic since the introduction of the
parameters as control variables gives additional nonlinearities. Hence, a unique minimum is
no longer guaranteed and a different approach is needed.

In Zhu and Navon (1999), the cost function is extended by including a penalty term
λT g(p), where the penalty coefficient vector λ is determined such that penalty term is of
the same order as the other terms in the cost function. The quadratic vector function g(p)
is introduced to set the boundaries in the parameter space. The advantage is that the cost
function is again quadratic, but the direct disadvantage is that the results of the analysis can
be very sensitive to the specification of the penalty coefficient vector (Nash and Sofer, 1996).

In i4D-Var, the Jacobian matrix and the derivative of the vector field to each parameter
are explicitly available at each time step. Hence, instead of simultaneously minimizing over
δw and p, one can attempt to minimize sequentially over δw and p. In this approach, we
first determine δwa as a solution of the minimization problem

min
δw

J(δw,pb), (2.30)
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with δw = 0 as a first guess for the minimization and pb is the parameter vector for which
the background has been calculated. This minimization problem yields an analysis at ti given
by

wa(ti) = M(ti, t0,p
b)(wb(t0) + δwa). (2.31)

Next, we determine pa such that the analysis (2.31) is improved. This can be done by solving
the problem

min
p

J(δwa,p), (2.32)

where the linearization around the background state has been dropped, i.e., the departures are
taken as

di = yi − HiM(ti, t0,p)(wb(t0) + δwa). (2.33)

As a first guess, the parameters of the background are taken as p = pb. When these problems
are solved, then the analysis is found from

wa(ti) = M(ti, t0,p
a)(wb(t0) + δwa), (2.34)

and the background wb(tn+1) at the beginning of the next interval is given by:

wb(tn+1) = M(tn+1, t0,p
a)(wb(t0) + δwa). (2.35)

This sequential minimization has several advantages over (2.29). First, for the minimiza-
tion over δw in (2.30), the cost function remains quadratic and hence a unique minimum can
be expected. Secondly, minimizing over the initial conditions first, yields an improvement of
the model solution. This improvement gives an indication whether the current estimate pb

is accurate. If not, the initial condition δwa gives an analysis wa(t0), which is close to the
observation y0. Fixing δw = δwa introduces a strong constraint on the minimization prob-
lem (2.32). Though J(δw,p) is non-linear and therefore multiple minima of (2.32) may be
expected, this constraint reduces the number of feasible minima. As a result, the computation
is numerically better conditioned.



Chapter 3

Performance of 4D-Var in explicit
and implicit ocean models

Abstract

In this chapter, we compare the performance of the implementation of 4D-Var in an implicit version
(abbreviated below with i4D-Var) of a barotropic quasi-geostrophic model of the double-gyre wind-
driven circulation with 4D-Var applied to an explicit version (abbreviated below with e4D-Var) of the
same model. The aim of the comparison is to investigate whether implicit methods provide useful
alternatives in problems where variational data-assimilation techniques are used.

3.1 Barotropic wind-driven ocean flows

In this section we describe an idealized model of the quasi-geostrophic barotropic double-
gyre wind-driven ocean circulation, which is used for illustrating the new methodology. This
model will be used in this and the next two chapters as background model and for the gener-
ation of synthetic observations.

3.1.1 Model formulation

Consider a rectangular ocean basin of size L × L having a constant depth D. The basin is
situated on a midlatitude β-plane with a central latitude θ0 = 45◦N and Coriolis parameter
f0 = 2Ω sin θ0, where Ω is the rotation rate of the Earth. The meridional variation of the
Coriolis parameter at the latitude θ0 is indicated by β0. The density ρ of the water is constant
and the flow is forced at the surface through a wind-stress vector T = τ0[τ

x (x , y), τy (x , y)].

This chapter has been submitted to Nonlinear Processes in Geophysics as: Terwisscha van Scheltinga, A.D.
and Dijkstra, H.A., A comparison of the performance of 4D-Var in an explicit and implicit version of a nonlinear
barotropic ocean model.
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Parameter Value Parameter Value
L 1.0 × 106 m U 7.1 × 10−3 ms−1

D 7.0 × 102 m β0 2.0 10−11 (ms)−1

f0 1.0 × 10−4 s−1 g 9.8 ms−2

ρ 1.0 × 103 kgm−3 τ0 1.0 × 10−1 Pa
Table 3.1: Standard values of the parameters for the barotropic quasi-geostrophic ocean model. Note
that we use slightly different parameters than in Dijkstra and Katsman (1997).

The governing equations are non-dimensionalized using a horizontal length scale L, a verti-
cal length scale D, a horizontal velocity scale U , the advective time scale L/U and a char-
acteristic amplitude of the wind-stress vector, τ0. The effect of deformations of the ocean-
atmosphere interface on the flow is neglected.

The dimensionless barotropic quasi-geostrophic model of the flow for the vorticity ζ and
the geostrophic streamfunction ψ is (Pedlosky, 1987)[ ∂

∂t
+ u

∂

∂x
+ v

∂

∂y

]
[ζ + βy] = Re−1∇2ζ + ατ

(∂τy

∂x
−

∂τx

∂y

)
, (3.1a)

ζ = ∇2ψ, (3.1b)

where the dimensionless horizontal velocities are given by u = −∂ψ/∂y and v = ∂ψ/∂x.
The parameters in (3.1) are the Reynolds number Re, the planetary vorticity gradient param-
eter β and the wind-stress forcing strength ατ . These parameters are defined as:

Re =
UL

AH
, β =

β0L
2

U
, ατ =

τ0L

ρDU2
, (3.2)

where g is the gravitational acceleration and AH is the lateral friction coefficient.
We assume no-slip conditions on the east-west boundaries and slip on the north-south

boundaries. The boundary conditions are therefore given by

x = 0, x = 1 : ψ =
∂ψ

∂x
= 0, (3.3a)

y = 0, y = 1 : ψ = ζ = 0. (3.3b)

The wind-stress forcing is prescribed as

τx(x, y) =
−1

2π
cos(2πy), (3.4a)

τy(x, y) = 0, (3.4b)

and the zonal wind stress is symmetric with respect to the mid-axis of the basin (the standard
double-gyre case).

When the horizontal velocity scale is based on a Sverdrup balance of the flow, i.e.,

U =
τ0

ρDβ0L
, (3.5)

it follows that ατ = β and two free parameters result (Pedlosky, 1987), for example the
dimensionless boundary layer thicknesses δ2

I = 1/β and δ3
M = 1/(βRe). A standard set of
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Figure 3.1: Streamfunction ψ of (a) the anti-symmetric steady state for Re = 20, (b) the jet-down
steady state for Re = 50 and (c) the jet-up steady state for Re = 50. The contour values are scaled
with respect to a maximum of ψ = 2.2 for (a), which represents a transport of 5.5 Sv; and a maximum
of ψ = 1.1 for (b,c), which represents a transport of 10.9 Sv. The contour interval is 0.2.

parameter values has been chosen (Table 3.1) that are similar to those in Dijkstra and Katsman
(1997) and for these parameters, ατ = β = 2.8 × 103.

For these parameters different flow regimes exist when Re is varied. For Re < 40, the
quasi-geostrophic model has one unique stable steady state. The streamfunction ψ of this
steady state is anti-symmetric with respect to the mid-axis of the basin and a solution for
Re = 20 is shown in Fig. 3.1a. Near Re = 40 a pitchfork bifurcation occurs and three
branches of steady states exist for Re > 40. The branch with anti-symmetric solutions is
unstable and is not further discussed here. The two branches with asymmetric solutions are
linearly stable. One of these contains solutions with a downward jet-displacement and this
‘jet-down’ solution is shown for Re = 50 in Fig. 3.1b. The other branch contains ‘jet-
up’ solutions and is also for Re = 50 plotted in Fig. 3.1c. The branches with asymmetric
solutions remain stable for 40 < Re < 62. Near Re = 62. the asymmetric states become
unstable due to the occurrence of Hopf bifurcations.
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3.1.2 Details of the numerical implementation

The equations (3.1) and boundary conditions (3.3) are spatially discretized using a control-
volume method on an equidistant N × M grid. For the explicit integration the second-order
Adams-Bashforth time discretization (2.20) is used; the first step for each assimilation in-
terval is an Euler step. For the implicit integration of the model the second-order Crank-
Nicholson scheme is used. For both implementations see section 2.3. In all computations be-
low a 60×40 grid was used which was shown to give sufficient accuracy in the solutions com-
puted (Dijkstra and Katsman, 1997). Each linear system (arising from the Newton-Raphson
method) in i4D-Var was solved using the BiCGSTAB method (Van der Vorst, 1989) with an
incomplete LU factorization as a preconditioner. For practical implementation of the mini-
mization of the cost function, a NAG-library routine (E04DGF) was used. This method uses
a preconditioned conjugate gradient method with a ‘limited’ memory quasi-Newton method
to calculate the search direction (Gill and Murray, 1979; Gill et al., 1981). A minimum has
been found if the following conditions on the convergence of the iterate, cost function and
gradient are all satisfied given the optimality tolerance εm:

Jk−1 − Jk < εm(1 + |Jk|), (3.6a)

‖δwk−1 − δwk‖ < ε1/2
m (1 + ‖δwk‖), (3.6b)

‖∇Jk‖ ≤ ε1/3
m (1 + |Jk|), (3.6c)

where k is the iteration index in the minimization algorithm. For the optimality tolerance in
E04DGF, a value of εm = 10−5 was chosen.

3.2 Comparison between i4D-Var and e4D-Var

In this section, we will compare the performance of i4D-Var and e4D-Var using the barotropic
quasi-geostrophic ocean model. The specific set-up is described in section 3.2.1 and results
for a standard case, with a fixed time step Δt and a fixed number of points per assimilation
interval, n, in section 3.2.2. The changes in performance when Δt and n are varied are pre-
sented in section 3.2.3 and section 3.2.4, respectively and in section 3.2.5 the computational
efficiency of 4D-Var in the implicit and explicit model is compared.

3.2.1 Specific case

For a value of Re far into the irregular regime (Re = 120), results of a 40 year time integra-
tion are shown in Fig. 3.2a. The quantity ΔΨ on the y-axis in Fig. 3.2a is a measure of the
asymmetry of the streamfunction ψ with respect to the mid axis of the basin and it is defined
as:

ΔΨ =
max(ψ) + min(ψ)

max(ψ,−ψ)
. (3.7)

A positive value of ΔΨ indicates a downward jet-displacement, while a negative value of ΔΨ
indicates an upward jet-displacement. In these computations, a time step of Δt = 15 minutes
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Figure 3.2: The asymmetry ΔΨ of the streamfunction for: (a) a time-integration of 40 years, starting
from a unstable jet-up steady state; and (b) a 1280 hour window after year 10 in (a); the latter values
serve as the observations.

was used for both the implicit and the explicit integration of the model. Both methods give
near identical results such that the curves in Fig. 3.2a are indistinguishable.

The unstable jet-up steady state for Re = 120 was chosen as the initial state at t = 0.
Although the flow stays close to the initial state for the first few years, the behavior becomes
irregular in time with frequent changes between upward and downward jet-displacement. For
the comparison between the two 4D-Var implementations, we have derived the ‘observations’
from the 1280 hour window after 10 years of integration; the value of ΔΨ of these ‘observa-
tions’ is plotted in Fig. 3.2b.

Although the computed trajectories were nearly indistinguishable, for consistency the
i4D-Var observations were taken from the implicit time-integration, while for e4D-Var they
were taken from the explicit time-integration. The 1280 hour interval of observations is
broken into subintervals, each with n points. On each of the subintervals, the minimization
problem (2.14) is solved with the initial condition as control variables (cf. Fig. 2.1). For the
covariance matrices, we have chosen (for simplicity) that B = Ri = I for i = 1, · · · , n. The
identity operator was chosen for the observation operator (H = I), which means that we use
all the observations of the streamfunction. As initial background state we have chosen the
unstable jet-up steady state at Re = 120; this is the starting point of the time series shown in
Fig. 3.2a. For each interval the first guess of the minimization was taken as δw = 0.

3.2.2 Accuracy

First we consider the behavior of both implementations for a time step Δt = 2 hr and n = 2
(three points per interval). The initial value of the cost function (solid) before minimization
and the final value of the cost function after minimization (dashed) are for e4D-Var shown in
Fig. 3.3a and for i4D-Var in Fig. 3.3b. Both methods show a rapid decrease in the initial and
final value of the cost function for the first few intervals, after which both values becomes
constant. The rapid decrease is caused by the large difference at the beginning between
the observation (which initially has ΔΨ ≥ 0) and the background state (which initially has
ΔΨ ≤ 0). As a result of this difference, both methods make large improvements in the
background state until it becomes close to the observations and only a small correction on
the background is necessary. The difference in the value of the cost function (both initial
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Figure 3.3: Results for Δt = 2 hours and 2 points per interval. (a) Initial value (solid) and final
value (dashed) of the cost function for each minimization as evaluated by e4D-Var. (b) Initial value
(solid) and final value (dashed) of the cost function for each minimization as evaluated by i4D-Var. (c)
Initial value (solid) and final value (dashed) of the L2-norm of the gradient of the cost function for each
minimization as evaluated by e4D-Var. (d) Initial value (solid) and final value (dashed) of the L2-norm
of the gradient of the cost function for each minimization as evaluated by i4D-Var.

and final) between both methods is about one order of magnitude, with the implicit method
having the smallest value of the cost function. This is due to the different evaluation of the
cost function: for e4D-Var, the term involving the tangent linear model in (2.13) is evaluated
at the beginning of each time interval, while in i4D-Var, both begin and end points of the
interval are used.

The initial and final value of the L2-norm of the gradient ∇J are shown for e4D-Var
and i4D-Var in Fig. 3.3c and Fig. 3.3d, respectively. Again there is a sharp decrease initially
followed by stabilization afterwards. The initial value of the L2 norm of ∇J is of the same
order for both methods but there is a large difference in the magnitude of the final values.
This is due to a difference in the evaluation of the gradient: for i4D-Var, the evaluation of the
gradient requires 2n linear systems to be solved which is done using an iterative scheme with
an accuracy εi = 10−6. As a result, the L2-norm of the gradient cannot become smaller than
εi for i4D-Var. Since for e4D-Var no systems have to be solved, the norm of the gradient can
be several orders of magnitude smaller.

An indication of the computational cost for both 4D-Var implementations is provided
in Fig. 3.4. In this figure the processor time tcomp needed to minimize the cost function J
for each (sub-)interval (cf. Fig. 2.1) is plotted at the beginning of each interval for three
combinations of n and Δt. For the i4D-Var tcomp is drawn solid and for e4D-Var tcomp is
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Figure 3.4: The processor time tcomp needed for the minimization of cost function J for each assim-
ilation interval (see Fig. 2.1). The value of tcomp is plotted at the beginning of the intervals. (a) for
Δt = 2 hours and n = 2. (b) for Δt = 16 hours and n = 2. (c) for Δt = 2 hours and n = 16. The
solid curves represent the results from i4D-Var. The dashed curves represent the results from e4D-Var.

drawn dashed. For Δt = 2 hours and n = 2 (Fig. 3.4a) the i4D-Var method is on average a
factor 1.5 more expensive in computational time than e4D-Var. There are, however, several
intervals where the difference is more than a factor 2.5. For both implementations, the cost
function (2.12) is minimized using an iterative scheme, with the optimality tolerance εm =
10−5. The conditions on the convergence of the iterate, cost function and gradient are more
difficult to satisfy for i4D-Var, since the accuracy of the gradient is limited by the tolerance
of the iterative linear solver (εi = 10−6). Hence, more iterations are needed for i4D-Var
than for e4D-Var in the optimization procedure. Time integration is also more expensive for
i4D-Var, since two linear systems have to be solved for each time step: one during evaluation
of the cost function and one during evaluation of the gradient. Both factors make i4D-Var
more expensive than e4D-Var.

To summarize the results for the chosen time step and the number of points per interval:
both implementations are capable of finding an accurate analysis. i4D-Var appears more
accurate than e4D-Var for this value of n and Δt, but it is also more expensive.

3.2.3 Effect of Δt

We use the same setup as in the previous section using the same 1280 hr observations but
now successively increase the magnitude of the time step, while keeping n = 2. The initial
and final value of the cost function are shown for Δt = 2 hr, Δt = 4 hr, Δt = 8 hr and
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Figure 3.5: Value of the initial (solid) and final (dashed) value of the cost function for several values of
the time step and n = 2. (a) Δt = 2 hours. (b) Δt = 4 hours. (c) Δt = 8 hours. (d) Δt = 16 hours.
Curves marked with rectangles denote results of e4D-Var. Curves without rectangles denote results of
i4D-Var.

Δt = 16 hr in Fig. 3.5a-d, respectively. The latter value of Δt is close to the limiting time
step, based on the CFL criterion Peyret and Taylor (1983), of the explicit scheme of Δt ≈ 17
hr. In each figure panel, the top two curves are calculated by e4D-Var, while the bottom
two are calculated by i4D-Var. For all intervals, the values of the cost function (both initial
and final) as calculated by e4D-Var are larger than those calculated by i4D-Var. For the first
intervals, the same behavior is observed for both implementations: a rapid decrease of the
cost function (both initial and final) and a decrease of the cost function during minimization.
After the rapid decrease, the value of the cost function stabilizes.

For i4D-Var, the curves are comparable for each time step, although there is a small
increase in the value of both the initial and final value of the cost function after the sharp
decrease. For e4D-Var, however, the value at which the cost function stabilizes increases
with increasing Δt, for example by 4 orders of magnitude from Δt = 2 hr to Δt = 16 hr.
This is due to larger error propagation in the explicit scheme used in e4D-var for large Δt.
As a result, the evaluation of both the cost function and the gradient becomes less accurate.
The same behavior can therefore be seen in the L2-norm of the difference between analysis
and observations, shown in Fig. 3.6 for different Δt. For both implementations, there is again
an increase in the equilibrium value of this norm with Δt but the rate of increase is not as
large as for the cost function (Fig. 3.5). Hence, for increasing Δt the quality of the analysis
decreases.

For Δt = 16 hours and n = 2, the CPU time per minimization is shown in Fig. 3.4b;



3.2 Comparison between i4D-Var and e4D-Var 29

0 500 1000 12800
t [hours]

10-6

10-4

10-2

100

102

||y
i-H

(w
a (t

i))
|| 2

(a)
0 500 1000 12800

t [hours]

10-6

10-4

10-2

100

102

||y
i-H

(w
a (t

i))
|| 2

(b)

0 500 1000 12800
t [hours]

10-6

10-4

10-2

100

102

||y
i-H

(w
a (t

i))
|| 2

(c)
0 500 1000 12800

t [hours]

10-6

10-4

10-2

100

102

||y
i-H

(w
a (t

i))
|| 2

(d)

Figure 3.6: The difference between the observation and the analysis after minimization of the cost
function for several values of the time step. (a) Δt = 2 hours. (b) Δt = 4 hours. (c) Δt = 8 hours.
(d) Δt = 16 hours. The solid curves represent the results from i4D-Var. The dotted curves represent
the results from e4D-Var.

again i4D-Var is more expensive than e4D-Var. The difference is on average a factor 2. This
is a small increase compared to that found for Δt = 2 hours and n = 2 (Fig. 3.4a).

3.2.4 Effect of n

Again using the same set-up as above, we now fix Δt = 2 hr and vary the number of points
per interval n = 2, 4, 8 and n = 16, i.e. the number of observations per subinterval within
the 1280 hour assimilation interval (cf. Fig. 2.1). In Fig. 3.7, the initial and final value of the
cost function are plotted for both implementations. Again the two top curves are the results
for e4D-Var, while the bottom two curves are for i4D-Var. In each panel we see a decrease
of the cost function in the first few intervals followed by a stabilization. After this decrease
there is a difference in behavior: i4D-Var is still able to improve the cost function, while
e4D-Var fails to provide any improvement. The values of the cost function for e4D-Var are
one order of magnitude larger than those for i4D-Var for n = 2 and this difference increases
to six orders of magnitude for n = 16. For both implementations, the equilibrium values of
the cost function increase with n. The rate of increase is one order of magnitude from n = 8
to n = 16 for i4D-Var, but this is relatively small compared to that of e4D-Var.

In Fig. 3.8, the L2-norm of the difference between the analysis and the observations is
shown for each of value of n. For i4D-Var, this difference decreases in the first interval
and then fluctuates around a constant value. With increasing n the results of i4D-Var do not
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Figure 3.7: Value of the initial (solid) and final (dashes) value of the cost function for different n. (a)
n = 2. (b) n = 4. (c) n = 8. (d) n = 16. Curves with rectangles denote results of e4D-Var. Curves
without rectangles denote results of i4D-Var.

change much, apart from a small decrease of the size of the fluctuation and a small increase of
the equilibrium value. For e4D-Var, however, the equilibrium value does not remain constant
with increasing n but it slowly increases with time. In Fig 3.8b, there is a window in which
the L2-norm strongly fluctuates. To a lesser extent, this is also seen in Fig. 3.8c but it is
absent in Fig. 3.8d. This window of fluctuations corresponds to a series of observations
where the solution changes from jet-down to jet-up and back (Fig. 3.2b). For Δt = 2 hours
and n = 16, the CPU time per minimization is plotted in Fig. 3.4c showing that i4D-Var is
again more expensive than e4D-Var.

From Fig. 3.7 it appears that e4D-Var is less accurate than i4D-Var with the same n and
the quality of the analysis of e4D-Var decreases faster (Fig. 3.8) with increasing n compared
to i4D-Var. The difference between the results of e4D-Var and i4D-Var can be explained
as follows. With increasing n, more integrations for the evaluation of the cost function and
its gradient have to be performed. When the number of points per interval is n + 1, the total
number of time steps taken for the evaluation of cost function is n. In e4D-Var, the evaluation
of the gradient requires 2n steps; n for the forward integration and n for the backward inte-
gration with the adjoint model. As a direct result, the cumulative numerical error made in the
integration increases. After the first few intervals, the minimization scheme therefore termi-
nates after one iteration for e4D-Var since the NAG routine cannot find a direction where the
residue is decreased, while conditions on the convergence are not satisfied. The minimization
method is unable to find a converged minimum from the initial guess (the initial increment)
and the last value provided by the NAG routine is taken as the minimum. This leads to the
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Figure 3.8: The difference between the observation and the analysis after minimization of the cost
function for different n. (a) n = 2. (b) n = 4. (c) n = 8. (d) n = 16. The solid curves represent the
results from i4D-Var. The dotted curves represent the results from e4D-Var.

lack of improvement in the cost function as seen in Figs. 3.7b–d.

3.2.5 Computational efficiency

For evaluating whether implicit methods provide a useful alternative for the range of Δt
smaller than the maximum value possible with the explicit method, one is interested in a
comparison of the total processor time Σtcomp needed to obtain a certain average accuracy in
the analysis over the whole time interval. As a measure of this average accuracy, we take the
quantity E defined as

E = ‖yi − H(wa(ti))‖2. (3.8)

Here the overbar indicates average of ‖yi − H(wa(ti))‖2 taken over all the analyses wa(ti)
computed while assimilating the observations in the 120 hour window, using an interval
length n and a time step Δt. The total CPU time Σtcomp is the sum of the CPU times
needed for each minimization along this interval.

In Table 3.2, values of Σtcomp and E are shown for several combinations of n and Δt and
for both explicit and implicit models. The values in Table 3.2 provide an indication of the
computational costs for both methods to produce an analysis with a certain average accuracy.
For example with e4D-Var, a value of E = 0.13 is achieved for a value of n = 2 and Δt = 2
hours at a computational cost of 2638 seconds. We also see that i4D-Var is more accurate
than e4D-Var for the same value of n and Δt but that it is about twice as expensive. To obtain
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n Δt[hr] E Σtcomp[sec] E Σtcomp [sec]
(implicit) (implicit) (explicit) (explicit)

2 2 0.0650 4925a 0.1323 2638a

4 2 0.0653 7819 0.2622 7970
8 2 0.0663 10976 0.5190 7299
16 2 0.0782 14570c 0.9819 4868c

2 4 0.1299 3440 0.2684 1347
4 4 0.1306 4553 0.5265 3046
8 4 0.1362 7088 1.0679 4241
16 4 0.1957 9019 2.0794 2918
2 8 0.2598 1678 0.5515 703
4 8 0.2626 2858 1.0695 1045
8 8 0.2989 4909 2.1996 1232
16 8 0.6143 8875 4.0994 1974
2 16 0.5200 1029b 1.1537 349b

4 16 0.5381 1942 2.1787 377
8 16 0.7654 4884 7.3980 548
16 16 2.2575 9237 8.8472 439

Table 3.2: The average accuracy of the analysis E = ‖yi − H(wa(ti))‖2 and total processor time
Σtcomp used for several combinations of the interval length n and time step Δt and for both explicit
and implicit models. For three cases tcomp is compared for the implicit and explicit method over the
whole interval in Fig. 3.4; the superscripts a, b and c refer to the subpanels in Fig. 3.4.

about the same accuracy (E = 0.13) with i4D-Var, we can use a larger time step and more
points per interval (Δt = 2 hours and n = 4) and for this case i4D-Var is only a factor 1.3
(3440/2638) more expensive than e4D-Var.

The values in Table 3.2 indicate that for i4D-Var, E does not increase much with n for
constant Δt. Only for Δt = 16 hours there is a large increase for n = 16, which is due
to the relatively large weight of the initial adjustment. For i4D-Var, the total computational
time increases approximately linearly with n. For e4D-Var, the value of E always increases
with n due to cumulative errors in the time stepping. For the same Δt, the value of E for
e4D-Var is always larger than that for i4D-Var. The total processor time for e4D-Var varies
non-monotonically with increasing n. This is because for large n and Δt the minimization
terminates unsuccessfully due to inaccuracies in the integration method.

From Table 3.2, we also see that for the particular model used here, i4D-Var can be more
efficient than e4D-Var even in the range of values of Δt below the CFL limit. For example,
if a value of E = 0.52 is desired, we could use n = 2 and Δt = 16 hours for i4D-Var
which would cost 1029 seconds. For the same n, we would have to use a Δt = 4 hours with
e4D-Var to obtain approximately the same value of E , which would cost 1347 seconds.

3.3 Summary and conclusions

Results were presented of a comparison between the performance of 4D-Var in an ex-
plicit (Adams-Bashforth) and an implicit (Crank-Nicholson) version of a barotropic quasi-
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geostrophic ocean model for which ‘observations’ were derived from solutions of this model.
At high values of Re, the flow is highly irregular and is associated with rapid transitions

between jet-up and jet-down flows. In this irregular flow regime, both 4D-Var implementa-
tions are capable of producing accurate analyses given the observations. Increasing the size
of the time step Δt, or the number of points per interval n, leads to reduced quality of the
analysis for e4D-Var when compared to i4D-Var. This result is due to cumulative numerical
inaccuracies which arise due to the explicit time stepping scheme. Apart from that, even with
the same Δt and n, the analyses from i4D-Var are more accurate due to the more accurate
evaluation of the cost function. It was demonstrated (cf. Table 3.2) that i4D-Var can be a more
efficient method (smaller total computational time) than e4D-Var since it is more accurate at
larger time steps.





Chapter 4

Special capabilities of i4D-Var

Abstract

In the previous chapter we compared the 4D-Var data-assimilation method in an explicit and an
implicit model of the wind-driven ocean gyres for time steps such that the explicit method was still
numerically stable. Here we will show that for time steps where the explicit scheme is unstable, the per-
formance of 4D-Var in the implicit model is still adequate. The method is shown to be capable of finding
accurate analyses in several test cases including single- and multi-parameter estimation problems.

4.1 Performance of i4D-Var for large time steps

In this section, we will investigate the performance of i4D-Var for a time step Δt hr, which
is larger than the maximum time step possible for the Adams-Bashforth scheme and hence
(for this time step) e4D-var does not work. As the target problems for i4D-Var are those
where variability is on relatively long time scales or equilibrium behavior occurs, we consider
flow regimes in the barotropic ocean model (section 3.1) where steady states exist. This
model is used as the background model during assimilation and also for generation of the
‘observations’ of the streamfunction ψ using the parameters in Table 3.1. For each of the
test problems, the analysis will be calculated for 20 intervals with 5 points per time interval
(n = 4). The length of each interval is 5 days and Δt = 1 day, which is larger than the
the limiting time step from the CFL-criterion (17 hours). The matrix of background error
covariance B is taken equal to the identity matrix I and the observations of ψ at all the grid
points will be used, i.e. Hi is equal to the identity operator for all i. In this section we use the
incremental formulation of the cost function (2.12).

Part of this chapter has been published in: Terwisscha van Scheltinga, A.D. and Dijkstra, H.A. (2005). Nonlinear
data-assimilation using implicit models. Nonlinear Processes Geophysics, 12, 515–525.
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Figure 4.1: Identical-twin experiment without noise for Re = 25. (a) Initial value (solid) and final
value (dashed) of the cost function. (b) Initial value (solid) and final value (dashed) of the L2-norm of
the gradient. (c) The L2-norm of the observations (solid) and the analysis (dashed). (d) The L2-norm
of the difference between the observations and the analysis.

4.1.1 Steady flow regime: initial solution mismatch

The simplest case, but useful to test consistency, is when model generated observations are
directly used. For Re = 25 in the barotropic QG model, a unique steady exists (see section
3.1) and ‘observations’ can be generated as a sequence of identical copies of this steady state
field. The model is initialized at t = 0, with the same steady-state solution. The initial
increment for the first assimilation interval is taken at random, i.e.

δw ∼ N(0,C), (4.1)

where N is a multivariate Gaussian distribution with mean 0 and covariance matrix C. The
covariance matrix is taken as: C = 0.01 I. The initial increment is taken equal to zero for the
other assimilation intervals. The observational error covariance matrices Ri are taken equal
to the identity matrix, H, for all i.

The initial values before minimization and the final values of the cost function (2.12) and
the L2-norm of its gradient (2.15) are shown in Fig. 4.1a and Fig. 4.1b, respectively. For
both quantities, there is a large decrease in the first interval, while the decrease in the other
intervals is small. After the first interval, the initial and the final values of both the cost
function and the norm of the gradient slowly decrease towards zero. This indicates that in
the first interval the assimilation method finds an analysis that is close to the observations
and that this already small difference is slowly converging to zero in the following intervals.
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Figure 4.2: Identical-twin experiment with Gaussian noise for Re = 25. (a) Initial value (solid) and
final value (dashed) of the cost function. (b) Initial value (solid) and final value (dashed) of the norm of
the gradient. (c) Norms of the data (solid), the model solution (dotted) and the analysis (dashed). (d)
Norms of the difference between the data and the model (solid) without assimilation and the data and
the analysis (dashed) after assimilation.

This behavior can also be seen from the norm of the observations yi and the analysis wa(ti)
(Fig. 4.1c) and the norm of the difference of the observations and the analysis (Fig. 4.1d).
The analysis is already close to the observations during the first interval (first four days) and
then slowly converges towards observations in the next 80 days.

Next, we consider the case where the ‘observations’ are again a sequence of the unique
steady-state solution ψ̄ for Re = 25 but now perturbed by adding noise according to

yi = ψ̄ + Ni(0, max |ψ̄|I), (4.2)

for each i = 0, . . . , n, where the maximum is taken over all the grid points and each Ni is
a Gaussian distribution. The model is run at Re = 25 and initialized with the steady-state
solution ψ̄. For every assimilation interval, the initial increment is taken equal to zero and
the observation error covariance matrix is taken as the covariance of the noise, i.e.:

Ri = max |ψ̄|I, i = 0, . . . , n. (4.3)

The results show that there is a large difference between the initial and the final values of the
cost function (Fig. 4.2a) and the norm of the gradient (Fig. 4.2b). The reason for the increase
of the initial value of the cost function after the first interval is that the analysis found for
the each assimilation interval is not a solution of the model equations. The background term
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Figure 4.3: Model mismatch case where the observations are taken from the model with Re = 25, while
the model is run at Re = 20. (a) Initial value (solid) and final value (dashed) of the cost function. (b)
Initial value (solid) and final value (dashed) of the norm of the gradient. (c) Norms of the data (solid),
the model solution (dotted) (at the very bottom) and the analysis (dashed). (d) Norms of the difference
between the data and the model (solid) without assimilation and the data and the analysis (dashed)
after assimilation.

HiM(ti, t0)(w
b(t0)) in (2.13) therefore increases after the first interval. From the norm of

the difference between the observations and the model solutions before and after assimilation
(Fig. 4.2c), it is seen that the analysis is much closer to the observations than the model
solutions were before assimilation. The analysis at the beginning of the interval differs from
the background state. Since the background model is used as a strong constraint, it will pull
the analysis at the other points from the observations towards the background state. This
influence becomes stronger towards the end of the interval and will result in an increase in
the difference between the observations and the analysis (Fig. 4.2d).

4.1.2 Steady flow regime: model and solution mismatch

The aim of the next test is to investigate whether the method finds an analysis close to the
observations, using a ‘badly tuned’ model. Thereto we assimilate ‘observations’ obtained
at one value of Re within a model which is run with a smaller value for Re. The data is
again a sequence of the (unperturbed) steady-state solution of the model for Re = 25. The
background model is initialized with the steady-state solution at Re = 20 and also run for
Re = 20. The initial increments for each assimilation interval are taken equal to zero and the
observation error covariance matrices Ri are taken equal to the identity matrix I.
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Figure 4.4: The solution mismatch case for Re = 50. In this case, the ‘observations’ are from Fig. 3.1c
while the model is initialized with the solution in Fig. 3.1b. (a) Initial value (solid) and final value
(dashed) of the cost function. (b) Initial value (solid) and final value (dashed) of the norm of the
gradient. (c) Norms of the data (solid), the model solution (dotted) and the analysis (dashed). (d)
Norms of the difference between the data and the model (solid) without assimilation and the data and
the analysis (dashed) after assimilation.

A large decrease between the initial and final values of the cost function (Fig. 4.3a) and
the L2-norm of the gradient (Fig. 4.3b) occurs. After the first four intervals, the value of the
cost function stabilizes and the assimilation method cannot improve the analysis anymore.
The difference between the observations and the analysis also stabilizes after a few intervals
(Fig. 4.3d). This stabilization is due to the background model, which has one unique steady
solution at Re = 20. Therefore, it is not possible to find an analysis that perfectly fits the ob-
servations, since the ‘observations’ are derived from the steady solution for a different value
of Re. Although the background model will not allow a perfect fit, the assimilation method
finds an analysis which improves the ‘badly tuned’ model to be closer to the observations.

Finally, we consider how i4D-Var performs under a case of a solution mismatch. As
discussed in section 3.1, the QG-model has two stable asymmetric branches. For Re = 50
we take the observations from one branch, i.e. the jet-up solution shown in Fig. 3.1c, while
initializing the background with the jet-down solution from the other branch (Fig. 3.1b). The
aim is to test if the assimilation method is able to find one of the stable equilibria, while being
initialized with the other. The increment for each interval is taken equal to be zero and again
the covariance matrices Ri are taken to be the identity matrix I.

For each interval, there is a large difference between the initial and final value of the
cost function (Fig. 4.4a) and its gradient (Fig. 4.4b). Both figures show a decrease of the
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Figure 4.5: Case of a transient flow where the ‘observations’ are obtained from a periodic orbit at
Re = 120 while the model is run at Re = 110. (a) Initial value (solid) and final value (dashed) of the
cost function. (b) Initial value (solid) and final value (dashed) of the norm of the gradient. (c) Norms
of the data (crosses), the model solution (dotted) and the analysis (dashed). (d) Norms of the difference
between the data and the model (solid) without assimilation and the data and the analysis (dashed)
after assimilation.

initial and final values for each successive interval, indicating that the analysis converges
towards the observations. This convergence can also be seen in Fig. 4.4c where the norm of
the analysis converges towards the norm of the observations. In Fig. 4.4d, the norm of the
difference between the observations and the analysis converges towards zero. During the first
two intervals, a decrease of the norm of the analysis can be seen (Fig. 4.4c), indicating that
the analysis is still in the attraction domain of the jet-up solution. In the following intervals,
the analysis enters the attraction domain of the jet-down solution. The i4D-Var method is
able to find an analysis which is a perfect fit to the observations in this case.

4.1.3 Transient flow regime

In the previous test cases, we used a symmetric double-gyre wind-stress field and took the
‘observations’ and initial background fields to be steady-state solutions. To study the perfor-
mance of i4D-var for large time steps in the transient case we choose parameters are again as
in Table 4.1 but now use an asymmetric wind-stress:

τx(x, y) =
−1

2π
((1 − σ) cos(2πy) − σ sin(2πy)), (4.4a)

τy(x, y) = 0, (4.4b)
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Figure 4.6: Case of a transient flow where the ‘observations’ are obtained from a quasi-periodic solu-
tion at Re = 130 while the model is run at Re = 85. (a) Initial value (solid) and final value (dashed)
of the cost function. (b) Initial value (solid) and final value (dashed) of the norm of the gradient. (c)
Norms of the data (crosses), the model solution (dotted) and the analysis (dashed). (d) Norms of the
difference between the data and the model (solid) without assimilation and the data and the analysis
(dashed) after assimilation.

with σ = 0.2. Under these parameter values and wind-stress the QG-model has a stable
periodic solution with a period of 63.1 days at Re = 120. The observations were taken from
80 consecutive days of this periodic solution and the model was run at Re = 110, for which
there is also one stable periodic solution with similar period but with a smaller amplitude.
The initial background state was taken such that the ‘observations’ and the background model
solution were in anti-phase (cf. Fig. 4.5c). In these calculation the time step was taken as 1
day.

Fig. 4.5a and Fig. 4.5b show for each interval a large difference between the initial and
the final values of the cost function and its gradient, indicating that a minimum of the cost
function has been found. After a large decrease of both the cost function and its gradient in
the first two intervals, the initial and final values of the cost function and the gradient stabilize
in the following intervals. This indicates that a perfect fit to the observations cannot be found.
From Fig. 4.5c it is clear that the model at Re = 110 before assimilation (dotted) and the
observations at Re = 120 (crosses) are periodic and in anti-phase. Due to the difference in
Re, the background model will pull the analysis towards the model solution, like in the model
mismatch case, making a perfect fit impossible. The i4D-Var method is able to find a near
perfect fit to the observations in all the intervals, despite the differences in phase and Re, as
can also be seen in Fig. 4.5d. The norm of the difference between the observations and the
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Regime ατ Re σ
I 2800 20 0.0
II 2800 50 0.0
III 2800 120 0.0
IV 2200 20 -0.2
V 3400 50 0.2
VI 3400 120 -0.2

Table 4.1: The values of the dimensionless parameter for each of the cases I, ..., VI considered.
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Figure 4.7: Time evolution of the basin integrated kinetic energy for the different cases I, ..., VI.

data decreases over the first two intervals and then stabilizes. In the following intervals, there
is an increase of this difference due to the ‘pull’ of the background model.

The computation was repeated with the observations derived from a model run with Re =
130 and with the background model run with Re = 85. For Re = 130, the model no longer
has a stable periodic solution, but the solution is quasi-periodic. For this setup, the results of
the i4D-Var method are plotted in Fig. 4.6. Both the initial and final values of the cost function
and its gradient decrease in the first intervals and stabilize in the following (Figs. 4.6a-b) and
there is a large difference between the initial and final values. This indicates that a minimum
for all the intervals has been found, but that the analysis does not converge to a perfect fit
to the observations. However, Fig. 4.6c indicates that i4D-Var performs very well as the
observations and the background model solution have a different amplitude but they are in
phase. Despite the large difference in Re, the method is able to find an analysis which is quite
near to the observations. The ‘pull’ of the background model can again be seen in Fig. 4.6d.
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Figure 4.8: Contour plots of the streamfunction field: (a) the steady state of case I; (b) a steady state
of case II; (c) a time-mean field of case III; (d): steady state of case IV; (e) a steady state of case V
and (f) a time-mean field of case VI. The contours are with respect to a maximum over these 6 fields of
ψ = 2.25, which is equivalent to a transport of 12.4 Sv (1 Sv = 106 m3s−1).

4.2 Parameter estimation

In this section, we will show the performance of i4D-Var on three test problems using the
barotropic ocean model as described in section 3.1 with the asymmetric formulation of the
windstress (4.4). We use the standard values of the parameters (Table 3.1) except for Re, ατ

and σ which we use as control parameters. All solutions below are calculated with a time
step Δt = 1 day on an equidistant 60 × 40 grid.

Six different parameter sets were considered to illustrate the capabilities of the i4D-Var
method (see Table 4.1). To show the behavior of the background model in each of these cases,
the time evolution of the basin integrated kinetic energy is shown in Fig. 4.7. For case I, for
which σ = 0, a steady state is obtained of which the streamfunction ψ is plotted in Fig. 4.8a.
At a slightly larger value of Re = 50 (case II), an asymmetric steady state (Fig. 4.8b) is
obtained which is a ‘jet-up’ solution. For an even larger value of Re = 120 (case III), the
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Figure 4.9: Results for initial background from case I and observations from case II: (a) Re versus
the number of intervals; (b) the initial value of the cost function (drawn), its value after minimization
over the initial conditions (dotted) and after minimization over Re (dashed); (c) the L2-norm of the
difference between the observations and the initial background (drawn) and the difference between the
observations and the analysis (dashed) and (d) the L2-norm of the initial gradient of the cost function
with respect to the increment (drawn), its value after minimization over the initial conditions (dotted)
and after minimization over Re (dashed).

flow is time-dependent and the time-mean of the streamfunction averaged over a 4000 day
period is shown in Fig. 4.8c. For the cases IV, V and VI, the wind-stress forcing is asymmetric
(σ 
= 0). While the flows for the cases IV and V approach steady states (shown in Fig. 4.8d
and Fig. 4.8e, respectively), the flow for case VI is again time-dependent and the time-mean
state is plotted in Fig. 4.8f.

The steady state and time-dependent streamfunction fields were used as the initial back-
ground or as synthetic observations in the data assimilation runs presented below. The ob-
servations of ψ at all the grid points were used, i.e., Hi is equal to the identity operator for
all i. Two types of test problems were considered: single-parameter and multi-parameter es-
timation. For multi-parameter estimation, a total of 50 iterations were calculated, each with
one sequential minimization as described in section 2.4, and we use 6 points per assimilation
interval. For the single-parameter estimation runs, the computation was terminated after an
increase in the optimized cost function was detected at subsequent intervals. For these test
problems, 5 points per assimilation interval were used.



4.2 Parameter estimation 45

4.2.1 Single parameter estimation

We here use Re as the uncertain parameter, while the values of ατ and σ are fixed. As a first
test, the unique steady-steady state solution of case I (Fig. 4.8a) for Re = 20 is taken as the
initial background and the synthetic observations are derived from the steady-state ‘jet-up’
solution of case II (Fig. 4.8b) for Re = 50.

After a few intervals, the estimate of Re computed with i4D-Var is already close to ‘cor-
rect’ value Re = 50 and eventually it converges toward this value (Fig. 4.9a). The value of
the cost function for each interval – before minimization over the initial conditions (drawn)
and after minimization over Re (dashed) – is shown in Fig. 4.9b. The value of the cost func-
tion converges to zero, indicating that a perfect fit to the observations is found. For the first
interval, the value of the cost function is reduced by about three orders of magnitude after
minimization over the initial conditions. In the remaining intervals, a decrease of about one
order of magnitude is found.

In Fig. 4.9c, the L2-norm of the differences between the observations and the initial back-
ground (drawn) and between the observations and the analysis (dashed) are plotted. The
difference between analysis and observations is for all intervals smaller than the difference
between observations and background and both norms converge to zero indicating that a
perfect fit has been found. The difference between the observations and the background in-
creases over the assimilation interval which indicates that the background is still attracted
away from the observations. However, this effect decreases when the estimate for Re ap-
proaches Re = 50. After the first interval both differences are close to each other at the first
point in the second interval. This shows that the model solution at this point is already close
to the observations. This is in agreement with the decrease of three orders of magnitude in
the cost function as seen in Fig.4.9b.

The L2-norm of the initial gradient of the cost function with respect to the increment
(drawn) before sequential minimization, its value after minimization over initial conditions
(dotted) and after minimization over Re (dashed) are plotted in Fig.4.9d. The convergence
of the gradient to zero indicates again that both a perfect fit to observations and an accurate
estimate of Re have been found. During the first 14 intervals, the dashed curve is above
the dotted curve (Fig. 4.9d), but the distance between the curves is decreasing and becomes
negligibly small after the 14th interval. This indicates that during the first 14 intervals, (large)
improvements in Re and/or the background model are still possible but that after the 14th

interval, the state-parameter solution is very close to the solution corresponding to the ob-
servations. In summary, for the case in which the initial background and the ‘observations’
are in different dynamical regimes – a unique steady regime (case I) and a multiple equilibria
regime (case II) – the performance of i4D-Var is very good.

The second problem to test i4D-Var is slightly more complicated as we use the time-
dependent observations from case III (Re = 120) and as initial background the steady state
of case I (Re = 20). As the results in Fig. 4.10 show, i4D-Var is able to estimate the correct
value of Re (Fig. 4.10a) and the convergence of the different norms is similar (Fig. 4.10b-
d) to that in Fig. 4.9. This indicates that i4D-Var is also capable of efficiently estimate an
uncertain parameter for highly transient observations.

Several other test problems, with other combinations of dynamical behavior – i.e. steady
state, periodic, quasi-periodic and irregular, for the initial background and observations –
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Figure 4.10: Results for initial background from case I and observations from case III: (a) Re versus
the number of intervals; (b) the initial value of the cost function (drawn), its value after minimization
over the initial conditions (dotted) and after minimization over Re (dashed); (c) the L2-norm of the
differences between the observations and the initial background (drawn) and between the observations
and the analysis (dashed) and (d) the L2-norm of the initial gradient of the cost function with respect
to the increment (drawn), its value after minimization over the initial conditions (dotted) and after
minimization over Re (dashed).

were investigated. The i4D-Var method worked equally well for these problems.

4.2.2 Multi parameter estimation

Using the barotropic model of the wind-driven circulation, we can also test the performance of
i4D-Var in a multi-parameter estimation problem. A maximum of three uncertain parameters,
Re, ατ and σ, is considered. In all the test problems below, the initial background is the
unique steady state of case IV (Fig.4.8d). Due to a negative value of σ, this steady state has a
small southward jet displacement when compared to the steady state of case I (Fig. 4.8a).

In the first problem, the parameters of case V are estimated by taking its steady-state
(Fig.4.8e) as the observations. Note that case V has different values for all three parameter
than case IV and that, in particular, the value of σ has opposite sign. The steady state in case
V is a jet-up solution and hence substantially different from that of case IV (Fig.4.8d). Due
to the higher value of ατ and Re, the amplitude of the flow is also much larger.

The i4D-Var method is able to find accurate estimates for all parameters. After 10 inter-
vals the estimated values of all three parameters are close to those of case V (Fig. 4.11a-c).
In Fig. 4.11d, the final value of the cost function after minimization is one order of magni-
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Figure 4.11: Results for the initial background from case IV and observations from case V: (a) ατ versus
the number of intervals; (b) Re versus the number of intervals; (c) σ versus the number of intervals and
(d) the initial value of the cost function (drawn), its value after minimization over the initial conditions
(dotted) and after minimization over Re (dashed).

tude smaller than its value before sequential minimization for all intervals, and two orders
of magnitude smaller for the first interval. During the first twenty intervals, both values of
the cost function rapidly decrease, but after 22 intervals convergence is much slower. This
is due to the minimization routine used, which terminates when the difference of the cost
function J between successive iterates is smaller than 10−5. After 22 intervals, the initial
value of the cost function before minimization over the parameters is smaller than the stop
criteria. As a result, the minimization routine will always terminate after one iteration, which
leads to less improvement of the cost function and decrease convergence. This has no con-
sequences for the result. After 20 intervals the final values of the cost function is of order
10−4, and hence the analysis is already sufficiently close to the observations. Furthermore,
the estimates for the parameters are accurate after 20 intervals. For this, and the following
test problems, we do not show anymore the differences between the observations and initial
background and between observations and analysis, nor the gradient of the cost function with
respect to the increment because these figures look qualitatively the same as Fig. 4.9c,d and
Fig. 4.10c,d. The results show that i4D-Var is capable of solving accurately and efficiently
this multi-parameter estimation problem.

In the next test problem, we will use the time-dependent streamfunction field of case VI
as observations, while still keeping case IV as background. For case VI, the value of Re is
even larger than that of case V and the jet oscillates around a ‘jet-down’ mean. Note that one
parameter, σ, initially has the correct value but that it is free to vary during the parameter
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Figure 4.12: Results for initial background from regime IV and observations from regime VI: (a) ατ

versus the number of intervals; (b) Re versus the number of intervals; (c) σ versus the number of
intervals and (d) the initial value of the cost function (drawn), its value after minimization over initial
conditions (dotted) and after minimization over Re (dashed).

estimation procedure.
After 8 intervals the estimates for ατ and Re are already close to the target values of

case VI (Fig. 4.12a,b).The initially correct parameter, σ, is changed at first, but recovers to its
initial value. This indicates that, although values of initially correct parameters may change in
the beginning, the final estimates of those parameters are recovered. Compared to the results
of the previous test problem, the figures of the behavior of the cost function look qualitatively
the same (compare Fig. 4.12d and Fig. 4.11d). The same rapid decrease is seen in the first 20
intervals, as is the slow convergence thereafter due to the stop criteria. The results of this test
problem also shows that i4D-Var gives an analysis close to the observations and an accurate
estimation of the parameters in the model.

4.3 Summary and conclusions

The main aim of this chapter was to show that one can perform data assimilation with i4D-
Var for time steps much larger than those for which explicit models are numerically stable.
An idealized one-layer quasi-geostrophic model of the double-gyre wind-driven circulation
was used as background model and for generating observations. For this model, the different
flow regimes are known for different values of the control parameters. The i4D-Var method
performs well in a variety of test problems for this model, involving both single- and multi-
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parameter estimation. Even when the initial background model and the observations are
chosen in different dynamical regimes, i4D-Var is able to find an accurate estimate of the
uncertain parameters in the model as well as a perfect fit to the observations. The main
advantage of i4D-Var over traditional 4D-Var methods is that at each time step, changes in
the state due to a parameter variation are taken into account because of the availability and
use of the local Jacobian matrix.

A few additional cases were studied to test the performance of i4D-Var under ‘noisy’
observations. We added Gaussian noise, with zero mean and a prescribed standard deviation,
to the model-derived observations and considered a single parameter setup with Re as the
uncertain parameter. Other parameters had standard values as in Table 4.1. For the initial
background, the symmetric steady state of case I (Re = 20) was taken and the observations
consisted of the asymmetric steady state from case II (Re = 50). For several values of
variance in the range 0.001 − 0.2, a twenty-member ensemble of estimations for Re was
calculated. The estimates of Re in the ensemble members decreased when the variance was
increased, but they stabilized between Re = 40 and Re = 45. However, the spread around
the ensemble mean was significant and the best estimate of Re (for each standard deviation)
was often around Re = 49. For large standard deviations, the observed values of ψ close to
zero (right side of the basin and around the jet) can change several orders of magnitude and/or
sign. This leads to an ill-posed minimization problem or sudden increases in J . Although
i4D-Var was not able to estimate the value for Re exactly, the method is able to provide values
close to the correct value.

Together with the fact that no explicit adjoint has to be constructed, i4D-Var is potentially
an attractive alternative for data-assimilation problems in which flows are changing much
more slowly than on a time scale comparable to the maximum time step allowed by numerical
stability in explicit models.





Chapter 5

Efficient estimation of time-mean
states using i4D-Var

Abstract

We introduce an efficient method for estimating a time-mean state using an implicit ocean model
and given observations. The new method uses (i) an implicit implementation of the 4D-Var method
to fit the model trajectory to the observations, and (ii) a pre-processor which applies a multi-channel
singular spectrum analysis to enhance the signal-to-noise ratio of the observational data and to filter out
the high frequency variability. This approach enables one to estimate the time-mean model state using
larger time steps than is possible with an explicit model. The performance of the method is presented
for two test cases using a barotropic quasi-geostrophic model of the wind-driven double-gyre ocean
circulation, with (A) externally induced variability and (B) internal variability. The method turns out
to be accurate and, in comparison with the time-mean computed with an explicit version of the model,
relatively cheap in computational cost.

5.1 Problem

A direct approach to determine an estimate of the time-mean ocean state is to assimilate the
observations into an ocean model and calculate the time-mean of the resulting analysis. For
a data-assimilation method with an explicit time stepping model this has high computational
cost since small time steps have to be taken to keep the model numerically stable. A small
time step also requires a high temporal resolution of the observational data which may not be
available and furthermore small time steps also make the estimate sensitive to observational
noise and high frequency small amplitude variability.

A modified form this chapter has been submitted to Nonlinear Processes in Geophysics as: Terwiss-
cha van Scheltinga, A.D. and Dijkstra, H.A., Efficient estimation of time-mean states of ocean models using 4D-Var
and implicit time-stepping, (2007).
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To be able to use large time steps and implicit methods, one needs a way to handle the
smaller time-scale variability in the observations. This variability can usually be decomposed
into statistical modes (Ghil et al., 2002) using techniques such as Multi-channel Singular
Spectrum Analysis (M-SSA). These techniques aim at enhancing the signal-to-noise ratio of
the observations. The observations can then be reconstructed using only the dominant modes,
or when required, only those with frequencies within a certain frequency band.

In this chapter we will present an efficient estimation method for the time-mean state of
an ocean model. The new method consists of three building blocks:

(i) pre-processing of the observations (prior to data assimilation) using a data-handling
procedure based on M-SSA to enhance the signal-to-noise ratio and reconstruct the
observations such that only the dominant modes and relevant time-scales are assimilate;

(ii) assimilation of the observations using i4D-Var; and

(iii) iterative estimation of the time-mean state from the analysis of (ii) adding more high-
frequency modes at every iteration.

The method (presented in section 5.2) will be tested using the barotropic quasi-geostrophic
model (section 3.1) of the wind-driven ocean circulation. We will consider both a case of
externally forced variability (section 5.3.1) and a case of internal variability (section 5.3.2).
For both cases, the estimation method will be compared with a direct approach of estimating
the time-mean state using an explicit version of the model.

5.2 Time-mean state estimation

To fully utilize the advantage of taking a large time step, we only want to assimilate those
statistical modes of the observations which explain most of the variance seen in the observa-
tional data. These modes are then separated into several frequency bands, ordered from low
to higher frequencies. For large time steps we only assimilate the modes in the low frequency
band, while for smaller time steps we will retain the low frequency modes but include higher
frequencies. The underlying assumption is that for large time steps we can quickly estimate
a time-mean state based on only the low frequency variability in the observations, while the
refinement of the time-mean state due to the assimilation of high frequency variability is
relatively small.

To illustrate the approach graphically, a hypothetical observational time-series is shown
in Fig. 5.1a. The variability of time-series has several modes, as is shown in Fig. 5.1b, each
with a different frequency. From this picture it becomes clear that to produce an accurate
analysis, each mode of variability can be handled with a different time step during assimila-
tion. The low-frequency variability can be assimilated with a much larger time step than the
high frequency variability. For a given size of the time step, we assimilate a reconstruction
(Fig. 5.1c) of the observations that is suitable for assimilation. For large time steps we only
assimilate the low frequency mode, while for smaller time steps we take both the low and
medium frequency variability into account. Each assimilation of reconstructed observations
produces an estimate for the time-mean state, which is successively improved by adding more
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Figure 5.1: Sketch of the time-mean estimation: (a) the observational time-series; (b) three modes
of variability present in the time-series: the low frequency mode (dotted), medium frequency mode
(dashed) and the high frequency mode (solid) and (c) three reconstructions of this time-series based on
the low frequency mode (dotted), low and medium frequency modes (dashed) and low, medium and high
frequency modes (solid).

and more higher frequency components, while simultaneously reducing the size of the time
step.

To obtain the statistical mode decomposition in the observations, we use the M-SSA
method applied on the leading principle components (PC) of the observations (Vautard and
Ghil (1989), see appendix). After the leading M-SSA modes have been calculated the obser-
vations are reconstructed. Depending on the size of the time step this reconstruction will be
based on the modes in only one or in more frequency bands.

The algorithm for the time-mean estimation consists of two parts: (i) a data-handling pro-
cedure, which produces several reconstructions of the observations from the M-SSA modes;
and (ii) assimilation of the several reconstructed observations. First we discuss the data-
handling procedure in more detail.

This data-handling procedure, which performs the multi-channel singular spectrum anal-
ysis and the reconstructs the observations from the M-SSA modes, is the following:

1. First calculate the mean ȳ from the observations yi in the interval t0 ≤ ti ≤ tn. If
a trend is present in the data, then this trend must be removed before calculating the
mean.

2. Calculate the F leading M-SSA modes (see appendix), i.e. those who explain most of
the spatio/temporal variance. The number of modes F is given and its choice depends
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on how much of the variance should be explained (usually, 90% or more). Note that
this is highly dependent on the quality of the observations, but in practice F is not
large, 10–20.

3. Separate the different modes of variability, i.e., divide the F modes into sets of modes
Kj with each set representing a band of frequencies. Only a few modes of variability
are expected in climatic time-series, for example the seasonal cycle, inter-annual vari-
ability, decadal variability. Therefore the number of subsets K is expected to be in the
range of 2-4, with each set representing a type of variability. The sets must satisfy:

Kj ∩ Kk = ∅, j 
= k (5.1a)
K⋃

j=1

Kj = KF , (5.1b)

where KF contains the F leading modes. The sets are ordered from low to high fre-
quencies bands.

4. Reconstruct the observations as follows:

K̃1 = ∅, (5.2a)

K̃j = K̃j−1 ∪ Kj , (5.2b)

y
j
i = ȳ + RK̃j

(ti), (5.2c)

where y
j
i is the jth reconstruction based on the modes in K̃j , and RK̃j

(ti) is the re-

construction of the deviations from the mean using the modes in K̃j . Note that the first
reconstruction of the observational time-series is the mean ȳ. For the estimation of
the mean we will iterate in j, or equivalently, over the reconstructed observations y

j
i .

Since the sets were order from low to high frequencies K̃j contains all the frequencies
up to a certain frequency band.

For a fixed value of j the series y
j
i will be assimilated using i4D-Var and from the resulting

analysis the time-mean state is estimated. For each j we have to choose a time step Δt and
size of the (sub-)intervals and point per (sub-)interval (see Fig. 2.1). The estimation of the
time-mean with i4D-Var is performed as follows:

1. Choose a time step Δtj , where Δtj < Δtj−1. Here the choice of Δtj depends on
the variability presents in the reconstructed observations y

j
i . It is necessary to have a

good temporal resolution in order to produce an accurate analysis and estimate for the
time-mean state. The size of the time step must be several factors smaller the the period
of the variability with the highest frequency present in y

j
i .

2. Set the number of subintervals mj and the number of observations per subinterval nj

(Fig. 2.1). Both mj and nj will vary with the size of the time step Δtj , since the
following must hold:

ttotal = Nint,jNppi,jΔtj , (5.3)
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where ttotal is the length of the time interval. Note that it is not necessary to use all the
available (reconstructed) observations. Depending on the choice of mj , nj and Δtj
only the observations at some ti will be used.

3. Calculate an estimate for the time-mean state by taking the average over the calculated
analysis.

During an iteration over j the setup of the assimilation (mj , nj and Δtj) and the assimilated
observations (yj

i ) change. In the remainder of the chapter, a steady state will be used as the
initial background for each iteration j. We do not use the analyses of previous iterations as
the background. Analyses from previous iterations may provide a better background than the
steady state. A scheme to use previous analyses not discussed here, since it was found difficult
to implement, difficult to use in combination with the varying setup of the assimilation and
did not yield significantly better results for a few test cases.

5.3 Results

The methodology will be applied to the model as presented in section 3.1, using the param-
eters from Table 3.1 and a model resolution of 60 × 40, as in the previous chapters. The
wind-stress forcing is prescribed as a symmetric (with respect to the mid-axis of the basin)
wind forcing with added asymmetric components with different frequencies and amplitudes:

τx(x, y) =
−1

2π
cos(2πy)

+
a1(t)

π
cos(πy) +

a2(t)

3π
cos(3πy)

+
a3(t)

4π
cos(4πy) +

a4(t)

5π
cos(5πy), (5.4a)

τy(x, y) = 0, (5.4b)

The amplitudes ai are given by

ai(t) = 24−i τi

60
sin(

2πt

Pi
), (5.5)

where Pi is the dimensionless period of the amplitude and τi ∈ {0, 1} is a control parameter.
The values for the dimensional period P ∗

i = LPi/U are: a1(t) has a period of one year,
a2(t) has a period of three months, a3(t) has a period of one month and a1(t) has a period of
one week. The amplitude and the spatial scale of the time-dependent wind-stress components
ai(t) decrease with i.

We will test the new time-mean estimation method now for two cases. In the first case
(section 5.3.1) we choose Re = 50 and the flow is steady under symmetric time-independent
wind forcing. External variability is introduced through the time-dependent asymmetric com-
ponents of the wind stress by taking τi = 1 for all i in (5.4). In the second case (section 5.3.2)
we take Re such that the flow is irregular due to internal instabilities and τi = 0 for all i in
(5.4) such that there is no externally induced variability. In both cases, the results will be
compared to the estimate of the time-mean state calculated by using the explicit model and
4D-Var with a small time step.
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Figure 5.2: Overview of the model run at Re = 50 and τi = 1 for all i: (a) the basin integrated kinetic
energy Ekin; (b) the asymmetry of the streamfunction ψ; (c) the time-mean of the streamfunction over
the last five years, the contours are with respect to an absolute maximum of ψ = 2.2 and (d) the
difference between this time-mean state and the jet-down steady-state, the contours are with respect to
an absolute maximum of ψ = 0.055

5.3.1 Externally induced variability

First a 10 year model run was performed for Re = 50 with a time step Δt = 3 hours. The
wind-stress forcing is given by (5.4) with τi = 1 for all i and the model run is started from
the jet-down steady-state solution at Re = 50. In the Figs. 5.2a-b the dimensionless basin
integrated kinetic energy Ekin and the asymmetry of the streamfunction ΔΨ defined by (3.7)
are plotted versus time. The kinetic energy and the asymmetry of the streamfunction for the
jet-down steady-state solution have also been plotted (dashed). In both the Figs. 5.2a-b, it can
be seen that after a few years the streamfunction fluctuates around the steady state in a regular
fashion; the variability of this signal has a dominant period of one year (by construction). In
Fig. 5.2c, the time-mean of the streamfunction over these five years is shown. The difference
of this time-mean state and the jet-down steady-state solution is plotted in Fig. 5.2d. The
time-mean state has also a jet-down structure and the difference pattern in Fig. 5.2d shows
the signature of the P-mode found in Dijkstra and Katsman (1997).

From this simulation, the last 5 years were used for the generation of the observations. All
values ψ on the 60× 40 grid were taken as the observations. After subtracting the time-mean
state, the 20 leading EOFs and PCs were calculated. Since we use unperturbed observations
generated by a model, 100% of the variance in the observation could be explained. Based
on these principle components, the leading 20 M-SSA modes were calculated, which in total
accounted for more than 90% of the variance. The leading modes are a pair with a frequency



5.3 Results 57

0.0 0.2 0.4 0.6 0.8 1.0
t [years]

4.0

4.2

4.4

4.6

4.8

E
ki

n
(x

10
4 )

(a)
0.0 0.2 0.4 0.6 0.8 1.0

t [years]

4.0

4.2

4.4

4.6

4.8

E
ki

n
(x

10
4 )

(b)

0.0 0.2 0.4 0.6 0.8 1.0
t [years]

4.0

4.2

4.4

4.6

4.8

E
ki

n
(x

10
4 )

(c)
0.0 0.2 0.4 0.6 0.8 1.0

t [years]

4.0

4.2

4.4

4.6

4.8

E
ki

n
(x

10
4 )

(d)

Figure 5.3: Basin integrated kinetic energy Ekin of the analyses (thick and solid) and background (thin
and solid) plotted against the kinetic energy of the unreconstructed observations for several values of j:
(a) j = 0, assimilation of only the time-mean observations with Δt = 24 days; (b) j = 1, assimilation
of the low frequency variability with Δt = 12 days; (c) j = 2, assimilation of the lower en mid-range
frequency variability with Δt = 6 days and (d) j = 3, assimilation of all the leading modes for Δt = 3
days.

of once a year and higher frequencies are far less dominant. The 20 M-SSA modes were
separated into three frequency bands: low frequencies (period of a year or more), a mid-
frequency range (period of a quarter to a year) and the higher frequency range (periods of a
quarter or less).

From these frequency bands three reconstructions of the observations were made. The
first reconstruction was based on the low frequency band, the second and third by adding
the mid-frequencies and the high frequencies, successively. The time step Δtj , number of
subintervals mj and the per subinterval nj were chosen as:

Δtj =
24

2(j−1)
, (5.6a)

Nint,j = 3 · 2(j−1), (5.6b)

Nppi,j = 5, (5.6c)

where the time step Δtj is in days and j ∈ {1, 3} corresponds with each of the reconstruc-
tions. For the case j = 0 only the time-mean state is assimilated. Using this setup we will
only assimilate the first 360 days of our set of observations.

For the optimality tolerance εm the value of 10−3 has been chosen. This ensures that the
solutions are accurate and calculated efficiently: a smaller value does not give significantly
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Figure 5.4: Difference between the time-mean state of the analysis and the observational time-mean Aj ,
as defined by (5.7). The solid curve represents the case where all the wind-stress forcing components
were used for each j, the dashed curve is the case in which there is a matching of modes and wind-stress
forcing, and the dotted curve shows the result for the explicit model.

more accurate solutions (in this case), but does significantly increases the computational cost.
The covariance matrices have been chosen as the identity matrix, i.e. B = Ri = I. For the
moment all the components of the wind-stress forcing is included for every reconstruction,
i.e. for each case j, τi = 1 for all i. The initial background will always be taken as the
jet-down steady-state solution.

For each value of j, the basin integrated kinetic energy of the background and the analysis
is shown in Fig. 5.3. In each panel, the background trajectory is shown as the thin solid curve,
the analysis trajectory as the thick solid curve and the observations as the dashed curve. In
Fig. 5.3a, only the observational time-mean was assimilated with a time step of 24 days
(j = 0). From this figure it is clear that the analysis trajectory is far from the observations;
it stays close to the time-mean state. For j = 1 (Fig. 5.3b) the low-frequency variability is
assimilated with a time step of Δt = 12 days. Here the method finds an analysis which is
closer to the observation than the background. For the reconstruction based on the low-to-
mid frequencies (Fig. 5.3c; Δt = 6 days) and all the modes (Fig. 5.3d; Δt = 3 days) the
analysis and the background move closer to the observations, and the assimilation of these
observations improves the quality of the analysis.

In Fig. 5.3b-d large jumps in the curves for the background and analysis can be seen.
These jumps occur between the subintervals (see Fig. 2.1) and become smaller for larger j
(smaller Δt) and inclusion of more high frequency modes. Although the method is able to
find an analysis close to the reconstructed observations, the model cannot exactly fit these
observations. As a result, the analysis trajectory will be sufficiently close to the observations
over the interval, but it will start to deviate from the observations in the trailing interval. As
this part of the trajectory is used as the background for the next interval, these errors will
introduce the jumps in the background and analysis. For smaller Δt the jumps become less
prominent.

In Fig. 5.4 the time-mean of the analyses is compared with the ‘true’ time-mean state, the
difference defined by:

Aj = ‖ψj
est − ψtrue‖2, (5.7)

where ψ
j
est is the estimate of the time-mean calculated from the available analyses at iterate
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j, and ψtrue the time-mean of the observations (shown in Fig. 5.2c). The solid curve in
Fig 5.4 shows Aj for the cases presented in Fig. 5.3. Clearly for smaller Δt and larger j,
the time-mean state of the analysis converges to the observational time-mean state. This is
expected, since we use unperturbed observations and use all the available observations. The
result also indicates that only a few statistical modes need to be included here for a reasonably
accurate estimate of the time-mean state.

To look at the effect of the wind-stress forcing field, the same calculations were performed
as above, but now the wind forcing applied to the model is also varying with j. Only those
components of the wind stress that match with the frequencies of the modes present in the
reconstruction of the observations are included, i.e. for j = 0 the time-mean is assimilated
with the symmetric wind-stress (τi = 0 for all i). For j = 1, the low frequencies are included
in the reconstruction and only the low frequency component (τ1 = 1, others zero) is included
in the wind forcing. The results are plotted as the dashed curve in Fig. 5.4. For j = 0, the
estimated mean is better than calculated with all the wind-stress components. For j > 0
the differences become very small because the annual variability is the dominant mode of
variability in the observations.

5.3.2 Internal variability

For Re = 80 and a symmetric wind-stress (τi = 0 for all i), a model trajectory was calculated
with Δt = 3 hours starting from the unstable jet-up steady state. In Fig. 5.5a-b, the dimen-
sionless basin integrated kinetic energy and the asymmetry of the streamfunction ΔΨ of this
trajectory are shown. For the first four years, the trajectory stays very close to the unstable
steady state but it becomes quasi periodic over the next 8-9 years. During the last nine years,
two types of variability can be seen, one with a period of about 5 years and the second with a
period of about 50 days having a smaller amplitude as the first. The trajectory circles around
the unstable jet-up steady state but has a lower mean kinetic energy. The time-mean of the
streamfunction over the last five years is shown in Fig. 5.5c. The time-mean state has a jet-up
structure and differs a lot from the unstable jet-up solution (Fig. 5.5d). The values of the
streamfunction on all the grid point over the last five years were taken as the observations.

After subtraction of the time-mean, the 20 leading principle components of the observa-
tions were calculated. As in the previous section 100% of the variance could be explained,
since we use perfect observations. A total of 20 M-SSA modes were calculated from the prin-
ciple components. Of these 20 modes two pairs were dominant. The first pair with a period
of 100 days, the second with a period of 50 days. The other modes have smaller periods and
amplitudes. These modes were divided into frequency bands accordingly.

The same assimilation setup as in the previous subsection was used, i.e., the time steps
Δtj , the number of subintervals mj and the points per subinterval nj are given by (5.6). The
initial background was taken as the unstable jet-up steady state and only the first year of the
five year period is assimilated. The trajectories of the background and analysis for all values
of j are shown in Fig. 5.6. For reference, the observations are also shown in the same figure
as the dashed curve.

When assimilating only the time-mean observations (j = 0) with a time step of 24 days,
the initial background is far from the observations (Fig. 5.6a). The assimilation, however,
finds an analysis that is much closer to the observations. This is also seen for other values
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Figure 5.5: Overview of the model run at Re = 80 and τi = 0 for all i: (a) the basin integrated kinetic
energy Ekin; (b) the asymmetry of the streamfunction ψ; (c) the mean of the streamfunction over the
last five years, the contours are with respect to an absolute maximum of ψ = 2.5 and (d) the difference
of this mean with respect to the unstable jet-up steady-state at Re = 80, the contours are with respect
to an absolute maximum of ψ = 0.45.

of j. After the first interval both the background and analysis are close to the observations
but they do not show the 50 day period, when compared with the observations. Increasing
the value of j, i.e. taking a smaller time step and taking more statistical modes into account,
leads to a smaller difference with the observations. For j = 1 (Fig. 5.6b) both trajectories
fit the observations and show a small 100 day oscillation. For j = 2 (Fig. 5.6c) and j = 3
(Fig. 5.6d) the analysis and background also show the 50 day period.

The estimate of the time-mean state as calculated from the analyses is compared with
the time-mean state from observations in Fig. 5.7. For smaller time steps and more modes
present in the reconstruction, the estimate becomes more accurate. For j = 2 and j = 3 the
differences with the observational time-mean state are practically the same. Hence taking a
time step of 3 days and taking a reconstruction based on 20 M-SSA modes does not give an
improvement when compared to the result for a time step of 6 days and only the dominant
two pairs of M-SSA modes. For an accurate estimate of the time-mean state it is sufficient to
take only the dominant statistical modes in the observations into account.

5.3.3 Comparison with the explicit model results

To see how much advantage there is from the implicit methodology, we compare the results
above with an estimate of the time-mean state calculated over an analysis trajectory result-
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Figure 5.6: Basin integrated kinetic energy of the analyses (thick and solid) and background (thin and
solid) plotted against the kinetic energy of the unreconstructed observations for several values of j: (a)
j = 0, assimilation of only the time-mean observations with Δt = 24 days; (b) j = 1, assimilation
of the low frequency variability with Δt = 12 days; (c) j = 2, assimilation of the lower en mid-range
frequency variability with Δt = 6 days and (d) j = 3, assimilation of all the leading modes for Δt = 3
days.

ing from a data assimilation with the explicit model again using the second order Adams-
Bashforth scheme. We will compare both the accuracy of the estimated time-mean state and
the computational cost. For both the externally induced variability and the internal variability
the model generated observations are assimilated using the explicit model using the following
setup: 8 points per subinterval and B = Ri = I.

First consider the externally induced variability. With all the asymmetric components
in the wind-stress (τi 
= 0) the analysis has been calculated by the explicit assimilation.
From this analysis the mean is calculated and difference with the time-mean state from the
observations is shown as the dotted curve in Fig. 5.4. The explicit assimilation is able to find
a better estimate for the time-mean state when compared with the implicit estimation method
for j < 3. For j = 3, i.e.. for Δt = 3 days and observations reconstructed with 20 M-SSA
modes, the implicit estimation method performs better than the explicit estimation method.
For the case of internal variability, the difference between the estimate of the time-mean
calculated using the explicit model and true time-mean state is shown as the dotted curve in
Fig. 5.7. Again, the implicit method is more accurate when both dominant pairs of modes
(j = 2, 3) are used in the reconstruction of the observations.

The implicit estimation and explicit estimation methods are compared both on accuracy
and efficiency in Fig. 5.8. In Fig. 5.8a, the difference between estimated time-mean state us-
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Figure 5.7: Difference between the time-mean state of the analysis (drawn curve) and the observational
time-mean Aj , as defined by (5.7). The dotted line is the result from the computation with the explicit
model.
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Figure 5.8: Comparison between i4D-Var and e4D-Var: (a) the difference between estimated time-mean
state using the implicit method and the true time-mean state has been divided by the same difference as
calculated by the explicit method and (b) the ratio of the processor times used for the implicit estimation
and for the explicit estimation. In both figures the results for the external variability with constant
forcing (τi = 1 for all i and j) are drawn solid, for the external variability with variable forcing (τi

variable with j) are drawn dotted and for the internal variability the curves are drawn dashed.

ing the implicit method and the true time-mean state has been divided by the same difference
as calculated by the explicit method. If this ratio is larger (smaller) than 1, then the explicit
estimation method is more (less) accurate. For a time step of 6 days or smaller and with only
the dominant statistical modes present in the reconstruction, the implicit estimation method
performs better than the direct approach using an explicit model. In Fig. 5.8b, the ratio of
the processor times used for the implicit estimation and for the explicit estimation are shown
and clearly the explicit approach is up to a factor 40 more expensive. The implicit estima-
tion approach is much cheaper because a larger time step is used, reducing the number of
subintervals Nint and the number of minimizations needed to calculate the analysis.

5.4 Summary and conclusions

A new method for the estimation of a time-mean state consistent with given observations was
presented. The main idea of the estimation method is to fully utilize the advantage of taking a



5.4 Summary and conclusions 63

large time step in the implicit model by only assimilating, in addition to the time-mean obser-
vations, those statistical modes which explain most of the variance seen in the observational
data. These modes are separated into several frequency bands, ordered from low to higher
frequencies. For large time steps only the modes in the low frequency band are assimilated,
while for smaller time steps higher frequencies can be included. The statistical modes of vari-
ability are calculated from the observations using the M-SSA technique. Assimilation of the
reconstructed observations based on a few low-frequency statistical modes circumvents the
high computational cost associated with small time steps needed for fitting high frequency
variations in the observations as has to be done with an explicit model. Furthermore, in the
new estimation method a high temporal resolution of the data is not required.

The performance of the implicit estimation method was tested using a barotropic quasi-
geostrophic model of the wind-driven double-gyre ocean circulation. Two test-cases were
considered: externally variability induced by a time-dependent wind stress and internal
variability induced through the occurrence of internal instabilities. The implicit estimation
method has a comparable accuracy compared to that of the explicit estimation method. De-
pending on which modes are used for the reconstruction of the observations and the size of
the time step, the implicit estimation method is more accurate. Furthermore, this method is a
factor 10-40 cheaper in CPU time when compared with the explicit method.

We admit that the model problem used here, with the idealized observations and iden-
tity covariance matrices, is relatively simple when compared to the estimation of time-mean
state using a sophisticated ocean model and realistic observational data. The application of
this estimation method to realistic problems is dependent on the quality and quantity of the
observational data and the availability of implicit ocean general circulation models. The re-
sults presented here are, however, motivating to further develop implicit ocean models and
corresponding assimilation and estimation methods.

5.A Principle component and multichannel singular spec-
trum analysis

5.A.1 Singular spectrum analysis (SSA)

Suppose given a time-series of observations {y(ti) : i = 0, · · · , N − 1}. From this time-
series a series of vectors {ỹ(ti) : i = 0, · · · , N ′ − 1} is constructed by taking windows of
size M from the observations, i.e. ỹ(ti) = [y(ti), · · · , y(ti+M−1)]

T and N ′ = N − M + 1.
Singular spectrum analysis (SSA) is based on calculation the principle directions of {ỹ(ti)}
in phase space, by solving a eigenvalue problem for the covariance matrix Cỹ.

This covariance matrix can be estimated in several ways, but here we use the estimation
by Vautard et al. (1992): Cỹ is a Toepliz matrix with constant diagonals, its entries depend
on the lag |j − j′|:

(Cỹ)j,j′ =
1

N − |j − j′|

N−|j−j′|∑
i=1

y(ti)y(ti−|j−j′|). (5.8)

The eigenelements {(βk, x̂β
k ) : k = 1, · · · , M} are solutions to the eigenvalue problem
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Cỹx̂
β
k = βkx̂

β
k . The principle components Ak are calculated by projecting the time-series

on each eigenvector, or EOF (empirical orthogonal function):

Ak(ti) =

M∑
j=1

y(ti+j−1)(x̂
β
k )j . (5.9)

From the principle components Ak the reconstruction of part of the time-series based on a
subset K of EOFs as follows:

RK(ti) =
1

Mi

∑
k∈K

Ui∑
j=Li

Ak(ti−j+1)(x̂
β
k )j , (5.10)

(Mi, Li, Ui) =

⎧⎨
⎩

(1
i ,

1
M , 1

N−i+1 ) 1 ≤ i ≤ M − 1

(1, 1, i − N + M) M ≤ i ≤ N ′

(i, M, M) N ′ + 1 ≤ i ≤ N
. (5.11)

5.A.2 Multichannel singular spectrum analysis (M-SSA)

Multi-Channel Singular Spectrum analysis is a natural extension of SSA to a time-series of
vectors or maps. Suppose given a time-series of observations {yl(ti) : l = 1, · · · , L; i =
0, · · · , N − 1}, where L is the number of channels. The covariance matrix Cỹ becomes a
blockmatrix:

Cỹ =

⎡
⎢⎣

C1,1 · · · C1,L

...
. . .

...
CL,1 · · · CL,L

⎤
⎥⎦ , (5.12)

where Cl,l′ contains the covariance between channel l and l′. Again, these matrices can be
estimated by Toeplitz matrices (Vautard et al., 1992):

(Cl,l′)j,j′ =
1

Ñ

imax∑
i=imin

yl(ti)yl′(ti+j−j′ ), (5.13a)

imin = max(1, 1 + j − j′), (5.13b)

imax = min(N, N + j − j′), (5.13c)

Ñ = imax − imin + 1. (5.13d)

Solving the eigenvalue problem for the covariance matrices given LM eigenvectors x
β
k , each

composed of L consecutive M long segments x
β
k,l. The principal components Ak(ti) and the

reconstruction are calculated as:

Ak(ti) =

M∑
j=1

L∑
l=1

yl(tj−1)x̂
β
k,l, (5.14)

RK,l(ti) =
1

Mi

∑
k∈K

Ui∑
j=Li

Ak(ti−j+1)(x̂
β
k,l)j , (5.15)

where Mi, Li, and Ui are given by (5.10).
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5.A.3 M-SSA on leading PCs

Instead of performing M-SSA on the entire time-series, often it is applied on several leading
spatial principal components of the time-series. The goal of principal component analysis
(PCA) is to write yi as a linear combination of orthogonal spatial modes, or principle com-
ponents (PC), x̂α

j :

yi = [y1(ti), · · · , yL(ti)]
T =

L∑
j=1

αj(ti)x̂
α
j , (5.16)

where αj(ti) is the time-varying amplitude of the ith mode. Since x̂α
j are orthogonal the

following relation must hold:

(x̂α
i )T x̂α

j =

{
1 i = j
0 i 
= j

. (5.17)

The orthogonal mode are calculated by solving the eigenvalue problem for a covariance ma-
trix C, where C is constructed form the time-series yl(ti) as follows:

cij =
1

N − 1

N−1∑
n=0

yi(tn)yj(tn). (5.18)

The eigenvalue problem is now stated as:

Cx̂ = λjx̂. (5.19)

The amplitude of each mode is given by:

αj(ti) =

L∑
l=1

yl(ti)(x̂
α
j )l. (5.20)

It can be shown (Emery and Thomson, 1998) that the following relation holds:

L∑
l=1

N∑
i=1

(yl(ti))
2 =

L∑
l=1

λl, (5.21)

or equivalently: the sum of the variances is the sum of the eigenvalues. If the eigenvalues
satisfy λ1 > λ2 > · · · > λM , then the first mode contains the highest percentage of the
variance; of the remaining variance the second mode contains the highest percentage, etc.

5.A.4 Reconstruction

Given the series yl(ti) the algorithm for reconstruction of the time-series with a small number,
of M-SSA components, the set K, is as follows:
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1. From the time-series yl(ti) calculate the mean:

ȳl =
1

N − 1

N∑
n=1

yl(ti). (5.22)

Subtract this mean from the series to obtain a time-series of fluctuations y′
l(yi):

y′
l(ti) = yl(ti) − ȳl. (5.23)

2. Calculate the leading P principal spatial modes x̂α
j of the fluctuations y′

l(ti), which
explain most of the spatial variance. The time-series is now approximated by:

yl(ti) ≈ ȳl +
∑
p∈P

αp(ti)(x̂
α
p )l. (5.24)

3. Perform M-SSA on the P time-varying amplitudes αp(ti).

4. Select the components necessary for the reconstruction, i.e. choose the set K

5. Reconstruct the time-series based on the components in K.

In the first four steps the M-SSA modes are calculated. In practice only the leading modes,
which account for most of the temporal variance are calculated.



Chapter 6

CNOPs of the double-gyre ocean
circulation

Abstract

In this chapter, as a spin-off of the methodology developed in earlier chapters, we study the finite
amplitude stability of the barotropic double-gyre flow in a rectangular basin using the concept of Condi-
tional Nonlinear Optimal Perturbation (CNOP). Under symmetric (asymmetric) wind forcing, the flow
undergoes a perfect (imperfect) pitchfork perturbation and three stable steady states are present in a
range of viscosities. CNOPs are determined for each of these states and the evolution of the CNOPs is
studied.

6.1 Barotropic wind-driven ocean flows

The so-called quasi-geostrophic double-gyre circulation flow, as presented in chapter 3, has
been recognized as one of the characteristic problems to study the nonlinear dynamics of the
wind-driven ocean circulation. The flow occurs in a rectangular ocean basin on a midlatitude
β-plane which is forced by a symmetric wind stress with respect to the mid axis of the basin.
In a quasi-geostrophic approximation, the equations describing the flow have a reflection
symmetry.

The linear problem is the basis for the Sverdrup-Stommel-Munk theory of the wind-
driven ocean circulation. Over most of the basin the Sverdrup balance holds and friction only
affects the flow in thin boundary layers at the eastern and western boundaries. The Sverdrup
transport is compensated only in the western boundary layer and hence the western boundary
current is much stronger than the eastern one (Stommel, 1948; Munk, 1950).

An extented version of this chapter is in preparation for Physica D as: Terwisscha van Scheltinga, A.D. and
Dijkstra, H.A., CNOPs of the double-gyre ocean circulation.
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For the one-layer (barotropic) case much is known about stability bounds and bifurca-
tion behavior of nonlinear flows. When only lateral friction is considered as a dissipation
mechanism, there is basically only one control parameter, the Reynolds number Re. The
finite amplitude stability of the linear (Munk) solution was studied using analytical methods
(Crisciani and Mosetti, 1990; Crisciani et al., 1994, 1995). The energy stability limit ReE

of the nonlinear problem was calculated numerically in Dijkstra and De Ruijter (1996); this
stability limit provides sufficient conditions for stability (Joseph, 1976).

The linear stability limits ReL of the barotropic double-gyreflow are presented in Dijkstra
and Katsman (1997). The first bifurcation is a symmetry breaking pitchfork bifurcation where
the anti-symmetric solution becomes unstable and two asymmetric solutions appear. These
asymmetric solutions becomes unstable to several Hopf bifurcations where periodic orbits
appear. Eventually chaotic behavior can occur due to a homoclinic bifurcation, which can be
either of Lorenz or Shilnikov type, depending on the parameters of the system (Nadiga and
Luce, 2001; Simonnet et al., 2005).

In recent years, tools of generalized stability theory have also been applied to this problem
(Farrell and Ioannou, 1996; Moore, 1999; Moore et al., 2002). With these tools, one is
interested in determining growth of perturbations in the asymptotically stable regime due the
non-normality of the Jacobian matrix of a certain basic state. The latter state may be either a
steady state or a time-mean state of a very irregular flow. These tools enable one to determine
the response of the flow to stochastic perturbations and hence are interesting with respect to
predictability issues.

In Moore (1999), a basin of size 1000×2000 km is considered for both the asymptotically
stable as well as unstable regimes, the effects of stochastic wind forcing on the flow is studied.
Focus is on the stochastic field patterns that account for the largest fraction of noise-induced
variability, the so-called stochastic optimals. The structure of the Ekman pump velocity of the
gravest stochastic optimal on time scales of 2-3 weeks corresponds to a single-gyre basin wide
flow. This particular wind perturbation induces changes in vorticity which project strongly
on the fastest linear singular vectors. The noise forcing is most effective in the asymptoti-
cally stable regime but otherwise not sensitivity to the chosen norm and basic state flow and
geometry. In Moore et al. (2002), it was shown that the variability is maintained by Rossby
waves that interact with the western boundary current. The perturbations that maintain the
stochastically induced variance in the asymptotically stable regime have a large projection on
some of the non-normal, least-damped eigenmodes.

In generalized stability theory, it is usually assumed that the initial perturbation is so
small that its evolution can be described by a linearized system (the tangent linear model)
and optimal growth is determined through the largest singular value of the forward propagator
of the linearized system. A slight generalization of linear singular vectors is the concept of
Conditional Nonlinear Optimal Perturbations (CNOPs) as introduced by Mu et al. (2003).
The CNOP is the initial (finite amplitude) perturbation whose nonlinear evolution attains a
maximum growth at a chosen end time te given an initial bound on the norm of the initial
condition δ.

The computation of CNOPs has so far been only accomplished in models having a small
number of degrees of freedom (Mu et al., 2003) such as box models (Mu et al., 2004). In
the latter paper, it was shown that the computation of CNOPs enables one to determine finite
amplitude stability boundaries of flow states in a multiple equilibrium regime. The implicit
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4D-Var methodology as described in the previous chapters is, however, easily extended to
compute the CNOPs. Hence, in this chapter, we show how this can be accomplished and we
determine the CNOPs for the double-gyre problem both under symmetric and asymmetric
wind forcing.

6.2 Calculation of CNOPs

In general, assume that the equations governing the evolution of perturbations can be written
as: ⎧⎨

⎩
∂x

∂t
+ F (x; x̄) = 0,

x|t=0 = x0,
in Ω × [0, te] (6.1)

where t is time, x(t) = (x1(t), x2(t), ..., xn(t)) is the perturbation state vector and F is a
nonlinear differentiable operator. Furthermore, x0 is the initial perturbation, x̄ is the basic
steady state, (x, t) ∈ Ω × [0, te] with Ω a domain in Rn, and te < +∞.

6.2.1 General problem formulation

Suppose the initial value problem (6.1) is well-posed and the nonlinear propagator M is
defined as the evolution operator of (6.1) which determines a trajectory from the initial time
t = 0 to time te. Hence, for fixed te > 0, the solution x(te) = M(x0; x̄)(te) is well-defined,
i.e.

x(te) = M(x0; x̄)(te). (6.2)

So x(te) describes the evolution of the initial perturbation x0 at t = te.
For a chosen norm ‖ · ‖ measuring x, the perturbation x0δ is called the Conditional Non-

linear Optimal Perturbation (CNOP) with constraint condition ‖x0‖ ≤ δ , if and only if

J(x0δ) = max
‖x0‖≤δ

J(x0), (6.3)

where

J(x0) = ‖M(x0; x̄)(te)‖. (6.4)

The CNOP is the initial perturbation whose nonlinear evolution attains the maximal value
of the functional J at time te with the constraint conditions; in this sense we call it “optimal”.
The CNOP can be regarded as the most (nonlinearly) unstable initial perturbation superposed
on the basic state. With the same constraint conditions, the larger the nonlinear evolution
of the CNOP is, the more unstable the basic state is. In general, it is difficult to obtain an
analytical expression of the CNOP. Instead we look for the numerical solution, by solving a
constraint nonlinear optimization problem.
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6.2.2 Specific implementation

We now aim to compute the CNOPs of the wind-driven circulation using the model as pre-
sented in section 3.1. We also use the same set of parameters (cf. Table 3.1). For the forcing
we have chosen (4.4) as the formulation of the wind stress, where the parameter σ controls the
asymmetry of the wind stress. As in the previous chapters we use a 60×40 spatial resolution.
An implicit time-integration is used with a time step of Δt = 1 day.

First consider the evolution of the perturbations. Here, a state vector x consists of the
values of ψ and ζ at the grid points. We use as nonlinear propagator for the perturbations:

M(x0; x̄)(te) = Mf (x0 + x̄)(te) − x̄, (6.5)

where Mf is the evolution operator of the model, which is available from the data-
assimilation code used in the previous chapters. This formulation gives the evolution of
the perturbations, without having to write a separate code for their evolution operator.

To calculate the CNOP the kinetic energy norm

‖x0‖ =
1

2

∫
V

(u2
0 + v2

0) d2x (6.6)

is used. Let L be a linear operator that maps x to the velocity vector which is calculated
from the values of ψ at four neighbouring grid points. The energy norm is now evaluated
numerically as:

1

2

∫
V

(u2
0 + v2

0) d2x ≈
1

2
ΔxΔy(u · u + v · v) (6.7a)

=
1

2
ΔxΔyLx · Lx =

1

2
ΔxΔy‖Lx‖2

2. (6.7b)

Hence, the energy norm is calculated by multiplying the perturbation x0 with the matrix L

and calculating the square norm of the result. Using this approximation and (6.5) we find the
following implementation of J :

J(x0) =
1

2
ΔxΔy‖L(Mf (x0 + x̄)(te) − x̄)‖2

2. (6.8)

It is easy to derive the gradient:

∇J(x0) =
1

2
ΔxΔyMT

f LT L(Mf (x0 + x̄)(te) − x̄), (6.9)

where M is the tangent linear model as defined in section 2.1.
The same approach for the evaluation off the cost function (6.8) and gradient (6.9) is fol-

lowed as in described in chapter 2. The cost function is evaluated using forward integration.
Here, the perturbation x0 is added to the basic steady state x̄. This state is then propagated
forward. At t = te the basic steady state is subtracted and the kinetic energy norm of the per-
turbations is calculated. The gradient is evaluated by backward integration with the adjoint
model MT

f . The same techniques developed for the implicit data timeassimilation are used
here. We use the same tangent linear model, which is stored during the forward integration.
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Figure 6.1: Bifurcation diagram for the double-gyre (σ = 0) for a square basin with the asymmetry of
the streamfunction ΔΨ, defined as (3.7), against the control parameter Re = UL/AH .

For the evaluation of the gradient the stored tangent linear model is transposed and used as
adjoint.

The constraint optimization problem (6.3) is implemented as:

min(−J(x0)) subject to ‖Lx0‖
2
2 ≤ δ. (6.10)

The constrained minimization problem is solved using the NAG routine E04UCF. This rou-
tine uses a method that is essentially identical to the method discussed in Gill et al. (1986).
The basic structure uses an Sequential Quadratic Programming method (Gill et al., 1981) to
solve a quadratic subproblem along the search direction and uses Lagrangian multipliers for
the constraints.

6.3 Results

In the results below, we first consider the case of symmetric wind forcing (σ = 0) and
subsequently the case of a slightly asymmetric wind forcing (σ = 0.05).

6.3.1 Symmetric case

For the case σ = 0, the structure of the steady solutions is shown through the bifurcation
diagram in Fig. 6.1, where the value of the asymmetry of streamfunction ΔΨ, defined as
(3.7), is plotted against Re = UL/AH . At large values of AH (small Re), the anti-symmetric
double-gyre flow (Fig. 3.1a) is a unique state. When lateral friction is decreased, this flow
becomes unstable at the pitchfork bifurcation P1 and two branches of stable asymmetric states
appear for smaller values of AH (larger Re). The solutions on these branches (Fig. 3.1b,c)
have the jet displaced either northward (negative ΔΨ) or southward (positive ΔΨ) and are
exactly symmetrically related for the same value of Re. We first focus on the case Re = 25
which is in the asymptotically stable regime of the anti-symmetric state. For δ = 0.1, the
streamfunction patterns of the CNOPs are shown for four different values of te = 7, 14, 21, 28
days in Fig. 6.2. The pattern of the CNOP in Fig. 6.2a is remarkably similar to the pattern
of the most energetic disturbance at a similar value of β (Fig. 7b of Dijkstra and De Ruijter
(1996)) as determined through the energy stability analysis. As the energy stability boundary
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is located near Re = 10 (Fig. 5 of Dijkstra and De Ruijter (1996)), this shows that in the
conditional stability regime (Joseph, 1976) the pattern of the energy stability analysis is still
relevant for short times te. When the CNOP is computed for larger times te, the pattern
keeps the same symmetric three cell structure, but the cells at top and bottom extend in size
(Fig. 6.2b-d).

The streamfunction patterns at te days when the CNOPs in Fig. 6.2 are taken as an initial
condition are shown in Fig. 6.3. The pattern of Fig. 6.3a results after 7 days when the steady
state at Re = 20 is perturbed with the pattern in Fig. 6.2a with δ = 0.1. It has not changed
much in shape but it becomes more localized into the western boundary region. Similarly the
patterns of Fig. 6.3b-d arise at 14, 21 and 28 days when the steady state is perturbed with the
pattern in Fig. 6.2b-d, respectively, with δ = 0.1. The final pattern in Fig. 6.3d is recognized
as the least stable normal mode, the P-mode in Simonnet and Dijkstra (2002). Hence, the
CNOPs for larger times te induce a response into the direction of the normal mode, which
indeed controls the long time evolution behavior. The energy norm of the perturbation at te
for the steady state at Re = 25 and several values of δ = 0.1, 0.25 and 0.50 is plotted in
Fig. 6.4 as a function of te. For δ = 0.1, the values correspond of the amplitudes of the
patterns in Fig. 6.3.

We next consider the case Re = 50 on the asymmetric branches for which two asymmet-
ric steady solutions (jet-up state and the jet-down state) are linearly stable. For δ = 0.1, the
streamfunction patterns of the CNOP of the jet-up state is shown for te = 7 days in Fig. 6.5a.
The pattern is no longer symmetric because of the asymmetry of the background state and
it already quite localized near the western boundary current region. When the steady state
is perturbed with the CNOP and with δ = 0.1, the deviation from the steady state after 7
days (Fig. 6.5b) shows a bipolar pattern resembling one phase of a Rossby basin mode. This
is an oscillatory normal mode to which the steady state becomes unstable at slightly larger
Re (Dijkstra and Katsman, 1997). Figures 6.5c-d show the CNOP and its evolution after 7
days for the jet-down steady state at Re = 50. The patterns are simply related to those in
Figs. 6.5a-b by the reflection symmetry.

For several values of δ = 0.1, 0.25 and 0.50, the final amplitude of the energy norm for
the steady states at Re = 50 is plotted in Fig. 6.6. For both steady states the curves are the
same due to the reflection symmetry. For these values of Re the time-scale of flow changes
in the system is set by the gyre advection which is a few years. Therefore the curve show a
monotone increase in the range of te shown contrary to the case of Re = 25 where saturation
occurs over a period of a month.

6.3.2 Asymmetric case

When the wind stress is taken slightly asymmetric, an imperfect pitchfork bifurcation results
as can be seen in the the bifurcation diagram for σ = 0.05 in Fig. 6.7a. The jet-up solu-
tion is now continuously connected with the near anti-symmetric solution at small values of
Re. On the other hand, the jet-down solution becomes an isolated branch. The asymmetric
wind-stress forcing hence gives a preference for the jet-up solution since the easterlies in the
northern part of the domain are slightly stronger than those in the southern part of the do-
main. The position of the saddle-node bifurcation (at Re ≈ 54 for σ = 0.05 Fig. 6.7a) shifts
to larger values of Re when σ increases. Along the branches for σ = 0.05 the value of the
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Figure 6.2: Patterns of the barotropic streamfunction ψ for the CNOPs of the steady state at Re = 25
for δ = 0.1 and (a) te = 7 days, with an absolute maximum of 0.20; (b) te = 14, with an absolute
maximum of 0.17; (c) te = 21 days, with an absolute maximum of 0.13 and (d) te = 28 days, with an
absolute maximum of 0.11.
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Figure 6.3: Patterns of the barotropic streamfunction ψ (deviations from the steady state at Re = 25)
for (a) te = 7 days, (b) te = 14 days, (c) te = 21 days and (d) te = 28 days.
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Figure 6.4: The energy norm of the perturbation at te, J(x0δ) as defined by (6.8), against te, for
different δ for the steady state at Re = 25 and σ = 0.
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Figure 6.5: For Re = 50, σ = 0.0, δ = 0.1 and te = 7 days: (a) CNOP for the jet-up steady state; (b)
deviation of the flow from the jet-up steady state at t = te; (c) CNOP for the jet-down steady state; (d)
deviation of the flow from the jet-down steady state at t = te.
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Figure 6.6: The energy norm of the perturbation at te, J(x0δ) as defined by (6.8), against te, for
different δ for the steady state at Re = 50 and σ = 0.
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dimensionless viscous dissipation function

Φ =

∫
V

[
(
∂u

∂x
)2 + (

∂v

∂x
)2 + (

∂u

∂y
)2 + (

∂v

∂y
)2

]
d2x (6.11)

is plotted in Fig. 6.7b. As can be seen, values of Φ differ between the jet-up and jet-down
solutions for similar values of Re, with the (stable) jet-down steady state having a lower
viscous dissipation.

For σ = 0.05 and Re = 60, CNOPs for fixed δ = 0.1 and te = 7 days are plotted
for both jet-up and jet-down solutions in Fig. 6.8. Patterns now slightly differ between the
two cases. For both states the final amplitude of the energy norm is plotted against te for
several values of δ. The solid curves are those for the jet-up steady state while the dashed
ones are those for the jet-down solution. For all values of δ there is a clear difference between
the CNOP evolution from both states. For te < 16 days, the final amplitude of the energy
norm is the largest for the jet-down state, i.e. the state with the lower viscous dissipation;
for te > 16 days the opposite occurs. Here, however, we also see that equilibration of the
amplitude occurs on a longer (advective) time scale.

6.4 Summary and discussion

In this chapter, we have explored the finite amplitude stability of linearly stable steady states
of the double-gyre flow in the barotropic quasi-geostrophic model (section 3.1), by determin-
ing the Conditional Nonlinear Optimal Perturbations (CNOPs). These are the perturbations
to the flow which have an optimal nonlinear evolution at a time te (in a chosen norm) under
the condition of a bound δ on the norm of the initial perturbation. The i4D-Var methodology
as developed in earlier chapters was shown to be easily adapted to compute these CNOPs
efficiently and hence provides a technique to determine CNOPs for fairly general systems of
partial differential equations.

Under symmetric wind-stress forcing (σ = 0), the patterns of the CNOPs in the unique
regime (before the pitchfork bifurcation) at short time scales are very similar to those found
in energy stability studies (Dijkstra and De Ruijter, 1996). These patterns project during
evolution on the normal mode patterns which is most clearly seen at large evolution times
te. In the multiple equilibrium regime, the CNOP patterns become more localized in the
western boundary current but they also project on the least stable normal mode (in this case
an oscillatory Rossby basin mode). By calculating the CNOPs there is now a near completion
of the analysis of the barotropic double-gyre flow system up to point where chaos occurs.

The CNOPs provide a way to determine finite amplitude stability boundaries in multiple
equilibrium regimes, which make them useful to study transition boundaries. Of course, sep-
aratrices in such high-dimensional phase spaces are impossible to calculate but the critical
value of δ such that the evolution of the CNOP will not return to the original steady state
provides an impression of a separatrix in energy space. For the slightly asymmetric case,
we showed that the finite amplitude stability behavior is different for the jet-up and jet-down
steady states. The physics of this difference is likely related to differences in viscous dissipa-
tion of both steady states.



76 Chapter 6

30 40 50 60 70
Re

-0.6

-0.4

-0.2

-0.0

0.2

0.4

Δ
Ψ

jet-up

jet-down

(a)
30 40 50 60 70

Re

4

6

8

10

12

Υ
 (

x 
10

00
)

jet-up

jet-down

(b)

Figure 6.7: Bifurcation diagram for σ = 0.05 where the asymmetry of the streamfunction ψ plotted
against control parameter Re. (b) Dimensionless viscous dissipation along the branches in (a).
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Figure 6.8: For the case Re = 60, σ = 0.05, δ = 0.1 and te = 7 days: (a) CNOP for the jet-up steady
state; (b) deviation of the flow from the jet-up steady state at t = te; (c) CNOP for the jet-down steady
state and (d) deviation of the flow from the jet-down steady state at t = te.

5 10 15 20 25 30
te [days]

0
1

2

3

4

5

6

J(
x 0δ

)

δ = 0.10

δ = 0.25

δ = 0.50

Figure 6.9: The energy norm of the perturbation at te, J(x0δ) as defined by (6.8), against te, for
different δ for the steady state at Re = 60 and σ = 0.05. The solid curves are for the jet-up solution
while the dashed curves are for the jet-down solution.



Chapter 7

A fully implicit model of the
AMOC

Abstract

In the previous chapters, we developed a version of 4D-Var for implicit models and applied it to
the barotropic quasi-geostrophic model of the wind-driven ocean circulation. As mentioned in chapter
1, motivation for the development of these techniques was their application to the three-dimensional
wind- and buoyancy-driven ocean circulation to determine the indicator Σ of the multiple equilibria
regime of the Atlantic meridional overturning circulation from available observations. In this chapter,
the development of a fully-implicit three-dimensional ocean model is described and its performance is
presented for different idealized flow configurations.

7.1 Introduction

Models of the large-scale ocean circulation form interesting dynamical systems showing tran-
sition behavior on many spatial and temporal scales when parameters are varied (Dijkstra,
2005). A well known large-scale transition is the collapse of the North Atlantic meridional
overturning circulation, which occurs when the freshwater flux amplitude increases in the
northern part of the basin (Bryan, 1986). Another, less known transition, is that between
different separation patterns of western boundary currents, such as those of the Kuroshio and
Gulf Stream (Jiang et al., 1995; Schmeits and Dijkstra, 2001). Dynamical systems theory
has also been used to investigate the physics of low-frequency climate variability. In several
examples, such as the multidecadal variability in the North Atlantic (Te Raa and Dijkstra,
2002) and the El Niño variability in the equatorial Pacific (Neelin et al., 1998), the origin of
the variability could be traced to the occurrence of a Hopf bifurcation.

This chapter has been accepted for publication in Journal of Computational Physics as: De Niet, A.C., Wubs,
F.W., Dijkstra, H.A., and Terwisscha van Scheltinga, A.D. (2007). A tailored solver for bifurcation analysis of
high-resolution ocean models. Journal of Computational Physics. In press.
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For the North Atlantic ocean circulation, focus of dynamical systems studies has been
to determine the bifurcation behavior of two limiting cases of the ‘real’ system: (i) the pure
wind-driven circulation and (ii) the pure thermohaline circulation. In the first type of stud-
ies, the thermodynamic degrees of freedom are limited (e.g., in isothermal situations) and
focus is on the transition behavior of solutions of the momentum equations. In the second
type of studies, focus has been on the transition behavior of the solutions of the temperature
and salinity equations under coupling to (approximately) linear momentum equations. The
numerical techniques used are pseudo-arclength continuation (Keller, 1977) in which steady
states are determined versus parameters with a Newton-Raphson iterative method. The use of
these methods requires the development of implicit ocean models such as described in section
2.3.

For the pure wind-driven ocean circulation, so far only relatively idealized implicit mod-
els, such as single- or multi-layer quasi-geostrophic models and shallow-water models, have
been used (Speich et al., 1995; Dijkstra and Katsman, 1997; Nauw and Dijkstra, 2001; Si-
monnet et al., 2003a,b; Nauw et al., 2004). The main limitation in the degree of complexity
of these models is the necessary horizontal resolution needed (about 20 km) to adequately
capture the bifurcations and the transitions between the different flow regimes. One of the
systems studied in detail is the double-gyre flow in a rectangular basin. When the lateral
friction is decreased for this flow, it undergoes several local bifurcations before a homoclinic
(either Shilnikov or Lorenz type) bifurcation occurs (Simonnet et al., 2005). For smaller
values of the lateral friction, eventually a so-called coherent vortex regime is found, with
vortices of about 10 km diameter dominating the flow (Siegel et al., 2001).

For pure thermally (or thermohaline) driven flows, several studies have analysed the in-
stabilities of single hemispheric flows (Chen and Ghil, 1995; Huck et al., 1999, 2001; Te Raa
and Dijkstra, 2002). The density driven flow may undergo a Hopf bifurcation when the lateral
(thermal) diffusion decreases, leading to either multidecadal or centennial variability. The
patterns and time scales of these instabilities are already resolved at a horizontal resolution of
about 4◦, they can eventually be connected to those of the Atlantic Multidecadal Oscillation
(Dijkstra et al., 2006) and have therefore lead to a mechanistic view of this oscillation. Also
the double-hemispheric thermohaline-driven case has been much studied with the strength
of the freshwater flux forcing as a control parameter. In the equatorially symmetric case, a
pitchfork bifurcation leads to pole-to-pole solutions for the meridional overturning circula-
tion (MOC) and possibilities of transitions between different equilibria (Bryan, 1986). These
transitions can eventually be connected to hysteresis behavior of the global ocean circulation
as seen in many low-resolution climate models (Dijkstra, 2005).

Several numerical problems have limited the applicability of implicit techniques to more
sophisticated primitive-equation ocean models.

(i) The inclusion of more realistic representations of mixing processes (than simple con-
stant or spatially dependent (prescribed) eddy coefficients) is difficult because of the
analytic evaluation of the Jacobian matrix. State-of-the-art ocean climate models cer-
tainly incorporate neutral physics and a representation of the effects of the meso-scale
eddies (Gent et al., 1995).

(ii) The representation of convective overturning (so-called ‘convective adjustment’)
needed to obtain stably stratified solutions has given trouble due to convergence prob-
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lems in the linear system solvers. Here, the vertical mixing coefficient depends in an
approximately discontinuous way on the vertical density gradient.

(iii) It was difficult to carry out numerical bifurcation analysis for ocean-climate models
with more than 105 degrees of freedom because of the slow convergence of the iterative
solvers of the linear systems (which arise from the Newton-Raphson approach to find
steady states). In Weijer et al. (2003), the MRILU preconditioner combined with the
GMRES method was used to accomplish this. This solver is a general sparse matrix
solver and hence no specific properties of the physical problem at hand are exploited.

In this chapter, we present a new implicit model which is a substantial improvement over
the earlier model (Weijer et al., 2003). The new solver coping with the problem (iii), as
described in detail in De Niet et al. (2007), consists of a new block-ILU preconditioner com-
bined with flexible GMRES. Because of the block approach, the preconditioner can make use
of the mathematical structure of the governing equations. An efficient numerical approxima-
tion of the Jacobian matrix solves the problems (i) and (ii) above. This leads to a very efficient
implicit ocean model (section 7.2), which allows bifurcation analysis and implicit time step-
ping of state-of-the-art ocean-climate models with up to a million degrees of freedom. The
capabilities of the implicit model are demonstrated in section 7.3 through two example flows.
A summary and discussion of the results is provided in section 7.4.

7.2 The new implicit primitive equation ocean model

In this section, we describe the ocean model formulation (section 7.2.1), with details of the
mixing of heat and salt in section 7.2.2 and aspects of the numerical implementation in section
7.2.3.

7.2.1 Model formulation

We consider flows in a domain bounded by longitudes φw and φe and by latitudes θs and θn.
The ocean basin has a reference depth D and is bounded vertically by z = −D + hb(φ, θ)
and a nondeformable ocean-atmosphere boundary z = 0. Here, hb is a prescribed bottom
topography. The ocean flows are forced by a heat flux QH (in Wm−2), a zonal wind-stress
field τ0(τ

φ, τθ) (in Pa) and a virtual salt flux QS (in ms−1).
The heat flux QH is proportional to the temperature difference between the sea-surface

temperature T and a prescribed atmospheric temperature TS , i.e.

QH = −λT (T − TS), (7.1)

where λ (in Wm−2K−1) is a constant exchange coefficient. The virtual salt flux QS is simi-
larly formulated as a restoring condition and is given by

QS = −λS(S − SS), (7.2)

where λS (in ms−1) is an exchange coefficient. Both wind and buoyancy forcing are dis-
tributed as a body forcing over the first (upper) layer of the ocean having a depth Hm.
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Temperature and salinity differences in the ocean cause density differences according to

ρ = ρ0(1 − αT (T − T0) + αS(S − S0)), (7.3)

where αT and αS are the volumetric expansion coefficients and T0, S0 and ρ0 are reference
quantities. We use the Boussinesq and hydrostatic approximations. With r0 and Ω being the
radius and angular velocity of the Earth, the governing equations for the zonal, meridional
and vertical velocity u, v and w and the dynamic pressure p (the hydrostatic part has been
subtracted) become

Du

dt
− uv tan θ − 2Ω v sin θ +

1

ρ0 r0 cos θ

∂p

∂φ
=

AV
∂2u

∂z2
+ AH Lu(u, v) +

τ0

ρ0Hm
τφG(z), (7.4a)

Dv

dt
+ u2 tan θ + 2Ω u sin θ +

1

ρ0 r0

∂p

∂θ
=

AV
∂2v

∂z2
+ AH Lv(u, v) +

τ0

ρ0Hm
τθG(z), (7.4b)

∂p

∂z
= ρ0 g(αT T − αSS), (7.4c)

∂w

∂z
+

1

r0 cos θ

(
∂u

∂φ
+

∂(v cos θ)

∂θ

)
= 0, (7.4d)

DT

dt
+ RT (T, S) =

(TS − T )

τT
G(z), (7.4e)

DS

dt
+ RS(T, S) =

(SS − S)

τS
G(z), (7.4f)

where G(z) = H(z/Hm+1) and H is a continuous approximation of the Heaviside function.
Furthermore, Cp is the constant heat capacity and τT = ρ0CpHm/λT and τS = Hm/λS are
the surface adjustment time scales of heat and salt, respectively. In addition,

D

dt
=

∂

∂t
+

u

r0 cos θ

∂

∂φ
+

v

r0

∂

∂θ
+ w

∂

∂z
, (7.5)

Lu(u, v) = ∇2
Hu +

u

r2
0 cos2 θ

−
2 sin θ

r2
0 cos2 θ

∂v

∂φ
, (7.6)

Lv(u, v) = ∇2
Hv +

v

r2
0 cos2 θ

+
2 sin θ

r2
0 cos2 θ

∂u

∂φ
, (7.7)

∇2
H =

1

r2
0 cos θ

[
∂

∂φ

(
1

cos θ

∂

∂φ

)
+

∂

∂θ

(
cos θ

∂

∂θ

)]
. (7.8)

In the equations (7.4a-b), AH and AV are the horizontal and vertical momentum (eddy)
viscosity which we will take constant. The terms RT and RS in (7.4e-f) represent the mixing
of heat and salt and will be discussed in the next subsection.

Slip conditions are assumed at the bottom boundary, while at all lateral boundaries no-
slip conditions are applied. At all lateral boundaries and the bottom boundary, the heat flux
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2Ω 1.0 · 10−4 [s−1] λT 1.0 · 102 [Wm−2K−2]
r0 6.4 · 106 [m] λS 2.5 · 10−5 [ms−2]
g 9.8 [ms−2] AH 2.5 · 105 [ms−2]
ρ 1.0 · 103 [kgm−3] AV 1.0 · 10−3 [ms−2]
αT 1.0 · 10−4 [K−1] KH 1.0 · 103 [ms−2]
αS 7.6 · 10−4 [-] Cp 4.2 · 103 [J(kgK)−1]

Table 7.1: Parameter values.

is zero. As the forcing is represented as a body force over the first layer, slip and no-flux
conditions apply at the ocean surface.

Parameters that are fixed in the calculations described in section 7.3 are the same as in
typical large-scale low-resolution ocean general circulation models and their values are listed
in Table 7.1. Other parameter values will be specified below.

7.2.2 Tracer mixing representation

To avoid spurious diapycnal mixing in the model, so-called neutral physics fluxes have to be
specified. Background and details of these fluxes and of the so-called small-slope approxi-
mation used can be found in Griffies (2004). Expressions are summarized in section 14.3 of
Griffies (2004) and in our notation these become

RT (T, S) = ∇H .(KH∇HT + ηM (KH − ηGκ)S.
∂T

∂z
)

+ (
∂

∂z

[
ηM (KH + ηGκ)S.∇HT + ηMKHS.S

∂T

∂z

]
),

+
∂

∂z
(KV

∂T

∂z
) (7.9a)

RS(T, S) = ∇H .(KH∇HS + ηM (KH − ηGκ)S.
∂S

∂z
)

+ (
∂

∂z

[
ηM (KH + ηGκ)S.∇HS + ηMKHS.S

∂S

∂z

]
)

+
∂

∂z
(KV

∂S

∂z
), (7.9b)

where KH is the neutral diffusivity and κ is the Gent et al. (1995) skew-diffusive mixing
coefficient. In addition, the neutral slope vector S is given by

S =
−αT∇HT + αS∇HS

−αT
∂T
∂z + αS

∂S
∂z

. (7.10)

Note that we have introduced two homotopy parameters ηM and ηG to be able to continue
smoothly between constant horizontal diffusivity (ηM = 0) and neutral mixing (ηM = 1)
and from no meso-scale eddy representation (ηG = 0) to the Gent et al. (1995) representation
(ηG = 1); the latter is referred below as GM-mixing.

We can only apply the representation above when the stratification is stable and when the
slope of the isopycnals is small. To limit the slopes, we define αm as a maximum permissible
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slope angle and then multiply ηM by the function f(∂ρ/∂z), where

f(x) =

⎧⎪⎪⎨
⎪⎪⎩

3(x+ξ
δ )2 − 2(x+ξ

δ )3, −ξ ≤ x ≤ −ξ + δ
1, −ξ + δ ≤ x ≤ −δ
1 − 3(x+δ

δ )2 + 2(x+δ
δ )3, −δ ≤ x ≤ 0

0, x ≤ −ξ or x > 0

(7.11a)

where

ξ =
| ∇Hρ |

tanαm
; δ = 0.05ξ. (7.12)

In this way, the mixing coefficients are smoothly tapered to zero in regions where the slope
becomes too large or where the stratification is unstable.

The coefficient KV in (7.9) is the vertical mixing coefficient. Whereas in many ocean-
climate models, usually KV is taken constant (or spatially prescribed), rather high values (in
the order of 10−4 m2s−1) are needed to obtain a realistic strength of the meridional over-
turning. Mixing in a stratified ocean, however, requires a transfer from kinetic to potential
energy. The available energy for mixing, say e, is a topic of current research (Wunsch and
Ferrari, 2004) and it is supplied by the wind, the tides and buoyancy forcing. An overview of
the processes responsible for the spatial pattern of e is, for example, given in Huang (1999).
According to a production-dissipation equilibrium of the turbulent kinetic energy (Thorpe,
2005), the vertical mixing coefficient is defined as

KV = K0
V +

Γe

N2
b

; N2
b = −

g

ρ0

∂ρ

∂z
, (7.13)

where Γ = 0.2 is the mixing efficiency and Nb is the buoyancy frequency. A background
value K0

V can be attributed to internal wave breaking and it is taken to be constant.
In case of an unstable stratification, N2

b < 0, additional mixing occurs through convective
overturning. We can take this convective overturning into account through an additional
mixing coefficient Kc

V � K0
V by formulating KV as

KV = K0
V + F(N2

b )Kc
V + ηV F(−N2

b )
Γe

N2
b

, (7.14)

where ηV is another homotopy parameter which can be used to study the situations with a
constant vertical mixing coefficient (ηV = 0) and stratification dependent vertical mixing
(ηV = 1). Furthermore, F is a mixing profile function which we take as

F(x) = max{tanh(−x3), 0}, (7.15)

such that additional convective mixing is generated smoothly as soon as N2 < 0.

7.2.3 Numerical implementation

The equations are discretized in space using a second-order accurate control volume dis-
cretization method on a staggered Arakawa B-grid in the horizontal with i = 1, ..., N ,
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j = 1, ..., M , and a C-grid in the vertical k = 1, ..., L; this combination is called a Lorenz
grid. The spatially discretized model equations can be written in the form

M
du

dt
= F(u) = L(u) + N(u,u), (7.16)

where the vector u contains the unknowns (u, v, w, p, T, S) at each grid point and hence has
dimension d = 6 × N × M × L. The operators M and L are linear and N represents the
nonlinear terms in the equations.

Steady state solutions lead to a set of nonlinear algebraic equations of the form

F(u,p) = 0. (7.17)

Here the parameter dependence of the equations is made explicit through the p-dimensional
vector of parameters p and hence F is a nonlinear mapping from Rd+p → Rd. To determine
branches of steady solutions of the equations (7.17) as one of the parameters, say μ, is varied,
the pseudo-arclength method Keller (1977) is used. The branches (u(s), μ(s)) are parame-
terized by an ‘arclength’ parameter s. An additional equation is obtained by ’normalizing’
the tangent

u̇T
0 (u − u0) + μ̇0(μ − μ0) − Δs = 0, (7.18)

where (u0, μ0) is an analytically known starting solution or a previously computed point on
a particular branch and Δs is the step-length. Euler-Newton continuation is used to solve the
system of equations (7.17-7.18). The (d + 1)× (d + 1) Jacobian matrix J (s) of (7.17-7.18)
along a branch is given by

J (s) =

[
Φ Fμ

u̇0
T μ̇0

]
, (7.19)

where Φ is the matrix of derivatives of F to u and Fμ the derivative to the parameter μ. In an
implicit time stepping scheme such as described in section 2.3, only linear systems with the
Jacobian matrix Φ have to be solved.

In previous formulations of the ocean model (Weijer et al., 2003), the entries in the Jaco-
bian matrix were computed analytically and directly from the discretized equations. As the
mixing formulations (7.9) and (7.14) are quite complicated, it turned out to be advantageous
to use an additional numerical evaluation of the Jacobian matrix. In Coleman et al. (1984), the
problem of how to estimate the Jacobian matrix J of a general mapping F : Rn → Rm using
the least number of function evaluations is discussed. The j-th column of J is approximated
by

Jj =
F(· · · ,xj + ε, · · · ) − F(· · · ,xj , · · · )

ε
, (7.20)

for small ε. In general, we need to calculate m of such differences to approximate the Jaco-
bian. For sparse Jacobian matrices, a group of columns can be determined such that no two
columns in this group have a nonzero element in the same row position. This is because, for
large-scale problems, the elements of F are dependent on a limited number of variables xj .
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Let C be such a group of columns and let d ∈ Rm be a vector with dj = ε if Jj ∈ C and
dj = 0 otherwise. Then the difference

JC =
F(x + d) − F(x)

ε
(7.21)

contains the non-zero elements of the columns belonging to C. By partitioning the columns
of the Jacobian matrix in this way, we can more efficiently evaluate the Jacobian since the
number of differences we need to calculate are strongly reduced. For the implementation
of this approach, we used subroutines provided by Coleman et al. (1984). These subroutines
consists of i) routines that determine the groups C, such that the number of groups is minimal;
and ii) routines that determine for a given group C the vector d and extract the columns Jj

from JC . These routines require the sparsity pattern of the Jacobian matrix, i.e., the variables
on which F depends, and a routine that evaluates F(x).

During one Newton iteration, linear systems of the form

J

(
Δu

Δμ

)
=

(
r

rd+1

)
(7.22)

have to be solved where Δu and Δμ are updates during the Newton process and r and rd+1

derive from the left-hand sides of (7.17) and (7.18), respectively. It are these linear systems
of equations for which the targeted block ILU solver as presented in De Niet et al. (2007) is
required.

7.3 Numerical Results

In this section, we apply the implicit ocean model to the double-gyre wind-driven circula-
tion in an idealized relatively small basin (section 7.3.1) and to the problem of wind- and
buoyancy-driven flows (section 7.3.2) in an Atlantic size single-hemispheric basin. The aim
is to demonstrate the capabilities of the implicit model and hence the physics of the solutions
will not be discussed in much detail.

7.3.1 The double-gyre problem

In this problem a basin of 10◦ length and 10◦ width centered around 45◦N is considered.
In longitude φ and latitude θ, the boundaries of the domain are given by φw = 270◦E,
φe = 280◦E, θs = 40◦N and θn = 50◦N ; the basin has a constant depth D = 2400 m.
The flow is only forced by a steady wind-stress and otherwise has a constant temperature and
salinity. A so-called double-gyre wind forcing is prescribed of the form

τφ(φ, θ) = −τ0 cos

(
2π

θ − θs

,
θn − θs

)
(7.23)

where τ0 is a typical amplitude.
In the case of no thermal and freshwater forcing, TS = SS = 0, we know from quasi-

geostrophic and shallow water models (Dijkstra, 2005) that multiple western boundary cur-
rent separation paths may exist due to symmetry breaking of the wind-driven flow. This has,
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Figure 7.1: Solution branch of the constant density, wind-driven ocean circulation with control pa-
rameter the lateral viscosity AH for the four different resolutions indicated. On the vertical axis the
maximum of the barotropic streamfunction ψ (in Sv) is plotted.

as far as we know, never been demonstrated in primitive equation models. In the latter equa-
tions in spherical coordinates, there is no reflection symmetry with respect to the mid-axis of
the basin (here θ = 45◦) and an imperfect pitchfork bifurcation is expected.

We fix the vertical resolution at L = 12, such that Hm = 200 m. To test the effects of
the horizontal resolution on the pure wind-driven solutions of the model and the performance
of the new block-ILU solver (De Niet et al., 2007), we start with a value of AH = 1600
m2s−1. For this value of AH , a 40 km horizontal resolution (25 grid points) will still resolve
the western boundary (Munk) layer, such that the solutions at three resolutions 25× 25× 12,
50 × 50 × 12 and 100 × 100 × 12 can be compared.

Using pseudo-arclength continuation, we increase the wind-stress parameter τ0 from zero
to the value of 0.1 Pa and then decrease AH . Along the solution branch, the maximum value
ψ of the barotropic streamfunction is monitored and the result is plotted in Fig. 7.1. For
AH = 1600 m2s−1 and τ0 = 0.1 Pa, there is a nice quadratic convergence in the maximum
value of the barotropic streamfunction ψB , as shown in the second column of Table 7.2.
The curves in Fig. 7.1 remain close to a value of AH ≈ 650 m2s−1. The curve for the
25 × 25 × 12 grid starts to diverge first, since the resolution is not sufficient anymore to
resolve the Munk boundary layer. The curve for the 20 km horizontal resolution starts to
diverge near AH ≈ 400 m2s−1 for the same numerical reason. Based on the dependence of
the Munk boundary layer thickness δM = (AH/β0)

1/3 (with β0 = 2Ω cos θ0/r0) on AH ,
the solutions for the 100× 100× 12 grid are expected to be accurate for values of AH down
to AH ≈ 250 m2s−1. This is confirmed with the results of the 125 × 125 × 12 grid.



86 Chapter 7

GRID ψ d CPU-TIME

25 × 25 × 12 22.53 45,000 3.5
50 × 50 × 12 23.01 180,000 18.4

100 × 100 × 12 23.14 720,000 107.7
125 × 125 × 12 23.15 1,125,000 158.3

Table 7.2: Overview of CPU time needed for the first iteration within the Newton-Raphson process with
a step ds = −10.0 in AH starting at AH = 1600 m2s−1. Also the value of the maximum of the
barotropic streamfunction ψ is shown for the four different resolutions at AH = 1600 m2s−1. The
quantity d is the number of degrees of freedom.

Figure 7.2: Bifurcation diagram showing the maximum of the barotropic streamfunction ψ (in Sv, 1 Sv =
106 m3s−1) of the constant density circulation versus the control parameter AH (in m2s−1). Solutions
at the labeled locations are presented in Fig. 7.3.

For each resolution, about 10-20 branch steps were taken to compute the curves in
Fig. 7.1. To provide an impression of the performance of the block-ILU solver, we pro-
vide in the other entry of Table 7.2 the average CPU time (in seconds on a 1GHz HP-DS25
workstation with 16 GBytes of memory). The total CPU time per Newton step increases
approximately linearly with the number of degrees of freedom.

In a typical bifurcation diagram, we use the lateral friction coefficient AH as a parameter
and a resolution of 100×100×12 points (Fig. 7.2). In agreement to what is found in shallow-
water models, we here find an imperfect pitchfork bifurcation, which leads to the existence
of multiple patterns below a value of AH = 320 m2s−1. The isolated branch in Fig. 7.2 was
found by the residue continuation algorithm as described in chapter 4 of Dijkstra (2005).

The barotropic streamfunction of steady solutions at specific labeled locations in Fig. 7.2
are plotted in Fig. 7.3. The solution for large AH on the connected branch is the near anti-
symmetric double-gyre flow (Fig. 7.3a). When AH decreases along this branch, a so-called
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(a) (b)

(c) (d)
Figure 7.3: Patterns of the barotropic streamfunction of labeled locations in Fig. 7.2. Contour values
are in Sv.

jet-down solution appears (Fig. 7.3b), a solution very well known from QG and SW models
(Dijkstra, 2005). Along the isolated branch, a jet-up solution exists (Fig. 7.3c) along the
lower branch and after the saddle-node bifurcation at AH = 320 m2s−1, the flow becomes
more inertially controlled (Fig. 7.3d). Although these results were expected, it is the first time
that such a multiple equilibria structure is computed for a full primitive equation model.

To illustrate the capabilities of the model with respect to implicit time stepping, two
transient simulations were performed. Starting from the motionless state, we take τ0 = 0.1
Pa and integrate the model forward until a steady state is reached using a time step of 30
days and a 50 × 50 × 12 resolution. This time step is much larger then possible with an
explicit model, which is about one hour. In Fig. 7.4, both the minimum and the maximum of
the barotropic streamfunction are shown versus time for two values of AH . For AH = 500
m2s−1 (dashed) the model quickly reaches the unique steady state with a pattern similar to
Fig. 7.2a. The other value of AH = 280 m2s−1 (solid) has been chosen in the multiple
equilibrium regime and for this value the model moves towards an equilibrium state with a
pattern similar to Fig. 7.2b.

7.3.2 Wind- and thermohaline driven flows

Similar to the study in Te Raa and Dijkstra (2002), we consider a basin of 64◦ length and 64◦

width centered around 40◦N. In longitude φ and latitude θ, the boundaries of the domain are
given by φw = 286◦E, φe = 350◦E, θs = 10◦N and θn = 74◦N ; the basin has a constant
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Figure 7.4: Maximum and minimum of the barotropic streamfunction ψB versus time, for two values of
AH = 280 m2s−1 (solid) and AH = 500 m2s−1 (dashed).

depth D = 4000 m. As forcing we choose

TS(φ, θ) = T0 + η
ΔT

2
cos

(
π

θ − θs

θn − θs

)
, (7.24a)

SS(φ, θ) = S0 + η
ΔS

2
cos

(
π

θ − θs

θn − θs

)
, (7.24b)

where we have introduced another homotopy parameter η such that η = 0 represents no
forcing and η = 1 is a realistic strength of the forcing. Furthermore, we use interpolated
values of the annual mean wind-stress dataset of Trenberth et al. (1989) and multiply the
amplitude of this forcing by η. In this way, we can vary η and increase all three forcing
functions simultaneously.

We take a constant vertical mixing coefficient, i.e. ηV = 0 in (7.14) with K0
V = 10−4

m2s−1 and Kc
V = 102 m2s−1. In addition, we use values AH = 2.5 × 105 m2s−1,

KH = 1.0 × 103 m2s−1, ΔT = 20◦C and ΔS = 1.0 psu. Furthermore, we do not consider
neutral mixing (ηM = 0) and GM-mixing (ηG = 0); results for neutral mixing, GM-mixing
and stratification dependent vertical diffusivity are presented and discussed in De Niet et al.
(2007). The new elements with respect to the work in Weijer et al. (2003) are that we can
use much smaller lateral viscosity and that we can use pseudo-arclength continuation with
convective adjustment.

The vertical resolution is chosen as L = 16 such that Hm = 250 m. Maximum values
of the meridional overturning streamfunction (ψM ) are plotted versus η in Fig. 7.5 for three
different resolutions; the highest resolution corresponds to a horizontal resolution of 1◦. Be-
yond η = 0.3, the three curves start to deviate from each other and a smaller value of the
meridional overturning occurs for the higher resolution model at larger values of η.

The maximum of meridional overturning streamfunction (ψM ) converges with the hori-
zontal resolution as can be seen from the second entry of Table 7.3. From each solution at
η = 1, one step with Δs = 0.01 was performed in η and the CPU time required for the
first iteration in the Newton-Raphson process is shown in Table 7.3. It is clear that compu-
tations involving these thermohaline and wind-driven flows are more expensive than those
for only wind-driven flows, since the flow is simply more complex with salt and temperature
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Figure 7.5: Solution branch, showing the maximum of the meridional overturning streamfunction ψM

(in Sv) of the thermohaline and wind-driven ocean circulation versus the control parameter η for the
three different resolutions indicated.

RESOLUTION ψM d CPU-TIME

16 × 16 × 16 12.12 24,576 54.3
32 × 32 × 16 11.64 98,304 409.4
64 × 64 × 16 11.36 393,216 1477.0

Table 7.3: Overview of CPU time needed for the first iteration in the Newton-Raphson process for a
step Δs = 0.01 in η starting at η = 1. The format is the same as in Table 7.2. The maximum of the
meridional overturning streamfunction ψM for three different resolutions and η = 1 is also presented.

variations over the computational domain.
Patterns of the meridional overturning streamfunction ψM and the barotropic streamfunc-

tion ψB are plotted in Fig. 7.6 at η = 1 for each of the three resolutions. Each solution is
completely stably stratified and sinking occurs north of 60◦N. In principle, the solutions for
the coarsest grid are already sufficiently accurate for this value of K0

V and AH and they are
just smoothed at higher resolution. This justifies the resolution used in many of the earlier re-
sults on single-hemispheric flows (Te Raa and Dijkstra, 2002). For a resolution 16×16×16,
transient computations have been performed for η = 1, starting from the steady states at
η = 0.9 and η = 0.95, respectively. For the first 50 years a time step of 60 days was taken,
while after 50 years a time step of one year was used. Both are much larger than is possi-
ble with an explicit model for which the time step is limited to about one hour. A value of
Kc

V = 1.0 is used to get a numerically stable integration. Due to this choice, the maximum
of the meridional overturning streamfunction ψM is slighty higher. Both trajectories show
(Fig. 7.7) a strong initial overshoot but then approach the steady state for η = 1.
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(a) (b)

(c) (d)

(e) (f)
Figure 7.6: Patterns of the barotropic streamfunction (a, c, e) and meridional overturning streamfunc-
tion (b, d, f) at η = 1. (a-b): 16 × 16 × 16, (c-d): 32 × 32 × 16 and (e-f): 64 × 64 × 16. Contour
values are in Sv.

7.4 Summary and discussion

Techniques from numerical bifurcation theory have demonstrated their usefulness to provide
more insight into the physics of transition behavior in ocean models (Dijkstra, 2005). So far,
they have been applied to ocean models with a relatively small number of degrees of freedom
(up to O(105)), such as 1.5-layer shallow water models, 2-layer quasi-geostrophic models
and low-resolution three-dimensional primitive equation models (Te Raa and Dijkstra, 2002;
Weijer et al., 2003).

Major weaknesses in previous models was the representation of horizontal and vertical
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Figure 7.7: Maximum value of the meridional streamfunction ψM versus time for η = 1 starting from
steady-state solutions for η = 0.9 (solid) η = 0.95 (dashed). For reference, the value of ψM for η = 1
has been also been plotted (dotted).

mixing processes and convective adjustment. In the model formulation used here, this has
been overcome by evaluating the Jacobian matrix in part numerically. This enables to include
more realistic representations of oceanic mixing processes and in particular allows convective
adjustment to be used without any numerical problems. The tailored linear system solver
presented in De Niet et al. (2007) is a major step forward to apply bifurcation analysis to
ocean models with up to O(106) degrees of freedom.

Two typical flow examples were used to demonstrate the performance of the new model.
We are able to compute the bifurcation structure of the isothermal wind-driven double-gyre
flow using a 10 km resolution involving the analysis of a system of 720,000 degrees of free-
dom. Encouraging result is here that the computational cost increases approximately linearly
with the number of degrees of freedom. Furthermore, we were able to compute steady wind-
and buoyancy driven flows in a single hemispheric Atlantic size basin with up to 1◦horizontal
resolution and represent horizontal and vertical mixing processes in a state-of-the-art way. In
the implicit time-integration set-up we can use much longer time steps than are possible in
explicit models.





Chapter 8

Impact of hydrographic and
surface data on state estimation in
ocean models

Abstract

Reconstruction of the ocean circulation and estimation of its time mean state using an ocean model
and observational (satellite and hydrographic) data is one of the major issues in operational physical
oceanography. Here we apply the 4D-Var method to the fully-implicit model presented in the previous
chapter in an idealized configuration; as uncertain parameter we take the vertical diffusivity. We con-
sider a typical case where the ocean time-mean state and uncertain parameters are estimated based on
model generated hydrographic and surface temperature and salinity data.

8.1 Introduction

Reconstruction of the ocean circulation and estimation of its time-mean state from hydro-
graphic data is one of the major problems in operational physical oceanography. The aim
of several international programs was and is to estimate the ocean circulation from obser-
vations. For example, during the World Ocean Circulation Experiment (WOCE) data were
collected from ships, mooring and floating instrumentation as well as satellite observations
to assess the role of the ocean in climate. The Global Ocean Data Assimilation Experiment
(GODEA) aims at creating a system, consisting of observations, modeling and assimilation,
that will deliver regularly the state of the ocean. A global array of free-drifting floats that
measure temperature and salinity exists (ARGO) as part of the Global Ocean Observing Sys-
tem (GOOS).

This chapter has been submitted to Nonlinear Processes in Geophysics as: Terwisscha van Scheltinga, A.D. and
Dijkstra, H.A., Impact of hydrograpic and surface data on state estimation in fully implicit ocean models.
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From these observations properties of the ocean circulation are estimated by using in-
verse methods and data-assimilation methods that fit the observations to ocean model dy-
namics. WOCE hydrographic data was used to estimate large-scale mass transports, water
mass formation and diffusivities (Ganachaud, 2003). Variational data-assimilation was used
to estimate the ocean state from 1992 to 2000 using WOCE data and NCEP reanalysis data
of surface fluxes (Stammer et al., 2000, 2002a,b). Regional estimates of the ocean were for
example produced by Losch and Schroeter (2004) for the southern ocean, using a combina-
tion of hydrographic data and satellite observations. The mean dynamic topography of the
North Atlantic was estimated by inversion of hydrography and Lagrangian data (Le Traon
and Mercier, 1992). To produce an accurate estimate one needs good quality observational
data, model dynamics and a method to fit the data to the model dynamics. The required esti-
mate, for example, can be the global mean state of the ocean, dynamic topography or mixing
parameters. The estimation is difficult since the hydrographic data has limited spatial and
temporal resolution.

The relation between geoid accuracy and ocean circulation as determined by inversion
of satellite and hydrographic data was investigated by Ganachaud et al. (1997) and Losch
et al. (2002). Assimilation of satellite observations and in-situ data was found to give a good
comparison with WOCE measurements (Le Traon and Mercier, 2000). Hines and Killworth
(2001) studied the impact of the inversion of hydrographic data. They found that the impact of
just one vertical velocity profile can already improve water mass properties far from the data
region. The impact of data assimilation (4D-Var) of WOCE hydrography on the meridional
circulation in the Indian ocean was studied by Le Traon and Mercier (2003). The assimilation
was able to improve the deep meridional overturning. The upper circulation, however, was
less constrained by the data assimilation due to the large temporal and spatial variability of
the data.

In this chapter we will investigate the impact of hydrographic sections on the estimate of
mixing parameters, using the implicit ocean model presented in chapter and i4D-Var. The
model will be used for generating synthetic observation and as forward model during assim-
ilation. Implicit time stepping will be used to integrate forward in time. All calculations
will be performed for an Atlantic size single-hemispheric ocean basin and two cases will be
considered: (i) the estimation of the ocean state from a bad initial guess or with a badly tuned
model using all the available observations and (ii) the simultaneous estimation of the ocean
state and a control parameter using synthetic hydrographic sections.

8.2 Results

We use the model described in the previous chapter, with the same parameter value (Ta-
ble 7.1), and we use the Atlantic size basin with a resolution of 16× 16× 16 and the forcing
discussed in section 7.3.2. The cost functions (2.8) are used and we use the problem (2.29)
in the parameter estimation (with the tangent linear hypothesis dropped). Both cost functions
are minimized using a limited memory quasi-Newton conjugate gradient method discussed
in section 3.2, using the same termination criteria. The only difference with section 7.3.2 is
that we use a lower value of Kc

V = 1.0. This gives a slightly different meridional overturn-
ing streamfunction than for Kc

V = 10. with a slightly higher maximum at a slightly lower
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Figure 8.1: Continuation in η: (a) bifurcation diagram where the maximum of the meridional over-
turning streamfunction ψM is plotted against η, (b) meridional overturning streamfunction for η = 1,
(c) barotropic streamfunction for η = 1 and (d) the density along a meridional section at 316◦W for
η = 1.

latitude.
First a steady state is determined for η = 1, i.e. for full strength of the the wind, tem-

perature and salinity forcing. This is done by continuation methods as discussed in chapter
7. In Fig. 8.1a, the maximum of the meridional streamfunction is plotted against the value
of η. For η = 1, the meridional overturning streamfunction and the barotropic streamfunc-
tion are plotted in Fig. 8.1b and Fig. 8.1c, respectively. The barotropic streamfunction shows
the typical double-gyre flow, while the meridional overturning streamfunction shows sinking
at 60◦N with strength of 13.2 Sv. The density profile along 316◦E is plotted in Fig. 8.1d
showing that the steady-state solution is completely stably stratified.

From the steady-state solution for η = 1, say ȳ, the observations, i.e., yi ≡ H(ȳ) are
derived. The state ȳ is the true state which is to be estimated given a first guess for the
ocean state and parameters. We will take the vertical diffusivity KV as the only uncertain
parameter in the model. The setup of the assimilation is as follows: each assimilation interval
has 5 points (n = 4) and the time step has been taken as 60 days. The background trajectory
over an assimilation interval is a forward integration of the analysis of the preceding interval.
For the optimality tolerance (section 3.2) εm = 10−3 was chosen.
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Figure 8.2: Results from the identical-twin calculation: (a) initial (solid) and final (dotted) value of the
cost function, (b) L2-norm of the gradient of the cost function, initial (solid) and final (dotted) value
and (c) the distance of the background (solid), analysis (dotted) and integration (dashed) with respect
to the true state.

8.2.1 Initial condition and model mismatch

First we consider an identical twin experiment. Here the initial background was chosen a
steady state along the curve in Fig. 8.1a. We have chosen the steady-state for η = 0.975,
which is close to the true state ȳ (η = 1). In this experiment we take all the available
observations, i.e. H = I and the covariance matrices have chosen as the unity matrix (B =
Ri = I). The background model is run for a value of η = 1, all parameter values in the
model are fixed as in Table 7.1 and we use the cost function (2.8).

In Fig. 8.2a the initial and final value of the cost function are shown. The cost function is
normalized with respect to the initial value for the first interval. There is an improvement of
the cost function for most of the intervals. This means that the distance between the model
trajectory and the observational data set has been reduced. The L2-norm of the gradient of
the cost function is shown in Fig. 8.2b with again a curve before and after minimization. In
a minimum the norm should be small. This is not the case. Here the final value of the norm
has the same order of magnitude than the final value, and sometimes even larger. Clearly the
final iterate does not satisfy all three conditions (3.6) on the convergence of the minimization
method. For all 40 intervals the minimization terminates because the Newton-Raphson pro-
cess for δwk, which is used to propagate wb(t0) + δw forward in time (see (2.11)), does not
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Figure 8.3: Results for the model mismatch calculation: (a) initial (solid) and final (dotted) value of the
cost function, (b) L2-norm of the gradient of the cost function, initial (solid) and final (dotted) value and
(c) the distance of the background (solid), analysis (dotted) and time integration (dashed) with respect
to the true state.

converge.
The differences between the steady state ȳ with the background and analysis, defined as:

db(ti) = ‖ȳ − wb(ti)‖2 ; da(ti) = ‖ȳ − wa(ti)‖2, (8.1)

are plotted in Fig. 8.2c. The quantities db(ti) (solid curve) and da(ti) (dotted curve) mea-
sure the distance between the true ocean state ȳ and both model trajectories. Both curves
decrease over time and are closer to the observations than a model trajectory calculated by
time-integrating the initial background wb(t0) (dashed curve). Furthermore, the analysis is
closer to the observations than the background. This shows that the model is converging to-
wards the true ocean state ȳ and that assimilation speeds up this convergence when compared
to the time-integration. Of course, it takes much longer (about 1000 years) before da(ti) is
converged to zero because of the large vertical mixing time scale (≈ D2/KV ) in the model.

Using the same observations and setup we now consider a background state that is badly
tuned. This means that both the initial state and the initial parameters are poor first guesses
of the true state. The aim is to test the performance of the data-assimilation method in this
context; no parameter estimation is performed. A steady state is calculated by continuation
of AH from the standard value of 2.5 × 105 m2s−1 to 5.0 × 105 m2s−1. This steady state is
used (not shown here) as the initial background and the value of AH = 5.0 × 105 m2s−1 is
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used in the model run.
The values of the cost function and the L2-norm of its gradient are shown in Fig. 8.3a

and Fig. 8.3b, respectively. The values after minimization (dotted) are larger than the values
before minimization (solid) and hence the data assimilation does improve the cost function.
For the 9th interval the Newton-Raphson iteration during minimization did not converge and
produced large numerical errors, after which the assimilation was terminated. Both db (solid)
and da (drawn) are plotted in Fig. 8.3c in addition to the to the difference between the true
state and the model trajectory without assimilation (dashed). Clearly, the assimilation pulls
the model trajectory towards the observations. However, the distance of the background to
the true ocean state ȳ is slowly increasing because the model is attracted to the steady state
for AH = 5.0 × 105 m2s−1.

8.2.2 Parameter estimation

In the previous section, with fixed parameters of the model, it was shown that the assimilation
was able to improve the background using all the available observations. In this section we
will use the approach outlined in section 2.4, take only temperature and salinity as obser-
vations and we will include the estimation of the vertical mixing coefficient KV in the data
assimilation.

To study the effect of hydrographic data on the estimate of the vertical diffusivity and the
ocean state, we define three zonal sections: a section at 56◦N (section ‘A’), at 40◦N (section
‘B’) and at 24◦N (section ‘C’). Along these sections we select out observations from the
reference steady state ȳ. The initial background wb(t0) is a steady state calculated from ȳ

by continuation in KV from 10−4 m2s−1 to a value of KV = 9.0× 10−5 m2s−1, which was
chosen as the initial parameter value.

Each section was first assimilated separately to estimate the ocean state and KV . The final
value of the cost function after both minimizations (see section 2.4) is shown in Fig. 8.4a. The
results for the profiles along section A are drawn solid, for B dash-dotted and for C dashed.
For all three sections the cost function is reduced over all the intervals. For section A the
cost function becomes 4 orders of magnitude smaller, while the improvement for sections B
and C are only two to three orders of magnitude; the cost function for section B shows large
fluctuations. The difference da between the analysis and the true state ȳ is shown in Fig. 8.4b.
For section A the estimate of the state becomes closer to the true state, since da decreases.
This is also seen for section B but here a increase is seen after 2000 days. For section C, no
decrease was seen; in contrast with the other two sections here da increases to almost two
times its initial value and decreases only after 4500 days.

In Fig. 8.4c the estimated value for KV is shown for all three sections. The estimate
of KV using either section A or B is too large. For section A the estimate slowly converges
towards the true value of KV = 1.0×10−4 m2s−1. This decrease is also seen for the estimate
KV using the observations along section B. For this section, the estimate does not converge
towards the true value, but changes from an overestimation to a small underestimation. Like
for the cost function for this case, also the KV curve shows strong fluctuations. The results
for section C are different as the estimate for KV slowly increases from 9.0 × 10−5 m2s−1

to a value of 1.1 × 10−4 m2s−1 and then decreases. For all the intervals, the estimates for
section C are relatively close to the true value when compared to the sections A and B.
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Figure 8.4: Results for the assimilation of several sections of temperature and salinity data: (a) final
value of the cost function for sections A (solid), B (dash-dotted) and C (dashed), (b) the difference da

for sections A (solid), B (dash-dotted) and C (dashed) and (c) value for KV for sections A (solid), B
(dash-dotted) and C (dashed).

To summarize, the estimates for the state and mixing parameter KV are quite sensitive to
the section data. To explain this, the meridional overturning streamfunction for the difference
between the true state and the initial background, ȳ − wb(t0), is shown in Fig. 8.5. This
figure shows the improvement which the data-assimilation method has to make in order to
recover the true state ȳ and true value for KV . From this figure it can be seen that ȳ has
stronger upwelling in the south and stronger sinking in the north when compared to wb(t0).
The pattern shown in Fig. 8.5 indicates that to recover the true meridional overturning, the
dynamical important (sinking) region is between 50◦N and 65◦N.

Section A is at 56◦N and hence located in the region where ȳ − wb(t0) is large, whole
for section C (at 24◦N) this difference is small. Assimilation of T, S -profiles along section
A therefore produce increments that give more accurate estimates for the ocean state when
compared to an assimilation of T, S-profiles along section C (Fig. 8.4). The importance of
the choice of observational data can be seen in the improvement of the estimate for the ocean
state for section A, or the lack of improvement for section C; this also holds for the estimate
for KV . The estimation of both the parameter and the ocean state are the result of two
minimizations, first over the increment followed by a minimization over KV . During the first
interval a large increment is found which gives a large change in KV , as is seen for section
A, but this is absent for section C. For section B the same holds as section A, except that
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Figure 8.5: Meridional overturning streamfunction (contours in Sv) of the difference ȳ −w
b(t0).

section B is located further away from the maximum of the difference ȳ−wb(t0) (Fig. 8.5).
Assimilation of T, S -profiles along section B have therefore less impact than those from
section A.

Instead of assimilating temperature and salinity profiles along one section, more observa-
tional data can be used:

set I: temperature and salinity sections along 56◦N (section A) and along 40◦N (section B).
This set combines observational data from the sinking region and at the latitude where
the meridional streamfunction is at a maximum;

set II: as set I, but combined with temperature and salinity profiles along 24◦N (section C).
This includes observations from the upwelling region; and

set III: as set II, but combined with the temperature and salinity field at the sea-surface.

The aim is to see if the additional observational data results in a better (or worse) estimate for
the state and KV .

The difference between the assimilation of only hydrographic data (sets I and II) and
hydrographic data with sea surface temperature and salinity (set III) can be seen in Fig. 8.6a,
where the final values of the cost function are plotted. The cost function decreases much
more slowly when sea surface data is included. The estimate of the ocean state decrease for
the set I and set III , while for set II it remains at the same level (Fig. 8.6b). The inclusion
of section C in set I (to produce set II) decreases the quality of observations. However it
is an improvement from the results of an assimilation of section C alone (Fig. 8.4). This is
also seen in the estimate for KV as plotted in Fig. 8.6c. Both sets I and III produces better
estimates for KV than set II. From Fig. 8.6c it is also clear that inclusion of temperature and
salinity at the surface provides a strong constraint on the assimilation.

For three cases the effect of observational noise was studied:

i: T, S-profiles along 56◦N (section A);

ii: T, S-profiles along three sections; and
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Figure 8.6: Assimilation of sets of observations: (a) final value of the cost function for set I (solid), set
II (dash-dotted) and set III (dashed), (b) the difference da for set I (solid), set II (dash-dotted) and set
III (dashed) and (c) value for KV for set I (solid), set II (dash-dotted) and set III (dashed).

iii: temperature and salinity fields at the surface combined with T,S-profiles along the three
sections.

In each case the observations were again taken from the steady state for η = 1 (ȳ) and
perturbed by Gaussian noise:

yi = H(ȳ) + Ni(0,Ci), (8.2)

where each Ci is a diagonal covariance matrix. The diagonal elements of each Ci have
diagonal values 0.01◦C for the temperature variables and 0.005 psu for salinity. These values
have been chosen such that the uncertainty in the observations reflects the accuracy of present-
day measurements of temperature and salinity. Here, the covariance matrix Ri = Ci for all
i.

In comparison with the unperturbed cases, the cost function does not become several
orders of magnitude smaller (Fig. 8.7a), since an exact fit to the observational data is not
possible due to the background noise. For all three cases, the estimate of the state improves
as the difference between the estimate and the true state da decreases (Fig. 8.7b). Initially
the estimate for KV is too large for all three cases, but it decreases towards the true value for
section C (i) and case (iii). For case (ii) the value of KV keeps fluctuating around the true
value.
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Figure 8.7: Assimilation of sets of perturbed observations: (a) final value of the cost function, (b) the
difference da and (c) value for KV for section C (solid). In these figures the results for the section
located at 56◦N (case(i); section A) are drawn solid, the three sections (case(ii)) are drawn dash-dotted
and the three sections combined with sea-surface observations (case(iii)) are drawn dashed.

8.3 Summary and conclusions

The impact of section and surface data on the estimate of the ocean state and model parame-
ters has been investigated. A fully implicit primitive equation model of the ocean circulation
in an Atlantic size basin was used to generate the hydrographic data and also used as back-
ground model during assimilation.

Two types of experiments were considered: (i) the estimation of the ocean state from
a bad initial guess or with a badly tuned model and (ii) the simultaneous estimation of the
ocean state and a control parameter. The results showed that starting from a wrong initial
condition, but under the correct parameter values, i4D-Var was able to find an accurate anal-
ysis and converged much faster towards the true state than a time-integration from the same
initial conditions. When both the initial condition and one of the parameters had poor first
guesses, the assimilation still performed well. The model trajectory was pulled towards the
observations and the distance between model trajectory and true state was reduced by a factor
2.

For the estimation of the vertical diffusivity KV , we used temperature and salinity profiles
along three zonal sections. The profiles were assimilated separately, in several combinations
and combined with surface temperature and salinity fields. The three zonal sections were
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chosen in the north, south and the middle of the domain, and each monitors a different part
of the meridional overturning. The section in the north of the domain gave the best estimates
for the ocean state and KV . This is because that section provides observational data that
is a good indicator for the changes in meridional overturning due to changes in KV . The
other sections provide larger deviations from the true value of KV and the same was seen
when the different section were combined. Observational noise was found to have only little
impact on the sections close to the dynamical relevant region but did have a positive effect
on the results of a data assimilation using observations from a less dynamically interesting
region (the most southern section). The results show that the estimate of the ocean state and
parameters depend strongly on a good quality and dynamically relevant observations.





Chapter 9

Summary and outlook

As mentioned in chapter 1, the main aim of this thesis was to develop new methodology
that can estimate from observational data and model results, whether the present time-mean
ocean circulation is unique or not. It was argued that the existence of the multiple equilib-
rium regime is related to the net freshwater budget over the Atlantic basin. Analysis of a low
resolution global ocean (Dijkstra, 2007) showed that the sign of the quantity Σ, the difference
between the advective freshwater transport by the AMOC at 60◦N and 30◦S, is an indicator
for the presence of the multi-equilibrium regime. The problem of determining the existence
of the multiple equilibrium regime hence reduces to the calculation of the sign of Σ, which
as mentioned in chapter 1 motivate the following problems: determine the best values of the
freshwater transports of the present ocean circulation in the Atlantic from available observa-
tions, separate the freshwater transport due to the AMOC from that due to the gyre circulation
and assess which processes contribute to the uncertainty in Σ. To compute an estimate for Σ,
one needs (i) an ocean model with which it is relatively easy to compute equilibrium states
and (ii) efficient data-assimilation methodology to estimate Σ and its uncertainties from the
observational data and model circulation.

So how far have we come and what has to be done?

9.1 Implicit ocean models

The fully implicit model for the AMOC, as presented in chapter 7 and in detail in De Niet
et al. (2007), is an enormous improvement over the code presented in Weijer et al. (2003).
The main innovations are the targeted linear systems solver and the efficient numerical partial
evaluation of the Jacobian matrix where only the dependencies between the variables has
to be specified. This last technique enabled an efficient implementation of state-of-the-art
mixing schemes such as neutral physics, energy consistent vertical mixing, Gent-McWilliams
scheme and convective adjustment.

Two typical flow examples were used to demonstrate the performance of the new model.
We presented the bifurcation structure of the isothermal wind-driven double-gyre flow us-
ing a 10 km resolution involving the analysis of a system of 720,000 degrees of freedom.
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Figure 9.1: A global steady state solution under restoring forcing (Levitus surface forcing and Tren-
berth wind forcing). (a) the Atlantic meridional overturning streamfunction. (b) the Pacific meridional
overturning streamfunction. (c) the surface temperature field T − 15◦C. (d) the surface salinity field
S − 35 psu.

Encouraging result is here that the computational cost increases approximately linearly with
the number of degrees of freedom. Furthermore, we were able to compute steady wind- and
buoyancy driven flows in a single hemispheric Atlantic size basin with up to 1◦ horizontal res-
olution and represent horizontal and vertical mixing processes in a state-of-the-art way. For
both examples the model was integrated from the equilibrium state. A timestep of 30 days
could be taken for the wind-driven ocean circulation, while for the thermohaline circulation
a time-step of one year could be taken after the initial phase of the spin-up.

At the moment there is a global version of the implicit model using a 4◦ × 4◦ horizontal
resolution with 12 non-equidistant vertical levels. First solutions under restoring forcing
(Levitus surface forcing and Trenberth wind forcing) have been obtained and examples of the
Atlantic meridional overturning streamfunction (panel a), the Pacific meridional overturning
streamfunction (panel b) and the surface temperature (panel c) and salinity field (panel d) are
shown in Fig. 9.1. A reasonable ‘conveyor’ type solution appears but there are still a few
deficiencies, such as the sinking at about 30◦N in the Atlantic, which need to be looked at
and need some parameter adjustment (most likely in the mixing parameterizations). From
this improved global model, the calculation of values of Σ can be done without any problem.
A next step would be to increase the horizontal resolution of the model by a factor 2. This
resolution very likely improves the flow and the results can be more easily compared to those
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of ocean-climate models. Using this resolution, the model development towards answering
the question on the computation of Σ would be completed.

9.2 Data-assimilation methodology

We have chosen the four-dimensional variational data-assimilation (4D-Var) technique as the
basic method and have shown that it can be efficiently implemented in implicit models. No
explicit adjoint model needs to be constructed (this is taken care of by the construction of the
Jacobian in the implicit model) and much larger time steps can be taken. In the chapters 3
to 5, i4D-Var was compared with e4D-Var and its special properties were shown regarding
parameter estimation using a barotropic quasi-geostrophic ocean model of the wind-driven
double-gyre ocean circulation.

First steps to use i4D-Var within the fully-implicit model of the AMOC were presented in
chapter 8 for a simple single-hemispheric configuration. For the estimation of a mixing pa-
rameter, model generated temperature and salinity profiles were assimilated. These sections
were assimilated separately, together, or combined with sea-surface temperature and salinity
fields. The results show that the accuracy of analysis and estimate for the mixing parameter
is strongly dependent on the type of quality of the observations.

The results from the data-assimilation and parameter estimation therefore look promising
but there is quite a long way to go to be able to estimate the main value of Σ using available
observations (altimeter data, Argo floats and hydrographic data) using the global model as
discussed in the previous subsection.

In all calculations in this thesis, we used synthetic observations generate by the back-
ground model for all the data-assimilation and parameter estimation problems. As a con-
sequence we have chosen the covariance matrices B and Ri (see section 2.2) as the unity
matrix I. For the model of the AMOC used in chapter 8, the choice of the background co-
variance plays an important role in data-assimilation. A wrong choice may lead to unrealistic
increments and poor analyses. Though setting the covariance matrices to unity did give good
results in chapter 8, we found that during minimization iterates of the increment became such
that the Newton-Raphson iteration did not always converge. So far, this problem has been cir-
cumvented by tuning the minimization procedure but a better formulation of the background
covariance is necessary.

To estimate the effect of external (e.g., seasonal cycle) and internal (e.g., instabilities)
variability, a method for the estimation of a time-mean state consistent with given observa-
tions was presented in chapter 5. The main idea of the estimation method is to fully utilize the
advantage of the ability to take a large time step in the implicit model. Only those statistical
modes of the observations which explain most of the variance seen in the observational data
are assimilated. These modes are separated into several frequency bands, ordered from low to
higher frequencies. For large time-steps only the modes in the low frequency band are assim-
ilated, while for smaller time-steps higher frequencies can be included. The statistical modes
of variability are calculated from the observations using the M-SSA technique. Assimilation
of the reconstructed observations based on a few low-frequency statistical modes circumvents
the high computational cost associated with small time steps needed for fitting high frequency
variations in the observations as has to be done with an explicit model. Furthermore, the new
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estimation method does not need a high temporal resolution of the data. The two test cases
in chapter 5 showed that the implicit estimation has comparable or better accuracy than the
explicit estimation, depending on which modes were used for the reconstruction of the obser-
vations and the size of the time-step. Furthermore, the implicit estimation is a factor 10-40
cheaper in CPU time.

A next step is to apply this data-handling technique to the implicit model of the AMOC
and finally to the global model. If a global configuration is available with an efficient parallel
code and a realistic formulation of the background covariance has been implemented, we
are ready to estimate Σ using section data from WOCE and observational data obtained by
satellite instrumentation. In summary, results obtained so far look promising and provide
confidence that the developed methodology is an interesting alternative for data-assimilation
and parameter estimation applications in general, and estimation of fresh-water transports to
determine the stability of the AMOC specifically.
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Samenvatting

De tijdsgemiddelde oceaancirculatie

De oceaancirculatie is een belangrijke component van het klimaatsysteem en speelt een do-
minante rol in klimaatvariabiliteit op tijdschalen van maanden tot duizenden jaren. Het tijds-
gemiddelde veld van de oceaancirculatie is echter slecht bekend uit waarnemingen. Hydro-
grafische metingen van met name temperatuur en zout zijn beperkt tot een aantal specifieke
secties en scheepsroutes en hebben een slechte spatiale en temporele resolutie. Grootheden
zoals zeehoogte en temperatuur worden door satellieten gemeten maar beperken zich tot het
globale oceaanoppervlak. Tenslotte zijn er de afgelopen jaren drifters uitgezet die het moge-
lijk maken temperatuur, zout en snelheden van de bovenste 2000 meter van de oceaan continu
te meten; de meetseries zijn echter maar een paar jaar lang. Vanuit deze observaties is het
huidige beeld van de tijdsgemiddelde oceaancirculatie ontstaan.

De oppervlaktecirculatie van de oceaan (Fig. 1.1a) wordt geforceerd door windpatronen
die worden gedomineerd door de passaatwinden nabij de evenaar en de westenwinden op
gematigde breedten. Dit resulteert in de karakteristieke ‘gyre’, celvormige, circulatie op ge-
matigde breedten. Daarnaast zijn er sterke stromingen richting de polen aan de westkant
van de oceaanbekkens, zoals bv. de Golfstroom, de Kuroshio en de Agulhas. De circulatie
van warmte en zout door de oceaanbekkens wordt de thermohaline circulatie genoemd. In
de Noord Atlantische oceaan wordt het relatief warme en zoute water van de Golfstroom
afgekoeld terwijl het naar het noorden stroomt. Hierdoor wordt in de Groenland Zee en de
Labrador Zee de waterkolom instabiel en wordt door krachtige convectie het Noord Atlan-
tisch Diep Water (NADW) gevormd. Dit water stroomt langs de westkant van het bekken op
diepte naar het zuiden, over de evenaar naar de Zuidelijke Oceaan. In de noordelijke Stille
Oceaan bestaat er geen equivalent van het NADW, omdat het oppervlaktewater te zoet is en
er geen diepwater formatie plaats vindt. In de Atlantische Oceaan wordt het NADW gecom-
penseerd uit het zuiden door een stroming langs de bodem (het Antarctisch Bodem Water)
en een oppervlaktestroming vanuit de Indische Oceaan. Het drie-dimensionale transport van
de diverse watermassa’s door de oceaanbekkens wordt ook wel de (oceaan) transportband
genoemd.

Analyse van sectiedata gecombineerd met inversiestudies hebben tot gedetailleerde schat-
tingen van volume-, warmte- en zouttransporten gegeven (zie bv. Fig. 1.2, Fig. 1.3 en
Fig. 1.4). De oceanen nemen een derde tot de helft van het meridionale warmtetransport
van het oceaan-atmosfeer systeem voor hun rekening. Over het hele Atlantisch bekken wordt
warmte naar het noorden getransporteerd. In de Stille Oceaan is het transport poolwaards en
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een factor twee kleiner dan in de Atlantische Oceaan. In de Indische Oceaan wordt warmte
alleen het zuiden getransporteerd. Zouttransporten zijn moeilijker te schatten. In de tropen en
gematigde en hoge breedtegraden is de neerslag groter dan de verdamping, in tegenstelling
tot de subtropische regio’s waar verdamping groter is dan de neerslag. De oceaancircula-
tie moet het verschil compenseren door transport van zoetwater van neerslaggebieden naar
verdampingsregio’s.

Stabiliteit van de huidige oceaancirculatie

Veranderingen in de sterkte en richting van oceaanstromen kunnen leiden tot veranderingen in
transporten van warmte en daardoor het globale klimaat beı̈nvloeden. Modelstudies hebben
laten zien dat de meridionale overturning circulatie in de Atlantische Oceaan (afgekort met
AMOC) zeer gevoelig is voor variaties in de zoetwaterflux aan het oppervlak en dat meerdere
stromingsevenwichten kunnen bestaan bij dezelfde forceringscondities. Reconstructies van
temperaturen van de diepe Noord Atlantische oceaan gedurende het laatste glaciale maxi-
mum (zo’n 20000 jaar geleden), laten zien dat snelle klimaatveranderingen kunnen worden
geassocieerd met veranderingen in de AMOC. Het bestaan van tenminste één andere globale
circulatie, met een substantiëel ander warmtetransport, kan grote consequenties hebben voor
klimaatvariabiliteit en klimaatverandering over de komende 100 jaar. Het is daarom belang-
rijk om te bepalen of de huidige tijdsgemiddelde oceaancirculatie uniek is of dat er meerdere
evenwichten bestaan.

In modelstudies waarin de gevoeligheid van de AMOC voor een zoetwaterperturbatie in
het noorden van het Atlantisch bekken wordt onderzocht, blijkt dat thermohaline circulatie
sterk afneemt als de zoetwater input groot wordt. Hysterese vindt plaats als vervolgens de
zoetwater perturbatie kleiner wordt, omdat de AMOC niet direct op gang komt. Dit hysterese
gedrag komt in veel modellen voor maar het gedrag van modellen onderling variëert enorm.
Modellen blijken ook erg gevoelig te zijn voor de keuze van parameters, bijvoorbeeld de ver-
ticale diffusiecoëfficiënt van warmte en zout. Een kleine verandering van deze parameters
kan een evenwicht van een uniek regime, naar een regime met meerdere evenwichten schui-
ven. Dit motiveert om criteria te ontwikkelen om te testen of een evenwicht in het unieke
regime of in een regime met meerdere evenwichten zit.

Karakterisering van het regime met meerdere evenwichten

Recent werk heeft laten zien dat het netto zoetwater budget in het Atlantisch bekken waar-
schijnlijk gerelateerd is aan het bestaan van een regime met meerdere evenwichten. Geduren-
de de laatste decennia zijn methodes uit de dynamische systeem theorie, met name bifurcatie
theorie, nuttig geweest voor het systematisch onderzoek naar evenwichten en variabiliteit in
de oceaancirculatie. Met continuatiemethoden is het mogelijk efficiënt evenwichten in oce-
aanmodellen te berekenen versus een controle parameter. Door gebruik te maken van deze
methodes is het mogelijk om te laten zien dat het regime van meerdere evenwichten te ka-
rakteriseren is door het teken van een indicator Σ, de netto advectieve zoetwater flux door de
AMOC. Als Σ > 0 dan is het evenwicht uniek, als Σ < 0 dan zijn er meerdere evenwichten.

De motivatie voor het werk in dit proefschrift is het bepalen van waarden en onzekerhe-
den voor Σ, gegeven schattingen van zoetwater transporten van de huidige oceaancirculatie
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uit observaties. Door een schatting voor Σ te geven, is het mogelijk te bepalen of de huidi-
ge oceaancirculatie wel of niet uniek is. Om een waarde voor Σ te kunnen berekenen heeft
men het volgende nodig: (i) een oceaanmodel waarmee efficiënt evenwichten kunnen wor-
den berekend, (ii) observaties die de modelcirculatie kunnen sturen; en (iii) een efficiënte
data-assimilatiemethode waarmee de oceaan circulatie en model parameters kunnen worden
geschat. Daarnaast moet de invloed van meetfouten in de observaties en onzekerheden van
model parameters op Σ worden geschat.

Dit probleem is moeilijk op te lossen met traditionele data-assimilatiemethoden die ge-
bruik maken van expliciete oceaanmodellen. Deze modellen gebruiken een relatief kleine
tijdstap wat het moeilijk maakt om een evenwicht te berekenen. Waarden van Σ gebaseerd
op deze evenwichten zijn waarschijnlijk onrealistisch. Een ander nadeel is dat de bereke-
ning van de gevoeligheden erg duur is, omdat voor studies naar de gevoeligheid van Σ veel
simulaties van evenwichten nodig zijn.

In dit proefschrift wordt een alternatieve aanpak voorgesteld: (i) er wordt een vol-
ledig impliciet oceaan model ontwikkeld waarmee efficiënt evenwichten kunnen worden
bepaald doordat grote tijdstappen kunnen worden genomen; (ii) een traditionele data-
assimilatiemethode (4D-Var) wordt aangepast, zodat deze methode gebruikt kan worden met
impliciete oceaanmodellen en (iii) een methode wordt ontwikkeld waarmee het effect van va-
riabiliteit op de tijdsgemiddelde circulatie relatief efficiënt kan worden bepaald. In dit proef-
schrift wordt deze nieuwe methodiek systematisch ontwikkeld en getest met geı̈dealiseerde
oceaanmodellen.

Resultaten

In hoofdstukken 2 t/m 4 wordt een data-assimilatiemethode, 4D-Var, aangepast voor het ge-
bruik in impliciete oceaanmodellen en getest voor een barotroop quasi-geostrofisch model
van de wind-gedreven oceaancirculatie. De 4D-Var assimilatiemethode is gebruikt, omdat
deze efficiënt kan worden geı̈mplementeerd in impliciete modellen. Er hoeft geen adjoint
model ontwikkeld te worden, omdat het tangent lineaire model beschikbaar is uit de impli-
ciete tijdsintegratie.

Voor kleine tijdstap en een klein aantal punten per interval geven zowel de nieuwe im-
pliciete implementatie (i4D-Var) als de standaard expliciete implementatie (e4D-Var) goede
resultaten. Wanneer de tijdstap en/of het aantal punten per interval groter wordt genomen,
dan worden de analyses van e4D-Var onnauwkeuriger in vergelijking met i4D-Var. Ook is
i4D-Var nauwkeuriger voor dezelfde tijdstap en het aantal punten per interval, doordat de
kostfunctie nauwkeuriger kan worden geëvalueerd. Dit leidt er ook toe dat i4D-Var goedko-
per is voor grote tijdstappen.

Voor tijdstappen waar e4D-Var numeriek instabiel is, presteert i4D-Var goed voor meer-
dere testproblemen, waaronder het schatten van één of meerdere parameters. Zelfs wanneer
het achtergrondmodel geı̈nitialiseerd wordt in een ander dynamisch regime dan waaruit de
observaties worden gegenereerd, is de methodiek in staat om de juiste waarden voor de para-
meters en een nauwkerige analyse te vinden. Het belangrijkste voordeel van i4D-Var is dat
voor elke tijdstap veranderingen in de modeltoestand door parametervariaties kunnen worden
meegenomen door de beschikbaarheid en gebruik van de lokale Jacobiaan.

In hoofdstuk 5 wordt een methode geı̈ntroduceerd voor het schatten van de tijdsgemid-
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deld oceaancirculatie. Deze methode maakt gebruik van i4D-Var en van de mogelijkheid om
grote tijdstappen te kunnen nemen, door alleen de statistische patronen te assimileren die het
grootste deel van de variatie in de data representeren. Deze statistische patronen worden be-
rekend door gebruik te maken van de M-SSA methode. De patronen met een laag-frequente
variabiliteit worden geassimileerd met een grote tijdstap, waarna hoog-frequente variabiliteit
wordt meegenomen in de assimilatie met een kleinere tijdstap. Deze methode is getest met
behulp van een barotroop quasi-geostrofisch model van de wind-gedreven oceaancirculatie.
Hieruit blijkt dat de methode een efficiënt en goedkoop alternatief is voor de standaardmetho-
de die expliciet, met kleine tijdstap, hoog-frequente varabiliteit in de observaties assimileert.
De nieuwe impliciete methode geeft een vergelijkbaar resultaat, maar is een factor 10-40
goedkoper.

Een spin-off van i4D-Var wordt besproken in hoofdstuk 6. Hier wordt de eindige amplitu-
de stabiliteit van lineair stabiele evenwichten bestudeerd, door de Conditionele Niet-lineaire
Optimale Perturbaties (CNOPs) te bepalen. De CNOPs zijn perturbaties op een evenwicht
die een optimale evolutie hebben op een tijdstip te onder de conditie dat de norm van de
initiële perturbatie kleiner is dan een gekozen δ. i4D-Var is vrij makkelijk om te schrijven en
te gebruiken voor het berekenen van de CNOPs. DE CNOPs zijn bepaald voor een barotroop
quasi-geostrofisch model van de wind-gedreven oceaancirculatie en geven de mogelijkheid
om de eindige amplitude stabiliteitsgrenzen van evenwichten te bepalen in flow regimes met
meerdere evenwichten.

Een volledig impliciet drie-dimensionaal oceaanmodel wordt besproken in hoofdstuk 7.
In dit model wordt de Jacobiaan gedeeltelijk numeriek geëvalueerd. Dit maakt het moge-
lijk realistische mengschema’s en in het bijzonder ‘convective adjustment’ te implementeren,
wat eerder niet of beperkt mogelijk was voor impliciete oceaanmodellen. Een grote stap voor-
waarts is ook een specifiek voor dit model ontwikkelde solver voor de lineaire systemen die
moeten worden opgelost in de impliciete methodologie. Dit model is getest door twee typen
oceaancirculaties in een geı̈dealiseerd Noord-Atlantisch bekken te berekenen. Voor de wind-
gedreven circulatie is het mogelijk om de bifurcatie structuur van evenwichten te berekenen
voor een 10 km resolutie en ook evenwichten van de thermohaline circulatie kunnen efficiënt
worden berekend. Tijdstappen van 3 maanden voor de windgedreven stroming en 1 jaar voor
de thermohaline circulatie konden worden genomen hetgeen veel groter is dan mogelijk in
expliciete oceaanmodellen bij vergelijkbare resolutie.

Dit model wordt gebruikt in hoofdstuk 8 om de invloed van sectie- en oppervlaktedata
op de schatting voor de oceaancirculatie and modelparameters te bestuderen. De vertika-
le diffusiecoëfficiënt KV is geschat voor diverse combinatie van sectie- en oppervlaktedata.
De observaties bestaan uit temperatuur en zout profielen langs secties. De impliciete data-
assimilatie methode vindt de goede schatting als de beginconditie en/of een parameter fout is
gekozen. De resultaten laten zien dat een schatting van de oceaancirculatie en modelparame-
ters door data-assimilatie sterk afhangt van de kwaliteit en relevantie van de waarnemingen.

Besluit

Het doel van dit proefschrift was om methodiek te ontwikkelen die uit observaties kan schat-
ten of de huidige oceaancirculatie uniek is door het bepalen van een indicator Σ. Om Σ
berekenen heeft men (i) een oceaanmodel nodig dat relatief efficënt evenwichten kan bereke-



Samenvatting 119

nen en (ii) een data-assimilatiemethode die Σ en bijbehorende onzekerheden kan schatten uit
observaties en model circulatie.

Op dit ogenblik kan een globale oplossing worden berekend met een horizontale resolu-
tie van 4◦ en 12 vertikale lagen. Onder voorgeschreven forcering geeft dit al een redelijke
oplossing voor drie-dimensionale circulatie. De volgende stap is om de horizontale resolutie
te vergroten met een factor twee. Dit verbetert naar alle waarschijnlijkheid de oplossing en
de resultaten kunnen makkelijker worden vergeleken met andere oceaan-klimaatmodellen.

Met een efficiënte parallelle code en realistische formuleringen voor de covariantiema-
trices is het dan mogelijk Σ te schatten uit sectiedata en satellietobservaties. De resultaten
in dit proefschrift geven vertrouwen dat de hier ontwikkelde methodiek een interessant al-
ternatief is voor toepassingen van data-assimilatie en parameterschatting in het algemeen,
en het schatten van zoetwater transporten en bepalen van de stabiliteit van de AMOC in het
bijzonder.
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