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CHAPTER 1

Introduction

“Do not go where the path may lead, go instead where there is no path
and leave a trail”. Ralph Waldo Emerson

Reasoning about processes that evolve over time in a stochastic way has been a ubiquitous
and fundamental issue to many applications. For example, a clinician may wish to monitor the
patient’s symptoms to design appropriate treatment [98, 104], a financial analyst may focus on
predicting the price of a financial asset during the next hour [50], and a traffic controller may be
observing a freeway traffic scene with the goal of understanding the current traffic situation and
predicting its future evolution [54]. For such applications it is necessary to include aspects of
time in the reasoning since the evolution of the underlying process is uncertain to the decision
maker. All these tasks typically involve the computation of a probability distribution over the
variables that represent the processes at a given point in time. For a large number of variables,
however, the computation of this distribution can become quite demanding from a computational
point of view.

There exist a wealth of formal (statistical) models that have been developed for applications
in which reasoning about time evolving stochastic processes plays a crucial role. Among them,
hidden Markov models and dynamic Bayesian networks are rather popular, mainly because their
semantics allow for efficient reasoning algorithms [88]. These graphical models moreover can
be easily extended for decision making purposes, hence providing a flexible modelling tool for
use in practice. Despite the clear advantages, these graphical models are not often employed in a
practical real-life setting. The reason is that for for larger real-life applications, the computational
burden involved inevitably becomes too high.

1



2 Chapter 1. Introduction

Aim of the thesis

The primary goal of this thesis is to enhance the practicability and the effectivity of dynamic
Bayesian networks and their extensions by making probabilistic inference with these models
more efficient. Given a model, constructed either from data or by hand through the use of expert
judgement, our main focus is on improving the efficiency of inference by effectively exploiting
the nature of the parameters of the model or of the observations obtained. To apply and evaluate
our methods in a practical, real-life setting we developed a dynamic network for monitoring and
treating patients with ventilator-associated pneumonia [84, 109]. This model is used throughout
the thesis as a test-bed for our algorithms and studies.

The algorithms and methods proposed in this thesis extend the applicability of dynamic net-
works, making them a modelling tool for larger practical problems. Our methods, although
motivated by and studied in the context of medical decision making, can be directly incorporated
in decision-support systems for a variety of domains having similar characteristics. We therefore
hope that our work will be used to motivate, facilitate and aid the flexibility and usefulness of
dynamic networks in practice.

Outline of the thesis

In this thesis we assume that the reader is already familiar with probability theory and with
probabilistic graphical models. For this reason we do not repeat standard introductory defini-
tions or concepts from both topics, but resort briefly to reviewing just the notions necessary to
build our theoretical results and derive our algorithms. The reader can consult the review ref-
erences of each chapter for further information. The thesis is organised in seven chapters. The
core of the exposition is articulated from chapter 3 through chapter 6. The topics treated in each
chapter are as follows.

• In Chapter 2 we briefly recapitulate dynamic networks and algorithms for reasoning with
them, and review several alternative graphical models of stochastic processes.

• In Chapter 3 we discuss the construction of a real-life dynamic Bayesian network for di-
agnosing and treating ventilator-associated pneumonia in mechanically ventilated patients
in intensive care units. Various modeling steps as well as related computational issues are
detailed and discussed. An evaluation of the model on real patients demonstrates its higher
potential of diagnosing the disease in real patients than a previous approach in which time
was not modelled explicitly. Parts of this chapter also appeared in [23, 27, 31].

• In Chapter 4 we discuss sensitivity analysis of dynamic networks. We show that the
sensitivity functions involved are quotients of two functions that are polynomial in a pa-
rameter under study. The degree of these polynomial functions is of the order of the time
scope that is taken into consideration. We present efficient schemes for approximating
these sensitivity functions. In addition, we combine sensitivity analysis with threshold
decision making and present a computational procedure for establishing bounds between



Chapter 1. Introduction 3

which assessments for one or more parameters from a conditional probability table can be
varied without inducing a change in the recommended decision. Parts of this chapter also
appeared in [21, 24, 25].

• In Chapter 5 we study the convergence properties of dynamic networks in case of consec-
utive similar observations and then propose an algorithm for monitoring dynamic networks
that exploits the nature of the observations. Continuing to obtain similar observations will
not alter the distribution beyond a given level of accuracy and therefore no further infer-
ence is required. The total number of time slices over which we need to perform inference
can thus be drastically reduced, leading to considerable computational savings. We fur-
ther propose a sequential Monte Carlo algorithm for approximate inference that extends
particle filtering. This algorithm is suited for dynamic networks with (near-)deterministic
transition or observation parameters and in our experiments proves to outperform particle
filtering. Parts of this chapter also appeared in [22, 26, 28, 29].

• In Chapter 6 we propose an algorithm for monitoring dynamic networks with asyn-
chronous observations that arise at an arbitrary time point within an interval of transition.
More specifically, we present a method for computing short interval transition matrices
that is based on regularisation techniques. For our method, we address and discuss im-
plementation and performance issues concerning its application in practice. Parts of this
chapter also appeared in [30].

• In Chapter 7 we summarise the contributions of this thesis and outline future research
directions.





CHAPTER 2

Probabilistic Graphical Models for
Reasoning with Time: An Overview

“If you want to make an apple pie from scratch, you must first create the universe”.
Carl Sagan

Several types of probabilistic directed graphical model have been proposed in the literature
for modelling stochastic processes or temporal phenomena. These models use discrete, interval
or continuous representations of time as well as different assumptions in their semantics to al-
low for efficient computation. In this chapter we discuss these models in general and focus on
dynamic networks for discrete time processes more specifically. In addition, we review the main
inference schemes for exact and approximate inference with these models.

2.1 Introduction

Over the years probabilistic graphical models have become widely accepted as intuitively ap-
pealing models that are highly valuable in addressing real-life problems involving uncertainty.
Among these models, Bayesian networks (BNs) [39, 97] have become especially popular. BNs
represent a joint probability distribution on a set of stochastic variables. In a graphical structure,
they encode the variables under study along with their independencies; the dependencies among
the variables are quantified by conditional probabilities [97]. Several inference algorithms for
BNs have been designed that are feasible for most realistic applications [33,39,45,97,111]. BNs
usually are static models, that is, they do not include the progression of a hidden dynamic process
or the notion of time. For problems in which time plays a major role, extensions of BNs have
been proposed in the literature to represent the notion of time either implicitly or explicitly.

A dynamic process evolving in discrete time can be represented in terms of stochastic vari-
ables that are time indexed. A natural choice to capture such a process then is a network with the

5



6 Chapter 2. Probabilistic Graphical Models for Reasoning with Time: An Overview

repeated structure of a BN for each time slice over a certain interval. The relationships among
the variables in the same time slice are considered instantaneous or synchronous, while the re-
lationships among the variables across time slices are taken to be temporal with a duration that
is equal to the fixed time interval between the slices. The resulting models are called dynamic
Bayesian networks (DBNs) [47, 74, 88]. They are considered generalisations of hidden Markov
models (HMMs) which capture the dynamics of a single discrete hidden variable [9,85,105] and
of Kalman filter models [88] for continuous hidden variables. The generalisation lies in DBNs
allowing the hidden state of a process to be decomposed into several variables with various types
of dependency between them. DBNs basically expand the concept of Markov chain [106] and
usually satisfy the Markovian property, where the future state of the represented process is as-
sumed to be independent of the past state given its present state.

Applications of DBNs are numerous and include medical diagnosis [4, 104] and treatment
planning [98], speech recognition [9,105], computational biology [32], robot localisation [88] or
monitoring [90], and reliability engineering [129]. In addition, DBNs are being used in the con-
text of time series analysis for prediction, both with discrete variables [42] and with continuous
variables [44,122]. The increasing popularity of DBNs for practical applications lies in their con-
venient semantics that allow for efficient computation of quantities of interest [13,46,51,76,88].
The Markovian property and their graphical structure modelling conditional independencies,
more specifically, significantly reduce the computational burden of inference. Furthermore,
DBNs can be easily extended for decision-making purposes by adding decision and utility nodes.
Dynamic influence diagrams (DIDs) [104, 121] and partially observable Markov decision pro-
cesses (POMDPs) [6, 63, 98, 114] are well-known examples of such extended models.

Several researchers have also proposed models that extend the language of BNs to allow
for causal temporal relationships among variables with different time lags. A first approach was
based on distinguishing between the internal and external influences on the state of a process [62].
Following this work, a considerable number of articles were published on an attempt to combine
the interval-based temporal logic theory of Allen [3] with BNs. These models include the lan-
guage of Modifiable Temporal Belief Networks (MTBNs) [2], the probabilistic temporal network
(PTN) [108], the temporal nodes Bayesian network (TNBN) [5], and the network of probabilis-
tic events in discrete time (NPEDT) [56, 57]. Lastly, a language for finite-state continuous-time
Bayesian networks (CTBNs) [91] was proposed to describe stochastic processes over continu-
ous time. Figure 2.1 presents a schematic overview of the graphical representations mentioned
above.

The chapter is organised as follows. In Section 2.2, we briefly review the BN framework,
while in Section 2.3 we focus on the semantics of HMMs and DBNs. In Section 2.4 we present
various state-of-the-art algorithms for exact and approximate inference with dynamic networks.
Section 2.5 shows how DBNs can be extended for decision-making purposes. Alternative graph-
ical models that represent time are briefly described in Section 2.6. Finally, we end in Section
2.7 with our remarks about the practicability of the reviewed models.
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Figure 2.1: A partial hierarchy of different kind of graphical models (GMs) representing time.

2.2 Bayesian networks

A BN is a concise representation of a joint probability distribution on a set of stochastic variables,
consisting of a graphical structure and an associated set of probabilities. We use capital letters to
denote stochastic variables and lower case letters to denote values. Boldface capital letters denote
sets of variables and boldface lower case letters indicate their compound values. The graphical
structure of a BN encodes the (in)dependencies holding among the variables in the represented
probability distribution. It takes the form of an acyclic directed graph G = (V(G), A(G)),
where V(G) = {V 1, . . . , V q}, q ≥ 1, is a finite set of nodes and A(G) is a set of arcs. Each node
V i in G represents a stochastic variable that takes one of a finite set of values. The digraph’s set
of arcs A(G) ⊆ V(G) × V(G) models the (in)dependencies among the represented variables.
Informally speaking, we take an arc V i → V j to represent an influential relationship between the
variables V i and V j; the arc’s direction marks V j as the effect of the cause V i. Absence of an arc
between two nodes means that the corresponding variables do not influence each other directly
and, hence, are (conditionally) independent. The joint probability distribution defined on the set
of variables {V 1, . . . , V q} now is factorised according to the topology of the graph as follows:

p(V(G)) = p(V 1, . . . , V q) =

q∏
i=1

p(V i | π(V i))

where π(V i) represents the parent set of V i in the graph G. The joint probability distribution
thus is defined in terms the local conditional probability distributions p(V i | π(V i)), assuming
V i to be conditionally independent of all predecessors of the associated node V i given the par-
ents π(V i). These local conditional probability distributions are specified as sets of numerical
parameters for the network.

Inference with a BN amounts to computing the marginal probability distributions for the
separable variables V i. Evidence is entered by instantiating various variables to their appropri-
ate values before the marginal distributions are established. The computed marginal probability
distributions then are the original probability distributions conditioned on the entered evidence.
Several algorithms have been proposed for inference with BNs. One of the first was the message-
propagation algorithm for polytrees proposed by Pearl [97] that passes real-valued messages
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across arcs in the network, and its associated loop-cutset conditioning method for networks of
more general topology. Arc reversal and node reduction has been proposed by Shachter [111] as
a general means of inference. Probably the most popular exact algorithm for inference in sparse
BNs is the junction-tree algorithm proposed by Lauritzen and Spiegelhalter [81]. The main idea
of this algorithm is to convert the network into a secondary structure and then to compute prob-
abilities of interest by operating on that structure; references [39, 67] offer excellent expositions
of the junction-tree algorithm as well as proofs for its steps. A recent approach to inference was
given by Darwiche [45], based on differentiating a multivariate polynomial that represents the
BN. Inference in BNs is NP-hard in general [36], and can be computationally very demanding
for networks with more involved topologies. Algorithms for approximate inference have been
also proposed, including loopy propagation [97] and stochastic sampling [33]. Approximate
inference with guaranteed error bounds, however, is also known to be NP-hard [43].

2.3 Dynamic networks

For applications that include several stochastic processes evolving over time, a BN is often em-
bedded in a dynamic model. More specifically, a DBN encodes a joint probability distribution
over a set of stochastic variables that capture the evolution of a dynamic process, in a sequence
of so-called time slices.

The simplest type of DBN is the HMM in which there is a single hidden variable that pro-
gresses over time and a single observable variable that is dependent on the hidden variable [105].
HMMs have long been used in a variety of different application fields to model discrete state
processes, where the observations can be either discrete or continuous. In this thesis, we concen-
trate on HMMs with discrete observable variables. We further consider time-invariant mod-
els, in which the parameters do not depend on time. An HMM then is a statistical model
H = (X,Y,A,O, Γ) where:

• Xn is the hidden variable with values xn
i , i = 1, . . . ,m, m ≥ 2;

• Yn is the observable variable with values yn
j , j = 1, . . . , l, l ≥ 2;

• A = {ai,j} is the state transition matrix with ai,j = p(Xn+1 = xn+1
j | Xn = xn

i ), i, j =
1, . . . ,m, for all n ≥ 1;

• O = {oi,j} is the observation matrix with oi,j = p(Yn = yn
j | Xn =xn

i ), i = 1, . . . , m, j =
1, . . . , l, for all n ≥ 1;

• Γ = {γi} is the initial probability vector for the hidden variable with γi = p(X1 = x1
i ), i =

1, . . . ,m.

We use the index n to refer to the various variables at time n. In words, an HMM represents
an underlying unobserved sequence of states of a dynamic process that follows a Markov chain.
At any time, the hidden state can generate an observation according to some probability distri-
bution. Transitions among the states of the modelled process are governed by a set of transition
probabilities. Figure 2.2a shows the graphical structure of a simple HMM for three time slices
where Xn → Yn for time n.
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(a) HMM (b) FHMM (c) CHMM

Figure 2.2: HMMs and their extensions for three time slices.

Several extensions of HMMs have been proposed in the literature, to provide for different
types of application of growing complexity. The simplest extended type of HMM includes a
single hidden variable and multiple observable variables. Factorial hidden Markov models (FH-
MMs) were proposed by Ghahramani and Jordan [59] as an effort to represent the hidden state of
the modelled process in a “distributed"form. In an FHMM, the hidden variable Xn is represented
by a collection of stochastic variables {X1

n, . . . , Xq
n}, each of which can take mi, i = 1, . . . , q,

distinct values. To gain maximal advantage from this formulation of the hidden state, it is as-
sumed that each hidden variable evolves with its own dynamics, independent of the other hidden
variables. Furthermore, the observed variable Yn at time n is assumed to be dependent on all the
hidden variables within the same time slice. It then holds that

p(Xn | Xn−1) =

q∏
i=1

p(X i
n | X i

n−1)

p(Yn | Xn) = p(Yn | X1
n, . . . , Xq

n)

Figure 2.2b shows the graphical structure of an FHMM for three time slices, with two variables
(Xa

n, Xb
n) representing the hidden state of the modelled process.

In coupled hidden Markov models (CHMMs) [16, 132], different HMMs are joined together
in such a way that a hidden variable at time n depends on all hidden variables at time n−1. Figure
2.2c shows the graphical structure of a CHMM for three time slices, of two coupled HMMs
with hidden variables {Xa

n, Xb
n} and observable variables {Y a

n , Y b
n} respectively. CHMMs in

general suffer from an exponential growth of the transition matrix for each hidden variable. Some
simplifications have been proposed to make them feasible for realistic applications. In [16], for
example, the transition distribution for a hidden variable X i

n is decomposed as

p(X i
n | X1

n−1, . . . , X
q
n−1) =

q∏
j=1

p(X i
n | Xj

n−1)
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while in [132] the following alternative was proposed:

p(X i
n | X1

n−1, . . . , X
q
n−1) =

q∑
j=1

ωi,j · p(X i
n | Xj

n−1)

where ωi,j is the coupling weight expressing the effect of Xj
n−1 on X i

n.
Both FHMMs and CHMMs as well as most of the other extensions of HMMs that have been

proposed in the literature, can be described and analysed using the framework of DBNs [88]. A
DBN constitutes an extension of an HMM in the sense that it represents the hidden state of the
dynamic process with a set of stochastic variables, which is actually a distributed form of the
hidden state. FHMMs and CHMMs are two such examples. A DBN further generalises a BN by
providing an explicit discrete temporal dimension and by representing a probability distribution
over the possible state histories of a time invariant process. More precisely, a DBN is a graphical
model that encodes a joint probability distribution on a set of stochastic variables, explicitly
capturing the temporal relationships between them. Let Vn = {V 1

n , . . . , V q
n }, q ≥ 2, denote the

set of variables at time n. Then, a DBN is a tuple (B1, B2), where B1 is a Bayesian network that
represents the prior distribution for the variables V1 in the first time slice, and B2 defines the
transition model for the variables in two consecutive time slices, so that for every n ≥ 2,

p(Vn | Vn−1) =

q∏
i=1

p(V i
n | π(V i

n))

where π(V i
n) denotes the parent set of V i

n, for i = 1, . . . , q. The set π(V i
n) can in general include

variables from the same time slice but also from previous time slices.
We distinguish between two types of relationship among the variables in a DBN. Transitional

relations capture a direct dependence among variables between different time slices and local
relations capture a dependence between variables within the same time slice. If a relationship
exists between the same variable over consecutive time slices, this variable is called persistent.
Based on the two types of relationship, the set of variables Vn per time slice is often split into
three mutually exclusive and collectively exhaustive sets Ya

n,Xn,Yb
n, where the sets Ya

n,Yb
n

constitute the input and observable variables and Xn consists of the hidden variables for the
time slice under study. Usually, Ya

n includes the observable variables that affect the probability
distribution of Xn, while Yb

n includes the observable variables whose probability distribution
is affected by Xn. The set Xn includes the variables that represent the stochastic processes
modelled in the network, whose values are never observed.

DBNs are usually assumed to be time invariant, which means that the topology and the pa-
rameters of the network per time slice and across time slices do not change. Moreover, the
Markovian property for transitional dependence is generally assumed, which means that π(V i

n)
can include variables either from the same time slice or from the previous time slice, but not from
any earlier time slices [88]. Then, by unrolling B2 for N consecutive time slices, a joint prob-
ability distribution p(V1, . . . ,VN) is defined for which the following decomposition property
holds:

p(V1, . . . ,VN) =
N∏

n=1

q∏
i=1

p(V i
n | π(V i

n))
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(a) static BN (b) DBN

Figure 2.3: A dynamic network for predicting U.S. car sales in Japan. The variables have the
following meanings: P=price, H=industry health, D=demand and S=supply.

As an example, Figure 2.3b shows the graphical structure of a dynamic model for predicting U.S.
car sales in Japan, based on a static model depicted in Figure 2.3a [42]. The picture clearly shows
how the BN consisting of the local relations among the variables is embedded into a dynamic
model by including the transitional relations among the variables that progress over time.

2.4 Reasoning with dynamic networks

Applying a DBN usually amounts to computing the marginal probability distributions of the hid-
den variables at different times. The computations involved constitute the inference. We denote
by y1:n = {y1, , . . . ,yn} the observations up to and including time n. Three types of inference
now are distinguished. Monitoring is the task of computing the marginal probability distribu-
tion for X i

n, i = 1, . . . , q, at time n given the observations that are available up to and including
time n, that is, p(X i

n | y1:n). Smoothing is the task of computing the marginal probability dis-
tribution for X i

n at time n given the observations available up to time N where N > n, that is,
p(X i

n | y1:N). Finally, forecasting is the task of predicting the probability distribution of Xi
n at

time n given the observations that are available about the past up to time N where N < n, that
is, p(X i

n | y1:N).

2.4.1 Exact inference

We discuss here two algorithms for exact inference with DBNs, namely the Forward-Backward
algorithm and the interface algorithm.

Forward-Backward algorithm

For exact inference with an HMM, an efficient recursive scheme, called the Forward-Backward
(FB), or Baum-Welch, algorithm, has been proposed [7]; this algorithm was introduced originally
for finding unknown parameter probabilities for an HMM, but can also be used for inference
purposes [85, 105]. The FB algorithm relies on several properties of HMMs that are based on
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their structure. These properties typically are exploited by the majority of algorithms used to
perform inference and are therefore necessary for their comprehension [85]. These properties
are:

• p(Y1, . . . , YN | Xn) = p(Y1, . . . , Yn | Xn) · p(Yn+1, . . . , YN | Xn), n = 1, . . . , N ;

• p(Y1, . . . , YN | Xn, Xn+1) = p(Y1, . . . , Yn | Xn) · p(Yn+1, . . . , YN | Xn+1), n=1, . . . , N−1;

• p(Yn∗ , . . . , YN | Xn, . . . , Xn∗) = p(Yn∗ , . . . , YN | Xn∗), 1 ≤ n ≤ n∗ ≤ N ;

• p(Yn, . . . , YN | Xn) = p(Yn | Xn) · p(Yn+1, . . . , YN | Xn), n = 1, . . . , N.

The first and fourth property state that the conditional probability distribution of a sequence of
observable variables up to and including a specific time N given information about the hidden
variable at time slice n < N , can be expressed as the product of two conditional probabilities
that distinguishes between the sequence of observable variables up to and including time n and
the sequence of future observable variables starting at time n + 1. The second property states
a similar result given information about the hidden variable at two subsequent time slices; the
probability of a sequence of future observable variables then depends only on the information of
the most recent hidden variable. This latter result is generalised in the third property where there
is information about a sequence of hidden variables.

The FB algorithm essentially consists of the computation of two types of probability for time
n: the forward probability fan and the backward probability fbn . These two probabilities are:

fan(i) = p(y1:n, Xn = xn
i )

fbn(i) = p(yn+1:N | Xn = xn
i )

for all i = 1, . . . ,m. Exploiting the first property stated above, we have that

fan(i) · fbn(i) = p(y1:N , Xn = xn
i )

and hence that
m∑

i=1

fan(i) · fbn(i) = p(y1:N)

Using the second property, we have that the forward probability fan+1 can be computed recur-
sively as

fan+1(i) = p(y1:n+1, Xn+1 = xn+1
i )

=
m∑

j=1

p(y1:n+1, Xn = xn
j , Xn+1 = xn+1

i )

= (
m∑

j=1

fan(j) · aj,i) · oi,s, (2.4.1)
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where Yn+1 = yn+1
s . Similarly for the backward probability fbn , by exploiting the third and

fourth properties, we have that

fbn(i) =
m∑

j=1

p(yn+1:N , Xn+1 = xn+1
j | Xn = xn

i )

= (
m∑

j=1

fbn+1(j) · ai,j) · oj,s, (2.4.2)

where Yn+1 = yn+1
s . Equations (2.4.1) and (2.4.2) together with the boundary conditions

fa1(i) = γi · oi,s, for Y1 = y1
s

fbN
(i) = 1

provide a recursive way of updating fan and fbn for all 1 ≤ n ≤ N . To compute the probabilities
for the hidden variable at time n, we combine the forward and backward probabilities for time n
to get

p(Xn = xn
i | y1:N) =

fan(i) · fbn(i)

p(y1:N)

An equivalent alternative inference scheme for HMMs is to unroll the network for all time slices
up to and including time N , and to perform the junction-tree algorithm for BNs [113]. When
performing inference for DBNs for datasets that can have variable time lengths N , however,
this inference scheme of repeatedly unrolling the network and converting it to a junction-tree
becomes too expensive [133].

Interface algorithm

A straightforward extension of the FB algorithm to DBNs in general is possible but computa-
tionally inefficient. Such an extension would merge the variables into two “mega"-variables for
the hidden variables and the observable variables respectively, where the state-spaces of these
“mega"-variables are the cross products of the individual variables, and then apply FB. Main-
taining a transition matrix and an observation matrix for these “mega"-variables, however, will
be infeasible as a consequence of the large number of states involved.

A more efficient algorithm for inference with DBNs is the interface algorithm [88], which
is an extension of the junction-tree algorithm. It efficiently exploits the concept of forward
interface, which is the set of variables FIn at time n that affect some variables at time n + 1
directly. For simplicity of presentation we assume that the forward interface coincides with the
set of hidden variables, that is, FIn = Xn. The only requirement of the interface algorithm is
that the nodes in the forward interface FIn at time n must all belong to a single clique of the
network’s junction-tree since the distribution p(FIn) is needed for the computations involved.
Under this condition a partial junction tree for each time slice is constructed. Just like in the
FB algorithm, information is passed forward and backward between the time slices through the
forward interface. The complexity of the interface algorithm has been shown to lie between
Ω(M I+1) and O(M I+D), where I is the number of variables in the forward interface, D is the
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(a) (b)

Figure 2.4: DBNs with a static parent set S, either for the purpose of inference (a) or as an
intermediate variable between different processes (b).

number of hidden variables, and M is the maximum number of values that a hidden variable in
the model can take [88].

The complexity of the interface algorithm can be drastically for applications in which in-
ference concerns computing the probability distribution of a (set of) variable(s) S whose value
remains constant over time, and is a parent of the hidden variables. For example, S can represent
a set of classification variables or a set of statistical parameters whose estimation is desired. Fig-
ure 2.4a illustrates the basic idea. In this case, the forward interface is the union of Xn and the set
S. Takikawa et al. [120] applied this model in intrusion detection systems to determine whether
the system was under attack. An attractive expansion of this model is illustrated in Figure 2.4b.
Since the hidden variables in Xn become independent given S, the distribution p(Xn, S | y1:N)
factorises because local evidence in each process does not affect the other process conditioned
on S.

2.4.2 Approximate inference

Exact inference can be prohibitive for large DBNs with large forward interfaces. For this reason,
algorithms for approximate reasoning have been proposed in the literature. Here, we discuss
briefly three such algorithms, namely the Boyen-Koller (BK) algorithm, the factored frontier
(FF) algorithm and stochastic sampling.

BK algorithm

The BK algorithm [13, 15] exploits the idea that the set of hidden variables can be decomposed
into mutually exclusive and collectively exhaustive clusters of hidden variables that are only
weakly correlated. Based upon this idea, the probability distribution of the hidden variables can
be approximated by the product of the individual probability distributions of the hidden variables
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that belong in each cluster. More formally, the main assumption of the algorithm is that

p(Xn | y1:n) ≈
|C|∏
c=1

p(Xc
n | y1:n)

where X1
n, . . . ,X

|C|
n is a partitioning of Xn. If the correlation between the clusters is relatively

weak, the partitioning allows for a factored approximate representation of the joint probability
distribution of the hidden variables. The algorithm now proceeds as follows. The probability
distribution for the hidden variables at time n is propagated to time n + 1 using the transition
model as usual. The transitioning typically has the effect of inducing correlations between the
clusters. The algorithm then updates the resulting distribution with the current evidence using the
approximation indicated above. The intuition is that, even though the propagation introduces an
error at every time slice, the stochastic nature of the transitions and the informative nature of the
observations serves to reduce the error to a sufficient degree to stop it building up. The accuracy
of the probability distributions resulting from BK depends on the sizes of the clusters used to
approximate the probability distribution for the hidden variables. Obviously, exact inference
corresponds to using a single cluster, containing all the hidden variables from a time slice.

The BK algorithm performs best when there is no noise in the observations or when the tran-
sition model is highly stochastic. For noisy observations or a deterministic transition model the
induced error grows over time. An important issue and still a major challenge for the perfor-
mance of BK is to understand and analyse the notion of (weak) correlation between (separable)
clusters. Further studies on this topic and theoretical results can be found in [14, 100, 102].

FF algorithm

The idea of the FF algorithm [87] is to approximate the probability distribution for the set of
hidden variables Xn = (X1

n, . . . , Xq
n) with the product of marginals as

p(Xn | y1:n) ≈
q∏

i=1

p(X i
n | y1:n)

In essence the FF algorithm constitutes an extension of the frontier algorithm1 by Zweig [133] for
exact inference in DBNs, which is shown to be suboptimal compared to the interface algorithm
[88]. The main difference of FF with the BK algorithm using one cluster per hidden variable, is
that the propagated distribution of the hidden variables is updated approximately with the new
evidence rather than exactly. BK is obviously more accurate than FF, but sometimes it cannot be
used because exact updating is too expensive from a computational point of view.

Stochastic sampling

An alternative way to perform approximate inference with DBNs is to use sampling techniques
similar to approximate inference with BNs. Particle filtering (PF), also known as bootstrap fil-

1The frontier algorithm basically “sweeps"a carefully selected set of nodes called “frontier set"across the DBN,
first forwards and then backwards. At every step of the algorithm, a joint distribution for the nodes in this set is
maintained using techniques similar to the junction-tree algorithm. See [88, 133] for more details.
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tering [61] or sequential importance sampling with resampling [49], is a sophisticated inference
scheme that establishes the posterior probability distribution over the hidden variables by utilis-
ing a large number of random samples. The samples are propagated over time in a sequential im-
portance sampling (SIS) step and a subsequent resampling step. The SIS step generates samples
from a specific probability distribution and computes their associated weight. The resampling
step multiplies and/or discards these samples to automatically concentrate them in regions of
interest of the state-space of the hidden variables. Gordon et al. [61] was the first to include and
demonstrate the significance of the resampling step in the application of PF. Since then, several
alternative algorithms for the resampling scheme have been proposed in the literature to improve
the performance [73, 83] or to reduce the complexity [10] of PF. One of the first papers address-
ing the application of stochastic sampling to DBNs was Kanazawa et al. [71]. In this work, the
technique of node reversal [111] was proposed to improve the sampling procedure. An inter-
esting extension of PF is the Rao-Blackwellised PF (RBPF) algorithm [51]. The basic idea of
RBPF is to exploit the structure of the DBN to increase the efficiency of PF. RBPF marginalises
out some hidden variables by applying exact inference algorithms; it then samples only from a
subset of the hidden variables. The advantage of this strategy is that it can drastically reduce the
size of the state-space of the hidden variables over which we have to sample, thereby leading to
better performance. For a given accuracy, we would need fewer samples using RBPF than using
PF, since we sample from a lower-dimensional distribution.

2.4.3 Software

To implement most of the aforementioned algorithms in practice we used throughout this thesis
the Bayes Net Toolbox created by Kevin Murphy, which is available for download from

http : //www.cs.ubc.ca/ murphyk/Software/index.html

The toolbox operates with Matlab version 5.2 or newer and is accompanied by an informative
tutorial on how to construct dynamic networks and perform inference with them. Furthermore,
the toolbox includes several functions for tasks that are of interest with dynamic networks such
as parameter or structure learning.

2.5 Extensions to decision making

We discuss here two frameworks for sequential decision making, namely the dynamic influence
diagrams and the partially observable Markov decision processes.

2.5.1 DIDs

Both BNs and DBNs can be easily extended for decision making purposes. We begin our discus-
sion by introducing influence diagrams (ID) as such extensions of BNs [111]. Like a BN, an ID
includes an acyclic directed graph G = (V(G), A(G)). In addition to the stochastic variables,
the set V(G) now includes two additional node types: decision variables D(G) ⊆ V(G) where
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Figure 2.5: A DID for three time slices. The decision node is represented as a rectangle and the
utility function as a diamond.

each D ∈ D(G) takes values from a finite set ∆D of decisions and a value variable U ∈ V(G).
Incoming arcs to a decision variable indicate information that is required before the correspond-
ing decision can be made. The order of the decision variables in an ID expresses the order in
which the decisions have to be made. A sequence of decisions is called a decision strategy. In
order to select an optimal sequence of decisions, the desirability of the possible consequences of
these decisions must be known. These desirabilities are expressed numerically as utilities. These
utilities then are represented by the value variable. Incoming arcs to this value variable indicate
the variables upon which the utilities are dependent. The utilities can thus be captured by a utility
function u : Cπ(U) → R, where Cπ(U) denotes the set of possible combinations of values for the
parent set of the value variable U . Various algorithms to evaluate IDs are available, such as those
by Cooper [35] and by Shachter [111]. The evaluation amounts to computing the maximum
expected utility (MEU) of every decision variable D ∈ D(G) given particular evidence e:

MEU(D | e) = max
d∈D

∑
c∈Cπ(U)

u(c) · p(c | d, e)

where the evidence e includes previous decisions.
As an extension of DBNs, DIDs are suitable for decision making over time. A DID basically

is an ID with multiple value variables, one for each time slice. Figure 2.5 shows the graphical
structure of an example DID. For this DID, the hidden variable at each time slice depends only
on the hidden variable of the previous time slice and on the previous decision. At each time, the
probability distribution of the current hidden variable affects the choice of the decision maker,
which is represented by the arc from Xn to Dn. Also, at each time (except for the last one) there
is a value node Un capturing a utility function of the current state and the current decision Dn.
Finally, the value variable J represents the sum of the utilities at each time slice. The overall
utility of a decision strategy is thus decomposed. Algorithms for solving DIDs can be found
in [121].
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2.5.2 POMDPs

The framework of partially observable Markov decision processes (POMDPs) constitutes a com-
mon framework for decision making about complex dynamic processes where the state of the
process cannot be fully observed [6, 63, 114, 117]. A POMDP more specifically describes a
hidden stochastic process for which decisions can only be based on observations seen and past
decisions performed. Formally, a POMDP is a 6-tuple (S, Θ, D,A,O, U) where S is a finite set
of states of the hidden process; Θ is a finite set of values of the observable variables; D is a finite
set of values of the decision variables; A : S × D × S → [0, 1] is a set of Markovian transition
models, one for each decision d, such that pd(s

′ | s) represents the probability of going from
state s to s′ with decision d; O : S ×D×Θ → [0, 1] is a set of observation models, one for each
decision d, such that pd(o | s′) represents the probability of making observation o after taking
decision d and transitioning to state s′; and U is a utility function U : S × D → R, such that
U(s, d) represents the expected utility received in state s after taking decision d.

Given a POMDP, the goal is to construct a policy that maximizes an objective (value) func-
tion. The objective function combines utilities over multiple time slices, and typically is the
expectation of the cumulative sum of utilities un at each time n over a finite horizon of N time
slices, that is, E(

∑N
n=1 un), or over a discounted infinite horizon, that is, E(

∑∞
n=1 γn ·un), where

0 < γ < 1 is a discount rate. Here, we focus on the discounted infinite-horizon model. There
exist an infinite number of possible probability distributions b(s) over S. An optimal policy for a
given distribution b now has a value that satisfies the Bellman optimality equation

V ∗(b)=max
d∈D

[
u(b, d) + γ ·

∑
o∈Θ

(
p(o | b, d) · V ∗(τ(b, d, o))

)]
(2.5.1)

where

• u(b, d) =
∑

s∈S b(s) · U(s, d);

• p(o |b, d)=
∑

s′∈S

(
p(o |s′, d) ·

∑
s∈S p(s′ |s, d) · b(s)

)
;

• τ(b, d, o)∝p(o |s, d) ·
(∑

s′∈S p(s |s′, d) · b(s′)
)
;

in which u(b, d) represents the expected utility for the distribution b and the decision d; p(o |
b, d) represents the probability of making observation o one time slice ahead under decision
d in a probability distribution b; τ(b, d, o) is the update of the probability distribution b given
the previous distribution b, the decision d, and a current observation o. The optimal policy
µ∗ : b → D now selects the value-maximizing decision

µ∗(b)=arg max
d∈D

[
u(b, d) + γ ·

∑
o∈Θ

p(o | b, d) · V ∗(τ(b, d, o))

]
In order to compute the value function V ∗ in equation (2.5.1) we can use the value iteration

algorithm [114], which guarantees that the sequence of value function approximations defined
as

Vi(b)=max
d∈D

[
u(b, d)+γ ·

∑
o∈Θ

p(o |b, d) · Vi−1(τ(b, d, o))

]
(2.5.2)
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for all distributions b converges to V ∗. An important property of this approximation sequence is
that the value functions Vi in equation (2.5.2) are piecewise linear and convex, which allows for
computing the update in finite time for the complete probabbility space [6]. The computational
cost of doing so is high for all but trivial problems, however, and several methods have been
proposed in the literature that try to approximate the optimal value function V ∗ [64]. Note that
algorithms developed for POMDPs can in essence also be used to solve DIDs, be it that the
majority of such algorithms have been designed for POMDPs where the states of the hidden
process do not have any type of internal structure.

Perseus is an efficient point-based approximate value iteration algorithm for POMDPs [117].
The main idea is to use a set B of reachable probability distributions b(s) over S that are sampled
from the probability simplex to perform value function updates. In each iteration it is ensured
that the new value function estimate Vi+1(b) is an upper bound to the previous value function
Vi(b) for all b ∈ B, as estimated on the sampled set of probability distributions. The intuition
behind this approach is that in most practical problems the probability simplex is rather sparse,
in the sense that only a limited number of probability distributions can ever be reached by letting
the hidden process interact with its environment. The major advantage of Perseus is that in each
iteration i it uses only a (random) subset of probability distributions in B until the value Vi(b) of
every b ∈ B has improved or remained the same. This property makes the algorithm efficient
even for problem domains with large state spaces compared to other approximate methods [64].

2.6 Alternative time models

In addition to DBNs, various alternative graphical models have been proposed in the literature for
modelling temporal phenomena and for reasoning with and over time. Most of these models were
constructed for medical or industrial applications with specific domain modelling assumptions,
as a consequence of which their applicability in general may be limited. Here, we briefly review
some of them (in chronological order) to convey an idea of their semantics and practicability.

One of the first graphical probabilistic models proposed for temporal phenomena was by
Aliferis and Cooper [2]. They developed the language of MTBNs, which is an extended BN
defined over a discrete range of time slices. Arcs between nodes in this graph are represented
by a mechanism variable which is a Boolean yes/no variable indicating whether or not the link is
active, that is, whether or not a dependency exists between the connected variables. Each such
mechanism has an associated time lag variable indicating the delay between the “cause"and the
“effect". Atemporal variables are also supported and they are not instantiated for each time slice.
MTBNs can be cyclic allowing expressions of recurrence and feedback. As long as all cycles in
the joint distribution have zero probability, the MTBN is said to be well defined.

Santos and Young [108] proposed the PTN model in which BNs provide the probabilistic
basis for the management of uncertainty and Allen’s interval algebra [3] provides the temporal
basis. The nodes of the network are called temporal aggregates and the arcs are the causal-
temporal relationships between the aggregates. Each aggregate represents a process changing
over time. The temporal aggregates are temporal stochastic variables, defined by an ordered pair
of a stochastic variable and Allen’s intervals. These approaches are based on time intervals and
consider the temporal relationships between events.
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Arroyo-Figueroa et al. [5] proposed the TNBN model for industrial diagnosis and prediction.
A TNBN is an extended BN, in which each temporal node represents an event or a value change
of a variable. There is at most one value change for each variable in the temporal range of interest.
The value taken on by the variable represents the interval in which the change has occurred. Time
is discretised in a finite number of intervals, allowing a different number of intervals of different
duration for each node. Each interval for a node represents possible delays between its state
change and the occurrence of one of its parent events. There is also an asymmetry in the way
evidence is entered into the network; the occurrence of an event associated with a node without
parents constitutes direct evidence, whereas in the case of a node with parents, several scenarios
are possible.

A similar model to TNBN, called NPEDT, was proposed by Galán and Díez [57] for the
diagnosis and prognosis of nasopharyngeal cancer [58]. In their model, time is discretised, nodes
are associated with events and each value of a node represents the occurrence of an event at a
particular instant. For its implementation, Galán and Díez made a number of assumptions. First,
they considered as an event the change of state provoked by an anomaly; second, they assumed
that each event occurs only once and the value taken on by a variable indicates the time at which
the event occurred; third, each conditional probability table expresses the most probable delays
between a node’s event and its parent events; finally, their model uses temporal noisy gates [56]
that facilitate knowledge acquisition, representation and computational tractability.

Stochastic processes evolving over continuous time have been described in the work of
Nodelman et al. [91] which resulted in the framework of CTBNs. A CTBN is a directed (possibly
cyclic) dependency graph over a set of variables, each of which represents a finite state contin-
uous time Markov process whose transition model is a function of its parents. This framework
allows us to query the network for the distribution over the time when particular events of interest
occur. Given sequences of observations spaced irregularly over time, the joint distribution can be
propagated from observation to observation. Exact inference with CTBNs is however intractable
except for trivial models and algorithms have been proposed for approximate inference utilising
a junction-tree like approach [91, 92].

2.7 Discussion

A number of different probabilistic graphical models have been discussed in this chapter, thereby
providing an overview of the state-of-the art models for representing and reasoning over time.
Our main focus was on the framework of HMMs and DBNs for discrete time stochastic pro-
cesses. DBNs are appropriate models for domains in which the data are naturally time-sliced
and questions about events occurring between time slices are irrelevant. Moreover, DBNs can be
feasibly used in many real domains because their structure and semantics allow an armament of
algorithms for exact or approximate inference. For practical purposes the advantages of DBNs
can be summarised as follows [133]:

• Nonlinearity. Using tables to represent conditional probabilities, it is easy to capture arbi-
trary nonlinear phenomena.
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• Factorisation. The joint distribution over the hidden variables is factorised as much as pos-
sible, leading to statistical efficiency (in the sense that DBNs have fewer parameters than
equivalent HMMs) as well as computational efficiency.

• Extensibility. Large numbers of variables can be handled provided that the graphical struc-
ture of the model is relatively sparse.

DBNs however do come with a price when applied in practice. Their expressive power can be
limited for problems that do not accord with the Markovian property. Since the majority of the
algorithms for inference with DBNs assume this property alternative formulations must be sought
for applications in which the property does not hold. The issue of efficiency of inference with
DBNs is also of importance. DBNs with many hidden connected variables can be intractable
for exact inference and algorithms for approximate inference can produce poor results. In such
cases, the nature of the observations or of the parameters in the network can help surmount these
problems.

We further discussed several alternative graphical models that have been proposed in the liter-
ature, stemming primarily from the medical or industrial domain. MTBNs are extended BNs that
provide an expressive representation of temporal and atemporal information. A significant prob-
lem with MTBNs is that joint distributions can be described which are not compatible with BNs.
Maintaining consistency in the conditional probability tables across the variables becomes an is-
sue to consider. Also, the acquisition of the excessive number of probabilities required appears a
major problem. PTNs are a combination of BNs and Allen’s interval algebra. The major problem
with their application is the increased computational complexity due to their semantics. TNBNs
appear to be more flexible for use in a real application but their main limitation in practice is
that each value defined for an effect node, which is associated with a determined time interval,
means that the effect has been caused during that interval by only one of its parents. NPEDTs
overcome this limitation by use of temporal noisy gates but are restricted to domains where each
event occurs only once. Finally, we discussed the language of CTBNs for modelling structured
stochastic processes over continuous time. CTBNs are appropriate models for domains where
the data have no natural time slices such as in computer system monitoring or web/database
transactions. Nevertheless, CTBNs require constant monitoring of the hidden process so that its
parameters can be reliably estimated.





CHAPTER 3

A Dynamic Network for Monitoring and
Treating ICU Patients with VAP

“The truth is more important than the facts”. Frank Lloyd Wright

Diagnosing ventilator-associated pneumonia in mechanically ventilated patients in intensive
care units is seen as a clinical challenge. The difficulty in diagnosing ventilator-associated pneu-
monia stems from the lack of a simple yet accurate diagnostic test. To assist clinicians in di-
agnosing and treating patients with pneumonia, a decision-theoretic network had been designed
with the help of domain experts. A major limitation of this network is that it does not represent
pneumonia as a dynamic process that evolves over time. In this chapter, we construct a DBN
that explicitly captures the development of the disease over time. We discuss how probability
elicitation from domain experts served to quantify the dynamics involved and how the nature of
the patient data helps reduce the computational burden of inference. We evaluate the diagnostic
performance of our dynamic model for a number of real patients and report promising results.
For the purpose of deciding upon treatment of ventilator-associated pneumonia in mechanically
ventilated patients, we further develop a dynamic decision model. For this purpose, we com-
bine our DBN with the framework of POMDPs to choose optimal antimicrobial therapy. We
discuss implementation issues and modelling advantages of our model and demonstrate its use
for a number of real patients.

3.1 Introduction

Many patients admitted to an intensive care unit (ICU) need respiratory support by a mechanical
ventilator; in addition, many of these patients are affected by severe disease which may result
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in depression of their immune system. Both conditions promote the development of ventilator-
associated pneumonia (VAP) in these patients. Because of the wide-spread dissemination of
multiresistant bacteria at the ICU, effective and fast treatment of VAP is seen as an issue of
major significance. The difficulty of the diagnosis of VAP is in the lack of a gold standard; VAP
is therefore diagnosed by taking a number of clinical features into account [109]. To support
ICU clinicians in diagnosing and treating VAP, a probabilistic and decision-theoretic network,
representing the uncertainties and preferences involved, was constructed by Lucas et al. [84].
The network was developed with the help of two infectious disease experts, who assessed both
its qualitative structure and its numerical part. The goal of the network was to prescribe an
optimal antimicrobial therapy for treating patients with VAP.

Two stochastic processes play a prominent role in the domain of pneumonia: the colonisation
of the laryngotracheobronchial tree by pathogens and the onset and development of pneumonia.
Although both processes evolve dynamically, these dynamics were not explicitly modelled by
means of temporal transitions in the network of Lucas et al. Instead, the dynamics of the pro-
cesses were modelled implicitly by additional interactions between the duration of hospital stay
and the duration of mechanical ventilation of a patient with the colonisation by pathogens. The
main motivation for this simplification was the large amount of data needed to specify the proba-
bility distribution underlying the stochastic processes and the increase in computational require-
ments. The network of Lucas et al. thus constitutes a static simplification of the domain. The
static network was used for every patient for each day on the ICU separately, without taking into
account the patient’s characteristics from earlier days. Consequently, its diagnostic performance
was suboptimal and even confusing for patients without VAP. As the development of VAP is a
dynamic process, we feel that time needs to be modelled in a more explicit way to improve the
diagnosis.

In this chapter, we alleviate the problems associated with the static representation of the
domain by modelling VAP as a dynamic process. More specifically, we develop a DBN that
explicitly captures the temporal relationships between the variables [88]; our focus thereby is
initially on the diagnostic part of the network. We use the method of Van der Gaag et al. [124,
127] for the elicitation, from domain experts, of the probability distribution of the underlying
stochastic process. This method transcribes probabilities and uses a scale with both numerical
and verbal anchors that allows experts to assess many probabilities in little time. Moreover, we
discuss how the computational burden of inference with our model can be eased by exploiting
the nature of the observations involved and the properties of the transitional relationships of
the model with just a small loss in accuracy. We evaluated our dynamic network on a group
of patients, drawn from the files of the ICU of the University Medical Center Utrecht in the
Netherlands. Our results indicate that the dynamic model is capable of distinguishing between
patients with VAP and without VAP. By exploiting all available past information of a patient,
it in fact yields at least as good or even better predictions than the static model. Specifically
for patients without VAP, we noticed that the use of previous information leads to much lower
estimates for VAP than the ones obtained from the static network.

In medical care, the next step after diagnosing a disease is the provision of treatment. The
treatment of VAP is seen as a significant problem by ICU doctors. Firstly, many of the patients
suffering from VAP are severely ill and must submit to a variety of invasive medical procedures;
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as a consequence, these patients are generally more vulnerable than healthy people. Secondly,
the presence of resistant bacteria in clinical wards, in particular the ICU, makes prescription of
antibiotics with a spectrum as narrow as possible essential; the description of broad-spectrum an-
tibiotics promotes the development of antimicrobial resistance, and should therefore be avoided
when possible. In this chapter, we study how optimal therapy selection can be shaped for the
created dynamic network. For this purpose, we focus on the POMDP framework [6, 63, 98, 114]
for sequential decision making.

Although the standard POMDP framework in essence allows us to capture the main elements
of choosing a therapy of VAP, it cannot be used directly, mainly because: (1) the number of
parameters required to formulate the decision problem can be huge, and (2) exact methods for
solving the problem are computationally very demanding and only small problems can be solved
exactly. In view of these considerations, we extend the created DBN and construct a dynamic
decision model that incorporates the uncertainty and the preferences involved in the treatment
procedure. The resulting model allows us to exploit the POMDP framework in a more compact
form by taking advantage of the various structural independencies in the problem domain which
serves to reduce the number of parameters needed to define the model. We then use the Perseus
algorithm for its evaluation [117]. Perseus is a point-based approximate value-iteration algo-
rithm for POMDPs that achieves competitive performance both in terms of solution and speed
compared to alternative (and more complex) algorithms in the literature1. The algorithm can
moreover be easily implemented in practice [99]. Perseus, however, is designed for problems
without any structure among the variables representing the state of the process. We enhance the
applicability of Perseus for our structured domain to take advantage of the factorisations and
independencies among the variables included in our DBN. We again tested the resulting decision
model on a group of patients drawn from the files of the ICU of the University Medical Center
Utrecht. The behaviour of the decision model appeared to comply for most patients with the
expert’s recommendations.

The chapter is organised as follows. In Section 3.2, we briefly describe the static decision-
theoretic network that had been developed before for the management of VAP. In Section 3.3, we
discuss the construction of a dynamic network for VAP and present computational methods for
performing efficient inference with the model. In addition we present the results of an experi-
mental evaluation of our network. In Section 3.4 we discuss modelling and computational issues
related to applying Perseus to decision making for VAP. Section 3.5 presents and discusses the
results from an evaluation study of our decision model. Conclusions and directions for further
research are given in Section 3.6.

3.2 A static network for VAP

Ventilator-associated pneumonia is a low-prevalence disease occurring in mechanically-ventilated
patients in critical care and involves infection of the lower respiratory tract [11]. In contrast to
infections of more frequently involved organs (such as the urinary tract), for which mortality is
low, ranging from 1 to 4%, the mortality rate for VAP ranges from 24 to 50% and can reach

1Personal communication with Ronen Brafman, 2006.
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76% for some high-risk pathogens. VAP therefore has been associated with increased morbidity,
attributable mortality and increased health care costs. Important causes related to the develop-
ment of VAP include the duration of hospitalisation and of mechanical ventilation of the patient;
important symptoms that indicate the presence of VAP include an increased body temperature,
an abnormal amount of coloured sputum, signs on the chest X-ray, an abnormal ratio between
the amount of oxygen in the arterial blood and the fractional inspired oxygen concentration, that
is, pO2/FiO2, and an abnormal number of leukocytes.

As diagnosing VAP and deciding upon treatment can be a hard task for clinicians, a decision-
theoretic network had been constructed as part of a decision-support system to assist clinicians
in their task in the ICU [84, 109]. Figure 3.1(left) illustrates the global structure of the network,
which we call the static VAP network, or sVAP network for short. Dashed arcs denote temporal
probabilistic relationships; solid arcs represent stochastic dependency without a special temporal
meaning. Boxes in the figure indicate collections of stochastic variables, where the collection of
therapy variable is shown by thick lines; ellipses indicate single stochastic variables. Clear shapes
refer to hidden variables, while shaded shapes mark observable ones. As an example, colonisa-
tion by pathogens is modelled as a biological process, in which it is assumed that colonisation
by different pathogens occurs independently. The relationship between the colonisation by dif-
ferent pathogens and the development of pneumonia is captured in the sVAP as shown in Figure
3.2. The seven groups of microorganisms that appear most frequently in critically ill patients and
cause colonisation, are modelled in the diagnostic part of the network. Only a small percentage
of pathogens colonising a patient can cause an actual infection. Therefore, there exists a relation
in the network between colonisation and pneumonia. The figure now depicts the probabilistic
relation between the seven groups of microorganisms from colonisation to pneumonia. Informa-
tion about which bacterium or bacteria are currently present in a patient in combination with the
current signs and symptoms constitute the basis for choosing optimal antimicrobial treatment on
multi-resistant bacteria and is considered best practice. The signs and symptoms included in the
sVAP network are shown in more detail in Figure 3.1(right). In the sVAP network, the temporal
nature of the processes is expressed by the interaction between the duration of the stay (hospital-
isation) at the ICU and the duration of the mechanical ventilation: both the duration of the stay
and the duration of the ventilation are correlated to the process of colonisation by pathogens.
Hence, time is modelled implicitly by these two variables; for example, the mechanical ventila-
tion variable can take one of the six values {0, 0− 24, 24− 48, 48− 96, 96− 144, > 144} which
indicate the number of hours that the patient has been mechanically ventilated. The model thus
hides the temporal nature of the development of the processes of colonisation and pneumonia in
conditioning variables, instead of handling time explicitly.

In the present sVAP network, no history is captured and possible changes in a patient’s con-
dition cannot be taken into consideration. Since the network constitutes a rough representation
of time, only rough estimates can be obtained upon diagnostic evaluation. For a patient without
VAP for instance, a positive symptom observed at a specific day can increase the probability of
VAP significantly even though on the previous days only negative symptoms were observed. A
fine-grained and meticulous representation of the processes underlying the development of pneu-
monia can considerably improve the diagnostic performance of the network, as will be demon-
strated in the next section.
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Figure 3.1: (left) Global structure of the sVAP network. The dashed box indicates the network’s
diagnostic part. (right) Symptoms and signs of pneumonia.

Figure 3.2: Detailed structure of the influence of colonisation on pneumonia. Abbreviations: PA:
Pseudomonas aeruginosa, AC: Acinetobacter, Ent1: Enterobacteriaceae1, Ent2: Enterobacteri-
aceae2, SA: Staphylococcus aureus, HI: Haemophilus influenzae, SP: Streptococcus pneumo-
niae.



28 Chapter 3. A Dynamic Network for Monitoring and Treating ICU Patients with VAP

Figure 3.3: The dVAP network for the diagnosis of VAP; clear nodes are hidden, shaded nodes
are observable. The dashed boxes indicate the hidden processes of the network.

3.3 A dynamic network for VAP

In this section, we describe the construction of a DBN that explicitly represents the development
of pneumonia in mechanically ventilated patients.

3.3.1 Constructing the dynamic network

A natural extension of the diagnostic part of the sVAP network is a network that represents time
explicitly [84]. Figure 3.3 gives an overview of the structure of the dynamic network that we
constructed for the diagnosis of VAP, which we call the dVAP network. The major difference
with the sVAP network is the explicit representation of two processes that evolve over time. The
dVAP network includes two interacting dynamic hidden processes, modelled by the compound
variables colonisation and pneumonia. There are no transitional influences between these vari-
ables, but both are persistent and hence belong to the forward interface of dVAP. The process of
colonisation is influenced by three input variables, hospitalisation, mechanical ventilation and
previous antibiotics, which in essence control its dynamics. The process of pneumonia is influ-
enced by the hidden yet not persistent variable aspiration and by the input compound variable
immunological status that is persistent and represents the current condition of the patient. We
note that both the variables hospitalisation and mechanical ventilation are observed for a period
that is longer than the transition interval of the model. The variables thus are modelled as affect-
ing adjacent time slices. The variable previous antibiotics is an additional variable with respect to
the sVAP network and represents the effect of previous medication to the patient on the process
of colonisation. Finally, similarly to the sVAP network, the compound variable symptoms-signs
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Input variables Hidden variables Observable variables

hospitalisation aspiration symptoms-signs (8)

mechanical ventilation colonisation* (7)

previous antibiotics pneumonia* (8)

immunological status* (3)

Table 3.1: The variables and compound variables (boldface), with their number of variables
included in parenthesis, of the dVAP network. The variables marked with an asterisk ∗ belong to
the forward interface.

Suppose a patient has been mechanically ven-
tilated for 48 hours and now has pneumo-
nia caused by s.aureus. If this patient af-
ter 24 hours is not mechanically ventilated,
but is colonized with s.aureus and has phago-
cyte dysfunction, then how likely is it that the
patient will still have pneumonia caused by
s.aureus ?
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Figure 3.4: The fragment of text and probability scale for the assessment of a conditional proba-
bility.

represents the observable variables whose values influence probabilistically the two hidden pro-
cesses.

The model includes 30 variables per time slice, 6 of which are input variables, 16 are hidden
variables and 8 are observable variables; the model thus includes one additional variable (previ-
ous antibiotics) per time slice in comparison to the diagnostic part of the sVAP network. Table
3.1 gives and overview of the variables. The number of values per variable ranges between two
and thirty, with an average of 3.2. The number of incoming arcs per variable ranges between
zero and eight with an average of 2.6. In total, the model includes 1637 parameter probabilities,
1044 of which concern the transitional relationships.

One of the first difficulties in constructing the dVAP network was to define the length of the
transition interval. It may seem trivial in general to decide upon an interval length, but in our
case it proved to be rather difficult since there was no a-priori commonly acknowledged interval
length that appropriately represents the evolution of the unobserved disease. Also, there was
not a standard interval over which observations were collected in our data files. The latter can



30 Chapter 3. A Dynamic Network for Monitoring and Treating ICU Patients with VAP

be attributed to most of the measurements being collected by nurses; for example, observable
variables such as body temperature and sputum colour were measured frequently (approximately
every two or three hours), while variables such as radiological signs and leucocytosis were mea-
sured once per day. In cooperation with the expert, we decided to use a transition interval of one
day (24 hours) for the dVAP network. Within this interval, the network aggregates the observa-
tions in a way similar to the previously constructed static network. For each observable variable,
the value most frequently observed during the day was chosen as representative for that day; in
cases where there was no prevalent value in the data, the worst value observed for the patient
was chosen, to allow for conservative conclusions from the network. The chosen transition inter-
val appeared to be compatible with the application characteristics and admissible by the domain
experts.

A subsequent issue in building the dVAP network was the acquisition of all conditional prob-
abilities required. We recall that the difficulty in acquiring all probabilities involved was one of
the reasons that Lucas et al. initially chose to build a static model [84]. Although the three ICUs
that acted as a setting for this study used the same shared computer-based patient record system,
it appeared very hard to select relevant patient cases from the collected data. The main reason
was that VAP is always a concomitant disease. As a consequence, clinicians tend to not report
the presence of VAP in a patient. We thus found that only in a very small proportion of cases,
a patient was reported as having VAP. Also, for the same reason, hardly any results reported in
the literature were usable for our model. Since we could not exploit the data for estimating the
probabilities for our network, the single remaining source of probabilistic information was the
knowledge and personal clinical experience of the domain expert involved in this study.

Compared to the sVAP network, the new parameters to be assessed for the dVAP network
concerned the dynamics of the stochastic processes of colonisation and pneumonia. To estimate
those probabilities from the domain expert we used the elicitation method proposed by Van der
Gaag et al. [124, 127]. This method is tailored to eliciting a large number of probabilities in a
short time. Its main characteristic is the idea of presenting conditional probabilities as fragments
of text and of providing a scale for marking assessments with both numerical and verbal anchors;
for every conditional probability that needs to be assessed the domain expert is provided with a
separate figure with the text and associated scale. Figure 3.4 shows, as an example, the figure
pertaining to the conditional probability

p(pneum.aureus=yes |pneum.aureus=yes, mech.ventilation=no,

colonisation.aureus=yes, phagocytes.dysfunction=yes)

for the dVAP network. On the left of the figure is a fragment of text that transcribes the condi-
tional probability to be assessed. Using a fragment of text to denote a probability circumvents
the need to use mathematical notation. The fragment is stated in terms of likelihood rather than
in terms of frequency to forestall difficulties with the assessment of a conditional probability for
which the conditioning text is quite rare. To facilitate the assessment of a required probability,
a vertical scale is depicted to the right of the text fragment. Indicated on this scale are various
different numerical and verbal anchors. With this method, we elicited in a few hours from the do-
main expert the conditional probabilities required for the part of the dVAP network that pertains
to the transitional relations of the two hidden processes.
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3.3.2 Computational issues

The practicability of the dVAP network depends to a large extent on the computational burden
of inference with the network. For diagnosing patients with VAP, we monitor them at each time
slice. In total, there are 17 variables that belong to the forward interface of the model and there are
also 17 binary hidden variables per time slice. The runtime complexity of the interface algorithm
for exact inference can therefore be quite time consuming if not infeasible. We recall that this
problem was one of the reasons why Lucas et al. [84] preferred to use a static model instead of
a dynamic one. In our application, however, and in fact in many other applications, the nature
of the observations obtained may help reduce the computational requirements involved. More
specifically, in case consecutive similar observations are obtained, the probability distribution
of the hidden process converges to a limit distribution within a given level of accuracy. After
some number of time slices, therefore, there is no need for further inference as long as similar
observations are obtained. The phenomenon of consecutive similar observations was particularly
evident for several patients in the ICU files. For example, for many patients we found that the
same combination of values was observed for all or almost all of the observable variables for a
number of consecutive days.

As an example, we consider a patient who has been mechanically ventilated for six days and
is observed with a high body temperature, an abnormal amount of sputum, an abnormal ratio
pO2/FiO2, and a normal number of leukocytes. These observations cause the probability of VAP
to be at that day p(VAP6) = 0.4321. The same values for these observable variables are obtained
for the next three days. According to our model, we find that p(VAP7) = 0.5516, p(VAP8) =
0.7301, p(VAP9) = 0.8341. If we continue to obtain similar observations for the following three
days we find that p(VAP10) = 0.8658, p(VAP11) = 0.8734, p(VAP12) = 0.8751. We notice that
the probability distribution for VAP does not change much after a number of time slices and
further inference can be forestalled.

Using the relative entropy distance measure for distributions, we show in Chapter 4 that it
suffices to use just the most recent data for monitoring. Based upon this result, we define the
backward acceptable window ωφ

n,εfor the present time n given a specified level of accuracy ε, to
be the minimal number of time slices that we need to use from the past to compute the probability
distribution of the hidden variable at the present time within the level of accuracy ε. The scheme
below illustrates the concept of the backward acceptable window :

{1, . . . , nφ, . . . , n}︸ ︷︷ ︸
total time scope

−→ {nφ, . . . , n}︸ ︷︷ ︸
ωφ

n,ε

We now perform inference for time n by considering only the backward acceptable window ωφ
n,ε

without losing too much in accuracy. Note that by doing so, we perform inference for n−nφ time
slices instead of for the n slices that would be taken into consideration by an exact algorithm. In
the next section we report promising results from applying the backward acceptable window to
speed up inference with our model. The main conclusion from the above considerations is that
monitoring in the dVAP network can be eased considerably by exploiting the characteristics of
the observations for a patient and by using the backward acceptable window.
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VAP no VAP

symptoms n = 5 n = 15

abnormal temperature 60% 7%

mech. ventilation (mean) 10d 10d

abnormal leukocytes 80% 53%

abnormal pO2/FiO2 60% 27%

abnormal sputum 80% 73%

coloured sputum 60% 60%

colonised 40% 13%

antipyretic drugs 100% 87%

positive X chest 40% 0%

Table 3.2: Data summary

3.3.3 Diagnostic performance

Monitoring a patient on an ICU ward is performed as follows. The clinician examines the results
of diagnostic tests and the symptoms observed during the day and, taking into account the number
of days the patient is hospitalised and mechanically ventilated, assess whether or not the patient
has VAP. Based on this assessment, the clinician can prescribe antibiotic treatment for a series of
days, while continuing to monitor the patient. The primary goal of the dVAP network is to assist
the clinician in this process by explicitly considering the history of the patient. The clinician can
of course be aware of the past diagnostic observations, but the effect of those observations on the
current diagnosis is hard to assess. The dVAP network serves to explicitly model this effect via
its transition probabilities.

We evaluated the performance of the dVAP network, focusing on its diagnostic prediction
per day. At our disposal we had a temporal database with data from 2410 patients. Each record
contains data collected for a patient during a one day stay in the ICU. The source of these data is
the clinical management system used at the Intensive Care Units of the University Medical Center
Utrecht in the Netherlands. The conclusions obtained from the dVAP network were examined
on a group of 20 patients in total, 5 of which were diagnosed with VAP as established by two
infectious-disease specialists. This group of patients was chosen from a total of 487 patients who
were admitted for a period of 10 days or longer. For these 5 patients we used the data from the
day of admission to the ICU until the day they were diagnosed with VAP, which was confirmed to
be at day 10. For each of these 5 patients, we selected from the database three patients for whom
it was known that they did not develop VAP over time. These patients were matched on three
criteria: gender, number of mechanically ventilated days, and ICU ward. Table 3.2 summarises
the data for the 5 patients with VAP and for the 15 patients without VAP on the tenth day of
admission.

To compare the diagnostic performance of the dVAP network to that of the original sVAP
network, we used the Brier score best known from the field of statistical forecasting [94, 128].
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Figure 3.5: A confusion matrix.
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Figure 3.6: Accuracy vs threshold for the dVAP
and sVAP networks.

We illustrate the Brier score for our dVAP network. For each patient i, the network yields a
probability distribution pi over the two values j = 1, 2 (yes, no) of VAP. The Brier score Bi for
this distribution is defined as

Bi =
∑
j=1,2

(pij − sij)
2

where sij = 1 if the medical record of the patient states the value j, and sij = 0 otherwise. If the
network would yield the correct value with certainty for a patient, then the associated Brier score
would be equal to 0. Conversely, if the network would yield an incorrect value for a patient, then
the associated Brier score would be equal to 2. For the probability distribution computed for any
patient, therefore, the Brier score ranges between 0 and 2, and the better the prediction is, the
lower the score. The Brier scores for all patients on day 10, for the dVAP and the sVAP networks
respectively, are shown in Table 3.3. We note that for 15 patients of the total of 20, the computed
Brier score was lower with the dVAP network than with the sVAP network. The overall quality
of the two networks can be expressed in an overall score

B =
1

m

∑
i=1,...,m

Bi

where m is the number of patients. The overall Brier score for the sVAP network can be readily
computed from Table 3.3 and equals 0.3370, while the overall Brier score for the dVAP network
is 0.2376. Although the lower score suggests that the dVAP network is better informed, the
number of patients is too small to arrive at valid statistical conclusions concerning which of the
two models performs better. One way to gain additional insight into the comparative quality of
the two networks is to apply bootstrapping. The bootstrap technique performs sampling with
replacement from the original data set to create replicates of this data set [52]. We generated
different patient groups by bootstrapping, computed the overall Brier score for each one of these
groups for both models and subsequently computed equi-tailed 95% confidence intervals. Using
100 replicates, the confidence interval for the sVAP network was computed to be [0.026, 0.680];
for the dVAP network, it was [0, 0.517]. This result now demonstrates the ability of the dVAP
network to obtain on average lower Brier scores than the sVAP network.
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patient VAP sVAP sBrier dVAP dBrier

1 yes 0.9969 1.9059 · 10−5 0.9987 3.3801 · 10−6

2 no 0.0203 8.2432 · 10−4 0.1395 0.0389

3 no 0.1672 0.0559 0.0558 0.0062

4 no 0.0028 1.5276 · 10−5 0.0002 8.0002 · 10−8

5 yes 0.0097 1.9613 0.0002 1.9992

6 no 0.4309 0.3713 0.0316 0.0019

7 no 0.0203 0.0008 0.0003 1.8002 · 10−7

8 no 0.1934 0.0748 0.0309 0.0019

9 yes 0.9999 3.3620 · 10−9 0.9987 3.3801·10−6

10 no 0.0227 0.0010 0.0015 4.5001·10−6

11 no 0.0457 0.0042 0.0005 5.0001 · 10−7

12 no 0.2977 0.1772 0.0325 0.0021

13 yes 0.0348 1.8632 0.0033 1.9868

14 no 0.0203 0.0008 0.0005 5 · 10−7

15 no 0.4364 0.3809 0.099 0.0196

16 no 0.0099 2.2231 · 10−5 7.0001 · 10−8 9.8001 · 10−15

17 yes 0.9966 2.2231 · 10−5 0.9035 0.0186

18 no 0.1752 0.0614 0.0218 0.0009

19 no 0.0740 0.0109 0.0013 3.3801 · 10−6

20 no 0.9421 1.7750 0.5810 0.6751

Table 3.3: Brier scores for the sVAP network and for the dVAP network, respectively.
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Figure 3.7: Average ROC curves for the dVAP and sVAP networks.
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Figure 3.8: The dVAP and sVAP performance over time for two groups of matched patients;
dnVAP and snVAP represent the average performance for the three patients without VAP.

To further compare the performance of both models, we computed their accuracy in dis-
tinguishing between patients with VAP and without VAP, using various threshold probabilities.
More formally, if the probability of VAP for a patient is greater than a specific threshold prob-
ability, we decide that this patient has VAP; otherwise we decide that this patient does not have
VAP. A patient who has been actually diagnosed with VAP and is classified as having VAP, then
is called a true positive (TP); a patient who has been diagnosed as not having VAP and is also
classified as being negative for VAP, then is a true negative (TN). Similarly, patients can be clas-
sified as false positives (FP) or false negatives (FN). Based upon the counts TP, TN, FP and FN,
a two-by-two confusion matrix can be computed [53] as shown in Figure 3.5. The accuracy now
for each model can be computed as

TP + TN

TP + FP + TN + FN

Using again 100 replicates and various thresholds, we computed the average accuracy for each
threshold for both models. Figure 3.6 illustrates the results. We observe that the accuracy of the
dVAP network is higher than the one of the sVAP network for all thresholds except for threshold
0.5 where both models show the same performance. Finally, using 200 replicates we plotted the
average receiver operating characteristics (ROC) curve for both models as shown in Figure 3.7.
These results again support the observation that the dVAP network is more informed than the
sVAP network and can arrive at relatively good estimates for diagnosing VAP.

Observing in more detail the results from Table 3.3, we notice that for the patients 6,12,15,
18 and 20 for example, who were diagnosed not to have VAP, the dVAP network derived low
probabilities for the presence of VAP. It arrived at these low probabilities by exploiting all previ-
ous information. The sVAP network, in contrast, used just the current information and produced
much higher probabilities. For the patients diagnosed with VAP, the two models behave more or
less similarly, with the highest absolute discrepancy observed in patient 17, to whom the sVAP
network assigned a probability of VAP of 0.997 and the dVAP network assigned a probability of
VAP of 0.904.

To study the performance of the dVAP network over time, we computed the probability of
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patient 9 10 11 12

exact 0.9987 0.0015 0.0005 0.0325

ωφ
10,0.003 0.9987 0.0013 0.0005 0.0347

Table 3.4: Exact and approximate probabilities for VAP for a group of matched patients.

VAP for each day and compared it to the respective probability established from the sVAP net-
work. In Figure 3.8 we plot, for two separate groups of four related patients, the probability of
VAP for patient 9 and the mean probability of VAP for the matched patients 10,11,12 (left),
and for patient with VAP 17 and matched patients 18,19,20 (right), from both networks. We
observe in the first group that for the patient with VAP the trend in both networks is more or
less the same for all days considered. However, for the second group the trend is similar only
after the fifth time slice; in fact, we notice that the dVAP network assigns a low probability of
VAP for the first five time slices for patient 17 and then assigns a higher probability of VAP
confirming the diagnosis by the expert. In contrast, the sVAP network assigns a high probability
of VAP throughout the whole period of ten days. Although it may be argued that for this patient
the sVAP network outperforms the dVAP network, a plausible explanation is as follows. This
specific patient was diagnosed by the expert as having VAP at the tenth day of observation. The
findings for the first days do not advocate the presence of VAP, which was developed later and
finally diagnosed. We see that the dVAP actually confirms this scenario by assigning a low prob-
ability of VAP in the first days; in contrast, the sVAP network performed wrongly for these time
slices. Concerning the patients without VAP, we note that the dVAP network assigns consistently
lower probabilities than the sVAP network for both groups.

A preliminary conclusion from our experiments is that the dVAP is better able to distinguish
between VAP and non-VAP patients. In the dVAP network, the transition model carries the
information of the patient from previous time slices into the current time slice, where diagnosis
is performed. For a patient who has constantly been monitored throughout time not to have VAP,
the dVAP network will reduce the effect of new positive findings on the current diagnosis. On
the other hand, if a patient has been monitored to have VAP with high probability, then he/she
will continue to do so but with lower probability even if new observations are negative. The
dynamic nature of the model is thus responsible for conveying the history of the patient to the
present and thereby increases the diagnostic performance of the model. In the sVAP network, in
contrast, diagnosis is merely performed on the current observations of the patient disregarding
past knowledge from previous time slices.

To conclude, we performed the computations in the dVAP network using different values for
the backward acceptable window ωφ

n,ε. For a particular group of matched patients, the computed
exact and approximate probabilities of VAP are shown in Table 3.4. We conclude that instead
of using the observations for all 10 days in the ICU to compute the probability of VAP, we can
use the observations for just the last 5 days with an average error for all patients smaller than
ε = 0.003. We can thus use this backward acceptable window to decrease the computational
burden involved in inference and obtain results with an almost negligible error.
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Figure 3.9: The dynamic decision network for therapy selection of VAP. A decision node is
represented as a rectangle and the utility function as a diamond. The observable variables are
excluded for clarity.

3.4 Decision making for VAP

The aim of our dynamic model is to aid clinicians in dealing with patients suspected of VAP [84],
which involves the treatment of such patients. For this purpose, the dVAP model is extended with
a decision-theoretic part. Insight into the potential efficacy of an antibiotic treatment can be ob-
tained by entering symptoms and signs of a patient, duration of hospitalisation and mechanical
ventilation, previous antibiotics, and relevant laboratory data into the network. Optimal antimi-
crobial therapy for VAP is then selected by balancing the expected efficacy of a treatment, which
is related to the number of pathogens causing the infection, against the spectrum of the antibi-
otics. Each of the seven groups of pathogens reviewed in Section 3.2 are susceptible to particular
antibiotics. Some of these pathogens are easy to cover. For these pathogens, a narrow or even
very narrow antimicrobial spectrum is sufficient. Some pathogens, however, are more difficult to
eradicate. Here, we need broader spectrum antibiotics. The problem of prescribing unnecessarily
broad-spectrum antibiotics is the occurrence of antibiotic resistance, which means that pathogens
are no longer susceptible to a particular antibiotic. Antibiotic resistance is a well-known problem
in health-care [11]. Our dynamic model therefore incorporates the idea of prescribing antibiotic
spectra as narrow as possible. The narrower the spectrum, the higher the preference. The pre-
scribed treatment thus is a trade-off between maximising coverage and narrowing broadness of
spectrum.

To provide for decision making with the sVAP network, the model was extended with a
decision-theoretic part that represents the effect of selected therapy on the probability distribu-
tion of VAP [84]. That decision model includes the hidden compound variable susceptibility (8
variables) that represents the susceptibility of the suspected pathogens to particular antibiotics.
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The model thus includes 24 binary hidden variables. The therapy variable includes 26 differ-
ent antibiotics or combinations of antibiotics and the value "none"indicating that the clinician
does not prescribe any antibiotic to the patient. A causal independence model, known as the
noisy-AND gate, was used to model the conjunctive effect of antibiotics on the pathogens. Two
utility functions of the form ui : coverage × spectrum → R, i = 1, 2, were designed. For utility
function u1 antibiotics or combinations of antibiotics were classified into five different groups
from very narrow to very broad according to their spectrum. Utility function u2 was similar to
u1, except that the antibiotics were classified into eight different groups. In both cases, the utility
function was constructed with the help of the experts using the direct scaling method [116]. Pre-
liminary evaluations with the sVAP network showed that the combination of the utility function
u1, consisting of 20 values as estimated by the experts, with a probability threshold of 30% for
the pathogens to be taken into account seems to work well.

Using these considerations, the dVAP network was extended in a similar way as the sVAP
network to provide for dynamic decision making. The resulting model is depicted in Figure 6.1.
One way to solve this decision model is to represent it using the framework of POMDPs. Both
the number of combinations of values of the hidden variables and the number of combinations of
values for the observable variables are extremely large, however; for example, there are 1382400
possible combinations of observed values. At first sight, therefore, it seems impossible to solve
the model using any existing algorithm such as the Perseus algorithm. An important feature of
our model, however, is that its hidden state and observable variables are structured in a factored
way. More specifically, the states of the hidden processes and the observations of the model are
not represented enumeratively but via hidden and observation variables respectively. We fur-
ther note that although the hidden state of our model consists of 24 variables, only the variables
pneumonia and susceptibility are important for decision making. Now, to make efficient use of
the Perseus algorithm, we need to compute the joint probability distribution of just these two
variables, which can be done in a similar manner to monitoring in the dVAP model. Our imple-
mentation of Perseus in addition takes into account that some variables in the forward interface
are observable. Since, for example, immunological status is always observed and colonisation
can be observed for some days, the probability distribution is modelled with an observed and a
hidden component [63]. Finally, we observe from Figure 3.1(right) that we have to consider just
six observable variables that are probabilistically affected by pneumonia. To further decrease the
computational burden of applying Perseus, we do not take all observable variables into account.
That is, upon applying Perseus we sample values reflecting realistic data settings only. For ex-
ample, VAP by definition may be initiated after a patient has been ventilated for more than two
days. The value of the mechanical ventilation variable can thus be selected from among just the
values in which the duration of the ventilation is greater than two days. Note that the approach
just described basically is an approximation of the computations involved when applying Perseus
to our decision model. As a result of these modifications, the set of observed values includes 768
possible combinations, and thus is smaller in size than the original set by a factor 1800. The
aforementioned considerations were used initially to create a set of reachable probability distri-
butions B and then to apply Perseus with a discount factor of γ = 0.95. In our experiments
on a 2.4 GHz Intel(R) Pentium computer, creating B took 1.5 seconds per probability distribu-
tion, while computing an optimal policy for one patient took approximately one minute using a
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day p(VAP) + colon.path. antibiotic

2 0.2295
- none
- meropenem (b)

3 0.0049
Enterobacteriaceae2 cotrimoxazol (n)

- none

4 0.0052
- cotrimoxazol (n)
- none

5 0.0848
- cotrimoxazol (n)
- none

6 0.3401
- none
- cotrimoxazol (n)

7 0.0363
- none
- erythromycin (vn)

8 0.0017
P.aeruginosa cotrimoxazol (n)

Enterobacteriaceae2 none

9 0.0012
P.aeruginosa cotrimoxazol (n)

Enterobacteriaceae2 none

10 0.0046
- cotrimoxazol (n)
- none

(a) patient A

day p(VAP) + colon.path. antibiotic

2 0.028
- none
- cotrimoxazol (n)

3 0.0344
- none
- cotrimoxazol (n)

4 0.1905
Enterobacteriaceae2 cotrimoxazol (n)

S.aureus erythromycin (vn)

5 0.5929
- cotrimoxazol (n)
- erythromycin (vn)

6 0.5445
- cotrimoxazol (n)
- erythromycin (vn)

7 0.9823
- cotrimoxazol (n)
- erythromycin (vn)

8 0.9791
Acinetobacter ceftazidim (i)

- aztreonam (i)

9 0.9459
Acinetobacter cotrimoxazol (n)

S.aureus, S.pneumoniae meropenem (b)

10 0.9918
- cotrimoxazol (n)
- meropenem (b)

(b) patient B

Table 3.5: The best two recommendations in the order of their preference (and their spectrum in
parenthesis) at each time slice for two patients. Abbreviations for antibiotic spectrum: vn=very
narrow; n=narrow; i=intermediate; b=broad.

total of 10000 sampled probabilities. The issue of fast computation with our decision model is
extremely important for online application with the clinical information system of the ICU. For
other applications, the issue of fast computation may be less significant; to have the qualitatively
right model with accurate parameters may then be of higher importance.

3.5 Evaluation

We examined the performance of our dynamic decision model on the same 5 patients diagnosed
with VAP used in the evaluations in Section 3.3. Using the dVAP network, we computed for each
of these patients the posterior probability of VAP per day for a total of 10 days.

Contrary to the evaluation of the diagnostic performance of the dVAP network, we took
into account the sparse colonisation data that existed in the data of some patients. These data
were provided by the laboratory from sputum cultures and took on average 48 hours to become
available. Also, these data concerned only a (small) subset of colonisation pathogens and were
observed for just a few days (maximum 3). Although problematic to collect, these data highly
influence the recommended antibiotics compared to their trivial effect for diagnosing VAP. To
process the colonisation data, we assumed that whenever there was a positive culture for a spe-
cific pathogen on a specific day, then the values of the other non-observed pathogens were set to
negative. We are aware that this assumption should be used with care. More specifically, the tran-
sition matrices estimated by the expert suggested that, under particular conditions, if a pathogen
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is positive (negative) on a particular day then it cannot be negative (positive) on the next day.
For one patient for example, we noticed upon processing the available data, that on day 8 we
assumed the presence of S.aureus and S.pneumoniae to be negative while these two pathogens
were actually observed to be positive on day 9. To further process the data for this patient, we
made no assumption about these two pathogens on day 8 and left their value as unobserved.

We compared the recommended decisions from the model with an expert opinion as to the
most appropriate antibiotics to cover the likely pathogens. The results were not entirely satisfac-
tory in the opinion of the expert. For one patient, for whom no colonisation data were available,
we found that the decisions recommended by the model were acceptable; for two patients the
model recommended too broad a spectrum antibiotics, while for the other two patients the rec-
ommended antibiotics did not cover the observed pathogens. A possible explanation of this
suboptimal performance of the model is that its decisions are strongly affected by the probability
of VAP at each time and less by the colonising pathogens; that is, the prescription of antibiotics is
heavily dominated by the probability of VAP, while less weight is given to the colonisation data.
For example, if on a specific day a patient has a very small probability of VAP but a positive
colonising pathogen, then the model will abstain from prescribing antibiotics and will not use a
narrow spectrum antibiotics as would be expected. Another reason is that the influence of the
colonisation data on the recommended decision diminished with time according to the specifica-
tion of the model. More precisely, since colonisation data are sparsely observed, a colonisation
pathogen found to be positive on one day will have minor effect on the decision taken two days
later because of the Markov assumption underlying the dVAP network. These problems can be
attributed to the fact that the decision component of the sVAP model used in our decision model
was constructed not to take into account time explicitly.

In view of the above considerations, we enhanced our decision model to incorporate the
influence of the colonisation data on the recommended decision in a more appropriate fashion.
For each colonisation (group of) pathogen(s) found to be positive on a given day, we force the
model to prescribe antibiotics to cover this pathogen on this same day. In this way our model
considers a conglomeration of different decision plans that are influenced by the presence of
positive pathogens in the patient’s data. This modification in the decision model is basically
represented graphically in the model by an additional arc from the variable colonisation to the
utility function in Figure 6.1. To cope with the sparsity of the colonisation data, we use the
enhanced model for the following two days as well. As a result, the clinician is presented with
a therapy plan that aims to cover positive observed pathogens for at least three days. For the
remaining days for which no colonisation data were available, the original decision model was
used. The evaluation showed that the new recommendations better comply with the expert’s
recommendations.

We discuss the results for two patients in order to convey how our dynamic-decision model
might be employed clinically, and to point out some of its limitations. The predictions made and
the therapy suggested by the model for both patients are shown in Table 3.5. For patient A, the
dVAP network assigns a small probability of VAP for almost all the days. As a consequence,
the decision not to prescribe any antibiotics is suggested by the model for each day. However,
positive cultures of pathogens are observed in the patient on days 3, 8 and 9. For these days
(and for the next two days) the narrow-spectrum antibiotic cotrimoxazol is recommended. This
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recommendation reflects the model prescribing an antibiotic even if the probability of VAP is
very small. We note, however, that on day 2 the model suggests the antibiotic meropenem. This
recommendation is far too broad for this patient, and raises the question whether alternative
utility models should be used. A possible explanation is that for this patient no information
was available about the colonising pathogens, yet a moderately high probability of VAP was
computed. The model thus tries to cover any given pathogen. For patient B, the dVAP network
assigns, as early as on day 5, a relatively high probability of VAP which even further increases
in the following days. In addition, positive cultures of pathogens are observed on days 4, 8
and 9. Our dynamic decision model takes into account both the high probability of VAP and
the positive cultures to recommend appropriate antibiotics that belong to a narrow spectrum
whenever possible. This is most evident in the recommendations for days 4 to 7, while for days
8 to 10 the recommendation belongs to the intermediate or broad spectrum. The expert involved
in this study indicated that these results are quite satisfactory.

3.6 Discussion

In this chapter, we discussed the construction of a probabilistic model that is aimed at assisting
ICU clinicians in diagnosing ventilator-associated pneumonia. In contrast to previous approaches
that used a static decision-theoretic network for this low-prevalence disease [84,109], we focused
on its dynamic evolution and used a dynamic Bayesian network as the primary tool for repre-
sentation and inference. We detailed various modelling steps in the construction of our dynamic
network and described the use of an efficient procedure for expert elicitation of the probabili-
ties required. We further argued that a number of convergence properties of dynamic Bayesian
networks can be exploited to arrive at feasible algorithms that restrict the computational bur-
den of inference with such a model. In this way, we ameliorated two important problems that
were considered impervious in the past [84]: the specification of the probabilities underlying the
stochastic process modelled in the network and the computational burden of inference.

In the past, a number of dynamic models have been developed for medical applications, that
accord with the basic theoretical framework underlying the dVAP network. Examples of such
models include a dynamic network for insulin adjustment by Andreassen et al. [4], an influence
diagram for diagnosis and treatment of acute abdominal pain by Provan [104], and a decision-
theoretic network for therapy planning in the domain of paediatric cardiology by Peek [98]. The
referenced articles focus primarily on the structure of the model and its performance but do
not address in detail such issues as the determination of the transition interval to be used, the
estimation of the transition probabilities, and the development of algorithms for inference that
exploit various characteristics of the model at hand. In developing the dVAP network, we found
that these issues also needed careful attention.

We evaluated our dVAP network on a set of ICU patients to examine its diagnostic perfor-
mance. The lower overall Brier score of the dynamic network in comparison to the static one,
indicated that representing time explicitly and taking into consideration the history of the patient,
increases diagnostic performance. In our experiments, the dynamic network proved to exhibit
better performance at distinguishing between VAP and non-VAP patients than the static network,
especially by assigning lower probabilities of VAP to the non-VAP patients. Future research
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includes improvement of the dVAP network by use of the available data for parameter learning
of the conditional tables for the observable variables of the model, and an extensive evaluation
study using data from more patients. The overall aim is to ultimately embed it in the clinical
information system of the ICU.

We have further described the development of a dynamic decision model that is able to as-
sist clinicians in the clinical management of ventilator-associated pneumonia. For the purpose
of computing appropriate decisions from the model, we applied the framework of partially ob-
servable Markov decision processes for modelling outcome uncertainty and partial observability.
The application and potential of the POMDP framework to medical planning has been discussed
in [98] and successfully explored in [63]; in the latter work, a hierarchical Bayesian network was
used to represent the disease dynamics and to decrease the computational burden involved. Since
exact computation in a POMDP is intractable, we discussed the application of the Perseus algo-
rithm to our problem, in which the probability distribution of the hidden process is structured.
The solutions obtained for a small set of patients from an initial evaluation of our model showed
that POMDPs could provide a useful framework for solving complex decision problems. We feel
that the promising results justify further refinement and extension of our current model as well
as application of our framework to other complex structured decision problems [103].



CHAPTER 4

Sensitivity Analysis of Dynamic Networks

“A little inaccuracy sometimes saves a ton of explanation”. Saki

DBNs specify a considerable number of parameter probabilities. Whether estimated from
data or assessed by experts, these parameters tend to be inaccurate to at least some degree. Sen-
sitivity analysis provides for studying the effects of these inaccuracies on the model’s output
probabilities. In this chapter, we extend previous work on sensitivity analysis of BNs, to dy-
namic models. We begin by studying the sensitivity properties of the transition behaviour of
HMMs. We show that the output probability can be expressed as a quotient of two functions that
are polynomial in a transition or an observation parameter. We then present a scheme for com-
puting the constants in these functions. We subsequently generalise these results to DBNs. We
further study the effect of parameter inaccuracies on a recommended decision in view of a thresh-
old decision-making model. We describe the effect of varying one or more parameters from a
conditional probability table and present a computational procedure for establishing bounds be-
tween which assessments for these parameters can be varied without inducing a change in the
recommended decision.

To handle the computational complexity involved, we propose a method for approximate sen-
sitivity analysis. We show that theoretical properties of DBNs allow us to reason for the present
time using just few observations from the past with small loss in accuracy. The computational
requirements of our approximate method render sensitivity analysis practicable even for complex
dynamic models. We illustrate the various concepts involved by means of a sensitivity analysis
of the dVAP network.

43
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4.1 Introduction

DBNs are often learned from data, where the data is exploited for constructing the graphical
part of the model as well as for estimating the associated parameter probabilities. A dynamic
network may also be constructed with the help of domain experts, from whom knowledge about
the relationships between the stochastic variables is elicited and assessments for the parameter
probabilities are obtained. Whether estimated from data or assessed by experts, the parameters
of a dynamic network tend to be inaccurate to at least some degree, due to incompleteness of
data and partial knowledge of the domain under study. These inaccuracies may affect the output
of the model.

The effects of inaccuracies in the parameters of a mathematical model on its output, can be
investigated by subjecting the model to a sensitivity analysis. For a DBN, performing such an
analysis amounts to stepwise varying each parameter separately and studying the effects on the
output probability of interest. In a straightforward scheme, the output probability is computed
from the model for every single value of the parameter under study. Since DBNs specify a
considerable number of parameters, such a scheme rapidly becomes infeasible for models of
realistic size. More efficient computation schemes therefore are imperative.

The feasibility of sensitivity analysis has been studied before for BNs. Several properties
have been established from these networks that provide for reducing the computational burden
involved in an analysis [37]. Among these is the property that any marginal posterior probability
of interest can be expressed as a highly constrained function of the parameter probability under
study; this sensitivity function more specifically is a quotient of two linear functions [17,37,75].
Building upon this property, sensitivity analysis amounts to establishing the constants of the
sensitivity function. Efficient schemes are available for this purpose [37, 75].

Since BNs constitute the static components of DBNs [39], the sensitivity properties of BNs
hold for the component networks embedded in a DBN as well. In this chapter, we extend the pre-
vious work on sensitivity analysis of BNs by studying the sensitivity properties of the transition
behaviour of HMMs. Note that the use of HMMs allows us to study these properties in isolation.
We show that the sensitivity functions for HMMs equally are quotients of two functions that are
polynomial in a parameter under study. The degree of these polynomial functions, however, is of
the order of the time scope that is taken into consideration. We present a scheme for computing
the constants of the sensitivity functions for HMMs that is closely related to the schemes that are
available for BNs. We then extend these results to all types of DBN.

Dynamic probabilistic models are often used in contexts where human decision makers have
to make a decision in uncertainty. The marginal probability distributions yielded by the model
then are taken as input to a decision-making model. The simplest model for choosing between
alternative decisions is the threshold decision-making model, in which an output probability is
compared against a number of fixed threshold probabilities which demarcate the boundaries for
the various decisions [95]. In our application for ICU care, for example, a clinician has to decide
whether or not to start antibiotics treatment for a patient who is suspected of having VAP, based
upon the probability of VAP being present.

In view of a decision-making model, robustness of the output of a probabilistic model per-
tains not just to the computed output probabilities but also to the decisions based upon these
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probabilities. In this chapter, we study this type of robustness for DBNs. We show how the
sensitivity functions can be used to study the robustness of a decision that is based upon an out-
put probability of the network. By doing so, we focus not just on the effect of varying a single
parameter, but also on the effect of varying all parameters from a given conditional probability
table. In our medical application, for example, we thus provide for studying the extent to which
the sensitivity and specificity rates of a particular diagnostic test can be varied without affecting
the clinician’s decision for treatment.

The computational burden of establishing sensitivity functions for DBNs is quite high for
larger time scopes since the order of the polynomials involved grows linearly with time. To render
sensitivity analysis of DBNs practicable also for larger time scopes, we present an approximate
method for establishing lower-order polynomials that reduces the runtime requirements involved
yet incurs only a small loss in accuracy. Our method is based on theoretical properties of DBNs
related to the Markovian property, and can lead not just to time but also to space savings. We
further present a method for approximating the functional form of a sensitivity function to allow
for further computations. The method is based upon least-squares approximation and is showing
promising results in our experiments.

The chapter is organised as follows. In Section 4.2 we review sensitivity functions for BNs.
In Section 4.3 we derive the functional form of sensitivity functions for DBNs, for different
types of parameter; we further present a scheme for computing the constants of these functions.
In Section 4.4 we show how these functions can be used for studying robustness in view of
threshold decision making; we present a computational procedure for this task. In Section 4.5,
we propose a method for approximating sensitivity functions for further analysis. This chapter
ends with our conclusions in Section 4.6.

4.2 Sensitivity Functions in BNs

Sensitivity analysis of a BN amounts to establishing, for each of the network’s parameter proba-
bilities, a function that expresses an output probability of interest in terms of the parameter under
study [37,80,126]. We take the posterior probability p(b | e) for our probability of interest, where
b is a specific value of the output variable B and e denotes the available evidence; we further let
θ = p(hi | π) be our parameter under study, where hi is a value of the variable H and π is a
specific combination of values for the parents of H . The sensitivity of the probability p(b | e)
to variation of the parameter θ now is expressed by a function p(b | e)(θ), called the sensitivity
function for p(b | e) in θ. If the parameters p(hj | π), hj 	= hi, specified for H are co-varied
proportionally according to

p(hj | π)(θ) =

{
θ if j = i
p(hj | π) · 1−θ

1−p(hi|π)
otherwise

for p(hi | π) < 1, then this function is a quotient of two linear functions in θ, that is,

p(b | e)(θ) =
p(b, e)(θ)

p(e)(θ)
=

c1 · θ + c0

d1 · θ + d0
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where c1, c0, d1 and d0 are constants with respect to θ [37]. Under the assumption of proportional
co-variation, therefore, any sensitivity function is a quotient of two linear functions in θ and hence
is characterised by at most three constants. Note that the assumption of proportional co-variation
basically amounts to distributing the mass 1 − θ over the other parameters p(hj | π), j 	= i,
proportionally to their initial values. Chan and Darwiche proved that the use of this scheme of
variation leads to a distribution at the smallest distance from the original probability distribution
induced by the network using a novel distance measure [19].

When performing a sensitivity analysis of a BN, various conditional probabilities are known
beforehand not to affect the probability of interest upon variation, for example because the prob-
ability of interest is shielded from their influence by available observations. For the parameters
of which the probability of interest is algebraically independent, therefore, the sensitivity func-
tion simply equals the posterior probability p(b | e). Any computations can thus be restricted
to the conditional probabilities of which the probability of interest is algebraically dependent.
The variables to which these conditional probabilities refer constitute the sensitivity set for the
variable of interest, and can be readily established from the network’s graphical structure [37].

Coupé and Van der Gaag introduced a simple algorithm for computing the constants of any
sensitivity function [37]. A system of linear equations in terms of the three constants is con-
structed by performing three network evaluations for different values of the parameter under
study, and is subsequently solved. Although simple, for larger networks, this method relies on
a large number of network evaluations and, as a consequence, may become infeasible for realis-
tic BNs that can easily require several hundreds of network evaluations to perform a sensitivity
analysis. A more efficient scheme for sensitivity analysis is available [75], which requires an
inward propagation in the junction tree for processing evidence and an outward propagation for
establishing the constants of the sensitivity functions for all parameters per output probability.

4.3 Sensitivity Functions in DBNs

The basic idea of sensitivity analysis of BNs is applicable to DBNs as well, since BNs constitute
their static components. The main difference with sensitivity analysis of BNs, however, is that
a parameter may occur multiple times in a DBN. In this section, we begin by studying the sen-
sitivity properties of HMMs and generalise the results to DBNs. More specifically, we establish
the general forms of the sensitivity functions that express the probability of a specific value of
the hidden variable at some time n in terms of a parameter of the model under consideration.

4.3.1 A prior probability of interest

We begin by studying an HMM for which no evidence has been entered as yet. Our probability
of interest is the prior probability p(xn

r ) of the value xn
r of the hidden variable at time n. The

parameters to be studied are in essence the network’s transition parameters ai,j , the observation
parameters oi,j , and the initial parameters γi. The next proposition now gives the sensitivity
function that describes the prior probability of interest in terms of a transition parameter.

Proposition 4.3.1. Let H = (X,Y,A,O, Γ) be an HMM as before. Let p(xn
r ), n ≥ 2, be the
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prior probability of interest and let θa = ai,j ∈ A be a transition parameter in H . Then,

p(xn
r )(θa) = cn

n−1,r · θn−1
a + . . . + cn

1,r · θa + cn
0,r

where cn
n−1,r, . . . , c

n
0,r are constants with respect to θa.

Proof: The proof is based on induction on the time n ≥ 2. Using the Chapman-Kolmogorov
equations for Markov chains [106], we have that the probability p(xn

r ) is computed as the product
of the initial probability vector Γ and the r-th column of the transition matrix An−1. We further
observe that, under the assumption of proportional co-variation, each element in the r-th column
of An−1 is a polynomial in θa of degree n− 2, except for the (i, r)-th element which is of degree
n− 1. For n = 2, we have that each element in the r-th column of A is a constant, except for the
(i, r)-th element which is a polynomial of degree one in θa. To further illustrate this, for n = 3
for example, we observe that the r-th column of A2 is computed as the product⎡⎢⎢⎢⎢⎢⎢⎢⎣

c11 . . . . . . . . . c1m
...

...
. . . . . .

...
fi1(θa) + ci1 . . . θa . . . fim(θa) + cim

c(i+1)1 . . . . . . . . . c(i+1)m
...

...
. . . . . .

...
cm1 . . . . . . . . . cmm

⎤⎥⎥⎥⎥⎥⎥⎥⎦
×

⎡⎢⎢⎢⎢⎢⎢⎢⎣

c1r
...

fir(θa) + cir

c(i+1)r
...

cmr

⎤⎥⎥⎥⎥⎥⎥⎥⎦
=

⎡⎢⎢⎢⎢⎢⎢⎢⎣

f ′
1r(θa) + c′1r

...
f ′

ir(θ
2
a, θa) + c′ir

f ′
(i+1)r(θa) + c′(i+1)r

...
f ′

mr(θa) + c′mr

⎤⎥⎥⎥⎥⎥⎥⎥⎦
where cij, c

′
ij, i, j = 1, . . . ,m, are constants with respect to θa, and fij(·), f ′

ij(·), i, j = 1, . . . ,m,
are linear functions in their input. Using this observation, the result of the proposition follows
directly. �

Proposition 4.3.1 states that the sensitivity function that expresses the prior probability p(xn
r )

at time n in terms of a transition parameter θa is a polynomial of degree n − 1 in this parameter.
Straightforward computations allow us to compute the first constant cn

n−1,r of the polynomial by
considering all possible combinations of the indices i, j, r:

cn
n−1,r =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

γi if i = j = r

(−1)n−1 · γi ·
(

ai,i

1−ai,j

)n−1

if i = r and j 	= r

(−1)n−2 · γi ·
(

ai,i

1−ai,j

)n−2

if j = r and i 	= r

(−1) · γi ·
(

ai,r

1−ai,j

)
if i = j and i, j 	= r

(−1)n−1 · γi ·
(

ai,i

1−ai,j

)n−2

·
(

ai,r

1−ai,j

)
if i 	= j and i, j 	= r

This result is later proved in Proposition 4.3.6 which addresses the general case with evidence.
We can also recursively compute the last constant cn

0,r. In fact, for n ≥ 2, it can be shown by
induction on time n that

cn
0,r =

∑
h�=i

cn−1
0,h · ah,r + cn−1

0,i · ai,r

1 − ai,j
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where c1
0,r = γr. When the hidden variable Xn is binary with values xn

1 and xn
2 , for example, the

coefficients for the transition parameter θa = a1,1 and the probability of interest p(xn
1 ) equal

cn
n−1,1 = γ1

cn
n−2,1 = a2,1 ·

(
1 − (n − 1) · γ1

)
cn
s,1 = a2,1 ·

(
1 +

n−s−2∑
j=1

(−1)j ·
(

s + j

j

)
· aj

2,1 + (−1)n−s+1 ·
(

n − 1

n − s − 1

)
· an−s−2

2,1 · γ1

)
,

for s=1, . . . ,n−3

cn
0,1 =

∑n−1
j=1 (−1)j+1 · aj

2,1 + (−1)n−1 · an−1
2,1 · γ1

The following proposition now states that the sensitivity function for p(xn
r ) is linear in any initial

parameter.

Proposition 4.3.2. Let H = (X,Y,A,O, Γ) be an HMM as before. Let p(xn
r ) be the prior

probability of interest and let θγ = γi ∈ Γ be an initial parameter in H . Then,

p(xn
r )(θγ) = cn

1,r · θγ + cn
0,r

where cn
1,r and cn

0,r are constants with respect to θγ .

Proof: We begin by observing that the transition matrix A does not include the parameter θγ .
Upon multiplying the initial probability vector Γ with the r-th column of the matrix An−1, all
resulting terms are either linear in θγ or constant. The result now follows. �

Again , we can compute recursively the constants cn
1,r and cn

0,r for n ≥ 2 as

cn
1,r =

∑
h

cn−1
1,h · ah,r

cn
0,r =

∑
h

cn−1
0,h · ah,r

where c1
1,r = 1, c1

0,r = 0 if r = iand c1
1,r = 0, c1

0,r = γi otherwise.
Having established the functional form of the sensitivity function in terms of transition and

initial parameters, we conclude by observing that the sensitivity function that expresses the prior
probability of interest in terms of an observation parameter is a constant function, since the prior
probability is algebraically independent of any observation parameter as long as no observations
have been entered into the model.

Example 1. In the sequel, we use the HMM from Figure 5.1 for our running example. The model
constitutes a simplified fragment of the dVAP network. Pneumonia typically develops over time
and is modelled by the binary hidden variable PN having values {yes, no}. The only observable
variable in the model captures a patient’s body temperature; the variable is denoted as BT and



4.3. Sensitivity Functions in DBNs 49

Γ =
[
0.13 0.87

]
A =
[
0.95 0.05
0.15 0.85

] OBT =
[

0.56 0.24 0.2
0.028 0.95 0.022

]

Figure 4.1: A simplified dynamic model for the development of Pneumonia (PN); the Body
Temperature (BT) of a patient is observable. The probability tables of the model are taken from
a real application [84].
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Figure 4.2: The effects of varying the transition parameter θa = a2,1 (left plot) or the initial
parameter θγ = γ1 (right plot) on the prior probability distribution p(X3).

is defined to have the values {> 38.5 ◦C, normal, < 36.0 ◦C}. A patient’s body temperature is
measured periodically to monitor and predict the onset of pneumonia.

Suppose that we are interested in the effect of varying the transition parameter θa = a2,1 on
the prior probability p(x3

1). We write the transition matrix as

A =

[
0.95 0.05
θa 1 − θa

]
To establish the sensitivity function p(x3

1)(θa), we compute A2 and multiply its first column by Γ.
We find that

A2 =

[
0.903 + 0.05 · θa 0.098 − 0.05 · θa

1.95 · θa − θ2
a (1 − θa)

2

]
With Γ =

[
0.13 0.87

]
, we further find that

p(x3
1)(θa) = −0.87 · θ2

a + 1.703 · θa + 0.11739

From the sensitivity function we observe that p(x3
1) has the value 0.11739 for its minimum and

0.95039 for its maximum. We further note from θ2
a < θa that 0.87 · θ2

a < 1.703 · θa for θa ∈ (0, 1)
from which we have that the function is monotonically increasing in θa. Figure 4.2 illustrates the
effects of varying the parameter a2,1 on the prior probability distribution of the hidden variable
at time 3.

Now suppose that we want to determine the influence of the initial parameter θγ = γ1 on the
probability of interest. Expressing the initial vector as Γ =

[
θγ 1 − θγ

]
and multiplying it with
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A2, we find that the sensitivity function for p(x3
1) equals

p(x3
1)(θγ) = 0.64 · θγ + 0.27

From the function we note that upon varying the parameter θγ from 0 to 1, the probability of
interest ranges between 0.27 and 0.91. We further observe from the positive derivative of the
function, that if the prior probability of x1 at time 1 increases, then the probability of x1 will also
be higher at time 3, as expected. Figure 4.2 shows the effects of varying the parameter γ1 on the
prior probability distribution of the hidden variable at time 3. �

4.3.2 A posterior probability of interest

So far we studied an HMM for which no evidence was available. We now assume that some
evidence y1:N up to and including time N has been entered into the model, and we use yn

e to
denote the value of the observable variable at time n. Our probability of interest now is p(xn

r |
y1:N). The next proposition gives the sensitivity function that expresses this posterior probability
in terms of a transition parameter.

Proposition 4.3.3. Let H = (X,Y,A,O, Γ) be an HMM as before. Let p(xn
r | y1:N) be the

posterior probability of interest and let θa = ai,j ∈ A be a transition parameter in H . Then,
p(xn

r |y1:N)(θa) equals

p(xn
r | y1:N)(θa) =

cn
b−1,r ·θb−1

a + . . . + cn
1,r · θa + cn

0,r

dN
N−1,r ·θN−1

a + . . . + dN
1,r ·θa + dN

0,r

where

b =

⎧⎨⎩
n if n ≥ N
N if n < N and r = i
N − 1 otherwise

;

cn
b−1,r, . . . , c

n
0,r, dN

N−1,r, . . . , d
N
0,r are constants with respect to the parameter θa.

Proof: We begin by observing that

p(xn
r | y1:N)(θa) =

p(xn
r , y1:N)(θa)

p(y1:N)(θa)

We now distinguish between three different cases for the function p(xn
r , y1:N)(θa):

• Suppose that n = N . The proof of the property stated in the proposition proceeds by induction
on the number of time slices. For n = 1, the property trivially holds. Now, assume that for
all n = 1, . . . , t, t > 1, the stated property holds. We thus assume that for any value xk of
Xt, k = 1, . . . ,m, the function p(xt

k, y1:t)(θa) is a polynomial of degree t − 1 in θa. Then,
for n = t + 1 we have that

p(xt+1
r , y1:t+1)(θa) =

∑
Xt

(
p(Xt, y1:t)(θa) · p(xt+1

r | Xt)(θa)
)
· p(yt+1

e | xt+1
r )



4.3. Sensitivity Functions in DBNs 51

From our assumption, we have that p(xt
k, y1:t)(θa) is a polynomial of degree t − 1 in θa for any

value xk at time t. Since θa = p(xt+1
j | xt

i) and the probability p(xt+1
r | xt

i) is co-varied propor-
tionally, we have that in the sum a term arises with θt

a. We conclude that p(xt+1
r , y1:t+1)(θa) is a

polynomial of degree t in θa. From the induction, we have that p(xN
r , y1:N)(θa) is a polynomial

of degree N − 1 in θa.

• Suppose that n < N . The proof proceeds by backward induction on the number of time slices.
For n = N − 1, it holds that

p(xN−1
r , y1:N)(θa) = p(xN−1

r , y1:N−1)(θa) ·
∑
XN

(
p(XN | xN−1

r )(θa) · p(yN
e | XN)

)
From the previous considerations we have that p(xN−1

r , y1:N−1)(θa) is a polynomial of degree
N − 2 in θa. The second term is linear in θa for r = i and a constant otherwise. The function
p(xN−1

r , y1:N)(θa) therefore is a polynomial of degree N − 1 in θa for r = i and a polynomial
of degree N − 2 in θa otherwise. Now, assume that for all n = t, . . . , N − 1, t < N − 1, we
have that p(xt

r, y1:N )(θa) is a polynomial of degree N − 1 in θa for r = i and of degree N − 2
otherwise. We consider

p(xt
r, y1:N )(θa) = p(xt

r, y1:t)(θa) ·
( ∑

Xt+1,...,XN

N∏
k=t+1

(
p(Xk | Xk−1)(θa) · p(yk

e | Xk)
))

where we take p(Xk | Xk−1) for k = t + 1 to be equal to p(Xk | xt
r). From p(xt

r, y1:t)(θa) being
a polynomial of degree t − 1 in θa, it must hold that the sum

∑
Xt+1,...,XN

N∏
k=t+1

(
p(Xk | Xk−1) · p(yk

e | Xk)
)

is a polynomial of degree N − t in θa for r = i and a polynomial of degree N −2 in θa otherwise;
we denote this polynomial by f(θa). Now, for n = t − 1, we have that

p(xt−1
r , y1:N)(θa) = p(xt−1

r , y1:t−1)(θa) ·
( ∑

Xt,...,XN

N∏
k=t

(
p(Xk | Xk−1)(θa)· p(yk

e |Xk)
))

= p(xt−1
r , y1:t−1)(θa)·

(∑
Xt

( ∑
Xt+1,...,XN

( N∏
k=t+1

p(Xk | Xk−1)(θa) · p(yk
e | Xk) ·

p(Xt | xt−1
r )(θa) · p(yt

e | xt
r)
)))

= p(xt−1
r , y1:t−1)(θa) ·

∑
Xt

f(θa)·p(Xt | xt−1
r )(θa)·p(yt

e | xt
r)

We observe that the term p(Xt | xt−1
r )(θa) in the sum is a polynomial of degree N − t + 1 in θa

for r = i and a polynomial of degree N − t in θa otherwise. We conclude that p(xt−1
r , y1:N)(θa)

is a polynomial of degree N−1 in θa for r = i and a polynomial of degree N−2 in θa otherwise.
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From the induction, we have that p(xN
r , y1:N )(θa) is a polynomial of degree N −1 in θa for r = i

and a polynomial of degree N − 2 in θa otherwise.

• Suppose that n > N . Then, we have that

p(xn
r , y1:N)(θa) =

∑
XN

(
p(XN , y1:N)(θa) · p(xn

r | XN)(θa)
)

Since the HMM is homogeneous, the probabilities p(xn
r | XN) can be computed from the matrix

An−N . From this observation, we have that the functions p(xn
r | XN)(θa) are polynomials of

degree n−N in θa. We further have that p(XN , y1:N)(θa) is a polynomial of degree N − 1 in θa.
The function p(xn

r , y1:N)(θa) therefore is a polynomial of degree n − 1 in the parameter θa.

To conclude the proof of the proposition, we turn to the function p(y1:N)(θa). By summing
the function p(XN , y1:N)(θa) over all values of XN , we find that p(y1:N)(θa) is a polynomial of
degree N−1 in θa. From the resulting functions p(xn

r , y1:N )(θa) and p(y1:N)(θa), it is now readily
seen that the posterior probability p(xn

r | y1:N) can be written as a quotient of two functions that
are polynomial in the transition parameter θa as stated in the proposition. �

From Proposition 4.3.3 we have that the sensitivity function that expresses the posterior prob-
ability p(xn

r | y1:N) in terms of a transition parameter θa, is a quotient of two polynomials in θa.
In the following proposition we study the effect of varying an observation parameter θo = oi,j .
The proposition states the sensitivity function that expresses the probability p(xn

r | y1:N) in terms
of this parameter. For ease of exposition we assume that there are no missing values between
time 1 and time N for the observable variable Y ; if this property does not hold, the degree of the
polynomials is adjusted to the total number of time slices for which evidence has been entered.

Proposition 4.3.4. Let H = (X,Y,A,O, Γ) be an HMM as before. Let p(xn
r | y1:N) be the

posterior probability of interest and let θo = oi,j ∈ O be an observation parameter in H . Then,
p(xn

r |y1:N)(θo) equals

p(xn
r | y1:N)(θo) =

cn
b,r · θb

o + . . . + cn
1,r · θo + cn

0,r

dN
N,r · θN

o + . . . + dN
1,r · θo + dN

0,r

where

b =

{
N if r = i
N − 1 otherwise

;

cn
b,r, . . . , c

n
0,r, dN

N,r, . . . , d
N
0,r are constants with respect to the parameter θo.

Proof: Without loss of generality we assume that n = N . We begin by observing that

p(xN
r | y1:N)(θo) =

p(xN
r , y1:N)(θo)

p(y1:N)(θo)
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For the function p(xN
r , y1:N)(θo), we have that

p(xN
r , y1:N)(θo) =

∑
X1,...,XN−1

(N−1∏
k=1

p(Xk | Xk−1) · p(yk
e | Xk)(θo)

)
·

p(xN
r | XN−1) · p(yN

e | xN
r )(θo)

where we take p(Xk | Xk−1) for k = 1 to be equal to p(X1). We observe that the term∏N−1
k=1 p(Xk | Xk−1) · p(yk

e | Xk)(θo) in the product is a polynomial of degree N − 1 in θo

since p(yk
e | Xk) for each k = 1, . . . , N − 1 includes the parameter. The term p(yN

e | xN
r )(θo) is

related to the parameter θo only if r = i; for r 	= i, it is a constant with respect to θo. For r = i,
therefore, the resulting polynomial is of degree N in θo; otherwise, it is of degree N − 1. For
the function p(y1:N)(θo), to conclude, we observe that, as it results from summing the function
p(XN , y1:N)(θo) over all values xk, k = 1, . . . ,m, of XN , it is of degree N in θo. The property
stated in the proposition now follows directly. �

In the previous two propositions, we studied the effects of varying transition and observation
parameters, on a posterior probability of interest. With respect to the effects of varying an initial
parameter θγ = γi on the probability p(xn

r | y1:N), we have the following result.

Proposition 4.3.5. Let H = (X,Y,A,O, Γ) be an HMM as before. Let p(xn
r | y1:N) be the

posterior probability of interest and let θγ = γi ∈ Γ be an initial parameter in H . Then,
p(xn

r |y1:N)(θγ) equals

p(xn
r | y1:N)(θγ) =

cn
1,r · θγ + cn

0,r

dN
1,r · θγ + dN

0,r

where cn
1,r, c

n
0,r, d

N
1,r and dN

0,r are constants with respect to θγ .

Proof: We begin by observing that

p(xn
r | y1:N)(θγ) =

p(xn
r , y1:N)(θγ)

p(y1:N)(θγ)

We note that any term p(yk
e | Xk) that provides for incorporating the evidence at time k, is

algebraically independent of the parameter θγ . From Proposition 4.3.2, we now have that both
p(xn

r , y1:N)(θγ) and p(y1:N)(θγ) are linear functions in θγ . The result follows. �

We illustrate the effect of varying the transition and observation on a posterior probability of
interest.

Example 2. We consider once again the HMM for the development of pneumonia from Figure
5.1. Suppose that we have entered the evidence y1:4 ={> 38.5 ◦C, < 36.0 ◦C, normal, normal}
and we are interested in the effects of varying the parameters θa = a1,2 and θo = o2,3 separately,
on the posterior probability p(x2

1 | y1:4). Note that upon computing this posterior probability for
time 2, smoothing serves to incorporate the evidence available up to and including time 4.
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Figure 4.3: The effects of varying the transition parameter θa = a1,2 (left plot) or the observation
parameter θo = o2,3 (right plot) on the posterior probability distribution p(X2 | y1:4). The vertical
line indicates the original value for the parameter under study.

From the probability tables of Figure 5.1, we notice that the probability of pneumonia at time
2 increases substantially after the first two observations are obtained, but decreases as soon as
the observation BT= normal is obtained at times 3 and 4. We thus expect that varying the
complement of the probability of persistence of pneumonia will induce a change in the posterior
probability for larger values of this parameter. We further expect that varying the probability
of observing a patient’s blood temperature below 36.0 ◦C given the absence of pneumonia, will
also induce a change in the posterior probability of interest. From Propositions 4.3.3 and 4.3.4
we have that the two sensitivity functions are of the following functional form:

p(x2
1 | y1:4)(θa) =

c2
3,1 · θ3

a + c2
2,1 · θ2

a + c2
1,1 · θa + c2

0,1

d4
3,1 · θ3

a + d4
2,1 · θ2

a + d4
1,1 · θa + d4

0,1

with

c2
3,1 = 1, c2

2,1 = −6.4148, c2
1,1 = 5.2958, c2

0,1 = 0.355,

d4
3,1 = 1, d4

2,1 = −6.3983, d4
1,1 = 5.7458, d4

0,1 = 0.4816

and

p(x2
1 | y1:4)(θo) =

c2
3,1 · θ3

o + c2
2,1 · θ2

o + c2
1,1 · θo + c2

0,1

d4
4,1 · θ4

o + d4
3,1 · θ3

o + d4
2,1 · θ2

o + d4
1,1 · θo + d4

0,1

with

c2
3,1 = 0.1, c2

2,1 = −2.1831, c2
1,1 = 4.7846, c2

0,1 = −5.1041, d4
4,1 = 0.1,

d4
3,1 = 48.1667, d4

2,1 = −154.9048, d4
1,1 = 164.288, d4

0,1 = −5.1041

In the following section, we will show how the constants of these functions are computed. Figure
4.3 illustrates the two sensitivity functions that express the probability distribution p(X2 | y1:4)
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in terms of the parameters a1,2 and o2,3 respectively, and serves to corroborate our expectations.
We note that small deviations from the original value of the transition parameter a1,2 = 0.05
have no effect on the most likely value at time 2 for the hidden variable. Small deviations from
the original value 0.022 of the observation parameter o2,3, on the other hand, can affect the most
likely value and the diagnostic conclusions drawn with respect to time 2. �

4.3.3 Computing the Constants

In the previous section, we have shown that sensitivity analysis of an HMM results in a function
that expresses the output probability of interest in terms of the parameter under study. The sensi-
tivity function can in essence be established by systematically varying the value of the parameter
from 0 to 1 and computing the output probability for each such value. This straightforward
scheme of sensitivity analysis, however, rapidly becomes infeasible for models of realistic size.
We have shown that a sensitivity function has a highly constrained functional form: any such
function is a quotient of two polynomials in the parameter under study and is characterised by a
restricted number of constants. From this property, we have that sensitivity analysis amounts to
establishing the constants of the sensitivity function.

Our scheme of sensitivity analysis of HMMs now builds upon the idea of computing the
constants of a sensitivity function from a system of linear equations, analogous to the scheme
presented for BNs [37]. For a parameter under study, we construct a number of equations that are
linear in the unknown constants of the function. Each such equation is obtained from computing
the output probability of interest for a specific value of the parameter. We observe that the number
of independent equations that are necessary for establishing the sensitivity function equals the
number of constants of the function minus one, at most. For example, for a sensitivity function
of the form

cn
1,r · θ + cn

0,r

dN
1,r · θ + dN

0,r

=
θ + cn′

0,r

dN ′
1,r · θ + dN ′

0,r

with cn′
0,r = cn

0,r/c
n
1,r, d

N ′
0,r = dN

0,r/c
n
1,r and dN ′

1,r = dN
1,r/c

n
1,r we need three equations to establish

the exact function, provided that we know that cn
1,r 	= 0. The constructed system of equations

then is solved to yield the various constants. Note that our scheme of sensitivity analysis requires
considerably fewer network evaluations than systematic variation of parameters, although the
number of evaluations can still become quite large for output probabilities with a large time
scope.

For our scheme of sensitivity analysis, we have to establish whether or not the constants in
the terms of highest degree of the sensitivity function are equal to zero. In the two subsequent
propositions, we show that these constants can be readily computed from the model under study.
Proposition 4.3.6 now first specifies, for n ≥ N , the constants cn

n−1,r and dN
N−1,r for the sensitiv-

ity function that expresses the output probability p(xn
r | y1:N) in terms of a transition parameter.

Proposition 4.3.6. Let H = (X,Y,A,O, Γ) be an HMM as before. Let θa = ai,j ∈ A be a
transition parameter in H . Let y1:N be the available evidence for H , where y1:N contains N�

observations y�, � = 1, . . . , l, with
∑l

�=1 N� = N ; yN
e is the last observation in y1:N . Now, let

p(xn
r | y1:N)(θa), n ≥ N , be the sensitivity function that expresses the posterior probability

p(xn
r | y1:N) in terms of θa, as stated in Proposition 4.3.3. Then, the constant cn

n−1,r equals
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• γi ·
l∏

�=1

(oi,�)
N� , if i = j = r;

• (−1)n−1 · γi ·
(

ai,i

1−ai,j

)n−1

·
l∏

�=1

(oi,�)
N� , if i = r and j 	= r;

• (−1)n−2 · γi ·
(

ai,i

1−ai,j

)n−2

·
l∏

�=1
��=e

(oi,�)
N� · (oi,e)

Ne−1 · or,e, if j = r and i 	= r;

• (−1) · γi ·
(

ai,r

1−ai,j

)
·

l∏
�=1
��=e

(oi,�)
N� · (oi,e)

Ne−1 · or,e, if i = j and i, j 	= r;

• (−1)n−1 · γi ·
(

ai,i

1−ai,j

)n−2

·
(

ai,r

1−ai,j

)
·

l∏
�=1
��=e

(oi,�)
N� · (oi,e)

Ne−1 · or,e, if i 	= j and i, j 	= r.

Furthermore, the constant dN
N−1,r equals

(−1)n−2 · γi ·
( ai,i

1 − ai,j

)N−2

·
l∏

�=1
��=e

(oi,�)
N� · (oi,e)

Ne−1 ·
[
oj,e −

( 1

1 − ai,j

)
·

�∑
h=1
h�=j

ai,h · oh,e

]

Proof: Without loss of generality we assume that n = N . We observe that, in the function
p(xn

r , y1:N)(θa), the constant cn
n−1,r occurs in the term with θn−1

a . For the function, we have that

p(xn
r , y1:N )(θa) =

∑
X1,...,Xn−1

( n−1∏
k=1

p(Xk | Xk−1)(θa) · p(yk
e | Xk)

)
·

p(xN
r | XN−1)(θa) · p(yN

e | xN
r )

where we take p(Xk | Xk−1)(θa) for k = 1 to be equal to p(X1). The constant cn
n−1,r now results

from the single combination of values in the summation in which we have the value xk
i for the

variable Xk for each time k, k = 1, . . . , n − 1. The contribution of this combination of values
to the probability p(xn

r , eN) includes the transition probability ai,i for each transition, except for
the last one for which the probability ai,r is used; we note that these probabilities are co-varied
proportionally with the parameter ai,j under study. Each of these transition probabilities is then
also multiplied with the conditional probabilities for the observations in the dataset. With yN

e for
the last observation, the contribution of the aforementioned combination of values thus is

γi · (ai,i)
N−2 · ai,r ·

l∏
�=1
��=e

(oi,�)
N� · (oi,e)

Ne−1 · or,e
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By substituting the co-variation function into the above expression and distinguishing between
the possible relationships for the indices i, j and r, we obtain the stated result. For i = r and
j 	= r, for example, we have that the contribution becomes

γi ·
(
ai,i ·

1 − θa

1 − ai,j

)N−1

·
l∏

�=1

(oi,�)
N� = γi ·

( ai,i

1 − ai,j

)N−1

·
l∏

�=1

(oi,�)
N� · (1 − θa)

N−1

from which we can obtain the constant cN
N−1,r multiplying θN−1

a as stated in the proposition.

With respect to the constant dN
N−1,r, we observe that, compared to the expression for p(xn

r , y1:N)(θa),
the function p(y1:N)(θa) includes an additional summation over all values xk of the hidden vari-
able at time N . Following a similar line of reasoning as above, we find for the contribution of
the mentioned combination of values the following contribution to the probability p(y1:N):

γi · (ai,i)
N−2 ·

l∏
�=1
k �=e

oN�
i,� · oNe−1

i,e ·
[ �∑

h=1

ai,h · oh,e

]
Substituting the co-variation function into the above expression again gives the result stated in
the proposition. �

The previous proposition describes how the constants in the terms of highest degree are computed
for a sensitivity function that expresses the posterior probability p(xn

r | y1:N) with n ≥ N in
terms of a transition parameter. It is evident that as long as there are no extreme probabilities 0
or 1 in the transition matrix or in the observation matrix, these constants cannot be equal to zero.
A similar property holds for a sensitivity function that expresses the posterior probability p(xn

r |
y1:N) with n < N in terms of a transition parameter. The following proposition, to conclude,
states that also the constants in the highest terms of a sensitivity function for an observation
parameter can be computed explicitly.

Proposition 4.3.7. Let H = (X,Y,A,O, Γ) be an HMM as before. Let θo = oi,j ∈ O be an
observation parameter in H . Let y1:N be the available evidence for H , where y1:N contains N�

observations y�, � = 1, . . . , l, with
∑l

�=1 N� = N ; yN
e is the last observation in y1:N . Now, let

p(xn
r | y1:N)(θo) be the sensitivity function that expresses the posterior probability p(xn

r | y1:N)
in terms of θo, as stated in Proposition 4.3.4. Then, for i = r, it holds that

cn
N,r = (−1)N−Nj · γi · aN−1

i,i ·
( 1

1 − oi,j

)N−Nj

·
l∏

�=1
ell �=j

(oi,�)
N�

For i 	= r, it holds that

cn
N−1,r = (−1)N−1−Nj · γi · aN−2

i,i · ai,r ·
( 1

1 − oi,j

)N−1−Nj

·
l∏

�=1
��=e,j

(oi,�)
N� · (oi,�)

Ne−1 · or,e



58 Chapter 4. Sensitivity Analysis of Dynamic Networks

0 0.2 0.4 0.6 0.8 1
0  

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

p(x4
2
⏐ y

1:4
) 

p(x4
1
⏐ y

1:4
) 

α
1,2

  → 

p(
X 4⏐ 

y 1:
4)  

→

0 0.2 0.4 0.6 0.8 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

o
2,3

  →

p(
X 4⏐ 

y 1:
4)  

→

p(x
1
4⏐ y

1:4
) 

p(x
2
4⏐ y

1:4
) 

Figure 4.4: The effects of varying the transition parameter θa = a1,2 (left plot) or the observation
parameter θo = o2,3 (right plot) on the posterior probability distribution p(X4 | y1:4). The vertical
line indicates the original value for the parameter under study.

We note that absence of extreme values in the transition matrix and in the observation matrix
again means that the constants cannot be zero; we further notice that the number of observations
Nj determines the sign of these constants. We illustrate the use of the two propositions by means
of our running example.

Example 3. We consider once again the HMM from Figure 5.1. Suppose that we have entered
the evidence y1:4 = {> 38.5 ◦C, < 36.0 ◦C, normal, normal} and that we are interested in the
influence of the parameters θa = a1,2 and θo = o2,3 respectively, on the posterior probability
p(x4

1 | y1:4). From Propositions 4.3.3 and 4.3.4, we have that the two sensitivity functions have
the following functional forms:

p(x4
1 | y1:4)(θa) =

c4
3,1 · θ3

a + c4
2,1 · θ2

a + c4
1,1 · θa + c4

0,1

d4
3,1 · θ3

a + d4
2,1 · θ2

a + d4
1,1 · θa + d4

0,1

p(x4
1 | y1:4)(θo) =

c4
3,1 · θ3

o + c4
2,1 · θ2

o + c4
1,1 · θo + c4

0,1

d4
4,1 · θ4

o + d4
3,1 · θ3

o + d4
2,1 · θ2

o + d4
1,1 · θ0 + d4

0,1

Using Propositions 4.3.6 and 4.3.7, we compute the constants c4
3,1 with respect to θa and

c4
3,1 with respect to θo to be −8.386 · 10−4 and 6.293 · 10−4 respectively. In essence, we can

now substitute these values for the two constants and solve the resulting two systems of linear
equations. To avoid computations with small numbers, however, we assign the value 1 to both
constants, thereby effectively re-scaling all constants. For the constants with respect to θa, we
then find that

c4
2,1 = −2.4399, c4

1,1 = 2.4095, c4
0,1 = −1.0707, d4

3,1 = −2.9583

d4
2,1 = 18.9282, d4

1,1 = −16.9979, d4
0,1 = −1.4249

For the constants with respect to θo, we find that

c4
2,1 = −2.446, c4

1,1 = 1.3912, c4
0,1 = 1.2448, d4

4,1 = −22.9351

d4
3,1 = 73.7598, d4

2,1 = −78.2281, d4
1,1 = 26.1631, d4

0,1 = 2.4304
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Figure 4.4 illustrates the sensitivity functions for the probability distribution p(X4 | y1:4) in
terms of the parameters a1,2 and o2,3 respectively. We recall that in Example 4.2 we studied the
effect of the same parameters on the posterior distribution of the hidden variable at time 2. While
at that time, small deviations from the original value of the transition parameter a1,2 = 0.05
had no effect on the most likely value of the hidden variable, we now observe that such small
deviations can affect the most likely value at the later time. Furthermore, while small deviations
from the original value 0.022 of the observation parameter o2,3 could affect the most likely value
at time 2, they cannot influence the diagnostic conclusions drawn at time 4. �

4.3.4 Extending the results

So far, we have discussed in detail the sensitivity properties of HMMs. The results that we
obtained in the previous sections can also be generalised to DBNs, where the sensitivity func-
tions for a variable of interest maintain a similar polynomial form. A main difference from
HMMs, however, is that the order of the polynomials depends on whether the parameter under
study concerns a variable that belongs or does not belong to the forward interface FIn of the
model. More specifically, for a DBN the sensitivity set for the variable of interest Bn given the
evidence y1:n, denoted Sens(Bn,y1:n), plays a more prominent role. Note that the concept of
sensitivity set was used implicitly for HMMs, where we argued for example that the sensitivity
function for an observation parameter is a constant function as long as no evidence had been
entered. We now consider in a DBN, the posterior probability of interest p(bn

r | y1:n) of the value
br of the hidden variable Bn given the (possibly empty) evidence y1:n. Then, for any variable
Hn∈Sens(Bn,y1:n), the sensitivity function expressing p(bn

r |y1:n) in θ=p(hn
i |π) is a quotient

of two polynomials of order n−1 if at least one variable in the parent set of Hn belongs to
FIn−1, or of order n otherwise. This property basically states that when the parameter θ con-
cerns a transitional relationship then it appears in the network only n − 1 times; if it concerns a
relationship within a time slice, it appears n times.

Another difference with HMMs pertains to the computational cost involved in establishing
the various constants in the sensitivity functions. Since solving a constructed system of equations
to yield the various constants can be highly demanding for models of large time scope, alternative
solutions are necessary. An efficient way for computing the constants in the various sensitivity
functions, is to combine the interface algorithm with the junction-tree scheme for sensitivity
analysis.

Example 4. As an example sensitivity function, Figure 4.5 depicts, for the dVAP network, the
effect of varying the observation parameter θ = p(leucocytosis = yes | pneumonia = yes) on
the probability of pneumonia at day 4 given evidence y1:4 for a specific patient. We note that
the parent set of the variable leucocytes for each time slice includes only the variable VAP from
the same time slice. The evidence supports the presence of VAP for the first two time slices but
the subsequent observations decrease the probability of VAP considerably. Tests with higher
sensitivities therefore are expected to favour this decrease. This is confirmed by the sensitivity
function for the leucocytosis test, which is a quotient of two polynomials of order 4 each and
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Figure 4.5: The sensitivity function expressing the probability of pneumonia at day 4 given
evidence y1:4 for a patient, in terms of the parameter θ = p(leucocytosis = yes | pneumonia =
yes).

equals

p(VAP4 | y1:4)(θ)=
c4
4,1θ

4 + c3
4,1θ

3 + c2
4,1θ

2 + c1
4,1θ + c0

4,1

d4
4,1θ

4 + d3
4,1θ

3 + d2
4,1θ

2 + d1
4,1θ + d0

4,1

where

c4
4,1 = 4 ·10−4, c3

4,1 = −1.5 ·10−3, c2
4,1 = 1.6 · 10−3,

c1
4,1 =−1.2 · 10−4, c0

4,1 = −3.3 · 10−4, d4
4,1 = 4 · 10−4,

d3
4,1 = −1.8 · 10−3, d2

4,1 = 2.7 · 10−3, d1
4,1 = −1.9 · 10−4, d0

4,1 = −1.3 · 10−3

�

4.4 Sensitivity analysis of decisions with DBNs

The probabilities established from a dynamic network are often employed for decision making.
The goal of the dVAP network, for example, is to monitor the onset of ventilator-associated
pneumonia in ICU patients and to start appropriate treatment as soon as possible. Sensitivity to
parameter variation then pertains not just to the probability of VAP but also to the decision that
the clinician makes based upon this probability. To provide for studying this type of sensitivity,
we extend sensitivity analysis of DBNs in view of threshold decision making.

4.4.1 Threshold decision making

BNs in general yield marginal probability distributions for their output. Often these marginal
distributions are input to a decision maker who has to take a decision. The simplest model for
choosing between alternative decisions is the threshold decision-making model. In this section,
we briefly review the threshold model for decision making and describe sensitivity analysis of
BNs in view of this model.

Although generally applicable, the threshold decision-making model is used most notably
for patient management in medicine [95]. Since our dVAP network also pertains to the field of
medicine, we present the model in medical terms. With the model, a clinician decides whether
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Figure 4.6: The threshold decision model.

or not to gather additional information from diagnostic tests and whether or not to give treatment
based upon the probability of disease for a patient. The threshold model to this end builds upon
various threshold probabilities of disease. The treatment threshold probability p∗ is the proba-
bility at which the clinician is indifferent between giving treatment and withholding treatment.
If, for a specific patient, the probability of disease exceeds the treatment threshold probability,
then the clinician will decide to treat the patient as if the disease were known to be present with
certainty. Alternatively, if the probability of disease is smaller than p∗, the clinician will basi-
cally withhold treatment. As a consequence of the uncertainty concerning the true condition of
the patient however, additional information from a diagnostic test may affect the clinician’s basic
management decision. The threshold model therefore includes another two threshold probabil-
ities. The no treatment-test threshold probability of disease p− is the probability at which the
clinician is indifferent between the decision to withhold treatment and the decision to obtain ad-
ditional diagnostic information. The test-treatment threshold probability p+ is the probability at
which the clinician is indifferent between obtaining additional information and starting treatment
rightaway. Figure 4.6 illustrates the various threshold probabilities employed by the model.

In view of the threshold model for decision making, sensitivity of the output of a network
pertains no longer to just a probability of interest computed from the network, but also to the
decision based upon it. To take the various threshold probabilities employed into consideration,
the method of sensitivity analysis of BNs has been enhanced with the computation of upper and
lower bounds between which a network’s parameters can be varied without inducing a change in
decision [125]. The computation of these bounds builds upon the sensitivity functions relating
the probability of interest to the network’s parameters. By equating the function for a specific pa-
rameter to the various threshold probabilities, bounds are obtained between which the parameter
can be varied. Since the sensitivity functions for a BN are either monotonically non-decreasing
or monotonically non-increasing, a single lower bound and a single upper bound are guaranteed
to exist.

4.4.2 Analysis of single parameters

The basic threshold decision-making model as reviewed in the previous section can be used
with DBNs as well. The main difference is in the polynomial form of the sensitivity functions
involved. We demonstrate how bounds of variation can be computed as solutions of high-order
polynomials and illustrate these for decision making with the dVAP network. Suppose that a
posterior probability p(xn

r | y1:n) of interest has been computed from a DBN; based upon this
probability, a particular decision has been established from the threshold decision-making model.
We now are interested in the effect of variation of a parameter θ from the network on this decision.
To compute upper and lower bounds between which the parameter can be varied without inducing
a change in decision, the sensitivity function p(xn

r | y1:n)(θ) is determined and subsequently
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equated to the threshold probabilities p− and p+, respectively. The lower and upper bounds thus
are solutions of the equations

p(xn
r ,y1:n)(θ)

p(y1:n)(θ)
= p− and

p(xn
r ,y1:n)(θ)

p(y1:n)(θ)
= p+ (4.4.1)

We recall that for DBNs a sensitivity function in general is a quotient of higher-order polynomials
in the parameter under study. Contrary to BNs therefore, there is no guarantee that these functions
are monotonically non-decreasing or non-increasing. The equations stated above may thus have
multiple solutions, and as a consequence the interval within which the parameter can be varied
is no longer guaranteed to be a single, unbroken interval.

We begin by studying a parameter for which single solutions exist for the two threshold
equations above. Suppose that the lower and upper bounds computed from the equations are
θ− and θ+ respectively. If p(xn

r | y1:n) < p−, then the decision to withhold treatment remains
unaltered for any value of θ within the interval (−∞, θ−) ∩ [0, 1]. If p(xn

r | y1:n) > p+, the
decision to start treatment immediately remains unaltered for any value of θ within (θ+, +∞) ∩
[0, 1]. If p− ≤ p(xn

r | y1:n) ≤ p+, then the decision to gather further information will be the
same for any value of θ within the interval (θ−, θ+) ∩ [0, 1].

Example 5. As an example from the dVAP network, we illustrate the bounds on variation of the
parameter θ = p(leucocytosis = yes | pneumonia = yes) in view of the management decision
for a particular patient at day 4; we recall that Figure 4.5 shows the sensitivity function that
expresses the probability of VAP for this patient in terms of θ. Suppose that the three threshold
probabilities are fixed at p∗ = 0.2, p− = 0.12, and p+ = 0.64. From the dVAP network, we
have that p(VAP4 | y1:4) = 0.134 and hence that p− ≤ p(VAP4 | y1:4) ≤ p+. The clinician thus
decides to gather additional information for the patient. Solving the two threshold equations
(4.4.1), we find a lower bound on the parameter under study equal to θ− = 0.676; the upper
bound is θ+ = 1.1063. For any value of the parameter within the interval (0.676, 1], therefore,
the decision to gather additional information will remain unaltered. Since the original value of
the parameter has been assessed at 0.7, we conclude that the decision is not very robust with
regard to this parameter. �

We now turn to the more interesting case, where the threshold equations can have multiple
solutions for a parameter under study. Suppose that from the no-treatment-test threshold proba-
bility p−, we find the vector of solutions θ− = (θ−1 , θ−2 , . . . , θ−r ), in which the parameter values
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θ−i are given in ascending order; from the test-treatment threshold probability p+, we find the
vector θ+ = (θ+

1 , θ+
2 , . . . , θ+

s ), again with the values θ+
i in ascending order. We further use v(θi)

to denote the value of the first derivative of the sensitivity function for the parameter θ at θi. The
value of the first derivative helps in determining the intervals in which a particular decision holds.
Now, if the output probability p is smaller than p−, the decision to withhold treatment remains
unaltered for any value of θ that belongs to the compound interval

Θ−
+ =

{
[0, θ−1 )∪(θ−2 , θ−3 )∪. . .∪(θ−r , 1] , if r is even
[0, θ−1 )∪(θ−2 , θ−3 )∪. . .∪(θ−r−1, θ

−
r ) , if r is odd

whenever v(θ−1 ) > 0, and for any value of θ belonging to

Θ−
−=

{
(θ−1 , θ−2 )∪(θ−3 , θ−4 )∪. . . ∪ (θ−r−1, θ

−
r ] , if r is even

(θ−1 , θ−2 )∪(θ−3 , θ−4 )∪. . . ∪ (θ−r , 1] , if r is odd

whenever v(θ−1 ) < 0. Similarly, if the output probability p is larger than p+, we find compound
intervals Θ+

− and Θ+
+ for the parameter θ within which the decision to start treatment immediately

remains unaltered. Finally, if the output probability lies between p− and p+, we merge the vectors
θ− and θ+ in ascending order into the vector θm = (θm

1 , θm
2 , . . . , θm

q ), q = r + s. Now, the
decision will be the same for any value of θ within the interval

Θm =

⎧⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎨⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎪⎩

j=q−1⋃
j=0,j: even

(θm
j , θm

j+1) , if θm
1 ∈ θ− and θm

q ∈ θ−

j=q−1⋃
j=1,j: odd

(θm
j , θm

j+1) , if θm
1 ∈ θ+ and θm

q ∈ θ−

j=q⋃
j=0,j: even

(θm
j , θm

j+1) , if θm
1 ∈ θ− and θm

q ∈ θ+

j=q⋃
j=1,j: odd

(θm
j , θm

j+1) , if θm
1 ∈ θ+ and θm

q ∈ θ+

where θm
0 = 0 and θm

q+1 = 1 1. Note that no pair θm
j , θm

j+1 for j = 1, . . . , q−1, can simultaneously
belong to θ+ or θ−. Figure 4.7 illustrates the intervals for an example function.

Example 6. As an example, Figure 4.8 depicts for the dVAP network, the probability of pneu-
monia at day 4 given evidence y1:4 in terms of the parameter θ = p(temperature = low |
pneumonia = no, a.drugs = yes); the original value of θ equals 0.2, giving p(VAP4 | y1:4) =
0.278. The figure also shows the intersection points with the threshold probabilities, which have
been set at p−=0.34 and p+ =0.88. The two lower bounds are computed to be θ−1 =0.0918 and
θ−2 = 0.4335; the upper bound is θ+

1 = 0.8781. From these bounds, we find that the decision to
withhold treatment remains unaltered for any value of θ in (0.0918, 0.4335). We conclude that
the decision is relatively robust with regard to the parameter under study. �

1In slight abuse of notation, note that for θm
0 = 0, the correct interval should be [θm

0 , θm
1 ) rather than (θm

0 , θm
1 );

similarly for θm
q+1 = 1, it should be (θm

q , θm
q+1] rather than (θm

q , θm
q+1).



64 Chapter 4. Sensitivity Analysis of Dynamic Networks

0 0.2 0.4 0.6 0.8 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

θ  →

p(
VA

P 4⏐ 
y 1:

4)  
→

p−=0.34

p+=0.88

test

treat

no treat

Figure 4.8: Threshold decision making for the treatment of pneumonia when varying the param-
eter θ=p(temperature= low |pneumonia=no, a.drugs=yes).

4.4.3 Analysis of full conditional probability tables

In addition to single parameters, we may be interested in the effects of varying multiple parame-
ters, for example from a single conditional probability table (CPT) [20]. In a medical application
for instance, we may wish to study the robustness of a decision in terms of both the sensitivity
and the specificity of a particular diagnostic test and not just in one of these probabilities. We
recall that these probabilities express how likely it is that a test result is found to be positive
(negative) in a patient who does (does not) have the disease. We extend the results for single
parameters from the previous section to CPTs to provide for such an analysis.

For BNs, any posterior probability for the output variable is a quotient of sums of linear
functions in the parameters of a CPT of a variable [20, 75]. This property results from the well-
known fact that the joint probability of the entered evidence is linear in each parameter of the
CPT of a variable for every possible combination of values for its parent set [107]. For a dynamic
network instead, we obtain sums of higher-order polynomial functions. For a value bn

r of the
variable of interest Bn, for example, the joint probability p(bn

r ,y1:n) can be expressed in terms
of the parameters θi of a CPT for the variable H as

p(bn
r ,y1:n) =

|πCn |∑
i=1

gi(θi)

where |πCn| denotes the number of combinations of values for the parent set Cn of H and gi(θi)
represents a polynomial function (instead of a linear function as it holds for BNs) in the parameter
θi for a specific parent combination for Cn. The polynomial functions gi(θi) are all of the same
order and can be computed individually using the considerations from section 4.3. For the joint
probability p(y1:n) a similar result holds.

Example 7. As an example, Figure 4.9 illustrates, for the dVAP network, the effect of varying
the sensitivity θse and specificity θsp from the CPT for radiological signs of pneumonia at day 5
given evidence y1:5 for a specific patient. The depicted sensitivity function is a quotient of sums
of two polynomial functions of order 5 each. �

Upon studying the effects of varying all parameters from a CPT in view of threshold decision
making, we have to solve threshold equations similar to the equations (4.4.1). For a single
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Figure 4.9: The sensitivity function expressing the probability of pneumonia given y1:5 in terms
of the sensitivity θse and specificity θsp from the CPT for radiological signs.

parameter, we identified intervals for the parameter’s value within which a decision remains
unaltered. For the multiple parameters of a CPT, we now identify areas in higher-order space
with the same meaning. In the remainder of this section, we consider a CPT with sensitivity and
specificity probabilities as in the previous example; the results are readily generalised to hold for
more complex CPTs, however.

We begin by studying a CPT for which a single lower bounding curve exists for the two
probabilities. This curve is the solution of the threshold equation

g1(θse) + g2(θsp)

g3(θse) + g4(θsp)
= p−

By re-arranging the polynomial functions included, we can express the lower bounding curve as

g1(θse) − p− · g3(θse)︸ ︷︷ ︸
g̃(θse)

= p− · g2(θsp) − g4(θsp)︸ ︷︷ ︸
ĝ(θsp)

where g̃ and ĝ are polynomials of the same order. If g̃ is invertible in [0, 1], we have that

θse = g̃−1(ĝ(θsp))

which defines the relationship between the θse and θsp explicitly. The horizontal line test can be
used for checking whether g̃ is invertible in [0, 1]. Establishing g̃−1, however, is computationally
expensive if not infeasible 2. To determine the lower bounding relationship between θse and θsp,
we therefore use a numerical approximation procedure. We repeatedly pick a value θ′se ∈ [0, 1]
and solve for θ′sp ∈ [0, 1]. From the pairs (θ′se, θ

′
sp) thus obtained, we construct a curve l−

representing the lower bounding relationship between θse and θsp. A similar approach is used to
find a curve l+ that represents the upper bounding relationship between θse and θsp. We note that
this procedure requires solving just a single polynomial equation, which is feasible in general
[93]. For larger CPTs, however, the procedure becomes computationally more demanding, since
a larger sample of points is required to assure good results.

2Personal communication with Bernard Mourrain, 2006.
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Figure 4.10: Threshold decision making when varying the sensitivity θse and specificity θsp from
the CPT for radiological signs.

We now have that, if the probability of interest p(bn
r | y1:n) falls below p−, the decision to

withhold treatment remains unaltered for any pair (θse, θsp) below the lower bounding curve l−.
If p(xn

r | y1:n) > p+, the decision to start treatment remains unaltered for any pair (θse, θsp)
above the upper bounding curve l+. Finally, if p− ≤ p(xn

r | y1:n) ≤ p+, the decision will be the
same for any pair (θse, θsp) between the two curves l− and l+.

Example 8. Figure 4.10 illustrates the effects of varying the parameters of the CPT for radio-
logical signs on the various decisions for the dVAP network. With our approximation procedure,
two curves are established that serve to divide the unit square into three areas in which different
decisions apply. For our patient from Example 7, we have that p(VAP5 | y1:5) = 0.9842 > p+.
Since the original values for the sensitivity and specificity under study are 0.9 and 0.95 respec-
tively, we conclude that the decision to start treatment right away is quite robust. The three
bullets in the figure highlight three other interesting cases. For the bullet with θsp = 0.6, we
observe that the decision to test is only moderately robust since a small change in θsp or θse can
alter the decision from “test"to “treat". For the bullet with θsp = 0.8, the decision to treat is
quite robust since only a major change in θsp or θse can induce another decision. Finally, for the
bullet with θsp = 0.87, the decision to test is not robust at all since a small change in θsp or θse

suffices to alter the decision from “test"to either “treat"or “not treat". �

To conclude, we note that when the function g̃−1 is not invertible, our sampling procedure
will result in multiple solutions. The unit square for θse and θsp will then be divided in compound
areas per decision, similar to the compound intervals in the single-parameter case.

4.5 Decreasing the computational requirements

The number of constants in the sensitivity functions of a DBN and the number of propagations
required to compute these constants grows linearly with n. Moreover, the computational burden
of solving equations involving polynomials of higher order can grow dramatically [93]. For a
larger time scope, therefore, sensitivity analysis can become quite hard. To reduce the order of
the polynomials in the sensitivity functions and thereby the runtime requirements, we present
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a method for approximate sensitivity analysis that builds on the concept of contraction of a
Markov process [15]. We discuss our method for DBNs with a single hidden process and review
its extension to DBNs with multiple processes.

4.5.1 Contraction of a single process

We consider two probability distributions µ and µ′ over the same variable W . Conditioning on
a set of observations is known to never increase the relative entropy of these distributions [38].
Denoting conditioning on a given set of observations by o(·), we thus have that

D[o(µ)‖o(µ′)] ≤ D[µ‖µ′] (4.5.1)

where D stands for the relative entropy. Now, consider the extreme case where µ and µ′ have
their probability mass on two different values wi and wk respectively. We denote by A(·) the
distribution that results from processing through the transition matrix A. Even though µ and µ′

do not agree on any value, processing through the transition matrix will cause them to place some
mass on some value wj . They then agree for a mass of min

{
A(µ(wj; wi)), A(µ′(wj; wk))

}
on

that value wj . Based on this property, the minimal mixing rate of the matrix A is defined as [15]:

δA = min
i,k

{∑
j

min
{
A(µ(wj; wi)), A(µ′(wj; wk))

}}

Given the minimal mixing rate of a transition matrix A, the following theorem now holds [15]:

D[A(µ)‖A(µ′)] ≤ (1 − δA) · D[µ‖µ′]

We say that the stochastic process with transition matrix A contracts with probability δA. Com-
bining equation (4.5.1) with the previous theorem we conclude that

D[A(o(µ))‖A(o(µ′))] ≤ (1 − δA) · D[µ‖µ′]

Performing conditioning on two different distributions and transitioning them, will therefore
result in two new distributions whose distance in terms of relative entropy is reduced. Now, if we
perform conditioning and transitioning on the resulting distributions and continue in this way, we
are guaranteed that after some time slices there will be no longer any difference. The distance
between the distributions in fact decreases exponentially with rate (1 − δA).

Our approximate method for sensitivity analysis now builds on the contraction property re-
viewed above. Suppose that we are interested in the probability of some value of the hidden vari-
able Xn at time n. After entering the available evidence y1:n into the model, we can compute the
exact posterior distribution p(Xn | y1:n). Building on the contraction property, however, we can
also compute an approximate distribution p̃(Xn | y1:n) starting from time nφ, with 1 < nφ < n,
without losing too much accuracy. We now define the backward acceptable window ωφ

n,ε for time
n with a specified level of accuracy ε, to be the minimal number of time slices we need to use
from the past to compute the probability distribution of the hidden variable at time n within an



68 Chapter 4. Sensitivity Analysis of Dynamic Networks

accuracy of ε. The following schematic figure illustrates our concept of the backward acceptable
window:

{1, . . . , nφ, . . . , n}︸ ︷︷ ︸
total time scope n

−→ {nφ, . . . , n}︸ ︷︷ ︸
ωφ

n,ε

We propose to perform sensitivity analysis for time n considering only the backward acceptable
window ωφ

n,ε. Note that the resulting functions then include polynomials of order O(n − nφ)
rather than of order O(n) compared to the true functions3.

For a given level of accuracy ε, we have to determine the maximum value of nφ for which

D[p(Xn | y1:n)‖p̃(Xn | y1:n)] ≤ (1 − δA)n−nφ · D[p(Xnφ
| y1:nφ

)‖p(X1)]≤ε

where p̃(Xn | y1:n) denotes the approximate distribution of Xn that is computed using ωφ
n,ε.

Solving for nφ, we find that

nφ ≤ n −
⌊

log
(
ε/D[p(Xnφ

| y1:nφ
)‖p(X1)]

)
log(1 − δA)

⌋
(4.5.2)

where �·� stands for the integer part. Note that the distribution p(Xnφ
| y1:nφ

) is dependent on nφ.
To compute the largest possible value of nφ that satisfies the inequality we thus need an iterative
procedure. Starting from nφ = n and decreasing the value of nφ by one slice at a time, we can
readily establish the value of nφ that first satisfies equation (4.5.2). To this end, the interface
algorithm needs to have computed and stored the exact posterior distributions p(Xno | y1:no) for
all no ≤ n, given evidence y1:no .

The procedure to compute the optimal value of nφ requires at most n computations of equa-
tion (4.5.2) and thus is not very demanding from a computational point of view. We recall,
however, that for the computation of nφ, the interface algorithm needs to have established the
exact posterior distributions given the available evidence. Now in a full sensitivity analysis, the
effects of parameter variation are typically being studied for a number of evidence profiles. The
above procedure may then become rather demanding since for every such profile a full propaga-
tion with the interface algorithm is required. An alternative way would then be to approximate
nφ given ε from the start and perform the entire analysis with the backward acceptable window
ωφ

n,ε. If we can assume that D[p(Xnφ
| y1:nφ

)‖p(X1)] for any nφ ≥ 1 is bounded from above by
a known constant M , we find that an approximate value of nφ would satisfy

nφ ≈ max

{
1, n −

⌊
log(ε/M)

log(1 − δA)

⌋}
(4.5.3)

Using this value of nφ in our computations we are assured that the accuracy of the posterior dis-
tribution p(Xn | y1:n) at time n is within ε. Note that for a given ε and δA, the higher the value
of M , the smaller the value of nφ and hence the larger the backward acceptable window. Knowl-
edge of the domain under study can help in determining a suitable value for M . For a patient
profile for example, M can be determined by inserting worst-case scenario observations for the

3The backward acceptable window was also used in Chapter 3 for inference purposes with the dVAP network.
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first time slice and computing for that time the posterior probability distribution for the hidden
variable from which M can be readily established. Note that worst-case scenario observations
are related to a particular patient profile that can be determined either with the help of an expert
or using the dataset at hand. The complexity that our method now entails is just the complexity
of computing M which is similar to performing a single propagation for a single time slice. This
computational burden is considerably less than the burden of performing nφ time slices of exact
inference, which we thereby forestall in the sensitivity analysis. Note that for patients with pro-
files that do not favour the onset of the disease, the computation of nφ based upon this value M
will lead to a larger backward acceptable window than the one computed directly from equation
(4.5.2).

In view of sensitivity analysis, we observe that the value of nφ that is established as outlined
above, is based on the original values of all parameters of the model under study. We further
observe that the minimal mixing rate δA used in the computation of nφ is algebraically depen-
dent on the model’s transition parameters. Using ωφ

n,ε based upon nφ for sensitivity analysis,
therefore, is guaranteed to result in approximate sensitivity functions within an accuracy of ε for
non-transition parameters only. For transition parameters, this property does not hold in general
and the approximation may degrade for values that are far from the original values of these pa-
rameters. We note, however, that given the original value of a transition parameter, the difference
between the true probability of interest and the approximate one is smaller than ε. Since the value
nφ changes in a stepwise manner only, this property holds for a range of values for the parameter.
Figure 4.11 illustrates the relationship between nφ and δA for particular values of n, ε and M .
We observe from the figure that there is a range of values of δA for which the value of nφ stays
the same. This finding has its origin in the fact that the integer part �·� of equation (4.5.3) does
not change for particular ranges of values for δA.

To gain further insight in our approximate scheme for sensitivity analysis, we would like to
know how a change in a transition parameter θa would affect the number of time slices nφ. In
doing so, we first have to deduce the exact relation between δA and θa. We use the next result.

Lemma 4.5.1. Let k be a probability vector and let f be a function defined as f(i, θ) = min{θ, ki}+∑
j �=i min{πj · (1− θ), kj}, where θ ∈ [0, 1] and

∑
j �=i πj =1, πj > 0, for all i. Then, f(i, θ) is a

piece-wise linear concave function and attains its maximum at θ=ki.
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Proof: We consider the functions fi(θ) = min{θ, ki} and fj(θ) = min{πj · (1 − θ), kj} such
that f(i, θ) = fi(θ) +

∑
j �=i fj(θ). We observe that fi(θ) is an increasing linear function within

the interval [0, ki) and a constant function within [ki, 1], while fj(θ) is a constant function within
[0, rj) and a decreasing linear function within [rj, 1], where rj =1−kj

πj
. Without loss of generality,

we assume that no two rj’s are equal. Since f(i, θ) is a sum of two piece-wise linear concave
functions, it is a piece-wise linear concave function itself. We now have that the following
inequalities ki > rj or ki < rj are impossible to hold for all j 	= i. To see that, suppose that it is
true. Then, ki > (<)1− kj

πj
for all j 	= i, and therefore ki ·

∑
j �=i πj > (<)

∑
j �=i πj−

∑
j �=i kj . But

since
∑

j �=i πj = 1, we then have that ki > (<)ki which is impossible. Therefore, for some rj′ , it
holds that ki < rj′ . We further know that the derivative of fi(θ) within [0, ki) is 1. Moreover, the
derivatives of fj(θ) within [rj, 1] are −πj . Now we can readily notice that f(i, θ) is increasing in
[0, ki) with rate at least equal to (1 −

∑
j �=i:rj<ki

πj), and decreasing in [ki, 1] with rate at most
equal to (−

∑
j �=i:rj>ki

πj). The result now follows directly. �

We now focus on the minimal mixing rate of the transition matrix and its relation with a transition
parameter.

Proposition 4.5.2. Let A be a transition matrix. The minimal mixing rate δA of A is a piece-wise
linear concave function in θa = aij . There exist values θ∗a, θ

′
a ∈ (0, 1) for the parameter θ such

that δA attains its maximum for any θa ∈ [θ∗a, θ
′
a]. In the special case where A is a 2×2 matrix or

all the rows of A except the i-th are equal, it holds that θ∗a = θ
′
a.

Proof: Without loss of generality, we prove the property for a 3 × 3 transition matrix A =⎡⎣ θa π2 · (1 − θa) π3 · (1 − θa)
a21 a22 a23

a31 a32 a33

⎤⎦, with π2 +π3 = 1 under the proportional co-variation scheme,

and a2,1 	= a3,i for i = 1, . . . , 3. The minimal mixing rate of A equals δA(θa) = min
{
δ1(θa), δ2(θa),

δ3(θa)
}

, where

δ1(θa) = min{θa, a21} +
3∑

i=2

min{πi · (1 − θa), a2i}

δ2(θa) = min{θa, a31} +
3∑

i=2

min{πi · (1 − θa), a3i}

δ3(θa) =
3∑

i=1

min{a2i, a3i}

Note that the computation of δA(θa) involves the computation of the individual functions δi(θa), i=
1, 2, 3, for each pair of rows of A. From Lemma 4.5.1, we now have that δ1(θa) and δ2(θa) are
piece-wise linear concave functions. The function δ3(θa) is a constant with respect to θa, denoted
as δ3. We conclude that δA(θa) is also a piece-wise linear concave function.

Let δ3 be the maximum of the constant function δ3(θa). For δ1(θa), we have that its maximum δ∗1
occurs at a21. Choosing π2 = a32

1−a31
and π3 = a33

1−a31
we have that δ1(a31)=δ3, and since a31 	= a21,
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Ω = [zx, z̄x, zx̄, z̄x̄]

Ω′ = [z, z̄] S =

⎡⎢⎢⎣
z|zx z̄|zx
z|z̄x z̄|z̄x
z|zx̄ z̄|zx̄
z|z̄x̄ z̄|z̄x̄

⎤⎥⎥⎦
Figure 4.13: The stochastic process Zn depends on the variable Xn. The minimal mixing rate
for Zn depends on the stochastic matrix A′. The state spaces before and after the transition are Ω
and Ω′ respectively.

we have that δ3 < δ∗1 . Because δ1(θa) is a continuous and concave function, there exists θ̄∗a, θ
∗
a

such that for any θa ∈ [θ̄∗a, θ
∗
a] it holds that δ1(θa) ≥ δ3. In a similar manner for δ2(θa), there

exists θ̄
′
a, θ

′
a such that for any θa ∈ [θ̄

′
a, θ

′
a] it holds that δ2(θa) ≥ δ3. Since δA(θa) is concave, we

have that for any θa ∈ [θ̄∗a, θ
∗
a] ∩ [θ̄

′
a, θ

′
a] we obtain that δA(θa) = δ3. The result now follows.

For a 2×2 transition matrix A =

[
θa 1−θa

a21 a22

]
, it follows directly from Lemma 4.5.1, that δA(θa)

is increasing for any θa ∈ [0, a21) and decreasing for any θa ∈ [a21, 1]. δA(θa) therefore attains
its maximum at just θa = a21. Finally, if an m × m transition matrix A has all its rows the same
except the one of which we are varying θa, then from the proof above we find that there is a
single θ∗a for which δA(θa) attains its maximum. �

From the previous proposition we notice that since the mixing rate δA is a piece-wise linear
concave function in a transition parameter θa and attains its maximum value within (0, 1), its
minimum occurs at θa = 0 or at θa = 1. This minimum value for δA can be used to compute
a value for nφ that guarantees ε-accuracy in the approximated sensitivity functions. Note that a
smaller value for δA means a smaller value for nφ and thus a larger backward acceptable window.
We further observe from the proposition that the parameter θa can vary within the interval [θ∗a, θ

′
a]

without inducing a change in the value of δA and, hence, of nφ. There is thus a guarantee of ε-
accuracy for the approximated sensitivity functions within this interval. Figure 4.12 illustrates
the relation between θa and δA for a 3×3 transition matrix A.

Use of the backward acceptable window is crucial for obtaining simpler polynomial functions
with fewer constants upon performing a sensitivity analysis. From the previous observations, we
have that for any parameter under study we can expect a range of values within which it can
be varied and the resulting sensitivity functions will still be within a specified level of accuracy.
More specifically, a restricted range of values applies to transition parameters, whereas non-
transition parameters can be varied within the entire [0, 1] interval.

4.5.2 Contraction of multiple processes

So far, we have considered DBNs with a single hidden process only. As we argued in Chapter
2, a DBN with multiple interacting processes can be represented as a single-process stochastic
model with a global transition matrix AG by enumerating all combinations of values for the hid-
den variables. In principle, therefore, we can compute the minimal mixing rate δAG

for the global
matrix and determine an acceptable window as outlined before. Such a procedure, however, is
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Figure 4.14: Decomposition of a transition process (Xn, Zn) in a structured two-phase process
(in boxes) using intermediate variables Xx, Xz and Zz.

highly time consuming, if not infeasible, for realistic models since the size of AG grows expo-
nentially with the number of variables representing the state of the process. We now show that
we can compute a lower bound on δAG

from knowledge of the contraction rates of the individ-
ual processes of the model. As a consequence, we can perform approximate sensitivity analysis
using this bound.

The definition of minimal mixing rate can be generalised to models in which a stochastic
process depends not just on its previous state but on the values of some other variables as well.
The state space Ω = {w1, . . . , wm} before the stochastic transition and the state space Ω′ =
{w′

1, . . . , w
′
m′} after the transition then are not necessarily the same, and there is an m × m′

stochastic matrix S rather than a transition matrix A; Figure 4.13 illustrates the basic idea. Boyen
(2002, Theorem 5.11) proved that a DBN can be approximated by conditionally independent
sets of processes and that a minimal mixing rate can be computed based on this independence
assumption. We now follow a similar approach in establishing a lower bound on δAG

. We recall
that the larger the mixing rate, the larger the nφ and the smaller the backward window that we
can acceptably use for the sensitivity analysis.

Theorem 4.5.3. Let Q be a DBN that includes q hidden variables modelling processes with
stochastic matrices S1, . . . , Sq, q ≥ 1, such that each hidden variable X i depends on at most k
other hidden variables and influences at most l other hidden variables. For each variable X i, let
δSi

be its minimal mixing rate. Then, a lower bound on the minimal mixing rate δAG
of the model

Q is

δAG
≥
(

min{δS1 , . . . , δSq}
k

)l

· min{δS1 , . . . , δSq}l

Proof: The proof is an immediate corollary of [15, Theorem 5.11] where the transition of each
hidden variable is split into two consecutive phases. The first of these phases chooses whether
the process will contract, and the second one concludes the transition in a way that depends on
whether the process has contracted. Figure 4.14 illustrates the decomposition of the transition
process. Since the two phases are shown to form a Markov chain, the mixing rate of Q is at
least that of the first phase alone. A lower bound on the mixing rate for the first phase of the

transition of a variable X i that depends on k other hidden variables now is simply
min{δS1

,...,δSq}
k

[15]. Since the influence of the variable X i on another variable involves the construction of an
intermediate variable for the first phase which contracts independently with rate at least equal to
min(δS1 , . . . , δSq), the result in the theorem follows. �
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Figure 4.15: The relation between nφ and the error ε for a specific patient in the dVAP network.

For a DBN composed of several sparsely interacting processes each of which is fairly stochastic,
we expect a reasonable lower bound on the overall mixing rate δAG

from the property stated in
the theorem. For more densely interacting processes, the usefulness of the bound will deteriorate.

Example 9. For the dVAP network, Figure 4.15 shows, as an example, the relationship between
the error ε and the size of a backward acceptable window for a specific patient. We observe that
there is negligible error between the true probability distribution at time 10 and the one obtained
using a value for nφ as high as 7. For all patients from our data collection in fact, we found
that instead of using the observations for all 10 days in the ICU upon performing a sensitivity
analysis for the probability of VAP, we can use the observations from day 5 on with an average
error smaller than ε = 0.003. �

The results obtained with the dVAP network are quite promising for practical purposes since
they show that even if the dynamic processes of a DBN are not highly stochastic, the backward
acceptable window can still be small enough to allow for good approximations of the sensitivity
functions in reasonable time.

4.5.3 Least-square approximation

In general, the aim of performing a sensitivity analysis is to select the parameter probabilities
that upon variation show a large effect on the output of the model under study. For this purpose,
several concepts have been proposed, such as the concepts of sensitivity value [80] and admissi-
ble deviation [126]; a sensitivity function can further be used to identify changes in the parameter
under study that serve to satisfy a query constraint on the output probability [18]. These concepts
build directly upon the sensitivity functions resulting from the analysis and share that they re-
quire further manipulation of these functions. Such manipulations, however, can readily become
infeasible for the higher-order polynomials established for DBNs.

To allow, therefore, for further manipulation of the sensitivity functions for a DBN, we ap-
proximate such a function by a single polynomial of restricted complexity. For this purpose, we
use a least squares approximation. From the established sensitivity function, we generate a large
number of data points. Using these data points, estimates are obtained for the coefficients of a
polynomial f with a desired order that satisfies the least-squares fit criterion, where the objective
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Figure 4.16: Comparison of the exact and approximate sensitivity functions expressing the
probability distribution p(VAP | y1:10) in terms of the parameter θ = p(rad.signs = yes |
pneumonia = yes).

is to minimise

Error(f) =
1

2

∑
k

[hk − f(k)]2

where k and hk correspond to a point in the interval [0, 1] and its associated value from the true
sensitivity function, respectively. The resulting polynomial then is taken as an approximation
of the true sensitivity function and used for further manipulation. The order of the approximate
function is determined by a threshold value for Error(f) which can be established experimen-
tally.

The least-squares approximation technique can be applied not only to exact sensitivity func-
tions, but to the functions obtained using the backward acceptable window as well, thereby pro-
viding a two-stage approximation of the true sensitivity functions. In this way, we obtain in little
time, and without too much loss in accuracy, a single polynomial of relatively low order that
describes the influence of the parameter under study on the posterior probability of interest.

Example 10. As an example, we consider the effect of varying the parameter θ=p(rad.signs=
yes | pneumonia = yes) in the dVAP network on the probability of pneumonia = yes at day
10 given the evidence y1:10 for a specific patient. The true sensitivity function is a quotient of
two polynomials of order 10. Using the backward acceptable window, the resulting approximate
sensitivity function is a quotient of polynomials of order 6 each. To simplify this function, we
constructed a simpler polynomial as described above. Using 1000 data points generated from
the approximate function, we computed a polynomial of order 4. The resulting approximate
sensitivity function with respect to θ equals

f(θ) = −6.287·θ4 + 9.724·θ3 − 5.08·θ2 + 0.837·θ + 0.936

Figure 4.16 shows the difference between the exact and the approximate sensitivity functions with
or without the least-squares approximation. Note that the two-stage approximation of the true
sensitivity function still shows a close fit to the true sensitivity function. �
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4.6 Discussion

Building upon previous work on sensitivity analysis of BNs, we studied the sensitivity proper-
ties of DBNs. Since the sensitivity properties of BNs extend directly to the component networks
embedded in a DBN, we focused our analysis on the transition behaviour of DBNs. More specifi-
cally, we initially studied the sensitivity properties of the transition behaviour of HMMs to allow
for an analysis of these properties of isolation. We showed that the sensitivity functions for a
HMM can be either a polynomial or a quotient of polynomials in a parameter under study. We
argued that the constants of these functions can be established by solving a system of linear
equations. We showed moreover that some of these constants can be computed explicitly from
the model. We generalised these results to DBNs and presented functional forms to express the
sensitivity of a probability of interest in terms of one or more parameters from a single CPT.
Moreover, we used these sensitivity functions for studying the robustness of the output of the
network in view of the threshold decision making.

Also, we made some contributions to reducing the runtime complexity of sensitivity analy-
sis of DBNs. We detailed an approximate method for sensitivity analysis that has less runtime
requirements than the exact method and yet has a small loss in accuracy. To provide for further
computations based upon the approximate sensitivity functions, we presented a method for an
additional approximation of their functional form. Our experiments on the dVAP network in-
dicated that the sensitivity functions for our model can be computed efficiently with just minor
fluctuations from their exact values.





CHAPTER 5

Exploiting Observations and Parameters
for Approximate Inference

“Everything should be made as simple as possible, but not simpler”.
Albert Einstein

Reasoning with dynamic networks inevitably becomes computationally infeasible for models
with many hidden variables in the forward interface. In this chapter, we study how observation
sequences and the parameters of a model can be exploited to ease the computational burden of
inference. The chapter is composed of two parts in which where we derive different algorithms
for approximate inference with dynamic networks.

In the first part, we study in detail the effect of a sequence of consecutive similar observations
on the posterior probability distribution of the hidden variables representing a dynamic process.
We show that, given such a sequence, the posterior distribution converges to a limit distribution.
Building upon the rate of the convergence, we further show that, given some wished-for level of
accuracy, part of the inference can be forestalled. To evaluate our theoretical results, we study
their implications for the dVAP network and for a benchmark model for agricultural purposes.
Our results indicate that whenever consecutive similar observations arise, the computational re-
quirements of inference in dynamic networks can be drastically reduced.

In the second part of the chapter, we propose a sequential sampling algorithm that extends
the framework of particle filtering. The main principle is to recursively generate samples which
approximate the distributions over a network’s variables. This generation of samples includes a
resampling step which serves to concentrate samples according to their relative weight in regions
of interest of the state-space. Instead of resampling, we propose regularisation of the empirical
distribution associated with the samples, using kernel functions. Our approach is suitable espe-
cially for models where the transition matrix is near deterministic or there is little noise in the
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observations. Our preliminary experiments show that this regularised particle filtering leads to
more accurate estimates than standard particle filtering. We also apply our algorithm to the dVAP
network and report promising results for its diagnostic performance.

5.1 Convergence in Dynamic Networks: Introduction

Exact inference in DBNs can be computationally hard, since the runtime requirements of the
available algorithms are exponential in the number of variables that are used to represent the
hidden process [13,88]. In this chapter, we will show that the nature of the observations obtained
may help reduce the requirements involved. We will show more specifically that, after a spe-
cific number of consecutive similar observations have been propagated, the posterior distribution
of the stochastic process has converged to a limit distribution within some level of accuracy.
Continuing to obtain similar observations will not alter the distribution beyond this level and
therefore no further inference is required. The total number of time slices over which we need
to perform inference can thus be drastically reduced, leading to considerable computational sav-
ings. The achieved reduction depends upon the wished-for level of accuracy: the higher the
accuracy we want, the fewer the savings will be. It is well known from the literature on Markov
chains [68, 106], that an ergodic Markov chain converges geometrically to a stationary distri-
bution that is (in the limit) independent of the initial distribution of its states. To the best of
our knowledge, integration of these results into dynamic networks in general with the aim of
reducing the computational requirements involved has not been addressed before.

We initially restrict our presentation to HMMs, using an example application from the med-
ical domain. We subsequently indicate how our method can be extended to dynamic networks
with a richer structure in their set of observable variables and to models that capture interventions
of the modelled process. We further show how our analysis applies to networks consisting of in-
teracting processes. We validate our theoretical results on the dVAP network and on the Mildew
network for forecasting mildew fungus and gross yield from a field wheat [74]. Our experimental
results support our theoretical analysis and show that consecutive similar observations can play
a significant role in speeding up inference. For some patients in the dVAP model especially, we
achieved a reduction of the number of computations involved by a factor of the order of 213,
which led to a substantial speed up of the inference.

The first part of this chapter is organised as follows. In Section 5.2, we set out by introduc-
ing the real-life application that motivated our study. In Section 5.3 we propose an alternative
framework for inference with HMMs that is tailored to our analysis. We continue in Section 5.4
by studying the effect of consecutive similar observations in HMMs and determining the con-
vergence rate for the probability distribution of the hidden process. We then address in Section
5.5 the effect of consecutive similar observations for networks with richer structure. In Section
5.6, we analyse the runtime savings that are achieved by forestalling part of the inference and
illustrate these savings on the dVAP and Mildew networks. This part ends with our conclusions
in Section 5.7.
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Γ =
[
0.13 0.87

]

A =

[
0.95 0.05
0.15 0.85

]
OSA =

[
0.708 0.292
0.55 0.45

]
OBT =

[
0.56 0.24 0.2
0.028 0.95 0.022

]

Figure 5.1: A dynamic model for the evolution of pneumonia with two observable variables; the
probability tables are obtained from [109].

5.2 A motivating example

Throughout the chapter we will use the dynamic network from Figure 5.1 for our running ex-
ample. The network constitutes a simplified model developed for the management of VAP in
patients at the ICU [84, 109]. Pneumonia, denoted as PN, constitutes the binary unobservable
variable that we would like to study over time. The observable variables model a patient’s body
temperature, denoted as BT, with values {>38.5 ◦C, normal, <36.0 ◦C}, and sputum amount,
denoted as SA, with values {yes, no}. Both the transition and the observation model are given in
Figure 5.1. The transition matrix A, for example, indicates that if a patient does not have pneu-
monia at a particular time n, then there is a probability of 0.15 that she/he will have developed
pneumonia at time n + 1. The observation matrix OBT , for example, states that the probability
that a patient will show a high temperature given that she/he has pneumonia, is 0.56; if she/he
does not have pneumonia, this probability is just 0.028. The observable variables are measured
every two hours. As an example, Figures 5.2 and 5.3 illustrate the data obtained for two patients
on a specific day. From Figure 5.2 we note that within the data for patient Id.1051, two sequences
of consecutive similar observations can be discerned per variable; for both variables combined,
three such sequences are found. From Figure 5.3 pertaining to patient Id.851, two sequences of
consecutive similar observations can be discerned for BT and three sequences for SA; for both
variables combined, there also are three sequences. Table 5.1 summarises these findings.

We now are interested in determining whether we need to use all the data that are available
for a particular patient to establish the probability distribution of the variable PN within reason-
able accuracy. For example, using the model from Figure 5.1, we compute the probability of
pneumonia at time 22:00 for patient Id.1051 to be 0.997887. This probability does not differ
much from the probability at time 20:00 which is 0.997881, nor from that at time 18:00 which is
0.997726. Similarly for patient Id.851 we find the probability of pneumonia at time 22:00 to be
0.034551, while at time 20:00 this probability is 0.036490 and at time 18:00 it is 0.047090. Since
after a specific number of consecutive similar observations the probability distribution over the
hidden variable does not change much with respect to a given level of accuracy, it is worthwhile
to investigate whether we can forestall part of the inference.
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Figure 5.2: The data for patient Id.1015 on a specific day, where • is used for a BT observation
and � for an SA observation.
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Figure 5.3: The data for patient Id.851 on a specific day, where • is used for a BT observation
and � for an SA observation.

Observations Id.1051 Id.851

BT=normal 24:00-12:00 12:00-22:00

BT=> 38.5 14:00-22:00 24:00-10:00

SA=no 2:00-4:00 10:00-22:00

SA=yes 6:00-22:00 24:00-2:00,6:00-8:00

Set of observations Id.1051 Id.851

BT=normal, SA=no 2:00-4:00 12:00-22:00

BT=normal, SA=yes 6:00-12:00 -

BT=> 38.5, SA=yes 14:00-22:00 24:00-2:00,6:00-8:00

Table 5.1: The sequences of consecutive similar observations per variable and for both variables
combined, from the data for patients Id.1015 and Id.851.
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5.3 An alternative scheme for inference

For exact inference with an HMM, the FB algorithm can be used as we have seen in Chapter
2. Instead of using this algorithm directly, we propose an alternative framework for inference
with HMMs that is better suited to our analysis of the effect of consecutive similar observations.
Our framework uses an explicit representation of the matrix multiplications that are involved in
inference. It further builds upon the concept of arc reversal when we perform inference for the
past [111]. Our framework can also be readily extended to dynamic models with conditionally
independent observable variables as we will show in Section 5.5.

We consider an HMM H = (X,Y,A,O, Γ). As before, we denote by y1:N the evidence up to
and including time N , and we assume that there are no missing values in y1:N . We further denote
by OM(j) = diag(O1j, . . . , Omj), j = 1, . . . , l, the diagonal matrix that is constructed from the
jth column of the observation matrix O; we call this matrix the observation column matrix for
observation j. The present row vector PVn for time n now is defined as PVn(i) = p(Xn = i |
y1:n), i = 1, . . . ,m, and is computed recursively as follows:

• at time 1, for an observation j, we take PV1 =Γ · OM(j);

• at time n = 2, . . . , N , for an observation j, we take PVn =PVn−1 · A · OM(j).

In each step, we normalise the vector PVn by dividing it by
∑m

i=1 PVn(i). Note that these
computation rules represent just an alternative computation of the forward probability fan as
described in Chapter 2.

Example 11. As an example, we consider a patient who has a normal body temperature for the
first two time slices. We are interested in the probability that this patient has pneumonia at time
2. For time 1, we compute the present row vector PV1 to be

PV1 =
[
0.13 0.87

]
·
[
0.24 0
0 0.95

]
=
[
0.0364 0.9636

]
For time 2, we find for the present row vector that

PV2 =
[
0.0364 0.9636

]
·
[
0.95 0.05
0.15 0.85

]
·
[
0.24 0
0 0.95

]
= . . . =

[
0.0522 0.9478

]
The probability that this patient currently has pneumonia therefore is just 0.0522. �

For forecasting the probability distribution of the hidden variable Xn at some time n > N in the
future, we define the future row vector FVn,N by FVn,N(i) = p(Xn = i | y1:N), i = 1, . . . , m.
The vector is computed as

FVn,N = PVN · An−N (5.3.1)

For computing the probability distribution for some time n < N in the past, we define the
backward row vector BVn,N by BVn,N(i) = p(Xn = i | y1:N), i = 1, . . . ,m. The backward
row vector can be computed recursively by applying evidence absorption and arc reversal [111];
Figure 5.4 illustrates the basic idea. We observe that the values of the variable Xn affect the
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Forward influence Backward influence

Figure 5.4: Arc reversal in an HMM.

probability distribution of the variable Xn+1 via the transition matrix A. By using Bayes’ theorem

p(Xn | Xn+1) =
p(Xn+1 | Xn) · p(Xn)

p(Xn+1)
(5.3.2)

we find that the values of the variable Xn+1 affect the probability distribution of the variable Xn

via the matrix AAn+1,n, with AAn+1,n(ij)= p(Xn = j | Xn+1 = i), i, j = 1, . . . ,m. The matrix
AAn+1,n is established for n = 1, . . . , N − 1 from

• p(Xn) = PVn;

• p(Xn+1) = p(Xn) · A;

• AAn+1,n is computed from p(Xn | Xn+1) using equation (5.3.2).

The backward row vector BVn,N then is computed recursively from

• BVN,N = PVN ;

• for n = N − 1, . . . , 1, we take BVn,N = BVn+1,N · AAn+1,n.

Again, we normalise the vector BVn,N in each step by dividing it by
∑m

i=1 BVn,N(i). Note
that the matrix AAn+1,n in essence represents the reversed transition behaviour of the process
and determines the strength of the influence of observations in the future on the probability
distribution of the hidden process in previous times. Also note that the matrix AAn+1,n is well-
defined when each state of the represented process has a non-zero probability of persisting.

In essence, the computational complexity of our framework is the same as that of the Forward-
Backward algorithm when used for inference [85, 88]. We recall that, if the hidden variable has
m possible values, monitoring requires O(m2) operations per time slice. Smoothing requires
O(m2 · N) operations for a dataset with observations up to and including time N ; smoothing
further needs O(m · N) space to store the matrices AA that will be used to compute the back-
ward row vector. An extension of our inference framework to dynamic networks with multiple
interacting processes is possible. Since the number of states of the overall process grows ex-
ponentially with the number of processes, however, maintaining an explicit representation of
transition and observation matrices will be infeasible. A more efficient algorithm as we have
seen then is the interface algorithm [88].
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5.4 Consecutive similar observations

We analyse the effect of observing consecutive similar values for an observable variable on the
probability distribution of the hidden variable. More specifically, we are interested in the con-
vergence behaviour of the posterior distribution of the variable Xn in terms of the number kj of
consecutive observations j. We will argue that, given a specific kj , observing more similar values
will not alter the probability distribution of the hidden variable beyond a given level of accuracy.

We consider an HMM with a single observable variable and an associated dataset y1:N . We
suppose that the same value j is observed for this variable from time n up to and including time
N for some n < N ; the number of consecutive similar observations thus is kj = N − (n − 1).
Using our inference framework, the present row vector PVN is computed to be

PVN = α(kj, PVn−1) · PVn−1 · (A · OM(j))kj

= α(kj, PVn−1) · PVn−1 · (Rj)
kj (5.4.1)

where α(kj, PVn−1) is a normalisation constant that depends on kj and PVn−1, and Rj is the
square matrix Rj = A · OM(j). We will use equation (5.4.1) to study the convergence of the
present row vector to a limit distribution. More specifically, we would like to estimate the number
kj of consecutive similar observations such that

|PVkj+1 − PVkj
|∞ ≤ ε

where ε > 0 is a predefined level of accuracy and |w|∞ ≡ maxi |wi| denotes the L∞ norm of a
vector w = (w1, . . . , wm). We then have that observing more than kj consecutive similar values
will add no extra information to the probability distribution of the hidden variable and no further
inference needs to be performed.

To establish the convergence behaviour of the present row vector PVN , and of the matrix Rj

more specifically, we build upon the notion of spectral radius, where the spectral radius ρ(A)
of a square matrix A is defined as ρ(A) ≡ max{|ξ| : ξ is an eigenvalue of A}. The following
theorem [66, Theorem 5.6.12] reviews a necessary and sufficient condition for the convergence
of reflexive multiplication of a square matrix in terms of its spectral radius.

Theorem 5.4.1. Let A be a square matrix. Then, limk→∞ Ak =0 if and only if ρ(A)<1.

To study the spectral radius of the matrix Rj , we recall that Rj is the product of a stochas-
tic matrix A and the nonnegative diagonal observation column matrix OM(j). The following
proposition now states a property of the spectral radius of such a product, based upon which we
will argue that ρ(Rj) < 1 for any non-trivial Rj .

Proposition 5.4.2. Let A be a stochastic matrix and let B be a diagonal matrix. Then, ρ(A·B) ≤
ρ(B).

Proof: From [66, Theorem 5.6.9] we have that for any square matrix A, it holds that ρ(A) ≤
‖A‖, where ‖�‖ is any matrix norm. From this property we have that ρ(A · B) ≤ ‖A · B‖. Now,
any matrix norm satisfies the submultiplicative axiom which states that ‖A · B‖ ≤ ‖A‖ · ‖B‖.
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Hence, ρ(A · B) ≤ ‖A‖ · ‖B‖. By choosing the maximum row sum matrix norm ‖�‖∞ which is
defined on A as

‖A‖∞ ≡ max
i

n∑
j=1

|aij|

we find that ‖A‖∞ = ρ(A) = 1 and ‖B‖∞ = ρ(B). The property stated in the proposition now
follows directly. �

From Proposition 5.4.2 we conclude for the spectral radius of the matrix Rj that ρ(Rj) ≤
ρ(OM(j)) ≤ 1. We note that ρ(Rj) = 1 only if OM(j) is the identity matrix, which basi-
cally means that the observation j is deterministically related with the hidden state, or the hidden
process itself is deterministic and at least one element of OM(j) equals one. For any non-trivial
transition matrix and observation column matrix, therefore, we have that ρ(Rj) < 1. From The-
orem 5.4.1 we can now conclude that limkj→∞ R

kj

j = 0. Note that from this property we cannot
yet conclude that the present row vector PVN converges to some limit distribution, since we also
need to establish the limit behaviour of the normalisation constant α(kj, PVn−1). We recall that
the normalisation constant is dependent not only of kj but of PVn−1 as well. If PVN converges,
it will converge to a probability distribution, which implies that α(kj, PVn−1) will diverge ac-
cording to 1/ρ(Rj)

kj . To establish whether or not PVN converges therefore, we have to study
the limit behaviour of α(kj, PVn−1) · (Rj)

kj . For this purpose, we build upon the following
theorem, known as Perron’s theorem [66, Theorem 8.2.11], which provides a limit matrix for
[ρ(Rj)

−1 · Rj]
kj .

Theorem 5.4.3. (Perron’s theorem) Let A be a square matrix with positive elements. Then,
limk→∞[ρ(A)−1 · A]k = LA where LA ≡ x · yT , with A · x = ρ(A) · x, AT · y = ρ(A) · y, x >
0, y > 0, and xT · y = 1.

Before applying Perron’s theorem to [ρ(Rj)
−1 · Rj]

kj , we re-arrange equation (5.4.1) to get

PVN = PVn−1 · α(kj, PVn−1) · ρ(Rj)
kj · (Rj/ρ(Rj))

kj (5.4.2)

Note that α(kj, PVn−1) being a non-linear function of PVn−1 prohibits a straightforward applica-
tion of Perron’s theorem in equation (5.4.2). We therefore begin by showing that we can indeed
establish the convergence of PVN by building upon the theorem of Perron.

Proposition 5.4.4. Let ckj
≡α(kj, PVn−1)·ρ(Rj)

kj where αkj
(PVn−1, kj) and Rj are as in equa-

tion (5.4.1). Then, limkj→∞ ckj
=c for some constant c>0, and limkj→∞ PVN =c ·PVn−1 ·LRj

,
where LRj

is as defined in Theorem 5.4.3.

Proof: By definition we have that

ckj
= α(kj, PVn−1) · ρ(Rj)

kj =
ρ(Rj)

kj∑
i(PVn−1 · Rkj

j )(i)
=

1∑
i(PVn−1 · [ρ(Rj)−1 · Rj]kj)(i)
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From Theorem 5.4.3, we now find that limkj→∞ ckj
= c, where c equals

c =

[∑
i

(PVn−1 · LRj
)(i)

]−1

> 0

For any vector norm we further have that∥∥α(kj, PVn−1)·PVn−1 ·Rkj

j − c·PVn−1 ·LRj

∥∥
=
∥∥α(kj, PVn−1)·PVn−1 ·ρ(Rj)

kj ·
[ Rj

ρ(Rj)

]kj − c·PVn−1 ·LRj

∥∥
=
∥∥ckj

·PVn−1 ·
[ Rj

ρ(Rj)

]kj − c·PVn−1 ·LRj

∥∥
≤ |ckj

− c|·
∥∥PVn−1 ·

R
kj
j

ρ(Rj)
kj

∥∥+
∥∥c·PVn−1

∥∥·∥∥ R
kj
j

ρ(Rj)
kj

− LRj

∥∥
The last inequality results from the submultiplicative axiom and the triangle inequality for vector
norms. Since ckj

converges to c and [ρ(Rj)
−1 ·Rj]

kj converges to LRj
for kj → ∞, the right-hand

side of the inequality converges to 0. We conclude that

lim
kj→∞

α(kj, PVn−1) · PVn−1 · Rkj

j = c · PVn−1 · LRj
(5.4.3)

which completes the proof. �

From Proposition 5.4.4 we now have that the present row vector PVN converges to a particular
limit distribution. This limit distribution can in fact be computed from equation (5.4.3) from the
proof of the proposition; to obtain LRj

to this end, [ρ(Rj)
−1 · Rj] can be raised to a relatively

large power.
Horn and Johnson [66, Lemma 8.2.7] provide an upper bound on the rate of the convergence

of PVN to the limit distribution. The upper bound equals∥∥∥[ρ(Rj)
−1 · Rj]

kj − LRj

∥∥∥
∞

< d · rkj (5.4.4)

for some positive unknown constant d ≤ 1 which depends on Rj and for any r with

|ξ2|
ρ(Rj)

< r < 1 (5.4.5)

where ξ2 is the second largest modulus eigenvalue of Rj . From the upper bound on the rate
of convergence of the present row vector using d = 1, we can now establish, for any level of
accuracy ε, the value of kj for which the right-hand side of equation (5.4.4) becomes smaller than
ε, that is, the value of kj for which the present row vector will converge to the limit distribution
within ε. Note that using d = 1 serves to give a conservative value for kj . Furthermore, using
r → |ξ2|

ρ(Rj)
leads to a smaller value for kj .
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for each value j determine k′
j such that d · rk′

j < ε where ε is the specified level of accuracy;

for n=1, . . . , N do

j ← observed value at time n;

if n > k′
j and the observations at times n − k′

j − 1, . . . , n − 1 equal j then

PVn = PVn−1

else

PVn = α · PVn−1 · A · OM(j) where α is a normalisation constant

end

Figure 5.5: Pseudocode for monitoring with consecutive similar observations.

The importance of the above result lies in the observation that for a given dynamic network,
we can determine, before actually obtaining any evidence, the number of consecutive similar
observations for which the probability distribution of the modelled process will converge within
a wished-for level of accuracy. We can then forestall performing inference whenever this num-
ber is exceeded. Figure 5.5 summarises our scheme for inference in dynamic networks with
consecutive similar observations. Note that the inference is resumed as soon as a dissimilar ob-
servation is found after a sequence of similar observations. The inference then is resumed using
the approximate row vector which may include an error of at most ε. The error in this vector
decreases exponentially over time. The rate of the decrease depends on the mixing properties of
the transition matrix A of the process; we refer to [13] for further details.

Example 12. As an example, we consider again our model of pneumonia from Figure 5.1 and
the data for patient Id.1051. For the combination of observations BT > 38.5 and SA=yes we
find that

Rj =

[
0.95 0.05
0.15 0.85

]
·
[
0.56 0
0 0.028

]
·
[
0.708 0

0 0.55

]
=

[
0.3767 0.0008
0.0595 0.0131

]
From the computed matrix Rj we thus have that ρ(Rj)=0.3768 and ξ2 =0.0131. From equation
(5.4.5), we now find that the rate of convergence is slightly larger than 0.0345, which means
that the speed with which the present row vector approaches its limit distribution is quite high.
In fact, for any level of accuracy ε≥ 0.001, the number of consecutive similar observations for
which inference has to be performed equals at most k = 3. We thus find that, for this patient,
the probability distribution of pneumonia does not change by more than ε after time 18:00. Any
additional similar observations can therefore be disregarded upon inference. �

Similar results hold also for the other two types of inference in dynamic networks. For fore-
casting, it is evident from equation (5.3.1) that as long as the present vector PVN converges,
the future row vector FVn,N , n > N , converges as well. With regard to smoothing, we observe
from equation (5.3.2) that the matrix AAn+1,n converges when p(Xn) converges, because the
ratio p(Xn)/p(Xn+1) remains bounded. Since the matrix AAn+1,n converges, the backward row
vector BVn,N , n < N , will converge as well.
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Figure 5.6: Dynamic networks with different structures in their observable variables; the grey
nodes represent the observable variables and the dotted nodes represent compound variables.

a) b)

Figure 5.7: The effect of input variables Tn on the hidden process.

5.5 Dynamic networks with richer structure

The essence of our analysis for HMMs extends to dynamic networks with a richer structure either
in the observable variables or in the hidden variables, or in both. In this section we briefly review
the extension of our analysis to these different types of model.

The simplest extension of our analysis pertains to dynamic networks with multiple observ-
able variables that are conditionally independent given the hidden variable. Each such observable
variable Y k

n , k = 1, . . . , q, has associated observation column matrices OMk(jk) for its possible
values jk. Upon inference we now have, for each time n, a set of observations correspond-
ing with the separate observable variables. We then use the product matrix OM(j1, . . . , jq) =∏q

k=1 OMk(jk) in the various computations. Our motivating example illustrates a model with
such multiple observable variables. Note that dynamic networks with multiple observables that
are independent given the hidden variable can be considered as dynamic extensions of Naive
Bayesian classifiers, where the focus is to distinguish between various classes based on a col-
lection of observations [55]. If the observation variables exhibit some mutual dependencies as
in Figure 5.6, we can construct an observation matrix that describes the joint distribution over
these variables. This matrix then is looked upon as the observation matrix of a single compound
variable with the joint value assignments of the included variables for its values. Note that the
new observation matrix can become very large for multiple observable variables that can take
many values.

The dynamics of the hidden variable of a dynamic network may depend on the evolution of
another variable. Such models have been called input-output models in the speech recognition
literature [9]. Similar models have been used for decision planning in medicine [98], where
the input is an action variable modelling alternative treatments. As an example, Figure 5.7a)
depicts a dynamic network with an input variable Tn for our example domain of application.
In general, a dynamic network with input variables Tn has associated a conditional transition
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matrix PXn+1|Tn , which in essence is a set of transition matrices for the evolution of the hidden
variable, given each combination of values for the input variables. Whenever the input and
observable variables of a model are jointly observed to have the same combination of values, we
can use the conditional transition matrix to perform an analysis similar to the one in the previous
sections.

We further consider models in which input variables Tn affect the hidden process of interest
captured by the variable Xn through an intermediate hidden variable Hn. Figure 5.7b) illus-
trates such a model which often appears in applications of speech recognition [96]. For these
models also, as long as the input variable is observed to consecutively have the same value, the
probability distribution of the hidden process converges to a limit distribution. The rate of the
convergence depends on the properties of a matrix that consists of a linear combination of the
conditional transition matrices that represent the influence of the intermediate hidden variable
Hn on the hidden variable of interest. More specifically, in the model of Figure 5.7b), the in-
put variable Tn affects the hidden variable Xn through the conditional transition matrix AXn|hn

i

for each value hn
i of Hn. With s ≥ 1 consecutive input observations T = t starting at time n,

the present row vector will converge with a rate proportional to the ratio |ξ2|/ρ(D), where ξ2 is
the second largest modulus eigenvalue of the matrix D =

∑
i p(Hn = hn

i | T = t) · AXn|hn
i

representing the unconditional transition behaviour of the hidden variable Xn.
Another extension of our analysis pertains to dynamic networks in which separate subnet-

works can be distinguished that are conditionally independent given the hidden variable. For q
conditionally independent subnetworks Bi with the observable variables YBi

, i = 1 . . . , q, we
then use in the various computations the matrix OM(YB1 , . . . ,YBq) =

∏q
i=1 OMBi

(YBi
),

where OMBi
(YBi

) = p(YBi
| Xn) captures the influence of the observations in the i-th subnet-

work on the posterior distribution of the hidden variable.
To conclude, we assumed so far that the sequences of consecutive similar observations in-

volved all the observable variables. Dependent upon the topological properties of the model,
however, our analysis also applies to sequences of similar observations that involve only some
of the observable variables. We recall that the concept of d-separation [97] provides for reading
independencies off the graphical structure of a dynamic network. A subset Hn of the hidden vari-
ables may then be d-separated by a set of observable variables Kn from another set of observable
variables Zn; Figure 5.8 illustrates the basic idea. The set Zn upon observation then cannot affect
the probability distributions of the hidden variables in Hn. Our analysis now applies directly to
similar consecutive observations for the observable variables that are not d-separated from Hn.
As a result, the distribution for the hidden variable Hn converges when consecutive similar ob-
servations are obtained for Yn irrespective of the observations for Zn. Especially for models
with small Yn and large Zn, our analysis may allow for considerably speeding up the inference.

5.6 Computational savings

In the previous two sections, we have argued that the observation of consecutive similar values for
the observable variables in a dynamic network can be exploited to forestall part of the inference.
To investigate the ensuing computational savings in a realistic setting, we monitor the example
dynamic network from Figure 5.1 as well as the dVAP and Mildew networks.
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Figure 5.8: The hidden variable Hn is independent of the set of observable variables Zn =
{Sn, Rn} as long as Kn is observed. Our analysis holds for any sequence of similar consecutive
observations for Yn = {Wn, Kn}, regardless of the observations for Zn.

Figure 5.9: The number of time slices for which observations are propagated by exact inference
and by approximate inference for different levels of accuracy.

5.6.1 The example dynamic network

For the example dynamic network from Figure 5.1, we briefly address the computational savings
that can be achieved upon runtime by exploiting consecutive similar observations. We suppose
that for our model we have available a dataset that includes q sequences of si, i = 1, . . . , q,
consecutive similar combinations of observations, respectively. We further suppose that for these
q sequences, there are π different combinations, each with its own number kj, j = 1, . . . , π,
of observations that need to be propagated; each such combination occurs λj times, so that∑π

j=1 λj = q. For the sequence i of the jth combination of observations, therefore, we do not
need to perform inference for si − kj time slices. For the dataset with observations up to and
including time N therefore, we will perform inference for [N − (

∑q
i=1 si −

∑π
j=1 λj · kj)] time

slices with our new scheme, compared to the N slices that would be performed with an exact
algorithm.

To study the computational savings for our example network in a more practical yet controlled
setting, we generated three datasets. Each dataset concerns a period of three weeks and therefore
includes 3 · 7 · 12 = 252 combinations of observations for the two variables BT and SA. Each
dataset further has been generated to contain sequences of similar observations of lengths 6, 8,
and 10. Dataset 1 has 12 such sequences of length 6, 10 sequences of length 8, and 8 sequences
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dataset 1 dataset 2 dataset 3

ε1 55.19% 62.60% 62.97%

ε2 41.15% 48.92% 47.44%

ε3 31.43% 41.06% 37.36%

Table 5.2: The percentage of savings in space requirements compared to exact inference.

day m.v x.t i/e.r b.t a.d s.a s.p l. p.d i. c. h. p.a

1 5 1 - - 2 2 2 - 2 2 2 1 30

2 4 - 2 1 2 1 2 1 2 2 2 1 2

3 3 - 1 2 2 1 2 2 2 2 2 1 2

4 3 - 1 2 2 1 2 1 2 2 2 1 2

5 2 1 2 2 2 1 2 1 2 2 2 1 2

6 2 1 2 2 1 1 1 2 2 2 2 2 2

7 1 1 1 2 1 1 2 2 2 2 2 2 30

8 1 2 1 2 1 1 2 2 2 2 2 2 30

9 1 2 1 2 1 1 2 2 2 2 2 2 30

10 1 2 2 2 1 1 2 2 2 2 2 2 30

Table 5.3: The dataset for patient Id.25724, where the names of the observable variables have
been abbreviated and the numbers stand for their different values respectively.

of length 10; for the second dataset, these numbers are 8, 12 and 10 respectively, and for the
third dataset they are 10, 8 and 12. With each dataset, we performed exact inference using our
alternative framework; we further performed approximate inference as described above using the
levels of accuracy ε1 = 0.01, ε2 = 0.001 and ε3 = 0.0001. The experiments were run on a 2.4
GHz Intel(R) Pentium computer, using Matlab 6.1. Figure 5.9 shows the number of time slices
for which the computations were conducted per dataset. We note that the number of time slices
for which inference was performed, is reduced for all the datasets by approximately 60% with
ε1, by 45% with ε2, and by 30% with ε3. Table 5.2 shows the savings in space requirements upon
runtime per dataset for the different levels of accuracy. We note that increasing the accuracy by
one order of magnitude results in a 10 − 15% increase in space savings. The results thus reveal
considerable savings and suggest that longer sequences of observations and a lower wished-for
accuracy may lead to larger savings in both time and space requirements. For valid statistical
conclusions, however, more experimental results are necessary.

5.6.2 The dVAP network

The dVAP network includes a total of 30 variables per time slice. The forward interface of the
model includes 17 variables and there are 17 binary hidden variables per time slice. The runtime
complexity of the interface algorithm for exact inference thus is between Ω(218) and O(234),
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Figure 5.10: The convergence behaviour in the probability of pneumonia for patient Id.25724 for
two periods of consecutive similar combinations of observations.

which shows that inference is quite time consuming if not infeasible. To allow for reducing the
computational burden of inference, consecutive similar observations need to be obtained for all
the observable variables since none of these variables is d-separated from the hidden variable of
interest.

The application under study allows consecutive similar observations for the last four days
of the observation period only, because mechanical ventilation changes periodically until the
sixth day after ICU admission, before it remains unaltered for four days. We found that for six
out of our collection of 20 patients, there were at least two consecutive days during which the
same combination of values for the observable variables was obtained. Table 5.3 presents the
dataset for one of these six patients. Figure 5.10 illustrates the convergence behaviour of the
probability of pneumonia for a specific patient for whom two different sequences of consecutive
similar combinations of observations were obtained; one sequence within the period of days
8-9 and another sequence extending for five days after day 10. Upon studying the probability
distributions of the hidden variables for the six patients, we found that on average after three
days of consecutive similar observations these distributions had converged to a limit distribution
for any level of accuracy ε ≥ 0.0028. Further inference could thus be disregarded as long as
consecutive similar observations were obtained. The size of the forward interface was thereby
reduced from 17 to three and the number of hidden variables was reduced from 17 to two. The
model-specific runtime complexity of the interface algorithm now lied between Ω(24) and O(25).
We thus achieved a saving of the runtime requirements for exact inference of at least an order of
213.

On a 2.4 GHz Intel(R) Pentium computer, exact inference with the dVAP network took about
two and a half minutes for 10 time slices, with an average of 0.25 minutes per slice. For a patient
who is observed for one month and for whom two sequences of 10 days of consecutive simi-
lar combinations of observations are found, the inference time is reduced from approximately
7.5 minutes to 4 minutes, which is a 47% reduction of the runtime requirements. We feel that
especially for datasets of patients who have a long observation period and for whom several se-
quences of consecutive similar combinations of observations are found, the runtime savings can
be substantial.
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Figure 5.11: The Mildew network for forecasting the extension of mildew fungus and the gross
yield for three consecutive time slices; clear nodes are hidden, shaded nodes are observable.
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Figure 5.12: The convergence behaviour in the probability of Mildew and Dry m. for consecutive
similar observations.

5.6.3 The Mildew network

The Mildew network is a model for forecasting the extension of mildew fungus and the gross
yield from a wheat field [74]. It has nine variables per time slice, four of which are hidden
(Mildew, Micro climate, Photo-synthesis and Dry matter), four are input observable variables
(Fungicide, Precipitation, Temperature and Solar energy), and one is an output observable vari-
able (Leaf Area Index). The model includes five variables in the forward interface. Figure 5.14
depicts the model, where the names of the variables have been abbreviated for readability. Our
focus is on determining the probability distributions of the variables Mildew and Dry matter over
time. We notice that Dry matter is d-separated from Mildew given the Leaf Area Index. For
computing the probability distribution of Dry matter, therefore, we need to take into account
only the observations for the variables Leaf Area Index, Solar energy and Temperature. When
the values for these variables are consecutively observed to stay the same, the probability dis-



5.7. Discussion 93

tribution for Dry matter will converge no matter what the values for the other two observable
variables, Fungicide and Precipitation, are. The rate of the convergence can be determined using
the conditional transition matrix ADry m.|Photo. Similarly, the values for the observable variable
Solar energy do not influence the probability distribution of Mildew as long as similar values are
observed for the variables Fungicide, Leaf Area Index, Precipitation and Temperature.

In terms of binary variables, the runtime complexity of inference in the Mildew network us-
ing the interface algorithm is between Ω(26) and O(29). When the values for all the observable
variables are the same for consecutive time slices, the complexity of the inference is reduced
to between Ω(22) and O(23) after convergence has been established. We generated random pa-
rameters and observations for the Mildew network to study the convergence behaviour of the
probability distributions of the hidden processes of Mildew and Dry matter when similar values
are obtained consecutively for the variables that influence these probability distributions respec-
tively. Figure 5.12 illustrates the behaviour that we found. We notice that after obtaining four
consecutive similar observations, the probability distributions of both variables have converged
within a level of accuracy ε = 0.0043; for the variable Mildew in fact, a level of accuracy as
small as ε = 0.0033 is guaranteed.

5.7 Discussion

Inference in dynamic networks is hard in general. Algorithms for exact inference in fact are
practically infeasible for many real-life applications due to their high computational demands.
We have shown that the nature of the observations obtained can sometimes be exploited to reduce
the computational requirements of inference upon runtime. We have studied more specifically
the effect of consecutive similar observations on the posterior distribution of a hidden variable,
and have shown theoretically that it will converge to a limit distribution within some level of
accuracy. Observing further similar values will therefore not alter the distribution beyond this
level and no further inference is required. We have presented an algorithm that builds upon these
results and forestalls inference as soon as possible.

We have introduced a realistic example from the medical domain that motivated our analysis.
Experimental evaluation of our ideas on the example has shown promising results with respect
to the computational savings that can be achieved upon runtime. We have further demonstrated
how our analysis can be extended to dynamic networks with richer structure in the observable
or hidden space and discussed the potential of reducing the runtime requirements for inference
in such models. To validate our theoretical results, we further experimented with two larger
real-life models. We showed that upon obtaining consecutive similar observations for the dVAP
network, the runtime requirements of inference were reduced considerably. For the Mildew
network, we showed how our results can be exploited to reduce the computational requirements
upon runtime when only a subset of the observable variables is consecutively observed to have
the same value. We conclude that for monitoring-like applications where it is not unlikely that
consecutive similar observations are obtained, our results provide for speeding up the inference
procedure by forestalling some of the computations involved.
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5.8 Regularised Particle Filtering for Monitoring:
Introduction

We have discussed that exact inference in DBNs has runtime and space requirements that are ex-
ponential in the number of variables that represent the unknown hidden process. In the previous
sections, we showed that the nature of the observations obtained can be exploited to reduce those
requirements in approximating inference. Another way to tcakle the requirements of inference is
to use particle filtering (PF) [73], also known as bootstrap filtering [61] or sequential importance
sampling with resampling [49]. PF is a sophisticated sampling scheme that maintains the pos-
terior probability distribution over the hidden variables by utilising a large number of samples
which constitute a discrete approximation of this distribution. The samples are propagated over
time using two steps: a sequential importance sampling (SIS) step and a resampling step. The
SIS step serves to generate samples using an importance probability distribution and to compute
a weight for each sample that incorporates the observations obtained in the model. The resam-
pling step statistically multiplies and/or discards samples to automatically concentrate them in
regions of interest. Gordon et al. [61] was the first to include and demonstrate the significance
of the resampling step to avoid increase in the variance of the weights degeneracy resulting from
the SIS step. Since then, several alternative algorithms for resampling have been proposed in
the literature, either to improve the performance [73, 83] or to reduce the expected number of
operations for the resampling step [10] of PF. However, it was already observed by Gordon et al.
that suboptimal performance of PF could occur if the hidden process is deterministic or has very
limited stochasticity, and also if the observation noise has very small variance.

An alternative approach to avoid suboptimal performance of PF is to use kernel methods to
regularise the empirical distribution associated with the samples [89,119]. The main idea behind
this approach is to change the discrete approximation of the probability distribution represented
by the samples to a continuous approximation such that resampling amounts to simulations from
an continuous distribution. For (low dimensional) continuous state spaces, this approach can
be applied by placing an Epanechnikov kernel around each sample [89]. For discrete DBNs, a
regularisation scheme was proposed in [76], where the idea is to regularise the joint probability
distribution over the hidden variables at each time slice by adding a regularisation parameter αo

to all joint combinations of values that are consistent with the observations obtained. Sampling
from the regularised probability distribution requires the computation of a constant M which
represents the total number of value assignments consistent with the observations. Although
simple to implement, this approach has the disadvantage that the problem of determining M in
general is #-P hard. The computational burden involved can thus be as high as doing exact
inference [88, pp. 89].

We propose an alternative regularisation scheme for discrete state-space DBNs where in-
stead of regularising the joint probability distribution over the hidden variables that represent the
evolving hidden process at each time slice, we regularise the marginal probability distribution of
each variable before progressing to the next time slice. That is, we focus on each hidden variable
locally and regularise its probability distribution separately. For this purpose, we use discrete
kernel methods [1, 112]. We consider a multiplicative multivariate kernel function for the joint
distribution of the hidden variables which is computed as the product of univariate kernel func-
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tions. Note that the resulting sampling scheme resembles the BK algorithm with one cluster
per variable, where the probability distribution over the hidden variables is assumed to be the
product of the distributions of each hidden variable separately. From the established regularised
probability distributions over the hidden variables, we then generate a set of samples which are
propagated to the next time slice. Using this approach, we develop an algorithm, called reg-
ularised particle filtering (RPF), which is shown to outperform standard PF in our preliminary
experiments. An extension of RPF is to consider clusters with more than one hidden variable and
sample from their joint regularised distribution. We briefly discuss such clusters of two variables.

An interesting side effect of our algorithm is that the regularisation effect on the probability
distribution of a hidden variable serves to spread out some of the probability mass over unob-
served values, thereby increasing the amount of exploration done for unfamiliar regions of the
state space. Especially for dynamic networks with near-deterministic transition or observation
matrices and dynamic networks with multi-valued hidden variables, regularisation thus forestalls
some states falsely being estimated to have zero probability. The dVAP network is an example of
such a network. It consists of interacting processes whose transition matrices are just moderately
stochastic. Moreover, the observable variables of the dVAP network include diagnostic tests and
signs of VAP with minor noise. The characteristics of the dVAP network thus advocate the use of
RPF for patient monitoring, and the results we obtain indeed show better diagnostic performance
than with PF.

The remainder of the chapter is organised as follows. Section 5.9 reviews PF and shows
how it is applied to DBNs. In Section 5.10 we propose the use of discrete kernel functions to
regularise the probability distributions over the hidden variables, and present RPF. Section 5.11
serves to evaluate the performance of RPF and compares it to PF. We discuss possible extensions
of RPF and conclude in Section 5.12.

5.9 Particle filtering

We consider a DBN and suppose that we are able to sample R independent and identically dis-
tributed random samples {x(i)

n ; i = 1, . . . , R} for the hidden variables Xn of the network at time
n according to the posterior probability distribution p(Xn | y1:n) given available observations
y1:n up to and including time n. Then, the empirical distribution estimated from the samples is

p̃(xn | y1:n) ≈ 1

R
·

R∑
i=1

δ
x

(i)
n

(dxn)

where δ(d·) denotes the Dirac delta function, which discards all samples that are not consistent
with the desired xn. This empirical distribution is unbiased, and by the strong law of large
numbers converges almost surely to the exact probability distribution as R → ∞ [49]. Typically,
however, we cannot sample efficiently from the posterior distribution p(Xn | y1:n) because of its
complex form. Instead, therefore, we sample from a proposal or importance distribution q(·) and
weigh the samples according to

ω(i)
n ∝ p(x

(i)
n | x(i)

n−1,yn)

q(x
(i)
n | x(i)

n−1,yn)
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for time n and index i = 1, . . . , R, determine sample x
(i)
n and weight ω

(i)
n ;

ω
(i)
n ← 1;

x
(i)
n ← empty;

for each variable V j
n in topological order do

u ← the value of π(V j
n ) in (x

(i)
n−1,x

(i)
n );

if V j
n /∈ Yn then

sample vj
n ∼ p(V j

n | π(V j
n ));

x
(i)
n ← x

(i)
n with V j

n = vj
n};

else

vj
n ← the value of V j

n ∈ Yn;

ω
(i)
n = ω

(i)
n · p(vj

n | u)

return (x
(i)
n , ω

(i)
n )

end

Figure 5.13: Pseudocode for sampling in DBNs.

to obtain

p̃(xn | y1:n) ≈
R∑

i=1

ω̃(i)
n · δ

x
(i)
n

(dxn) (5.9.1)

where ω̃
(i)
n is the normalised weight. The most commonly used proposal distribution is the prior

probability distribution p(Xn | Xn−1). Although using this proposal results in higher sampling
variation than the original distribution which incorporates the most recent observations, it is
usually easier to implement [50,61,73,83]. For the prior probability distribution, the weights for
the generated samples simplify to

ω(i)
n ∝ p(yn | x(i)

n ) (5.9.2)

For DBNs the generation of a new sample now is as follows. We construct a Bayesian
network with the variables FIn−1∪Vn, called a 2-TBN in [76], that includes the transition model;
in this network, the variables in FIn−1 are taken to be mutually independent. We now order the
variables in Vn in a topological manner consistent with the arcs in the 2-TBN so that if j < j′

then V j′
n cannot be an ancestor of V j

n . A value for a hidden variable in Xn is sampled based on the
values of its parents. Any observable variable is instantiated to its observed value. A pseudocode
of this sampling scheme is shown in Figure 5.13. In the simplest case where the observations yn

concern leaf variables, the above scheme computes the weights of the various samples according
to equation (5.9.2). In general, however, the observations can concern arbitrary variables in
arbitrary locations within the DBN. The scheme for sampling of DBNs then takes into account a
part of the observations yn into account upon computing the proposal distribution.

A serious drawback of PF as reviewed above is a stochastic increase of the variance of the
weights over time [50, 83]. More specifically, as time increases, the distribution of the weights
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becomes more and more skewed. In fact, after a few time slices, only one sample has a non-zero
weight. The algorithm, consequently, fails to adequately represent the posterior distribution over
the hidden variables. A way to avoid this problem is to include a resampling step in which sam-
ples with low weights are eliminated and samples with high weights are multiplied [61, 73, 83].
After resampling, the new samples are better concentrated in areas of higher posterior probability,
which entails improved estimates. A resampling scheme associates with each original sample x

(i)
n

a number Ri of offsprings such that
∑R

i=1 Ri = R. More formally, resampling involves mapping

the weighted samples {x(i)
n , ω̃

(i)
n } into equally weighted samples {x(i′)

n , R−1}, where the index i′

denotes the position of the sample x
(i)
n in the new set of samples. Several resampling algorithms

have been proposed in the literature. Among them, multinomial resampling [61], residual resam-
pling [83] and stratified resampling [73] are the most commonly used resampling algorithms,
which all have a computational complexity of O(R). These resampling algorithms are general in
the sense that they do not depend on the application at hand nor on the model to which they are
applied [10]. Unfortunately, when all sample weights ω̃

(i)
n are nearly equal, resampling reduces

the number of distinct samples which may lead to sample depletion. To avoid such depletion,
Liu and Chen [83] proposed to perform resampling only when the effective sample size Reff is
below a fixed threshold, where

Reff =
1∑R

i=1(ω̃
(i)
n )2

PF for monitoring in DBNs thus consists of two consecutive steps at each time slice: sampling
and resampling. Schematically, PF works according to the sequence of steps

{x(i)
n , ω̃

(i)
n } −→ {x(i′)

n , R−1} −→ {x(i)
n+1, ω̃

(i)
n+1}

for i = 1, . . . , R. In the resampling step of PF, any sample with a high weight will be duplicated
many times. As a result, the cloud of samples may eventually collapse to a single sample as
mentioned above. Gordon et al. [61] argued that this problem is even the more evident for
near-deterministic models or when the observation noise has very small variance. More refined
approaches such as kernel regularisation [89, 119], may help surpass this problem.

5.10 Regularised particle filtering

The main idea of kernel regularisation is to replace the resampling step of PF at time n with sam-
pling from the regularised probability distribution over the hidden variables that is represented
by the samples {x(i)

n , ω̃
(i)
n }. We observe that the samples are necessarily very sparse. For DBNs

with larger state spaces as a consequence, many entries in the joint posterior distribution over the
hidden variables will be estimated to have probability zero, even if their probability in the exact
distribution is strictly positive. If the transition model of a DBN is near-deterministic, that is,
if there are value combinations that transition to other value combinations only with very small
probability, then parts of the state space will not be represented explicitly in the samples and
will not be explored. This lack of representation will occur when PF missed these combinations
earlier in the sampling process, or when misleading observations at previous time slices rendered
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specific trajectories of samples unlikely. Also when a hidden variable Xj
n is multi-valued, the

sampling algorithm may miss specific values.
To address the problem of lack of representation, Koller and Lerner [76] propose to regularise

the probability of a value assignment Xn = x′
n by

p̂(x′
n | y1:n) =

1

Z
·
( R∑

i=1

ω̃(i)
n · δ

x
(i)
n

(dxn) + αo

)
where αo is a regularisation parameter and Z is a normalising constant. Value assignments that
have zero probability in the empirical distribution thus have mass αo after regularisation. The
normalising constant equals Z =

∑R
i=1 ω

(i)
n + αoM , where M is the total number of value

combinations consistent with yn. As pointed out by the authors, and also stated in [88, pp. 89],
the computation of M is in the worst case #-P hard, which renders the regularisation scheme
computationally infeasible.

We propose a regularisation scheme in which we focus, instead of on the joint probability
distribution over the hidden variables, on the marginal probability distributions of the variables
that represent the hidden state. For our scheme, we take the regularised probability distribution
over the hidden variables p̂(Xn | y1:n) to be

p̂(Xn | y1:n) =
∏

p̂(Xj
n | y1:n)

where p̂(Xj
n | y1:n) is the regularised probability distribution over the hidden variable Xj

n. More
precisely, from equation (5.9.1) the marginal probability distribution over the hidden variable Xj

n

is established from
p̃h = p̃(Xj

n = xn
h | y1:n) ≈

∑
i:X

j(i)
n =xn

h

ω̃(i)
n (5.10.1)

for each value xn
h.

As we already argued, PF can estimate p̃h to be zero even if the true probability is strictly
positive. To avoid the problem of zero probabilities for multi-valued variables Xj

n, we now
propose to apply discrete kernel functions to regularise p̃h. Discrete kernel functions have been
widely used in statistical analysis of categorical data for estimating probability distributions over
multi-valued variables [1, 112]. The main principle is to regularise the probability of a specific
value of a variable by "borrowing"information from neighbouring values. We consider a hidden
variable Xj

n with mj values. The estimated posterior probability for each value is given by
equation (5.10.1). The function

z =
R

mj − 1
·

mj∑
h=1

(p̃h − 1/mj)
2

1/mj

then indicates the χ2 Pearson test for the hypothesis that all values are equiprobable, standardised
by the degrees of freedom mj − 1 [1]. A basic method of regularising p̃h now is to compute

p̂h =

mj∑
�=1

p̃� · W�(h, λ) (5.10.2)



5.10. Regularised particle filtering 99

where

W�(h, λ) =

{
λ if � = h
(1 − λ)/(mj − 1) if � 	= h

and λ = (R + α)/(R + α · mj) with α = z−1 if z ≥ 1 and α = 1 if z < 1. The regularisation
parameter α plays the role of placing some mass on the value xn

h that may otherwise have zero
probability. An alternative formulation of equation (5.10.2) is

p̂h = (1 − ε) · p̃h + ε/mj (5.10.3)

which shows that p̂h is a convex combination of p̃h and the uniform estimate 1/mj; the parameter
ε = α · mj/(R + α · mj) can then be considered a mixing proportion. The magnitude of the
regularisation parameter α determines a trade-off between bias and variance, since a smaller
value of α leads to a less biased estimate, yet with higher variance, while a larger value of α
leads to a more biased estimate, yet with smaller variance [112]. Note that with α = 1 we
obtain the well-known Laplace’s law of succession [60]. Although Laplace’s law is often used
for classification problems [77], it can produce poor results and seems awkward when used for
every variable. Instead, by computing z and using it to estimate α, we take into consideration
not only the probabilities p̃h but also the number of samples and the number of values.

There exist several alternative definitions for the regularisation parameter α all of which
are functions of z. We refer the interested reader to [1] for more details. Furthermore, there
exist more aggressive regularisation strategies if there is a natural ordering on the values of
the variable Xj

n. The kernel function then requires that the weights W�(h, λ) decrease as the
difference between the relative values h, �, that is |h − �|, increases [112]. More precisely, the
following kernel function can be used

W�(h, λ) =

⎧⎨⎩
λ if � = h(
1 − λ

)
/
(
2|h−�|+1

)
if 0 < |h − �| ≤ �(

1 − λ
)
/
(
2|h−�|) if |h − �| > �

There thus is a variety of choices for the kernel function W and the regularisation parameter α
that can be used in practice.

To create a sample which is to be propagated to the next time slice, we focus on the hidden
variables at time n that belong to the forward interface FIn. Note that every variable Xj

n ∈ FIn

belongs to the set of parents π(V j
n+1) of at least one variable V j

n+1 in the next time slice. Hence,
a value xn

j needs to be assigned to it by the sampling algorithm. For this purpose, a value xn
j is

generated for the new sample i′ from the regularised distribution p̂(Xj
n | y1:n) of each variable

Xj
n separately. Regularised particle filtering (RPF) for monitoring in DBNs now consists of two

consecutive steps for each time slice: sampling and regularising. Schematically, RPF works
according to the sequence of steps

{x(i)
n , ω̃(i)

n } −→ {xn(i′)
j :Xj

n ∈ FIn, p̂(Xj
n | y1:n)} −→ {x(i)

n+1, ω̃
(i)
n+1}

for i = 1, . . . , R. The samples thus generated by RPF will not suffer from the impoverishment
of the support of the sample that is inevitable with PF. RPF performs O(|FIn|) regularisation
operations per time slice, where |FIn| denotes the size of the forward interface. For DBNs with
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Figure 5.14: The Mildew network with an alternative observation model; clear variables are
hidden, shaded variables are observable.

many variables in the forward interface, speeding up RPF can be done using a threshold criterion,
such as the size mj , to determine for which variables their probability distribution needs to be
regularised.

An extension of RPF is to consider clusters of hidden variables and sample from their regu-
larised joint probability distribution. For example, by extending equation 5.10.3, we can sample
from the regularised joint probability distribution of two variables Xj

n, Xk
n ,

p̂(Xj
n = xn

h, X
k
n = xn

h′) = (1 − ε) · p̃h,h′ + ε/(mj · mk)

where
p̃h,h′ ≈

∑
i:X

j(i)
n =xn

h ,X
k(i)
n =xn

h′

ω̃(i)
n

is their joint probability as computed from the samples. Computing the mixing proportion ε can
be done with several different ways [112]. Obviously, following the same line of reasoning, we
can estimate the regularised joint probability distribution for more than two variables. A major
disadvantage of using larger clusters of hidden variables, however, is the large number of sample
that is required to arrive at good results.

5.11 Experimental results

In this section we study the performance of RPF as outlined in the previous section by performing
experiments on the Mildew network and on the dVAP network.

5.11.1 The Mildew network

For this experiment we assumed another observation model than the one used in the first part
of the chapter. The reason is simply to include more hidden variables in the model in order
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Figure 5.15: Error as a function of samples.
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Figure 5.16: Average L1-error over the gener-
ated sequence of observations.

Figure 5.17: The conditional probability tables for the variables radiological signs and sputum
colour.

to examine better the performance of RPF. The model includes five variables in the forward
interface. Figure 5.14 depicts the model, where the names of the variables again have been
abbreviated for readability.

Our first experiment was to test how well RPF performs in comparison to PF. We randomly
created near-deterministic transition and observation models for the network. We further as-
sumed that each variable could take 4 values. We subsequently generated an observation se-
quence for 21 time slices. Our goal was to compare the results per time slice, given by PF and
by RPF, with the correct distributions computed using exact inference. We used the L1-norm
to compute the average error in the marginal probability distributions of the hidden variables
separately following the work of Koller and Lerner [76]. Figure 5.15 shows the average error
as a function of the number of samples over the entire run. We observe that the error drops
considerably at first, after which the improvement becomes smaller as we increase the number
of samples. Note that this drop occurs at around 500 samples, which is much less than the total
number of value combinations for the hidden variables (46). We can conclude from this figure
that, given a particular computational cost, RPF does better in accuracy than PF.

Figure 5.16 shows the behaviour of the error over the entire run with 350 samples per time
slice. We observe that the error changes considerably over the sequence. The spikes in the error
correspond to unlikely evidence, in which case the samples become less reliable. We notice that
the error in RPF is smaller than in PF. Even when there is unlikely evidence, regularising clearly
leads to improved estimates.
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Figure 5.18: The average L1-error (top row) and the p(V AP ) (bottom row) per time slice for
three different patients.

5.11.2 The dVAP network

We have argued before that the runtime complexity of the interface algorithm for exact inference
with the dVAP network is between Ω(218) and O(234). To alleviate the inference task, we would
in essence like to apply RPF. Before doing so, however, knowledge of the conditional probabil-
ity tables in the dVAP network can help determining whether RPF is suitable for this task. We
notice that, in fact, the transition matrices of the processes included in the model are moder-
ately stochastic, consisting of several zeros or near zero probabilities. Moreover, the observable
model of the dVAP includes diagnostic tests and signs of VAP that can have high sensitivity or
specificity rates. Recall that these rates express the probabilities that a test result is found to be
positive (negative) in a patient who does (does not) have the disease. As an example, Figure
5.17 illustrates the conditional probability tables for the observable variables sputum colour and
radiological signs. The dVAP network therefore satisfies the characteristics in its transition and
observation models that advocate the use of RPF. We thus expect much better performance of
RPF than of PF.

The results of our experimental study confirm this intuition. More specifically, we found that
in the same 20 patient datasets used in our study as in Chapter 3, the average L1 error on the
marginal distributions of the hidden variables per time slice as computed using RPF was (much)
smaller than the one computed using PF. Figure 5.18 (top row) shows the results for three patients
of the database. To compare the diagnostic performance of the dVAP network using RPF or PF,
we used again the Brier score [94,128]. The overall Brier score using RPF equals 0.420057, while
the overall Brier score using PF is 0.543259. The lower score using RPF conveys the information
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that this algorithm can arrive at relatively good estimates for diagnosing VAP compared to PF
which has a larger score. Figure 5.18 (bottom row) shows the plots for p(VAP) as computed
using the interface algorithm, RPF and PF for three patients from our database over the period of
observation.

5.12 Discussion

We have proposed a sequential importance sampling algorithm, called RPF, to perform approxi-
mate inference in large DBNs with discrete state space. Our algorithm constitutes an extension
of standard PF in the sense that it replaces the resampling step with a regularisation step. In other
words, RPF regularises the probability distribution over the hidden variables as estimated from
the samples and then generates a new set of samples from this regularised probability distribution
that are propagated to the next time slice [89,119]. We showed that the regularisation step can be
done efficiently using discrete kernel functions [1,112], that have the effect of placing some mass
on hidden value combinations that have (erroneously) been estimated to have zero probability.

We initially applied our algorithm to the Mildew model that is used for forecasting the exten-
sion of the mildew fungus and the gross yield. In our experiment, we used randomly generated
parameters. The results of our experiment indicated that RPF can outperform PF. We thus ex-
pect better performance of RPF over PF for DBNs that have near-deterministic transition and/or
observation model, since in that case parts of the hidden space that are not represented in the
samples will not be explored and hence missed by PF [61, 76]. The dVAP network for diag-
nosing ICU patients with VAP is such a model. We apply RPF on this model and compared its
diagnostic performance with respect to PF. The results indicate that RPF is more suitable to be
used than PF and lead to better estimates of the quantities under consideration.

RPF can be readily implemented in hybrid DBNs that have both discrete and continuous
variables. As an example, we might have a continuous observable variable that has discrete
parents, where its probability distribution can be expressed as mixture of conditional Gaussian
distributions, one for each instantiation of values of the set of its parents. Alternatively, we can
have an observable continuous variable that is a parent of a discrete hidden variable. In this case,
a reasonable choice is to use a softmax function to model the conditional probability distribution
of the discrete variable [76, 88]. Finally, we can combine RPF with RBPF. That is, we can
regularise the probability distributions of the hidden variables in X′

n that belong to the forward
interface FIn to obtain an improved performance of RBPF. We believe that a combination of
RPF with RBPF provides a powerful and efficient algorithm for monitoring large DBNs.





CHAPTER 6

Monitoring with Asynchronous
Observations

“The best way to predict the future is to invent it”. Alan Kay

The main practical assumption in the implementation of dynamic networks is that they model
stochastic processes by discretising time into fixed-length intervals to represent the state of the
hidden process under study. However, whenever there is asynchronicity in the observation times
for the observable variables, the process has to be modelled at the finest possible time granularity
to include all the available information. Computing the transition parameters in this case for use
in the inference task is often impossible because there are not available data or experts lack the
appropriate knowledge. In this chapter, we introduce an algorithm to incorporate observations
that arise at any time point within an interval of transition. More specifically, we present a method
for computing short interval transition matrices that is based on regularisation techniques. Our
method operates separately on each row of the invalid short interval transition matrix aiming to
minimise an appropriate distance measure. Building upon this method we subsequently present
an algorithm for monitoring dynamic networks with asynchronous observations. We further
discuss implementation and limitation issues of the algorithm.

6.1 Introduction

Markov chains constitute a common way of investigating the effects of treatment programs and
health care protocols for chronic diseases [8, 115]. Their applicability for this purpose derives
from the fact that the natural history of a disease can be thought of as a progression through
distinct severity states. Markov chains can be used to describe this type of progression. These
models moreover are easy to develop and can be studied through matrix analysis or sampling.
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There is a distinction between discrete-time and continuous-time Markov chains [106]. The
standard discrete-time model exploits a transition matrix that represents the probability that an
individual will transit from one state to another within a specified time interval (e.g. month, year).
The history therefore of an individual’s disease progression is described for equally spaced time
points. On the other hand, the continuous-time model describes the disease progression at every
time point exploiting a transition rate matrix, and hence provides for more detailed statements.
Here, we present a method that enhances discrete-time models by allowing for more detailed
output statements. We assume that the Markov chain is homogeneous so that the transition
matrix remains constant over the observation time and for each individual.

To estimate the parameters of a discrete-time Markov chain model, a cohort study recording
all state transitions provides the ideal source of data [86]. However, observations from all pa-
tients may not be available at the short time intervals required for a reliable model. Instead, we
may only have observations from the cohort with greater intervals than we desire, without any
knowledge of the route the individual has followed during this interval. We refer to such data as
partially observed data. One solution to this problem, as proposed by Welton and Ades [130], is
to adopt a Bayesian approach which initially estimates a transition rate matrix and subsequently
uses it to compute the transition matrix. In their paper, the authors show that proper choice of
the prior distributions for the transition rates leads to non-negative transition probabilities, and
present a computational framework based on Markov chain Monte Carlo methods for estimating
the uncertainties involved. An advantage when using their framework in practice is the fact that
information from different study designs, including partially observed data, can be statistically
combined into a coherent model.

An alternative solution that abandons the Bayesian approach is to apply matrix decomposition
techniques [40, 66] to the observed transition matrix and subsequently compute the transition
matrix of interest. This solution, however, produces a valid transition matrix matrix only when
the eigenvalues of the observed transition matrix are non-negative. Otherwise, an invalid matrix
is obtained with complex or negative entries. Under these circumstances, Craig and Sendi [40]
proposed to use the EM algorithm [48] to impute the unobserved health states at the interval of
interest. Provided the EM algorithm converges, this method is guaranteed to produce a valid
transition matrix for the interval of interest. Although this method (called CSEM) is simple to
implement, it works only when the interval of interest is a proper divisor of the observed interval.
For instance, if the observed interval is three months, the CSEM can be applied if the interval of
interest is one month but cannot be applied if it is two months.

In this chapter, we propose a computational method to compute valid short interval transi-
tion matrices whenever there are negative eigenvalues in the observed transition matrix. Our
method is based on regularisation techniques for transition matrices [69, 78] that aim to replace
rows with negative entries in the invalid transition matrix with rows with non-negative entries
using a distance criterion. In this way a short interval transition matrix is estimated that has
minimum distance from the invalid matrix initially computed. Our method is highly related to
the well-known problem of embeddability of transition matrices [41, 70, 72], and can also be
used to compute a valid transition rate matrix. Compared to the CSEM method, our method is
more flexible, since it can be applied even if the interval of interest is not a proper divisor of the
observed interval. Additionally, our method does not require the acquisition of the observed tran-
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sition counts in its operation as the CSEM method does, but can be applied even if the transition
matrix is readily obtained from the literature or expert judgment. We compare our method with
the CSEM method for various matrix structures that describe different disease progressions. The
results obtained, show that our method computes a short interval transition matrix that approxi-
mates better the observed transition matrix than the CSEM method in almost all of the situations
considered. Finally, we present a real-life six-month transition model for HIV-infected individ-
uals [110] to apply our method. More specifically, we detail the computation of a one-month
transition matrix for use in practice, and show how confidence intervals can be computed for
probabilities of interest combining our method with the bootstrap technique [52].

Building upon our method, we present an algorithm for monitoring dynamic networks with
asynchronous observations. The algorithm applies our method in each transition matrix compris-
ing the transition model of the process and is computationally very simple to implement. The
advantage of our method is, that we permit the use of any interval transition matrix that is com-
patible with the application characteristics and admissible by the domain experts, and that can be
estimated reliably by expert judgement or available data. For the dVAP network, for example,
the estimation of the transitions matrices of the model was done for a fixed interval length for
which the expert could assess confidently the conditional probabilities required. In this respect,
the clinicians would probably have been able to provide a better diagnosis if they could have used
the model more frequently (twice per day or more) during the day whenever there were sufficient
data. We argue experimentally why it is better to apply our method individually on each transi-
tion matrix rather than on the global transition matrix, and also experimentally try to answer the
question of when to expect the algorithm to perform at its best. In other words, using the concept
of approximate separability for weak interaction in dynamic processes by Pfeffer [102] we study
for various matrix structures the performance of our algorithm with the aim of gaining further
insight for the implementation of the algorithm in practice.

We are not the first to address the issue of asynchronicity in the observations of a dynamic
network, but our algorithm is original and novel in essence that exploits a new and practically
feasible for many applications method of computing short interval transition matrices. Willeke
and Dearden [131] have studied the problem of asynchronicity in the observations obtained in di-
agnosis and monitoring of hybrid systems. In their work, a continuous-time model was proposed
to handle asynchronously arriving data from different subsystems of the hybrid system. The rea-
soning scheme that was proposed concerned parameterising the dynamic model by computing
the amount of time between the new data and the last time the model was updated. This value
then was used as a scaling factor so that the parameters change by some amount proportional to
the amount of time that has passed. Although this scheme seems simple to implement, it remains
ambiguous how is it actually done in practice, since further details were not discussed by the
authors. In addition, it seems that there is no mathematical reason that justifies the use of such
a scheme for modifying the parameters of the model. CTBNS can also be used for monitoring
purposes but, as we have already argued in chapter 2, learning of these models requires constant
monitoring of the process which is not realistic in several domains such as patient monitoring or
credit risk modelling. Similar arguments hold also for the work of Pfeffer and Tai [101], which
employs several (often unrealistic) assumptions and approximations in the effort to convert a
CTBN into a continuous time DBN and apply the FF algorithm for inference.
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The rest of the chapter is organised as follows. Section 6.2 sets notation and formulates the
regularisation problem for a short interval transition matrix. Section 6.3 presents our method for
solving these problems, while in Section 6.4 we evaluate it and compare it to the CSEM method.
In Section 6.5 we apply our method on a real-life transition model for HIV-infected individuals.
Section 6.6 introduces a unified algorithm that exploits our method for monitoring with dynamic
networks, while it also addresses and discuss implementation and performance issues related to
this algorithm. A discussion follows in Section 6.7.

6.2 Basics and formulation of the problem

The progression of a disease that can be classified into m non-overlapping health states can be
modelled by a discrete-time Markov chain that describes the movement through these states over
time [68, 106]. More specifically, for a fixed time interval τ (unit interval) the Markov chain
model uses the transition matrix

Aτ =

⎡⎢⎢⎣
a1,1 a1,2 . . . a1,m

a2,1 a2,2 . . . a2,m
...

...
. . .

...
am,1 am,2 . . . am,m

⎤⎥⎥⎦ ,

where ai,j represents the probability of transitioning from state i to state j during τ . Any model
summary of interest— for instance to be used in a decision context to evaluate cost-effective
treatment— is a function of the transition matrix Aτ . For example, the transition matrix for an
interval length of 3τ is computed simply by raising Aτ to the power 3. A fast and simple way to
do that when Aτ has distinct eigenvalues is to use the Jordan decomposition to express Aτ as

Aτ = Σ · Ξ · Σ−1,

where ξ1, . . . , ξm are the eigenvalues of Aτ in descending order, Ξ = diag(ξ1, . . . , ξm) is the
diagonal matrix composed of these eigenvalues, Σ is a square matrix with its i-th column cor-
responding to the right eigenvector of Aτ with eigenvalue ξi, and Σ−1 is the inverse of Σ [66].
Based upon the decomposition, a function h on Aτ can be defined as

h(Aτ ) := Σ · h(Ξ) · Σ−1 (6.2.1)

where h(Ξ) = (h(ξ1), . . . , h(ξm)) as long as h(ξi) is well defined for all i. For h(x) = xt more
specifically, we have

At = Σ · Ξt · Σ−1 (6.2.2)

Note that by using equation (6.2.2) we can compute a matrix At for any positive t. The equation
can thus in essence also be used for values 0 < t < 1 to estimate a short interval transition
matrix. However, there is no guarantee that the resulting matrix At represents a valid transition
matrix. Repair manipulations may thus be required.

A simple and commonly used technique to estimate a transition matrix of interest At is to
use data from a longitudinal cohort study of individuals that have been observed at specific times
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with intervals of length t. The maximum-likelihood estimate of At is obtained by computing
the proportions of the observed counts nt

ij of individuals who moved from state i to state j in

a single interval. The transition probabilities then are simply computed as aij =
nt

ij∑m
j=1 nt

ij
. The

data required for these computations, however, may not be available in practice. Instead, we may
only have partially observed data: we may know for each individual the starting state and the
state reached after k, k ∈ N, intervals, but not the route taken through the model. From such
data, a transition matrix Aτ for τ = kt, can be obtained as described above. We assume that it
has distinct eigenvalues.

On the whole, there is no common rule to determine whether a given transition matrix Aτ

has distinct eigenvalues, except for specific cases. One such case is when Aτ is tridiagonal, that
is aij = 0 whenever |i − j| > 1, and aij > 0 whenever |i − j| ≤ 1. We prove this in the next
theorem which generalises a similar result for birth-death Markov processes [82].

Theorem 6.2.1. Let A be a tridiagonal m×m stochastic matrix with aij >0 whenever |i−j|≤1,
and let A

(n)
o , 0 ≤ n ≤ m, denote the matrix that results when we only include the first n rows

and columns from A. Let ξ
(n)
i , i = 1, . . . , n, denote the eigenvalues of A

(n)
o . Then for each

n, 0≤n≤m the eigenvalues of A
(n)
o are real and they satisfy

1≥ξ
(n)
1 > ξ

(n)
2 > . . . > ξ(n)

n

Moreover, the eigenvalues of A
(n+1)
o , 0≤n≤m−1, separate those of A

(n)
o , that is

1 ≥ ξ
(n+1)
1 > ξ

(n)
1 > ξ

(n+1)
2 > ξ

(n)
2 > . . . > ξ(n+1)

n > ξ(n)
n > ξ

(n+1)
n+1

Proof: The proof is by induction on n. Define Sn(ξ)=det(ξ ·I−A
(n)
o ), 0≤n≤m. The following

recursion holds for the polynomials Sn:

S0(ξ) = 1

S1(ξ) = λ − a11

Sn(ξ) = (ξ − ann) · Sn−1(ξ) − ann−1 · an−1n · Sn−2(ξ)

Note that Sn(ξ) is a polynomial of degree n with leading coefficient 1. We now observe that
S1(ξ) = 0 ⇔ ξ = a11 < 1. For n = 2 we note that S2(−∞) > 0, S2(a11) = −a21 ·
a12 < 0, and S2(1) = a12 · a23 > 0. Thus, the roots of S2(ξ) are contained in the intervals
(−∞, a11) and (a11, 1). Since a11 = ξ

(1)
1 we have 1 > ξ

(2)
1 > ξ

(1)
1 > ξ

(2)
2 . Thus we have

established a basis for induction. From this point the proof is analogous to the proof of Lemma
1 in [82]. �

For the computation of the required matrix At, it must now hold that

Ak
t = Aτ =⇒ At = A1/k

τ
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where the second equality is an application of equation (6.2.2) to Aτ with h(x) = x1/k. However,
the resulting At may have negative or complex entries and thus may not be a valid transition
matrix. For example, when there is a negative eigenvalue ξi < 0 of Aτ , we need to express it
as |ξi|(cos(π) + i sin(π)) in order to compute ξt

i , thus introducing a complex term. One way to
solve this problem, is to search for a transition matrix A∗

t from the set A of all m × m transition
matrices that, when raised to the power k, most closely matches the transition matrix Aτ . A∗

t

thus satisfies
A∗

t := arg min
A∈A

‖Ak − Aτ‖

where ‖ · ‖ is a suitable norm in the space of m × m matrices. Computing A∗
t requires solving

a constrained, non-linear and high-dimensional optimization problem and can thus be computa-
tionally expensive [78]. A simplification of this task is to search for a transition matrix A∗

t that
satisfies

A∗
t := arg min

A∈A
‖A − At‖

Since At may not a valid transition matrix, the task is further simplified to searching for A∗
t that

satisfies
A∗

t := arg min
A∈A

‖A − Ât‖ (6.2.3)

where Ât is the matrix that results by removing the imaginary part of all the entries of At. Kreinin
and Sidelnikova [78] proposed an algorithm to solve this optimisation problem using minimum
Euclidean distance projection results [123]. Instead, we present and subsequently extend in the
next section a more general approach that considers any vector norm and exploits the Kuhn-
Tucker theorem [79].

6.3 The regularisation approach

In this section we propose the use of regularisation techniques to compute a valid short interval
transition matrix.

6.3.1 Computing A∗
t

To solve the optimisation problem of equation (6.2.3), we note that the set A of all m×m transi-
tion matrices can be represented as a Cartesian product of m identical m-dimensional simplices:
each row i of a transition matrix has non-negative coefficients and sums to one, and thus belongs
to the m-dimensional simplex Simm

i , which is defined as

Simm
i =

{
(ai1, . . . , aim) ∈ R

m,

m∑
j=1

aij = 1, aij ≥ 0

}
We use the lp vector-norm, p > 1, to measure the distance between two points b and c in R

m,
where

lp(b, c) =

(
m∑

i=1

|bi − ci|p
)1/p
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Thus, A∗
t can be computed on a row-by-row basis for each row i of Ât by searching for a vector

α∗
i that satisfies

α∗
i := arg min

αi∈Simm
i

lp(αi, âi)

where âi = (âi1, . . . , âim). We have thus reduced the main optimisation problem of computing
A∗

t into a set of m independent constrained distance minimisation problems. The optimal solution
for each of these minimisation problems must therefore satisfy the conditions of the Kuhn-Tucker
theorem [79].

Theorem 6.3.1 (Kuhn-Tucker). Given the problem to maximize an objective function z =
f(x1, x2,. . ., xn) under constraints given by the inequalities gi(x1, x2, . . . , xn)≤ ri, i = 1,. . ., s,
and x1, x2,. . ., xn≥0, such that

• the objective function f(x1, x2, . . . , xn) is differentiable and concave in the nonnegative
orthant;

• each constraint function gi(x1, x2, . . . , xn) is differentiable and convex in the nonnegative
orthant;

then a point x∗
1, x

∗
2, . . . , x

∗
n that satisfies the Kuhn-Tucker conditions

∂Λ/∂xj ≤ 0, xj ≥ 0, xj∂Λ/∂xj = 0, for j = 1, . . . , n, (6.3.1)

∂Λ/∂λi ≥ 0, λi ≥ 0, λi∂Λ/∂λi = 0 for i = 1, . . . , s (6.3.2)

where Λ = f(x1, x2, . . . , xn) +
∑s

i=1 λi[ri − gi(x1, x2, . . . , xn)], is a global maximum of the
objective function.

Note that when minimising the lp vector-norm, we can omit the p-th root without affecting the
argument that minimises it. To accord with the Kuhn-Tucker theorem, we express each distance
minimisation problem as a maximisation one so that α∗

i now satisfies

α∗
i := arg max

αi∈Simm
−

m∑
j=1

|αij − âij|p

Under this formulation, the objective function is differentiable and concave and we can use the
above theorem. More precisely, we define the Lagrangian function Λi by

Λi = −
m∑

j=1

|αij − âij|p + λ(1 −
m∑

j=1

αij) (6.3.3)

where λ is the Lagrangian multiplier. The optimal solution to the optimisation problem of equa-
tion (6.2.3) satisfies thus

∂Λi/∂αij ≤ 0, αij ≥ 0, αij∂Λi/∂αij = 0, (6.3.4)

∂Λi/∂λ = 0 (6.3.5)
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Note that condition (6.3.2) from the theorem reduces to condition (6.3.5), because the constraint
function

∑m
j=1 αij = 1 is an equality. Further note that both conditions (6.3.4) and (6.3.5) hold

for any value of p > 1. By substituting the Lagrangian function from (6.3.3) into equations
(6.3.4) and (6.3.5), and solving for αj , we find that the optimal solution α∗

i satisfies

α∗
ij > 0 → α∗

ij = âij − (λ/p)
1

p−1 , λ ≥ 0 (6.3.6)

α∗
ij = 0 → âij = (λ/p)

1
p−1 , λ ≥ 0 or âij ≤ 0 (6.3.7)

Equation (6.3.6) states that all positive entries α∗
ij > 0 in the optimal solution result from sub-

tracting the same value (λ/p)
1

p−1 from âij whenever λ > 0; if λ = 0, then α∗
ij = âij which

means that no (further) regularisation is required in âi. Equation (6.3.7) states that α∗
ij =0 when

âij equals the value (λ/p)
1

p−1 or when âij is a non-positive value. The resulting algorithm to
compute α∗

i is:

1. If âij ≥ 0, for all j = 1, . . . , m, then stop ; α∗
i = âi. Otherwise

2. Compute the quantity µ = −
∑

j:âij<0

âij and the number of positive entries n = #{j|âij > 0}.

3a. If âij ≤ 0, then set âij → 0, for all j = 1, . . . ,m.

3b. If âij > 0, then set âij → âij − µ/n, for all j = 1, . . . ,m.

4. Go to step 1.

The algorithm stops in at most m steps when all the entries in âi are nonnegative. One charac-
teristic of this algorithm is that it sets all the negative entries of âi to zero in the optimal solution
α∗

i (step 3a). This result is in fact intuitive since the distance between the negative entry and the
zero value is the minimum possible for any lp vector norm used, since it is a convex function. A
second characteristic is that the algorithm may assign α∗

ij = 0 even if âij > 0. This is because
step 3b. can result in a negative value for an entry of âij that will be set to zero in the next itera-
tion. Therefore, a particular transition from a state of the process to another becomes impossible
in α∗

i while it was “potentially possible"in âi. We next show how this can be ameliorated by use
of alternative distance measures.

6.3.2 Different distance measures

A way to enhance the computation of A∗
t is to use a different distance measure than lp in the

optimisation problem for each row of Ât. We propose two alterations to our previous method
that use as distance measures the relative entropy (RE) [38] and a modified version of it called the
extreme relative entropy (eRE). For each row α̂i both methods assign a zero value to a negative
entry and differ only in the way they handle its positive entries. For simplicity of notation, we
denote as α̂+

i the vector that results after replacing each negative entry of α̂i with a zero, and as
m+ the number of positive entries left.
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For two probability vectors b = (b1,. . ., bm) and c = (c1,. . ., cm), the relative entropy is
defined as

m∑
j

bj ln
bj

cj

In our case, we use the relative entropy for the non-zero entries of α̂+
i , and therefore α∗

i satisfies

α∗
i := arg min

αi

[ ∑
j:α̂+

ij>0

αij ln
αij

α̂+
ij

]

Adding the Lagrangian multiplier λ, using the constraint that
∑m+

j=1 αij = 1, setting the derivative

equal to zero, and summing over j to get λ, we find for those j where α̂+
ij > 0 that α∗

ij =
α̂+

ij∑m+

j=1 α̂+
ij

.

We notice that the optimal solution is actually nothing more than a normalisation of the α̂+
i

preserving thus all its positive elements.
The second method that we propose confines the relative entropy to the values that are in-

between the extremes values (max,min) of the two probability vectors. More precisely, we say
that two probability vectors b = (b1,. . ., bm) and c = (c1,. . ., cm) have the same support, when
their respective entries preserve the same ordering, that is, bj ≥ bj′ ↔ cj ≥ cj′ for all j, j′.
Suppose that b and c have the same support and b� = max

j
bj , bh = min

j
bj , and c� = max

j
cj ,

ch =min
j

cj . Then, we define the extreme relative entropy as

∑
j �=�,h

bj ln
bj

cj

We use this measure for the positive entries of α̂+
i excluding its extremes α̂+

i� = maxj α̂+
ij and

α̂+
ih =minj α̂+

ij . Therefore, α∗
i must satisfy α∗

i� = α̂+
i�, α∗

ih = α̂+
ih, and

α∗
i := arg min

αi

[ ∑
j �=�,h

j:α̂+
ij>0

αij ln
αij

α̂+
ij

]

Adding the Lagrangian multiplier λ, using the constraint that
∑m+

i�=�,h αij = δ where δ = 1−
(maxj α̂+

ij + minj α̂+
ij), setting the derivative equal to zero, and summing over j to get λ, we

find for those j where α̂+
ij > 0 that α∗

ij =
α̂+

ij∑m+

j �=�,h α̂+
ij

δ. In this way, we are able to preserve the

maximum and minimum probabilities of transition that are induced by the computation of α̂i,
while normalising the rest of the entries. Note that this method is applicable only when δ ≥ 0,
which means that maxj α̂+

ij+minj α̂+
ij ≤1 needs to hold. In our experiments, we used the relative

entropy instead for situations where this condition was not true. The rationale for using the
extreme relative entropy is to resemble the “potential"transition probabilities exactly for the two
extremes as induced by α̂i.
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6.4 Evaluations and alternatives in computing A∗
t

In this section we compare the estimated short interval transition matrices as estimated using
each of the regularisation techniques, and subsequently we propose a method that combines
these techniques into one algorithm for computing short interval transition matrices. We then
compare our method with the CSEM method.

6.4.1 Comparing the solutions

To evaluate the accuracy of the estimations for At given by A∗
t computed using either of the three

distance measures, we would like to compare them with the real transition matrix At; however,
this is not possible since At is unknown. One way then to compare the two estimates is to
compute an approximate transition matrix Ãτ from the estimate for At and measure its difference
from the original transition matrix Aτ . In doing so, we used the L1 matrix-norm defined as

‖Aτ − Ãτ‖1 =
∑
i,j

|aij − α̃ij|

where Ãτ = (A∗
t )

k.
To this end, we computed a number of m×m transition matrices Aτ based on randomly

generated data for the observed transitions in a period of τ = 2 and τ = 4 year periods. For both
cases, the annual transition matrix was desired. To compare in depth the performance of both
solutions we generated data for various matrix structures that are encountered in cohort studies.
The structures we considered were:

1. the full matrix (aij >0 for all i, j)

2. the absorbing matrix (amm =1)

3. the upper triangular matrix (aij =0, when i>j)

4. the lower triangular matrix (aij =0, when i<j)

5. the tridiagonal matrix (aij =0, when |i−j|>1)

The data for these matrix structures describe different kinds of disease progressions that are usu-
ally studied in the literature. The full transition matrix describes a disease where every transition
from one state to another is possible; a situation which for instance may reflect the treatment
intervention on the observed cohort. The absorbing matrix describes a disease with an absorb-
ing state, because once an individual is in this state, the individual remains in that state (e.g.
deceased). The upper triangular transition matrix describes a progressive disease that can only
deteriorate until the patient is deceased, while the lower triangular transition matrix describes the
opposite situation. Finally, the tridiagonal transition matrix describes a semi-progressive disease
that from each state can progress to adjacent states (of lower or higher severity) only.

For each structure we generated 500 different cohorts of transition counts using the multino-
mial distribution for each row of the matrix, computed for each of these cohorts the transition
matrix Aτ and solved for A∗

t . Our goal was to compare the average L1 difference of each method,
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m = 4 m = 6 m = 10
Matrices

lp RE eRE lp RE eRE lp RE eRE

Full 38.44 37.01 63.32 32.68 31.60 52.96 59.29 49.34 103.8
(47) (32) (41) (3) (95) (2) (35) (52) (13)

Absorb. 22.89 22.14 35.70 32.11 30.89 49.96 63.50 54.81 186.1
(42) (42) (30) (3) (96) (1) (0) (100) (0)

Upper 5.22 4.89 6.68 3.44 3.49 4.31 33.01 31.37 59.23
(53) (52) (68) (2) (4) (94) (79) (17) (4)

Lower 4.77 4.49 18.71 13.95 13.77 67.94 8.26 8.85 66.31
(69) (67) (49) (5) (95) (1) (100) (0) (0)

Tridiag. 48.96 50.07 76.48 50.20 52.31 132.58 54.68 58.31 234.5
(79) (10) (11) (99) (1) (0) (100) (0) (0)

Table 6.1: Average L1 differences (×10−2) between Aτ and Ãτ for the different methods when
τ = 2, and the percentage (%) of times (in parenthesis) that each one outperform the rest (ties
included).

but also to examine for how many cohorts each of the methods outperformed the rest. We choose
the number of states m to be 4, 6 and 10 to reflect models with multiple health states. Tables
6.4.1 and 6.4.1 illustrate the results we obtained, where the names of the methods have been
abbreviated accordingly. We note that when τ = 2, the lp method has smaller average L1 differ-
ence for tridiagonal transition matrices, for upper triangular matrices when m = 6, and for lower
triangular matrices when m = 10. For the rest of the matrix types and sizes, the RE method
performs better, except for upper triangular matrices when m = 6 where the eRE method per-
forms the best. When τ = 4, we note again that the lp and the RE methods perform well in
most of the cases, but the eRE method performs the best for 6×6 upper triangular matrices.
We conclude from these experiments that each of the three methods can outperform the rest for
different matrix structures or sizes. We can thus integrate them into one “combined"method that
initially computes A∗

t for each of the methods, and then chooses that A∗
t whose computation of

Ãτ has the smallest L1 difference from Aτ .
An issue to consider with our method, is the fact that the computed matrix A∗

t will possibly
have a zero entry α∗

ij concerning a positive transition aij in Aτ . For several applications, this
restriction can be problematic in the interpretation of the results. One way to resolve this, is
to use a small smoothing parameter εij for this entry and then re-normalise the row i. In this
way, we ensure that all possible transitions in the observed transition matrix remain also possible
in the short interval transition matrix. For the medical application at the next section, we use
εij =

aij

k
as the smoothing parameter.

6.4.2 The CSEM method

An alternative method to compute A∗
t is to use the EM algorithm [48] as proposed in [40],

which uses the observed τ -interval transition counts nτ
ij to impute the missing t-interval transition
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m = 4 m = 6 m = 10
Matrices

lp RE eRE lp RE eRE lp RE eRE

Full 51.63 48.69 169.41 49.27 46.79 222.6 85.54 66.04 194.1
(47) (34) (39) (74) (20) (6) (21) (41) (38)

Absorb. 32.37 30.44 54.52 44.96 42.78 64.31 87.78 60.25 143.9
(38) (48) (46) (0) (100) (0) (16) (80) (4)

Upper 10.22 10.63 42.04 6.05 6.59 5.19 88.74 87.80 218.1
(48) (38) (71) (0) (0) (100) (62) (24) (14)

Lower 10.84 11.18 40.92 34.54 37.42 173.9 86.94 86.23 250.9
(87) (44) (39) (100) (0) (0) (64) (25) (11)

Tridiag. 63.25 65.10 97.46 65.21 68.26 152.6 97.14 107.1 178.6
(70) (16) (14) (100) (0) (0) (97) (2) (1)

Table 6.2: Average L1 differences (×10−2) between Aτ and Ãτ for the different methods when
τ = 4, and the percentage (%) of times (in parenthesis) that each one outperform the rest (ties
included).

m = 3 m = 4 m = 5 m = 6
Matrices

our CSEM our CSEM our CSEM our CSEM

Full 32.84 23.70 37.55 23.06 40.45 24.45 41.76 24.05
Absorb. 18.44 29.12 21.84 29.26 28.15 33.94 30.63 35.55
Upper 12.15 32.24 10.95 38.20 11.40 42.29 12.43 47.04
Lower 8.77 34.83 8.64 36.88 9.46 42.59 15.97 48.88
Tridiag. 35.03 38.32 51.04 51.42 61.27 54.45 61.66 58.05

Table 6.3: Average L1 differences (×10−2) between Aτ and Ãτ when τ = 2 for our combined
method and the CSEM method.

m = 3 m = 4 m = 5 m = 6
Matrices

our CSEM our CSEM our CSEM our CSEM

Full 37.07 26.65 41.36 29.52 46.46 31.75 50.25 37.61
Absorb. 24.21 36.95 26.39 33.03 34.33 43.42 40.08 49.01
Upper 9.24 36.06 9.49 43.67 20.46 55.83 23.69 67.74
Lower 14.76 38.77 14.26 45.72 19.07 55.24 21.80 63.73
Tridiag. 40.85 47.62 55.42 58.47 59.64 67.63 68.36 77.41

Table 6.4: Average L1 differences (×10−2) between Aτ and Ãτ when τ = 3 for our combined
method and the CSEM method.
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counts, and then computes the transition probabilities by taking the proportions on the estimated
counts. In more details, the EM algorithm operates in two steps. In the E-step the algorithm
computes the expected number of individuals to have followed a specific path in the disease
progression; for example, when τ = 2 years and t = 1 year, a disease two-year path can be
(1 → 1 → 1) so that the probability of an individual following this path is

p(1 → 1 → 1 | 1 → ? → 1)=
α∗

11α
∗
11∑m

h=1 α∗
1hα

∗
h1

and the expected number of individuals e(n111) to have followed this two-year path is then

e(n111)=nτ
11

α∗
11α

∗
11∑m

h=1 α∗
1hα

∗
h1

In a similar manner, we can compute the expected number of individuals for any two-year path.
To compute now the the expected number of individuals e(nt

11) to have followed the one-year
path 1 → 1 within the two-year interval, we perform a simple bookkeeping. This is based on the
fact that for instance the two-year path (1 → 1 → 1) involves two one-year transitions 1 → 1,
while the path (1 → 1 → 2) involves a one-year transition 1 → 1 and a one-year transition
2 → 1. Hence, e(nt

11) can be computed as

e(nt
11)=

m∑
h=1

e(n11h) +
m∑

h=1

e(nh11)

In this way, we are able to obtain expectations e(nt
ij) for the unknown t-interval transition counts

i → j. In the M-step then, the transition probabilities a∗
ij are easily computed as α∗

ij =
e(nt

ij)∑m
j=1 e(nt

ij)
,

and are subsequently used in the E-step for the next iteration. This procedure is repeated a
number of times until A∗

t stabilises. A standard problem of any EM application is convergence
to a local maximum instead of a global maximum, so several initial transition matrices A∗

t are
used in practice.

The main advantage of the CSEM method is that it is simple to use in practice. Moreover,
the method can be easily integrated with multiple matrices with transition counts obtained from
different cohort studies. However, the CSEM has two major drawbacks. First, it requires the ac-
quisition of the observed τ -interval transition counts in its operation. Therefore, for applications
where a τ -interval transition matrix is readily obtained from the literature or expert judgment,
the CSEM method cannot be applied. Second, the method cannot be applied if k /∈ N. This is
because it is impossible to express the paths followed by the individuals in a consistent way to
involve the transition probabilities a∗

ij .
To compare the performance of the CSEM method with our combined method, we simulated

randomly generated cohort data that involved a disease progression for τ = 2 years or τ = 3
years with m = 3, 4, 5, 6 possible health states. We considered again the same set up for the
different matrix structures as in the previous experiments. The goal was to compute the annual
transition matrix A∗

t from the estimated transition matrix Aτ . Again, we used the L1 difference
between Aτ and Ãτ as computed by the two methods in order to evaluate them. We ran the
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CD4 count (cells/mm3)

From state CD4 count (cells/mm3) ≥ 100 75-99 50-74 0-49 AIDS

≥ 100 0.8149 0.0738 0.0586 0.0407 0.0120

75-99 0.5622 0.1752 0.1314 0.1169 0.0143

50-74 0.3606 0.1860 0.1521 0.2198 0.0815

0-49 0.1676 0.0636 0.1444 0.4652 0.1592

AIDS 0 0 0 0 1

Table 6.5: The six-month transition matrix A6 after the introduction of HAART based on data
collected during 1996-1997.

EM algorithm with 5 initial starting points and computed the average L1 difference for 100
cohort studies. Tables 6.4.2 and 6.4.2 illustrate the results. We note that our combined method
outperforms the CSEM method in all cases except for the full matrices in both tables and for
tridiagonal matrices when the number of health states m is 5 or 6 and τ = 2. Especially for
upper and lower triangular matrices there is quite a large difference in the performance of both
methods. These results advocate the use of our method for matrix structures that include zero
transition counts, which are usually the most commonly observed in practice.

6.5 Medical application

Researchers have developed a discrete-time Markov model to describe the progression to AIDS
and estimate AIDS-free survival in a HIV-infected population using the Swiss HIV Cohort Study
(SHCS) database [110]. The SHCS is a large, prospective, multicenter study that recruited in-
dividuals from throughout the range of disease progression. Data from previously published
cohort studies [65] had already confirmed a decline in the incidence of AIDS and mortality due
to antiretroviral combination therapies. In [110] a model for the disease dynamics after the intro-
duction of highly active antiretroviral therapy (HAART) was estimated to assess the effectiveness
of this therapy. In more detail, a transition matrix A6 was constructed using 2077 pairs of six-
month observations to model the CD4 count history between four AIDS-free states based on the
CD4 count and one absorbing AIDS state. The four CD4 count states are ≥ 100 cells/mm3, 75
to 99 cells/mm3, 50 to 74 cells/mm3, and 0 to 49 cells/mm3. The estimated matrix is illustrated
in Table 6.5.

Suppose now that we wish to use the six-month transition matrix A6 to estimate the one-
month transition matrix A1. We first note that the observed transition matrix has the five eigenval-
ues (0.9644, 0.4980, 0.1493,−0.0043, 1). Since there is a negative eigenvalue, we expect some
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entries in A1 = A
1/6
6 to have an imaginary term. In fact, we find that

A1=

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

0.9549−0.0005i 0.0207+0.0014i 0.0188−0.0013i 0.0045+0.0003i 0.0011+0.00004i

0.2185−0.0245i 0.6165+0.0741i 0.1532−0.0669i 0.0180+0.0150i−0.0061+0.0023i

0.0284+0.0445i 0.2823−0.1349i 0.5350+0.1219i 0.1318−0.0273i 0.0225−0.0042i

0.0346−0.0102i−0.0256+0.0309i 0.1024−0.0279i 0.8556+0.0063i 0.0330+0.0010i

0 0 0 0 1

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦
By excluding the imaginary part we find that

Â1 =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

0.9549 0.0207 0.0188 0.0045 0.0011

0.2185 0.6165 0.1532 0.0180−0.0061

0.0284 0.2823 0.5350 0.1318 0.0225

0.0346−0.0256 0.1024 0.8556 0.0330

0 0 0 0 1

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦
We observe that Â1 is an invalid transition matrix since its second and fourth rows contain neg-
ative values. By applying our combined method and smoothing the zero entries to obtain an
estimate A∗

1 for the one-month transition matrix, we now find that

A∗
1 =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

0.9549 0.0207 0.0188 0.0045 0.0011

0.2164 0.6135 0.1512 0.0165 0.0024

0.0284 0.2823 0.5350 0.1318 0.0225

0.0279 0.0105 0.0950 0.8404 0.0262

0 0 0 0 1

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦
If this matrix is multiplied together six times, the results are very close to A6 as shown below:

Ã6 =

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎣

0.8143 0.0752 0.0579 0.0393 0.0133

0.5514 0.1795 0.1250 0.1089 0.0352

0.3596 0.1961 0.1530 0.2058 0.0856

0.1876 0.1166 0.1443 0.4249 0.1266

0 0 0 0 1

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎦
We are now able to use the computed one-month transition matrix for any kind of summary that
pertains to the application at hand. For instance, an individual whose CD4 count is between 50 to
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CD4 count (cells/mm3)

From state CD4 count (cells/mm3) ≥ 100 75-99 50-74 0-49 AIDS

≥ 100 339 31 24 17 5

75-99 233 73 55 49 6

50-74 150 77 63 91 34

0-49 70 26 60 193 66

AIDS 0 0 0 0 415

Table 6.6: The six-month transition matrix count N6.

74 cells/mm3, has a probability of approximately 54% to stay in the same state after one month
of treatment.

In general, an individual-specific function of the transition matrix that may be of interest is
the probability that an individual is in a certain state after a t-interval. Given the initial starting
state of the individual and the transition matrix At, we can compute the desired probability. We
propose using the bootstrap technique to assess the uncertainty in such a probability and to con-
struct confidence intervals. The bootstrap technique performs sampling with replacement from
the original data set in order to create replicates of these data sets [52]. More specifically, let
us assume that we have observed the transition count matrix Nτ of a cohort for the τ -interval.
Then, for every row i of Nτ with nτ

i transition counts in total, we can sample with replace-
ment a new row i′ where each draw is taken from a multinomial distribution with probabilities
{aij, j = 1, . . . ,m} to generate a new set of nτ

i transition counts for row i′. Aggregating the re-
sults of each row i′ forms a new transition matrix count N ′

τ , giving rise to a new transition matrix
A′

τ . The resulting collection of bootstrapped transition matrices A′
τ approximates the sampling

distribution. For each of these matrices we apply our combined method to obtain an estimate
A∗

t for the t-interval transition matrix A′
t and to compute the probability of interest. Confidence

intervals are now constructed based on the probabilities computed for each matrix A∗
t and pro-

vide us with a way to assess the uncertainty involved in the desired probability. The bootstrap
technique outlined above can also been combined with the CSEM method [40].

We applied the bootstrap technique to assess the uncertainty in the probability distribution
for being in any of the five states of an individual whose CD4 count has been between 50 to
74 cells/mm3 one month earlier. In doing so, we used a fictitious transition count matrix N6

that corresponds to the observed transition matrix A6. Table 6.5 presents a summary of the
transitions between the health states. We used 100 bootstrap replicates to construct equi-tailed
95% confidence intervals for the probabilities that the individual reaches each state after one
month of treatment. The result is illustrated in Figure 6.1. Knowledge of the interval in which
each probability lies is of importance since it can be further used in assessing the predictive value
of a diagnostic test for the development and design of treatment protocols or regimes [118].
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>= 100 75−99 50−74 0−49 AIDS
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Figure 6.1: The 95% confidence intervals for the probabilities of each state after one month of
treatment for an individual whose CD4 count is between 50 to 74 cells/mm3.

given a DBN with q∗ process X i
n, i = 1, . . . , q∗, at time n ≥ 1;

if there are k observations at times n+tj, tj <1, j =1, . . . , k, then

for j = 1, . . . , k do
apply the combined method for tj − tj−1 to AXi(c) in the T i for each X i

n;

compute p(Xn+tj | y1:n+tj);
end
apply the combined method for 1 − tk to AXi(c) in the T i for each X i

n;

compute p(Xn+1 | y1:n+tk);
compute p(Xn+1 | y1:n+1)

else

compute p(Xn+1 | y1:n+1)

end

Figure 6.2: Pseudocode for monitoring with DBNs that have asynchronous observations.

6.6 Monitoring dynamic networks

In this section we present an algorithm for monitoring dynamic networks with asynchronous ob-
servations that exploits our method for computing a short interval transition matrix. We assume
that there are always observations at every time slice and that additional observations within the
interval of observation can occur at anytime.

6.6.1 The algorithm

For HMMs, our method for short interval transition matrices can be readily applied to the tran-
sition matrix of the hidden variable representing the stochastic process. For DBNs, however,
instead of a single transition matrix for the hidden variable as in HMMs, there is usually a set of
transition matrices for the hidden variables representing the stochastic processes, which we call
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the conditional transition matrix. To be precise, for a hidden variable X i
n representing the i-th

stochastic process at time n, the conditional transition matrix T i consists of all the transition
matrices of this variable for each combination c of values of its parent set π(X i

n). We can then
apply our method to the individual matrices denoted as AXi(c) in the T i. Figure 6.2 shows a
pseudocode for our algorithm.

6.6.2 Issues to consider

Global vs individual transition matrix

We note that the aforementioned algorithm applies our method on each transition matrix of the
hidden variable representing the stochastic process. At this point, someone could argue why we
do not apply our method to the global transition matrix AG that can be created by enumerating all
combinations of values for the hidden variables representing the stochastic processes. Continuing
this argument, it would then have just been simpler and possibly faster to do so since we use just
a single transition matrix especially for medium size dynamic networks.

To counter-argue this hypothesis, we ran several experiments on dynamic networks with two
processes represented by the variables X,Z and transition matrices AX , AZ . We considered two
alternative scenarios; in the first, X and Z are independent, and in the second they are dependent.
The set up of the experiments for both scenarios was as follows: initially, we computed the whole
transition matrix AG, then, we applied our method for a given short interval t to estimate A∗

t,G,

and subsequently computed La
1 = ‖AG − ÃG‖. Alternatively, we first apply our method for the

short interval t to estimate A∗
t,X , A∗

t,Z , then we combined them to compute A∗
t,G, and subsequently

we computed Lb
1 = ‖AG − ÃG‖. We assumed the observation interval τ to be equal to the unit

interval and considered cases where t could be 1/2, 1/3 or 1/4.
As with our previous experiments we used the five m × m matrix structures for each of the

matrices AX and AZ . Tables 6.7-6.12 indicate the average L1 differences we obtain for 100
different matrices per structure and size m. For both scenarios, we observe that in almost all of
the cases it is preferable to apply our method on each transition matrix rather than on the global
transition matrix. This is especially evident for the second scenario that is often the case for
practical applications. We foresee that for dynamic networks composed of multiple interacting
processes it is better to apply our method on each transition matrix rather than on the global
transition matrix; an operation usually infeasible since its size grows exponentially with the
number of values of the hidden variables representing the process.

Separable models

A question of interest concerning the algorithm for monitoring dynamic networks with asyn-
chronous observations we have proposed, is to determine under which circumstances it performs
well. Putting it differently, we would like to know for what type of model should we expect
small L1 difference between AG and ÃG. To acquire an insight as to when we should expect
optimum performance of the algorithm, we exploit the concept of (approximate) separability for
weak interaction in dynamic processes [102].
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m = 3 m = 4 m = 5 m = 6 m = 7
Matrices

La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1

Full 33.72 33.33 53.06 52.65 73.36 70.84 82.87 79.16 87.28 82.91
Absorb. 32.13 31.69 60.25 57.87 72.90 70.71 77.53 74.98 93.19 87.90
Upper 26.95 26.63 55.08 53.38 71.98 69.61 83.94 80.87 87.86 84.35
Lower 30.24 29.60 55.84 54.94 70.12 68.61 81.97 79.15 91.17 88.41
Tridiag. 30.97 30.34 57.46 56.80 74.87 73.82 83.03 78.49 90.07 86.57

Table 6.7: Average L1 differences (×10−2) between AG and ÃG for independent X,Z (t = 1/2).

m = 3 m = 4 m = 5 m = 6 m = 7
Matrices

La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1

Full 37.10 36.78 67.78 65.54 90.41 84.85 101.5 94.85 108.6 99.93
Absorb. 33.90 33.71 66.36 66.49 83.99 79.55 96.44 91.23 117.8 104.9
Upper 30.44 30.31 70.59 68.75 90.02 86.62 96.81 92.99 119.5 112.6
Lower 36.18 35.79 65.71 63.73 80.78 78.81 96.99 90.75 108.8 103.4
Tridiag. 37.14 37.16 77.93 76.04 81.26 77.03 106.1 99.78 115.2 106.5

Table 6.8: Average L1 differences (×10−2) between AG and ÃG for independent X,Z (t = 1/3).

Let X,Y, Z be three variables and let p(Y | X,Z) be given. Then, p(Y | X,Z) is separable
if there exists w and conditional probability distributions p(Y | X) and p(Y | Z), such that
p(Y | X,Z) = wp(Y | X)+(1−w)p(Y | Z). Note that there is no requirement that w is between
0 and 1. Also note that separability is closely related to context-specific independence [12].
Separability can be understood as characterising the way information flows about a dynamic
process. Intuitively, it says that information may flow from any of the hidden processes at the
previous time slice to a process at the current time slice, but at any point in time only one of the
processes is selected and information flows from that one.

In general, however, real-world models will not be fully separable. A notion thus of approx-
imate separability has been proposed by Pfeffer [102] as follows. We say that p(Y | X,Z) is
σ-separable if there exist 0 ≤ σ ≤ 1, w, and conditional probability distributions p(Y | X) and
p(Y | Z), such that p(Y | X,Z) = σ(wp(Y | X) + (1 − w)p(Y | Z)) + (1 − σ)p(Y | X,Z).
The degree of separability of p(Y | X,Z) is defined as the maximum σ for which p(Y | X,Z)
is σ-separable. Similar to separability, approximate separability can be understood in the same
way. For instance, if σ is high, then this means that while information can flow from both X and
Z to Y , most of the time it flows from one of them or the other.

Building upon the concept of approximate separability we ran experiments on various models
and measure the L1 difference as previously. Figures 6.3, 6.4 show the performance of our
algorithm on a dynamic network with two dependent processes represented by the variables
X and Z. The x-axis shows the degree of non-separability of the model; the left endpoint is
a fully separable model, while the right endpoint is a completely non-separable model. The
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m = 3 m = 4 m = 5 m = 6 m = 7
Matrices

La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1

Full 40.99 40.94 76.06 73.14 99.37 94.75 112.3 99.37 135.7 120.6
Absorb. 35.20 34.90 68.35 67.33 89.99 85.74 106.1 99.58 127.6 116.2
Upper 37.36 37.27 71.99 70.64 99.70 96.86 107.8 100.9 128.3 115.7
Lower 36.51 36.32 74.52 72.29 92.19 89.31 116.5 109.8 132.5 123.1
Tridiag. 39.97 40.05 81.94 81.34 104.4 96.91 118.2 105.1 119.5 108.2

Table 6.9: Average L1 differences (×10−2) between AG and ÃG for independent X,Z (t = 1/4).

m = 3 m = 4 m = 5 m = 6 m = 7
Matrices

La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1

Full 36.46 37.25 69.09 55.03 92.72 67.92 125.9 74.21 141.9 87.67
Absorb. 37.31 38.41 67.33 58.22 88.87 66.71 125.8 83.73 131.7 90.28
Upper 38.14 37.23 68.28 58.63 89.36 68.71 114.2 73.25 145.7 87.93
Lower 34.35 34.67 69.52 58.31 88.61 67.96 122.6 77.81 138.4 86.59
Tridiag. 35.17 35.71 69.66 60.76 93.66 69.08 118.2 82.29 136.1 83.33

Table 6.10: Average L1 differences (×10−2) between AG and ÃG for dependent X,Z (t = 1/2).

set up of the experiments was as follows: we generated transition matrices AX , AZ for each
of the five structures and compute ÃG by first computing At,X , At,Z and then combining them
to obtain At,G. We used t = 1/2 or t = 1/3 and averaged the results over 500 runs. We
observe from the results that in general for all matrix structures and both values of t neither
separable nor non-separable models lead to minimum L1 differences. Instead, the lowest degree
of difference is most of the time attained for models with an intermediate degree of separability.
We can therefore expect in practice that models for which the degree of separability satisfies
σ → lim

σ∗→0.5
σ∗> 0.5

σ∗ that the results can be very good. There are situations however, where a smaller

value of the degree of separability such as σ → 0.4 or a higher value such as σ → 0.8 can provide
satisfactory results. We point out that these conclusions differ completely from the conclusions
of Pfeffer with respect to the performance of the BK algorithm. He demonstrated theoretically
and experimentally for simple models that for fully separable models BK performs optimally.
However, for the algorithm we present here, the operation performed on the transition matrices
by our method is not linear, and thus conclusions concerning the concept of separability can be
solely based on experimental results.
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m = 3 m = 4 m = 5 m = 6 m = 7
Matrices

La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1

Full 46.96 44.36 93.04 71.32 135.8 84.10 173.4 97.54 190.7 96.77
Absorb. 46.64 43.05 85.18 69.04 128.5 79.14 165.7 93.96 219.7 106.4
Upper 43.64 40.96 88.38 64.03 125.5 83.16 178.6 93.77 206.9 103.3
Lower 39.60 38.50 88.45 69.62 132.5 78.87 158.2 88.69 216.5 102.2
Tridiag. 46.16 46.95 87.09 67.28 127.46 82.67 167.1 94.64 194.1 101.1

Table 6.11: Average L1 differences (×10−2) between AG and ÃG for dependent X,Z (t = 1/3).

m = 3 m = 4 m = 5 m = 6 m = 7
Matrices

La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1 La
1 Lb

1

Full 49.69 45.89 95.90 72.26 138.6 89.85 209.2 105.8 241.6 110.3
Absorb. 53.68 51.06 102.3 76.15 160.3 91.01 211.5 103.3 238.5 117.6
Upper 55.01 48.94 102.5 76.56 151.1 89.47 220.8 105.5 276.7 115.4
Lower 49.91 47.49 115.3 80.99 151.9 91.83 209.9 99.70 232.3 108.4
Tridiag. 48.05 44.71 97.38 77.27 143.7 91.06 208.3 106.6 233.4 118.3

Table 6.12: Average L1 differences (×10−2) between AG and ÃG for dependent X,Z (t = 1/4).

6.7 Discussion

We have introduced a computational method to estimate short interval transition matrices in a
discrete-time Markov model from partially observed event history data. This type of data sets
are quite often found in practical applications where the cohort under study is observed for an in-
terval larger than the interval of interest [40,86,130]. Our proposal amounts initially to compute
the short interval transition matrix using the Jordan decomposition and then to apply regular-
isation techniques [78] in order to obtain a valid transition matrix. Specifically, our proposal
performs regularisation on each row of the invalid short interval transition matrix by utilising
three alternative distance measures to compute a row that sums to one and has non-negative en-
tries. In this way, a short interval transition matrix is computed that when multiplied by itself to
estimate the original large interval transition matrix has minimum L1 distance.

Compared to the CSEM method proposed in [40], our proposal provides two major advan-
tages: first, the flexibility that it can be used for any short time interval of interest; second, the
flexibility that it does not rely on the observed transition counts. More specifically, our method
operates directly on the invalid short interval transition matrix that is a result of raising the origi-
nal large interval transition on any positive power smaller than one. However, the CSEM method
relies on the fact that the unknown short interval transition probabilities can be used to represent
the known large interval transition probabilities. This is possible only if the short time interval is
a proper divisor of the large interval; otherwise, the CSEM method cannot be used. In addition,
our method can be also used when the transition counts are not available, but the large interval
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transition probabilities are. These probabilities can be obtained, in case of insufficient data, from
published studies in the literature or from experts. For example, in the development of decision-
support systems for patient therapy quite often experts are asked to elicit unknown probabilities
needed by the model [128]. An issue to consider with our method is the homogeneity assump-
tion of the Markov chain, which can be unrealistic in several fields of medicine. A common
non-homogeneous model over time is one when the transition probabilities remain constant for
a transition intervals and then change for b transition intervals and so on [40, 110]. Our method
can readily adapted in this case to estimate short interval transition matrices within each time
stratum.

An interesting aspect of our proposal is that it does not only provide the researcher with a
method to obtain any short interval transition matrix of interest, but it can also be combined with
Efron’s bootstrap technique [52] to assess the uncertainty of the matrix or function of it. One
such case is when we are interested in computing the probability that an individual belongs to a
certain severity state after an interval of interest. For this task, we have shown how the bootstrap
technique can be combined with our method to provide for confidence intervals on the proba-
bilities of interest. Furthermore, a possible extension of our method is to incorporate transition
matrices of various intervals unequal in length. As an example, we may obtain a transition matrix
for a three-year interval from a cohort study and a transition matrix for a five-year interval from
another cohort study, and to desire the computation of a two-year interval transition matrix. In
this case, we can apply our method on both transition matrices and subsequently aggregate (eg.
weighted average) the resulting two-year transition matrices into one transition matrix for further
use. While the framework of Welton and Ades [130] based on the Bayesian approach has ad-
dressed this matter, in our case it may not be straightforward to compute the respective weights
since different epidemiological assumptions about the relationships between studies must be
considered. Finally, within the framework of a missing information problem quite often the EM
algorithm [48] is used for estimation of unknown quantities. The success of such a technique
depends among others on the initial parameters being used. Under this perspective, our method
provides a way for computing transition matrices that are close to the real ones and can be used
as initial transition matrices, improving thus the performance of the EM algorithm.

Based upon our method for computing short interval transition matrices, we proposed an
algorithm for monitoring dynamic networks with asynchronous observations. The algorithm
applies our method on the individual level, that is, for every transition matrix that belongs to
the conditional transition matrix of each hidden variable representing the stochastic process. We
experimentally and from a practical standpoint argued why such an operation is preferred to a
brute application of our method on the global transition matrix. In addition, we gave an insight
as for what type of model should we expect optimum performance of the algorithm with respect
to how the short interval transition matrix leads to reasonable estimates of the global transition
matrix. An interesting application of the algorithm is also on the parameter learning using the
EM approach. Under such a scheme we can estimate at each iteration the transition matrix Aτ

and also the short interval transition matrix A∗
t for the interval t of interest. A question that arises

now is how to combine these two estimates to obtain a final estimate for Aτ that will be used
at the next iteration of the EM approach. Further research on this issue can shed light on the
theoretical as well as practical aspects of this special implementation of the EM.
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Figure 6.3: Average L1 differences between AG and ÃG as a function of degree of non-
separability (t = 1/2).
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Figure 6.4: Average L1 differences between AG and ÃG as a function of degree of non-
separability (t = 1/3).



CHAPTER 7

Conclusions

“Well done is better than well said”. Benjamin Franklin

In this thesis we have studied the practicability of inference with dynamic networks. To
this end, we have proposed and analysed several new algorithms for inference with such models,
based upon properties and assumptions implied in their semantics. In this chapter, we summarise
and evaluate our contributions.

Achievements

Dynamic networks are sequential graphical models for multiple hidden stochastic processes that
interact with each other. In this thesis, we have restricted our attention to directed graphical
models such as HMMs or DBNs. We have detailed the semantics underlying these models and
reviewed the state-of-the-art algorithms for exact and approximate inference with them.

To study the practicability of various algorithms in a real practical setting, we constructed a
concrete DBN, called the dVAP network, for the diagnosis and treatment of ICU patients with
ventilator-associated pneumonia. The dVAP network has been our benchmark model for evalu-
ating and implementing our inference schemes. We have discussed the importance of selecting
and defining the variables for the network based on a proposed interval transition period that is
admissible by the domain expert. In addition, we have proposed and used an efficient and simple
method for estimating the parameters of the network using expert judgement. In preliminary
experiments on patient datasets, we have demonstrated the improved diagnostic performance of
the dVAP network in comparison to its alternative static network. Finally, we have extended the
dVAP network for decision making purposes and used the Perseus algorithm for selecting ap-
propriate patient treatment. We have discussed how the Perseus algorithm, originally created for
stochastic processes with no internal structure, can be applied efficiently to DBNs with dependent
processes and have reported promising results in our evaluations.

129
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To allow for exploring the robustness of inference results from a dynamic network, we have
investigated how a sensitivity analysis of such a network can be performed. Sensitivity analysis
of BNs has long been an important and challenging research theme for studying the robustness
of output in view of possibly inaccurate estimation of the conditional probabilities included in
the model. For dynamic networks, however, sensitivity analysis had not been studied before. We
have derived the forms of the sensitivity functions for any network parameter and proposed ways
of computing these forms efficiently. In addition, we have examined how threshold decision
making with a dynamic network can be aggregated with sensitivity analysis in order to establish
the robustness of decisions based on the output of the model. An efficient approximate method
for this task has been proposed and applied to the dVAP network.

Inference with dynamic networks can be infeasible for large models. We have shown, how-
ever, that the nature of the observations obtained or the parameters can help alleviate the com-
putational burden involved. Using concepts from linear algebra, we have proved that whenever
consecutive similar observations are obtained, the probability distribution of the hidden variables
converges to a limit distribution within some level of accuracy. Based on this result, we have
proposed an algorithm that forestalls inference whenever this phenomenon occurs. In our exper-
iments, we have shown that considerable savings in computational requirements can be achieved
for several dynamic networks. We have further proposed a sequential Monte Carlo algorithm
for approximate reasoning that extends the framework of particle filtering. Our algorithm ex-
ploits discrete kernel functions to regularise the probability distributions of the hidden variables
before generating a sample for the following time slice. We have argued that for models with
near deterministic transition matrices or for observations without noise, our algorithm performs
best and then outperforms PF. An evaluation of our algorithm on the dVAP network supports this
conclusion.

Finally, we have proposed a novel method for computing short interval transition matrices
given a transition matrix for a longer, fixed interval. Our method combines several distance
measures to compute a matrix that approximates the given matrix. Based upon the method, we
have subsequently proposed an algorithm for monitoring dynamic networks with asynchronous
observations. We have detailed the various steps of the algorithm and argued for which type of
model we can expect it to perform well. Contrary to previous approaches which build upon a
continuous time framework, our algorithm has the advantage of exploiting the reliable transition
matrices computed for the given fixed interval without the need for constant monitoring of the
system.

Future research

We see several directions for further research with respect to the practicability of dynamic net-
works. Some of these have already been briefly mentioned at the ends of the chapters 3-6. Here,
we recapitulate them and propose some additional directions that we consider promising.

Just like for BNs, research can be directed to the construction of dynamic networks from
data. Algorithms to this end can primarily focus on learning the transition model of a network
with respect to its parameters but also on the dependencies among the processes with specialised
EM-type algorithms. From this perspective, the Markovian assumption may be relaxed in favour
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of better modelling capabilities. Relaxing the assumption, however, can come at the price of
increased complexity of the computations involved in inference.

Sensitivity analysis is also a fruitful area for further research. We have studied sensitiv-
ity with respect to inaccuracies in the parameters of dynamic networks but other methods for
analysing the performance are called for as well. For example, methods for studying the robust-
ness of inference results with respect to the structure of the network. Sensitivity analysis can
thus be performed not only for parameters but also for arcs. Work done on arc removal can be of
benefit for this direction. Other examples include studying what-if scenarios where the interest
is to investigate the effect on the output if an observation is changed, to examine potentials in
performing sensitivity analysis for multiple parameters or CPTs, and to study reasoning patterns
with the aim of debugging the model or explaining the output.

We have already shown that convergence results for dynamic networks are significant for
decreasing the computational burden involved in inference. By studying the observation model
of a dynamic network, for example, further results may be obtained, showing that a particular set
of values for a subset of the observable variables suffices to cause convergence in the probability
distribution of the hidden variable irrespective of the network structure. Focusing on a subset of
the observable variables can be of major importance in, for instance, the medical domain, where
only some symptoms are sufficient to establish if a patient suffers from a disease. In addition,
convergence properties for dynamic networks can be studied in view of a establishing a decision
or a maximum aposteriori assignment.

Monitoring with dynamic networks using sequential sampling algorithms is another area
where several ideas have merit. We have already advocated the combination of the RPF algorithm
with RBPF for better results. With respect to discrete kernels, we have proposed a number
of kernels for the univariate and the bivariate case but there are of course other kernels that
can be used and may lead to better estimations. Especially for the situation where there are
continuous variables in the forward interface, then choice of kernel functions both on discrete
and continuous variables can be a challenging issue. Furthermore, an interesting study involves
the comparison of sampling algorithms with other algorithms for approximate inference such as
variational methods or expectation propagation.

Lastly, computing a short interval transition matrix is a significant issue for several real ap-
plications. It is possible that additional distance measures used within our proposed method can
lead to improved estimates. As for the algorithm we proposed for monitoring with asynchronous
observations, evaluation and comparison of it with other approaches such as CTBNs is interesting
from a practical point to study which of the two is preferred and for what kind of applications.

Although there still are many research directions to be explored and advances can still be ex-
pected, we hope to have contributed in this thesis to the practicability of using dynamic networks
in real applications.
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Samenvatting

De modellering en analyse van tijdsafhankelijke verschijnselen vormt een belangrijk onderw-
erp in wetenschap en techniek. Afhankelijk van de toepassing, de beschikbare data en het doel
van de analyse, bestaat er een breed scala aan statistische modellen die kunnen worden gebruikt
voor redeneerdoeleinden. Binnen dit scala zijn dynamische netwerken krachtige grafische mod-
ellen voor de representatie van en het rekenen met kansverdelingen over variabelen die tijd-
safhankelijke stochastische processen beschrijven. Voor een verzameling van variabelen maken
deze modellen verscheidene veronderstellingen van conditionele onafhankelijkheid waarmee de
gezamenlijke kansverdeling op een gefactoriseerde manier kan worden vastgelegd. Efficiëntie
van redeneren met deze modellen blijft echter cruciaal voor hun toepassing in de praktijk.

De belangrijkste bijdrage van dit proefschrift wordt gevormd door methoden waarmee het
redeneren met dynamische netwerken wordt vereenvoudigd; deze methoden maken gebruik van
kenmerken van de data of van de parameters van een model. Om een realistische context voor
de methoden te bieden, bespreekt dit proefschrift eerst de uitbreiding van een statisch model
voor de zorg van patiënten op een intensive care afdeling met aan beademing gerelateerde lon-
gontsteking, tot een dynamisch netwerk. Gegeven dit dynamische netwerk en de beschikbare
patiëntgegevens, beschrijft het proefschrift voorts het effect van de parameters van het model
op de uitvoerkansverdeling en op de beslissing tot een eventuele behandeling met antibiotica
die op deze kansverdeling is gebaseerd. De precieze vorm van de wiskundige functies die dit
effect beschrijven, wordt afgeleid; ook worden benaderingsmethoden voorgesteld om de func-
ties efficiënt te berekenen. Het proefschrift beschrijft vervolgens inferentie-algoritmen die op
de beschreven toepassing zijn afgestemd. Deze algoritmen benutten achtereenvolgens geob-
serveerde gelijke symptomen of waarden van diagnostische tests, of de kansen in de transitiema-
trices en de sensitiviteit en specificiteit karakteristieken van de in het netwerk gemodelleerde
tests. Tenslotte presenteert dit proefschrift een algoritme waarmee efficiënt geredeneerd kan
worden over situaties waarin de gegevens op een willekeurig moment beschikbaar komen in
plaats van met vaste intervallen. De kansverdeling over de variabelen wordt daarbij benaderd
door interpolatie van de verdelingen bij de intervalgrenzen, waarna met de benadering wordt
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verder gerekend.
Met de voorgestelde inferentie-algoritmen voor dynamische netwerken voor medische diag-

nose en zorg, menen we de toepasbaarheid in de praktijk te hebben vergroot. We hopen dat
de voorgestelde methoden ook bruikbaar zullen zijn voor andere domeinen waarin de geob-
serveerde data of de parameters van het ontwikkelde model dezelfde kenmerken hebben als die
in dit proefschrift zijn bestudeerd. Financiële toepassingen met risico-analyse en stochastische
gevoeligheid, en problemen in de signaalverwerking zijn voorbeelden van domeinen waarin onze
methoden ongetwijfeld van nut zullen zijn..
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