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Chapter 1

Introduction

The human brain consists of billions of neurons, which are connected through

axons and dendrites. Axons both subserve short-range connectivity within grey

matter and long-range connectivity through white matter fibre bundles. Relating

the anatomy and function of neurons and their connections to behaviour is one

of the biggest remaining scientific challenges of the 21st century. This thesis deals

with aspects of brain anatomy and function that are accessible through Magnetic

Resonance Imaging (MRI). Given the resolution of an MRI scan (∼ 1mm2) and

the size of neurons and their processes (∼ 1µm) it is perhaps surprising that MRI

is useful for neuroscience at all. Yet it has been known for more than a century that

the brain’s grey matter, which contains its neurons, is organized at a level which

lends itself to investigations using macroscopical methods. Korbinian Brodmann

showed for instance that areas that are centimeters wide can be mapped out based

on their cellular properties [33]. Paul Broca was the first to show that the degener-

ation of a very localized part of the cortex leads to a very specific loss in function

[32]. The findings of Brodmann and Broca, amongst others, have lent support

to the hypothesis of functional localization or segregation, which puts emphasis

on the importance of local computation to enable behaviour. Functional segre-

gation however necessitates functional integration, which combines the results of

all these local computations to enable behaviour. Crucially, functional integration

is supported by anatomical connections. Because the neurons they connect are

grouped together into areas, anatomical connections are also clustered into white

matter fibre bundles. In the last two decades, two MRI techniques have emerged

which shed light on the segregation and integration of the brain, both from an

anatomical and functional perspective. Functional Magnetic Resonance Imaging

1



Chapter 1. Introduction 2

is sensitive to the blood response caused by neuronal activity. This technique,

albeit indirect, has provided us with invaluable information about the functional

segregation of the brain, first by confirming knowledge from lesions studies, such

as Broca’s example and then by moving towards more detailed descriptions. Diffu-

sion MRI, on the other hand, has enabled us to study the microstructure of white

matter bundles in vivo and to reconstruct the anatomical connectivity between

brain regions through tractography.

In this thesis, we will look at methods and experiments in which fMRI and Diffu-

sion MRI are used to provide a more complete description of the brain’s anatomy

and function. In chapter 3, we will consider a specific class of fMRI analyses

in which a priori information about anatomical connectivity is crucial. We will

investigate whether Diffusion MRI can provide this information at a sufficiently de-

tailed level. Chapter 4 develops a novel analysis framework for diffusion-weighted

MRI data which is able to deal with regions which contain crossing matter fibre

bundles and which also quantifies the uncertainty of the local fibre direction given

the data. Chapters 5 and 6 are very closely related to each other: both deal with

fMRI recordings of subjects while they are not engaging in any overt task. During

rest, brain areas retain activity patterns which are highly organized. More specif-

ically, brain areas that form functional networks during task performance also

show correlated fMRI activity during rest. Chapters 5 and 6 investigate whether

we can use this property of resting-state activity to study the functional segrega-

tion of the human brain with unsupervised machine learning methods. Chapter 5

studies a very specific set of regions on the medial wall, which have already been

segmented based on their anatomical connectivity [96]. We use both resting-state

fMRI and Diffusion MRI data and show good correspondence in segmentations

based on both sources of data individually. Chapter 6 again uses clustering meth-

ods to segment functional data. In this chapter, we optimize the clustering method

for within-subject consistency. We moreover develop a heuristic to determine the

most appropriate number of clusters, given the clusters’ connectivity profiles. We

demonstrate the algorithm’s performance in two regions of the brain. In chapter

7 we will discuss the findings of this thesis. But before we move on to the experi-

mental chapters of this thesis, chapter 2 first introduces functional and Diffusion

MRI.



Chapter 2

Background

2.1 Introduction

Magnetic Resonance Imaging has in the last 30 years revolutionized our capacity

to investigate the structure and function of the human body noninvasively. For

instance, MRI scans are now routinely used to detect strokes, the extent of tumours

and aneurysms. Diffusion-weighted MRI and functional MRI (fMRI) are two MRI

techniques that have proven to be especially important for the study of the human

brain. DW-MRI provides unique information about the microstructure of human

grey and white matter, whereas fMRI is used to study brain activity. This chapter

introduces both techniques, but first starts off with a brief introduction of MRI

physics.

2.2 From NMR to MRI

MRI originated from Nuclear Magnetic Resonance (NMR) spectroscopy, which

was developed more than half a century ago. NMR phenomena were first observed

independently by Felix Bloch and Edward Purcell in 1946 [31, 153]. In the fifties

and sixties a complete theory for NMR was developed which introduced all the

basic contrast mechanisms, such as T2 relaxation and Diffusion weighting. In the

seventies, spatial encoding was introduced to NMR and the name MRI was coined

for the combination of NMR and imaging, partially to avoid the association of

Nuclear MRI with radioactive radiation by the general public. In this section, we

3



Chapter 2. Background 4

briefly review the physics behind the NMR phenomenon and MRI. For a more

extensive discussion of this subject we refer the reader to [117].

2.2.1 Spins, resonance and relaxation

Atomic nuclei, such as the hydrogen nucleus, have a quantum property called spin,

which means that such nuclei behave as if they are spinning around their own axis.

Because these nuclei also carry charge, each nucleus creates its own tiny magnetic

field. Under normal conditions the direction of this field is random and therefore

no net macroscopic magnetic field results from the sum of all the individual nuclear

magnetic fields. This changes when an external magnetic field is applied. Let us

assume that a constant magnetic field B0 is applied in the z-direction:

B0 = Bzz. (2.1)

We will call the z-direction the longitudinal direction and the plane perpendicular

to this the transversal plane. The application of a constant magnetic field causes

the spins to precess about z with a precession frequency ω of:

ω = γB0. (2.2)

The precession frequency is also called the Larmor frequency and its importance

will become apparent shortly. The orientation of this precession is quantized and

depends on the spin quantum number of the nucleus. In this thesis, we only con-

sider the hydrogen nucleus, which has a spin quantum number of 1/2 and has

therefore two possible precession orientations: up and down. This means that the

magnetic moment of hydrogen in a strong magnetic field has two components: a

longitudinal component which is aligned parallel or antiparallel with the external

magnetic field and a rotating transversal component. The initial phase of the

transversal component is again random, which causes the net transversal magneti-

zation to vanish. The energy of the spins that have parallel orientation is however

lower than the energy of the spins in the antiparallel orientation. This causes a

slight difference in the occupation of spin states in favour of the parallel state and

therefore causes a small magnetic field in this direction. However, because this is
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also the direction of the externally applied magnetic field, it is extremely difficult

to detect.

To create an observable nuclear magnetic field, we need to apply another time-

varying magnetic field B1. If the frequency of B1 is equal to the Larmor frequency

of the spins (or if B1 is in resonance with the spins), this will cause the longitudinal

magnetization to tip away from the z-axis into the transversal plane. Because this

frequency is in many cases in the range of radio transmission frequencies, the B1-

field is often also referred to as the radio frequency (RF) pulse. The angle that the

total magnetization makes with the longitudinal axis after the application of the

B1-field is called the flip angle and depends on the duration and the strength of the

B1-field. If for instance the B1-field is applied in the x-direction and the flip angle is

90◦, this means that after the RF-pulse the original longitudinal magnetization has

transferred to a magnetization in the y-direction of the same magnitude. There

is therefore a non-zero transverse magnetization which starts to precess at the

start of the RF pulse. When a receiver coil is placed in the transversal plane, the

resulting oscillating magnetic field causes an electromotive force across the coil.

This is the basis of signal detection in NMR.

Bloch [30] developed a complete description of the behavior of the Magnetization

M of nuclear spins under the influence of an external field B:

∂M

∂t
= γM×B− Mxx +Myy

T2

− (Mz −Mz(0))z

T1

, (2.3)

where Mz(0) is the equilibrium longitudinal magnetization. In the last paragraph,

we have already qualitatively described the behaviour of M in the presence of

an RF-pulse. It is now straightforward to show what the behaviour is of the

magnitude of the longitudinal and transverse magnetization after the (90◦) RF

pulse:

Mxy = Mxy(tRF )e−t/T2 , (2.4)

Mz = M0(1− e−t/T1), (2.5)

where Mxy(tRF ) is the magnitude of the transverse magnetization just after the

RF pulse. T1 and T2 are known as the longitudinal and transversal relaxation

constants. They differ from tissue to tissue and are two of the most important

contrast mechanisms in NMR. T1 is caused by spin-lattice interactions, whereas

T2 is influenced by spin-spin interactions.
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2.2.2 Echo formation

Let us summarize last section’s findings: if we place nuclear spins in a static mag-

netic field and apply an RF pulse in the transversal plane, we create an oscillating

transversal magnetization which is observable because it induces a voltage in a

magnetic loop. The magnitude of the transversal magnetization (or rather the

envelope of the oscillating transversal magnetization) subsequently decays to zero

with time constant T2. The application of a single RF pulse is the simplest possible

way to generate a NMR signal, which is called the Free Induction Decay (FID). If

the magnetic field is perfectly homogeneous, the FID signal will indeed decay with

time constant T2, but usually there are inhomogeneities present, which introduce

local differences in the phase of the transversal magnetization. This causes faster

decay, with a time constant T ∗2 .

In 1950, Hahn introduced the first NMR sequence that uses echoes to generate

signals [82]. These spin echoes are formed by applying a 90◦ RF pulse followed

by a 180◦ RF pulse. The effects of this pulse sequence are illustrated in figure

2.1. The 90◦ RF pulse flips all the longitudinal magnetization into the transversal

plane. Local differences in the magnetic field result in local differences in precession

frequency (recall equation 2.2), which in time results in slower spins lagging behind

faster spins. A 180◦ pulse now reverses this situation, putting the faster spins

behind the slower spins. The faster spins will therefore at some point in time (the

echo time TE) “catch up” with the slower spins, whereupon the phase differences

will cancel out and a Spin Echo (SE) will form. This Spin Echo is now purely

weighted by T2 decay.

Another form of echo formation is the Gradient Recalled Echo (GRE). In GRE

imaging two gradients are applied after a single RF pulse. The first gradient intro-

duces a global difference in precession frequency and therefore a global incoherence

in phase. The second gradient is in the opposite direction to the first gradient.

If the surface area (gradient strength × gradient duration) under both gradients

is equal, the second gradient will cancel out the phase incoherence caused by the

first gradient and an echo will form. Phase incoherence caused by local magnetic

field inhomogeneities are not canceled out by this sequence, which makes GRE

imaging T ∗2 -weighted.
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90° 180° 

TE TE/2 

Figure 2.1: Demonstration of the spin echo sequence. After the 90◦ pulse the
longitudinal magnetization is flipped into the transverse plane. Subsequently,
the phase coherence of the transverse magnetization decreases because of local
differences in the magnetic field, resulting in fast and a slow spin population
(depicted as solid and dotted vectors respectively). The 180◦ pulse flips the
magnetization, which results in the the fast spins lagging the slow spins. At TE

the fast spins have made up for this lag, which results in echo formation.

These are only the simplest examples of echo formation principles, but they are

the ones that are most relevant for DW-MRI and fMRI. For a more complete

treatment of echo formation we refer the reader to [81].

2.2.3 Imaging

In the previous section we have reviewed the effect of RF fields and gradients (local

or global) on NMR signal formation. NMR-based imaging exploits the dependency

of precession frequency on position in the presence of a gradient. In this section,

we will discuss 2D imaging sequences such as the Echo Planar Imaging sequence,

which is the imaging sequence of choice in both DW-MRI and fMRI.

Spatial encoding in MRI experiments is generally achieved by encoding position in

the phase evolution of the MR signal. This encoding procedure is best understood

by introducing the k-space formalism. In the presence of a magnetic gradient G,

the phase φ(r, t) of a spin at position r at time t is:

φ(r, t) = γr ·
∫ t

0

G(t′)dt′. (2.6)

We integrate the contributions of all spins in the sample, characterized by a spin

density ρ(r), to obtain the signal S(t):
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S(t) =

∫
ρ(r) exp

(
− iγr ·

∫ t

0

G(t′)dt′
)

dr. (2.7)

We define a wave vector k = γ
∫ t

0
G(t′)dt′. We can now write the signal S(k) as a

function of k:

S(k) =

∫
ρ(r) exp

(
− k · r

)
dr. (2.8)

We immediately see from 2.8 that the signal S(k) and the spin density ρ(r) are

Fourier Transform pairs and that ρ(r) can be computed by taking the inverse

Fourier Transform of S(k). This inversion requires the measurement of a set of

regularly spaced points in a rectangular region of k-space. The manner in which

k-space is sampled is directly related to the image quality: both the field of view

of a scan and its resolution are determined by the extent of k-space coverage and

the number of k-space samples.

In many cases, including the vast majority of the pulse sequences used in Diffusion

MRI and functional MRI, k-space sampling is simplified by only selecting a slice

of spins in the tissue for each echo formation. This allows further spatial encoding

to proceed in 2 dimensions. Slice-selectivity is introduced by applying a gradient

in the longitudinal direction during the RF excitation. This makes the precession

frequency of the spins dependent on their z coordinate. The frequency band of the

RF pulse is now tailored to only excite spins within a frequency distribution that

corresponds to the longitudinal position of the slice to be selected. The imaging

experiment that follows encodes position along the remaining 2 dimensions, cor-

responding to two distinct gradient directions. In the first direction a constant

gradient is applied for a prolonged period of time, during which repeated samples

from the MR signal are digitized. During this time, there is a linear dependency

between the local precession frequency of spins and their position (in the direction

of this gradient). This gradient is therefore often called the frequency-encoding

(FE) direction. In the second direction short gradient pulses are applied just be-

fore the frequency-encoding gradient. This makes the initial phase of the each spin

dependent on position, and hence this direction is called the phase-encoding (PE)

direction. Together, these gradients allow the measurement of a 2D rectangular

grid in k-space.
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Figure 2.2: Illustration of the k-space trajectories of the GRE and EPI se-
quence. The upper panel shows how the gradients are applied during the exper-
iments. The lower panel shows the k-space trajectories. In both experiments,
a slice-selective gradient is applied during the RF excitation. In the GRE se-
quence, only one line in k-space is acquired in each TR. This line is acquired
by first applying 2 gradients in the FE- and PE-direction to reach the correct
starting position in k-space. Then a gradient in the FE-direction is applied,
during which the MRI signal decay is sampled. This procedure is then repeated
multiple times to acquire a full image. In the EPI experiment, k-space is com-
pletely sampled within 1 TR. Again, first 2 gradients are applied in the FE- and
PE-direction to reach the correct starting position in k-space. In the case of EPI
however, this is followed by a rapid succession of gradients in the FE-direction,
interleaved by gradient blips in the PE-direction. Each blip moves the position

in k-space one line upwards.
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Figure 2.2 illustrates the k-space trajectories of two pulse sequences: the Gradi-

ent Recalled Echo sequence and the Echo Planar Imaging (EPI) sequence. The

basic GRE sequence achieves full k-space coverage by employing a RF excitation

for each single line in k-space (i.e. for each different phase-encoding gradient).

This however leads to exceedingly long acquisition times. On the other hand,

EPI [120] achieves full k-space coverage while using a single RF excitation. The

EPI sequence employs a fast sequence of phase-encoding and frequency-encoding

gradients after the RF pulse and the frequency-encoding gradients are applied in

alternating directions. This causes the spins to dephase and rephase and to form

an echo at the middle of each frequency-encoding gradient. Thus a train of echoes

is formed and used for imaging.

EPI is one of the fastest and most powerful (in terms of SNR) MRI sequences.

Its speed is beneficial for fMRI, because rapid sampling of the functional signal

can be achieved, and for DW-MRI, because, amongst other factors, it reduces

measurement time. However, it also has severe drawbacks, especially in terms of

image quality and artifacts.

2.3 Diffusion-weighted MRI

Diffusion-weighted MRI provides a unique perspective on biological tissue. Whereas

in other modalities the size of the structures under investigation is fundamentally

limited by the imaging resolution, DW-MRI is sensitive to tissue properties, such

as cell size, on much smaller scales (∼ 1µm) than the MRI resolution (∼ 1mm).

The sensitivity of DW-MRI to properties at such small scales is caused by its

sensitivity to the diffusive motion of water and the effect that tissue barriers have

on this motion. In the next sections, we will cover the basics of Diffusion physics,

before describing how the MRI experiment can be sensitized to diffusion. We will

explore various analysis methods for DW-MRI, such as Diffusion Tensor Imag-

ing, together with their strengths and weaknesses. Finally, we will discuss how

DW-MRI is used to reconstruct white matter pathways (fibre tractography).
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2.3.1 Diffusion physics

Diffusion is the result of the random motion of molecules in a liquid or a gas.

Molecules that are in an environment with a temperature above 0 K have kinetic

energy and will therefore move around randomly. Diffusion is generally introduced

in the context of the presence of two different substances (e.g. a blob of ink in a

glass of water). At the boundary of the two substances a concentration difference

arises. Diffusion causes a greater flux from high concentration to low concentration

than vice versa. This can be expressed as Fick’s first law of diffusion [51] (here in

1D):

J = −D∂C
∂x

, (2.9)

in which C is the local concentration of a substance. The flux J is expressed as the

amount of substance that is flowing through an area of unit size per second. D is

the diffusion coefficient and is dependent on the molecular size of the substances

and the temperature. In 3D equation 2.9 becomes:

J = −D∇C, (2.10)

in which D is a rank-2 tensor. Fick’s second law describes the temporal evolution

of C and can be derived in 1D as follows:

∂C

∂t
= −∂J

∂x
=

∂

∂x

(
D
∂C

∂x

)
. (2.11)

If D is independent of position 2.11 reduces to:

∂C

∂t
= D

∂2C

∂x2
. (2.12)

In 3D this becomes:
∂C

∂t
= D∇2C. (2.13)

So far, we have been discussing concentration differences, but in DW-MRI we

generally assume a uniform distribution of water molecules within each tissue
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compartment, which will not result in any net flux of water. So how do Fick’s

laws apply in this situation? To understand this, we need to realize that the

basic condition for diffusion, namely random motion caused by thermal energy,

is still present in this case. This means that if we were able to ’tag’ some of the

water molecules and let them diffuse for a while we would still see them spread

throughout the tissue. This form of diffusion (in the absence of concentration

gradients) is called self-diffusion. To characterize self-diffusion, it is useful to

define a probability density function P (r|r0, t) which defines the probability of

finding a spin at position r at time t, given its previous position r0. We can now

reformulate Fick’s second law by replacing the concentration C by the diffusion

propagator P (r|r0, t) (see [37] for a more elaborate derivation):

∂P (r|r0, t)
∂t

= D∇2P (r|r0, t). (2.14)

If diffusion is unrestricted, equation 2.14 can by analytically solved:

P (r|r0, t) = (4πt)−3/2|D|−1/2exp(−(r− r0)2/4Dt). (2.15)

In this case the diffusion tensor is proportional to the covariance matrix of P (r|r0, t).
For simplicity, we consider the case of isotropic diffusion. In this case, the diffu-

sion tensor is reduced to a single diffusion coefficient. Einstein [61] showed that

the mean squared displacement of the spins can now be related to the diffusion

coefficient D:

̂(r− r0)2 = 6Dt. (2.16)

Thus, although there are no water concentration differences within the compart-

ments of biological tissue, we can still use diffusion physics to study statistics of

the spins’ random displacements.
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2.3.2 Sensitizing MRI to diffusion: the PGSE sequence

The effects of diffusive motion on the NMR signal were formulated by Torrey in

1956 [184] by modifying the Bloch equation (see equation 2.3), which has subse-

quently been called the Bloch-Torrey equation. Stejskal and Tanner [177] intro-

duced the Pulse Gradient Spin Echo (PGSE) experiment, in which two (diffusion-

weighting) gradients of equal size, duration and direction are applied on either side

of the 180◦ pulse, as is shown in figure 2.3. Here, we outline the derivation of the

signal equation for the PGSE experiment from the Bloch-Torrey equations, follow-

ing [176] and [177]. We start from the Bloch-Torrey equation for the magnetization

M and the applied magnetic field B as modified by [176]:

∂M

∂t
= γM×B−Mxx +Myy

T2

− (Mz −Mz(0))z

T1

−∇ ·vM +∇·D ·∇M. (2.17)

We omit the effects of the spins’ velocity v in the following. Let us now consider

a large static magnetic field B0 along the z-direction and a gradient of the z-

component of the magnetic field G. The resulting total field is then:

B = (B0 + r ·G)z. (2.18)

Let us also define a transverse magnetization Mxy = Mx + iMy. We now obtain

from equations 2.17 and 2.18:

∂Mxy

∂t
= −iω0Mxy − iγr ·GMxy −

Mxy

T2

+∇ ·D · ∇Mxy. (2.19)

The effects of T2 relaxation and diffusion on Mxy can be separated by introducing:

Mxy = ψ exp
(
− (iω0 +

1

T2

)t
)
. (2.20)

Substituting 2.20 into 2.19 leads to:

∂ψ

∂t
= −iγr ·Gψ +∇ ·D · ∇ψ (2.21)
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Let us now consider a PGSE experiment, with gradients G, gradient duration δ

and gradient separation ∆. The 90◦-pulse is applied at t = 0 and the 180◦-pulse is

applied at t=τ . Stesjkal and Tanner [177] derived an expression for ψ(2τ) at the

echo time 2τ relative to ψ(0).

ln
(ψ(2τ)

ψ(0)

)
= −γ2δ2G2(∆− 1

3
δ)D (2.22)

A single PGSE experiment is not sufficient to measure D, because the outcome

is still dependent on ψ(0) and on the effects of T2. A reference measurement

Mxy(0) is needed with exactly the same imaging parameters but with no diffusion

weighting. If we introduce the b-factor b = γ2δ2G(∆− δ/3) and compute the MRI

signal S as the magnitude of Mxy we can now write the familiar equation for S(b):

S(b) = S(0)exp(−bD). (2.23)

For free diffusion, equation 2.23 shows that the diffusion-weighted MRI signal de-

cays mono-exponentially. The diffusion coefficient can in this situation be obtained

from a linear fit of the logarithm of the diffusion-weighted signal against b.

We can intuitively understand the effect of the diffusion-weighting gradients on the

signal from diffusing spins by examining figure 2.3. Let us start with the effect of

the DW gradients on a system in which there is no diffusive motion. In this case,

the first gradient will result in a spatially varying precession frequency, which in

turn results in a spatially varying phase, with the spins with the lowest precession

frequency lagging behind the spins with the highest precession frequency. After

the spin system is flipped by the 180◦ pulse, this situation is reversed: the spins

with the highest precession frequency (during the gradient pulse) now lag behind

the ones with the lowest precession frequency. Now the second gradient pulse is

switched on, with exactly the same strength and duration. The same frequency

distribution is therefore applied again, and all phase differences are canceled out.

In other words, in the presence of static spins, nothing happens in terms of signal

formation and the DW gradients act as yet another set of static gradients in

the magnetic field, whose effects are refocused by the 180◦ pulse. This situation

changes in the presence of randomly moving spins. Even if this movement is

negligible during the gradient pulses, the spins diffuse in between the gradient

pulses and will generally be in a different place when the second gradient pulse



Chapter 2. Background 15

90° 180° 

TE 
δ 

G 

Δ 

x Static spins 

x 
Diffusing spins 

Figure 2.3: Demonstration of the PGSE sequence. Two types of behaviour
are described: in the upper part of the figure the two spins do not move. The
application of the first gradient pulse results in a loss of phase coherence, which
is canceled out by the 180◦ pulse and the second gradient pulse. This changes
in the presence of diffusion (lower part). Now the spins are moving between
the application of the two gradient pulses, leading to a different precession
frequency and hence different phase accumulation during the gradient pulses.
Because movement is random, the phase accumulation over all diffusing spins

will be random as well, leading to a signal decrease.

starts then when the first gradient pulse ended. This results in the accumulation

of a phase for each spin. Because spins move randomly, this phase is randomly

distributed over all spins and therefore leads to signal attenuation.

2.3.3 Diffusion Tensor Imaging

In the previous section we have derived what DW signal from a PGSE experiment

for isotropic free diffusion. Generally, diffusion is not free in biological tissue but

hindered or restricted (see section 2.3.6 for an explanation of the difference) by cell

membranes. For instance, in white matter, diffusion will generally be faster along

the white matter paths than in perpendicular directions. This anisotropy of the

diffusion coefficient in white matter was indeed observed by a number of groups
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[58, 134] in the early nineties. Peter Basser and colleagues developed Diffusion

Tensor Imaging (DTI) [16, 17] to characterize this anisotropy more completely.

The Diffusion Tensor is a 3 x 3 symmetric matrix with 6 unique elements (Dxx,

Dyy, Dzz, Dxy, Dxz and Dyz). It can be estimated for each voxel from a set of

diffusion-weighted MRI measurements in which diffusion-weighting gradients are

employed in at least 6 noncollinear directions . For a particular measurement

using a gradient g = [gx, gy, gz] the DW-MRI signal can now be described in a

voxel with Diffusion Tensor D as:

S(G, δ,∆) = S0 exp(−γ2δ2(∆− δ/3)gTDg), (2.24)

or

ln
(S(b)

S0

)
= −

∑
i=x,y,z

∑
j=x,y,z

bijDij, (2.25)

where bij = −γ2δ2(∆ − δ/3)gigj. Following [16], we now define a vector α =

[Dxx, Dyy, Dzz, Dxy, Dxz, Dyz, ln(S0)], with all the unknowns (including S0, which

in this case should not be interpreted as the measured but as the true signal

strength at b = 0). Let us define for each measurement Sk a vector Bi =

[−bxx,k,−byy,k,−bzz,k,−bxy,k,−bxz,k,−byz,k, 1]. We can now rearrange 2.25 as fol-

lows:

ξi = ln(Sk) = Bkα, (2.26)

or for all measurements:

ξ = Bα. (2.27)

The Diffusion Tensor can now be estimated by using equation 2.27 and standard

linear regression techniques. An eigendecomposition of the Diffusion Tensor yields

the eigenvalue matrix Λ and the eigenvector matrix R. Λ contains the diffusion

coefficients in the reference frame of the axons:

Λ =


λ1 0 0

0 λ2 0

0 0 λ3

 , (2.28)
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Scanner Axons

R

Figure 2.4: This figure shows the relationship between the axis system of the
scanner and the axis system of the fibre bundle. The eigenvector matrix R can

be used to rotate one axis system towards the other (see equation 2.29)

and the columns of R describe the reference frame of the axons, expressed in the

reference frame of the scanner (see figure 2.4). R rotates Λ towards the reference

frame of the scanner (which is generally not equivalent to the reference frame of

the axon) as follows:

D = RTΛR. (2.29)

The principal eigenvector, which is the eigenvector corresponding to the highest

eigenvalue is now assumed to be the direction along which the axons are oriented.

This direction is generally taken as the starting point to reconstruct white matter

pathways as is explained in section 2.3.7. The eigenvalues in Λ can be used to

derive several useful quantities that characterize the shape of the Diffusion Tensor.

More specifically we can define the mean diffusivity MD:

MD = λ̄ =
1

3
(λ1 + λ2 + λ3) (2.30)
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and the fractional anisotropy FA [19]:

FA =

√
3

2

√(
λ1 − λ̄

)2
+
(
λ2 − λ̄

)2
+
(
λ3 − λ̄

)2

λ2
1 + λ2

2 + λ2
3

. (2.31)

Figure 2.5 shows slice that display the MD, FA and the principal eigenvectors,

as calculated from a DTI data set. FA and MD are important scalar indices for

the microstructural integrity of white and grey matter. MD can be interpreted

as a measure of overall cell integrity: a decrease in MD can point to a breakdown

in cell membranes. FA on the other hand measures the anisotropy of diffusion

and is very suitable for quantifying white matter integrity. FA is close to 0 in

isotropic tissue, such as grey matter and CSF, and close to 1 in highly anisotropic

tissue, such as highly coherent white matter bundles. Changes in FA can again be

interpreted as a change in local structural integrity: a decrease in FA can point to

either a decrease in axial diffusivity (parallel to the fibre direction) or an increase

in radial diffusivity (perpendicular to the fibre direction). An increase in radial

diffusivity can in turn be interpreted as a deterioration of axonal cell membranes

or myelin sheaths.

FA and MD have been used in many clinical studies to establish differences in

white matter integrity between patient populations and healthy controls. Chua

et al. [44] reviewed for instance evidence for white matter abnormalities in the

parahippocampal gyrus, temporal white matter, the splenium of the corpus callo-

sum and the posterior cingulum in patients with Alzheimer’s disease. A psychiatric

disease in which DTI has become an important imaging modality is schizophre-

nia, particularly because schizophrenia has specifically been hypothesized to be

a disconnection disease. Evidence for this hypothesis from DTI was reviewed in

[111]. These are only two examples of brain disorders in which DTI and its derived

scalar indices have played an important role to elucidate how these diseases affect

white matter integrity. Other examples are autism [50], multiple sclerosis [66] and

traumatic brain injury [26].

In another line of research, the association between cognitive ability and white mat-

ter integrity has been investigated. Tuch et al. [190] for instance found that FA

in white matter structures connecting regions involved in visuo-spatial attention

correlates with reaction time on a self-paced Choice Reaction Time task. Perhaps

even more surprisingly, Scholz et al. [163] found that when subjects trained on a
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Figure 2.5: This figure shows from left to right a MD image, a FA-image and
a colour-coded FA-image with the principal direction overlaid.

complex juggling task, the FA of the white matter underlying the intraparietal

sulcus had increased after the training period.

Although DTI is the most widespread DWI modality, its limitations are widely

recognized. Strictly speaking, the Diffusion Tensor framework is only valid for

free diffusion. The application of the Diffusion Tensor in biological tissue, with

its many boundaries and impediments to diffusion, leads to a situation in which

the apparent Diffusion Tensor becomes dependent on the scale (in space and time)

at which diffusion is studied. For instance, if we were to study diffusion of wa-

ter inside axons at extremely short diffusion times, many water molecules would

not have experienced the axon boundaries and therefore, for these short diffusion

times, diffusion will be quasi-free. On the other hand, if diffusion in the same

system of axons is studied for longer diffusion time, the displacement of the wa-

ter molecules will be limited by the cell size (in the case of no exchange between

compartments). Moreover, indices such as FA and MD do not directly reflect mi-

crostructure properties such as cell size and myelination. Different combinations

of microstructure parameters can therefore lead to similar values in FA and MD,

making changes in tensor-derived parameters difficult to interpret. Both problems

(the validity of the Diffusion Tensor model and the ambiguity of its indices in

complex microstructure) can be addressed by more elaborate biophysical models

for the DW signal, which are the topic of section 2.3.6.
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Another limitation of the Diffusion Tensor model is its inability to describe more

than one fibre direction per voxel. It was quickly realized (see for instance [15])

that there are many situations in human white matter in which multiple fibre

pathways occupy the same voxel. This has lead to the development of a whole

range of DWI techniques, which are the subject of sections 2.3.4 and 2.3.5. Because

Q-Ball Imaging is the main subject of chapter 4 we will first investigate q-space

and q-ball imaging, before we will briefly review the other available techniques.

2.3.4 Q-Space and Q-Ball Imaging

Q-Space imaging (QSI) provides an alternative and very useful description of the

effect of diffusion on the MR signal. In QSI, the gradient pulse is assumed to be

much shorter than the diffusion time (δ << ∆), which has become known as the

Short Gradient Pulse approximation. Under this assumption, movement during

the gradient pulse becomes negligible. The phase shift for a spin at position r

during the first pulse (see figure 2.3) is then γδG · r. If the spin diffuses to r′

between the gradient pulses, the phase shift during the second gradient pulse

is γδG · r′. The total experiment therefore results in a phase accumulation of

γδG · (r− r′). Recall that we can define a probability density function P (r′|r,∆)

(section 2.3.1) which defines the probability of finding a spin at position r′ after

time ∆ given the starting position r. We can now calculate the signal for all spins

as follows:

S(δ,∆,G) =

∫
ρ(r)

∫
P (r′|r,∆) exp

(
iγδG · (r− r′)

)
dr′dr. (2.32)

Following [37] we define a wave vector q = 1
2π
γδG. Because the phase accumu-

lation can be expressed in terms of only relative displacements R = r − r′ it is

useful to define an average diffusion propagator P̂ (R,∆):

P̂ (R,∆) =

∫
ρ(r)P (r′|r,∆)dr. (2.33)

We can now express equation 2.32 as follows:

S(q,∆) =

∫
P̂ (R,∆) exp

(
i2πq ·R

)
dR. (2.34)



Chapter 2. Background 21

In other words, the signal S(q,∆) for fixed ∆ forms a Fourier Transform pair

with the average displacement propagator P̂ (R,∆). If S(q,∆) is sampled on a

rectangular grid in q-space we can recover P̂ (R,∆) by a simple Discrete Fourier

Transformation. Q-Space imaging therefore represents a completely model-free

characterization of the diffusion process which can be applied to diffusion in arbi-

trarily complex environments. Callaghan [38] and Cory [49] have pioneered this

technique in NMR experiments. King et al. [104] first performed imaging exper-

iments in the rat brain. Assaf et al. [14] subsequently used Q-Space imaging to

study patients with Vascular Dementia in vivo.

One major drawback of Q-Space Imaging is the necessity to acquire a dense grid

of measurements in Q-Space, resulting in very long measurement times. Moreover,

the resolution in displacement space (i.e. the smallest scale at which water diffusion

results in a notable signal change) is inversely proportional to q. For the Q-

Space formalism to be valid, δ needs to be exceedingly short, which leads to very

high demands on the gradient strength. These two problems together make the

application of Q-Space Imaging in vivo only practical in a very limited number of

cases.

Another issue is the post-processing of the diffusion propagator. It would be con-

venient to derive indices from the diffusion propagator to quantify microstructure

properties. One of the most often used is the Mean Squared Displacement as de-

rived from the diffusion propagator [13]. Another measure that is derived from the

diffusion propagator is the Orientation Distribution Function which is computed

from the radial projection of the diffusion propagator:

ODF (u) =
1

Z

∫
P̂ (ρu)dρ, (2.35)

in which we have dropped the dependence of the diffusion propagator on ∆. The

diffusion propagator is now expressed in terms of a direction (indicated by a unit

vector u and a radial distance ρ. Z is a dimensionless constant to ensure proper

normalization of the ODF. The ODF retains all the angular information of the dif-

fusion propagator and can therefore be used to determine fibre directions. Wedeen

et al. [198] used the ODF in a QSI experiment to show its ability to resolve intra-

voxel fibre crossings. David Tuch realized that there exists a mapping from mea-

surements on a sphere in Q-Space and the ODF. This mapping is achieved by the

Funk-Radon transform and was first introduced by Tuch et al. [189], who called
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this technique appropriately Q-Ball Imaging (QBI). In a second paper [187] Tuch

introduced a simple matrix formulation for this transform and showed good per-

formance in resolving crossing fibres. In chapter 4, we will discuss this transform

further and develop a probabilistic framework for Q-Ball Imaging.

2.3.5 Other multiple fibre reconstruction methods

The limitations of the Diffusion Tensor model for characterizing multiple fibre

populations within one voxel were already recognized at an early stage in its de-

velopment. Some authors investigated the presence of multiple fibre populations

by introducing higher-order descriptions for the ADC profile [7, 67, 143]. In the

Diffusion Tensor model, the ADC profile, which models the angular profile of the

Apparent diffusion Coefficient, is characterized by a rank-2 tensor, which allows

for only one directional maximum. By using DWI measurements with higher an-

gular resolution (also referred to as High Angular Resolution Diffusion Imaging, or

HARDI), higher-order descriptions can be introduced to allow for a more complex

ADC profile. Alexander et al. [7] and Frank [67] used Spherical Harmonics for

these higher-order descriptions, whereas Ozarslan et al. [143] used higher-order

tensors. Both descriptions are formally equivalent. They provide a linear trans-

form from the ADC profile to the DWI measurements and are therefore easily

invertible. However, in the case of two or more fibre populations, the local max-

ima of the ADC profile do generally not coincide with the directions of the fibre

populations. The greatest use of these descriptions of the ADC profile therefore

lies in detecting the presence of multiple fibre populations within one voxel (by es-

tablishing that the model order that is statistically required to describe the ADC

profile is higher than 2 [7]) and by providing anisotropy measures that are less

sensitive to the presence of one or more fibre populations, such as Generalized

Anisotropy [144].

The DW signal can also be modelled as a mixture of diffusion tensors, each rep-

resenting a discrete fibre population. When we assume that the voxel consists of

a discrete set of fibre populations and that there is no exchange of water between

these populations we can describe the DW signal as follows:

S(b)

S0

=
N∑
j=1

fj exp(bTDjb). (2.36)
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One of the first studies to use this approach was [188], who found that this model

can detect fibre crossings that are anatomically plausible. Parameter estimation is

however much more complicated than in DTI: there is no analytic inversion that

expresses the model parameters in terms of the DWI measurements. This necessi-

tates the application of iterative optimization algorithms for model inversion, such

as the Levenberg–Marquardt algorithm [115]. Moreover, the estimation of the full

mixture model, including DT eigenvalues for each separate fibre population, has

proven to be problematic for acquisitions on a single shell in Q-Space. This can

be alleviated by limiting the complexity of the eigenvalues, by for instance assum-

ing that each fibre population has the same set of eigenvalues, that the second

and third eigenvalues are the same (axisymmetrical tensors) or even by prespec-

ifying the eigenvalues completely as in [188]. The last problem is to determine

the appropriate number of fibre populations for each voxel. This can for instance

be solved by the ADC-profile-based method of [7], but this method only distin-

guishes between voxels with a single fibre populations and voxels with 2 or more

fibre populations. Interestingly, model selection problems are considered to be the

main forte of Bayesian statistics [156]. It is therefore not surprising that the most

popular method for detecting multiple fibre populations is Bayesian in nature. To

understand this method we first need to go back to Tim Behrens’ work on the

statistical modeling of single fibre populations [24]. In this study Behrens et al.

introduced a model for a single fibre populations which consists of an isotropic

compartment and an infinitely anisotropic compartment (i.e. a compartment with

finite diffusivity in the parallel direction and zero diffusivity in the perpendicular

direction), which they called the ’ball-and-stick’-model. Behrens et al. then used

a full Bayesian model and Markov Chain Monte Carlo sampling [73] (see section

2.3.7) to infer posterior probability distributions (giving the probability of find-

ing a parameter value, given the data) of the model’s parameters. Hosey et al.

[91] used a mixture of ’ball-and-stick’-models (or rather a ball-and-multiple-sticks-

model) to investigate multiple fibre directions. They ran MCMC separately on

a single-fibre and a two-fibre model for each voxel and determined the optimal

model by calculating the Bayesian Model Evidence. Subsequently, Behrens et al.

[22] introduced an identical mixture model, but in this paper they only performed

MCMC with the most complex model (two fibre populations) and determined the

appropriate number of fibres per voxel by Automatic Relevance Detection, which

automatically eliminates model parameters that are not supported by the data.

Spherical deconvolution methods form another class of multiple-fibre estimation
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methods. Spherical convolution methods assume that the DWI signal originates

from a continuous mixture of diffusion tensors. They moreover assume identical

Diffusion Tensors for each component in the mixtures. The object of interest

in Spherical Deconvolution methods is the Fibre Orientation Distribution (FOD)

function f(x), which quantifies the relative contribution of fibres at each direction

x. The DWI signal can now be estimated by convolving f(x) with a response

function R(b,x), which characterizes the DWI signal at b for a single fibre in the

direction x:

S(b)

S0

=

∫
R(b,x)f(x)dx. (2.37)

The FOD can now be reconstructed by a deconvolution operation. Tournier et al.

[186] described both the DWI signal and the FOD in terms of Spherical Harmonics

and the response function in terms of Rotational Harmonics. Deconvolution then

becomes a linear operation. Tournier et al. found instances of fibre crossings that

are anatomically plausible. However, the method also suffers from erroneous side-

lobes that are caused by the fact that the FOD is not properly constrained (i.e.

negative values for the FOD are also allowed). In a subsequent paper [185] the al-

gorithm was refined to include a non-negativity constraint, with more encouraging

results.

2.3.6 Microstructure models

We have seen in section 2.3.3 that the Diffusion Tensor model, which assumes free

diffusion, is not a valid description of diffusion in complex biological tissue. The

first evidence for this notion was given by Niendorf et al. [140], who found that the

DW signal in the rat brain was better characterized by a bi-exponential model than

by a mono-exponential model. This means that the DW signal can be described

by a mixture of a fast diffusing and a slow diffusing component. This was further

confirmed by a multitude of other studies [45, 46, 135, 158]. It is tempting to assign

each component of this model to a microstructural compartment (for instance, the

intracellular and extracellular compartment). However, when we assume that the

slow diffusing component must be assigned to the intracellular compartment, this

leaves us with a serious mismatch in volume fractions: fslow
ffast

≈ 0.2
0.8

whereas in

human grey and white matter fintra
fextra

≈ 0.8
0.2

. These multi-exponential models can
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therefore not be used for microstructure parameter estimation, but have been very

useful in pointing out the shortcomings of the single-component model.

In this section we describe some attempts to directly relate the DW signal to the

underlying microstructure. The associated microstructure parameters, such as

cell size, intracellular volume fraction, exchange rate and myelin content, provide

a much richer and less ambiguous description of white matter than the Diffusion

Tensor model. Therefore, differences in these parameters between patient popula-

tions lend themselves to much more straightforward interpretations. Having said

that, we will see that the intrinsic resolution of DWI with currently available clin-

ical hardware (i.e. maximum gradient strength) is just at the lower bound of what

is needed to describe human brain tissue. The question whether microstructure

imaging is feasible in-vivo has yet to be answered conclusively.

All the microstructure models below will assume the existence of one or more

intracellular compartments (axons, glia cells) which are in slow exchange with

each other and an extracellular compartment that surrounds the cells. Diffusion

in the intracellular compartment is generally considered to be the most informative

on the cell size parameters. It is restricted by the cells’ boundaries. The mean

squared displacement of water molecules in the intracellular space is therefore

bounded from above by the cell size. Extracellular diffusion on the other hand

is often said to be ’hindered’, which means that, although the cells impede water

diffusion, water molecules can still travel arbitrary distances in the long diffusion

time limit. In this limit extracellular diffusion becomes independent of diffusion

time and therefore quasi-free. However, the extracellular diffusion coefficient in

the long diffusion time limit is still smaller than the free diffusion coefficient. The

ratio between these two parameters is often called the tortuosity. Tortuosity can be

related to intracellular volume fraction, as has been showed by for instance [181],

but is not considered to be related to other microstructure parameters. Therefore,

most effort has been put into developing analytic models for the DW signal of

intracellular diffusion.

Interestingly, the development of analytic models for the DW signal in bounded

media goes back to the seventies, when for instance Neuman [139] derived expres-

sions for the DW signal for media with planar, spherical and cylindrical boundaries,

using the assumption that the phase distribution caused by these media and the

PGSE experiment is Gaussian. Stanisz et al. [174] showed the first application
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of such models in an (ex vivo) imaging experiment. They imaged the bovine op-

tic nerve, using a wide range of b-values and modelled the resulting DW signal

with two restricted compartments (corresponding to circular glia cells and ellip-

tical axons) and one extracellular hindered compartment. They showed excellent

correspondence with DW data and plausible estimates for the cell size parameters.

Assaf et al. [12] developed a similar model, but included a Gamma distribution of

axon radii instead of one single radius. They imaged the optic and sciatic nerve

and derived the distribution of axon radii in each sample from histology. They

found good correspondence with the DWI-derived distributions. Although these

experiments show that in principle it is feasible to derive microstructure parame-

ters from biological tissue using DWI, we should remind ourselves that the gradient

strengths (up to 1200 mT/m) and imaging times (up to 11 hours) that were used

in these studies are not feasible in clinical studies. Alexander [5] therefore per-

formed a study in which a DWI protocol was optimized (using procedures from

the experimental design literature) for axon diameter estimation and bounded by

clinically achievable imaging parameters (maximum gradient strength Gmax = 70

mT/m, imaging time = 45 minutes). They showed that using such an optimized

protocol, axons of 5, 10 and 20 µm can be reliably detected. Further work is

needed to establish what at what level of complexity the inversion of diffusion

models breaks down when using clinically achievable measurements.

2.3.7 Fibre tractography

In this last section on DWI, we will look at one of its most popular applications, the

reconstruction of white matter pathways using fibre tractography. Fibre tractogra-

phy can be separated in two categories: streamline tractography (or ’deterministic’

tractography) and probabilistic tractography. In streamline tractography, we deal

only with a single estimate of the fibre direction(s) in each voxel (for instance the

first eigenvector of the Diffusion Tensor), which can be represented as a vector

field. We then start tractography in an area of interest, and step through the

vector field following the local directions.

xi+1 = xi + αvi. (2.38)
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α is in this case the step size (generally smaller than the voxel dimension), xi

is the position along the track at iteration i and vi is the principal eigenvector

at the position xi. This approach was first proposed by two independent groups

[47, 131] and has become known under the name given by Mori et al. [131]: Fiber

Assignment by Continuous Tracking (or FACT). Tracking is generally stopped

when the transition to the next step is too abrupt (i.e. the angle along the track

is too high) or when an area of low FA is entered, indicating low confidence in the

local direction of the track. Several studies have further refined this algorithm, by

for instance refining the stepping procedure along the track [18], or by improving

the local fiber direction (by interpolating the vector field) [183]. Later work has

incorporated information from multiple-fibre detection algorithms in streamline

tractography (see for instance [199]).

Streamline tractography has been very successful in reconstructing the main known

fibre pathways [40] and has arguably even led to new discoveries, for instance in

the language network [41]. It is however difficult to assign any confidence to the

tracks found with streamline tractography. This has led to the development of

probabilistic tractography. In this class of methods, we start from a probability

distribution for the fibre direction (which we will call the fibre probability func-

tion in the remainder of this section) for each voxel. A streamline tractography

experiment is now repeated, every time with a fibre drawn from the local fibre

probability function. We then count the number of times a voxel is hit by this

procedure, which we can then interpret as an informal measure of connection prob-

ability to this voxel. This approach was for the first time introduced by Koch et

al. [107] who used the Diffusion Tensor itself as local probability function. If

the Diffusion Tensor is locally very sharp, we are very certain about its principal

direction, whereas if Diffusion Tensor is oblate, there is no well-defined principal

direction and fibre directions can be drawn randomly. Parker et al. [147] used

a similar approach but introduced a calibration technique which mapped the FA

of a voxel to its fibre probability function. Parker and Alexander [146] extended

this work to include 1 or 2 fibre directions per voxel. They furthermore extended

their calibration to derive the fibre probability function, given the SNR level of

the scans.

Another way of generating the local fibre probability function is by using bootstrap

techniques [60]. Bootstrap methods generally start from multiple repeats of the

same measurements. In Jones et al. [100] for instance, 9 data sets were acquired
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from the same subject, using the same measurement protocol. The tensor was then

repeatedly calculated in each voxel by taking a random combination of data points

from all 9 acquisitions, while ensuring that in each combination the complete set

of directions was sampled. The principal eigenvectors of all tensor estimates then

form a sample distribution of the fibre direction. The main drawback of this

method is of course the necessity of acquiring multiple sessions of the same set of

measurement. Jones [97] therefore proposed the Wild Bootstrap, in which only a

single session is needed. In this technique, the signs of the residuals of a tensor

fit are repeatedly permuted to create a new set of tensor fits, from which the

fibre probability function can be derived. Jones showed that The Wild Bootstrap

approach and the Repetition Bootstrap approach result in very similar tracks.

Bootstrap methods calculate the sample distribution of statistical measures, such

as the estimated fibre direction. This sample distribution represents the distri-

bution of the statistical measure, given repeated independent measurements with

the same characteristics as the originally performed measurement. Crucially, the

inference is therefore not on the underlying model parameter. Let us for example

consider measurements from a population with mean µ. The sample statistic is

then the arithmetic mean of a sample x̄ and the sample distribution is the distri-

bution of x̄ given an infinite number of repeated experiments. This reflects the fact

that Bootstrap statistics are firmly based on frequentist statistics, which considers

model parameters to be fixed but unknown. Inference then proceeds in terms of

frequencies of statistics, given a infinite sequence of repetitions of the experiment

at hand. In contrast, Bayesian statistics assign a probability distribution on the

parameter itself, indicating the belief the researcher has in the parameter taking

some value, given the experiment. This probability distribution is therefore more

straightforward to interpret. At the heart of Bayesian statistics lies Bayes’ rule

which shows how to compute inverse probabilities. Let us consider two random

variables A and B. The conditional probabilities p(A | B) and p(B | A) are now

related through:

p(A | B) =
p(A)p(B | A)

p(B)
(2.39)

If we accept that a model parameter θ is a random variable, then this leads to an

expression for the posterior distribution for θ, given some data X:
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p(θ | X) =
p(θ)p(X | θ)

p(X)
(2.40)

The prior distribution p(θ) expresses the knowledge we have about θ prior to the

experiment, while the likelihood function p(X | θ) quantifies how well the data

fits the model, given a particular θ. Finally, the marginal probability p(X), or

evidence, integrates the posterior probability of θ over all possible values for θ:

p(X) =
∫
p(θ)p(X | θ)dθ. This quantity is a necessary normalization constant to

ensure that the posterior distribution integrates to unity. However, the marginal

can also be interpreted as the evidence the data provides for a particular model

and is often used to perform model comparison on competing models with varying

complexity.

It is often impossible to calculate this marginal probability analytically, except

for cases in which the prior distribution and the likelihood are of compatible form

(conjugate). If this is not the case, Markov Chain Monte Carlo (MCMC) methods

can be used to approximate the posterior distribution. MCMC methods construct

a Markov chain (whose current state only depends on the previous state) which has

the posterior distribution as its equilibrium distribution. This means that from

any random starting point, such a chain will converge to the posterior distribution.

After convergence, the Markov chain produces samples from the posterior distri-

bution, which can then be used for calculating the desired statistics. As chapter 4

shows, it is surprisingly easy to construct a Markov chain. The MCMC method has

therefore been widely applied for generating samples of the posterior distribution

of fibre directions, most notably by Behrens et al. [22, 24], who integrated their

method into the popular FSL software tool [173]. These fibre direction samples

are then used for probabilistic tractography as before.

This overview of tractography methods, which is by no means complete, raises the

question of validation. The application of different methods naturally results in

different tractography outcomes and there is only limited room to argue on theo-

retical grounds for the superiority of any particular tractography method over the

others. Comparison against a ground truth would on the other hand be much more

convincing. Axonal tracing studies, in which injections with retrograde or antero-

grade tracers are used to study white matter connections provide such a ground

truth. The comparison of tracing and tractography in the same animal (such as

in the minipig in [59]) shows qualitative agreement between the two modalities.
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It remains however difficult to translate these findings to tractography in humans,

because of varying imaging protocols and because the size and shape of the brain

are substantially different between animals in which it is considered ethical to

perform tracer injections and humans. Paradoxically, the lack of feasible axonal

tracing methods in humans is both the cause of the interest in fibre tractography

and the reason why validation of such tracks remains extremely difficult.

crossing kissing fanning bending

Figure 2.6: Illustration of potential fibre configurations.

Leaving validation aside, there remains a host of other unresolved problems in

tractography. For instance, there has been much debate about the resolution of

different fibre configurations, such as crossing, kissing, bending and fanning fibres

(see figure 2.6), because these configurations all lead to similar estimates of the

ODF or FOD. Another problem is that of error cumulation along the track. The

further away we are from our starting point, the more uncertainty about the track’s

local direction has been accumulated. In streamline tractography, this can lead

to erroneous tracks, while in probabilistic tractography this leads to large areas

of low connectivity probabilities with no clear maximum. This problem could

be resolved by deriving thresholds for probabilistic tractography [63, 133] or by

performing inference on the whole track as an object, given the data (so-called

global tractography methods, see [93]). Both methods have so far however not

found widespread use.

2.4 Functional Magnetic Resonance Imaging

Functional Magnetic Resonance Imaging has caused a major change in the study

of human brain function. Since the discovery by Paul Broca that aphasia (a

disruption in speech production) is specifically related to degradation of a region

in the frontal lobe (now called Broca’s area) [32] it is widely accepted that the
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brain consists of a set of highly specialized brain regions and, equally important,

that these brain regions can be quite large (in the case of Broca’s area several

centimeters wide). The paradigm that Broca used relates disruptions, such as

lesions, to brain areas to a deterioration of specific functions and has for long been

the only research method available to study brain function in humans. Another

technique to study brain function is the recording of electrical signals in or close

by neurons. While this technique has superior temporal and spatial resolution, it

is too invasive to be applied in humans, except in situations when there is medical

reason to record from neurons, as is the case in some treatment procedures in

epileptic patients. The potential of fMRI to provide a non-invasive measure of

brain function adds therefore significantly to these older techniques. In this section

we will first review the physiological basis of fMRI and then discuss the major

analysis frameworks that have been applied to fMRI data. We will then move on

to the subject of resting-state fMRI, which is the main focus of chapter 5 and 6.

2.4.1 The physiological basis of fMRI

Neuronal activity is generally thought to be tightly coupled to local blood flow and

oxygenation. When neurons increase their firing rate, more oxygen and glucose is

consumed, which is supplied by blood. Oxygen is delivered by oxyhaemoglobin,

which upon oxygen delivery is converted into deoxyhaemoglobin. Whereas oxy-

haemoglobin is diamagnetic, deoxyhaemoglobin is paramagnetic, which introduces

disturbances in the local magnetic field. Spins in the neighborhood of deoxy-

haemoglobin will therefore dephase, which causes a MRI signal decrease in a

Gradient Recalled Echo experiment (see section 2.2.2). The imaging of neuronal

activity through its induced haemodynamics is also called Blood Oxygen Level

Dependent (BOLD) Imaging and was first discovered by Ogawa et al. [141].

In view of the previous paragraph, it would be quite natural to assume that an

increase in neuronal activity will lead to a decrease in the MRI signal, through

an increase of local deoxyhaemoglobin concentration. This is however only part

of the truth (or rather, part of the most widely accepted model of the BOLD

response). There is now evidence for the hypothesis that after an initial increase

in deoxyhaemoglobin concentration, there is a disproportionately large in-flow of

fresh oxygenated blood, causing an increase in the oxyhaemoglobin concentration

and a decrease (with respect to baseline) in the deoxyhaemoglobin concentration.
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This causes a signal increase, which peaks after around 6 s. The reasons for

this disproportionate in-flow of blood are unclear: one hypothesis is that it is

driven by the need to replete the local glucose concentration, rather than the

local oxyhaemoglobin concentration. Another hypothesis emphasizes the point

that oxygen delivery in the brain is a very diffuse process and that therefore

a (relatively) large global increase in oxyhaemoglobin is needed to sufficiently

supplement local concentrations (see Heeger and Ress [86] for a full discussion and

more details on the BOLD response).

Whatever the precise coupling mechanism between neuronal activity and haemo-

dynamics is, a vast number of experiments supports the notion that when a subject

engages in a specific cognitive task (say, reading a sentence on a screen), the fMRI

signal increases in a number of brain regions that can be related to this task (in

this case, the visual system and the language system). This signal increase can be

up to 5 % above baseline. Moreover, Logothetis et al. have provided direct evi-

dence of the coupling of the BOLD response to neuronal activity by simultaneous

measurements of Local Field Potentials, Single- and Multi-Unit activity and the

BOLD response in the visual cortex of the macaque monkey [119]. They found

that especially LFP recordings are a good predictor of the BOLD response, sug-

gesting that the BOLD response is more sensitive to an area’s incoming electrical

signals and local processing than to its outgoing spike activity. The response of

BOLD signal to neuronal activity (also called the Haemodyanmic Response Func-

tion (HRF)), however varies between regions and subjects. Moreover, we should

recognize that the BOLD response is delayed by several seconds with respect to

the onset of neuronal activity and that the BOLD response only fully decays after

10 - 15 s. This, together with the poor temporal resolution of a standard fMRI

experiment (TR = 1 - 5 seconds), makes it impossible to infer the exact neuronal

activity from an fMRI time course. We should also note that the decrease in de-

oxyhaemoglobin concentration, caused by the in-flow of fresh blood, can also be

seen is draining veins, which are often quite far-removed from the site of neuronal

activation. There are therefore intrinsic physiological limits to both the temporal

and spatial resolution of the BOLD response.
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2.4.2 Functional specialization and integration

There are two dominant perspectives on human brain function: Functional special-

ization, which concentrates on the specific role of brain areas in particular cognitive

functions and functional integration, which concentrates on how the interaction

between brain regions enables cognitive functions. We will first discuss functional

specialization and then functional integration and how they can be studied with

fMRI.

Let us look at an example experiment to clarify the concept of functional spe-

cialization. This experiment is designed to elucidate motor function. During the

experiment, subjects are scanned while performing a finger tapping task. The sub-

jects are prompted to tap their fingers for 30 seconds whenever a cross is shown on

the screen. GRE EPI images are acquired during the whole experiment. We can

now introduce a stimulus time course, which is one at times when the subject taps

her fingers and zero otherwise. Asking whether a brain region activates during

finger tapping is in this paradigm equivalent to asking whether its neuronal acti-

vation is correlated with this stimulus time course. However, we do not measure

the neuronal activity directly, but instead we measure the resulting fMRI time

course. The fMRI time course can be modelled as the convolution of the stimulus

time course with the HRF. Determining whether a voxel is activated by a task now

corresponds to determining whether its BOLD time course is significantly corre-

lated with the modelled BOLD time course. In experiments with more conditions,

we can introduce a modelled BOLD time course for each condition and combine

them together into a design matrix. The estimation of significant differences in

activation between conditions can be done within the General Linear Model frame-

work, which was first introduced to functional neuroimaging by Friston et al. [72]

and has since then been the most dominant analysis framework for fMRI.

Functional integration, or the study of how interactions between brain regions un-

derlies brain function, has an almost equally long history in functional neuroimag-

ing. Friston [69] introduced a useful distinction between two sorts of connectivity:

functional connectivity, which is defined as correlations between remote neuro-

physiological events (such as regional fMRI time series) and effective connectivity,

which is defined as the direct influence that one neuronal population exerts onto

another. Analyses of functional connectivity are the closest to analyses of func-

tional specialization as the measure for connectivity is correlation. For instance,
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we might be interested in what areas show higher functional connectivity with the

motor cortex during finger tapping than during rest. We would do this by taking

the mean time-course of the motor cortex (as defined for instance by task-related

activation) and by testing statistically whether the correlation of each voxel with

the motor cortex is higher during finger-tapping than during rest. However, corre-

lation can have multiple causes. For instance, if we find two regions (say region A

and B), which show increased functional connectivity during finger tapping with

the motor cortex, this can be caused by an increased effective connectivity be-

tween these two regions and the motor cortex. Another possibility however would

be that region B increases its effective connectivity with the motor cortex and

region A and that there is no increased effective connectivity between the motor

cortex and region A (see figure 2.7).

Motor cortex A

B

A

B

Motor cortex

Figure 2.7: Two different configurations of effective connections between 3
regions, leading to the same functional connectivity pattern.

Effective connectivity analyses seek to solve the ambiguities caused by functional

connectivity analyses by explicitly modeling the influence of effective connections

on the fMRI signal. They start from a collection of regions and their time courses.

Then the potential pathways, through which regions can influence each other, are

entered into the model. Because effective connectivity reflects only direct influ-

ences, it is reasonable to form these pathways by taking the anatomical connections

between regions. Information is not only required about the existence of connec-

tions, but also about their directionality (afferent or efferent connections). Finally,

a model is constructed which models neuronal time courses and relates them to

the measured fMRI time courses. Structural Equation Modeling (SEM) was used

in one of the first investigations of effective connectivity from human PET data

[125]. SEM is based on the covariance structure of the fMRI time series and im-

plicitly assumes that there is a direct transformation from neuronal activity to

fMRI activity. Each covariance between two regions can now be thought of as the

sum of contributions from all effective connections linking the two regions. If the
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anatomical connections are sufficiently sparse, it is possible to infer the strength of

all effective connections from the covariance matrix. Another effective connectiv-

ity model is Dynamic Causal Modeling (DCM), which was introduced by Friston

et al. [71]. DCM combines a more explicit model for the neuronal dynamics with

a model which relates neuronal activity to fMRI activity for estimating effective

connectivity. Estimation proceeds in a Bayesian framework, by using the Expec-

tation Maximization algorithm [56]. One of the major advantages of DCM over

SEM is the ease with which different models (for instance with different anatomical

connections) can be compared with each other using Bayesian model comparison

[149]. This is essential, because in many cases there is only incomplete information

on the existence and directionality of anatomical connectivity.

Studies of functional specialization and integration are by no means mutually

exclusive. In fact, in most effective connectivity studies the Regions of Interest

are defined by a study of functional specialization. Both perspectives are therefore

necessary for a complete description of brain function.

2.4.3 Resting-state fMRI

So far, our discussion about perspectives on brain function has implicitly assumed

that subjects are performing a series of tasks and that it is the difference in either

activation level or functional/effective connectivity of brain areas between tasks

that is of interest. This allows us to test very specific hypotheses about human

brain function using careful experimental design. It might therefore come as a

surprise that the remainder of this section is devoted to an experimental paradigm

in which there is minimal experimental control over brain activity. Resting-state

fMRI generally refers to experiments in which the subject is asked to lie in the

scanner, while refraining from any structured mental activity and while not falling

asleep. This allows for the investigation of the functional connectivity of brain

networks during rest. One might expect that there is only very limited functional

connectivity during rest, because the brain does not engage in any overt task.

Biswal et al. [29] showed however that the left motor cortex shows very high

functional connectivity with the right motor cortex and the Supplementary Motor

Area during rest. This finding has since then been confirmed and extended by a

large number of studies, who have shown resting-state connectivity in the auditory,

frontal and visual cortex [48], between Broca’s area and Wernicke’s area [83] and
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between bilateral hippocampi [175], amongst others. In this section we will discuss

further examples of resting-state connectivity, their possible sources (including

potential artifacts) and their relevance to neurological diseases.

The notion that brain networks maintain some of their functional connectivity dur-

ing rest received even more attention because of findings surrounding the Default

Mode Network (DMN). The DMN consists of a set of brain regions, including

the ventral medial prefrontal cortex, the posterior cingulate, the dorsal medial

prefrontal cortex and the lateral temporal cortex, which show reduced activation

upon task engagement across a wide variety of cognitive tasks (i.e. these regions

become deactivated when the rest of the brain becomes active). This was indepen-

dently shown in meta-analyses of PET experiments by Shulman et al. [170] and

Mazoyer et al. [122] and was first put forward in a coherent fashion by Gusnard

and Raichle [154] who also coined the term Default Mode Network. Greicius et al.

then showed significant resting-state connectivity within the DMN [75]. The DMN,

being both functionally connected and ’activated’ during rest therefore holds a spe-

cial position in the resting-state connectivity literature with respect to the other

networks (functionally connected but ’deactivated’ during rest) that have been

studied. Hypotheses for the function of the DMN range from memory formation

to creativity. One thought-provoking experiment by Mason et al. [121] correlates

the (self-reported) level of mind wandering during scanning sessions with activity

in the DMN. But whatever the function is of the DMN, it seems to be particu-

larly vulnerable to a variety of neurological diseases, such as Alzheimer’s disease,

[76, 157], schizophrenia [85] and autism spectrum disorders [101]. Damoiseaux et

al. have moreover shown that DMN resting-state activity decreases during aging

[53]. We refer to Buckner et al. [35] for a more in-depth discussion of the DMN,

its cognitive function and its involvement in neurological diseases.

The study of resting-state activity and connectivity has since its beginnings been

surrounded by controversy and discussions about its interpretation and relevance.

Morcom and Fletcher [130] for instance have seriously questioned the relevance

of resting-state findings for standard cognitive experiments. On a more mun-

dane level, the potential of physiological sources, such as cardiac and respiratory

rhythms, to contaminate the resting-state signal has attracted attention. It is

widely accepted that the resting-state connectivity is mainly supported by low

frequencies (0.005 - 0.1 Hz) [48]. Moreover, cardiac and respiratory rhythms have

a frequency of around 1 Hz and 0.3 Hz respectively and should therefore be easy to
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filter out. Unfortunately, the sampling frequency of a standard fMRI experiment is

around 0.5 Hz, making the maximum adequately sampled frequency (the Nyquist

frequency) 0.25 Hz. This causes cardiac and respiratory rhythms to fold into the

power spectrum of the resting-state fluctuations, which has been a major concern

since the earliest resting-state experiments. Broadly speaking, there are two ways

to deal with cardiac and respiratory rhythms in resting-state fMRI experiments:

one approach decreases the number of slices to lower the TR to match the fastest

frequency that needs to be characterized. In practice, this means single-slice ex-

periments (but see Neggers et al. [138] whose adaptation of the PRESTO sequence

allows for full-brain fMRI with TR = 0.25 s). Another way to deal with physiolog-

ical noise is to record cardiac and respiratory rhythms with a pulse oximeter and a

respiratory belt and to regress these signals out of the fMRI time courses. Birn et

al [27] have performed a particularly careful investigation into the influence of res-

piratory rhythms on resting-state correlations and have found a relatively strong

effect of these rhythms on correlations within the DMN (without completely ex-

plaining away the fluctuations in the DMN). This study and others [42, 169] lead

generally to the conclusion that although cardiac and respiratory rhythms have a

serious impact on resting-state fluctuations, they do not completely account for

the observed resting-state connectivity.

This leaves neuronal activity as the main (and possibly most desirable) expla-

nation for resting-state fluctuations. Some evidence for the neuronal origin of

resting-state connectivity has come from concurrent EEG-fMRI measurements in

which the power in the EEG signal is subdivided into several frequency bands and

the changes in EEG power in each frequency band is correlated with the resting-

state fMRI signal. Laufs et al. [112] showed that EEG alpha power (8 - 12 Hz)

was correlated negatively with the resting-state fMRI signal in areas involved in

attentional processing, whereas EEG beta power (17 - 23 Hz) was correlated pos-

itively with the fMRI signal in the DMN. These findings were further extended

by Scheeringa et al. [162] who found a strong negative correlation between the

theta rhythm (4 - 7 Hz) and resting-state fMRI activity in the DMN. Another

line of evidence for the neuronal origin of resting-state fluctuations comes from

an experiment by Shmuel et al. [168] who combined neurophysiological measure-

ments of neuronal activity with concurrent fMRI measurements (similar to [119]).

They indeed found a correlation between several neurophysiological measures of

neuronal activity (especially Local Field Potentials) and resting-state fMRI signals
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in the visual cortex. We should however note that this paper is surrounded by

considerable controversy [65, 118].

If the resting-state fMRI signal has neuronal origins, there should exist some

relationship between resting-state connectivity and anatomical connectivity, as

anatomical connections support the effective connectivity between neuronal sites.

Support for this notion was for the first time given by Koch et al. [107] who used

DTI-based tractography and a single-slice resting-state fMRI experiment. They

showed that there was indeed some agreement between the resting-state connectiv-

ity and anatomical connectivity of voxels in adjacent gyri. Koch et al. furthermore

showed that a high probability of anatomical connectivity between regions gener-

ally coincides with significant resting-state correlation, whereas a low probability

of anatomical connectivity can go together with a range of resting-state corre-

lations. There are three potential explanations for this: a false positive in the

resting-state connectivity analysis, a false negative in the probabilistic tractogra-

phy analysis, or a functional connection between two regions that is not mediated

by a direct anatomical connection between both regions, but by indirect anatom-

ical connections with a third region (see figure 2.7). The findings of Koch et al.

were further extended by a number of studies that combine measures of anatomical

and functional connectivity: Greicius et al. [77] showed that resting-state connec-

tions in the DMN are supported by anatomical connections. Van den Heuvel et al.

[192] showed in a similar experiment that regions in the DMN do not only have

overlapping anatomical and functional connectivity patterns but they also showed

that the mean FA value along tracks connecting regions within the DMN is corre-

lated with the partial correlation coefficients between these regions. However, the

strongest support for the link between anatomical and resting-state connectivity

is given by a study by Vincent et al. [194] who trained a macaque monkey on

a saccadic eye movement task and showed correspondence between task-related

activity, resting-state connectivity and tracer-based anatomical connectivity in a

network of brain regions that supports eye movements. This demonstration is

especially strong because tracer studies are considered to be a much more reliable

marker of anatomical connectivity than DTI-based anatomical connectivity.

Resting-state connectivity does however not exclusively reflect anatomical connec-

tivity, but can also be influenced by the previous cognitive state. This has recently

been shown by Albert et al. [2] in an experiment in which resting-state connec-

tivity was measured before and after two conditions: a motor performance task
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and a motor learning task. Crucially, Albert et al. demonstrated that resting-

state connectivity only changed after the motor learning task. They therefore

concluded that learning modulates resting-state connectivity. Lewis et al. [116]

showed similar effects with a perceptual learning paradigm. In their experiments,

subjects were trained to distinguish a target in the left lower visual quadrant,

with very similar distractors in the other quadrants. Because the visual cortex

is retinotopically mapped, targets within different visual quadrants activate spa-

tially separated regions within the visual cortex. Interestingly, they found that

the main effect of learning was a decreased correlation between the trained visual

cortex and the dorsal attention network. They interpreted this ’uncoupling’ in the

light of other perceptual learning studies, in which in the first phase, subjects can

only perform well when paying close attention to the task, while in later stages,

visual processing becomes more automated in the early visual cortex, leading to a

decreased effective connectivity with the attentional regions. Stevens et al. [180]

studied the resting-state functional connectivity of regions that are specialized to

either face or scene processing. They showed that exposure to faces or scenes very

specifically modulated the functional connectivity of face- or scene-specific areas

in a subsequent resting-state fMRI experiment and that these modulations pre-

dict whether subjects subsequently remembered the face or scene stimuli. All three

studies demonstrate an interaction between behaviour and resting-state connectiv-

ity and are therefore encouraging attempts to integrate the study of resting-state

networks with cognitive paradigms.

In the last few paragraphs we have reviewed a number of experiments which, di-

rectly or indirectly, support the notion that resting-state fMRI fluctuations are

partially caused by ongoing neuronal fluctuations. That leaves the question open

what the function is of correlated neuronal activity during rest. Leaving the DMN

aside, because we believe this network to be truly active during rest, we note that

even neurons in ’inactive’ brain regions are rarely silent, but that they maintain

a baseline firing rate. The spontaneous firing patterns of two anatomically con-

nected neuronal site are, under certain circumstances, likely to be correlated. The

overall pattern of resting-state connectivity could therefore be caused by sponta-

neous activity at the neuronal level, which is subsequently fed through a highly

structured anatomical network, leading to correlations in spontaneous neuronal

activity between anatomically connected regions. This hypothesis was supported

by two studies by Christopher Honey and co-workers [89, 90]. In their first exper-

iment, Honey et al. performed a large-scale simulation of spontaneous neuronal
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activity in a network whose anatomical connectivity was based on that of the

macaque cortex, using a non-linear model for neuronal dynamics at the regional

level. They showed that, when the resulting neuronal time courses are convolved

with a model of the BOLD response, the inter-regional BOLD correlation matrix

showed a high similarity to the anatomical connectivity matrix. In a follow-up

experiment, Honey et al. performed an in-vivo resting-state fMRI experiment and

DWI experiment on human subjects. They then performed the same simulations

of spontaneous neuronal dynamics, using this time DWI-derived anatomical con-

nectivity measures. They showed good correspondence between the simulated and

the measured resting-state fMRI connectivity patterns.

In conclusion, we have seen that the regions in the brain during rest remain to some

extent functionally connected. This functional connectivity is partially artifactual

in nature, but is also likely to reflect veridical neuronal connectivity. Although the

nature of this phenomenon has by no means been clarified yet, resting-state fMRI

connectivity shows great promise both in clinical applications and in cognitive

neuroscience.



Chapter 3

Exploring the Anatomical Basis

of Effective Connectivity Models

with DTI-Based Fibre

Tractography

3.1 Introduction

In functional neuroimaging, and particularly in PET and fMRI, study design and

analysis have been dominated by the concept of functional segregation, which em-

phasizes the specialization of a brain structure for a specific part of a cognitive

function. This has resulted in a large number of studies in which differences in

cognitive states are linked to the differential activation of separate brain areas [72].

Functional integration, on the other hand, has long been recognized as an equally

important principle of brain organization. Functional integration refers to the

interaction between brain areas. Analyses of functional integration fall into two

categories: functional connectivity analyses and effective connectivity analyses.

Functional connectivity analyses [29, 70, 75] characterize functional integration by

the covariance structure of the measure of brain activity under investigation. Dif-

ferences in cognitive states are then linked to differences in correlations between

regions’ time courses. Functional connectivity analyses are therefore limited in

their capacity to make inferences about the directionality of these correlations,

41
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which in turn makes it difficult to address the functional hierarchy of brain net-

works. Effective connectivity analyses address this issue by fitting a complete

forward model to the neurophysiological data. These models are defined a priori,

by specifying the brain regions they comprise and assumptions about the afferen-

t/efferent connections between these regions [71, 125]. They are then fitted to the

brain regions’ functional data to obtain the strength of their direct connections.

Effective connectivity has been defined as the influence one neural system or re-

gion exerts over another [69]. There are two ways by which this influence can

be mediated: via a direct path between two regions, or via an indirect path in

which a third region is involved. The analysis methods that have been applied to

functional neuroimaging data, structural equation modeling (SEM) and dynamic

causal modeling (DCM), differentiate between these two possibilities, provided

that the underlying model (regions and their paths) is completely specified. If two

regions are connected via a third region and this third region has furthermore no

other influence on the rest of the network, one can choose to incorporate only an

indirect path between the two regions and to refrain from explicitly modeling the

third region and its direct paths. This is usually done to keep the model computa-

tionally tractable. However, we are working here on the premise that most of the

specified paths should reflect veridical direct paths, because we believe that too

many indirect paths, involving regions that are not explicitly taken into account

in the model will seriously decrease the biological validity of the model.

SEM has also extensively been applied in the social sciences, where these paths rep-

resent abstract causal connections between variables. When this method is applied

to functional neuroimaging however, these paths should ultimately correspond to

the white matter connectivity of the brain regions under investigation. This hence

yields an extra source of model validation. McIntosh and Gonzalez-Lima [126] have

studied the effect of erroneous model specification on the estimation of the path

coefficients and have found that it could seriously impinge on the estimation of

these coefficients. It would therefore be highly valuable to incorporate all available

knowledge regarding anatomical connections into effective connectivity models. It

should be noted that we do not imply that each existing anatomical connection

should result in an significant effective connection in each and every cognitive

task. It is the role of the model estimation to indicate which anatomical connec-

tions have become effective under which task manipulation. Therefore, leaving an

anatomical connection, which is known to exist, out of a model specification can
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only be justified when one has strong a priori evidence about the function of this

path in the present context, possibly combined with a requirement for a decrease

in model complexity.

Unfortunately, our knowledge about human anatomical connectivity is relatively

sparse, because of the invasive nature of the techniques that are used in other

species (active tracers). Only two classical anatomical methods can be used in

humans: dissection studies, which only provide information on a relatively coarse

scale, and passive tracer studies, which are not very well suited to investigate long

range connectivity. Most effective connectivity studies thus can only validate their

connections with information from non-human primates, which in turn requires

strong assumption on the homology of brain structures between different species.

In the last 15 years, Diffusion Tensor Imaging (DTI) [17, 19] has emerged as

a promising candidate to resolve this problem. In DTI, the sensitivity of the

(diffusion-weighted) MR signal to the self-diffusion of water on a microscopic scale

is employed to characterize the anisotropic structure of white matter in vivo. Dif-

fusion is generally hindered by cell membranes in the direction perpendicular to

the fibre bundle and is therefore fastest in the direction parallel to the fibre bundle.

The direction of the underlying fibre architecture can therefore be inferred from

the directionality of diffusion on a voxel-by-voxel bases. These estimates of fibre

directions can be used to perform fibre tracking [47, 132], which follows the main

diffusion direction throughout white matter to reconstruct white matter pathways.

This method has already provided useful insights in the white matter connectivity

of the thalamus and the striatum [23, 114], amongst other structures.

So far, researchers have acknowledged a number of limitations to DTI. First, DTI

provides no information about the afferent or efferent nature of the axons, because

the diffusion of water within axons does not contain any information about the

direction of the propagation of action potentials along the axon. Second, the

tensor model can only resolve one main direction per voxel, which considerably

increases the likelihood of erroneous tracking results through regions which contain

crossing fibres. Finally, in cerebral gray matter there is generally no dominant fibre

direction, which impedes tracking fibres to their cortical origin.

The aim of this chapter is to investigate to what extent DTI-based tractography

can provide support for the anatomical basis of the networks that are proposed

in effective connectivity studies. Furthermore, we investigate whether DTI-based
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tractography reveals any connections that go beyond the ones proposed in the orig-

inal analysis. To address these questions, we have chosen eight effective connectiv-

ity studies that have all used structural equation modeling. Structural equation

modeling was introduced at an early stage of the development of PET and fMRI.

The neuroimaging literature therefore contains a relatively large number of SEM

studies. DCM, on the other hand, has been introduced relatively recently, but is

being applied more and more often. It should be noted that any conclusions we

are able to draw in this chapter within the context of SEM studies can be readily

generalized to DCM studies as there is no difference in the role of the underlying

anatomical model between both models.

We have chosen networks spanning a number of different cognitive domains, includ-

ing learning [34, 62], cognitive control [108, 159], working memory [109], visual and

auditory perception [124], major depression [164], and the thalamocortical network

involved in general-anesthetic-induced unconsciousness [200]. We perform a stan-

dard DTI experiment on 6 subjects and use the coordinates of the network nodes

from the SEM studies as seed regions for a fibre tracking analysis. In this analysis,

we establish whether DTI-based fibre tractography provides evidence about the

direct nature of every possible connection, whether or not it was proposed in the

original studies.

3.2 Materials and Methods

3.2.1 Subjects

We studied 6 healthy subjects (2 females, age range 25 - 32 years) after informed

consent was given according to institutional guidelines of the local ethics committee

(CMO protocol region Arnhem-Nijmegen, The Netherlands).

3.2.2 Imaging

DTI was performed using a twice refocused pulsed gradient spin echo EPI sequence

[155] at 1.5 T (Sonata system, Siemens, Erlangen, Germany) with a standard head

coil. Axial slices were obtained using the following imaging parameters: repetition

time = 9900 milliseconds, echo time = 88 milliseconds, flip angle = 90◦, 128× 128
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matrix, 320 mm × 320 mm field of view and slice thickness = 2.5 mm with no gap

(2.5×2.5×2.5 mm isotropic voxels). Diffusion weighting was obtained along sixty

noncollinear directions [99] using a b-value of 700 smm−2. Five reference images

with no diffusion weighting were also obtained. This resulted in a scanning time

of approximately 10 minutes per subject.

3.2.3 Analyses

For each subject the five reference images with no diffusion weighting were aver-

aged and normalized to the MNI T2 template in SPM2 (Statistical Parametric

Mapping, http://www.fil.ion.ucl.ac.uk/spm). The matrix of normalization pa-

rameters was inverted to obtain the transformation matrix from standard space

to world space. We have done this to avoid the extensive resampling and reori-

entation of the data that is performed when normalizing DTI data [8, 145]. We

hypothesize that such resampling leads to a significant degradation of the finer

details of the fibre tracts. Only linear terms were used in the normalization to en-

sure that the transformation matrices could be inverted. No motion correction was

applied. Diffusion tensors and fractional anisotropy (FA) maps were calculated

using the diffusion toolbox [74] in SPM2. The FA maps were used for displaying

the anatomical location of the ROI coordinates. These anatomical locations were

then used as seed regions for fibre tracking. Fibre tracking was performed with

the DTI-Studio package [95] using the FACT algorithm [131]. Tracking was ter-

minated when the angle of two consecutive eigenvectors was larger than 85◦, or

when a voxel was reached with an FA value smaller than 0.20. In most of the

original studies [34, 62, 108, 109, 159, 200], the ROI’s that were used for effective

connectivity analysis were all spheres of 8 mm radius. However, in two studies

[124, 164] only the peak voxels of a partial least-squares analysis [123] were used.

Because these voxels represented larger clusters of voxels, we have used ROI’s

with roughly the same size (spheres of 8 mm radius) as a starting point for all

networks. We have chosen not to transform the whole original ROI into subject

space, as this might lead to extensive seeding of the white matter adjacent to the

seed coordinate, and thus to many false positives. Instead, we have drawn ROI’s

on the individual subject’s FA maps, taking care that the border of the ROI’s

were at the border of gray and white matters (as visible on the FA map) and

that the ROI’s would approximately be of the same size as the original ROI. All
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possible combinations of regions were tracked, including the connections that were

not proposed in the original effective connectivity studies.

3.3 Results

Figures 3.1 – 3.8 show the results for all SEM networks. The thickness of the

connecting lines indicates the number of subjects in which a particular connection

was found. Our results support the proposed paths to a large extent. The most

striking class of paths which are not supported by our findings contains frontal

interhemispheric paths. This can however convincingly be explained by method-

ological shortcomings in regions with crossing fibres in the frontal parts of the

brain. We will discuss these issues further in section 3.4. In half of the SEM net-

works, we have found evidence for anatomical connections that were not included

in the original studies. In the following, we will describe these findings for each

study separately.

3.3.1 Büchel et al.

The network of this study can be separated into a dorsal stream (V1, DE, PP,

and LP) and a ventral stream (V1, ITp, and ITa) of visual areas. The paths

within these streams are supported in the majority of subjects by our DTI results.

However, the crucial path under investigation is the path between the two streams

(PP-ITp), which is hypothesized to mediate the learning effect under investiga-

tion. Interestingly, we have found no evidence for this path, but we have found

support for a path (DE-ITa), which was not included in the proposed network and

which could be a potential candidate to mediate this effect. Whereas we do not

wish to suggest that the original path (PP-ITp) should be dismissed, it would be

interesting to investigate whether a part of the learning related effects that are

reported in the original study is mediated by the new path we have reported.
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Figure 3.1: The left figure shows the proposed network of Büchel et al.. The
right figure shows the anatomical connections that we fond found in our analysis.
The legend indicates the meaning of the thickness of the lines. This legend is

valid for all the following figures.

3.3.2 Fletcher et al.

In this network, a series of regions (OCC, PAR, and PFC) is proposed in both

hemispheres with symmetrical paths within the hemispheres and extensive inter-

hemispheric connections. The paths between occipital and parietal cortices are

supported by our findings as are the interhemispheric connections between these

regions. Furthermore, we have found evidence for paths that were not included

in the original model, namely, interhemispheric connections between occipital and

parietal cortices. This is remarkable, because interhemispheric connections be-

tween nonhomologous regions are rarely reported in tractography studies. Also

of interest are the cases in which the proposed paths are not supported by our

results. The interhemispheric connections we did not find (LPFC-RPFC, LPFC-

RPAR, and RPFC-LPAR) fall into the aforementioned problematic class of frontal

interhemispheric connections. The most interesting negative result is the lack of

connections between right parietal and right prefrontal cortices, in contrast to the
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presence of these connections in the left hemisphere. In this case, methodological

shortcomings are not likely to affect the results, as this would indicate that these

shortcomings would exist for the right hemisphere but not for the left hemisphere.

The same argument makes the consideration of connections via an extra region,

which has not been included in the network, also unattractive. Therefore, we

tentatively interpret these findings as a support for an asymmetry in connectivity

between these areas in the parietal and prefrontal cortex.

Figure 3.2: The network of Fletcher et al. and the corresponding tractography
results.

3.3.3 Koechlin et al.

This network contains a set of motor and prefrontal regions in both hemispheres

which are symmetrically connected within the hemispheres. Furthermore, homol-

ogous areas are connected with each other. This last set of paths falls again in the

class of frontal interhemispheric connections and thus it is not surprising that we

have found no support for these paths. We have found connections supporting all

intrahemispheric paths in the majority of subjects. Interestingly, Koechlin et al.

have proposed an alternative network in their study, which contained also paths

directly from premotor cortex to rostral prefrontal cortex. This extra network did

not result in significant changes in the original paths, which is in agreement with

the lack of support for these paths in our results.



Chapter 3. Combining tractography with effective connectivity models 49

Figure 3.3: The network of Koechlin et al. and the corresponding tractogra-
phy results.

3.3.4 Kondo et al.

Kondo et al. have proposed four network nodes (PFC, ACC, SPL, and IFC). How-

ever, two of these nodes (SPL and IFC) can be further split up in four anatomically

distinct regions (SPL1, SPL2, IFC1, and IFC2).We have thus decided to treat each

of these regions as a separate node and have studied the connections between these

nodes. Our results show that the regions which constitute each original node (e.g.,

IFC1 and IFC2) are connected with each other, but they show differential connec-

tivity patterns with the rest of the network, which suggest that they also have a

different role within this network. The lack of support for paths from and to the

ACC was surprising, especially given the fact that the ACC is known to connect

extensively with the prefrontal cortex in the macaque [195].

3.3.5 McIntosh et al.

In this network, a set of regions is proposed ranging from occipital, temporal,

premotor, and prefrontal regions. Moreover, these regions were proposed to be

highly interconnected. Given our results in the other studies, it was not surpris-

ing that there was hardly any support for the (nonhomologous) interhemispheric

connections originating in frontal and prefrontal cortices. Support was found for
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Figure 3.4: The network of Kondo et al. and the corresponding tractography
results.

paths between occipital cortex and frontal and superior temporal cortices. How-

ever, there are also two intrahemispheric paths for which no support was given

(A6-A18R, A10-A6). Furthermore, there was no evidence found for paths which

were not included in the original analysis. Therefore, within the context of this

network, DTI did not provide any extra information.

Figure 3.5: The network of McIntosh et al. and the corresponding tractogra-
phy results.
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3.3.6 Rowe et al.

Rowe et al. proposed a network with bilateral parietal, prefrontal, and prestriate

areas and a motor area in the left hemisphere only. We have found only scarce

support for the paths to and from prestriate area, even after lowering the FA

threshold. In the left hemisphere, we have found consistent evidence for all other

proposed paths. However, as in the network of Fletcher et al., we have found sup-

port for parietal-frontal connections in the left but not in the right hemisphere.

Based on the same arguments as in the network of Rowe et al., we again interpret

this as evidence for an asymmetry in these connections. This is even more re-

markable, because the locations of parietal and especially prefrontal areas in both

studies are quite widely separated.

Figure 3.6: The network of Rowe et al. and the corresponding tractography
results.

3.3.7 Seminowicz et al.

The network of Seminowicz et al. consists predominantly of prefrontal and subcor-

tical areas in the right hemisphere, with the exception of the left lateral prefrontal

cortex. This immediately explains why we have found only scarce evidence for

paths from this region to the rest of the network, because of the aforementioned

methodological problems with frontal interhemispheric connections. In contrast

to the study of Kondo et al., we have found connections supporting the proposed

paths from the anterior cingulate cortex. Furthermore, we have found many con-

nections from the thalamus to the rest of the network which do not conform to
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proposed paths. This is however not surprising, as it is well known that the dif-

ferent nuclei in the thalamus extensively connect to different parts of the cortex

[23]. The “extra” connections are thus most probably the result of the fact that

the seed region in this case was too large to specifically select the nucleus of the

thalamus involved in this network. Further evidence for paths that were not pro-

posed in the original network was found for connections from medial prefrontal

cortex to the hippocampus and the subgenual cingulate cortex. The hippocampus

is a region of low FA and thus in an initial analysis showed only very limited

connectivity with the rest of the network. We have therefore repeated the analysis

with a lowered FA threshold (0.15) which yielded support for the proposed paths

from the hippocampus.

Figure 3.7: The network of Seminowicz et al. and the corresponding tractog-
raphy results.

3.3.8 White et al.

White et al. proposed a model with the left motor cortex and supplementary

motor area, the thalamus, and two areas from the right cerebellum. We have

found support for the intrahemispheric paths but not for the interhemispheric ones.

This last finding contradicts findings from the macaque literature in which there

are connections found between the primary motor cortex and the contralateral

cerebellum cerebellar deep nucleus [142]. Moreover, there is evidence that the
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pons, which is a region through which these fibres have to pass, contains crossing

fibres [92]. We therefore conclude that it is valid to include these connections in

an effective connectivity analysis.

Figure 3.8: The network of White et al. and the corresponding tractography
results.

3.4 Discussion

In this chapter, we have for the first time used DTI-based fibre tractography to

investigate the anatomical basis of effective connectivity models. The aim of this

chapter was twofold. First, we wanted to establish that DTI-based tractography is

able to resolve the connectivity between ROI’s of the size typically used in effective

connectivity studies. We hypothesized that the majority of the proposed paths

were indeed valid, and compared the results of our DTI-based analysis with these

paths. We have found positive evidence for a substantial number of paths. The

negative findings will be discussed below. However, we believe that the greatest

potential advantage of using DTI-based tractography in the context of effective
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connectivity models lies in establishing paths that are not suggested by the avail-

able knowledge (e.g., macaque tracer literature). Our second aim was therefore to

investigate the evidence for connections which were not proposed in the original

studies. We have found evidence for such connections in half of the models. In the

following, we will discuss these findings in the context of current methodological

limitations and we will evaluate their implications for the proposed models.

When a proposed path is not supported by the tractography analysis. there are two

explanations possible: (1) there is no direct anatomical connection; in this case, the

proposed path can only be supported by an indirect connection with a third region;

(2) there is a direct connection, but it has not been found due to methodological

limitations (false negative). The second explanation is especially relevant to a class

of frontal interhemispheric connections. As mentioned in the introduction, DTI-

based tractography has profound difficulties when tracking through voxels with

multiple fibre populations. The frontal interhemispheric connections pass through

the corona radiata, which is well known to contain such voxels [201]. Therefore,

any negative findings about this class of connections are inconclusive.

There is another set of negative findings which merits further discussion: in both

networks of Fletcher et al. and of Rowe et al., we have found evidence for a con-

nection between parietal and prefrontal cortices in the left hemisphere but not in

the right hemisphere Here, an explanation in terms of methodological limitations

is unconvincing, because this would suggest that these limitations occur in the

right hemisphere but not in the left hemisphere. Therefore, we tentatively con-

clude that these connections are indeed absent in the right hemisphere and that

this is an evidence for an asymmetry in parietal-frontal connectivity. We should

point out, however, that this asymmetry seems counterintuitive, since the right

hemisphere is hypothesized to be dominant for visuospatial processing, which is

partially mediated by parietal-frontal connectivity. However, as we are dealing

with relatively small ROI’s within the frontal and parietal lobes, this does not rule

out the possibility of there being any connections between these lobes in the right

hemisphere.

There are a number of paths for which no evidence was found and which cannot

be interpreted directly in terms of methodological limitations. As in many neu-

roimaging studies, these negative findings are difficult to interpret and it would

certainly be imprudent to conclude that these paths do not exist. Moreover, it is

also possible that a path is mediated by connections from and to a third region,
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which was not included in the network. This situation can be relatively harmless

if the function of the missing region is known to be restricted to message passing.

However, if there is a substantial number of such indirect connections present in

a network, the inclusion of the mediating regions becomes necessary to ensure the

biological validity of the connectivity analysis.

Given the methodological issues discussed above, it is clear that the potential

contribution of DTI to connectivity studies lies not in disproving the existence of

postulated connections, but in the unique potential for detecting hitherto uncon-

sidered direct anatomical connections. This is because DTI may be prone to type

II errors, but it is far less likely to consistently produce type I errors when connec-

tions are averaged across subjects. It is hence highly significant that we have also

found evidence for a number of paths which have not been taken into account in

the original studies. Incorporating these paths in a new analysis of these models

can potentially have a significant impact on the interpretation of these models,

since they point to improvements in the anatomical validity of the models, which

in turn leads to more veridical path coefficients.

At the current state of technology in effective connectivity, one has considerable

freedom to choose the connections in a model and to evaluate different models

with different connectivity profiles against each other [149]. This model selection

procedure can be augmented significantly with DTI-based tractography, because

models in which the connections to a large extent overlap with the connections

found in a DTI analysis should in turn be more likely. One could potentially

formalize this in a Bayesian framework by designing priors on the existence of

structural connections. Such priors should be highly weighted towards the exis-

tence of a connection when a tractography analysis supports this connection and

be vague when tractography does not support the existence of a connection. Thus

the fitting the effective connectivity model does not only yield information about

the weights of each connection but also about the optimal set of connections that

is supported by both the fMRI and the DTI data.

We have observed a large inter-subject variability in our findings. If this would be

a veridical variability, it would be a surprising and new finding, since the inter-

subject variability of anatomical connections is generally considered to be low and

is furthermore difficult to assess with either DTI or tracer methods. In DTI, the

normalization of findings still makes it difficult to compare fibre tracts across sub-

jects, whereas tracer studies are normally performed in very few animals because
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of ethical considerations, which makes any discussion about variability between

animals extremely difficult. Although we have not normalized the fibre tracks to

a template, we do believe that normalization problems still play an important role

in our studies because they might cause the erroneous placement of seed regions in

some subjects, which in turn would lead to erroneous tractography results and the

above-mentioned inter-subject variability. The smoothing strategy, employed in

functional studies to reduce the effect of anatomical differences between subjects,

cannot be applied in tractography because the directional information used in the

tractography would be distributed over other voxels and potentially other tracks,

with unpredictable implications for the correctness of the tracks found. Currently,

there is no convincing way of solving this problem, as the basic anatomical land-

marks vary substantially over subjects.

Recently, advances have been made towards the estimation of multiple fibre direc-

tions within one voxel and also in probabilistic tractography. In this paragraph, we

will discuss each of these developments and their potential use for our framework.

The estimation of multiple fibre compartments per voxel potentially brings this

technique closer to producing veridical anatomical connections. A number of tech-

niques have been proposed to resolve crossing fibres, including Persistent Angular

Structure MRI [92], a discrete mixture of fibre compartments [22, 91], spherical

deconvolution [186] and Q-Ball Imaging [187]. These techniques however do not

resolve the kissing/crossing fibre problem: when a fibre is tracked through a voxel

with multiple compartments, it is uncertain what the optimal compartment is to

inform the direction of the next step in the tractography procedure. A number

of studies chooses the direction that is most collinear with the incoming track,

but this only a pragmatic solution with no theoretical justification. Whereas the

single tensor model is probably too conservative in the fibre tracks it yields, mul-

tiple compartment models might thus result in an increase of the number of false

positives.

In probabilistic fibre tracking, a measure of uncertainty of the local fibre direction

is estimated per voxel [24, 68, 107, 113, 147]. fibre tracking is now performed

repeatedly in a Monte Carlo experiment: at each iteration different fibre direc-

tions are drawn from from the local fibre direction distributions. Subsequently,

the number of times a target voxel has been hit by this procedure is considered to

be an informal measure of the probability that a white matter connection includes

this voxel. While this procedure by itself seems valid, in practice this leads to
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widespread patterns of low connection probability and it is uncertain how these

probability patterns should be thresholded. Moreover, the probability of connec-

tion tends to decrease with increasing distance. In effective connectivity analyses,

both local and global connections can be included, which necessitates a measure

for the probability of anatomical connectivity which is unbiased by the length

of these connections. Thus while both techniques (multiple direction estimation

and probabilistic tractography) can potentially resolve some of the problems that

characterize DTI-based streamline tractography, there remain unresolved issues.

In conclusion, we have shown that DTI-based tractography is a useful tool to

explore the anatomical connections that form the basis of effective connectivity

studies, notwithstanding the current limitations of this method. We have observed

evidence for the proposed paths in a large number of cases and, more importantly,

we have shown in several cases direct connections that were not included in the

original models. We therefore conclude that DTI-based tractography is a valuable

tool for exploring the anatomical basis of functional networks.
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Chapter 4

Probabilistic Inference on Q-ball

Imaging Data

4.1 Introduction

Over the last two decades, diffusion-weighted magnetic resonance imaging (MRI)

and especially Diffusion Tensor Imaging (DTI) [17] has proven to be a unique

tool for investigating the microstructure of neuronal tissue in vivo. In DTI, the

anisotropic behaviour of diffusion in white matter is studied. This behaviour

is caused by the hindrance imposed by axonal membranes on diffusion. This is

hypothesized to make diffusion slower perpendicular to an axonal fibre bundle than

parallel to it. This directional information, which is available at the voxel level,

has been used to follow fibre tracks through white matter in order to study the

anatomical connectivity between brain regions [47, 131]. Furthermore, anisotropy

indices, which summarize the directional variance of the diffusion coefficient, have

been used to study differences between patient populations and healthy controls

in various diseases that have been associated with white matter abnormalities

[3, 110, 151].

Recently, investigations have been made into the uncertainty of all these measures

by employing Bootstrap methods [25, 87, 97, 113] or the Bayesian framework

[22, 24, 91]. These methods have enabled researchers to quantify the uncertainty

in the orientation of the principal eigenvector of diffusion. Other authors have used

the shape of the diffusion tensor itself as a measure of uncertainty for the fibre
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direction [107, 146, 147]. In these papers, it was hypothesized that very anisotropic

tensors represent low uncertainty around the fibre direction and that very isotropic

tensors represent high uncertainty. The resulting measure of uncertainty about the

fibre direction on the voxel level can be used to perform probabilistic tractography.

In contrast with deterministic tractography methods, probabilistic tractography

methods do not only give the most likely connecting pathway, but provide a larger

sample of potential pathways with their associated probability.

It has been long recognized that the DTI model is limited in its capacity to charac-

terize the complexity of white matter structure within a voxel. That is, DTI-based

analyses are in principle not able to resolve more than one fibre direction per voxel.

This has proven to be a problem throughout a wide variety of brain structures

[201]. This problem self-evidently carries over to any probabilistic analysis based

on DTI.

To avoid these problems, the DTI model has been extended to encompass multiple

compartments, each with its own diffusion tensor. When the exchange between

these compartments is slow, the diffusion-weighted signal can be assumed to be

the sum of the signals of all the separate compartments. This model has been used

in a deterministic way [188] and in a Bayesian framework [22, 91]. However, Tuch

et al. [188] have shown that the extension of this model beyond two compartments

becomes problematic. This is probably due to the fact that when moving towards

more than one compartment, the estimation procedure becomes highly nonlinear,

which requires the use of iterative optimization. This increases the likelihood of

getting trapped in a local minimum of the optimization function and hence not

finding the true parameter values.

Q-ball imaging [187, 189] is a method with a linear estimation procedure which

was proposed to resolve multiple fibre populations within a voxel. The directions

of the fibres in the Q-Ball Imaging framework are represented by the Orientation

Distribution Function (ODF). Q-Ball Imaging does not suffer from the estimation

problems that characterize multi-tensor models as the model is linear and can be

inverted easily. It also avoids the model selection procedure which is necessary in

multi-tensor models to determine the number of tensors to be modelled. Q-Ball

Imaging does however introduce another model selection problem, because the

smoothness of the ODF has to be chosen a priori. In this paper, we will tackle

this model selection problem and we will implement and investigate a Bayesian

framework to characterize the uncertainty in the directions of the underlying fibres
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in a similar way to approaches previously applied to (multiple-)tensor models. To

this end, we have utilized a recent reframing of the original Q-Ball estimation

procedure in terms of spherical harmonics [10, 57, 88]. This has enabled us to

perform the model selection procedure on the maximum order that is used for the

spherical harmonics reconstruction and to store representations of the orientation

distribution functions efficiently. In the following, we will first develop the appro-

priate theoretical framework and then investigate its performance on simulated

and real data.

4.2 Theory

In this section, we will first give some theoretical background for diffusion imaging

in general and explain the theoretical basis of Q-ball imaging. We will then develop

the model selection procedure and the Bayesian framework needed for statistical

analysis.

4.2.1 Background

Diffusion is caused by Brownian motion of molecules due to their thermal energy.

This motion can be described as a random walk of each individual molecule, which

is characterized at the ensemble level by a function indicating the probability of

finding molecules displaced by r within a specified time. This function is called the

displacement probability function p(r). It is well established [37] that the signal

S(q) acquired in a Pulsed Gradient Spin Echo (PGSE) experiment can be related

to displacement probability function by:

S(r) =

∫
p(r) exp(iq · r)dr, (4.1)

where the diffusion wave vector q is defined as q = (2π)−1γδg, γ is the Larmor

frequency, δ is the diffusion gradient duration and g is the diffusion gradient vector.

One can thus essentially compute p(r) by measuring the MR signal on a rectangular

grid of q-values and by computing the inverse Fourier transform of this signal.

This provides a completely model-free description of p(r). However, this comes at

the expense of the high number of measurements that is needed to sample q-space
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adequately. Moreover, this relationship only applies under the short gradient pulse

(SGP) condition, which dictates that the duration of the gradient pulses should be

much shorter than the time between the pulses. It is often unfeasible to meet this

condition on a clinical whole-body MRI system. Any significant deviation from

this condition results in a broadening of the probability function [128].

Model-based approaches, such as the DT model, constrain the number of mea-

surements required. In DTI, the signal is modelled as originating from a single

compartment in which diffusion is anisotropic and hindered. In this case p(r)

is a trivariate Gaussian probability density function whose covariance matrix is

proportional to the diffusion tensor D:

p(r) = (4πτ)
3
2 |D|−

1
2 exp

(−rTD−1r

4τ

)
. (4.2)

The diffusion-weighted signal can then be expressed by

S(b) = S(0) exp(−bTDb), (4.3)

where S(0) is the signal measured with no diffusion-weighting and b is related to

q through b = q2(∆− δ
3
).

The diffusion tensor is estimated by linear regression on the log-transformed signal.

This has proven to be an extremely powerful method in voxels where a single fibre

orientation dominates, but it produces erroneous results when applied to situation

in which the underlying microstructure is more heterogeneous.

4.2.2 Q-Ball Imaging

Another approach to constrain the number of measurements while obtaining an

estimate of the underlying fibre structure was proposed by Tuch et al. [189].

They started from the orientation distribution function ψ(u), which summarizes

the orientational structure of the displacement probability function in Q-space

imaging by radial integration in the direction u:

ψ(u) =
1

Z

∫ ∞
0

p(ru)dr, (4.4)
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where Z is a dimensionless normalization constant. They then established that

the diffusion-weighted signal, sampled on a sphere in space is related to the ODF

by the Funk−Radon transform which can be expressed as follows:

ψ(u) =

∮
q⊥u

S(q)dq. (4.5)

This relationship essentially shows that the ODF in the direction u can be calcu-

lated by integrating the signal over the equator that is perpendicular to u. Tuch

implemented this analysis as a single matrix manipulation [187]:

ψ =
1

Z
AS, (4.6)

where ψ is the vector specifying the value of the ODF at a predefined set of

directions, A is the matrix implementing the transform and S is the vector of

measurements at the different diffusion−weighted directions. The interpolation,

needed for the integration over each equator, is performed with spherical radial ba-

sis functions (sRBF). This necessitates the specification of an interpolation kernel,

which in turn determines the smoothness of the ODF. Tuch used a spherical Gaus-

sian distribution with a width parameter σ as interpolation kernel. This parameter

allows the user to specify the optimal compromise between angular resolution and

robustness to noise. A small width corresponds to high angular resolution, but

increases the risk of over-fitting, whereas a greater width stabilizes the fit, but at

the expense of angular resolution.

In another implementation of this method, which was developed independently by

Anderson [10], Descoteaux et al. [57] and Hess et al. [88], both the signal and

the ODF are decomposed into the spherical harmonics (SH) basis set. This set

of functions is ubiquitous for representing spherical functions and can be viewed

as the equivalent of the Fourier series in spherical coordinates. Indeed, this set

has been used already in the context of diffusion imaging by both Frank [67] and

Alexander et al. [7], who used it to detect situations where the profile of apparent

diffusion coefficients indicates the presence of multiple fibre populations. One can

decompose a function U on a sphere into spherical harmonics as follows:
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U(θ, φ) =
L∑
l=0

l∑
m=−l

ul,mYl,m(θ, φ), (4.7)

where Yl,m(θ, φ) are the spherical harmonics at elevation θ, azimuth φ. The indices

l = 0, 1, 2, . . . and m ∈ [−l, . . . , l] indicate the model order and the phase factor

respectively. The coefficients ul,m are the spherical harmonics coefficients. The

spherical harmonics Yl,m(θ, φ) are defined by:

Yl,m(θ, φ) =

√
2l + 1

4π

(l −m)!

(l +m)!
Pm
l (cos(θ)) exp(imφ), (4.8)

where Pm
l are the associated Legendre polynomials.

Anderson started with the expansion of the diffusion-weighted signal into spher-

ical harmonics and went on to prove (see Appendix B of [10]) that there exists

an analytical relationship between the SH coefficients of the signal (cl,m in the

following) and the SH coefficients of the ODF when decomposed into spherical

harmonics (ol,m). They showed that this relationship, which embodies the Funk–

Radon transform, can be expressed as follows:

ol,m =
2πq

S(0)
(−1)

l
2

(l + 1)!!

(l + 1) · l!!
cl,m, (4.9)

where

l!! =

{
l · (l − 2) · (l − 4) · . . . · 4 · 2 if l = even,

l · (l − 2) · (l − 4) · . . . · 3 · 1 if l = odd.
(4.10)

Hess et al. and Descoteaux et al. [57, 88] derived equivalent results. Hess et al.

also went further and showed on simulated and real data that their framework

yielded results similar to the original framework proposed by Tuch.

In the SH framework, the compromise between robustness and angular resolution

of the ODF is represented by the maximum order of the harmonics lmax. The

effect of the maximum order on the ODF is inversely related to the effect of the

kernel width σ of radial basis functions: if lmax is large, the angular resolution

is large at the risk of over-fitting, whereas if lmax is low, the risk of over-fitting
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is low at the expense of lower angular resolution. Thus, both frameworks should

give comparable results with similar freedom to control the reconstruction of the

ODF. We have chosen the SH approach because it allows us to rephrase the choice

for the correct SH order into a model selection problem, as will be explained in a

following section. Furthermore, the Q-ball ODF is most efficiently stored by its

SH coefficients, which allows for more freedom in postprocessing, independent of

the estimation procedure and reduces the storage demands drastically.

4.2.3 Statistical Framework: The Likelihood Function

The starting point of our statistical framework is the likelihood function, which

gives the likelihood of the data given a set of parameters and should incorporate

any knowledge we have about the noise. The MR-signal is obtained from summing

the signal from two channels in quadrature. The signal of both channels are gener-

ally assumed to have Gaussian noise characteristics. Therefore, it is inappropriate

to model the distribution of the summed signal as Gaussian. It has been long

recognized [78] that this leads to an erroneous estimate of the variance, especially

at low signal-to-noise ratio (SNR), and that the data distribution can be better

represented by the Rician distribution:

p(S|Ŝ, σ2) ∝ S

σ2
I0

(S · Ŝ
σ2

)
exp

(
− S2 + Ŝ

2σ2

)
, (4.11)

where S is the measured signal, Ŝ is the signal predicted by the model and σ2

is the noise variance. I0(z) is the modified Bessel function of the first kind with

order zero.

Jones and Basser [98] have studied the effect of assuming Gaussian noise charac-

teristics on the tensor indices at high b-values and have shown that this leads to

an underestimation of the anisotropy. They furthermore argued that this also may

lead to the false impression of non-Gaussian diffusion behaviour in voxels in which

the diffusion is essentially Gaussian. It is therefore imperative to incorporate the

correct noise distribution in our statistical framework, as in Q-ball imaging the

b-values are generally relatively high with corresponding low SNR-levels.

To calculate the signal predicted by the model parameters, we could simply use

equation 4.7 with the SH coefficients as parameters describing the signal. For
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the sake of convenience, however, we will rearrange the equations so that this

operation reduces to a single matrix multiplication. Furthermore, we will use real

spherical harmonics, as both the signal and the ODF are real-valued functions. A

real basis set of SHs Y ′l,m can then be defined as follows:

Y ′l,m =


√

2Re(Yl,m) if − l < m < 0,

Yl,0 if m = 0,
√

2Im(Yl,m) if 0 < m < l.

(4.12)

If we define a new index j = l2 + l + m, which is unique for each possible set of

(l,m), we can rearrange the SH [Y ′l,m(θi, φi)] into a vector [Y ′j (θi, φi)] which in turn

can be combined for each set of diffusion directions θi, φi to form a matrix Y′. The

SH coefficients cl,m can be similarly rewritten as a vector with elements cj. This

yields then an expression for the predicted signal in directions:


Ŝ(θ1, φ1)

Ŝ(θ2, φ2)
...

Ŝ(θn, φn)

 =


Y ′1,1 Y ′1,2 . . . Y ′1,j(lmax,mmax)

Y ′2,1 Y ′2,2 . . . Y ′2,j(lmax,mmax)
...

...
. . .

...

Y ′n,1 Y ′n,2 . . . Y ′n,j(lmax,mmax)

×


c1

c2

...

cj(lmax,mmax)

 , (4.13)

or

Ŝ = Y′c. (4.14)

4.2.4 Model order selection

Having explained the SH decomposition, we now have to decide what the max-

imum harmonics order lmax is at which this decomposition is truncated. This

order should ideally represent a compromise between goodness-of-fit, which in-

creases with increasing model order and the number of parameters needed for the

estimation procedure. In other words, any model order selection procedure should

select the model with the least number of free parameters that still represents the

data correctly. Two metrics have been widely used to base this selection on: the
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Akaike information criterion (AIC) and the Bayesian information criterion (BIC).

They are defined as follows:

AIC = 2k − 2 log(p(S|Ŝ, σ2)) (4.15)

BIC = −2 log(p(S|Ŝ, σ2)) + k log n, (4.16)

in which k is the number of free parameters to be estimated and n is the number

of observations. The optimal model yields the minimum of both parameters. BIC

is known to penalize the number of free parameters more heavily than AIC. We

will study the performance of both indices in our framework on simulated data.

For each lmax, the log-likelihood function will be maximized with respect to the SH

coefficients and noise variance to get their maximum likelihood estimators. This

will be done by using the Simplex algorithm. We will use the resulting likelihood

to obtain the aforementioned indices for each model and will select the optimal

model on the basis of these indices.

4.2.5 Bayesian modelling

The Bayesian framework is based on an explicit formulation of ones uncertainty

about parameter values given the data. This belief is quantified by the posterior

probability distribution p(θ|y), which is calculated using the likelihood of the data

p(y|θ), given the parameters θ and a prior distribution p(θ), which encompasses the

knowledge one has about the parameter values before the experiment is performed.

The posterior is then calculated by using Bayes’ rule:

p(θ|y) =
p(θ)p(y|θ)∫
p(θ)p(y|θ)(d)θ

. (4.17)

The likelihood function has already been specified in a previous section. We will

use this likelihood function in combination with the selected optimal SH order.

We have furthermore defined the priors for c and σ2 as noninformative uniform

distributions. The last pdf to be defined is the marginal probability p(y), which is

the integral of the unnormalized posterior over all possible parameter values. This

can be interpreted as the normalization constant of the posterior. It is in only very
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few cases possible to evaluate this denominator analytically. In many cases it is

therefore necessary to perform numerical integration over the parameter space, by

using for example Markov chain Monte Carlo (MCMC) simulations [73]. MCMC

samples provides samples from the posterior distribution and has also been used

in earlier work that used the Bayesian framework in the context of diffusion MRI

[22, 24, 91].

4.2.6 MCMC simulations: Introduction and implementa-

tion

Starting from the unnormalized posterior distribution, MCMC simulations draw

samples from the normalized posterior distribution by using Markov chains. A

Markov chain is a series of state changes in which the current state depends only

on the state of the previous time-step. Let us define an unknown normalized

posterior distribution p(θ|y), its unnormalized counterpart q(θ|y) and a transition

kernel p(θt+1|θt) which determines how the Markov chain is formed. It has been

proven that, irrespective of the form of the transition kernel, the samples of the

chain will converge to samples of the normalized posterior given sufficient time

steps. These samples can then be directly used to compute the statistics of interest,

such as the expectation value of the parameter.

The Metropolis algorithm which we have used consists at any moment in time of

the following steps:

1. Start with θt.

2. Sample a proposal θ∗ from the transition kernel p(θt+1|θt). For the Metropolis

algorithm this kernel is chosen to be symmetrical: p(θt+1|θt) = p(θt|θt+1).

3. Calculate the ratio of the (unnormalized) densities: r = q(θ∗|y)
q(θt|y)

.

4. Draw a random number x from the uniform distribution U(0, 1).

5. θt+1 = θ∗ if x < min(r, 1), otherwise θt+1 = θt.

As proposal distributions we have used zero mean Gaussians with an adaptively

tuned variance to give an average acceptance rate of 0.5. The Markov chain can in

principle reach the target distribution (the normalized posterior) from any random
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starting point. However, to speed up convergence, we have initialized the Markov

chain with the maximum likelihood estimates of the parameters. Subsequently,

we have sampled 2000 points, of which we have discarded the first 1000 samples

(burn-in period) to ensure that the MCMC chain has converged.

4.2.7 Obtaining samples from the posterior on the fibre

directions

We now have samples of the posterior on the signal SH coefficients. Our real

interest however lies in samples from the posterior on the fibre directions. These

are produced in a postprocessing step using equation 4.9. We model the probability

of the fibre directions given the data indirectly because each set of signal SH

coefficients uniquely determines one set of the ODF SH coefficients, which in turn

generates one unique set of fibre directions.

The postprocessing phase contains three steps for each sample of the signal SH

coefficients:

1. Conversion from the signal SH coefficients to the ODF SH coefficients using

equation 4.9.

2. A reconstruction of the Q-ball ODF at approximately 10,000 uniformly dis-

tributed points on a sphere. A point is defined to be a local maximum if its

ODF value is larger than the ODF values of its neighbors.

3. To achieve better precision, each local maximum from step 2 is then used

as an initiation point for a simplex optimization algorithm to find the exact

location of the maximum.

These maxima are now stored and can be represented as scatter plots on the unit

sphere and represent draws from the posterior distribution on the fibre directions.
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4.3 Materials and Methods

4.3.1 Simulations

The aim of the simulations was to establish the feasibility and usefulness of all com-

ponents in the estimation scheme as outlined in the theory section. We have mod-

elled the diffusion-weighted signal in different combinations of fibre compartments,

using the standard tensor model for each compartment. In most cases we have

used the same set of eigenvalues: λ = [1.8 0.3 0.3]×10−3 mm2s−1 and equal volume

fractions for each compartment. In one case, a tensor was simulated with low frac-

tional anisotropy and the following eigenvalues: λ = [1.0 0.5 0.5] × 10−3 mm2s−1.

Noise was subsequently added in quadrature, following the procedures as outlined

by Pierpaoli and Basser [152]. The reported SNR-values are at zero diffusion-

weighting. All simulations were done by using a set of 252 diffusive weighted

directions, making the simulations comparable with the measurements in Tuch

[187].

4.3.1.1 Examining the model order selection Procedure

To obtain an indication of the performance of AIC and BIC in selecting the correct

model order, we have performed simulations representing two situations: in the

first case, simulations from a single tensor compartment with low SNR (SNR =

10) and a high b-value were studied. If the selection procedure is successful, a

relatively simple model should be the most optimal one, despite the noisy data

which lend themselves very well to higher order estimation. In the second case, a

complex model was chosen with two tensors at a high SNR and b-value (SNR =

30, b-value= 4000 smm−2. In this case, a complex model is the preferred model,

since this leads to the most accurate Q-ball ODF.

We have computed the AIC and BIC for SH models with maximum model orders

up to lmax = 12. Furthermore, we have also fitted a diffusion tensor to the data,

using a simplex optimization algorithm on the log-likelihood as in the SH models.

Because the AIC and BIC can be compared between different models, these model

selection measures can be readily compared between the DT model and the SH

models. In the first situation, the AIC/BIC of the diffusion tensor should be

equivalent if not smaller than the optimal AIC/BIC of the SH models, as the
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diffusion tensor is the generating model for the data. In the second case, the

diffusion tensor model should yield larger model comparison measures than the

optimal SH model.

4.3.1.2 The Effect of the Rician distribution on single tensor estima-

tion

To confirm that the use of the Rice distribution indeed leads to better parameter

estimation, we have simulated data from a single tensor model (at SNR = 30),

to which we have fitted a single tensor model. We have chosen to fit the tensor

model rather than the SH model because in the case of the DT model, it is easier to

determine the ground truth parameter values. We have simulated two cases: one

with b = 1000 smm−2 and one with b = 4000 smm−2. We have fitted the DT both

assuming Gaussian distributed noise and assuming Rician noise. We have then cal-

culated FA-values for the fitted DT’s. This process was repeated in a Monte Carlo

procedure, yielding 1000 FA-values for each simulated b-value. It was expected

that in the case of low diffusion-weighting, both FA distributions (Gaussian fitting

and Rician fitting) should be similar with a maximum at the ground truth FA-

value (0.81). In the case of high diffusion weighting, the FA-distributions should

be markedly different, with the FA-distribution from Gaussian fitting showing a

bias towards lower FA values and the FA-distribution from Rician fitting being

relatively unbiased.

4.3.1.3 The fibre direction pdf’s in a single tensor model

In this simulation, we have studied the performance of our framework in two

different single tensor models, one with high FA and one with low FA. This has

enabled us to quantitatively compare the performance of our framework with the

performance of other Bayesian single tensor models.

4.3.1.4 The performance of probabilistic Q-Ball Imaging with different

SNR-levels and b-values

To investigate what combinations of SNR and b-value lead to the best representa-

tions of the fibres in the fibre directions pdf’s, we have investigated three models
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with two tensors with an angular separation of 90◦ , 60◦ and 45◦.

4.3.2 In vivo experiment

After informed consent was obtained, we scanned one female subject (age 27

years) using a twice refocused pulsed gradient spin echo experiment [155] on a

Siemens Trio scanner at 3 T with a 8-channel phased array head coil and the

following imaging parameters: TE = 130ms, TR = 5000ms, matrix size 64× 64,

FOV = 192× 192mm2 giving an in-plane resolution of 3× 3mm2, slice thickness

= 3mm with no gap, b = 4000 smm−2. The diffusion weighting was applied in 256

directions. One image was also obtained without diffusion-weighting. The total

acquisition time was approximately 30 min.

The images were coregistered with the first image using the Mutual Informa-

tion from SPM2 (http://www.fil.ion.ucl.ac.uk/spm/). A standard diffusion tensor

analysis was performed using the Diffusion Toolbox in SPM2 [74]. The diffusion

tensor elements were calculated for each brain voxel together with its FA value.

4.4 Results

4.4.1 Simulations

4.4.1.1 Examining the model order selection procedure

In figures 4.1 and 4.2 show the results of the model selection procedure based on

AIC and BIC. In the single tensor case (figure 4.1), with low SNR and high b-value,

AIC leads to a slight overestimation of the model order, however, with no visible

effect on the reconstructed Q-ball ODF. It is encouraging that in both cases, the

single tensor model is the most optimal one. In the two-tensor model (figure 4.2),

with high SNR and high b-value the difference between AIC and BIC becomes

more pronounced. Whereas both indices select the SH model above the tensor

model, BIC reaches its optimum at lmax = 4, whereas AIC reaches its optimum at

lmax = 6. This leads to an underestimation of the ODF’s complexity when BIC

is used. Based on these results, we will use only the AIC in the remainder of this

chapter.
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Figure 4.1: Results of the AIC/BIC analysis in a single tensor model with
low SNR and high b value. (a) AIC of SH models and the tensor model with
the resulting optimal (SH) Q-ball ODF. (b) BIC of SH models and the tensor

model with the resulting optimal (SH) Q-ball ODF.

4.4.1.2 The Effect of the Rician distribution on single tensor estima-

tion

Figures 4.3 and 4.4 show FA-histograms from a Monte Carlo analysis of a sin-

gle tensor model at low and high b-value respectively. In both cases, the FA-

histograms correspond to results from of an analysis based on Gaussian noise

assumptions and on Rician noise assumptions. Whereas in the low value case,

both histograms are similar, with a maximum close to the simulated FA = 0.81,

in the high value situation the differences between the histograms become more

pronounced: the histogram based on Gaussian noise shifts towards a maximum of

0.51, whereas the histogram based on Rician noise assumptions still peaks around

0.81.
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Figure 4.2: Results of the AIC/BIC analysis in a model with two tensors with
high SNR and high b-value. (a) AIC of SH models and the tensor model with
the resulting optimal (SH) Q-ball ODF. (b) BIC of SH models and the tensor

model with the resulting optimal (SH) Q-ball ODF.

Figure 4.3: Histograms of FA values, computed from a single tensor compart-
ment with SNR = 30 and b = 1000 smm−2. (a) FA calculated with Gaussian

noise assumptions. (b) FA calculated with Rician noise assumptions.
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Figure 4.4: Histograms of FA values, computed from a single tensor compart-
ment with SNR = 30 and b = 4000 smm−2. (a) FA calculated with Gaussian

noise assumptions. (b) FA calculated with Rician noise assumptions.

4.4.1.3 The fibre direction pdf’s in a single tensor model

Figure 4.5 shows the results from a probabilistic Q-ball analysis of simulated data

from a single tensor compartment. The direction probability distribution is nar-

rowly centered around the expected centre in the case with high FA and somewhat

broader distributed in the low FA case. This is qualitatively in accordance with

earlier tensor models from Behrens et al. [24] and Hosey et al. [91].

Figure 4.5: Scatter plots of the fibre directions corresponding to the MCMC
samples of SH coefficients of the signal. (a) Simulation of a single tensor com-
partment with FA = 0.81. (b) Simulation of a single tensor compartment with

FA = 0.41. The solid lines indicate the true fibre direction.
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4.4.1.4 The performance of probabilistic Q-Ball Imaging with different

SNR-levels and b-values

Figures 4.6, 4.7 and 4.8 show the performance of probabilistic Q-ball imaging at

different SNR-levels and b-values in models with two tensor compartments with

an angular resolution of 90◦ , 60◦ , and 45◦ respectively.

Figure 4.6: Scatter plots displaying samples of the fibre orientation distribu-
tion, projected over the ML Q-ball ODF. In this figure, the signal from two
fibres with an angular separation of 90◦ was modelled at different b-values and
SNR-levels. b-values are in smm−2 . Solid lines indicate the true fibre direc-

tions.

In figure 4.6, almost all b-values and SNR-values lead to sharp fibre orientation

distributions, peaking around the true fibre directions. The only cases where this

does not apply are the ones with very unfavorable combinations, as in the case of

b = 6000 smm−2 and SNR = 20 and lower. The effect of decreasing SNR-values

on the width of fibre orientation distributions is moderate.

Figure 4.7 shows the results of a simulation with two fibres with a separation

angle of 60◦ . These simulations show that b-values of at least 2500 smm−2 are

necessary to characterize the fibre directions appropriately. There is a bias towards

underestimating the separation angle of the fibres, which becomes smaller with
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Figure 4.7: Scatter plots displaying samples of the fibre orientation distribu-
tion, projected over the ML Q-ball ODF. In this figure, the signal from 2 fibres
with an angular separation of 60◦ was modelled at different b-values and SNR-

levels. b-values are in smm−2 . Solid lines indicate the true fibre directions.

increasing b-value. This bias is caused by the merging of the fibre ODFs into one.

This can cause the ODF maxima to be drawn toward the intermediate direction

of the two fibre populations. It is also interesting to note that in these cases,

this distribution sometimes becomes smeared out between the two veridical fibre

directions.

From figure 4.8, we can conclude that a separation angle of 45◦ represents the lower

bound for resolving fibre directions, as in this case the estimated fibre directions

approximate the true fibre directions only when SNR > 40 and b = 6000 smm−2 .

Even in these cases a bias exists towards underestimating the angular separation.

It is however encouraging that in the cases with lower b-values, the fibre orientation

distributions are smeared out between the true fibre directions, which indicates

that at least some information about the underlying fibre structure is captured.
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Figure 4.8: Scatter plots displaying samples of the fibre orientation distribu-
tion, projected over the ML Q-ball ODF. In this figure, the signal from 2 fibres
with an angular separation of 45◦ was modelled at different b-values and SNR-

levels. b-values are in smm−2 . Solid lines indicate the true fibre directions.

4.4.2 In vivo experiment

Figure 4.9 shows the results of the probabilistic Q-Ball framework for a patch

of voxels within the callosal tracks. These voxels were chosen to investigate

whether the probabilistic Q-Ball Imaging framework has a similar performance

to the Bayesian single tensor models [24] in voxels with highly structured white

matter. This indeed is the case, with very sharp fibre orientation distributions

around a single direction in each voxel. Figure 4.10 shows results from a region

with voxels with more than one fibre directions are shown. The distributions are

here somewhat more spread out, compared to the voxels in the callosal tracks.

Most of the distributions are focused around the fibre directions indicated by the

Q-ball ODF from the ML estimators of the SH coefficients of the signal. In both

figures, spurious peak can be observed, especially around the centre of the ODF.
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Figure 4.9: Results of probabilistic Q-ball imaging when applied to voxels in
callosal tracks. (a) Coronal FA slice. The box indicates the patch of voxels.
(b) shows samples from the posterior distribution on the fibre directions. The

view is slightly tilted for viewing purposes.

4.5 Discussion

In this chapter, we have shown the feasibility of applying Bayesian analysis meth-

ods to Q-ball imaging. Moreover, we have introduced a model selection procedure

to determine the appropriate level of smoothing of the ODF. We have shown in

simulations that this procedure indeed selects the correct SH order for simulations

of data containing single and multiple tensors.

It is perhaps surprising that in the single tensor case, the optimum for the SH

order is not lmax = 2 but higher, especially because earlier analyses of SH applied

to diffusion imaging indicated that lmax = 2 [7]. However, this study modelled the

ADC-profile by the SH decomposition, instead of the diffusion-weighted signal

itself. The shape of the diffusion-weighted signal is very different from the shape

of the ADC-profile from a tensor and it could therefore very well be the case that

the signal is indeed best represented by a decomposition with lmax > 2. This is
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Figure 4.10: Results of probabilistic Q-ball imaging when applied to voxels
in a region with crossing fibres. (a) Coronal FA slice. The box indicates the
patch of voxels. (b) shows samples from the posterior distribution on the fibre

directions. The view is slightly tilted for viewing purposes.

also the reason why the relationship between the SH order and the complexity

of the fibre orientations (more than one fibre leads to lmax > 2 in the case of

representing the ADC [7]) is absent when these spherical harmonics are used to

represent the signal.

A similar model selection procedure was proposed by Hosey et al. [91], who used

an estimation of the model evidence (the normalizing factor of the posterior) based

on the MCMC samples to compute the Bayes factor for two competing models.

This might in principle be a more appropriate selection procedure, because it is

based on the entire posterior and not on the likelihood alone. We have however

not chosen this procedure, because it would involve running at least four Markov

chains at lmax = [2, 4, 6, 8] to establish the most optimal model order. One of the

advantages of our approach is that we can focus on one model and thus that we

have to run only one Markov chain. As running the MCMC simulations is the

most time-consuming part of our analysis, this greatly increases the applicability

of our method.
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In our data, we rarely have observed cases where lmax > 6. This is in agreement

with the observations of Hess et al. [88], who have observed little power in their

data for higher l. We have furthermore observed in our simulations that lmax ≥ 8

is necessary to resolve fibres with an angular separation of approximately 45◦ .

Apparently, the data that was acquired in this chapter and in Hess et al. was not

of the quality to go beyond this limit. We have shown in our simulations that

this angular separation might also be a theoretical limit (at least for the range of

SNR-levels and b-values that we have investigated). Whereas in one of the original

papers of Tuch [187] it was shown feasible to achieve this angular resolution in

simulations, other probabilistic methods [22, 91] have not shown the ability to

go further than an angular separation of 60◦ . Alexander [4] have shown that in

their experiments Q-ball imaging only produced consistent results at an angular

separation of 75◦ or higher, in contrast with the persistent angular structure (PAS)

method [92] which produced consistent results for angular separations as small as

65◦.

On the basis of the observations of Tuch [187], one might question the use of

the model selection procedure, proposed in this chapter. Figure 4.7 clearly shows

that the selected SH order is not sufficient to resolve the angular structure of the

ODF. If this is the case, why not estimate the SH coefficients for the data at a

default high level? The strength of our procedure lies however in determining the

level of complexity that is justified by the quality of the data. Thus, while this

method might be conservative at times when the ODF is in reality more complex

than shown in our analysis, it is at least also conservative when estimating the SH

order in situations where estimation at a higher SH order would lead to erroneous

complexity of the ODF, leading in turn to false estimates for the underlying fibre

directions.

Our simulations suggest that the most ideal b-value for resolving crossing fibres

is 2500 smm−2 and 4000 smm−2 with an angular resolution between 60◦ and 90◦.

Alexander and Barker [6] have also investigated this issue, with a model system

of two tensors crossing at 90◦. Their focus was however on the correct estimation

of both full diffusion tensors. Furthermore, they have not investigated other sep-

aration angles. It is nevertheless encouraging that their range of optimal b-values

b = [1800− 2400 smm−2] is at the lower limit of the range of optimal b-values that

we find.
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The upper limit of the range of values, needed to resolve the fibre populations in

our simulations, is at b = 4000 smm−2, which is also the value used in the original

Q-ball papers [187, 189]. When increasing the diffusion weighting, one way to

compensate for the corresponding loss of SNR is increasing the voxel size. This

would however also result in merging of more fibre populations into single voxels,

which increases the complexity of the diffusion behaviour to be modelled. This line

of reasoning might suggest that going the other way around (smaller b-values and

smaller voxels) could also be a way of solving the modelling problem of crossing

fibres, as this would ultimately lead to voxels with only one single fibre population.

However, as long as the imaging resolution does not allow resolving individual

axonal fibre bundles, there will always remain voxels with crossing fibres, which

calls for more complicated models than the tensor model and higher b-values.

The procedure to calculate the fibre directions from the SH coefficients at this stage

is still suboptimal, because it requires a local optimization routine to be executed

for every sample of the Markov chain, which is time-consuming. Moreover, until

now no post-hoc requirement for the shape of the lobes representing the fibre

directions has been proposed, which leads to erroneous sharp peaks that most

probably do not correspond to veridical fibre directions. One solution to this

problem is thresholding the peaks at some ODF level (for instance at 0.5×the

global maximum. Such an ad-hoc criterion however lacks theoretical justification.

It would be better to incorporate information about the biological plausibility

of peak’s shape into the estimation procedure. This would be a natural way

to exclude very sharp spikes as representing true fibre directions. This could

potentially be done by measuring the average width of ODFs in voxels with a

single maximum (corresponding to highly organized white matter) and to compare

this with the width of the current maximum. This would bring this framework at

least qualitatively closer to the spherical deconvolution algorithm of Tournier et

al. [186].

We have used the SH formulation of the Q-ball imaging framework instead of

the original framework itself. This has enabled us to parameterize the Likelihood

function in terms of the SH coefficients, to store each iteration of the Markov chain

compactly and to employ a model selection procedure to select the maximum SH

order that is still supported by the data. The relationship that has enabled us to do

this is exact, meaning that it is equivalent to the original formulation of the Funk-

Radon transform. Therefore, the only difference between the SH formulation and
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the original formulation of the Q-ball imaging framework lies within the estimation

of the SH coefficients of the signal. The added value of our probabilistic framework

is that a measure is obtained for the uncertainty of the SH coefficients and thus of

the resulting estimates of the fibre directions. The main drawback with respect to

other probabilistic schemes is that the data are not directly parameterized in terms

of the fibre directions themselves. In extreme cases, this can lead to the situation

that ODF peaks appear, disappear, or merge in different MCMC iterations, leading

to a different number of fibre directions for each MCMC iteration. However, we

have only observed a large variability in the presence of peaks that most probably

are erroneous side-lobes.

Future investigations could be aimed at the expansion of the current framework

to encompass population-based statistics. It is therefore of interest that the ex-

pansion of the diffusion-weighted signal in spherical harmonics and the analytical

conversion of the resulting coefficients in the SH coefficients of the Q-ball ODF

can be extended naturally towards hierarchical models, in which the second level

incorporates the inter-subject variability. This could potentially be of great use

for distinguishing between inter-subject and intra-subject variability in anisotropy

indices, such as the GFA index, proposed by Tuch [187]. The aforementioned

hierarchical model could potentially also be used to create group maps of connec-

tivity. However, this is more problematic, because the effect of normalization on

the spatial alignment of the fibres plays a bigger role.

In conclusion, we have demonstrated the extension of Q-ball imaging to a Bayesian

estimation framework for the first time and have shown that this framework is ca-

pable of providing a relatively model-free assessment of the directional structure of

diffusion-weighted data and its associated uncertainty. We have used this capacity

to derive a tentative optimal b-value for moderate SNR-values in simulated data

and have demonstrated our framework on real data.
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Chapter 5

On the functional segregation and

integration of the Supplementary

Motor Area during rest

5.1 Introduction

In the last decade there has been an increasing interest in the characteristics of the

BOLD time course measured in subjects when not engaged in a specific cognitive

task. The resulting resting-state fluctuations of the BOLD signal have been shown

to be highly correlated between anatomically and functionally connected regions.

This resting-state connectivity was first demonstrated by Biswal et al. [29]: this

study used a finger-tapping fMRI experiment to identify the primary motor cor-

tices and then showed high functional connectivity of the primary motor cortex

with the contralateral motor cortex and the Supplementary Motor Area during

rest. There are two main candidate causes for these patterns of resting-state con-

nectivity: a true covariation of the neuronal activity in the connected regions, or

physiological noise sources, such as vasomotor effects [129], breathing and heart

beats [55], which are also known to introduce correlated BOLD activity in spa-

tially distinct areas. For instance, Birn et al. [27], showed that a large portion of

the correlated activity within the ’default mode’ network [75, 79] - a set of regions

that consistently deactivate when subjects engage in a task - is caused by respi-

ratory effects. On the other hand, Birn et al. also showed that such physiological

sources cannot fully account for the functional connectivity within the DMN. So
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far, a large number of studies have supported the notion that brain regions show

resting-state connectivity with regions within the same functional network. These

studies include the study by Hampson et al. [83], who showed correlations between

Broca’s area and Wernicke’s area, and a study by Wang et al. [197], who showed

coherent resting-state (RS) fluctuations in the visual system.

So far, a number of studies have been able to detect large networks that show

resting-state functional connectivity [20, 64]. These studies generally used three

classes of analysis methods:

1. Seed-region based analyses, in which a functional imaging study is used to

detect the region of interest (ROI). The mean time course of this ROI is then

extracted from separate resting-state fMRI data and is used as a regressor in

a General Linear Model (GLM) analysis to find voxels which are significantly

correlated with this ROI during rest.

2. Data-driven methods, such as Probabilistic Independent Component Anal-

ysis (PICA) [21]. This technique decomposes the resting-state fMRI data

into components which are spatially independent. This method has iden-

tified a number of plausible functional networks during rest, including the

default-mode network, the motor network and the attention network.

3. Analyses based on anatomical parcellations of the cortex. Salvador et al.

[161] for instance computed partial correlation matrices of regions that were

based on the Automated Anatomical Labeling (AAL)-template [191]. They

subsequently used hierarchical clustering analyses on these correlation ma-

trices to establish six large brain networks at rest.

These approaches however leave the question open at what level the brain is or-

ganized during rest. More specifically, the question remains whether regions that

can be segregated based on anatomical or task-based functional MRI data, can

also be segregated using RS fMRI data. If regions are characterized by distinct

patterns of resting-state activity, it might be possible to segment them by us-

ing clustering techniques. This would provide a useful data reduction step, as it

would enable multivariate analyses of connectivity such as partial correlation and

Granger causality analysis, which are difficult to perform on the voxel level because

the number of potential relationships to be investigated is prohibitively large. It

would also be a more valid way of parcellating the brain than segmentations based
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on anatomical landmarks, because there is substantial variability between subjects

in the location of functional regions with respect to anatomical landmarks, such

as gyri and sulci. Segmentations based on functional data therefore potentially

improve the precision which which functional regions are localized.

This chapter investigates this topic by focusing on the Supplementary Motor Area

(SMA). The SMA region is a motor area on the medial wall of the cortex and

is implicated in the planning of motor actions, such as sequences of movements.

The SMA region was recently segmented into a posterior SMA-proper part and an

anterior pre-SMA part based on these regions’ different functional properties [182].

Moreover, Johansen-Berg et al. successfully segmented this region on the basis of

connectivity profiles which they derived from a Diffusion Tensor Imaging (DTI)

tractography study [96]. DTI uses diffusion-weighted MRI to study the anisotropy

of diffusion in biological tissue [17, 19]. More specifically, in white matter diffusion

is assumed to be faster along the direction of white matter axons then in perpen-

dicular directions. Fibre tracking algorithms use maps of the preferred direction

of diffusion to trace bundles of axons through white matter, thereby establishing

anatomical connectivity between gray matter areas [47, 131].

In this chapter we take the DTI-based segmentation of the SMA region as a start-

ing point to investigate whether SMA-proper and pre-SMA show distinct patterns

of fMRI activity during rest. First, we defined SMA-proper and pre-SMA based,

based on a clustering analysis of DTI data. We then investigated whether the func-

tional connectivity of these regions with voxels within these regions is larger than

the functional connectivity with voxels outside of these regions. Next we investi-

gated whether the segmentation of SMA-proper and pre-SMA can be established

by performing clustering analyses on the resting-state data alone. We also in-

vestigated the overlap of the clusters between both modalities, for two and more

clusters, which enabled us to investigate the hypothesis that SMA contains two

subregions and not more. We hypothesized that the correct number of subregions

leads to the highest overlap in segmentation results between the two modalities.

Finally, we investigated the functional connectivity patterns of the two regions

during rest and compared them with the corresponding anatomical connectivity

patterns as derived from our DTI data.
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5.2 Materials and Methods

5.2.1 DTI and fMRI protocols

After informed consent was given 8 right-handed subjects (four female, age range

27 - 37 years) were scanned, according to institutional guidelines of the local ethics

committee (CMO protocol region Arnhem-Nijmegen, the Netherlands). Subjects

underwent two scanning sessions, one DTI scan and one fMRI resting-state scan

on a 3 T Siemens Trio scanner, using an eight-channel phased array head coil.

Diffusion-weighted data were acquired by using a twice-refocused spin-echo echo

planar imaging (EPI) sequence [155] which is less sensitive to eddy-current induced

distortions than conventional spin-echo EPI sequences. The following imaging

parameters were used: TR = 8000 ms, TE = 88 ms, 70 slices with no gap, matrix

size 96 × 96, resolution 2.0 × 2.0 × 2.0 mm, 64 directions, b-value 1000 mm−2,

1 volume without diffusion weighting, bandwidth 1930 Hz/pixel, resulting in a

scan time of 9 minutes. Resting-state data were acquired by using gradient-echo

EPI with the following imaging parameters: TR = 1400 ms, flip angle = 67◦ to

conform to the Ernst angle for this TR, TE = 30 ms, 21 slices, slice thickness 5

mm (slice gap = 1 mm), matrix size 64× 64, resolution 3.5× 3.5× 5.0 mm, 1030

volumes, bandwidth 1815 Hz/pixel, scan time 25 minutes. Many resting-state

studies in the literature are based on 5 to 10 minute scan sessions. We on the

other hand acquired a relatively long resting-state session, because resting-state

based effects are normally found in the lower frequency range (0.008 - 0.1 Hz)

and longer time series enable us to sample this frequency band more adequately.

During the resting-state scans, subjects were asked to stay awake with their eyes

closed while avoiding any structured mental operation.

5.2.2 DTI analysis

The DTI data were processed with FSL [173]. The diffusion-weighted volumes were

coregistered to the first (non-diffusion-weighted) volume using affine transforma-

tions to correct for subject motions and to further reduce eddy-current induced

distortions. Diffusion tensors were fitted to all voxels using least squares fitting.

From the resulting tensors the eigenvalues were computed to calculate the frac-

tional anisotropy (FA) value for each voxel. The non-diffusion weighted volume



Chapter 5. Functional and anatomical segregation of SMA 89

was also used to compute the transformation parameters to standard space. These

parameters were used to map the FA-image to standard space for each subject. We

computed the mean FA-image by averaging each subject’s individual FA-image

and used it as a background image for display purposes.

Subsequently, the parameters of the diffusion model of Behrens et al. [22] were

estimated for each voxel. This model allows for multiple anisotropic compartments

per voxel, which is important for tracking fibres through regions of crossing fibres.

The model is fitted using the Metropolis-Hastings algorithm for Markov Chain

Monte Carlo sampling. The number of anisotropic compartments which is needed

to explain the data is determined by using an Automatic Relevance Detection

algorithm.

A seed mask was defined in standard space in a similar fashion as in Johansen-Berg

et al., by drawing a ROI between y = −22 and y = 30 on axial slices, comprising

gray matter on the medial wall. In contrast to Johansen-Berg et al. we have

chosen 3 axial slices (x = [0 2 4]) to increase the sample size in the resting-state

analyses. From each of the N voxels in this ROI, probabilistic tractography was

performed to all the other M voxels in the brain. This resulted in a connectogram

for each voxel which can be represented as a vector with connection probabilities

to each voxel in the brain. These N connectograms of length M can in turn be

summarized by a N×M matrix. From this matrix a N×N correlation matrix was

calculated, to give the correlation value of each of the N connectograms with each

other. K-means clustering was performed on this correlation matrix, to define the

SMA-proper and pre-SMA regions.

5.2.3 Preprocessing of the resting-state data

Of the original 1030 fMRI volumes, the first six were discarded to avoid T1 relax-

ation effects. All the subsequent volumes were coregistered to each other and nor-

malized to the EPI template using routines from SPM5 (http://www.fil.ion.ucl.ac.uk/spm/).

Before the resting-state connectivity analysis, the data were smoothed with a 6

mm Gaussian kernel. However, the segmentation analysis was performed on un-

smoothed data.
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We formed a set of nuisance parameters, which contained both the mean time

course of the whole brain and the motion parameters. These nuisance parame-

ters were then regressed from each voxel’s time course. Clustering the resulting

data would involve finding clusters in a space which has the dimensionality of the

number of time points (1024), which necessitates the application of dimension re-

duction techniques. Furthermore, resting-state data shows predominantly power

in the lower frequency range (0.008 - 0.01 Hz). In view of this, we used the Dis-

crete Wavelet Transform (DWT) to decompose the signal into time series which

represent the power of the original signal in discrete frequency bands. The DWT

consists of a series of high-pass and low-pass filtering operations, combined with

sub-sampling procedures. In the first iteration of the transform, the original signal

is filtered using a low-pass filter, with a cut-off frequency of half of the Nyquist

frequency of the original signal. The signal is also high-pass filtered with a filter

which has frequency characteristics that are the inverse of those of the low-pass

filter. Thus the two filtered signals together contain exactly the same information

as the original signal. However, as the frequency band of both filtered signals is

halved, the original sampling rate oversamples these filtered signals. Instead, the

filtered signals are down-sampled to half of the original sampling rate. The approx-

imation and detail coefficients correspond to the low-pass filtered and high-pass

filtered signals respectively. This procedure is repeated by using the approxima-

tion coefficients as an input for another iteration of the same procedure. The scale

indicates the current iteration and therefore relates to its frequency content and

the level of down-sampling. Therefore, if the signal consists of 2N samples, one

can compute the DWT up to scale N − 1. The DWT representation then consists

of the approximation coefficients of scale N and the detail coefficients of scale 1

to N . A more detailed introduction into wavelets can be found in Percival and

Walden [150].

If there is interesting structure in the signal at scale N , we can base our cluster-

ing analysis on the corresponding detail coefficients. We have then achieved the

appropriate band-pass filtering and an N-fold reduction of the dimensionality of

the clustering problem. We used the ’sym4’ wavelet basis as implemented in the

Wavelet Toolbox in Matlab for all our analyses.
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5.2.4 Analysis of segregation based on resting-state data

To establish whether the subdivision of SMA into SMA-proper and pre-SMA is

present in resting-state fMRI data, we started from the DTI-based segmentation

and computed the mean time course of each cluster. We computed the detail

coefficients of these mean time courses and the individual voxels’ time courses up

to scale 7 and subsequently correlated the detail coefficients of the mean time-

courses with the detail coefficients of all the voxels in the seed mask. We were

thus able to investigate whether the BOLD signals of SMA-proper and pre-SMA

are segregated and in which wavelet scale this segregation was most pronounced.

If the subdivision is not present in resting-state data and the SMA area would

be homogeneously organized, the resulting correlations should be uniform over

the whole region. If on the other hand the subdivision exists within resting-state

data, the correlation pattern should reveal two separate regions, whose borders

should follow the borders from the DTI-based clustering.

5.2.5 Clustering analysis of the resting-state data

From the analyses in the previous section, we can now select the scale(s) for which

the detail coefficients give the best separation. These detail coefficients will then

be used as input data for clustering. In the DTI-based clustering analysis we have

chosen to use the K-means algorithm. This enabled us to reproduce the results of

Klein et al. [106] who have tested both spectral clustering and K-means clustering

on DTI data. The K-means algorithm searches for the K cluster means which best

represent the data, where K is chosen a priori. It results in a hard partitioning of

the data, which means that each data point is exclusively assigned to one cluster

center. Fuzzy clustering algorithms on the other hand result in a soft partitioning

of the data, which means that each data point has a finite membership value for

each cluster centre. This membership value can then be interpreted as an informal

measure of the probability that data points are a member of each cluster. The

Gustafson-Kessel algorithm [80], has the further advantage over other fuzzy clus-

tering algorithms that it allows for non-spherical clusters (in feature space). This

is in contrast with the K-means algorithm, in which the clusters are assumed to

have a hyperspherical shape. The ability to estimate clusters with more complex

geometries greatly enhances the flexibility of the clustering algorithm. For this

reason we chose the fuzzy clustering algorithm for the resting-state segmentation.
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The Gustafson-Kessel algorithm is less suitable for DTI data because the data

used for clustering this modality is high-dimensional, which impedes the estima-

tion of the covariance matrix that is used in the Gustafson-Kessel algorithm to

characterize the shape of each cluster. K-means clustering is a more adequate

algorithm on this type of data, because it uses more constrained cluster shapes.

We used the fuzzy clustering algorithm as implemented in the Fuzzy Clustering

and Data Analysis Toolbox (http://www.fmt.vein.hu/softcomp/fclusttoolbox/).

5.2.6 Analysis of overlap between resting-state and DTI

clustering

The choice of the number of clusters remains a largely unresolved issue. Here,

we argue that that the most plausible number of clusters is the one which shows

the greatest overlap between the resting-state and DTI data. We therefore ana-

lyzed RS-based and DTI-based segmentation results, while varying the number of

clusters from 2 to 5. We have subsequently calculated the overlap between the

clustering results in the two modalities as follows: we took the DTI-based clus-

tering results as ground truth and we made the fuzzy clustering results discrete

by assigning voxels to the cluster for which they have the maximum membership

value. We have then formed a set of potential region combinations between the

two modalities. When for instance calculating the overlap of 3 clusters, we la-

beled the DTI-based clusters and RS-based clusters x, y, z and a, b, c respectively.

There are now six possible permutations of the RS-based cluster labels that can

correspond to the DTI clusters. The overlap for each of these permutations was

calculated by counting how many voxels in each region in the DTI data were clas-

sified as belonging to the corresponding region in the RS data. The permutation

with the highest overlap was then taken to indicate the overlap between DTI- and

RS-based segmentation.

If the RS-based clustering would have been random (i.e. each voxel in the mask

was equally likely to belong to each cluster), the overlap would have been the

inverse of the number of clusters. This result for random clustering was used to

indicate the lower bound of the overlap measure for each number of clusters.
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5.2.7 Connectivity analysis of the resting-state data

After establishing a data-driven partition of the seed mask based on resting-state

data, we investigated how SMA-proper and pre-SMA are connected with the rest

of the brain at rest. Many analyses of resting-state based connectivity have so far

used a band-pass filtered time course from the region of interest and have used

this time course as a regressor in an analysis within the GLM framework. Here,

we used the Maximum Overlap Discrete Wavelet Transform (MODWT) [150] to

decompose the original mean time course of SMA-proper and pre-SMA into a series

of band-pass filtered time courses, similar to the previously used detail coefficients

of the DWT analysis. The difference between a DWT and a MODWT analysis is

that the DWT yields subsampled signals, whereas the MODWT returns signals of

the same length as the original time series. The time series of detail coefficients

are, as in the DWT analysis, orthogonal to each other, which make them ideally

suited for a GLM-based functional connectivity analysis. A design matrix can

thus be formed with the detail coefficients (using the ’la8’ filter of the Daubechies

wavelet basis family) of all scales for a region and the nuisance parameters. An

estimation of the regression coefficients is followed by t-tests to identify scale-

specific significant correlations between the ROI and all the voxels in the brain.

This procedure was applied to data of all subjects, using a fixed effects analysis.

The ROI’s were chosen on the basis of the fuzzy clustering results of the resting-

state data, in which we discretized the partitioning by assigning data points to

the cluster with the highest membership value.

5.3 Results

5.3.1 Resting-state correlation patterns corresponding to

regions defined by DTI-based parcellation

The goal of the first analysis was to establish whether the time courses SMA and

pre-SMA are indeed specific to these areas. To this end, we defined SMA-proper

and pre-SMA by clustering the corresponding DTI-based fibre tracks. Figure 5.1

shows the mean classification results. They show that DTI-based clustering divides

the region into an anterior and posterior part, which are likely to correspond to the

SMA-proper and pre-SMA area. Moreover, this subdivision is highly consistent
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over subjects as is shown by the consistent high mean values of assignment values

throughout the whole regions.

Figure 5.1: Voxel-wise mean membership values of clusters, based on K-
means clustering on the DTI-data. The mean membership value was calculated

by averaging the membership values in all subjects.

We calculated mean time courses from these areas and correlated them with the

time course of each individual voxel in the mask. If SMA-proper and pre-SMA are

functionally segregated, their time courses should have only high correlation values

with voxels within the respective region. After regressing out the nuisance vari-

ables, we applied the DWT transform to all regional and voxel time courses. We

then calculated the correlation coefficient between the resulting detail coefficients

from each voxel and each region (SMA-proper and pre-SMA). The results of these

analyses are shown in figures 5.2 and 5.3. The functional segregation is already

apparent in the lower scales (high frequency), but becomes more pronounced for

scale 3 to 5. The segregation is also more pronounced for the SMA-proper region

when compared to the pre-SMA region.

5.3.2 Clustering resting-state data

The previous section demonstrated in which scales RS fMRI data showed a clear

separation between SMA-proper and pre-SMA. We selected scale 4 detail coeffi-

cients as input for the Gustafson-Kessel algorithm. We subsequently computed the

mean membership value over subjects for each voxel to assess the consistency of

clustering based on resting-state fMRI data. Figure 5.4 shows that these clusters

are highly consistent over subjects.
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Figure 5.2: Correlation of the SMA-proper time course with the time courses
of the voxels within the SMA-proper mask, averaged over all subjects.

Determining the appropriate number of clusters is an unresolved issue for both

K-means and fuzzy clustering. However, there are now two different modalities

available which can be used for comparison. Figure 5.5 shows the the overlap of

clusters in both modalities for each number of clusters, represented as the mean

overlap over subjects. Although the overlap for 3 to 5 clusters is well above the

theoretical lower bound, the overlap shows a clear maximum at 2 clusters.

5.3.3 Resting-state connectivity of SMA-proper and pre-

SMA

After having established a parcellation of the SMA region based on resting-state

data alone, we investigated the resting-state connectivity of these clusters. We
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Figure 5.3: Correlation of the pre-SMA time course with the time courses of
the voxels within the SMA mask, averaged over all subjects.

Figure 5.4: Mean membership values of the SMA and pre-SMA cluster, ob-
tained from fuzzy clustering on resting-state data at the fourth scale of wavelet

detail coefficients.
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Figure 5.5: The solid lines indicate the mean overlap of DTI-based and RS-
based clustering over all subjects for 2 to 5 clusters. The error bars indicate the
standard deviation over subjects. The dashed line indicates the overlap when
the RS-based clustering would be random and thus gives a lower bound on the

overlap.

computed the whole-brain functional connectivity for the SMA regions in two

frequency bands, by computing t-contrasts on the regressors for the first two scales

(high frequency: f = 0.0875 - 0.35 Hz) and scale 3 – 5 (low frequency: f = 0.001

- 0.0875 Hz). This latter frequency band is similar to the one used in many other

resting-state studies. To investigate the added value of splitting up the regions, we

also computed the resting-state connectivity for the mean time course of the whole

SMA region (including SMA-proper and pre-SMA). The results of these analyses

are shown in figures 5.6, 5.7 and 5.8.

Figure 5.6: Resting-state correlations of the SMA-proper time course (p =
0.05 FWE-corrected) for two frequency bands.

SMA-proper (figure 5.6) shows resting-state connectivity with the precentral and

postcentral gyrus, the central opercular gyrus, a large portion of the occipital
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cortex, the temporal pole, the insular cortex and the thalamus. The pre-SMA

area (figure 5.7) on the other hand shows resting-state connectivity with a part

of the precentral gyrus, the thalamus, the temporal pole, the frontal operculum,

the inferior frontal gyrus, the middle frontal gyrus, the supramarginal gyrus, the

frontal pole and the middle temporal gyrus. Although there is some overlap in

the patterns of functional connectivity of SMA-proper and pre-SMA, SMA-proper

connects most to the motor system, while pre-SMA connects most to more frontal

regions. The overlap in connectivity patterns between SMA-proper and pre-SMA

is especially interesting because their time courses were only weakly correlated,

which makes it unlikely that the overlap is caused by a common feature of these

time courses. To investigate this issue further, we constructed a model that in-

cluded the detail coefficients of both regions. This analysis is essentially a partial

correlation analysis of the SMA region with respect to the pre-SMA time course

and vice versa, because any common source of variance between the SMA and pre-

SMA regressors will not contribute to the individual regression coefficients. This

analysis (not shown) yielded almost exactly the same correlation patterns, which

provided further support for the notion that the overlap in functional connectivity

patterns is supported by distinct features in the time courses of both regions.

Figure 5.7: Resting-state correlations of the pre-SMA time course (p = 0.05
FWE-corrected) for two frequency bands. In both the high- and the low-

frequency correlations similar network can be observed.

As indicated above, the correlation between the SMA-proper and pre-SMA time

course was low in most subjects. It is therefore not surprising that the resting-state

connectivity pattern of the whole SMA region is a combination of the resting-state

connectivity patterns from the separate SMA-proper and pre-SMA areas (figure 8).
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The time course of the whole SMA area is a sum of two largely independent time

courses and therefore the connectivity pattern of this time course should preserve

the connectivity patterns from the individual time courses to a large degree.

Figure 5.8: Resting-state correlations of the whole SMA region time course
(p = 0.05 FWE-corrected) for two frequency bands.

5.3.4 Overlap between resting-state and DTI-based con-

nectivity

In figure 5.9, we used the SMA-proper and pre-SMA regions, derived from the

DTI-based clustering results, as seed regions for a fibre tracking analysis. The aim

of this analysis is to gain insight into the extent of the overlap of the DTI-based

and resting-state based connectivity patterns. There is a large overlap between

the DTI-based and the RS-based connectivity results along the precentral sulcus.

Also, SMA-proper shows both anatomical and functional connectivity with lateral

prefrontal areas. The pre-SMA area seems to be most connected with the inferior

frontal gyrus, which in turn is connected to both the SMA-proper and pre-SMA

region in the resting-state analyses.

We also computed 2D histograms of DTI-based connection probability versus RS-

based correlation value. The results of this analysis are shown for the SMA-proper

region in figure 5.10. The results for the pre-SMA ROI were very similar and are

therefore not shown. These histograms show a high density of voxel pairs with low

probability of anatomical connectivity and a high functional connectivity. On the

other hand, the opposite (high probability of anatomical connectivity combined
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Figure 5.9: Diffusion tractography results from the SMA-proper (in red) and
pre-SMA region (in blue).

with low functional connectivity) is observed very rarely. The only examples of

such voxels can be seen in scales 6 and 7 (figure 5.10). This is however at the

extreme lower end of the investigated frequency bands, and the resulting series of

detail coefficients are extremely short. The estimation of correlations between very

short time series leads generally to unreliable results, which makes the interpreta-

tion of correlation patterns in scale 6 and 7 problematic. Figure 5.10 shows also

a high density of voxel pairs with a high probability of anatomical connectivity

together with a high functional connectivity. This pattern of findings is in line

with the findings of Koch et al. [107], who studied the correspondence between

resting-state and DTI-based connectivity of voxels within a single slice. It is inter-

esting to note that this pattern is consistently present throughout scales 1-5 and

is therefore not specific to the lower frequency bands that are generally used in

analyses of RS fMRI data.
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Figure 5.10: 2D Histograms of the DTI-based connection probability versus
the RS-based correlation of the SMA region with all the voxels in the brain.
In general, high DTI-based connection probability goes together with high RS-
based correlations, but low DTI-based connection probability goes together with

both high and low RS-based correlations.

5.4 Discussion

There is now extensive support for the notion that resting-state networks contain

fundamental information about the organization of the brain at rest [64]. In this

chapter we have studied both the segregation and integration of the brain us-

ing anatomical connectivity measures as derived from DTI data and resting-state

fMRI data. This chapter adds to previous studies investigating the overlap be-

tween resting-state and DTI-derived connectivity measures. For instance, Koch et

al. [107] investigated for the first time the overlap between DTI-based anatomical

connectivity and RS-based functional connectivity in a single slice. They showed

that a high probability of anatomical connectivity between voxels in many cases

coincides with a high functional connectivity but that a low probability of anatom-

ical connectivity can be associated to both high and low functional connectivity.

This is in line with our findings and indicates that resting-state connectivity not
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only reflects direct anatomical connectivity but possibly also indirect connections.

It moreover points to false negative tractography findings. Greicius et al. [77]

also provided evidence that resting-state connectivity is supported by anatomical

connectivity. In their study, again both RS fMRI and DTI data were acquired

and the connections of the default-mode network were studied. Probabilistic ICA

was used to define the default mode network and DTI-based tractography was per-

formed to find the anatomical connections between the areas in this network. This

analysis showed consistent anatomical connections between the medial temporal

lobe and the posterior cingulate and between the medial prefrontal cortex and the

posterior cingulate. Van den Heuvel et al. [192] also studied the structural and

functional connectivity of the default mode network. They addressed the question

whether the strength of RS connections correlates with the FA values of the fibre

bundles between the two areas of investigation. They hypothesized that FA is

a measure of structural integrity of white matter tracts and that therefore high

FA-values in a fibre bundle connecting two regions enable high functional connec-

tivity between the two regions. They found evidence for such a relationship in the

cingulum bundle which connects the posterior cingulate with the the medial pre-

frontal cortex, thereby providing further evidence for the link between anatomical

connectivity and resting-state connectivity. The study by Skudlarski et al. [171] is

another notable example. They performed a whole-brain analysis on resting-state

and anatomical connectivity and calculated DTI-based and RS-based connectivity

maps using each brain voxel as a seed. They then investigated whether the con-

nectivity maps from each voxel were correlated. They reported large areas of the

brain for which this correlation was high. Moreover, they found that in general

negative RS correlations coincide with low DTI-based connectivity probability. As

a result, they suggested that negative RS correlations are not caused by true neu-

ronal anti-correlations, but possibly by a standard preprocessing step in which the

whole brain mean time course is regressed out of the voxel time courses. The issue

of induced anti-correlations by global time course regression was more thoroughly

investigated by Murphy et al. [136].

In this chapter we investigated whether cortical segmentation leads to consistent

results when using DTI and resting-state fMRI data. Starting from an established

segregation of the SMA region on the basis of DTI data [96] we showed that this

pattern of segregation also exists in RS fMRI data and that this pattern can be es-

tablished by using only resting-state data and DWT analyses combined with fuzzy
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clustering. The segmentation in both modalities show a large overlap and a com-

parison of the overlap between segmentations using more cluster centres showed

support for the hypothesis that SMA is subdivided in only two regions. This is

particularly interesting because a previous study [196] suggests the existence of 3

subregions.

We should note that DTI-based and RS fMRI-based clustering analyses are likely

to succeed and fail in different circumstances, which will also impact the com-

parison of clustering results between these modalities. For example, DTI-based

clustering will be very dependent on the homogeneity of connectivity patterns

from all voxels within a region. This is influenced by the exact position of each

voxel on the cortical surface and on its distance to white matter. DTI based trac-

tography performs especially poorly at the grey matter boundary and within gray

matter, because gray matter is generally not believed to have a well-defined fibre

direction. All these effects make DTI-based clustering more prone to effects of

local cortical geometry. Resting-state based clustering on the other hand could

very well be influenced by the voxels’ position with respect to local vasculature.

This could introduce differences in the signal-to-noise ratio of voxels, which in turn

could influence how the correlation between the voxel’s fMRI time course and the

cluster’s mean fMRI time course.

The source of functional connectivity in spontaneous BOLD fluctuations remains

a matter of debate. A study of Honey et al. [89] established that functional con-

nectivity can arise from random fluctuations at the neuronal level that is being

fed through a structural network of anatomical connections. They simulated neu-

ronal fluctuations during rest from the macaque brain by using knowledge about

its connectivity structure from the Cocomac database [178] and by modeling each

cortical node as a nonlinear neuronal population subject to local random fluctu-

ations. These simulated neuronal fluctuations were then convolved with a model

for the BOLD response and the covariance structure of these simulated BOLD

fluctuations was studied. The characteristics of their simulated BOLD responses

were very similar to those reported in the resting-state literature. Moreover the

covariance matrix of these simulated BOLD responses resembled the anatomi-

cal connectivity matrix to a large degree. Alternatively, some of the observed

resting-state correlations could really support a mental activity. Support for this

hypothesis can by found in a study by Mason et al. [121] who found a correla-

tion between (self-reported) mind wandering on the activity of the default mode
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network. It is therefore plausible that the effects we observe in RS fMRI are a

mixture of both random neuronal fluctuations and neuronal activity supporting

cognitive activity, confounded by physiological noise.

In conclusion, in this chapter we have shown a robust segmentation of resting-

state fMRI data from the SMA area into a SMA-proper and pre-SMA area, based

on a novel combination of DWT preprocessing and fuzzy clustering. We have

moreover investigated the overlap between segmentations based on DTI and RS

data and have provided evidence for the hypothesis that SMA is subdivided into

no more than two areas. We conclude that the functional segregation between

SMA-proper and pre-SMA during task performance is also represented in their

resting-state time courses. The shared characteristics of SMA-proper and pre-SMA

between task engagement and rest is further underlined by their distinct resting-

state connectivity patterns. These connectivity patterns show that SMA-proper is

more closely linked to the motor network while pre-SMA has more strongly linked

with prefrontal areas. An investigation of the overlap between resting-state and

DTI connectivity has provided further evidence for the hypothesis that resting-

state connectivity is to a large degree supported by anatomical connectivity.

Note: During the publication process of the materials from this chapter, an ar-

ticle was published [103] which presented very similar findings, especially on the

segmentation of SMA-proper and pre-SMA by using resting-state fMRI data. We

have therefore decided not to further pursue publication of this chapter.



Chapter 6

On the parcellation of

resting-state fMRI data:

within-subject consistency and

determining the number of

clusters

6.1 Introduction

Finding meaningful anatomical or functional subdivisions of the human brain is

one of the major aims of cognitive neuroscience. Anatomical parcellation is ei-

ther based on anatomical landmarks or on cytoarchitectonic differences between

regions [33]. Functional parcellations on the other hand are based on differences in

patterns of activation. Traditionally, these subdivisions have been established by

using hypothesis-driven functional neuroimaging studies, in which areas are char-

acterized by differences in their activation level during tasks. Recently, however,

many studies have used task-independent, or resting-state, functional imaging

studies to parcellate the brain. Biswal et al. [29] were the first to demonstrate

the functional connectivity of brain regions during rest in a network consisting of

bilateral primary motor cortices and the Supplementary Motor Area. These find-

ings were later generalized to many other networks, such as the language network

[83], the visual and auditory cortex [48] and the hippocampi [175].

105
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Most studies of resting-state activity have so far parcellated the brain into net-

works, rather than regions. These studies have mainly used two analysis methods:

the Region Of Interest (ROI) approach and Independent Component Analysis.

In the ROI-based approach a functional network is detected by correlating the

mean fMRI time course of a ROI with the time courses of all individual voxels

in the brain. The choice of ROI is often informed by previously published func-

tional activation studies. For instance, Greicius et al. [75] used a set of regions

that show decreased fMRI activation during task engagement (the Default Mode

Network) to show significant resting-state connectivity within this network. The

main drawback of this method is its focus on a priori selected regions. ICA, on the

other hand, decomposes the brain’s resting-state activity into a set of independent

brain regions/networks, thus providing an unbiased characterization of resting-

state connectivity. Beckmann et al. [21] introduced a probabilistic reformulation

of ICA (probabilistic ICA) which provides estimates of statistical significance for

each source. When applied to resting-state fMRI data [20], 8 networks were found

that are similar to known functional networks. Damoiseaux et al. [54] applied a

tensorial extension to probabilistic ICA, which takes into account the variability

between sessions and subjects. They detected 10 resting-state networks that were

consistent with respect to permutations of the data. The link between resting-

state fMRI networks and activity-based fMRI networks was further demonstrated

by Smith et al. [172] who performed a meta-analysis of on a large number of

task-based activation studies and found networks of coactivation that were very

similar to the resting-state fMRI networks.

Recently, researchers have begun to parcellate resting-state (RS) fMRI data on

a regional level. Segmentations based on resting-state fMRI have several advan-

tages over parcellations that are based on hypothesis-driven fMRI: RS-based par-

cellations are not biased to any task (other than rest) and can therefore lead to

whole-brain parcellations. Moreover, resting-state fMRI acquisitions are less de-

manding for subjects, because they are relatively short and do not require task

performance, which makes them very suitable for patient studies. On the other

hand, parcellations based on hypothesis-driven fMRI are easier to interpret be-

cause they can be directly linked to the task manipulation that gave rise to the

parcellation. RS-based parcellations can on the other hand only be interpreted by

investigating the functional connectivity pattern for each region.

RS-based parcellation can only be successful if each region’s resting-state time
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course is sufficiently distinct from the time courses of all other regions. This is

equivalent to the condition that each region’s resting-state connectivity pattern is

sufficiently distinct from the resting-state connectivity patterns, as resting-state

connectivity derives directly from the correlation of fMRI time courses. Regional

parcellation based on connectivity information has been first demonstrated in

anatomical connectivity patterns as derived from Diffusion Tensor Imaging data.

Johansen-Berg et al. [96] performed tractography on the Supplementary Motor

Area and used the resulting tractograms to parcellate this area into an anterior and

posterior segment. They showed moreover that these subdivisions mapped well

onto patterns of functional segregation from a task-based fMRI study. Further

successful parcellations based on DTI data include parcellations of Broca’s area

[11] and the parietal cortex [160]. The same principle has now been successfully

translated to resting-state fMRI data by in the thalamus[127], the SMA area [103]

and visual and parietal areas [166]. Also of note is a study by Kiviniemi et al.

[105] who used higher order PICA analyses to achieve a much finer parcellation of

the brain than conventional PICA analyses.

Segmentation algorithms are generally based on a measure of similarity between

voxels. Generally, the goal of parcellation algorithms is to find subdivisions of

the data that maximize similarity within subdivisions while minimizing similar-

ity between subdivisions. A minimal requirement for any parcellation algorithm

is within-subject reproducibility: parcellation results become very difficult to in-

terpret when they are markedly different for repeated measures from the same

subject. Within-subject reproducibility is directly influenced by the temporal or

between-session variability of the similarity measure. Similarity measures based

on functional data are potentially much more unstable than similarity measures

based on anatomical data: although both data modalities are similarly affected

by scanner noise and physiological noise, the fundamental source of similarity

in functional parcellation experiments, the functional connectivity between neu-

ronal populations, is intrinsically dynamic. In contrast, the source of similarity in

anatomical parcellation experiments (patterns of white matter connectivity) is un-

likely to change within subjects over the course of a MRI experiment. It is unclear

how much the dynamic behaviour of neuronal functional connectivity impacts on

the analysis of fMRI-based functional connectivity. Chang and Glover [43] were

the first to show tentative evidence for the non-stationary nature of resting-state

fMRI data by performing wavelet-based time-frequency analyses. Segmentations
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based on resting-state fMRI data are therefore potentially much less reproducible

within subjects than parcellations based on anatomical data.

Another problem in functional parcellation algorithms is determining the optimal

number of clusters. In many cases, there is neither strong a priori knowledge about

the appropriate number of clusters, nor are there appropriate model comparison

techniques available to statistically determine the optimal number of clusters. RS-

based parcellations have therefore so far been restricted to cases in which there

exists a strong hypothesis about the number of clusters, as was the case in the

parcellation of Supplementary Motor Area by Kim et al. [103].

This chapter aims to alleviate the problems that were raised in the last two para-

graphs: the potentially reduced within-subject reproducibility of RS-based par-

cellations and the choice of the number of clusters. First, we study the extent of

temporal variability in parcellations based on resting-state fMRI. We then develop

a robust algorithm that produces consistent parcellations in the presence of tempo-

ral variability in the voxels’ similarity measure. Second, we propose a heuristic for

determining the appropriate number of clusters. This heuristic is inspired by our

observation that the functional connectivity between clusters generally increases

with increasing number of clusters: in other words, the clusters’ functional connec-

tivity profiles become more and more similar as the number of clusters increases.

The heuristic we propose is therefore based on the difference between the clus-

ters’ connectivity profiles at each parcellation level. We start from a low number

of clusters and increase the number of clusters until any pair of clusters in the

current parcellation shows no significant difference in their functional connectivity

profile.

We demonstrate both algorithms on resting-state fMRI data from two masks: a

SMA mask and an axial slice mask. The SMA mask provides an opportunity to

compare the outcomes of our approach with previously established parcellations

based on resting-state fMRI [103] and on Diffusion MRI [96]. The axial slice mask

contains areas from a wider variety of brain networks. This mask was chosen

to evaluate both algorithms’ performance when there is less a priori knowledge

about the expected subdivisions and the appropriate level of parcellation. We

show that the first algorithm substantially improves within-subject consistency

when compared to an unoptimized algorithm. We then demonstrate what the

appropriate level of parcellation is, given the results of the second algorithm.
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6.2 Theory

6.2.1 Clustering algorithms

All clustering algorithms are based on a measure of similarity, or inverse distance,

between data points. Clustering algorithms can be subdivided into three classes,

which all operate differently on this similarity measure: hierarchical clustering

algorithms, partitional clustering algorithms and spectral clustering algorithms.

Hierarchical clustering algorithms are either agglomerative or divisive. Agglomer-

ative algorithms start by assigning each individual data point to its own cluster.

They then successively form larger clusters by merging the clusters that are closest

together. Divisive hierarchical clustering algorithms work in the opposite direc-

tion by assigning all data points to one cluster and then by splitting off smaller

clusters. Partitional clustering methods, such as the k-means algorithm, subdivide

the data into a prespecified number of clusters. Each cluster is represented by its

mean data point. Partitional algorithms are initialized by choosing each cluster’s

mean data point randomly and then by recursively reassigning data points to the

closest cluster center and recomputing the cluster means.

Spectral clustering algorithms generally operate on an eigendecomposition of the

Laplacian matrix, which is based on the similarity matrix. One recent variation

on spectral clustering algorithms is the normalized cuts algorithm, introduced by

Shi and Malik [167]. The normalized cuts (Ncuts) algorithm represents the data

as a graph G = (V,E): V is the set of nodes that form the graph, which in our

case correspond to the MRI voxels. E is the set of edges which connect each node

to each other node. The weight on each edge, w(i, j) is a function of the similarity

between nodes i and j and in our case is a function of the correlation between

the time courses of i and j. Clustering the data into N clusters partitions the

data into the non-overlapping sets V1,V2, ...,VN . The objective of the clustering

algorithm is to keep the similarity between edges within each set Vi high while

keeping the similarity between different sets low. The number of clusters N is a

free parameter and is set a priori.

Let us consider the subdivision of a graph into two non-overlapping sets A and B.

The similarity between both sets can be computed as the sum of the weights of

the edges that have to be removed for this subdivision, which is cut(A,B):
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cut(A,B) =
∑

u∈A,v∈B

w(u, v). (6.1)

Wu and Leahy [202] introduced a clustering algorithm based on this criterion.

Although this algorithm showed promising results, it often formed small, isolated

clusters. Shi and Malik remedied this issue by introducing the normalized cut

criterion.

Ncut(A,B) =
cut(A,B)

assoc(A, V )
+

cut(A,B)

assoc(B, V )
, (6.2)

where assoc(A, V ) =
∑

u∈A,v∈V w(u, v) is the total sum of weights between cluster

A and the whole data set. They showed that minimizing Ncut(A,B) simultane-

ously maximizes the within-cluster similarity and minimizes the between-cluster

similarity. They moreover showed that this minimization can be performed with

a simple eigendecomposition operation.

The eigendecomposition formulation allows for efficient computation, which makes

this algorithm generally faster than partition-based algorithms. Moreover, partition-

based algorithms rely on a parametric model for the data distribution of each

cluster, whereas graph-based algorithms are more flexible in modeling the clusters’

data. Shen et al. [166] showed that this is particularly relevant for resting-state

fMRI data because parametric models, such as the Gaussian mixture model, do not

correctly represent the distribution of RS fMRI data. Van den Heuvel et al. [193]

were the first to apply the normalized cuts algorithm to resting-state fMRI data

and validated this approach by showing that its outcomes are very similar to the

networks produced in the ICA literature [54]. Shen et al. [166] validated the use

of the normalized cuts algorithm on a regional level by showing that parcellations,

based on resting-state fMRI of the parietal and visual cortex, are very similar to

the parcellation based on task-based fMRI data. In the next sections, we build on

both studies and introduce an algorithm that optimizes the Ncuts algorithm for

within-subject consistency. We moreover develop a heuristic for determining the

appropriate number of clusters.
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6.2.2 Within-subject consistency

Consistency within subjects is a minimal requirement for any parcellation tech-

nique. However, the parcellation of resting-state fMRI data is based on the func-

tional connectivity between voxels. We lack detailed knowledge about the tempo-

ral variability of resting-state connectivity: Shehzad et al. [165] showed that the

between-session reproducibility is moderate to high for resting-state connections.

Chang and Glover [43] on the other hand show tentative evidence for a signifi-

cant temporal variability in resting-state connectivity. This section will show how

the Ncuts algorithm can be adapted to optimize for within-subject consistency of

parcellation.

In addition to the number of clusters N , the Ncuts algorithm contains two other

free parameters, which are both related to the calculation of the similarity matrix.

For time-series data, such as fMRI data, the elements w(i, j) of the similarity

matrix W are calculated as follows:

w(i, j) = e(
‖xi−xj‖

σ
)2 , (6.3)

where ‖xi − xj‖ =
√∑

t(xi(t)− xj(t))2. The similarity is generally thresholded

at a level τ , which causes only highly correlated pairs of voxels to influence the

parcellation. In this chapter, we optimize the choice of σ and τ by maximizing the

within-subject consistency. Figure 6.1 illustrates the optimization procedure: we

start by dividing the data up in temporal segments using a sliding window. Let

X be the M x T data matrix containing T data vectors xt and tw be the number

of time points in the sliding window. The sliding window sample of the data at

time point t is then (xt,xt+1, ...,xt+tw). We then repeatedly parcellate the data

from each windows for a range of different σ and τ . We calculate the overlap (see

section 6.3.5 for details on the overlap calculation) between all combinations of

sliding windows for each combination of σ and τ . The optimal combination of σ

and τ is then given by the highest total overlap between sliding windows.

6.2.3 Choosing the number of clusters

The choice of the number of clusters is a much-debated issue in the machine

learning literature. Some partitional clustering algorithms, such as the Gaussian
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Figure 6.1: Illustration of parcellation algorithm. The first row shows two ex-
ample resting-state fMRI time courses from the voxels in the axial slice mask in
a randomly chosen subject. The second row shows the within-mask correlation
matrices for 4 non-overlapping windows. These correlation matrices are then
converted to similarity matrices by arbitrarily setting σ = 1 and τ = 0.7. The
third row shows the results of the Ncuts algorithm on the similarity matrices
of all 4 windows, after matching the clusters with each other. The fifth row
shows the consistency of 2 example clusters in the motor cortex (right) and the
occipitoparietal cortex (left). At this combination of (σ, τ), the occiptoparietal
cortex cluster shows high consistency, whereas the motor cortex cluster also
shows areas of low consistency. The last row shows the final parcellation re-
sult and the parcellation consistency. The parcellation consistency can also be
interpreted as an informal assignment probability for each cluster. The total
parcellation result is now computed by assigning each voxel to the cluster for
which it has the highest assignment probability. The consistency image corre-
sponds to the maximum assignment probability for each voxel. We repeat this
procedure for a wide range of σ and τ and choose the combination with the

highest within-subject consistency.



Chapter 6. Consistent clustering of human resting-state fMRI data 113

mixture model, use a fully parametric model to characterize the data distribution.

In this case Bayesian model comparison measures, such as the model evidence [28]

can be used to determine the appropriate level of complexity of the model (and

thereby N) to represent the data. This approach is however only valid when the

parametric model is appropriate for each cluster. Shen et al. [166] showed that

the Gaussian mixture model is inadequate for modeling fMRI resting-state data.

In such cases, model selection most likely leads to over-parcellation: consider for

instance data from a single region, whose distribution is not Gaussian. Fitting a

mixture of Gaussians to this data invariably leads to N > 1, because the algorithm

requires extra components to model the variance that is not modelled by the first

component. Hence, clustering a larger data set that includes this single region

leads to over-parcellation.

In this study we determine the appropriate number of clusters by investigating

the functional connectivity pattern of each cluster. The level of parcellation has a

clear impact on the strength of the functional connections between regions. Fig-

ure 6.2 illustrates this effect on a fictitious network containing four veridical brain

regions. When these regions are under-parcellated (using two or three clusters),

the regions with the highest functional connectivity will most likely be grouped to-

gether in one cluster. Increasing the level of parcellation therefore introduces pairs

of regions with increasing functional connectivity. Pairs with increasing functional

connectivity will by definition show more similarity in their functional connectiv-

ity patterns with the rest of the brain. We therefore start with a low number of

clusters and then increase the number of clusters until the functional connectiv-

ity patterns of regions become statistically equivalent. We determine statistical

equivalence by calculating the partial correlation of a region’s time course with all

voxels in the brain, while partialling out the contribution of all other regions in the

parcellation. We terminate the search when one region does not show significant

partial correlations with any of the voxels in the brain.

We compute the partial correlations on the single-subject level, but assess their

significance with a random-effects analysis. We create a group-level parcellation,

which maximizes the overlap with all single-subject parcellations (see 6.3.5 for

more details about this procedure). Assessing the significance of the partial cor-

relations at the group level introduces a check for the quality of the matching

procedure into the algorithm: if two areas with different correlation patterns are
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Figure 6.2: Illustration of the effect of the number of clusters on the func-
tional connectivity between clusters. The small circles indicate the veridical
areas of a simulated network. The thickness of the lines indicates the strength
of the functional connections between areas. When this network is parcellated
into 2 clusters, regions B, C and D are grouped together because of their high
functional connectivity. When this network is parcellated into 3 clusters, again
the regions with the highest functional connectivity (C and D) are grouped to-
gether. The average functional connectivity between clusters therefore increases
with N : as N increases, new connections are added with increasing functional

connectivity.

incorrectly grouped together, this will result in a low significance of partial corre-

lation, which will cause the search for the number of clusters to terminate.

6.3 Methods

6.3.1 Data acquisition

After informed consent was given 12 right-handed subjects (four female, age range

27 - 37 years) were scanned, according to institutional guidelines of the local ethics

committee (CMO protocol region Arnhem-Nijmegen, the Netherlands). Subjects
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underwent one fMRI resting-state scan on a 3 T Siemens Trio scanner, using the

eight-channel phased array head coil. Resting-state data were acquired by using

gradient-echo EPI with the following imaging parameters: TR = 1400 ms, flip

angle = 67◦ to conform to the Ernst angle for this TR for grey matter, TE =

30 ms, 21 slices, slice thickness 5 mm (slice gap = 1 mm), matrix size 64 × 64,

resolution 3.5× 3.5× 5.0 mm, 1030 volumes, bandwidth 1815 Hz/pixel, resulting

in a total scan time of 25 minutes. During the resting-state scans, subjects were

asked to stay awake with their eyes closed while avoiding any structured mental

operation.

6.3.2 Preprocessing

Of the original 1030 fMRI volumes, we discarded the first six to avoid T1 relaxation

effects. All subsequent volumes were realigned to the first volume and normalized

to the EPI MNI template using routines from SPM8 (http://www.fil.ion.ucl.ac.uk/spm/).

Before the parcellation analyses, the data were smoothed with a 6 mm Gaussian

kernel. We segmented the first EPI volume of each data set using SPM routines

to form an approximate mask for gray and white matter and cerebrospinal fluid

(CSF) in each subject. A set of nuisance parameters was then formed, which in-

cluded the mean white matter and CSF time courses and the motion parameters.

We linearly regressed each voxel’s time course against these nuisance parameters

and performed subsequent analyses on the residuals.

6.3.3 Mask creation

We created a mask of the Supplementary Motor Area, following the procedures in

Johansen-Berg et al [96]. We selected a portion of the medial wall in the x = −2

to x = −6 slices. The posterior border was the y = −20 line and the anterior

border was the y = 30 line. The inferior border of the ROI followed the contour

of the corpus callosum at approximately 20 mm. We created a grey matter mask

for each subject using the segmentation results by assigning all voxels whose grey

matter probability was larger than the white matter and CSF probability to grey

matter. We then created subject-specific SMA masks by removing all voxels that

were not grey matter voxels in each subject. We also created an axial slice mask by

selecting a slice at z = 33 from the grey matter mask. We limited our investigations
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to these relatively small masks (instead of computing a whole-brain parcellation)

because in the algorithm’s current implementation, larger masks would increase

the computation time to several days or weeks for a single subject and would

therefore be impractical.

6.3.4 Optimization of within-subject consistency

We followed the procedure as outlined in the Theory section. We used overlapping

windows of 6 minutes long with 2-minute time intervals. Each window thereby has

a similar length as the scan time used in the majority of resting-state fMRI studies

(5 - 10 minutes). It is in principle possible to apply an exhaustive search algorithm,

such as the Levenberg-Marquardt algorithm, to find the optimal combination of

σ and τ . Calculating the overlap at each set of parameters is however computa-

tionally expensive. We therefore performed a three stage grid search: in the first

stage, we computed the overlap between all clusters in all sliding windows at 50

different values for σ and τ . We then determined the most optimal combination of

σ and τ and defined a new grid by using the same values for σ but 50 new values

of τ within ±10% of the optimal τ . This procedure was repeated in the third stage

with 50 new values within 1 % of the new optimal τ . ‖xi−xj‖ and the correlation

coefficient corr(xi, xj) are related through ‖xi − xj‖2 = 2 − 2corr(xi, xj), which

means that we can express τ in terms of the more familiar correlation coefficient.

The initial range of τ is [0 1] and the initial (and constant) range of σ is [0 20]. σ

did not produce a clear optimum in the inital stage, which is the reason why we

have kept its range constant in subsequent stages.

6.3.5 Matching parcellations

This section introduces the algorithm that is used to match parcellations between

time windows or subjects. Let us assume that there are S different parcellations

to be matched, containing N clusters. We match 2 parcellations to each other by

computing the overlap of all possible permutations of cluster combinations and

by choosing the permutation that maximizes overlap of all clusters. We repeat

this procedure for all possible combinations of parcellations (from different time

windows or subjects), creating an S × S overlap matrix. The parcellation pattern
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with the highest overlap with all the other parcellations will now act as the tem-

plate parcellation. We then again match all parcellations with this template. Each

voxel now is associated with an assignment probability for each cluster, which is

defined as the number of parcellations in which a voxel was assigned to a partic-

ular cluster. We compute the total parcellation result by assigning voxels to the

cluster with the maximum assignment probability.

6.4 Results

This section presents the parcellation results from the SMA mask and from the

axial slice mask. We will first concentrate on the issue of within-subject consistency

and then move on to determining the optimal number of clusters.

6.4.1 Within-subjects consistency

Figure 6.3 illustrates the temporal variability of parcellation results when using

the original Ncuts algorithm. All results in this figure are based on data from

the axial mask in a single subject. We set N = 15 as a compromise between

parcellation level and clarity of presentation. The first four columns show the

parcellation results from four non-overlapping time windows of 6 minutes long.

The last column shows two images: the left image shows the total parcellation

result when combining parcellation results from all time windows, the right image

shows the temporal consistency of the parcellation results. The first row shows

that there is considerable between-window variance in the correlation matrix of

the data. The second to fourth row show parcellation results with increasing τ ,

while keeping σ constant at 1. There is considerable variability in parcellation

results at low τ , resulting in low consistency. Consistency clearly increases with

increasing τ . The bottom row shows shows results for the optimization of σ and

τ for between-window consistency. The optimized parcellation contains many

regions with consistency close to optimal (≈ 1), indicating that the optimization

was highly successful.
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Figure 6.3: Illustration of within-subject consistency when using the original
Ncuts algorithm and when using the optimized Ncuts algorithm. The first 4
columns show parcellation results from 4 non-overlapping time windows with
N = 15. The last column shows the results when the parcellation results from all
windows are combined: the left image shows the total parcellation result and the
right image shows the within-subject consistency of the parcellations. Results
are overlaid on the standard MNI T1 template. We calculate consistency as the
maximum number of time windows in which a voxel was assigned to the same
cluster, divided by the number of time windows. Optimization clearly leads to

an improvement in within-subject consistency.

6.4.1.1 The SMA region

Figure 6.4 shows the results of the optimized Ncuts algorithm in the SMA region

in 3 randomly chosen subjects. The SMA region can be parcellated into 2-4

areas without a marked decrease in within-subject consistency. Segmenting the

area into 2 regions results in an anterior and a posterior cluster, which are likely

to correspond to the pre-SMA and SMA-proper region. The parcellation into 3

clusters generally leads to the formation of an intermediate cluster forming between

the SMA-proper and pre-SMA area. Note that the original borders between areas

in the 2-cluster parcellation are largely maintained in the 3-region parcellation.
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Figure 6.4: Results of a single-subject parcellation on the SMA mask in 3
subjects. Segmentation results for N = 2− 4 are shown. The left image in each
pair shows the parcellation result and the right image shows the within-subject

consistency.

Figure 6.5 shows parcellation results of the SMA area when averaged over all

subjects. The patterns of parcellation in 2 and 3 areas are largely consistent

with the ones shown in the individual parcellation results from figure 6.4. The

parcellation into 2 areas is particularly consistent between subjects and again

divides the region up into a putative SMA-proper and pre-SMA region. The

parcellation into 3 areas leads to a subdivision of the pre-SMA area into a superior

and inferior part. Segmentation into 4 areas leads to a further subdivision of the

pre-SMA area. Remarkably, the SMA-proper area remains unchanged throughout

different levels of parcellation. The between-subject consistency remains largely

constant with increasing number of clusters and therefore does not immediately

suggest a clear candidate for the optimal number of clusters. We further explore

the nature of the clusters by calculating correlation coefficient between the clusters’

time courses and the voxel time courses and average the correlation coefficients

over all subjects. The right column of figure 6.5 shows that clusters generally show

high within-cluster correlations and markedly lower correlations with the rest of

the mask. This is a first indication that regions potentially represent functionally

distinct areas at all levels of parcellation.

Tables 6.1 and 6.2 show the parameter values of the Ncuts algorithm when opti-

mized for within-subject consistency. Both σ and τ are averaged over all subjects

and are shown for both the parcellation of the SMA mask as for the axial slice
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Figure 6.5: Average parcellation results of the SMA mask over all subjects.
The first column shows the total parcellation result (left image) and its between-
subject consistency (right image). The second column shows correlation pat-
terns of the clusters’ time courses with the time courses of the mask’s voxels,
averaged over all subjects. The color bar applies both to the consistency image
and to the correlation images. We have set correlations below zero to zero to

increase the contrast above zero.

SMA region

N 2 3 4
τ 0.78 ± 0.15 0.66 ±0.19 0.70 ± 0.16
σ 1.62 ± 3.6 1.42 ± 2.9 3.76 ± 6.7

Table 6.1: The parameter values of the Ncuts algorithm when optimized for
within-subject consistency for the SMA mask. We report their mean and stan-

dard deviation over all subjects.
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mask. The optimized values for τ generally lie between 0.75 and 0.9. There is

an upward trend for τ with increasing N in the axial slice mask but not in the

SMA mask. Values for σ vary substantially between subjects, which is another

indication that there is no well-defined optimum for σ.

Axial slice

N 5 15 25
τ 0.77 ± 0.10 0.85 ± 0.05 0.89 ± 0.02
σ 1.6 ± 1.9 5.77 ± 6.2 4.38 ± 5.8

Table 6.2: The parameter values of the Ncuts algorithm when optimized for
within-subject consistency for the axial slice mask. We report their mean and

standard deviation over all subjects.

6.4.1.2 The axial slice mask.

Figure 6.6 shows the individual parcellation results of the axial slice mask from

3 subjects. Segmentation into 5 areas does not result in individual regions, but

instead partitions the slice up into networks. Remarkably, there is an increase in

between-session consistency with increasing N for the displayed subjects.
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Figure 6.6: Illustrative results of the optimized Ncuts algorithm on the axial
slice in 3 subjects. Segmentation results are shown for N = 5, N = 15 and

N = 25.

The axial slice mask contains a large number of areas, which are likely to be

members of a wider variety of networks than in the case of the SMA mask. This
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complicates the interpretation of each individual cluster. We therefore show the

functional connectivity pattern of each cluster in figure 6.7. The connectivity

patterns are based on the parcellation results, when setting N = 15 in a single

randomly chosen subject. The correlation patterns generally show high within-

cluster correlations, while in many cases the boundary between clusters is marked

by abrupt an abrupt change in the correlation pattern. The correlation patterns

also show that many clusters can be grouped into larger functional networks.

Figure 6.7b shows representative correlation images for 4 putative networks. The

sensorimotor network contains clusters in the precentral and postcentral gyrus.

The occipoparietal network contains 1 cluster which occupies part of the cuneus

and the lateral-occipital cortex. We classify the third network as the default-

mode network, because it contains clusters occupying the precuneus, the angular

gyrus and the medial frontal cortex. The frontoparietal network contains clusters

occupying the supramarginal gyrus and the frontal pole.
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sensori-motor occipital-parietal default-mode frontoparietal

Figure 6.7: Figure 6.7a shows functional connectivity images of the clusters in
a 15-region parcellation of the axial slice mask from a single subject. Functional
connectivity images are not thresholded to better illustrate the boundaries be-
tween areas. Figure 6.7b shows representative functional connectivity images

for 4 putative functional networks.
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Figure 6.8 shows the parcellation results of the axial slice mask when averaged

over all subjects. We observe a reduced between-subject consistency when com-

pared to the parcellation results of the SMA mask. When N is small, we observe

some areas with high between-subject consistency, but also extended areas of low

between-subject consistency. This can be explained by two opposing effects: when

N is small, the overlap between clusters does not rely on the exact position of the

clusters’ boundaries, because there still remains a relatively large area within the

clusters that can be easily matched between subjects. This therefore results in

high parcellation consistency between subjects. On the other hand, large clusters

potentially consist of multiple functional subunits and can therefore be split up

differently among subjects, which decreases between-subject consistency. The par-

cellations with high N show small areas of moderate to high consistency. As the

level of parcellation increases, the matching procedure depends more and more on

the exact alignment of clusters between subjects. Cytoarchitectonic parcellations

are known to show considerably between-subject variability (see for example [39]),

which suggests that the variability in the alignment of functionally-defined areas

can be substantial as well.

Segmentation

Consistency

5 clusters 15 clusters 25 clusters 35 clusters

0.2 0.4 0.6 0.8 1.00.0

Figure 6.8: Average parcellation results from the axial slice mask over all
subjects.
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6.4.2 Determining the number of clusters

6.4.2.1 The SMA region

Figure 6.9 shows the results of the random effects partial correlation analysis for

N = 2−4 in the SMA mask. When parcellating the SMA mask into 2 clusters, both

the putative SMA-proper region and the pre-SMA region show partial correlation

maps that are in good agreement with previous studies on SMA connectivity from

DTI data [96] and resting-state fMRI data [103]: the SMA-proper region shows

resting-state connectivity with the precentral and postcentral gyrus, the insula, the

operculum, the thalamus, the superior temporal gyrus, the occipital pole and the

lateral occipital cortex. The pre-SMA region shows resting-state connectivity with

the inferior frontal gyrus, the superior temporal gyrus, the thalamus, the caudate,

the cingulate gyrus, the supramarginal gyrus and the insula. As N increases, the

partial correlation pattern of the SMA-proper region remains largely unchanged,

as does the parcellation pattern of the SMA-proper region. The pre-SMA area

breaks up into 2 and 3 areas with increasing N . When pre-SMA is subdivided

into 2 regions, most of its original (single-region) functional connectivity is retained

by the inferior frontal (blue) cluster, while the superior (green) cluster shows only

limited connectivity with the frontal pole, the frontal orbital cortex and the middle

temporal gyrus. Interestingly, when pre-SMA is subdivided into 3 regions, the

connectivity of the original (single region) pre-SMA region is further distributed

between the 3 regions. The functional connectivity pattern of the superior (green)

cluster is similar to functional connectivity pattern of the superior cluster when

pre-SMA is subdivided into two areas: again the superior cluster shows functional

connectivity with the frontal pole, the middle temporal gyrus and the frontal

orbital cortex. However, this cluster now also shows functional connectivity with

the precuneus and the angular gyrus. The middle inferior cluster (yellow) shows

functional connectivity predominantly with the thalamus, insular cortex and the

temporal pole. The most frontal (blue) cluster shows functional connectivity that

largely overlaps with the functional connectivity of the inferior frontal cluster in the

3-region parcellation. The partial correlation results of the 5-region parcellation

are very similar to the results from the 4-region parcellation. The new region does

not show significant partial correlations outside its own region. We therefore do

not display the results of this parcellation and accept the 4-region parcellation as

the most optimal one.



Chapter 6. Consistent clustering of human resting-state fMRI data 125

2 clusters

3 clusters

4 clusters

Figure 6.9: Random effects partial correlation maps of the SMA area when
subdivided into 2-4 regions. The maps are thresholded at p = 0.001, uncorrected
for multiple comparisons. Results are largely symmetrical between hemisphere;

we therefore only display results for the left hemisphere.

6.4.2.2 The axial slice

Figure 6.10 demonstrates the results of the partial correlation analysis for the axial

slice mask. We observe only limited partial correlations in the voxel-wise analysis

when N > 15, in contrast to the extended patterns of partial correlation we observe

for the SMA mask. As N increases more and more variance in the voxels’ time

courses is explained by the regions that are partialled out in each partial correlation

analysis. This together with the multiple-comparison problem most likely causes

the limited voxel-wise partial correlations that we observe. However, the premise

of parcellation analyses is that the number of independent spatial units within the

brain is the (optimal) number of clusters, which is likely to be much lower than

the number of voxels. In a whole-brain analysis, in which all voxels are assigned

to a cluster, the multiple-comparison problem would therefore be much reduced,

because in this case only between-cluster connectivity is relevant. This would lead

to much less stringent statistical thresholds. As a compromise, we focus here on
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the within-mask partial correlations. Figure 6.10(a) shows the minimum, average

and maximum number of significant partial correlations (within the mask) per

cluster for N = 5 − 40. The average number of significant partial correlations is

low for N = 5. At N = 5, however, the mask is parcellated into networks, who are

not expected to show strong functional connectivity with each other. The average

peaks at N = 15 and then declines slowly. This reflects two opposing effects: as N

increases, more and more clusters become available to form functional connections

with. The correlation between clusters’ time courses on the other hand increases

as well, which results in less and less significant correlations when the effect of

other regions is partialled out.

We argue in section 6.2.3 that the optimal number of clusters is determined is when

one region does not show any significant partial correlations with the rest of the

brain. Figure 6.10(a) shows that for all N the minimum number of significant par-

tial correlations is 1 except for N = 30. Because this minimum number increases to

1 for N > 30, we cannot conclude from this figure alone what the optimal number

of clusters is. To this end, we investigate the nature of the connections between re-

gions that only show one significant partial correlation. In figure 6.10(b) we show

the partial correlations of regions with only one significant partial correlation for

5 ≤ N ≤ 40 . For N < 25, these connections are between spatially separated

regions, which include for 10 ≤ N ≤ 20 a region in the occipitoparietal cortex and

the motor cortex. However, at N = 25 the remaining significant partial correla-

tion occurs between adjacent regions. The potentially points to over-parcellation:

when a region is over-parcellated, it is split into regions with very similar time

courses. These regions will therefore have very significant partial correlations with

each other, but very limited partial correlations with other regions. We therefore

conclude that the optimal number of clusters for the axial slice mask lies between

N = 20 and N = 25.

6.5 Discussion

This study uses the Ncuts algorithm to parcellate resting-state fMRI data of two

masks: a SMA mask, which is by now a well-characterized area in terms of par-

cellation and an axial slice mask, which a less well-studied parcellation problem

with a higher degree of uncertainty about the correct number of clusters. We op-

timize the Ncuts algorithm and its parameters for within-subject consistency. We
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(a) Minimum, mean and maximum number of significant partial correlations (degree).

(b) Effect of increasing the number of clusters on the degree, as defined by the number of significant partial
correlations per cluster.

Figure 6.10: Partial correlation analysis for the axial slice region. Note that
if a cluster occupies separate regions in both hemispheres, lines will be drawn

to both parts of that cluster.
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moreover introduce a heuristic with which the optimal number of clusters can be

determined for a resting-state fMRI data set. In the next few paragraphs we will

discuss both aspects of this study in more detail.

We expect resting-state fMRI data to have a more dynamic character than anatom-

ically derived data, such as DTI data. Both variations in the neuronal fluctuations

that underpin resting-state fMRI fluctuations and variations in the physiological

sources that confound these data could in principle impact the similarity measure

(correlation) on which parcellation algorithms are based and could thereby also

influence the parcellation itself. Figure 6.3 shows correlation matrices for data

from different time windows within one subject. Although the overall correlation

pattern remains largely unchanged there are areas within the correlation matrix

which do show significant variations over time. The outcomes of the unoptimized

Ncuts algorithm in the same figure demonstrates how this impacts the parcellation

results. Only at a very high correlation threshold does the parcellation become

reasonably stable over time. The parameters from the optimized Ncuts algorithm,

which are shown in tables 6.1 and 6.2 show that indeed optimal within-subject

consistency is in general achieved by high values for τ and σ. We hypothesize that

high values of τ allows the algorithm to work only on the similarity of voxels within

the cluster, while discarding between cluster similarity. Thus a pattern emerges

in which the within-cluster similarity is high and constant over time, while the

between-cluster correlations are lower and possibly non-stationary.

We should stress that it is unclear what our results from the unoptimized Ncuts

algorithm mean for previous studies that have used the Ncuts algorithm. Van den

Heuvel et al. [193] explore the performance of the algorithm with τ = 0.3 − 0.5

and show no significant differences in their group-level results. However, they show

mainly parcellations on the network level for which it might be more important to

retain the lower similarity links in the graph. Shen et al. [166] characterize τ in

terms of the sparsity of the graph after thresholding. They explore the performance

of the Ncuts algorithm for different levels of sparsity in synthetic data and show

a similar trend: the quality of the parcellation (as characterized by classification

error against a ground truth or by group consistency) increases with increasing

sparsity. Our innovation with respect to the work of Shen et al. is the optimization

of these parameters with respect to within-subject optimization. Optimization of

σ did not lead to consistent results over subjects, but showed that there is at least

a lower limit on σ for achieving the highest within-subject consistency: σ was
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never lower than 0.5 and was in many cases considerably higher. Such values for

σ transform the similarity matrix into a binary adjacency matrix, which indicates

that the exact distance of the edges that are remaining after thresholding is often

not informative.

In this chapter we use the concept of within-subject consistency loosely. We should

stress that a full characterization of within-subject consistency would not only

characterize within-session but also between-session consistency. It remains to be

seen what the optimal acquisition strategy for RS-based parcellation is in terms

of the number of measurement sessions and their duration.

The Ncuts algorithm is ideally suited for our experiments. Not only does it refrain

from fitting an explicit data distribution to the data but it also operates directly

on the similarity between data points. It is difficult to see how our optimization

procedure could be applied on partition-based clustering methods, although it

could be adopted for hierarchical clustering algorithms. Another advantage of

the Ncuts algorithm is its speed, which makes it possible to perform repeated

parcellations on the data within a reasonable amount of time. Segmentation of

single subject on the axial slice mask takes ± 12 hours on a single core machine.

The search grid that we used might however be decreased in size which would

substantially reduce computation time.

We have also investigated the between-subject consistency of parcellation results.

Here, we observe a large difference between results from the SMA mask and from

the axial slice mask. Between-subject consistency is high in the SMA mask but

substantially lower in the axial slice mask. Some of the low between-subject consis-

tency in the axial slice might be explained by the fact that there is generally a high

interhemispheric functional connectivity between homologous areas. Differences

in this interhemispheric connectivity could cause two homologous areas to form

a single cluster in some subjects but two clusters in others. The same reasoning

applies to different levels of functional connectivity between areas within the same

network. Our between-subject matching algorithm is moreover relatively simple:

we match parcellations of all subjects to create the highest overall overlap (see

section 6.3.5). If the above mentioned problems of varying functional connectivity

causes a region to split in some subjects, but not in others, this will automat-

ically lead to a low between-subject consistency. Van den Heuvel et al., on the

other hand, produce multi-subject parcellation by performing the Ncuts algorithm

twice: In the first iteration the Ncuts algorithm is used to produce single-subject
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parcellations. The parcellations for all subjects are then used to compute a new

adjacency matrix of voxels, this time based on the number of subjects in which two

voxels share the same cluster. The multi-subject parcellation is then computed

by applying the Ncuts algorithm on the new adjacency matrix. Although this is

an elegant way of parcellating the brain at the population level, we argue that it

is still necessary to relate this parcellation back to the single-subject parcellation:

not only does this allow the computation of between-subject consistency, which

can be informative to assess the quality of the parcellation, but it is also crucial for

calculating the correct cluster time courses from each individual subject for sub-

sequent functional connectivity analyses. If only the population-level parcellation

is used to compute regional time courses on the subject level, this could lead to an

erroneous mixing of time courses when an area from the population-level parcella-

tion overlaps two or more areas from the subject-level parcellation. We therefore

assign each region from the subject-level parcellation uniquely to a region from

the population-level parcellation and we calculate the regional time courses from

the overlap between the subject-level and the population-level areas.

We use the uniqueness of each region’s functional connectivity pattern to determine

the appropriate number of clusters. We should stress this number is by no means

absolute. For instance, the fact that we rely on the significance of a random

effects analysis makes it very likely that N depends on the number of subjects. N

is merely an indication of the level of parcellation that is useful for a subsequent

functional connectivity analysis: if the connectivity patterns of some areas are

virtually equivalent, it is more useful to group these areas together. We determine

the appropriate level of parcellation by determining the number of clusters at

which each cluster still shows significant partial correlation with the rest of the

brain, when partialling out the time courses of all other clusters. This procedure

not only terminates when the connectivity patterns of some areas become very

similar, but also when the above mentioned matching procedure fails, because this

will lead to inconsistencies in functional connectivity between subjects and thereby

to reduced significance.

It is informative to compare the results of the SMA mask to previously published

parcellations, based on cytoarchitectonics [196], DTI-based parcellations [52, 96]

and resting-state fMRI-based parcellations [103]. The results from all approaches,
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including our own, converge for a 2-region parcellation: the SMA region is subdi-

vided in an anterior and a posterior portion of roughly equal size with clearly dis-

tinct cytoarchitectonic characteristics, anatomical connections and resting-state

functional connectivity. These studies show however less agreement with each

other (and our results) for a 3-region parcellation. Vorobiev et al. [196] were the

first to show cytoarchitectonic evidence for the existence of 3 regions within the

SMA region in 3 human subjects. Crucially, they observed a further subdivision of

the posterior portion of the SMA region, which they named SMA-caudal and SMA-

rostral. This subdivision leaves the pre-SMA region fully intact. A recent study

by Crippa et al. [52] used a novel graph visualization technique to investigate the

existence of 2 or more well-separated clusters in DTI data from the SMA region.

They found evidence for subjects which only showed 2 clearly defined clusters and

for subjects with 3 clusters. Based on this analysis, they proposed the existence

of a transitory region between SMA and pre-SMA, whose anatomical connectivity

is a mixture of the other two areas. Kim et al. [103] parcellated resting-state

fMRI data and their study is therefore closest to our study. They found tentative

evidence for a third intermediate cluster. It is unclear however whether this tran-

sitional cluster is equivalent to the transitional region that was found by Vorobiev

et al. as the transitional cluster in Kim et al. mainly occupies space anterior to the

y = 0 line, whereas the transitional region in Vorobiev et al. is largely restricted

to space posterior to the y = 0 line. In our 3-region parcellation, we observe a

third cluster, which to some extent overlaps with the one that was found by Kim

et al. but which is mostly situated in the superior portion of the original pre-SMA

region. We moreover report a higher between-subject consistency than Kim et

al. We have studied the functional connectivity of this cluster, both within-mask

and with the rest of the brain. Remarkably, the within-mask ordinary correlation

shows that the new cluster has only moderate functional connectivity with the

other pre-SMA region (see 6.5, right column), indicating that this region is indeed

functionally separate. In this light it is also interesting to note that the activation

study that was designed by Johansen-Berg et al. to activate the pre-SMA area

only shows significant activation in the inferior portion of the pre-SMA region.

We therefore conclude that the DTI-based subdivisions are inconclusive about the

number of clusters and that the parcellations based on resting-state fMRI data do

not completely correspond to the cytoarchitectonical subdivision of Vorobiev et

al.

There are obvious methodological problems with comparing parcellations from
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different studies and modalities: an ideal experiment would include cytoarchitec-

tonic and functional parcellations within the same subjects. Such an experiment

is obviously extremely difficult to perform in humans. Leaving this issue aside,

it is still interesting to discuss how an inconsistency between cytoarchitectonic

parcellation and functional parcellation should be interpreted, especially because

cytoarchitectonic parcellations are considered to be the ground truth for parcel-

lations in other modalities. Our results represent two cases of divergence with

cytoarchitectonic parcellation: we observe a further subdivision of a region which

is a single cytoarchitectonic unit and we observe a single functional unit which

contains multiple cytoarchitectonic units. Although a change in local cytoarchi-

tectonics generally signals a change in function, functional specialization can also

result in a further functional subdivision of regions without being accompanied by

an obvious cytoarchitectonic subdivision, as is for instance the case in the retino-

topic subdivision of the visual cortices. The second case is more difficult to explain.

However, it is possible that the rest condition does not differentially activate the

regions within SMA-proper, but other conditions do. Further investigation of this

subdivision with functional activation studies should shed more light on this issue.

It is however important to note that the main goal of our parcellation procedure

is the definition of functionally separate areas for further use in functional con-

nectivity studies. If two cytoarchitectonically separate areas are grouped into one

functional area because their resting-state time courses are very similar, including

both separate areas in a functional connectivity analysis would not yield more

information, because both regions’ functional connectivity pattern would be very

similar as well.



Chapter 7

General discussion, implications

and future directions

In this thesis we have attempted to advance our methods for studying the organiza-

tion of the human brain. We have concentrated on measures of brain organization

as provided by Diffusion-Weighted MRI and functional MRI. This chapter will

revisit the findings of each of the previous chapters and discuss their implications

in a more general context.

7.1 The integration of anatomical connectivity

information in models of functional integra-

tion

The brain is organized around two complementary principles: functional special-

ization and functional integration. The focus of functional neuroimaging has ar-

guably been biased towards the former principle, with its intuitive mapping of

cognitive processes (e.g. colour vision) to specific brain areas (e.g. V4), but anal-

yses of functional integration have become more and more frequent over the last

decade. Functional integration studies fall into two categories: functional and ef-

fective connectivity studies. Functional connectivity studies only provide measures

of covariance (correlation, coherence) between brain regions and make therefore

only relatively few assumptions. However, they are also limited in their ability to

133



Chapter 7. Discussion 134

characterize the directionality of interactions between regions and thereby their

hierarchy. Effective connectivity studies, on the other hand, are able to character-

ize these aspects in greater detail. For such models to be successful, a sufficiently

detailed model of neuronal dynamics is needed, together with a realistic model

of the haemodynamic response function, a set of regions that is sufficient for the

cognitive task under investigation and, crucially, information about the anatom-

ical connectivity between these regions. Diffusion-Weighted MRI is, in our view,

a natural candidate to provide such information. In chapter 3 we investigated

if and how Diffusion-Weighted MRI can be used to inform effective connectivity

studies. We selected regions from eight previously published effective connectivity

studies and performed DTI-based streamline tractography from the coordinates of

these regions in 6 healthy subjects. We found a substantial overlap between our

tractography results and the structural connections that were used in the effective

connectivity models. In several cases where we did not find tracks that corre-

sponded to proposed structural connections, this could be readily explained by

the well-documented inability of DTI-based tractography to track fibres through

regions with crossing fibres. We moreover found evidence for anatomical connec-

tions that were not taken into consideration in the original studies. We therefore

concluded that DTI-based tractography is a useful tool to study the anatomical

basis of effective connectivity models.

Chapter 3 is, to the best of our knowledge, the first study to investigate the use of

DTI-based tractography for effective connectivity studies. It has some limitations,

most notably its limited number of subjects and the fact that the effective connec-

tivity and tractography analyses were performed within different sets of subjects.

There have also been significant advances within the field of Diffusion MRI to

overcome the methodological problems that we encountered in chapter 3, most

notably the development of multiple-fibre detection algorithms and the develop-

ment of probabilistic algorithms for tractography. In fact, these problems were a

major inspiration for us to develop the probabilistic Q-Ball Imaging framework in

chapter 4. We will therefore further discuss these developments in section 7.2.

Chapter 3 was based on effective connectivity studies that used Structural Equa-

tion Modeling. SEM was originally developed in the social sciences, where it is

used to study causal relationship between potentially hidden variables. It was

introduced to functional neuroimaging by McIntosh and colleagues [126] and since

then, it has been successfully applied to functional neuroimaging data in a large
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number of studies. However, its principal limitation for functional neuroimaging is

that it does not take into account the haemodynamic coupling between neuronal

activity and the measured fMRI signal. Differences in haemodynamics between

regions can therefore lead to an erroneous estimation of effective connectivity.

Dynamic Causal Modeling (DCM) [71] was specifically designed by Friston and

co-workers to overcome this problem and to cast the estimation of effective connec-

tivity in a Bayesian framework. This technique has since become a popular tool in

effective connectivity studies. The Bayesian framework requires the specification

of prior knowledge about model parameters. It is therefore an attractive idea to

use DTI-based tractography information as priors for the existence or strength

of effective connections in DCM. This idea was put into practice by Stephan et

al. [179], who studied the mapping between anatomical connection probability

and effective connectivity strength using Bayesian model comparison techniques.

They found that such mapping improved the model evidence significantly from

models in which anatomical connection probability was not taken into account.

Crucially, they did not let the tractography results influence the existence but

only the strength of effective connections within the model: the set of modelled

effective connections, which is a subset of all possible effective connections, was

chosen a priori. In future work, it would be interesting to expand this framework

to also influence the choice of structural connections.

So far, Diffusion-Weighted MRI has not played a large role in effective connectivity

studies, which is somewhat surprising given the importance of the correct speci-

fication of structural connections within such models and our lack of knowledge

about anatomical connectivity in humans from other sources. Instead, researchers

have relied almost exclusively on information about anatomical connections in

non-human primates. This naturally raises the issue of homology between re-

gions and inter-species differences in anatomical connectivity. On the other hand,

tracer-based measures of anatomical connectivity are much less sensitive to false

positives and especially false negatives. In other words, if a tracer study specifi-

cally does not find a connection between two areas under investigation, the scope

for methodological problems to explain this finding is much smaller than in DW

MRI studies. Moreover, the DCM framework offers the possibility to deal with

the uncertainty around anatomical connectivity by applying Bayesian model com-

parison [149] to evaluate multiple models (with different structural connections)

against each other. However, the space of possible structural models increases



Chapter 7. Discussion 136

exponentially with an increasing number of regions. It would therefore still be in-

teresting to investigate how DW MRI measures could be incorporated in DCM’s,

perhaps with priors becoming informative when evidence exists for an anatomical

connections and vague when such evidence is lacking.

DTI-based tractography (or in fact any other DW-MRI based connectivity mea-

sure) is still insufficiently validated, which is another reason why it has only been

sparsely applied in functional integration studies. Only very few studies exist in

which DW-MRI-based tractography results are directly compared to results of

tracer studies. Dyrby et al. [59] for instance present ex vivo DW MRI data from

pigs and compare tractography results with the results from 2 tracer studies in

the same animals. Although they find good agreement between DW MRI-based

tractography and the tracer studies, more work is needed to quantify the false

positive and false negative rate of DW MRI-based tractography studies (but see

[148] for an encouraging attempt). Only with this information can DW MRI-based

connectivity measures be more successfully incorporated into studies of functional

integration.

7.2 Multiple-fibre reconstruction methods and

probabilistic tractography

The limitations of the DTI model and DTI-based tractography are by now well

documented and can be subdivided into three categories: DTI is not able to

resolve multiple fibre populations within one voxel; the DTI model in itself does

not contain any information about how measurement noise leads to uncertainty

about DTI-based parameters; and the structural parameters that are derived from

the Diffusion Tensor (FA, MD) are ambiguous with respect to the underlying

microstructure parameters (cell size, volume fraction). Chapter 4 is an attempt to

improve on the first two limitations of the DTI model. Q-Ball Imaging [189] is a

model-free characterization of the diffusion weighted signal and describes local fibre

architecture with the Orientation Distribution Function (ODF). Local maxima

of the ODF indicate putative fibre directions. Hess et al. [88] amongst others

([10, 57]), expressed the DW signal and the ODF in terms of Spherical Harmonics

(SH) and showed a linear relationship between the SH coefficients of the two

representations. In chapter 4 we exploited this relationship by developing a Markov
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Chain Monte Carlo (MCMC) algorithm to sample from the posterior distribution

of the SH coefficients of the signal and by calculating the ODF corresponding to

each sample. Moreover, we performed model selection before running MCMC to

determine the optimal SH order for representing the data. This allowed us to

run MCMC only on the most appropriate SH order. In effect, this replaced the

model selection problem that is normally present in multiple-fibre reconstruction

algorithms (what is the optimal number of fibres to represent the data) with the

question what the optimal SH order is to represent the data. We showed that

probabilistic Q-Ball Imaging can be used to detect fibre-crossings and that the

uncertainty around the fibre directions in most cases was well-behaved.

One of the major other techniques for the probabilistic estimation of multiple fi-

bre directions was developed by Hosey et al. [91] and Behrens et al. [22]. These

techniques are based on a mixture of ball-and-stick compartments (with finite dif-

fusion coefficient along the fibres, but zero diffusion perpendicular to the fibre).

Both studies use model selection criteria, such as the Bayesian model evidence,

to determine the optimal number of clusters. The inversion of such mixture mod-

els is however highly nonlinear, leading to multiple local maxima in which the

MCMC algorithm can get trapped. Theoretically, one of the main advantages of

Q-Ball Imaging is the fact that the SH transform that describes the signal can

be computed with a linear transform and that the posterior distribution on the

SH coefficients therefore has a single maximum. It is unclear at present to what

extent model-based techniques suffer from the presence of local maxima in the

posterior distribution, although Behrens et al. [22] show that their algorithm can

only resolve three perpendicular fibres at high b-value and SNR, whereas in our

experience QBI has no trouble resolving such configurations at lower b-values.

This could indicate problems of the model-based algorithm with multiple maxima

in the posterior distribution.

One of the main disadvantages of Q-Ball Imaging is the fact that the fibre direc-

tions are not explicitly parameterized in the resulting ODF. They therefore have to

be extracted from the ODF using post-hoc procedures that search for local max-

ima in the ODF. Another related drawback is the occurrence of spurious peaks in

the ODF that do not represent veridical fibre directions. Often, these peaks can

be thresholded easily by visual inspection, but there is no theoretical criterion to

set this threshold, which in some cases leads to ambiguity when determining the

fibre directions from the ODF.
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Other studies have also developed probabilistic algorithms for multiple fibre re-

constructions. The one closest to chapter 4 is by Haroon et al. [84] who used

the model-based residual bootstrap in combination with Q-Ball Imaging. Another

set of papers investigate Spherical Deconvolution which is based on a canonical

function that describes the DW signal in the presence of a single fibre and then

deconvolves the measured DW signal with this function to obtain the Fibre Orien-

tation Distribution (see section 2.3.5). Tournier et al. [185] compared the perfor-

mance of Constrained Spherical Deconvolution (CSD) with QBI and found that

CSD outperformed QBI in terms of angular resolution and bias. However, Aganj

et al. [1] introduced a solid angle factor in the radial integration of the diffusion

PDF that leads to the ODF and showed that this improves the ODF in terms of

angular resolution and bias. It would be interesting to investigate whether this

brings the performance of QBI closer to the performance of CSD. CSD has also

been recast in a probabilistic framework by Jeurissen et al. [94] who again used

the residual bootstrap.

It is unclear what the optimal measurement protocol is for the multiple-fibre re-

construction techniques that are mentioned above. Traditionally, Q-Ball Imaging

has been used on data with relatively high b-values (b = 3000− 4000 smm−2) and

high angular resolution (up to 256 directions). Model-based techniques such as the

mixture of ball-and-stick models or CSD have generally used a more modest num-

ber of directions (≈ 60) and moderate to high b-values (b = 1000− 3000 smm−2).

Alexander and Barker [6] investigated the most optimal protocol to reconstruct

2 fibres with a mixture of Diffusion Tensors and found optimal performance for

b = 2, 200 − 2, 800 smm−2. Recently, Khachaturian et al. [102] have suggested

that measurements on multiple shells in q-space lead to improved ODF’s. How-

ever, no formal optimization of acquisition schemes for QBI (or CSD) has so far

been undertaken.

Although many issues surrounding implementation and acquisition details remain,

the fibre-reconstruction methods described above roughly converge on the same

performance in describing crossing fibres: they are all able to resolve at least 2

fibres with a lower bound on the separation angle of 45◦. Also, all of the major

fibre reconstruction methods have been recast in a probabilistic framework, which

enables incorporation into probabilistic fibre tractography algorithms. We believe

therefore that the main methodological challenges for diffusion imaging do not lie

in the further development of fibre-reconstruction models but in the development
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of tractography algorithms that integrate this local information. For instance, so

far only few attempts have been made to resolve the kissing/crossing fibres conun-

drum. The solution for this problem most probably will come from a combination

of local information (evidence for the existence of multiple fibres within a set of

voxels) and tractography methods that use tract shape criteria (such as bending)

to determine which local direction should be followed. Nedjati-Gilani et al. [137]

demonstrate a preliminary attempt at such a solution, but much work remains.

Another issue that still is largely unresolved is the thresholding of probabilistic

tractography results. We expect that these areas will attract the most attention

in the near future.

7.3 Functional and anatomical segmentation of

the Supplementary Motor Area

In chapter 5, we explored the segmentation of the SMA area using both DTI

and resting-state fMRI data. The segmentation of the SMA area based on DTI

data was first established by Johansen-Berg et al. [96]. In our study DTI-based

segmentation was used as a validation of resting-state fMRI-based segmentation,

which makes this chapter probably the first study to use DTI-based results as a

validation for another technique. We developed a framework for clustering resting-

state fMRI data using the Discrete Wavelet Transform (DWT) and fuzzy cluster-

ing. The DWT allows for simultaneous filtering and data reduction and leads to

a considerable dimensionality reduction for the clustering algorithm. Moreover,

fuzzy clustering allows for more flexible cluster shapes (in feature space, not in

anatomical space) than less complex algorithms such as the k-means algorithm.

We showed in chapter 5 that this combination leads to segmentations with high

consistency across subjects and modalities. The segmentation of the SMA area

based on resting-state fMRI data has also been shown by Kim et al. [103] who

used band-pass filtered data and the k-means algorithm for segmentation. We

note however that this study reported much lower consistency between subjects.

It would be interesting to investigate whether this can be attributed to data quality

or to algorithmic choices.

We also showed a considerable overlap between the anatomical and functional con-

nectivity patterns of the SMA regions. Koch et al. [107] were the first to compare
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DTI-based connectivity with resting-state connectivity and established how both

connectivity measures typically relate to each other: high anatomical connectivity

probability corresponds to a high functional connectivity, and low anatomical con-

nectivity corresponds both to cases of high and low functional connectivity. Two

effects are likely to contribute here: First, DTI-based tractography is well-known

to show false negatives, for instance in tracts which traverse regions of crossing

fibres. Second, a functional connection can be caused by either a direct anatomical

connection between two regions, or by an indirect route of anatomical connectiv-

ity in which a third region is involved (see section 2.4.2). Both situations add to

the number of cases in which low anatomical connection probability goes together

with high functional connectivity. We confirmed this pattern in chapter 5.

Chapter 5 raises the question how resting-state fMRI and DTI measurements

can be optimally combined for segmentation and connectivity analyses. In the

following we will discuss these issues separately for both classes of analysis.

The biggest advantage of combining segmentations across modalities is the fact

that they provide converging lines of evidence. If the segmentations from two sep-

arate modalities largely overlap, it becomes less likely that these segmentations are

purely based on confounding effects. However, this does not mean that the reverse

is also true: if there is disagreement between both modalities, this does not mean

that the segmentations in both modalities are incorrect. There are a large number

of methodological issues that both affect resting-state fMRI and DTI differently,

and that could very well lead to non-overlapping segmentation results. In DTI,

the fibre tracks of each voxel within the grey matter should represent the typical

anatomical connectivity of the corresponding region. It is however unclear whether

this is reasonable, because a single voxel’s connectivity pattern depends largely on

its position on the cortical surface and its distance to white matter. The curva-

ture of the cortical surface is likely to have a significant effect on whether white

matter tracks can successfully reach the grey matter surface. Another difference

with resting-state fMRI data is the fact that the voxels’ tractograms are generally

not spatially smoothed. This could increase the effect of outliers on the segmen-

tation results. In this light, it is therefore interesting to note that, in contrast to

resting-state fMRI, there has not been an attempt at whole-brain segmentation

based on DTI data.

Segmentations based on resting-state fMRI data face a different set of challenges:

resting-state fMRI data are generally spatially smoothed, but there has been no
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thorough investigation of the effect of smoothing kernel size on segmentation re-

sults. Moreover, a voxel’s resting-state fMRI time course is probably independent

of the voxel’s position with respect to white matter, but it probably will depend

on the voxel’s position with respect to brain’s vasculature. Especially draining

veins can be expected to have a significant impact on the local size of fluctua-

tions. These issues, together with the issue of between-modality registration, can

all contribute to a lack of correspondence between segmentation results between

modalities. Such a lack of correspondence asks therefore for a careful interpreta-

tion.

The comparison of resting-state connectivity with DTI-based connectivity leads

to another set of issues, partially because functional connectivity and anatomical

connectivity are qualitatively different: anatomical connectivity subserves func-

tional connectivity, but functional connectivity does not necessitate anatomical

connectivity. Nevertheless, the ability to measure both aspects of brain structure

reliably would open up interesting avenues of research: we could for instance ask

to what extent the strength of functional connections reflects the structural in-

tegrity of the white matter tracts connecting two brain regions and to what extent

it is influenced by the synaptic efficacy between brain regions. Again, we will dis-

cuss the issues surrounding resting-state connectivity and DTI-based connectivity

separately and we will then draw some conclusions about the combination of both.

DTI-based connectivity to some extent misrepresents anatomical connectivity:

both false positives and false negatives occur due to our inability to model fi-

bres with complex configurations (see section 2.3.7). Another problem of DTI-

based connectivity is that indices that are influenced by the track’s microstruc-

ture (e.g. FA or MD) are not uniquely defined by microstructure parameters,

such as axon diameter, axon packing density and myelination. All these factors

contribute uniquely to the track’s structural integrity and should therefore be de-

termined separately. This implies that it is difficult to establish a measure of

anatomical connection strength based on current methods. The main issue around

resting-state connectivity is that it is a measure of functional, rather than effective

connectivity. As has been discussed before, this means that resting-state connec-

tivity can be caused by both direct and indirect anatomical connectivity. Also,

it is unknown to what extent each anatomical connection should give rise to a

resting-state connection at all times. On the contrary, it is perhaps surprising

that so many anatomical connections are “active” during rest. A related issue is
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the potentially dynamical nature of resting-state connectivity, an issue which was

discussed in chapter 6.

In spite of all the discrepancies between resting-state connectivity and DTI-based

connectivity it is nevertheless interesting to speculate on how resting-state connec-

tivity could help to overcome the issue of false negatives and positives in DTI-based

connectivity. Let us assume that anatomical connectivity indeed always leads to

resting-state connectivity and that this connectivity is reasonably stationary over

the course of a resting-state fMRI experiment. If we then can construct a forward

model which relates anatomical connectivity to resting-state connectivity, it is con-

ceivable that this model can be inverted to infer the anatomical connectivity from

resting-state connectivity. This inversion will be ill-posed, unless it is sufficiently

constrained by for instance information from DTI-based tractography. An essen-

tial component for such a procedure would be a measure of false positives and false

negatives in typical tractography experiments as this information could be used

to form priors on the existence of structural connections, given fibre tractography

results.

7.4 Functional segmentations: within-subject con-

sistency and number of clusters

In chapter 6, we focused on segmentations based on resting-state fMRI data alone.

We concentrated on two issues: within-subject consistency and the choice of the

number of clusters. We argued that resting-state fMRI-based segmentations a

much lower within-subject consistency than segmentations based on anatomical

data. Indeed, we showed low within-subject consistency in segmentations of the ax-

ial slice mask. We remedied this problem by developing a segmentation algorithm

that optimizes for within-subject consistency. This optimization is performed on

repeated segmentations based on a sliding temporal window. We showed that this

algorithm improves within-subject consistency and leads to biologically plausible

results for the SMA mask and the axial slice mask. We also introduced a heuristic

to determine the appropriate number of clusters based on the differences in func-

tional connectivity patterns between clusters. As the number of clusters increases,

the correlation between clusters generally increases as well. An increase in corre-

lation between clusters leads to an increase in the similarity between the clusters’
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functional connectivity patterns. We argued that an appropriate level of parcel-

lation is the segmentation level where each cluster still represents a functional

connectivity pattern which is significantly different from all the other clusters’

functional connectivity patterns. We subsequently implemented this criterion by

using partial correlation patterns and demonstrated what the appropriate number

of clusters is in the SMA mask and the axial slice mask.

The reader has no doubt noted that the clustering algorithms in chapter 5 and

6 are quite different. Our original aim following up on chapter 5 was to com-

bine the DWT with Gaussian Mixture Models (which are algorithmically very

close to fuzzy clustering) and to investigate whether the level of parcellation can

be determined in this framework by using model comparison measures, such as

the Bayesian Information Criterion that was used in chapter 4. However, after

some initial experiments, we concluded that: first, this framework does not lead

to consistent results when applied to different temporal windows from the same

subject. Second, we cannot be sure that the Gaussian mixture model is an ap-

propriate model for fMRI data. Shen et al. [166] indeed provide evidence against

the suitability of Gaussian mixture models to represent fMRI data. This makes

the use of model comparison techniques based on the Gaussian mixture model

questionable at best. Last, Gaussian mixture models are very difficult to fit to

such high-dimensional data as resting-state fMRI, because of the many local max-

ima in the data likelihood function. The normalized cuts algorithm, on the other

hand, is much more convenient to fit and can in principle represent any data, as

long as the within-cluster similarity is higher than the between-cluster similarity.

The Ncuts algorithm is based on a similarity matrix, which is thresholded before

parcellation. This threshold provides us with a tuning parameter for optimization.

The computational speed with which the algorithm can be run makes it moreover

ideal for the repeated parcellation that is part of the algorithm. These are the

reasons why we have switched clustering algorithms between chapter 5 and 6.

Our findings around the SMA region also differ substantially between chapter 5

and 6. Although the shape of the clusters in the 2-cluster parcellation is remark-

ably similar between both chapters, in chapter 5 we concluded that the appropriate

number of clusters is 2, whereas in chapter 6 we came to the conclusion that the

appropriate number of clusters is 4. However, in chapter 5, we based our con-

clusions on the comparison of parcellations based on resting-state fMRI data and

DTI data. As we have argued in section 7.3 there are many reasons why the



Chapter 7. Discussion 144

parcellation correspondence between modalities can break down. Since chapter 6

shows that for resting-state fMRI a 4-region parcellation still gives unique func-

tional connectivity patterns for each cluster, we tentatively conclude that this is

an appropriate level of parcellation for the SMA mask. However, we should also

note that the functional connectivity pattern of the pre-SMA region in the 2-region

parcellation overlaps substantially with the combined functional connectivity pat-

terns of the pre-SMA sub-areas in the 4-region parcellation. If we would choose

the 2-region parcellation over the 4-region parcellation, this would therefore be at

the expense of the specificity of the parcellation and corresponding functional con-

nectivity patterns, but it would leave the overall functional connectivity pattern

of the SMA-proper and pre-SMA regions largely intact.

The choice of the number of clusters is by no means an exclusive problem for the

parcellation algorithms that are used in chapters 5 and 6. In some parcellation

studies, the optimal number of clusters is chosen that still results in a reasonable

between-subject consistency [11]. In chapter 6, on the other hand, we do not find

a clear optimum in between-subject consistency when increasing the number of

clusters. In contrast, analyses based on Independent Component Analysis (ICA)

contain two steps which affect the number of the reported components. First, a

probabilistic Principal Component Analysis (PCA) model is fitted to the data.

The number of principal components determines the number of independent com-

ponents in a later stage of the algorithm. In the case of PICA as introduced

by Beckmann and Smith [21] the number of principal components is based on

Bayesian model order selection. It is however unclear whether the same number

of principal components would be chosen when using data with longer acquisition

times (and therefore more time points). In the second step, subject-specific data

(projected onto the selected principal components) are sometimes temporally con-

catenated in a population data matrix (see for instance [105]). This data matrix

is then again subjected to a Principal Component Analysis to reduce the data’s

dimensionality. In this procedure, the number of ICA components now becomes

either a function of the number of subjects, or has to be manually set by the

researcher, and is therefore not being set on statistical grounds.

We have applied the optimized Ncuts algorithm on masks, that contained only

a limited number of voxels. Ideally, we would like to be able to parcellate the

whole brain with this technique. The application of the Ncuts algorithm on a

whole-brain data set has already been demonstrated by van den Heuvel et al.
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[193]. They however only segmented the brain a limited number of times and also

limited the number of clusters to 1̃0. We expect that the optimization procedure

used in chapter 6 will be impractical and that we will have to rely on optimized

values from single slices. Another approach would segment the brain in two or

more stages: the first stage would segment the brain on the network level using a

limited number of clusters (see for instance van den Heuvel et al.). In the second

step, each of these networks would then be segmented separately. This would

significantly reduce the amount of data and number of clusters that is used the

second stage, when compared to a parcellation of the whole brain.

The ability to reliably segment the human brain based on functional and/or

anatomical data would represent an important advancement in cognitive neuro-

science. It would be of immediate benefit to the study of “connectomics”, which

aims to provide a complete characterization of the connectivity of the human brain.

The critical first step of such analyses is the determination of the appropriate seed

regions to start connectivity analyses from. The choice of seed regions also plays

an important role in studies that use methods from complex network theory [36].

Such studies focus on the statistics of connections and the choice of seed regions

no doubt has a significant effect on these statistics.

Validation is critical for the acceptance of any novel parcellation method. The

efforts of Zilles and co-workers (see for instance [9]) to renew and refine our knowl-

edge about cytoarchitectonic and other anatomical parcellations therefore produce

invaluable sources of comparison for other parcellation methods. It is however

quite conceivable that the ultimate level of functional parcellation is at a finer

scale than cytoarchitectonically defined regions. In this case, we will have to rely

on within-subject and between-subject consistency, between-modality consistency

(see also Shen et al. [166] who compared parcellations based on resting-state fMRI

with parcellations based on task-based fMRI), together with the characteristics of

each region’s connectivity profile to determine the appropriate level of parcella-

tion.



146



Nederlandse samenvatting

Inleiding

Het menselijke brein is wellicht de meest complexe structuur die wij kennen. Het

bestaat uit miljarden neuronen, die door hun acties in de vorm van chemische en

elektronische signalen ons gedrag bepalen. Elk model dat ons gedrag verklaart aan

de hand van de activiteit van de hersenen zal daarom gebaseerd moeten zijn op

een goed begrip van de organisatie van de hersenen. Deze organisatie kan worden

begrepen vanuit twee complementaire invalshoeken: segregatie en integratie. Het

is algemeen geaccepteerd dat cognitieve functies, zoals perceptie en taal, in hoge

mate gesegregeerd zijn binnen de grijze stof (het gedeelte van de hersenen waarin

de neuronen zich voornamelijk bevinden). Dat wil zeggen dat hersengebieden

vaak gespecialiseerd zijn in zeer specifieke functies. Dit werd voor het eerst aange-

toond door Paul Broca, die liet zien dat beschadiging van een gebied in de frontale

kwab (nu bekend als het gebied van Broca) leidt tot problemen met taalproductie,

hoewel het taalbegrip intact blijft. Paul Broca’s studie was een van de eerste van

een lange reeks studies waarin de beschadiging van hersengebieden (door bijvoor-

beeld een herseninfarct) in verband wordt gebracht met een verslechtering van een

cognitieve functie. Een ander voorbeeld hiervan is de patiënt H.M., bij wie een

operatieve verwijdering van de mediale temporaalkwab leidde tot een volstrekt on-

vermogen om nieuwe herinneringen voor langere termijn te onthouden, terwijl zijn

geheugen voor de korte termijn volledig intact bleef. Deze mate van functionele

segregatie maakt ook een hoge mate van integratie noodzakelijk. Gedrag bestaat

immers niet uit een enkel cognitief proces maar uit een opeenvolging van bijvoor-

beeld waarneming, planning en handelen. Deze opeenvolging kan alleen maar

gerealiseerd worden door een integratie van informatie uit de gebieden die voor

deze cognitieve processen gespecialiseerd zijn. Deze functionele integratie wordt

mogelijk gemaakt door de vezelbanen (of axonen) die neuronen verbinden. Deze

147
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axonen zijn zowel de basis voor de locale connectiviteit binnen gebieden als voor

de connectiviteit tussen gebieden. In het laatste geval zijn de axonen gebundeld

in vezelbundels die onderdeel zijn van de witte stof van het brein.

In de laatste twee decennia zijn er een aantal methoden ontwikkeld die de bestud-

ering van beide aspecten van hersenorganisatie binnen de mens mogelijk maken.

Dit proefschrift concentreert zich op twee methoden die gebaseerd zijn op beeld-

vorming op basis van kernspinresonantie (MRI): functionele MRI en diffusie MRI.

Functionele MRI (fMRI) is gevoelig voor de doorbloeding en oxygenatie van de

hersenen. Beide factoren zijn indirect gekoppeld aan de elektrische signalen die

neuronen verzenden. FMRI is daarmee een indirecte indicator voor neuronale ac-

tiviteit. Deze techniek wordt in verreweg de meeste experimenten gebruikt om

de activiteit van hersengebieden te vergelijken gedurende verschillende cognitieve

toestanden. In een experiment waarin de proefpersoon eerst stilstaande en dan

bewegende stippen krijgt te zien, kan hiermee bijvoorbeeld het gebied worden

gedetecteerd dat verantwoordelijk is voor het detecteren van beweging. FMRI

kan echter ook gebruikt worden om de functionele connectiviteit tussen gebieden,

oftewel de correlatie van hersenactiviteit tussen gebieden, te bestuderen. Er is

tegenwoordig vooral veel interesse in de functionele connectiviteit van gebieden

gedurende rust (resting-state fMRI). Ondanks de afwezigheid van een duidelijke

taak vertoont het brein gedurende rust een hoge mate van functionele connec-

tiviteit. Deze connectiviteit is bovendien te relateren aan de anatomische con-

nectiviteit tussen gebieden. Deze patronen van functionele connectiviteit worden

daarom algemeen gezien als zeer waardevolle informatiebronnen over de organ-

isatie van het brein. Bovendien zijn verstoringen in deze patronen indicatief voor

een aantal neurologische en psychiatrische ziekten, zoals de ziekte van Alzheimer

en schizofrenie.

Een directere manier om anatomische connectiviteit te bestuderen is diffusie MRI.

Deze MRI modaliteit is gevoelig voor de snelheid en de richting van de diffusie

van water in en tussen cellen. De diffusie van water in witte stof is afhankelijk van

de lokale richting van de axonen, omdat de diffusie gehinderd wordt in de richting

loodrecht aan de axonen, maar niet parallel aan de axonen. Door diffusie MRI

metingen te doen in verschillende richtingen kan zo de lokale richting van witte

stof banen worden bepaald. Deze lokale richting kan nu worden gevolgd door de

witte stof om zodoende vezelbundels te reconstrueren (fibre tracking).
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Dit proefschrift ontwikkelt analyse methoden voor functionele en diffusie MRI en

onderzoekt hoe deze bijdragen aan onze kennis over het menselijk brein. We ki-

jken hierbij zowel naar methoden om de segregatie van het brein te bestuderen,

als naar methoden om haar integratie (anatomisch dan wel functioneel) te bestud-

eren. In hoofdstuk 3 stellen we ons specifiek de vraag of diffusie MRI kan worden

gebruikt om netwerk analyses van functionele MRI experimenten te versterken.

In hoofdstuk 4 ontwikkelen we een nieuwe diffusie MRI methode die een aantal

van de nadelen van de methode die we gebruikten in hoofdstuk 3 ondervangt. De

voordelen en nadelen van deze methode worden geëvalueerd aan de hand van sim-

ulaties en diffusie MRI data. De hoofdstukken 5 en 6 concentreren zich meer op

de segregatie van gebieden, met name gedurende rust. Omdat deze functionele

segregatie niet meer met klassieke fMRI methoden is aan te tonen (er is geen con-

trast tussen verschillende cognitieve functies die leidt tot een verschil in functionele

activiteit), kan zulke segregatie alleen maar worden aangetoond met zogenaamde

“unsupervised” analyse methoden, zoals data clustering. Deze methoden vor-

men gebieden door voxels met een vergelijkbaar activiteitspatroon gedurende rust

samen te groeperen. Hoofdstuk 5 bestudeert de segregatie van een specifiek gebied

in de mediaal frontale cortex aan de hand van diffusie en functionele MRI data. De

segregatie van dit gebied (SMA) in twee componenten (SMA-proper en pre-SMA)

werd eerder in het menselijk brein aangetoond op basis van diffusie MRI data.

Wij gebruiken deze methode hier om een nieuwe segregatie methode op basis van

resting-state fMRI data te demonstreren. Wij vinden een goede overlap tussen

de segregatiepatronen van beide methoden en vinden bovendien dat deze overlap

een optimum heeft bij twee componenten. Verder vergelijken wij de functionele en

anatomische connectiviteitspatronen van beide gebieden. Hoofdstuk 6 ontwikkelt

een andere segregatie methode voor resting-state fMRI data en onderzoekt de

consistentie van deze segregatie binnen proefpersonen en tussen proefpersonen.

Functionele segregatie op basis van resting-state fMRI data is gebaseerd op een

inherent instabiel signaal. Zowel de fluctuaties op neuronaal niveau als de fy-

siologische fluctuaties (hartslag, ademhaling en bewegingsartefacten) veranderen

gedurende een resting-state fMRI experiment. Hoofdstuk 6 onderzoekt in hoeverre

deze instabiliteit invloed heeft op de consistentie van segregatie binnen proefperso-

nen en ontwikkelt een methode om een bestaande clustering methode (Normalized

cuts) te optimaliseren voor consistentie binnen proefpersonen. Vervolgens wordt

de consistentie van deze segregatie tussen proefpersonen onderzocht. Een ander
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probleem voor deze “unsupervised” methoden is het bepalen van het aantal com-

ponenten dat nodig is om de data te representeren. In veel gevallen zijn er geen

sterke indicaties wat dit aantal zou moeten zijn. Hoofdstuk 6 introduceert daarom

een methode die het aantal componenten bepaalt aan de hand van de uniekheid

van de functionele connectiviteitspatronen van ieder gebied. Het optimale aantal

componenten wordt nu bepaald door het aantal componenten waarbij iedere com-

ponent nog een (statistisch) uniek connectiviteitspatroon laat zien. In de volgende

paragrafen worden deze hoofdstukken verder toegelicht.

De anatomische basis van functionele netwerken

Analyses van functionele integratie vallen uiteen in twee categorieën: functionele

connectiviteit en effectieve connectiviteit. Analyses van functionele connectiviteit

zijn gebaseerd op de correlatie van activiteitspatronen tussen gebieden. Deze wor-

den met name veel toegepast in analyses van resting-state functionele connec-

tiviteit. Echter, een hoge functionele connectiviteit tussen twee gebieden kan zowel

worden veroorzaakt door een directe invloed tussen twee gebieden, of door een di-

recte invloed met een derde gebied. Analyses van effectieve connectiviteit maken

een onderscheid tussen deze twee situaties door gebruik te maken van uitgebrei-

der modellen van hersenactiviteit. Deze modellen moeten vooraf worden gespeci-

ficeerd en bevatten onder andere informatie over de anatomische verbindingen

tussen gebieden. Deze informatie is bij mensen echter niet of nauwelijks beschik-

baar, waardoor vaak informatie over verbindingen binnen andere diersoorten moet

worden gebruikt. Hierbij moet dan worden aangenomen dat de betreffende ge-

bieden in beide diersoorten vergelijkbaar zijn in hun functie en connectiviteit.

Diffusie MRI gecombineerd met tractografie biedt echter de mogelijkheid om deze

verbindingen direct vast te stellen binnen de mens. Het doel van hoofdstuk 3 is

dan ook om te onderzoeken of zulke tractografie-analyses de basis kunnen vor-

men voor de modellen van effectieve connectiviteit. Het hoofdstuk richt zich

met name op Diffusion Tensor Imaging, een relatief simpel model voor de dif-

fusie binnen de witte stof, dat tot nog toe het meest populair is gebleken. We zijn

begonnen met het selecteren van netwerken uit acht studies die gebruik maken

van effectieve connectiviteitsanalyses. Deze studies omvatten een breed scala aan

cognitieve functies, zoals perceptie, leren en het werkgeheugen en daarmee ook
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een grote verscheidenheid aan netwerken. Vervolgens hebben we DTI metin-

gen gedaan binnen zes proefpersonen. We hebben de gebieden uit de effectieve

connectiviteitsstudies getransformeerd naar het brein van iedere proefpersoon en

hebben tractografie gestart vanuit al deze gebieden. Vervolgens hebben wij de

tractografie resultaten vergeleken met de structurele verbindingen zoals die zijn

gebruikt in de literatuur. De tractografie resultaten kwamen in een groot aantal

gevallen overeen met deze structurele verbindingen. In een aantal gevallen ont-

brak er bewijs voor verbindingen die door het betreffende model werd gebruikt.

Vaak kon dit echter worden toegeschreven aan de beperkingen van tractografie

gebaseerd op DTI. Het is bijvoorbeeld bekend dat veel verbindingen tussen de

hersenhelften langs gebieden met kruisende vezelbanen gaan, zoals de corona ra-

diata. DTI kan echter maar een vezelbaanrichting per voxel onderscheiden en zal

daardoor in zulke situaties tot foutieve tractografie resultaten leiden. In een aan-

tal andere gevallen werden verbindingen gevonden die niet werden gebruikt in de

effectieve connectiviteitsstudies. Wij concluderen dan ook dat tractografie een rol

kan spelen bij het samenstellen van modellen van effectieve connectiviteit, met

name in het bevestigen van verbindingen, die zijn gebaseerd op de connectiviteit

binnen andere diersoorten, en voor het onder de aandacht brengen van plausibele

verbindingen die niet bekend zijn bij andere diersoorten. In toekomstig werk zou

het interessant kunnen zijn om tractografie op een statistische manier te integr-

eren met effectieve connectiviteitsanalyses. Dit zou kunnen worden bereikt door a

priori kansverdelingen te definiëren voor het bestaan van structurele verbindingen

op basis van tractografie analyses.

Een statistische methode voor het detecteren van

kruisende vezelbanen

Zoals al duidelijk werd in hoofdstuk 3 is DTI een beperkte methode voor het mod-

elleren van de vezelbanen in de witte stof. Met name het feit dat kruisende vezel-

banen (crossing fibres) niet kunnen worden gedetecteerd kan potentieel voor grote

problemen zorgen. Verder werd in hoofdstuk 3 een zogenaamd deterministische

tractografie methode gebruikt. Deze methode maakt geen gebruik van informatie

over de onzekerheid over de lokale richting van de vezelbundels. Probabilistische

tractografie-methoden maken daarentegen wel gebruik van deze informatie en zijn

zo in staat om de onzekerheid over het bestaan van vezelbanen te kwantificeren.
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Hoofdstuk 4 ontwikkelt daarom een methode die meerdere vezelbaanrichtingen kan

onderscheiden binnen ieder voxel en die dit doet op een Bayesiaanse manier. De

basis voor dit hoofdstuk is Q-Ball Imaging (QBI). Deze techniek maakt gebruik van

diffusie MRI metingen in een relatief groot aantal richtingen (60 tot 256 richtingen

voor QBI vergeleken met 6 tot 30 richtingen voor DTI). Met deze metingen wordt

een functie afgeleid, de Orientation Distribution Function (ODF), die voor iedere

richting aangeeft wat de weging is van vezelbanen in deze richting binnen het voxel.

In het algemeen worden lokale maxima van deze functie als uitgangspunt voor trac-

tografie genomen. Hoofdstuk 4 leidt een Bayesiaanse formulering af voor Q-Ball

imaging en de daaruit afgeleide ODF. Samples van de posteriori kansverdeling over

ODF’s (en daarmee over vezelbaanrichtingen) worden verkregen met een Markov

Chain Monte Carlo algoritme, dat vaak in Bayesiaanse analyses wordt toegepast.

De prestaties van deze methode worden onderzocht aan de hand va simulaties.

Deze statistische Q-Ball methode leidt tot correcte schatting van vezelbaanrichting

met lage onzekerheid wanneer twee vezelbanen die elkaar kruisen onder een hoek

van minimaal 45◦ worden gesimuleerd. Ook in diffusie MRI data van een proefper-

soon worden plausibele vezelbaanrichtingen gereconstrueerd met lage onzekerheid.

Deze methode biedt daarom een veelbelovende statistische manier om meerdere

vezelbanen binnen een voxel te reconstrueren.

De segregatie van het SMA gebied op basis van

diffusie MRI en resting-state fMRI data

Studies van hersenactiviteit gedurende rust richten zich vooral op het karakteris-

eren van functionele connectiviteit, omdat er geen duidelijke definitie van taakgere-

lateerde fluctuaties kan worden gegeven. Analyses van functionele connectiviteit

gebruiken hiervoor vaak een of meerdere a priori gedefinieerde gebieden waar va-

nuit de connectiviteit wordt berekend. Er bestaan verschillende methoden om deze

gebieden te definiëren. Allereerst kan een gebied worden gedefinieerd op basis van

een anatomische atlas. Deze atlassen zijn eenvoudig toe te passen, maar houden

over het algemeen geen rekening met de anatomische verschillen tussen proefper-

sonen. Zelfs als een atlas dit wel doet is het nog zo dat functionele grenzen tussen

gebieden vaak niet geheel corresponderen met anatomische herkenningspunten,

zoals de groeven (sulci) van het brein. Een andere aanpak is daarom het definiëren

van gebieden op basis van (eerder aangetoonde) taakgerelateerde activiteit. Deze
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“functional localizers” zijn vooral erg succesvol in analyses van visuele percep-

tie, omdat hier een verzameling welbekende taken bestaat die kunnen worden

gebruikt om een reeks visuele gebieden te definiëren. Zo’n set taken is echter niet

beschikbaar voor het hele brein. Het is bovendien onmogelijk om eerst een ex-

periment te doen met functional localizers voor elk gebied in het brein, alvorens

een resting-state fMRI experiment te doen. Het zou daarom aantrekkelijk zijn om

functionele gebieden aan de hand van resting-state fMRI activiteit zelf te kunnen

definiëren. Zoals hierboven beschreven vertonen netwerken van functionele con-

nectiviteit gedurende rust grote overeenkomsten met taakgerelateerde netwerken

van functionele connectiviteit en met netwerken van anatomische connectiviteit.

Een aantal methoden, zoals Indpendent Component Analysis maar ook cluster-

ing methoden zoals het Normalized cuts (Ncuts) algoritme, zijn in staat gebleken

om deze resting-state netwerken te definiëren zonder vooraf functionele gebieden te

definiëren. Er is echter nog weinig onderzoek gedaan naar de vraag of resting-state

fMRI data gebruikt kan worden om de gebieden binnen de resting-state netwerken

te definiëren.

Hoofdstuk 5 ontwikkelt een methode om deze functionele gebieden te definiëren

met behulp van data clustering technieken. Deze technieken maken gebruik van de

overeenkomst (bijvoorbeeld correlatie) tussen data punten en groepen data pun-

ten samen in clusters, zodat de correlatie binnen de clusters groot, maar tussen de

clusters kleiner is. In veel gevallen wordt het k-means algoritme gebruikt, omdat

dit een snel en simpel te implementeren algoritme is. Het k-means algoritme is

echter niet in staat om complexe clusters te beschrijven en leidt bovendien vaak tot

een foutieve onderverdeling in clusters met vergelijkbare grootte. Fuzzy clustering

algoritmes bieden een oplossing voor deze problemen. Een ander probleem bij clus-

tering is de dimensionaliteit van de data. Stel dat we een gebied willen clusteren

van ongeveer 1000 voxels groot en we hebben 256 fMRI-metingen voor ieder voxel.

Deze verhouding van data-punten en dimensies is vaak ongunstig voor clustering

algoritmes en leidt bovendien tot onzekerheid of de optimale clustering oplossing

wordt gevonden. Hoofdstuk 5 introduceert daarom een data reductie strategie die

gebruik maakt van de Discrete Wavelet Transform (DWT). De DWT breekt de

data op in stukken die ieder het signaal in een bepaalde frequentie band verte-

genwoordigen. Naar mate de frequentie band lagere frequenties bevatten zijn er

minder tijdspunten nodig om dit signaal te representeren (Nyquist theorema). Al-

gemeen wordt aangenomen dat resting-state fMRI signalen vooral gedragen wordt
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door componenten met lage frequenties. De DWT leidt in dit geval tot een ade-

quate filtering van het signaal en een significante reductie in de dimensionaliteit

voor het clusteralgoritme.

We hebben in hoofdstuk 5 resting-state fMRI en diffusie MRI metingen gedaan in

twaalf proefpersonen. Diffusie MRI is al eerder gebruikt om functionele gebieden

te definiëren. Met name de segregatie van een gebied in de mediaal frontale cortex

(het SMA gebied) is zeer succesvol gebleken. Verschillende studies hebben consis-

tent twee tot drie clusters gevonden in dit gebied. We hebben deze DTI-gebaseerde

segregatie gebruikt als startpunt voor functionele segregatie. Eerst hebben we twee

gebieden (SMA-proper en pre-SMA) gedefinieerd aan de hand van de diffusie MRI

data van iedere proefpersoon. Vervolgens hebben we de DWT toegepast op de

resting-state fMRI data en hebben we voor iedere aldus gedefinieerde frequentie

band het gemiddelde signaal van ieder gebied gecorreleerd met het signaal van

ieder voxel in het gehele gebied. Hieruit bleek dat de correlatie patronen in de

lagere frequentie banden inderdaad het gewenste effect lieten zien van hoge cor-

relaties binnen het gebied en lage correlaties buiten het eigen gebied voor ieder

voxel. Dit stelde ons in staat om frequentiebanden te selecteren voor de fuzzy

clustering analyses. De resultaten van dit experiment lieten een grote overlap zien

met de op diffusie MRI gebaseerde clustering. We hebben vervolgens de cluster-

ing experimenten herhaald voor drie, vier en vijf clusters en zagen een duidelijke

afname van de overlap tussen de modaliteiten.

Als laatste analyse hebben we de functionele en anatomische connectiviteitspa-

tronen van het SMA-proper en pre-SMA gebied met elkaar vergeleken. Zowel

de functionele als de anatomische connectiviteitspatronen lieten zien dat SMA-

proper voornamelijk verbonden is met motor gebieden, terwijl pre-SMA meer con-

nectiviteit vertoont met gebieden in de temporaalkwab en de prefrontale cortex.

Ook zagen we verschillende soorten relaties tussen anatomische en functionele

connectiviteit. In veel gevallen ging een hoge kans op anatomische connectiviteit

samen met hoge functionele connectiviteit. Dit wijst op situaties waarin func-

tionele connectiviteit direct wordt ondersteund door anatomische connectiviteit.

In een aantal gevallen vonden we een combinatie van een lage kans op anatomis-

che connectiviteit en hoge functionele connectiviteit. Dit kan zowel wijzen op een

indirecte functionele connectie (via een ander gebied) of op een fout-negatieve vin-

ding in de tractografie. We zagen echter zelden een hoge kans op een anatomische

verbinding samen met een lage functionele connectiviteit. Dit wijst zowel op een
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lage graad van fout-positieve vindingen in de tractografie als op een hoge benut-

tinggraad van alle mogelijke functionele verbindingen gedurende rust. Met name

deze laatste constatering is geenszins vanzelfsprekend, gezien er gedurende rust

geen speciaal beroep wordt gedaan op functionele verbindingen. De functie van

deze verbindingen zal daarom nog verder bestudeerd moeten worden.

Functionele segregatie op basis van resting-state

fMRI data: reproduceerbaarheid en de keuze van

het aantal clusters.

In hoofdstuk 6 hebben we verder gekeken naar de functionele segregatie van het

brein op basis van resting-state fMRI data. We hebben ons hier geconcentreerd

op twee potentiële problemen voor deze segregatie: ten eerste verwachten we niet

dat het signaal waarop deze segregatie gebaseerd is stabiel blijft gedurende een

typisch fMRI experiment. Dit kan leiden tot een beperkte reproduceerbaarheid

van de clusters binnen proefpersonen, wat deze clusters moeilijk interpreteerbaar

maakt. Ten tweede is in veel gevallen onduidelijk in hoeveel clusters een gebied

zou moeten worden onderverdeeld. Hoofdstuk 6 draagt voor beide problemen

pragmatische oplossingen aan.

Functionele segregatie gebaseerd op cluster analyses gaat uit van de overeenkomst

tussen het resting-state fMRI signaal van voxels. Het fMRI signaal is hemody-

namisch van aard en wordt daarom zowel door de neuronale activiteit als door

fysiologische factoren zoals de hartslag en ademhaling bëınvloed. Deze invloe-

den kunnen allebei wisselen in sterkte en karakter gedurende een fMRI exper-

iment. Het is bijvoorbeeld goed mogelijk dat de neuronale functionele connec-

tiviteit tussen twee gebieden aan verandering onderhevig is. Dit zou daarom een

zeer grote invloed kunnen hebben op de reproduceerbaarheid van functionele seg-

regatie analyses. Wij hebben dit onderzocht in hoofdstuk 6 in twee gebieden: een

gebied correspondeerde met het SMA-gebied van hoofdstuk 5 en een ander gebied

werd gevormd door de grijze stof in een axiale slice door het brein. Deze slice

werd dusdanig geplaatst dat zij een groot aantal functionele netwerken (motor,

visueel, default-mode network) omvatte. De data van deze gebieden werd nu in

de temporele dimensie opgedeeld in overlappende vensters, die vervolgens werden

geclusterd. In dit hoofdstuk gebruikten wij het Normalized cuts algoritme, om
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redenen die verderop duidelijk zullen worden. Met name in het geval van het

axiale slice gebied bleken de cluster resultaten behoorlijk te verschillen tussen te

verschillende vensters. Anders dan k-means of fuzzy clustering algoritmes werkt

het Normalized cuts algoritme direct op de correlatiematrix van de data. Deze

correlatiematrix wordt omgezet in een matrix die de afstanden tussen data punten

weerspiegelt. Er wordt hier gebruik gemaakt van twee vrije parameters (naast het

aantal clusters): het niveau waarop de correlaties gefilterd worden en een parame-

ter die bepaalt hoe correlatie naar afstand omgezet wordt. Deze twee parameters

stelden ons in staat om de consistentie van segregatiepatronen te optimaliseren.

Wij hebben voor een groot aantal combinaties van beide parameters de clusters

voor alle temporele vensters bepaald en hun consistentie berekend. Dit leidde tot

een beduidend hogere consistentie in geval van de axiale slice. We hebben dit

experiment herhaald voor alle proefpersonen (12 in totaal) en hebben de consis-

tentie tussen proefpersonen berekend. Deze consistentie is aanmerkelijk lager dan

de consistentie binnen proefpersonen. Dit is echter te verwachten omdat onder-

zoek heeft laten zien dat zelfs cytoarchitectonisch-gedefinieerde gebieden variëren

in locatie tussen proefpersonen.

Er is vaak weinig a priori kennis over het aantal clusters dat moet worden ge-

bruikt in segregatie analyses. Dit aantal zou dus idealiter uit de data zelf moeten

worden afgeleid. Dit kan bijvoorbeeld in de context van model-gebaseerde clus-

ter methoden, zoals Gaussian Mixture Models. Het aantal clusters kan binnen

zo’n model bepaald worden met statistische technieken voor het vergelijken van

modellen met verschillende complexiteit, waarbij de kwaliteit van fitting wordt

afgewogen tegen het aantal parameters dat nodig is om een model te schatten.

Dit is echter alleen mogelijk als zulke statistische modellen een adequate beschri-

jving zijn van de data, wat twijfelachtig is in het geval van resting-state fMRI data.

Wij hebben in hoofdstuk 6 gekozen voor een benadering waarin we het functionele

connectiviteitspatroon van ieder cluster beschouwen. Wij hebben namelijk opge-

merkt dat, naarmate het aantal clusters toeneemt neemt, de functionele connec-

tiviteit tussen nabije clusters ook toeneemt. Dit leidt uiteindelijk tot de situatie

dat de activiteit van nabije clusters vrijwel identiek wordt en dat de functionele

connectiviteit van ieder cluster weinig extra informatie bevat ten opzichte van

de functionele connectiviteitspatronen van omliggende gebieden. Dit kan worden

geformaliseerd met partiële correlaties. De partiële correlatie tussen twee variabe-

len is de correlatie tussen deze twee variabelen wanneer rekening gehouden wordt

met de invloed van alle andere variabelen. In het geval van resting-state fMRI
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data komt dit overeen tussen de functionele connectiviteit tussen twee gebieden

wanneer rekening gehouden wordt met de functionele connectiviteit van alle an-

dere gebieden met deze twee gebieden. Wij hebben dit principe toegepast op

beide gebieden (SMA-gebied en axiale slice). We vonden binnen het SMA-gebied

vier aparte clusters. Een cluster kwam vermoedelijk overeen met het SMA-proper

cluster van hoofdstuk 5 terwijl de drie andere clusters het pre-SMA cluster van

hoofdstuk 5 opdeelden. Het is wellicht opmerkelijk dat we in dit hoofdstuk tot

een andere conclusie komen over het aantal clusters binnen het SMA-gebied dan

in hoofdstuk 5. In hoofdstuk 5 werd echter gebruik gemaakt van de overeenkomst

in cluster patronen tussen twee modaliteiten. We zijn nog steeds van mening

dat een overlap in clustering patronen tussen modaliteiten een sterke aanwijz-

ing is voor de validiteit van deze clustering patronen. Een (relatief) gebrek aan

overlap tussen modaliteiten hoeft echter nog niet te betekenen dat de cluster-

ing patronen in beide modaliteiten niet valide zijn. Hiervoor zouden een aantal

factoren, zoals de signaal-ruisverhouding en de specificiteit van connectiviteitspa-

tronen, gelijk moeten zijn tussen de modaliteiten, wat in het algemeen niet het

geval zal zijn. In ons geval berust de onderverdeling van gebieden op de vraag

of ieder voxel binnen het gebied een redelijke afspiegeling is van de connectiviteit

van dat gebied. Vooral in het geval van tractografie kan dit problematisch zijn,

omdat de plaats van een voxel ten opzichte van de grens tussen witte en grijze

stof zijn tractografie-patroon kan bëınvloeden. Voorlopig concluderen we dan ook

dat de opdeling van het SMA-gebied in vier gebieden correct is voor resting-state

fMRI data. Aan de andere kant stellen we ook vast dat de opdeling van het pre-

SMA gebied in drie aparte gebieden maar beperkte extra informatie geeft met

betrekking tot hun functionele connectiviteitspatronen: het gecombineerde func-

tionele connectiviteitspatroon van deze drie gebieden komt sterk overeen met het

connectiviteitspatroon van het gehele pre-SMA gebied. De onderverdeling in twee

gebieden (SMA-proper en pre-SMA) zoals gesuggereerd door de combineerde anal-

yse van resting-state fMRI en diffusie MRI data zou daarom tot een bescheiden

verlies in specificiteit van connectiviteitspatronen leiden, maar zou de algemene

patronen van functionele connectiviteit intact laten.
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Discussie en Conclusie

In dit proefschrift zijn een aantal MRI methoden ontwikkeld en geëvalueerd voor

het bestuderen van de modulariteit en connectiviteit van het menselijk brein.

De manier waarop deze twee principes invloed hebben op de organisatie van het

menselijk brein is essentieel voor het bestuderen van de relatie tussen hersenen en

gedrag. We hebben bestudeerd hoe tractografie-resultaten de studie van netwerk-

modellen van hersenactiviteit kan versterken. Er zijn maar enkele andere studies

die tractografie integreren met studies van effectieve connectiviteit. Met name het

gebrek aan validatie van tractografie weerhoudt veel onderzoekers van het verder

integreren van beide modaliteiten. Zulke validatie wordt bemoeilijkt door het feit

dat een gouden standaard voor anatomische connectiviteit alleen maar in niet-

humane primaten (met name voor de makaak) beschikbaar is. Een diffusie MRI

experiment voor een makaak is echter moeilijk te vergelijken met een experiment

met een menselijke proefpersoon, vooral op het gebied van resolutie en signaal-

ruisverhouding. Een ander en gerelateerd probleem voor tractografie is dat de

waarschijnlijkheid van fout-positieve en fout-negatieve bevindingen onbekend is.

Zou deze informatie wel beschikbaar zijn, dan zou deze kunnen worden verwerkt

in a priori kansverdelingen voor effectieve connectiviteitsstudies.

Verder hebben we een statistische methode ontwikkeld om meerdere vezelbanen

per voxel te kunnen detecteren en hebben we deze getest met behulp van sim-

ulaties en diffusie MRI data. Er zijn ondertussen een aantal andere technieken

ontwikkeld die convergeren op een vergelijkbare performance met betrekking tot

de hoek waarin de vezelbanen elkaar kruisen die nog steeds te onderscheiden is.

Het is daarom te verwachten dat het meeste toekomstige werk zich zal richten

op het ontwikkelen van tractografie algoritmes die deze locale informatie op een

correcte manier integreren.

De laatste twee experimentele hoofdstukken hebben methoden ontwikkeld om de

modulariteit van het brein te bestuderen aan de hand van resting-state fMRI

data. Net zoals in het geval van tractografie is validatie hier van wezenlijk be-

lang. Dit zou op verschillende manieren kunnen gebeuren. Allereerst bestaat

er de verwachting dat functionele grenzen gerelateerd zouden moeten zijn aan
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anatomische grenzen. De gouden standaard op het gebied van anatomische parcel-

latie wordt gevormd door cytoarchitectonische studies, waarin anatomische gren-

zen worden bepaald aan de hand van verschillen in de locale dichtheid van neu-

ronen. Idealiter zou de vergelijking tussen cytoarchitectuur en resting-state fMRI

plaatsvinden binnen dezelfde proefpersoon, maar omdat cytoarchitectuur alleen

maar post mortem kan worden bestudeerd is dit problematisch. Een andere en

meer haalbare vorm van validatie is de vergelijking van parcellaties van resting-

state fMRI met taakgerelateerde activiteitspatronen. Hierbij moet het gebied dat

geclusterd moet worden zorgvuldig worden gecombineerd met een taak die de ver-

schillen in functionele activatie van elk subgebied benadrukt. De laatste vorm van

validatie is de combinatie met parcellaties gebaseerd op diffusie MRI data, zoals

toegepast in hoofdstuk 5. Dit is echter alleen maar een correcte vorm van validatie

als beide modaliteiten een zelfde niveau van specificiteit hebben ten aanzien van

het onderliggende parcellatie niveau. Het zou echter toch interessant zijn om de

parcellatie van beide modaliteiten op een groter gebied (een compleet functioneel

netwerk of een hersenhelft) toe te passen, met name om te zien of de overlap tussen

de parcellaties van beide modaliteiten een duidelijk optimum heeft wanneer het

aantal clusters wordt gevarieerd.

We hebben in dit proefschrift een aantal methoden gedemonstreerd om op basis van

MRI data de onderverdeling en connectiviteit van het menselijk brein te bestud-

eren. Er zijn echter nog genoeg vragen om te bestuderen in toekomstig onderzoek.

Een betrouwbare onderverdeling van het brein die de variabiliteit tussen proef-

personen goed karakteriseert zou een krachtig instrument zijn om bijvoorbeeld de

genetische basis van deze structuur te bestuderen, zowel in gezonde proefpersonen

als in neurologische en psychiatrische ziekten. Hetzelfde geldt voor manier om de

connectiviteit van het brein vast te stellen. Dit is voor ons een sterke motivatie

om het onderzoek naar betere methoden om de modulariteit en de connectiviteit

te bestuderen voort te zetten.
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Schmidt, A., Eriksen, N., Pakkenberg, B., Paulson, O., et al. (2007). Validation

of in vitro probabilistic tractography. NeuroImage, 37(4):1267–1277.

[60] Efron, B. and Tibshirani, R. (1997). An introduction to the bootstrap. Chap-

man & Hall.
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