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geboren op 3 augustus 1973 te Zagreb, Kroatië
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Chapter 1

Introduction and Outline

1.1 Introduction

This thesis presents computer-aided diagnosis systems for automatic detection and quan-
tification of calcifications in the arteries in computed tomography (CT) scans. Sec-
tion 1.1.1 provides some background information on atherosclerotic disease and the
anatomy of the arteries in which the detection was performed is briefly described. Sec-
tion 1.1.2 gives some basics about computed tomography and CT calcium scoring. Finally,
section 1.1.3 describes computer-aided diagnosis systems and introduces image processing
terms such as registration, segmentation and classification, which are used throughout
the rest of the thesis.

1.1.1 Atherosclerosis

Atherosclerosis comes from the Greek words athero meaning gruel or paste, and sclerosis
meaning hardness. The term refers to the process of fatty substances, cholesterol, cellular
waste products, calcium and fibrin (a clotting material in the blood) building up in the
inner lining of an artery. The buildup that results is called plaque [1]. Affected arteries
lose elasticity and narrow. At first the plaque contains mostly fatty substances, but over
time also calcium deposits. Once plaques are calcified they are called calcifications. The
plaque can partially or fully block the blood flow through the artery, and may rupture.
Rupture causes blood clotting in an artery, which may obstruct oxygen supply to various
organs. When delivery of oxygenated blood to the heart muscle is insufficient, myocardial
infarction occurs. If the oxygen supply to the brain is insufficient, stroke will occur. Both
can result in death.

Atherosclerosis can start in childhood and in some individuals progresses rapidly even in
their 30s, but mostly the older part of the population is affected [2, 3]. It is not known how
atherosclerosis begins and what causes it, but some risk factors have been identified such

1



2 Chapter 1. Introduction and Outline

as smoking, stress, diabetes, obesity, hypertension and high levels of cholesterol [4, 5, 6].
The disease can progress for years without giving symptoms. Often, myocardial infarction
is the first sign of coronary artery atherosclerotic disease. Nowadays, atherosclerosis is a
leading cause of death and disability in the western population, and it is also rising in
developing countries [7]. The consequences for society are enormous. Therefore, identify-
ing individuals at risk is of great importance. Conventional screening tests such as blood
pressure, or cholesterol levels are only moderately sensitive in identifying those individu-
als [8]. On the other hand, clinical studies have shown that a high coronary calcium score
is a strong and independent predictor of cardiac events in both symptomatic and asymp-
tomatic patients [3, 9]. Moreover, plaques detected in arteries other than coronaries have
been related to risks of various diseases. For example, atherosclerosis of the carotids has
been identified as the major cause for stroke [10]. Plaques detected in the aorta, and in
particular in the aortic arch have also been associated with the risk of stroke [11, 12, 13].
Furthermore, calcifications in the aorta were shown to be a predictor of cardiovascular
disease [2, 5, 14]. The prognostic value for predicting cardiovascular events of calcifica-
tions in aortic valve and mitral annulus have been investigated [15]. Calcifications are
also related to some other diseases. For example, those in the aorta were investigated as
an independent indicator of low bone mineral density [16] and metacarpal bone loss [17].
Moreover, they have have been shown to be a predictor of white matter lesions [18].

Coronary calcifications can be visualized with numerous imaging modalities, such as
radiography, intravascular ultrasound, magnetic resonance imaging, and computed to-
mography [6, 10, 12, 19, 20]. CT has the highest sensitivity to detect and quantify calcifi-
cations non-invasively. CT calcium scoring has been developed for this purpose, and has
been shown to be more sensitive in identifying patients at risk than conventional methods
[21]. Subjects with a high calcium score can be advised to change their life-style, and
may be treated with lipid-lowering medication.

The aorta and the coronary arteries

Most clinical studies investigating the risk of atherosclerotic disease have focused on
plaque detection in the coronary arteries, and to a lesser extent in the aorta. In this thesis
automatic detection of plaques in both aorta and the coronary arteries is investigated.

The aorta is the largest artery in the body. The left ventricle pumps blood from the heart
into the aorta. Oxygenated blood is distributed through the aorta to other arteries and
to the whole body. The aorta is anatomically divided in the ascending aorta, the aortic
arch and the descending aorta. The descending aorta can be divided into the thoracic
aorta - the part of the vessel above the diaphragm, and the abdominal aorta - the part
of the aorta below the diaphragm. The abdominal aorta branches into the iliac arteries.
Figure 1.1 shows a contrast enhanced CT scan in which the aorta is visible.
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Figure 1.1: A volume rendering of a contrast enhanced CT scan of the aorta.

Left: The aorta with surrounding anatomical structures. Ascending aorta (Ao

asc) and pulmonary artery (Pulm Artery) originate from the heart. The aorta

bends in the arch (Ao arch), and the descending part (Ao th - thoracic aorta)

stretches down in the body. Further down, the abdominal aorta (Ao ab) branches

into the iliac arteries (Illiac A). Right: The heart, the aorta and the iliac arteries

with a transverse, coronal and a sagittal slice from the CT scan.

The coronary arteries are the arteries surrounding the heart. They branch off the ascend-
ing aorta just above the aortic valve and bring oxygenated blood to the heart muscle.
The coronary arteries can be subdivided into the left and right coronary artery. The
left coronary artery starts as the left main. The left main branches into the left anterior
descending and left circumflex coronary artery and supplies the left side of the heart with
blood. The right coronary artery runs on the right side of the heart. In most subjects
the posterior descending artery, that supplies the inferior part of the heart with blood,
branches off the right coronary artery. Figure 1.2 shows a contrast enhanced CT of the
heart with visible coronary arteries.

1.1.2 Computed Tomography

In 1964 Allan Cormack developed a method of calculating the radiation absorption dis-
tribution in the body. In 1972 Godfrey Hounsfield, implemented this theory, and he is
nowadays considered to be the inventor of computed tomography [22]. In the same year
the first clinical CT was installed. A conventional CT scanner has an X-ray source that
activates fixed detectors. The movement of the tube is limited: after each rotation around
the patient, scanning has to stop and tube has to rewind. This is the major limitation
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Figure 1.2: A volume rendering of a contrast enhanced CT scan of the heart

in which the coronary arteries are visible. Left: The heart with ascending aorta

(Ao), pulmonary artery (Tr pulm), left main (LM), left anterior descending

(LAD), and left circumflex (LCx) coronary artery. Right: The heart with one

indicated point in the left main artery with transverse, coronal and sagittal

views.

of the conventional scanner. With the invention of spiral scanners in early 1990s, CT
technology advanced. A spiral scanner has a continuously rotating x-ray tube. A patient
is not scanned section by section, but is instead moved continuously through the scanner.
This means that scanning time has become shorter, and therefore image quality has been
improved. A multidetector CT (MDCT) scanner was introduced in 1998. These scanners
can acquire more than one slice simultaneously. The usage of multiple row detectors en-
abled true volumetric imaging. The scanning time could be further reduced, resolution in
the z-direction was improved, and longer scan ranges became possible. CT is considered
to be the most important innovation in diagnostic radiology since the invention of X-ray
[22, 23].

During CT scanning, a patient is placed in between a source of irradiation on one side,
and a set of detectors on the other. The source circles around the subject, and detectors
measure the attenuation of the radiation passing through the body. From the detected
attenuation at measured angles, a slice image of the body can be reconstructed. Values
measured on the detectors can be converted to physical properties of the tissue, and are
expressed in Hounsfield units (HU). The scale of the HU is defined by the radiodensity
value of water fixed to 0 HU, and air fixed to -1000 HU. The values of some common
tissue types on the HU scale are illustrated in Figure 1.3.
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Figure 1.3: Hounsfield units scale. The scale is defined by the value of air at

-1000 HU and the value of water at 0 HU.

CT of the heart

For detection and quantification of atherosclerotic plaques in the heart, scanning speed is
very important. To capture the image of the heart, imaging needs to be performed within
a breath hold. A fast CT scanning technique invented for cardiac imaging is Electron
beam CT (EBCT), also referred to as Ultrafast CT. It produces serial, contiguous thin-
section scans in very short acquisition time, which results in few motion artifacts [22, 24].
It was the generally accepted technique used for detection of calcifications in coronary
arteries before the invention of MDCT. With MDCT, it is nowadays also possible to
image the heart in a very short amount of time, and it was quickly accepted for calcium
scoring.

To eliminate cardiac motion during scanning, ECG synchronization is performed. This
can be done either by acquiring images at the time of the heart cycle when the least
motion is present, or acquiring images continuously together with ECG recording. The
former approach is called prospective ECG-triggering, and the latter retrospective ECG-
gating. In ECG-triggering acquisition of multiple sections is made sequentially at the
moment indicated by the ECG signal. This moment depends on the algorithms between
vendors, but is often at end-systole or mid-diastole. The advantage of CT scanning with
ECG-triggering is that the dose delivered to the patient is much lower than the dose
delivered by ECG-gating. The disadvantage is that the time interval in which the images
need to be obtained is predicted. Therefore, fast or irregular heart beating may result in
image data corrupted by motion artifacts. When ECG-gating is performed, images from
the desired heart cycle can retrospectively be reconstructed [23]. The advantage of gating
is that all phases of the heart cycle can be reconstructed, but higher dose is delivered to a
patient. For CT calcium scoring both ECG synchronizations can be used, but triggering
is usually sufficient and therefore mostly used. Both EBCT and MDCT can be performed
using this technique. The scanning time with 16-slice MDCT is between 8-15 heart beats
(around 12 s), and the total examination time is about 5 to 10 minutes. Radiation does
delivered to a patient by prospective ECG-triggering is about 1 mSv.
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Calcium scoring

Arterial calcifications are dense structures, thus visible on CT scans as bright lesions.
Most often in calcium scoring, they are defined as areas with a density above 130 HU.
Therefore, they can be extracted by thresholding at that intensity level. Several studies
have investigated the effect of using different threshold levels such as 90 HU to increase
the reproducibility of the score, but a 130 HU threshold remains the most often used. Ex-
tracted calcified plaques can be quantified. The detected amount of calcification present
in the arteries is expressed in terms of a calcium score. The Agatston score was the first
proposed quantification method [25]. It was originally designed for calcification quantifi-
cation on EBCTs, with 3 mm slice thickness and no inter-slice gaps. It is based on the
plaque size and its attenuation. To calculate the score of a plaque in each transverse slice
a maximum intensity value Imax within the lesion is found. This value determines the
weight factor w = 1:

if 130HU ≤ Imax < 200 HU, then w = 1
if 200HU ≤ Imax < 300 HU, then w = 2
if 300HU ≤ Imax < 400 HU, then w = 3
if 400HU ≤ Imax, then w = 4.

Thus, the higher the attenuation, the higher the factor. The score of the plaque is calcu-
lated by summing scores in all slices of that plaque:

ASplaque =
n∑

i=1

Ai ∗ wi, (1.1)

where Ai is an area of the plaque in the slice i, and n is number of slices in which that
plaque is present. Total Agatston score is obtained by summing all scores of the identified
calcifications. The Agatston score is still the most widely used calcium scoring method.

Later, Volume and Mass scores were proposed [26] to increase the reproducibility of the
measurements. The former measures the volume of the calcified plaques in the image,
and the latter uses volume and density of the plaque to compute its mass.

Nowadays, in clinical practice calcium scoring is performed manually. Clinical worksta-
tions present an observer with all potential calcifications, namely, connected sets of voxels
above the given threshold value, and observer has to manually select true calcifications.
Once the loci of calcifications are known, all three calcium scores can be computed, and if
the user indicated in which vessel each calcification is located, the score can be given per
vessel. The manual identification of calcifications is a time consuming task and is there-
fore not performed in all scans in which calcifications are visualized and could be scored.
Automated computerized methods could facilitate calcium scoring and the subsequent
risk assessment in those scans.
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Total calcium score is related to the risk of future coronary artery disease. Zero score
means that no calcifications were detected. It does mean that the risk of cardiac disease
is very low, but it does not exclude the presence of atherosclerotic disease [27]. A non-
zero calcium score means that subclinical atherosclerotic disease is present. The higher
the score, the higher the risk for a coronary event. Most often, the scores are higher in
the older population, equally in men and women, with the difference that in women this
occurs about ten years later than in men. Thus, the scores are used for risk estimation, but
also for monitoring plaque changes over time under cholesterol lowering drug treatment
[28, 29, 30].

1.1.3 Computer-aided diagnosis (CAD)

With the increasing number and volume of medical images that need to be interpreted
on one side, and more powerful computers on the other, application of computers for
interpretation of medical images has become an important area of research. Computer
systems can provide a radiologist with a second opinion, enabling either faster or more
accurate and reproducible interpretation decision. Screening programs including high-
risk individuals for a certain disease are a potentially ideal area of application for CAD
systems. Screening involves reading large amount of predominantly normal images. Hu-
man observers may overlook abnormalities, and various circumstances such as noise in
the images may cause interpretation errors. CAD systems for breast cancer screening are
already widely used around the world. Detection and quantification of atherosclerotic
plaques as presented in this thesis is another potential application area for CAD. The
methods described in this thesis use registration, segmentation and classification. In the
following sections each will be briefly introduced.

Registration

Registration or matching is the spatial alignment of two images based on their intensities.
In this process one of the two images is transformed until it appears to be similar to
the other image. If the transformation is achieved by translation and rotation only, the
registration is rigid. If also scaling or shearing is applied, the registration is affine. Finally,
if local image deformation is performed, the registration is called elastic or non-rigid.
The elastic transformation used in this thesis places a grid of control points on the
image which is transformed. Those points are moved to transform the image in such a
way that that it becomes similar to the other image. The movement of the points that
are in between the control points is determined by a B-spline interpolation of the grid
points. Which type of registration should be applied, depends on the application. More
complex transformations require longer processing time and more computer memory.
In this thesis first affine registration is performed to achieve a global alignment of two
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images. Subsequently, elastic registration is used to achieve local alignment. More about
registration methods can be found in [31, 32, 33].

Images that are registered can be from the same patient (e.g. follow-up images or images
from different modalities), or from different patients (e.g. subjects with the same type
of a disease). Registration is usually an iterative procedure. During the deformation
process the similarity between the two images is measured. There are several similarity
measures comparing images based on their gray values. A popular one is (normalized)
mutual information. This measure is often used because it can compare images acquired
by different imaging modalities, e.g. CT and MR, or different types of MR images, but
also those obtained with the same modality [33]. In this thesis mutual information is used
as a similarity measure for the registration of CT images of different patients. Mutual
information measures the amount of information one image contains about the other.
This is computed from a joint histogram of the two images, which relates the intensity
value distribution of one image to that of the other image. When the images are aligned,
the joint histogram will have the least dispersion. A survey about mutual information
and its application in image registration can be found in [34].

Segmentation

Segmentation is a decomposition of an image into meaningful parts. In medical images
segmentation usually means a delineation of anatomical structures. This is important
for e.g. measurements of volume or shape. Image segmentation is a very broad field
and it can be achieved by various methods. The methods used in this thesis will be
briefly introduced. Those are segmentation using registration and segmentation using
classification.

If segmentation of an image is performed using registration, an image in which the seg-
mentation has already been established is needed. The segmentation can for example,
be a binary image in which the voxels that are part of the segmented volume have value
one, and the background is zero. This segmented image together with the original image
is called an atlas. If the atlas image is registered to an image that needs to be segmented,
called the target, the transformation deforming one to the other is determined. If the
segmentation of the atlas is deformed by the obtained transformation, a segmentation of
the target is acquired. This approach is called atlas-based segmentation. The atlas can
be an image of a single subject, or an image representing a population, e.g. averaged
over many subjects. Furthermore, atlas-based segmentation can be achieved by using
multiple atlases. In this case after each atlas image is registered to the target, the multi-
ple segmentations that result from each atlas need to be fused. This fusion can be done
by simple operations like averaging or voting. This approach is called multi-atlas based
segmentation. An overview of atlas-based segmentation methods can be found in [35].
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Alternatively, segmentation can be viewed as a pattern recognition problem. This ap-
proach has been used extensively in this thesis for the detection of arterial calcifications.
The following section is dedicated to statistical pattern recognition. For more details, an
interested reader is referred to textbooks and reviews like [36, 37, 38].

Supervised classification systems

A supervised classification system typically consists of the following stages: the extraction
of possible abnormalities, description of the extracted areas, and the detection of the true
abnormalities among the extracted candidates.

To identify the candidate abnormalities, patterns are extracted. The patterns can for
example be voxels or objects e.g. calcified lesions. The extraction stage usually involves
image processing techniques depending on the task. For extraction of candidates for the
calcified plaques thresholding and component labeling can be used [39].

To be able to decide if the extracted patterns are normal or abnormal, they need to be
described with features. The features describe properties of the patterns, for example,
their shape or size. They are concatenated in a vector, thus each pattern is represented
in a high dimensional space. In this space the decision boundaries between the classes of
patterns are determined.

In the detection phase, the goal is to assign these patterns the correct label denoting their
class. The labels can either be based on binary decision, such as normal or abnormal,
but can also denote a degree of abnormality on a given scale. The classes are assigned
by a classifier, a decision making system that maps each feature vector to a class label.
In this thesis supervised classifiers are used. Those classifiers learn from examples, thus
they need to be provided a set containing objects for which both feature vectors and
class labels are known. Such a set is called a training set. The employed classifier learns
the class boundaries on those examples. This phase where the class boundaries are de-
termined is called training. In the subsequent test or classification phase, unseen data,
that is, patterns for which the class labels need to be determined are classified using
the trained classifier. Popular classifiers are linear and quadratic discriminant classifiers,
nearest neighbor classifiers, support vector classifiers, neural networks, etc.

Some important issues in the design of such a system are the number and choice of
features, and the choice of a classifier. Observing the data might give some answers on
what the good features for the given task are. If those features would be known, separating
the classes would be a simple task. In practice, often only some ideas and intuitions about
what are good features are available. One can attempt to compute a large set of possibly
meaningful features and let the system choose a subset that gives the best performance
on the training data. Although exhaustive search may seem to be the best choice, it
is often not applicable due to the time the selection would require. The most popular
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feature selection procedures are sequential forward and backward selection algorithms.
In sequential forward selection, features are added in a step wise fashion. Initially, no
features are selected. In each selection step a feature which in combination with already
selected features gives the best performance is selected. Sequential backward selection
works similarly. The difference is that the initial set of features contains all features and
in each step a feature is removed. Also, floating selections are frequently used. Floating
forward selection starts with an empty set of selected features and in each selection step,
m features are added or n features removed. Likewise, floating backward selection of
features starts with a complete set of features and then removes m or adds n features to
achieve the best performance of the system [40, 38].

Performance of the classification system is usually given by the accuracy, sensitivity and
specificity of the system. Before these terms can be explained, the following need to be
introduced: true positives (TP) are positive patterns correctly classified by the system;
false negatives (FN) are misclassified positive patterns; true negatives (TN) are correctly
classified negative patterns, and finally false positives (FP) are incorrectly classified neg-
ative patterns.

Accuracy is the fraction of all correctly classified patterns:

accuracy =
TP + TN

TP + FN + TN + FP
. (1.2)

Thus agreement between the reference standard and a CAD system is ideal when accuracy
is equal to 1. There is no agreement if accuracy is equal to 0. Accuracy gives only the
overall performance, but no information on how well positive or negative samples are
classified. Therefore, sensitivity and specificity were introduced. Sensitivity is the fraction
of correctly classified positive patterns, and is given by

sensitivity =
TP

TP + FN
, (1.3)

and specificity is the fraction of correctly classified negative patterns:

specificity =
TN

TN + FP
. (1.4)

The closer sensitivity and specificity are to 1, the better performance of the system.

The results can also be presented by a confusion matrix (see Table 1.1). The confusion
matrix is a matrix showing both reference class and class assigned to the pattern by
the CAD system. Thus, diagonal elements contain the numbers of correctly classified
patterns. The patterns where there is a disagreement between the truth and the system
end up in the remaining matrix elements.
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Table 1.1: Confusion matrix when patterns consist of two classes.

results of the system

reference negative positive

negative TN FP

positive FN TP

In case of a multi-class classification problem the agreement between a CAD system and
the reference standard can also be presented with a confusion matrix. In this matrix the
number of rows and columns is equal to the number of classes. Thus again, diagonal
elements contain the numbers of correctly classified patterns, and the remaining matrix
elements contain patterns for which a disagreement between the reference and the CAD
system is present.

Automatic calcium scoring

To illustrate the problem of automatic calcium scoring, Figure 1.4 shows a slice from a
CT scan of the abdomen and a slice from a CT scan of the heart, and also both slices
after thresholding. If voxels above the standard threshold level of 130 HU are shown,
calcifications are extracted. However, there are other high density voxels that remain in
the thresholded scan, as is evident from the Figure 1.4. All connected groups of voxels
will be referred to as candidate objects in this thesis. They are true calcifications, but
also bones and noise, and in the case of the image of the abdomen, contrast material as
well.

There are two approaches that can be used in this calcification detection task. The
first one is to consider all extracted objects and among them detect calcified lesions.
Candidates can be described by features that could make a distinction between calci-
fications and other candidates. Based on the computed features, candidate objects can
be classified. This approach formulates the calcification detection problem as a pattern
recognition task. The advantage of this approach is that it can be applied in principle to
any vessel in the body. In a second approach, the artery of interest can be segmented. By
thresholding within the segmented vessel, only calcified lesions might remain. However,
coronary arteries are barely visible in a non-contrast enhanced scans which are used for
calcium scoring, so segmentation of such vessels is a very difficult task. This is also the
case for many other arteries in non-contrast enhanced scans. In addition, a vessel seg-
mentation algorithm would probably depend on the data used and the vessel of interest.
In this case, if a segmentation would fail or be erroneous, calcification detection would
not be possible. In reality, vessels also contain noise artifacts, thus it can be expected
that thresholding the segmented artery might not be sufficient. This problem could be
solved with various postprocessing approaches.
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Figure 1.4: Top-Left: A slice from a CT scan of the abdomen with contrast.

Calcifications in the iliac arteries are visible. Top-Right: The same slice after

thresholding for calcification detection. Bottom-Left: A slice from a CT scan

of the thorax. Calcifications are present in the descending aorta and the right

coronary artery. Bottom-Right: The same slice after thresholding for coronary

calcium scoring. Note that in both cases after thresholding numerous candidate

objects are extracted besides calcified lesions.

In this thesis both approaches are used and in the last chapter combined.
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1.2 Outline of the thesis

Chapter 2 describes a method for automated calcification detection in the aorta and
the iliac arteries in CT scans of the abdomen. Calcifications are detected using a pat-
tern recognition system. High density objects are extracted, and they are described by
features. Based on the features, true calcifications are detected.

Chapter 3 describes an automatic coronary calcium scoring system applied to CT scans
of the heart. First, the heart and aorta are segmented. In the delineated volume all
candidates are extracted and described by features. Coronary calcifications are detected
using a pattern recognition approach. From the detected calcified plaques, subjects are
assigned a risk category for coronary artery disease.

Chapter 4 presents an automatic atlas-based segmentation algorithm. The segmentation
is performed by registration and label propagation of multiple atlas images to each target
scan. The method evaluates the success of each registration locally, and on that basis a
weighted decision fusion is made. The method was applied to segmentation of the heart
and the aorta in CT scans of the thorax.

Chapter 5 presents an automatic method for calcium scoring in the aorta in CT scans
of the thorax. Unlike the approach in Chapter 2 segmentation of the aorta is performed
using the method from Chapter 4. However, it is shown that segmentation followed
by thresholding is not sufficient for reliable calcification detection. Therefore, a pattern
recognition system is applied to the objects extracted in the vicinity of the segmented
vessel.

The final chapter gives a summary of the thesis and a general discussion.





Chapter 2

Automatic detection of calcifications in the aorta

from computed tomography scans of the abdomen

I. Išgum, B. van Ginneken and M. Olree, ”Automatic detection of calcifications in the
aorta from CT scans of the abdomen,”Academic Radiology, vol. 11, no. 3, pp. 247–257,
2004.

Abstract

Rationale and objectives. Automated detection and quantification of arterial calcifications

can facilitate epidemiological research and, eventually, the use of full body calcium scoring in

clinical practice. An automatic computerized method to detect calcifications in CT scans is

presented.

Materials and methods. Forty abdominal CT scans have been randomly selected from clinical

practice. They all contained contrast material and belonged to one of four categories: containing

“no”, “small”, “moderate” or “large” amounts of arterial calcification. There were ten scans

in each category. The experiments were restricted to the vertical range from the point where

the superior mesenteric artery is branching off the descending aorta until the first bifurcation

of the iliac arteries. The automatic method starts by extracting all connected objects above

220 Hounsfield units from the scan. These objects include all calcifications, as well as bony

structures and contrast material. To distinguish calcifications from non-calcifications, a number

of features are calculated for each object. These features are based on the object’s size, location,

shape characteristics and surrounding structures. Subsequently a classification of each object

is performed in two stages. First the probability that an object represents a calcification is

computed assuming a multivariate Gaussian distribution for the calcifications. Objects with

low probability are discarded. The remaining objects are then classified into calcifications and

non-calcifications, using a 5-nearest neighbor classifier and sequential forward feature selection.

15
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Based on the total volume of calcification determined by the system, the scan is assigned to one

of the four categories mentioned above.

Results. The 40 scans contained a total of 249 calcifications as determined by a human observer.

The method detected 209 calcifications (sensitivity 83.9%) at the expense of on average 1.0 false

positive object per scan. The correct category label was assigned to 30 scans and only 2 scans

were off by more than one category. Most incorrect classifications can be attributed to the

presence of contrast material in the scans.

Conclusion. It is possible to identify the majority of arterial calcifications in abdominal CT

scans in a completely automatic fashion with few false positive objects, even if the scans contain

contrast material.

Key words. calcifications; computer-aided diagnosis; abdominal CT;
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2.1 Rationale and Objectives

Recent studies have shown that the presence and extent of vascular calcifications is
associated with a higher risk for a variety of diseases. Vliegenthart and co-workers [41]
observed a strong and graded association between the amount of coronary calcification
and the presence of myocardial infarction in an elderly population. Kondos and co-
workers [42] determined an association between coronary artery calcium and cardiac
events in an initially asymptomatic middle-aged population. Pohle and co-workers [43]
showed that nearly all young patients with myocardial infarction have calcifications in
their coronary arteries. In healthy controls, calcifications are significantly less common.
De Leeuw and co-workers [18] showed a relation between aortic atherosclerosis and white
matter lesions in the brain, which are associated with cognitive impairment and dementia.
Aortic atherosclerosis was considered present when radiographs showed calcified deposits
in the abdominal aorta. Using the same measurement technique, Witteman and co-
workers [44] found that a decline in diastolic blood pressure, which is related to mortality
from coronary heart disease, is associated with the presence of calcifications in the aorta.

For further study of the relation between calcifications and risk for disease, it is necessary
to conduct large-scale epidemiological studies. Computerized methods that detect cal-
cifications automatically would facilitate such research. Another reason to develop such
methods is the advent of new generations of multi-detector row CT scanners that can
make fast acquisitions of the complete body. From these scans a total body calcium score
can be determined. This requires processing datasets of over 1500 slices, which makes
computer assistance mandatory. In this work a method is presented for automatic detec-
tion of calcifications. It is applied to abdominal CT and CTA scans in which calcifications
in the aorta and iliac arteries are detected.

In clinical practice, the presence of calcifications can be assessed visually or, more com-
monly, a region of interest is selected and all clusters in the region above a certain
threshold are determined. Usually the threshold value is 130 Hounsfield units (HU).
Typically, small clusters above the threshold are ignored, because they are considered to
represent noise instead of true loci of calcium. From these clusters the Agatson score [25]
or other measures, such as calcium mass, which may be more reproducible [45], can be
determined.

The most difficult part of automating this procedure is determining the region of inter-
est. For example, a fully automatic segmentation of the aorta and iliac arteries in CT
scans with variable slice thickness and in which contrast may be present or absent is a
very difficult task. Published vessel segmentation methods are usually interactive or put
constraints on the type of scans to which they can be applied. Therefore we adopted
a different approach, circumventing the segmentation problem. Our method starts with
thresholding the complete scan. In this way many objects are obtained. They include all
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calcifications, but these are a small minority among objects representing bony structures
or contrast material. A set of features is computed for each object and these features
are used to determine which objects are calcifications. The purpose of this study is to
show that with this approach it is possible to correctly identify a large majority of calci-
fications in CT scans with and without contrast material. We also investigate if we can
automatically categorize the complete scan based on its total amount of calcification.

2.2 Materials and Methods

2.2.1 Data

For this research, data from an ongoing clinical study of the University Medical Center
Utrecht, the Netherlands, was used. In that study the presence of calcifications in the
abdominal aorta is linked to risk factors for atherosclerotic disease. The patients included
were randomly selected from clinical practice. They were examined for various indica-
tions, not related to vascular disease, and scans were acquired with different protocols.
Contrast was administered either intravenously, orally, or both in all examinations. Scans
were acquired with Philips Tomoscan AV scanners (Philips, Best, the Netherlands). Data
was reconstructed to 512 × 512 matrices. Slice thickness varied from 5 to 7 mm and slices
were reconstructed every 3 to 5 mm. The in-plane resolution varied from 0.58 mm to 0.74
mm, depending on patient size.

In the aforementioned clinical study patients are assigned one of four categories based
on the amount of calcification encountered. The category labels are: “none”, “small”,
“moderate” and “large” and they are defined as follows:

“none” – no visible calcifications
“small”– fewer than 5 locations of calcium, each with a maximum of 5
mm diameter in the axial slice
“moderate”– up to 15 locations of calcifications, each with a maximum of
15 mm diameter in the axial slice
“large”– otherwise

Following the above guidelines and based on the visual inspection, a radiologist (M.O.)
associated a category label with each scan.

For this study, we randomly selected ten scans of each category. Only those slices from
the point where the superior mesenteric artery is branching off the descending aorta until
the first bifurcation of the iliac arteries are taken into account (see Figure 2.1).

2.2.2 Reference standard

A calcification is commonly defined to be a volume of density of more than 130 HU [46].
Because of the administered contrast in the scans, intensity values in the aorta are higher
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Figure 2.1: Maximum intensity projection from an abdominal CT scan displays

calcifications in the aorta and iliac arteries. The arrows indicate the vertical

range from the superior mesenteric artery to the first bifurcation of the iliac

arteries. This range was used in the experiments.

than 130 HU and that value is therefore not a suitable threshold level to extract calcifica-
tions. A higher value of 220 HU was chosen. This threshold level corresponds well with a
visual assessment of the size of a calcification. Only clusters of three and more connected
voxels and less than 2000 connected voxels (using 26-connectivity in 3 dimensions) above
the threshold of 220 HU were taken into consideration. Clusters smaller than three voxels
usually represent noise and the calcifications are objects much smaller than 2000 voxels.
Clusters extracted in this way will either represent calcifications or bony structures such
as ribs, spine or contrast material. Figure 2.2 shows an example of a slice from a dataset
and all extracted clusters.

To determine a reference standard, a medical student marked all clusters that represented
calcifications in each of the 40 scans in the database. The student received training from
a radiologist (M.O.) and in case of doubt, consulted the radiologist.
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Figure 2.2: Left: A slice from CT scan. Right: A 2D view of 3D candidate

objects extracted by thresholding at 220 HU. Objects represent either calcifi-

cations (inside the square on both images), bony structures (a rib and spine in

this slice) or contrast material (in this slice a large amount of contrast material

in the bowels).

2.2.3 Method overview

The method consists of the following three steps:

1. Extracting candidate objects;
2. Calculating features for each candidate object;
3. Classification of candidate objects into calcifications and non-calcifications.

Based on the result of the third step, the scan is categorized as containing ’none’, ’small’,
’moderate’ or ’large’ amounts of calcifications.

The candidate objects are extracted by thresholding at 220 HU, as explained above,
followed by component labeling in 3D using 26-connectivity [47] and discarding objects
smaller than 3 and larger than 2000 voxels in size. The features that are computed for
each object are described in detail in the next section. Once an object is represented by a
feature vector, it can be classified as calcification or non-calcification using any classifier
from statistical pattern recognition [36]. We adopted a two-stage classification strategy
explained in Section 2.2.5.

2.2.4 Object Features

For each candidate object, a total number of 18 features is calculated. They can be
divided into two groups:
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1. features computed directly from the candidate object and
2. contextual features extracted from the object’s surrounding.

Features computed from the candidate objects.

These include spatial, intensity level, size and shape features.

Spatial features describe the location of an object in the scan. Calcifications are located
in the vessels positioned around the center of the body while other candidate objects may
be located anywhere in the scan. Some of them, for example ribs, will always be far from
the body center. Therefore it seems useful to consider the spatial position of the center
of mass of an object as a feature. It is calculated in a local coordinate frame to correct
for varying patient size and position within the field of view. The body is extracted by
thresholding, a box is placed around it and the lower-left corner of the box represents
the position (0, 0, 0) and the upper right corner the position (1,1,1).

Intensity features are the average and maximum HU of the object. These values are
usually higher for calcifications than for other objects.

The object’s volume (given by the number of voxels) is used as a size feature. The volume
of objects can discriminate calcifications from bony structures that are typically much
larger. Another size feature is the area of the object in the slice containing its center of
mass. This slice will be referred to as the central slice in the remainder of this paper.
The volume of a calcification can be similar to the volume of objects containing contrast
material or bony structures, but because of shape differences, the area in the central slice
is often different. Unlike other features extracted directly from the candidate objects,
which are calculated in three dimensions, this is a 2D feature.

Shape features calculated are the maximum and average distance from the object’s center
of mass to the border and its compactness. Features related to shape can discriminate
calcifications from bony structures that generally have a different shape. Compactness is
a feature that measures how spherical an object is. It is calculated as

C =
s3

36πV 2
(2.1)

where s is the object’s surface area (calculated as number of voxels on the boundary of
the object), and V is its volume. For a sphere, C = 1. The more the object deviates from
a sphere, the higher C will be.

Contextual features.

Calcifications are usually located in the vessel wall. In the data used in this study almost
all calcifications are in the abdominal aorta or the iliac arteries. The direction of these
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vessels is mainly perpendicular to the axial plane. It is therefore to be expected that if
one examines the area around a candidate object in the central slice, it will look like
the cross-section of a vessel only when the object is a calcification. For the other objects,
their surroundings will look different. We have developed two algorithms to determine the
cross-section of the vessel in the central slice. In the first approach the cross-section of the
vessel is determined based on the intensity values around the object and the computed
feature is a measure of its circularity. In the other approach a circle is fitted around the
vessel and features are extracted based on the gray values inside the fitted circle. In the
former case it is not guaranteed that a circular structure matching the vessel will be
found, while in the latter one, it is guaranteed that a circle will be fitted, but it might
not contain a circular structure.

The first approach to detect the cross-section of the vessel is based on the assumption
that the intensity values inside the vessel are higher than in its surroundings. The initial
threshold level of 220 HU used to extract candidate object is lowered in small steps. At
a certain level, the calcification will grow to the vessel’s cross-section. At every step the
compactness of the grown object is calculated according to

cp =
perim2

4πA
(2.2)

where perim is the perimeter of the object’s border and A is the cross-sectional area of
the object. For a circle, cp = 1. Less circular objects have higher values for cp. The value
of cp closest to one, for all thresholds considered, is used as a feature. As the cross-section
of the vessel is circular, we expect this cp to be close to 1 for a calcification. On the other
hand, in the case of a non-calcification, a candidate object can grow to any shape and
it is expected that its compactness will be lower. This is illustrated in Figure 2.3. The
algorithm describing the procedure can be found in Appendix 2.A.

The second approach to detect the vessel cross-section is by fitting a circle to the image
gradient. If a candidate object is a calcification, the area inside the vessel cross-section
is brighter than the area surrounding the vessel. The mean intensity value in the circle
will be similar to the HU of blood or higher if the vessel contains contrast material.
Also, there is a little variation in the intensity values inside the vessel compared to its
surroundings. On the other hand, when a candidate object is not a calcification, it is
expected that there will be more variation in the intensity values inside the circle. This
is illustrated in Figure 2.4.

Seven features are computed based on the intensity levels inside the fitted circle, inside
a ring around that circle and inside the object. The width of the ring is equal to half the
radius of the fitted circle. The algorithm describing how the circle is fitted is presented
in Appendix 2.B. Table 2.1 enumerates the complete set of features computed for each
object.
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Figure 2.3: Left: A CT slice. Middle: The same slice thresholded at 220 HU.

The goal is to detect the cross-section of the vessel inside which the calcification

is located. When the threshold value is lowered, candidate objects grow in size.

At some point, the calcification will match the cross-section of the vessel, which

has a circular shape. Most of the other objects will not grow to circular struc-

tures. Right: Image shows a slice thresholded at the value when the calcification

has grown to the most circular shape. It can be seen that the grown structure

on the right hand side matches the cross-section of the vessel shown on the left

hand side. Compactness of the grown object is calculated as a contextual feature

for the given calcification.

2.2.5 Classification

The classification of objects is performed in two stages.

In the first stage the goal is to reduce the number of candidate objects while retaining
most of the calcifications in the data set. From the feature vectors of the calcifications in
the training set, the mean c̄ and covariance matrix Sc is computed. Now for each object
ci the Mahalonobis distance [36] can be computed:

f(ci) = (ci − c̄)S−1
c (ci − c̄) (2.3)

The Mahalonobis distance is inversely proportional to the probability that the object is
a calcification, assuming that the calcification feature vectors follow a Gaussian distri-
bution. A threshold on the Mahalonobis distance was determined such that 99% of the
calcifications from the training set would be retained. This was used to discard objects
from training and test set: only when the Mahalonobis distance for an object is below
the threshold, the object is retained.

In the second stage the goal was to classify the remaining objects as calcifications or
non-calcifications. A 5-Nearest Neighbor classifier [36] was used. In the training set for
every feature a scaling was computed which normalized the feature to zero mean and
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Figure 2.4: Seven features are calculated after a circle has been fitted around

the candidate object. In the case of a calcification, we want to find the cross-

section of the vessel inside which the calcification is located. An example is shown

in image on the left hand side. The calcification is located in the upper left area

of the circle, which encloses the cross-section of the vessel. The cross-section of

the vessel has little variation in the intensity values and it is brighter than the

area around it. When a circle is fitted around a non-calcification, for example

around a rib illustrated in image on the right hand side, there is more variation

in intensity values inside the circle.

unit variance. Subsequently, sequential forward selection (SFS) [40] was performed. This
means that features are added in a step-wise fashion in order to give the best result on
the training set. The samples in the test set were scaled with the same scaling factors as
determined for the training set. Using the features selected for the training set and using
the classifier trained on that set, objects in the test scan are classified.

2.3 Results

The 40 scans contained 1756 slices in the vertical range of interest. The region of interest
contained between 163 and 2583 candidate objects. In total 12838 candidate objects were
detected, of which 249 were identified as calcifications by the human observer who set
the reference standard. The non-calcifications were bony structures, such as ribs or spine,
and contrast material in bowels and vessels.

In both classification stages, leave-one-out experiments were performed, meaning that
each scan was used as a test set while the remaining scans were used for training.
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Table 2.1: Complete set of features. Features 1-10 are computed from the ob-

ject. Features 11-18 are contextual features.

Feature Description

1 x-coordinate of the object’s center of mass

2 y-coordinate of the object’s center of mass

3 z-coordinate of the object’s center of mass

4 Average intensity inside the object

5 Maximum intensity inside the object

6 Average distance from the object’s border to its center of mass

7 Maximum distance from the object’s border to its center of mass

8 Volume

9 Compactness

10 Area in the central slice

11 Average intensity inside the detected circle

12 Standard deviation of the intensity inside the detected circle

13 Average intensity inside the ring around the detected circle

14 Standard deviation of the intensity inside the ring of the detected circle

15 Difference of features 11 and 13

16 Difference of features 12 and 14

17 Difference of intensities inside the detected circle and inside the object

18 Compactness of the grown candidate object

After the first stage of classification where objects were eliminated, the number of objects
to be classified ranged from 62 to 1381 per scan, totaling 11510 objects, among which the
total number of calcifications was 242. Thus, seven calcifications (2.8%) were discarded
and also 1328 non-calcification objects (10.3%).

The average results and standard deviations of the second classification stage per scan
were: accuracy 99.2 ± 1.2 %, sensitivity 85.6 ± 22.8% and specificity 99.5 ± 0.9%. The
average sensitivity is computed by excluding scans without calcifications because there
sensitivity is not defined.

In the second stage of classification, on average 10 features were selected. The most often
selected features were features 4, 1, 2, 13, 14, 15, 17, 10 (in that order) listed in Table 2.1.

In total 249 calcifications were manually segmented and after both classification stages
209 were detected (true positives), but also 40 non-calcifications were marked as calcifi-
cations (false positives). The results per scan category are given in Table 2.2. The overall
result of the system is a sensitivity of 83.9% (=209/249) at the expense of on average
1.0 false positive object per scan.

The 40 false positives (FPs) were mostly contrast material in bowels and objects inside
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Table 2.2: Overall classification results, and results per scan category. The

numbers refer to the number of objects. The values in parenthesis represent the

average volume in voxels. Results are given in terms of true positive (TP), false

positive (FP) and false negative (FN) objects.

Number of scans TP FP FN

Large amounts of calcification 10 133 (119.7) 5 (6.6) 24 (247.2)

Moderate amounts of calcification 10 58 (78.2) 11 (97.4) 12 (29.5)

Small amounts of calcification 10 18 (47.3) 11 (62.9) 4 (105)

No calcifications 10 0 (-) 13 (27.8) 0 (-)

All 40 209 (101.9) 40 (54.0) 40 (158.2)

Table 2.3: Breakdown of false positive objects into contrast material, bony

structures and calcifications in other arteries. Values in parenthesis are the av-

erage volume in voxels.

False positive objects

Contrast material 27 (72.6)

Bony structures 10 (4.7)

Other calcifications 3 (50.3)

the spine and in a few cases calcifications in renal arteries and contrast in kidneys.
Table 2.3 gives the breakdown of false positive objects.

The 40 false negatives (FNs) can be divided in two groups: big calcifications of an un-
usual shape, often around a bifurcation of the aorta (25%), and small calcifications with
intensity values similar to the intensity values in the aorta (75%).

Figure 2.5 shows 2D views of typical examples of FPs and FNs.

Further, we wanted to investigate if the method can be used to assign the category label
“none”, “small”, “moderate” and “large” amounts of calcifications to a scan, as was done
in the clinical study from which the data originated. To determine the thresholds on the
number of voxels for each category, we related the number of voxels in the reference
standard to the category assigned by the study. Using these threshold values we labeled
scans according to the amount of calcification detected by the computer method. Out of
40 scans, 30 scans were correctly labeled, and only 2 cases were more than one category
off. The results are given in Table 2.4. The percentage of agreement between the method
and the reference standard is 0.75 and the weighted kappa statistics [48] is 0.76. In order
to compare the performance of the computer method with the performance of a human
observer, one of the authors (I.I.) manually marked all calcifications in 20 out of 40 scans.
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Figure 2.5: A 2D view of typical examples of incorrectly classified objects. Left:

Image shows a false positive object representing contrast material in bowels.

Although it is obvious to a human observer that this cannot be a calcification,

its size, location and shape are similar to calcifications in the training set. Right:

Image shows a 2D view of a large calcification of an unusual shape, just below

the bifurcation. Such large interconnected calcified clusters are relatively rare in

the training data and therefore these objects are likely to be misclassified.

Table 2.4: Category labels assigned to scans based on the total volume of

calcifications. Rows indicate category labels assigned in the reference standard

(ref.) and columns show labels assigned by the method.

Classified Classified as Classified Classified

as Large Moderate as Small as None

Large (ref.) 9 1 0 0

Moderate(ref.) 3 7 0 0

Small (ref.) 1 1 7 1

None (ref.) 0 1 2 7

The observer correctly marked all but 1 of the calcifications and only marked 2 objects
incorrectly. Clearly a human observer performs significantly better than the computer
method.

To evaluate whether contextual features, two-stage classification and feature selection
are essential for good performance of the method, additional experiments without these
components were performed. Results are listed in Table 2.5 and the following questions
were answered:

Does the use of contextual features improve the system? — Yes. From the first two rows
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Table 2.5: Additional experiments were performed with systems without con-

textual features, the first classification stage, or feature selection. Values in

parenthesis are the average volume in voxels.

False False

negatives positives

No SFS; features 1-10; only 2nd

classification stage; 63 (91.4) 63 (152.5)

No SFS; all features; only 2nd

classification stage; 41 (112.2) 49 (143.3)

No SFS; all features; 1st + 2nd

classification stages; 40 (130.3) 48 (47.1)

SFS; all features; 1st + 2nd

classification stages; 40 (152.8) 40 (53.9)

in Table 2.5 it can be seen that adding contextual features results in better performance
in terms of FNs and FPs as well as in volume of misclassified objects.

Does two-stage classification improve the system? — Somewhat. The second and third
row in Table 2.5 show similar results in terms of FNs and FPs, but the FP volume
decreased by a factor of three. However, it seems likely that other classification strategies
might yield similar performance. It is important to realize that for assigning category
labels to a scan we used the detected volume, and users of the system may also be
primarily interested in volume measurements, while the system works on an per object
basis.

Does feature selection improve the system? — Somewhat. Comparing the last two rows
in Table 2.5, it can be seen that feature selection decreased the number of FPs by 16%.
Simply using all features also yields good results though, and it was not possible to
identify only a very small set of features that yielded similar performance. Again, other
classification techniques – which do not employ sequential forward feature selection –
might lead to similar performance.

2.4 Discussion

The presented method has a high sensitivity and low false positive rate, but the perfor-
mance of a second observer shows that the task is not extremely difficult and there is
undoubtedly room for improvement for the computerized method. From the analysis of
false positives and false negative objects it is clear that a near perfect result would be
obtained if no contrast material were mistaken for calcifications and when the relatively
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rare big calcifications of an unusual shape were correctly detected. In that case only
very small low-contrast loci of calcium in the aorta would be missed and the only false
positives would be very small clusters of bony material in the spine.

Obviously the simplest way to avoid the incorrect classification of contrast material is to
apply the method to scans without contrast. Another possibility would be to first exclude
the bowel region from the scans or to remove contrasted colonic material and then apply
our method. Some methods for that purpose have been published [49, 50] and it would
be interesting to investigate if they are sufficiently robust to be used in this application.
A third possibility is to use the method in an interactive setting. A user could quickly
remove incorrectly detected objects from a processed scan.

The large calcifications that are missed are usually located around the bifurcation of the
aorta. They consist of several clusters of calcium that have grown together. The most
likely reason for this failure is the fact that large clusters can display many shapes and
each type is rare within our training set. Training the classifier on a larger data set that
includes a bigger range of examples of such calcifications might improve performance.
Another option is to add additional algorithms that focus on larger calcifications. Note
that in an interactive setting a human user could also add the missed calcifications.

The system is currently based on a single fixed threshold level of 220 HU. In the liter-
ature threshold values ranging from 80 to 230 HU have been reported [51]. It would be
interesting to perform an automatic threshold level selection or a segmentation that is
not based on thresholding for each object in order to match its contour more precisely.
Such a refinement might also improve the reproducibility of the method, which has not
been evaluated yet.

In future work we intend to use the system on other parts of the body as well. One
modification is necessary to do this. In general, one cannot assume that the direction
of the vessel is perpendicular to the axial plane, as was done here. The direction of the
vessel could be estimated using the local Hessian matrix [52].

An advantage of the presented method is that it does not require a segmentation of
the vessels of interest. However, if the method would be applied to full body scans or
the heart, it would be important to know precisely in which vessels the calcifications
are located. For example, in the heart it is essential to be able to distinguish coronary
calcium from calcifications in the aortic valves and the aorta [53]. It might be possible
to infer that location from features extracted from the object’s surrounding, by using
contextual information as was done in features 11-18 in our method. In that way, the
need for a complete segmentation of the vasculature–a daunting task if no intravenous
contrast material is administered – could be avoided.
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2.5 Conclusion

A method for detecting calcifications in the aorta from CT scans of the abdomen has
been presented. Out of 249 calcifications marked in the ground truth, 209 were correctly
detected by the method at the expense of on average 1.0 false positive object per scan.
Most of these false positive objects are contrast material. The method is completely
automatic and does not require any vessel segmentation.

Appendix

2.A Compactness of the grown candidate object

Feature 18 is calculated by the following algorithm:

find the central slice for the object;
initialize threshold level ThreshLevel (220 HU);
perform 2D-region growing of candidate object;
calculate size and compactness of the grown object;
bestCompactness = compactness;

while ((ThreshLevel > ThreshMin) and (size < SizeMax))
ThreshLevel = ThreshLevel - ThreshStep;
perform 2D-region-growing of candidate object;
calculate size and compactness of the grown object;
if ( compactness < bestCompactness )

bestCompactness = compactness;

where the predefined constants SizeMax represents the maximum size of the vessel and
ThreshMin is the minimum HU values expected inside the vessel. We used ThreshMin

= -100 HU, SizeMax = 1500 pixels and ThreshStep = 5 HU.

2.B Fitting the circle around the candidate object

The following algorithm describes how the circle is fitted around the candidate object:

determine a rectangular region Pc of size 2rmax × 2rmax where the center pixel is the
center of mass of the candidate object;

for every point in Pc

initialize Fbest = 0;
for every radius r = rmin , rmin + 1, ... , rmax
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determine a circle with center Pc and radius r;
in the central slice I determine area of the object Aobject and its area
outside the circle Aout;
if (Aout > 0.5 Aobject) reject the circle;
determine a set of equidistant points {P1, P2, ..., Pn} along the circle;
for every point Pi from {P1, P2, ..., Pn}

compute the image gradient F in Pi in the direction of vector Vi

pointing from Pi to Pc: F = dI
dVi

(Pi)i;
if (F < cmin) reject the circle;

Favg = avg{F};
if (Favg > Fbest)

Fbest = Favg;
Rbest = r;
Pcbest = Pc;

F is a gradient computed in the point Pi from Gaussian derivatives with scale δ = 1
pixel. We used rmin = 7 pixels, rmax = 19 pixels, cmin = -10.

The algorithm contains two rejection criteria. Criterion (Aout > 0.5Aobject) ensures that
the candidate object is inside the fitted circle. The requirement that the directional
gradient in each point is above a certain minimum value was found to prevent the circle
from fitting to a part of the spine.
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Detection of coronary calcifications from computed
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Abstract

A fully automated method for coronary calcification detection from non-contrast enhanced,

ECG-gated multi-slice computed tomography (CT) data is presented. Candidates for coronary

calcifications are extracted by thresholding and component labeling. These candidates include

coronary calcifications, calcifications in the aorta and in the heart, and other high-density struc-

tures such as noise and bone. A dedicated set of 64 features is calculated for each candidate

object. They characterize the object’s spatial position relative to the heart and the aorta, for

which an automatic segmentation scheme was developed, its size and shape, and its appear-

ance which is described by a set of approximated Gaussian derivatives for which an efficient

computational scheme is presented.

Three classification strategies were designed. The first one tested direct classification without fea-

ture selection. The second approach also utilized direct classification, but with feature selection.

Finally, the third scheme employed two-stage classification. In a computationally inexpensive

first stage, the most easily recognizable false positives were discarded. The second stage discrim-

inated between more difficult to separate coronary calcium and other candidates. Performance

of linear, quadratic, nearest neighbor and support vector machine classifiers was compared.

33
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The method was tested on 76 scans containing 275 calcifications in the coronary arteries and 335

calcifications in the heart and aorta. The best performance was obtained employing a two-stage

classification system with k-nearest neighbor (k-NN) classifier, and feature selection scheme.

The method detected 73.8% of coronary calcifications at the expense of on average 0.1 false

positives per scan. A calcium score was computed for each scan and subjects were assigned one

of four risk categories based on this score. The method assigned the correct risk category to

93.4% of all scans.

Key words. coronary calcium scoring; coronary calcifications; computer-aided diagnosis; car-

diac CT;
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3.1 Introduction

The coronary arteries supply the heart muscle with oxygenated blood. In case of luminal
narrowing of the coronaries through atherosclerotic processes, oxygen supply to the heart
can become insufficient and myocardial infarction occurs. This is often the first sign of
coronary atherosclerosis [42, 54]. Conventional screening tests for cardiovascular disease,
such as blood pressure and cholesterol level measurements, are only moderately sensitive
for identifying subjects at risk [42, 8]. Computed tomography (CT) calcium scoring can
increase this sensitivity. For calcium scoring a non-contrast enhanced CT scan of the
heart is obtained. On this scan calcifications in the coronary arteries can be detected
and quantified [55]. The amount of calcifications can be expressed in terms of Agatston,
volume or mass score [56, 57], and these scores estimate the risk for future cardiac
morbidity and/or mortality [21].

Atherosclerotic plaques can also be visualized by X-ray, magnetic resonance imaging and
ultrasound [58, 59]. Recently, a feasibility study was performed for coronary calcification
quantification by dual-energy imaging in combination with a flat panel detector [60]. The
advantage of such a system would be lower effective dose to a patient and lower costs,
but maybe less accurate calcium quantification. In this work we focus on calcium scoring
with CT only.

Several vendors of commercial workstations for medical image analysis offer tools for coro-
nary calcium scoring, but these tools all require manual selection of the calcifications.
Typically, all candidates for calcifications are extracted by thresholding and component
labeling. From these candidates, each calcification within one of the coronary arteries
has to be identified by a human operator. After this has been done, a calcium score for
each coronary artery as well as total coronary calcium score can be easily computed by
the software. Another tool for calcium scoring [61], that was used in some studies [62],
required manual tracking of coronary vessel centerlines. Once the course of each coronary
artery had been defined, the software automatically detected objects above the desired
threshold close to the vessel centerline and computed a calcium score. Calcium scoring is
thus a time consuming task that needs to be performed by a trained human operator. As
a consequence, calcium scoring is not performed routinely on all CT scans in which the
heart is imaged. Automated tools for identification and quantification of coronary calci-
fications are desirable to reduce evaluation time and input from expert human observers.
This would be especially advantageous in large-scale screening or follow-up studies that
make use of calcium scoring. To our knowledge, no work on automated coronary calcium
scoring has been published. The purpose of this work is to present a system which auto-
matically assigns a risk category to a subject based on completely automated coronary
calcification detection and scoring.

Coronary calcium can be located in any of the three main coronary arteries and their
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Figure 3.1: Top: (1) Calcification in RCA located at the point where the artery

is branching off the ascending aorta; (2), (3) and (4) calcium in the ascending

aorta; (5) calcium in LCX; (6) and (7) calcifications in the descending aorta.

Middle: (1) calcification in the LCX; (2) calcification in the RCA; (3) calcium in

the descending aorta. Bottom: (1) calcified mitral valve annulus; (2) calcification

in the descending aorta. Note that calcification (1) in the middle image resembles

mitral valve calcification (1) in the bottom image. Also, notice that in all figures

calcifications inside the heart are blurred due to heart motion.

sub-branches: left main (LM), left anterior descending (LAD), left circumflex (LCX),
right coronary artery (RCA) and posterior descending (PDA). Furthermore, calcium is
frequently found in the ascending and the descending aorta, and in the heart valves. In
addition, other high-density objects such as bone and metal implants are often located
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inside or nearby the heart. Finally, noise is present in the images and often exceeds
the threshold for calcification extraction. This means that automated coronary calcium
detection not only requires the ability to separate calcified and non-calcified lesions, but
also to separate coronary calcifications and all other high-density structures, among which
are also non-coronary calcifications. Examples of coronary and non-coronary calcifications
are shown in Figure 3.1. To illustrate the difficulty of the task, Figure 3.1, middle, shows
a calcification in the LCX that resembles calcium in mitral valve shown in Figure 3.1,
bottom. In such cases, a radiologist can not differentiate between the two only by a
local visual inspection. Typically, a human observer will track the artery through several
slices, although often partially invisible, to establish if the candidate is located within a
coronary. Another difficulty is caused by heart motion, which blurs calcium loci, as also
shown in Figure 3.1. In this case the object itself and its surroundings change properties
such as size, shape and intensity.

Our method does not require a segmentation of the coronary arteries. Segmentation of
the coronary arteries would in principle be beneficial for identifying coronary artery calci-
fications, but several practical reasons speak out against it. Calcium scoring is performed
on non-contrast enhanced scans. The lack of contrast material makes contrast between
coronary arteries and surrounding tissue low or non-existent. Thus, accurate automatic
segmentation of the coronaries is extremely difficult. Thereby, despite ECG synchroniza-
tion techniques motion artifacts frequently occur. This can blur the coronaries up to a
degree that they are no longer visible. Also, the relatively low dose used for scanning leads
to noise, especially in the basal portions of the heart caused by high absorption of radia-
tion by organs below the diaphragm. As a result, it is even harder to differentiate arteries
from surrounding tissue. We, therefore, opted for an approach without segmentation of
coronary arteries.

The method we present first extracts objects possibly representing coronary calcifica-
tions by thresholding and component labeling. Subsequently, each object is represented
by features describing its size, shape, location and appearance. From that moment, the
detection of coronary calcifications is a problem in the realm of pattern recognition. We
present three classification systems. In the first two systems a direct classification be-
tween coronary calcifications and other objects is attempted, with and without a feature
selection scheme. The third classification system consisted of two stages where in the
first stage easily recognizable non-coronary calcifications were discarded, and in the next
stage more complex separation between coronary calcification and the remaining objects
was performed. Experiments have been performed with a range of classifiers. Best results
were obtained with k-nearest neighbor classifiers (k-NN) and support vector machines
(SVM), and those are reported.

Preliminary, simpler versions of this system, trained and tested with much smaller data
sets have been presented in [63, 64].
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The paper is organized as follows: Section 3.2 describes the data. Section 3.3 gives a
detailed overview of the method. Next, results are presented. Section 3.5 provides a
discussion and we end with a conclusion in Section 3.6.

3.2 Materials

In this study 304 cardiac non-contrast enhanced CT scans were used. They were obtained
as part of a study investigating the association between age at menopause and risk of
cardiovascular disease. The scans were acquired on a Philips CT scanner (Mx8000IDT,
Philips Medical Systems, The Netherlands) with 16× 1.5 mm collimation, and a pixel size
of 0.43 × 0.43 mm2. They were prospectively triggered at 70% of the R-R interval (mid-
diastole), the most motionless phase in scans acquired with our scanner. Peak voltage of
120 kVp, and tube current between 40-70 mAs depending on the subject weight were used.
Data was reconstructed to 512 x 512 matrices. The vertical range included approximately
the region from the level of the tracheal bifurcation to the base of the heart. Coronary
calcium scoring is usually performed on cardiac CT scans with a slice thickness of 3 mm
[55]. Therefore, all scans were resampled to 3 mm thick slices by averaging pixel intensities
of two neighboring slices. This resulted in a voxel size of 0.43 x 0.43 x 3 mm3.

The reference standard was set manually by a trained observer with one year experience
(AR) who identified a point in each calcified lesion in the heart. Three-dimensional (3D)
region growing was used to connect all neighboring voxels above a threshold value of
130 HU, the commonly used value for calcification extraction [55]. Additionally, each
lesion was given a label depending on its location. The labels were: coronary calcification
and non-coronary calcification. Non-coronary calcifications included calcium in the aorta,
aortic and mitral valves, and myocardium.

The data set was randomly divided in a training set of 228 scans and a test set of 76 scans.
The training set contained 490 coronary calcifications, 1961 non-coronary calcifications.
The test set contained 275 coronary calcifications, 335 non-coronary calcifications. The
test set was not used in any way during development and training of the system.

3.3 Methods

3.3.1 Candidate objects extraction

Thresholding is a standard way of identifying candidates for vascular calcification [55].
Scans were thresholded at 130 HU, the same threshold value used for setting the reference
standard. Three-dimensional component labeling was used to connect neighboring voxels
and obtain candidate objects. All objects bigger than 2,500 voxels (1387 mm3) were
discarded as coronary calcifications are not expected to have such a large volume.
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3.3.2 Features

Properties that may distinguish coronary calcifications from other objects include their
size, shape, position, intensity values and their variations within the object and their
surroundings. We designed a set of features that captures these properties. The complete
list of features is given in Table 3.1.

Size

Coronary calcifications typically have a smaller volume than bony structures such as the
spine and ribs. Small objects most often represent noise. Therefore, an object’s volume
expressed in number of voxels was used as a size feature.

Shape

Although coronary calcifications usually cannot be distinguished from other candidates
from their shape alone, some of the negatives clearly have a shape which discriminates
them from positives. Examples are calcifications in mitral valves which are often plate-
like, unlike coronary calcifications which are elongated or spherical. Therefore principal
component analysis was applied to the set of voxel coordinates. This yields three eigen-
vectors λ1, λ2, and λ3, with λ1 ≤ λ2 ≤ λ3 for each candidate [39]. They represent the
three principal axes of the objects. Two features were computed from the eigen-values:
λ1
λ3

and λ2
λ3

. These features discriminate between plate-like and elongated structures.

Spatial features

A first set of three spatial features was defined as the (x, y, z) location of the object’s
center of gravity in absolute image coordinates.

A scanning protocol for cardiac CT typically requires that the complete heart is contained
in the field of view. As a result, the set of structures included in the field of view may vary
substantially between scans depending on subject size and anatomy. In some scans the
complete rib cage is visible, while in others no ribs are contained. Similarly, some scans
include the complete spine and sternum, while in others those structures are partially or
completely absent. In the vertical direction similar variations may occur. Because of these
variations, the absolute position of an object in the scan is not always a reliable indication
of its location within the body. For this reason, knowledge about the location of the heart
in a scan can provide valuable features for detecting coronary calcium, because coronary
calcifications are located inside the heart. Similarly, location of the aorta in a scan can
be important to exclude calcifications there. Therefore, an algorithm was developed for
automatic delineation of these organs. This algorithm is described in Appendix 3.A.



40 Chapter 3. Detection of coronary calcifications

The segmentation of the heart was used to describe the object’s location relative to it.
A coordinate system was defined by determining the smallest box around the heart. The
lower-left-frontal corner of the box represents the position (0, 0, 0) and the upper-right-
back corner the position (1, 1, 1). The location of the center of gravity of the object in
this coordinate system yielded three additional spatial features.

Coronary arteries branch off the ascending aorta towards the heart edge, and stretch
along the heart surface. Therefore, the smallest Euclidean distance of an object to the
border of the heart was determined. The distance was multiplied with minus one for
objects inside the heart.

A position feature less sensitive to slight errors in the segmentation was computed as
the ratio of two areas inside the heart mask in axial slices. The areas were defined as
two parts of the heart divided by the line through the object’s center of gravity and
perpendicular to the line having the shortest distance between the object and the heart
border. If the object was outside of the heart, this feature was set to zero.

The heart often contains calcifications in the aorta. To distinguish these from coronary
calcium, the segmentation of the aorta was used to determine the distance of an object
to the border of the aorta. This distance was used as a feature. For objects inside the
aorta, the distance was multiplied by minus one.

This leads to a total of nine spatial features.

Appearance features

The first two appearance features were average and maximum intensity values inside the
candidate. They are usually lower for calcifications than for bony structures, and higher
than for noise.

The next group of gray value features was based on image derivatives [65]. These are
computed by convolving the data with derivative of the Gaussian kernel. The standard
deviation or scale of this kernel is a free parameter. The use of multiple scales has been
shown to be beneficial in many applications (the scale space paradigm). We used scales
of 1, 2, 4, 8 and 16 voxels and Gaussian derivatives through second order denoted as
(L,Lx, Ly, Lz, Lxx, Lxy, Lxz, Lyy, Lyz, Lzz). This set of derivatives encodes information
about the appearance of objects and their surroundings. This combination of 10 deriva-
tives and 5 scales gave 50 appearance features. They were determined at the maximum
intensity point of each candidate object.

The exact computation of Gaussian derivatives for the large scans in our database is
very expensive both in terms of computation time and required memory. Therefore, we
used approximations of Gaussian derivatives that can be very efficiently computed at
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a limited set of positions. A detailed description how to calculate these approximate
Gaussian derivatives is given in Appendix 3.B.

Table 3.1: The complete set of features to characterize candidate coronary

calcification objects.

Feature Description

1 Volume

2-3 λ1
λ3

, λ2
λ3

4-6 x-, y- and z-coordinate in the image coordinate system

7-9 x-, y- and z-coordinate in the heart coordinate system

10 Distance to the heart border

11 Heart area ratio

12 Distance to the aorta border

13 Average object intensity

14 Maximum object intensity

15-19 L for scales σ = 1, 2, 4, 8, 16

20-24 Lx for scales σ = 1, 2, 4, 8, 16

25-29 Ly for scales σ = 1, 2, 4, 8, 16

30-34 Lz for scales σ = 1, 2, 4, 8, 16

35-39 Lxx for scales σ = 1, 2, 4, 8, 16

40-44 Lxy for scales σ = 1, 2, 4, 8, 16

45-49 Lxz for scales σ = 1, 2, 4, 8, 16

50-54 Lyy for scales σ = 1, 2, 4, 8, 16

55-59 Lyz for scales σ = 1, 2, 4, 8, 16

60-64 Lzz for scales σ = 1, 2, 4, 8, 16

3.3.3 Classification

The positive class in the data set was coronary calcium. Negative samples were all other
candidate objects. These negative samples include non-coronary calcifications and other
high density objects in the scan, such as bones and noise. Three classification approaches
were applied. In the first system a direct classification between positives and negatives
without feature selection was employed. The second scheme utilized also a direct classi-
fication, but included a feature selection. Finally, in the third scheme a two-stage clas-
sification with feature selection was used. First, all objects with a probability for being
coronary calcification above a certain threshold are sent to the next stage. In the second
stage, another classifier is used to perform complex separation between the remaining
candidates.

The proper choice for a particular classifier is very important in pattern recognition
problems. It is difficult to estimate which classifier will perform the best on a given data
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set. Thus, it is desirable to test the performance of several classifiers with data at hand
[38, 66]. We have experimented with linear discriminant (LDC), quadratic discriminant
(QDC), support vector machines (SVM) and k-nearest neighbors (k-NN) classifiers. Par-
ticular design choices (number of features to be selected, classifier, value for k) were made
on the basis of pilot experiments on the training data.

As both k-NN and SVM classifiers are sensitive to feature scaling, prior to feature selec-
tion and classification, all features were scaled to zero mean and unit variance.

Direct classification without feature selection

As a reference system we performed direct classification with a k-NN classifier, without
any feature selection. The optimal choice for the number of neighbors k in a (k-NN)
classifier was determined to be one.

Direct classification with feature selection

With respect to the number of positive samples in the training set, the feature set con-
tained many features. It is not likely that all features are equally useful in coronary
calcification detection. Therefore, feature selection was employed to find a subset of fea-
tures with good performance. Sequential floating forward feature selection (SFFS) [40]
was used. This is a wrapper-based algorithm that tests the performance of a specific
classifier using different feature sets. In this way, the set of features is optimized for the
classifier at hand, in this case a k-NN classifier. SFFS has shown good performance on
practical problems compared to other feature selection techniques [40]. The algorithm
is based on a “plus 1, take away r” strategy. At every iteration, the algorithm adds
the best single feature to an initially empty feature set and then removes features as
long as that improves performance. In this way “nested” groups of good features can be
found. Feature selection was performed on the training set with Euclidean metric and a
leave-one-object-out methodology. Number of neighbors k was set to one. Classification
performance was evaluated in terms of accuracy. Subsequently, classification with LCD,
QDC and 1-NN classifiers was compared.

Two-stage classification with feature selection

An SVM classifier can be used to construct non-linear decision boundaries by a proper
choice of its kernel. We used a radial basis kernel (a Gaussian function) which is preferable
to other kernels because it has only a single free parameter γ. In addition, the penalty
parameter C also needs to be determined. The performance of an SVM classifier depends
strongly on a proper choice of these parameters. Following [67] we used a five-fold cross-
validation grid-search on the training data to determine the optimal values for C and
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γ. The drawback of this procedure is a long training time, and therefore the number of
samples in the training set had to be reduced. We used a first classification stage with
a k-NN classifier with feature selection to remove candidates which are negative with a
high probability. Feature selection was set to select at most 20 features and a k was set
to 10. It was performed on the training set with Euclidean metric and a leave-one-object-
out methodology. Objects which had a posterior probability for being negative greater
than 0.75 were discarded. All remaining objects were selected for further analysis. In the
second stage, performance of a SVM classifier was tested.

The same experiment was repeated with k-NN classifier employed in both stages. The
settings for the first stage remained unchanged. In the second stage SFFS was set to
select at most 15 features and a 1-NN classifier was employed. Again, feature selection
was performed on the training set with Euclidean metric and a leave-one-object-out
methodology. Note that feature selection was not employed with SVM. The necessary
parameter optimization makes training times for feature selection prohibitively long, and
SVMs have been shown to be able to achieve good results without feature selection.

3.3.4 Risk category determination

Calcium scores of coronary calcifications detected by the method were computed for each
scan. Subjects were assigned to one of four risk categories for coronary artery disease.
The categories were based on the Agatston score (AS) and were indicating a risk group
[68]:

1. low risk: 0 ≤ AS ≤ 10
2. intermediate risk: 10 < AS ≤ 100
3. high risk: 100 < AS ≤ 400
4. very high risk: AS > 400

The Agatston score of an object was computed as in [69, 25], because this particular
algorithm is used most often in clinical practice. The maximum intensity of an object
in each transversal slice Imax was found. That value determined the weight factor w as
follows:

if 130HU ≤ Imax < 200 HU, then w = 1
if 200HU ≤ Imax < 300 HU, then w = 2
if 300HU ≤ Imax < 400 HU, then w = 3
if 400HU ≤ Imax, then w = 4.

The Agatston score for a calcification is given by

ASobj =
n∑

i=1

Ai ∗ wi (3.1)
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where Ai is an area of the object in the slice i, and n is number of slices in which the
object is present.

Total Agatston score is the sum of Agatston scores of all calcifications in the scan:

AS =
m∑

obj=1

ASobj (3.2)

with m the number of calcifications in a scan.

3.4 Results

Originally, the training set contained 228 scans. For computation of spatial features, heart
and aorta segmentations were needed. There was one scan in which heart segmentation
failed and 27 scans where either the heart or the aorta segmentation algorithm did
not give completely satisfactory results. As this would result in some erroneous spatial
features for certain objects, these scans were removed from the training set. This resulted
in 200 training scans and 76 test scans.

After candidate objects were extracted, the training set contained 151,720 objects: 439
coronary calcifications, 1721 non-coronary calcifications and 149,560 negatives. These
negatives included noise, bone and metal implants. The test set contained 35,198 candi-
dates: 275 coronary calcifications, 335 non-coronary calcifications and 34,588 negatives.

Discarding objects bigger than 2,500 voxels did not remove any coronary calcifications
from both the training and the test set. However, in the training set 6 calcifications in
the heart and 1293 negatives were discarded, and from the test set 513 negatives were
removed.

Performance of LDC and QDC was substantially worse than that of the two nonlinear
classifiers, SVM and k-NN, so only the results of the latter two will be reported.

3.4.1 Direct classification without feature selection

The experiment was performed using a k-NN classifier, where k was set to 1. On average
the method made 2.2 errors per scan: 0.4 false positives and 1.8 false negatives.

Misclassified coronary calcifications were located in all coronary arteries. Among false
positives there were five calcifications in the aorta and one calcified aortic valve. The
remaining 23 false positives were non calcifications. Results in terms of objects are listed
in Table 3.6.

57 (75.0%) subjects were assigned to the correct risk category. These results are listed in
Table 3.2.



3.4. Results 45

Table 3.2: Risk categories of coronary artery disease assigned to the subjects by

a direct classification with a 1-NN classifier without feature selection. Columns

indicate the category assigned to a subject by the reference standard (ref), and

rows indicate the category assigned by the automated method (sys).

1 (ref) 2 (ref) 3 (ref) 4 (ref)

1 (sys) 33 7 1 0

2 (sys) 1 10 4 1

3 (sys) 0 0 4 5

4 (sys) 0 0 0 10

3.4.2 Direct classification with feature selection

The feature selection scheme selected ten features. Among them were four position fea-
tures and six appearance features. The features were selected in the following order (cf.
numbering in Table 3.1): 9, 18, 8, 28, 27, 19, 22, 32, 4, 11. Note that neither shape, nor
size features were among the selected ones.

The k-NN classifier made on average 1.2 mistakes per scan: 0.2 false positive and 1 false
negative object. Results per object are listed in Table 3.6.

Among the 13 false positives, 11 were noise in the heart (five times noise in the left
ventricle, close or on the border with the lung, twice noise in the ascending aorta, once
noise in the right ventricle, once in the left atrium, two times noise right next to the
airway), one time it was an artifact in the heart caused by the heart movement (a high
density objects next to the calcification in the right coronary artery), and once it was
noise outside of the heart (stomach). All but one of the false positives were small in size.
Note that all false positives were non-calcifications. False negatives were located in all
coronary arteries and varied in size.

A total of 71 (93.4%) subjects were assigned to the correct risk category. The results
of a category assignment are listed in Table 3.3. In all five cases where the category
was not correctly assigned, risk was underestimated by one category. Incorrect category
assignment was always caused by a big calcification in LAD.

3.4.3 Two-stage classification with feature selection

After the first classification stage 218 out of 275 (79.3%) coronary calcifications were
correctly detected. Out of 34410 negative candidates, 42 remained (0.1%).

SVM

The optimal parameters for the SVM were determined to be C = 16 and γ = 0.0039.
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Table 3.3: Risk categories of coronary artery disease assigned to the subjects by

a direct classification with k-NN classifier and with feature selection. Columns

indicate the category assigned to a subject by the reference standard (ref), and

rows indicate the category assigned by the automated system (sys).

1 (ref) 2 (ref) 3 (ref) 4 (ref)

1 (sys) 34 1 0 0

2 (sys) 0 16 1 0

3 (sys) 0 0 8 3

4 (sys) 0 0 0 13

After both stages, the method made on average 1.3 errors: 0.1 false positive and 1.2 false
negative errors.

All false positives were non-calcifications. They consisted of four objects representing
noise and one object representing bone. The noise was located twice in the left ventricle,
once around the sternum and once next to the LAD. The bone was part of the sternum.

63 out of the 76 (82.9%) subjects were assigned the correct risk category. In case of
incorrect category assignment, the risk was always underestimated. Out of the 13 scans
where category was incorrectly determined, one subject was assigned more than one
category off. Results are listed in Table 3.4.

Table 3.4: Risk categories of coronary artery disease assigned to the subjects

by a two-stage classification with SVM. Columns indicate the category assigned

to a subject by the reference standard (ref), and rows indicate the category

assigned by the automated method (sys).

1 (ref) 2 (ref) 3 (ref) 4 (ref)

1 (sys) 34 2 0 1

2 (sys) 0 15 4 0

3 (sys) 0 0 5 6

4 (sys) 0 0 0 9

k-NN

The second stage experiment was repeated with a k-NN classifier and SFFS. Fourteen
features, six spatial and eight appearance features, were selected in the following order
(cf. numbering in Table 3.1): 8, 58, 9, 7, 20, 48, 12, 5, 34, 18, 54, 10, 28, 14. Size and
shape features were not selected.

On average, after both classification stages, 1.1 errors per scan were made: 0.1 false



3.5. Discussion 47

Table 3.5: Risk categories of coronary artery disease assigned to the subjects

by a k-NN classification with feature selections in two stages. Columns indicate

the category assigned to a subject by the reference standard (ref), and rows

indicate the category assigned by the automated system (sys).

1 (ref) 2 (ref) 3 (ref) 4 (ref)

1 (sys) 34 3 0 0

2 (sys) 0 14 1 0

3 (sys) 0 0 8 1

4 (sys) 0 0 0 15

positive error and 1 false negative error. Results of both classification stages are listed in
Table 3.6.

Table 3.6: Results of classification presented in number of objects. Columns

indicate results of the (1) direct classification system without feature selection

(no SFFS); (2) direct classification with feature selection (SFFS); (3) two-stage

classification and SVM (SVM); and (4) two-stage classification with feature

selection and k-NN (2-stage k-NN). Rows list number of true negatives (TN),

false positives (FP), true positives (TP) and false negatives (FN).

no SFFS SFFS SVM 2-stage k-NN

TN 34381 34397 34405 34399

FP 29 13 5 11

TP 134 196 182 203

FN 141 79 93 72

False positives were four times noise around base of the heart, once small calcification in
the ascending aorta, two times a piece of bone around the sternum and four times noise
in the heart (twice near the LAD, once next to RCA, once inside the left ventricle). False
negatives were located in all coronary arteries.

A total of 71 out of 76 (93.4%) subjects were assigned the correct risk category. In all
five scans where category was not correctly determined, it was underestimated by one.
The results of the category assignments for the experiment with the k-NN classifier are
listed in Table 3.5.

3.5 Discussion

The best results were obtained in a two-stage classification with k-NN classifier and
feature selection. The method correctly detected 73.8% coronary calcifications at the
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expense of an average of 0.1 false positive objects per scan. Furthermore, subjects were
assigned to the correct risk category with high accuracy: 93.4% of subjects were assigned
correctly and no scan was more than one category off.

In all experiment set-ups, the best results were obtained with complex non-linear clas-
sifiers k-NN and SVM. Their performance was always superior compared to LDC and
QDC.

For the good performance of k-NN classifier, feature selection was essential. Although
classification in two stages was slightly better in terms of objects, results of risk category
assignment were comparable. In general the differences between direct and two-stage
classification were small. The reason why two-stage classification with k-NN classifier
and feature selection performed slightly better than one stage classification might be the
fact that in the first stage outlier positives and obvious negatives were discarded, and
subsequently, a new classifier with different features was trained for the remaining, more
difficult data.

SVM can only be used in two-stages, because determining the optimal parameters C and
γ with the large number of samples in our training data would require vast amounts of
computation time. Thus, first another classifier had to be employed to reduce number of
samples to be classified by SVM.

Experiments have shown that feature selection was important for good performance of
the system. Spatial features derived from the segmentation of the heart and the aorta
were selected. This indicates that both heart and aorta segmentations are important
for the performance of the system. However, both algorithms occasionally did not give a
satisfactory result, and the heart segmentation failed completely in one case. Therefore, it
is important to investigate the possibility of improving the precision of the segmentation
algorithm.

In direct classification with feature selection the most important features were those
derived from the object’s position relative to the heart. This is not surprising given that
coronary calcifications have a typical position relative to the heart border. Coronary
arteries branch off the ascending aorta and stretch towards and along the border of
the heart. Appearance features were also among the selected features. They describe
the texture of the object and its surrounding depending on the object’s size and scale.
Appearance features at scales 4, 8 and 16 pixels seemed more important than those
of smaller scales. In two-stage classification again spatial and appearance features were
selected. Again, features describing the position relative to the heart were among the first
selected. Distance to the border of the aorta was also a selected feature. We would expect
this feature to be important because it can differentiate calcifications in the wall of the
aorta from coronary calcifications. Appearance features at scale of 8 pixels were the most
often selected. It is however very difficult to know in such a high dimensional space why
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Figure 3.2: Top: Misclassified calcium in left coronary artery. Calcification is

substantially blurred due to the heart motion. Bottom: Misclassified bone around

the sternum, which was the largest false positive.

a certain feature is more important than another. Both feature selection procedures have
not selected size and shape features. Besides the fact that those are only three features
in the set of 64 features, there might be other reasons why those were not important.
Coronary calcifications should either have elongated shape as stretching along the vessel
wall, or be small sphere-like objects. However, artifacts caused by the heart movement
blur the calcifications and as a consequence they have any arbitrary shape. The size of
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the coronary calcifications is in a certain range of values, but the size of many other
candidates is similar.

If the method would be used in an interactive setting where a human operator would
have to correct the errors of the automated method, in the order of 1.1 corrections per
scan would have to be made. We believe that in such a setting, the required evaluation
time would be reduced compared to the currently used manual scoring systems. In this
scenario, it might be useful to investigate if instead of hard classification, a soft classifi-
cation would be advantageous. That way it might be possible to present to the observer
all objects about which the system is not sure.

The performance level of the automated system is still below that of human observers.
Both intra- and inter-observer agreement have been reported to be excellent [62], which
indicates that coronary calcium scoring is a relatively easy task for an experienced human
operator. However, it has been recently reported in a large study that the average relative
re-scan difference for Agatston score is 20.1% [70]. This is a large difference that is caused
by movement of the coronaries and by noise. If we translate this figure to our test set, this
means that if our 76 subjects were re-scanned, 4 of them can be expected to be assigned
to a neighboring risk category. Our best system determined the correct risk category for
71 of the 76 subjects, and in all remaining five subjects category was underestimated by
one. This performance is thus comparable to the variation due to re-scanning.

The main aim of the method is to assign a subject automatically to the correct risk
category for coronary artery disease. This means that the accuracy of the calcium score is
more important than the sensitivity and specificity of the method in terms of classification
of objects as the calcium score is more influenced by larger lesions than by small ones.
The classification, however, was performed object based. It is clear from our results that
the main source of error in risk category assignment is misclassification of a, typically
single, large false negative object. Figure 3.2 shows examples of a large false negative
and a large false positive object. In every training and test set there are inevitably some
big outlier objects. Those examples are difficult for classification, because only very few
examples are provided, with properties different from other samples of the same class.
To improve the performance of our method, the system should be modified or extended
to focus on correct classification of large candidate objects. Features specifically designed
to accurately describe properties of large objects could be developed. For example, the
current appearance features were calculated at the point of the maximum intensity of
the candidate. This is a suitable choice for small and medium sized objects, but might
not be the best choice for big objects. Additionally, in our data set large objects are
vastly outnumbered by the small ones. Therefore, performance might be improved by
a separate detection and classification system for large and small candidates. A much
larger training database, especially with many more big calcifications would be required
to do this.
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3.6 Conclusion

The first fully automated method for automated risk assessment of coronary artery dis-
ease based on CT calcium scoring has been presented. The method has been tested on
non-contrast, ECG-gated CT scans of the heart. A dedicated set of features was designed
to describe coronary calcifications. Extensive classification experiments were carried out
with three classification strategies. The best result was obtained in two-stage classifica-
tion strategy with k-NN classifier and feature selection. 73.8% of coronary calcifications
were correctly detected at the expense of 0.1 false positive objects per scan. In 93.4% of
the cases, the category was correctly assigned.

Appendix

3.A Segmentation of the heart and the aorta

We developed a single algorithm that was used for both the heart and the aorta segmen-
tation tasks, albeit with slight differences. The algorithm can be divided in two stages.

3.A.1 Detection of the starting point

First a starting point for the heart or the aorta segmentation was detected. The aortic
arch was not included in the volume of the scans, so the ascending and the descending
aorta had to be detected as two separate structures. Because the heart, the ascending
and descending aorta have a circular shape in axial slices, a two-dimensional (2D) Hough
transform was used to find a circle which fits the target structure. The search for the
circle indicating the heart or the aorta started in the top axial slice which, according to
the protocol, should contain the top of the heart. Because gray values inside the target
structures are those of blood, muscle and fat, the Hough transform was performed in
images double thresholded at values t1 and t2.

Circles were accepted if their score, the number of edge points voting for the circle,
exceeded smin. Moreover, because the heart and aorta are not perfectly circular, sev-
eral circles might be identifying the same structure. Therefore, overlapping circles were
grouped, and only the best one in the group was considered for further detection.

3.A.2 Organ edge delineation

The second part of the algorithm used the detected circle to find the border of the struc-
tures. For this purpose, a slice based ray shooting algorithm constrained by a statistical
shape model was employed. First, the original image was processed to obtain a more
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detailed heart edge map than the one used for circle detection. A gradient magnitude
image computed with Gaussian derivatives at a scale of two pixels was used.

Next, ray shooting was performed in the same slice where the circle was detected. The
center of the detected circle was used as the origin. Rays were cast at angular distance of
α degrees. The search along the ray was limited to range of pixels between [r1, r2], where
these parameters were expressed in multiples of r, the distance of the circle pixel from
the origin. Along the ray, the pixel with the maximum value in the gradient magnitude
image was considered to be the edge point.

A 2D statistical shape model of the heart was fit. This model was constructed from
previously manually segmented nss organ borders from nps different subjects. The model
was a point distribution model [71] in which the positions are concatenated in a vector.
A training set of vectors were aligned by translation, scaling and rotation and principal
component analysis was applied, to explain 99% of the model variance. This resulted
in 24 modes of deformation for the heart and 19 for the aorta. Fitting the model to a
set of points is performed by computing a translation, scaling and rotation parameter,
projection on the principal components and truncating the projections to at most three
standard deviations [71].

The ray shooting procedure and shape model fitting were iteratively applied nit number
of times.

For all further slices, the same process was repeated, but as starting point, the edge found
in the previous slice was taken. The origin for ray shooting was determined as the center
of mass of the segmented area.

The complete algorithm was performed for each of the detected circles. The circle which
yielded a segmentation in most of the transversal slices was considered to be the heart
edge. In case of the aorta, ascending and the descending, two circles that yielded a
segmentation in most of the slices were taken as its segmentation.

Parameter settings used for the cardiac and aortic segmentation are listed in Table 3.7A.

3.B Box-derivatives

Spatial derivatives are often computed by convolving an image with a Gaussian kernel.
For the efficiency reasons we approximated the Gaussian kernels with boxes. In [72, 73]
this approach was used for filtering 2D images, and here we present a 3D implementation.
Figure 3.3B illustrates a box approximation of a Gaussian kernel for zero, first and second
order (including cross-derivatives) kernels. This type of approximation can be extended
to any order of derivative, with higher order derivatives requiring more boxes. It is also
possible to refine the approximation by using more boxes, e.g. approximate the Gaussian
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Table 3.7A: Parameter settings for the cardiac and aortic extraction algo-

rithms.

Parameters Heart extraction Aorta extraction

t1 [HU] -300 -300

t2 [HU] -150 0

smin 50 100

α [degrees] 4 4

r1 [mm] 0.86 0.344r

r2 [mm] 0.215r 0.516r

nss 91 230

nps 11 3

nit 3 2

ns - 6

ab [%] - 10

bv[HU] - 130

with three boxes. The height, position and extent of the boxes depend on the order of
derivative and the scale σ of the Gaussian to be approximated. They were determined by
minimizing the squared sum of the differences between the true Gaussian kernel and its
box approximation. Scans in our data set were not isotropic and therefore a correction
for the box size in z-direction was applied.

Sums of the intensity values in the boxes can be calculated using an integral image, as
in [72]. In a 3D case the integral image was computed as follows:

ii(a, b, c) =
∑
x≤a

∑
y≤b

∑
z≤c

im(x, y, z) (3.3B)

where im is the original volume and ii is the integral volume. This was calculated ac-
cording to

t(x, y, z) = t(x− 1, y, z) + im(x, y, z) (3.4B)

ii(x, y, z) = t(x, y, z) + ii(x, y − 1, z)

+ ii(x, y, z − 1)− ii(x, y − 1, z − 1) (3.5B)

where im is the original volume, t is a temporary image containing cumulative sums
with t(−1, y, z) = 0, t(x,−1, z) = 0 and t(x, y,−1) = 0, and ii is the integral volume.
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Computing the sum of voxels in any box using the integral volume requires just eight
addition operations:

s = ii(B1)− ii(A1)− ii(C1) + ii(D1)

−ii(B2) + ii(A2) + ii(C2)− ii(D2) (3.6B)

where s is the sum of the voxel values in the box and A1, A2, B1, B2, C1, C2, D1,
D2 are its vertices, as illustrated in the Figure 3.4B. Thus, the total cost of computing
a zero order Gaussian approximation L requires eight operations (single box, top row
of Figure 3.3B); computing a first order derivative approximation (Lx, Ly, Lz) requires
16 operations (two boxes, second row of Figure 3.3B); computing a second order deriva-
tive approximation (Lxx, Lyy, Lzz) requires 24 operations (three boxes, third row of Fig-
ure 3.3B); and, finally, a mixed order derivative approximation (Lxy, Lxz, Lyz) requires
32 operations (four boxes, bottom row of Figure 3.3B). These numbers of operations are
independent of the scale σ of the Gaussian, require only a single data volume in memory
(the integral image) and can be computed at any limited set of points without having
to process a neighborhood (unlike, for example, a separable implementation of Gaussian
filtering or recursive filtering).
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Figure 3.3B: The top row shows Gaussian function and a box approximating

it. The next row is an example of the first order derivative and two boxes approx-

imating the function. Further are examples for the second order derivatives. The

height of the box is equal to the weight factor, and the size of the box depends

on the approximated Gaussian scale.
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x

y

z

Figure 3.4B: Sum of the values in the box can be computed according to

formula (3.6B) using integral volume.



Chapter 4

Multi-atlas-based segmentation with local registration

combination - application to cardiac and aortic

segmentation in computed tomography scans

I. Išgum, M. Staring, A. Rutten, M. Prokop, and B. van Ginneken, ”Multi-atlas-based
segmentation with local registration combination - application to cardiac and aortic seg-
mentation in computed tomography scans,”submitted.

Abstract

A novel atlas-based segmentation approach based on the combination of multiple registrations

is presented. Multiple atlases are registered to a target image. To obtain a segmentation of the

target, labels of the atlas images are propagated to it. The propagated labels are combined by

spatially varying decision fusion weights. These weights are derived from local measurements

of the success of the registration. Furthermore, an atlas selection procedure is proposed that

is equivalent to sequential forward selection from statistical pattern recognition theory. The

proposed methods are compared to three other atlas-based segmentation approaches, namely (1)

single atlas-based segmentation, (2) average-shape atlas-based segmentation, and (3) multi-atlas

segmentation with averaging as decision fusion. These methods were tested on the segmentation

of the heart and the aorta in computed tomography scans of the thorax. The results show that

the proposed methods outperform the other implemented methods and yield results very close

to those of an independent human observer. Moreover, atlas selection led to faster segmentation

at comparable performance.

Key words. atlas-based segmentation; registration; cardiac segmentation; aortic segmentation;

57
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4.1 Introduction

Reliable quantitative analysis and volumetric measurements in medical images require
delineation of anatomical structures. This is a difficult task, often performed by a hu-
man operator. Manual segmentation is time consuming and impractical. Additionally,
its precision and reproducibility might not be sufficient. Moreover, due to technological
developments the number of images to be analyzed is drastically increasing, making man-
ual segmentation even more impractical. Tools for automated segmentation are therefore
needed.

Computerized segmentation methods that make use of registration are gaining popularity.
They are relatively general and automatic. Improvements in algorithms and increased
computer power enable the registration of large image volumes in a reasonable amount
of time. In registration, the spatial correspondence between voxels in two images, often
called the fixed and the moving image, is determined. The moving image is transformed
to the fixed image so that both appear to be similar. Similarity is often defined by the
intensity correspondence of the two images. Examples of popular similarity metrics are
the sum of squared differences (SSD), the (normalized) correlation ratio, and the mutual
information (MI) measure.

There are a number of ways in which registration can be used for segmentation. A
detailed overview can be found in [35]. The simplest way is by registering one manually
labeled image directly to the image to be segmented. This manually labeled image, often
called the atlas, can be selected in a number of ways, for example randomly or by visual
inspection according to some predefined criterion, or it can be created artificially. To
obtain a segmentation of the target image, the manual labeling of the atlas is transformed
using the mapping determined during the registration. This process is often called label
propagation and has been used in many studies, e.g. [74, 75, 76, 77, 78, 79].

Alternatively, instead of taking only one manually labeled image as an atlas, the atlas
can be constructed from a larger number of images. From a given set of images, one is
chosen to be the reference image. All remaining images from the set are registered to
this reference. For example, in [80, 81] multiple images of the same patient are obtained.
After all images are registered to the reference, they are subsequently averaged. The final
result shows high signal to noise ratio in which segmentation can be performed. This is
then used as the atlas. Another example when atlas has been created from multiple
images is presented in [77, 82, 83, 84]. Here, the images were scans of different patients.
In both these atlas creation approaches one needs to decide how to choose the reference
image. This is done either by averaging the transformed images and their manual labels,
or by applying the average transformation to the reference image and its segmentation.
To acquire a stable atlas, an iterative atlas generation scheme has been used [79, 85, 86,
87, 88]. The output of one atlas generation step is used as input in the following step.
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The advantage of the approaches discussed so far is that once an atlas has been gener-
ated, only a single registration to the target image is required to obtain a segmentation.
However, it is not guaranteed that the atlas is a good representation of a complete pop-
ulation. Also, it is not guaranteed that the registration of the atlas to the target will be
successful. To overcome these potential problems and to make the method more robust,
one could attempt to register multiple images to the target. This was done by Rohlfing
et al. [79] and Heckemann et al. [89]. A number of manually segmented images, referred
to as atlases, are each registered to the target image. This circumvents the need for a
single intermediate representation of multiple pre-segmented images. In this case there
are a number of options to obtain the segmentation of the target image. For example,
only the result of the most successful registration can be used for label propagation,
where the criterion for most successful can be derived from the registration measure
(e.g. normalized mutual information) or the deformation field (e.g. small deformations
are preferable). One can also use a subset of the most successful registrations or use
all registrations. Typically, label propagated segmentations are then averaged, but other
combination rules such as voting are also possible. This process is called decision fusion.

In [79] these different atlas-segmentation strategies were compared. It was shown that
segmentation results based on multiple registrations were more accurate than those that
used only a single registration.

In this work, we also use multiple registrations of manually labeled images to arrive at a
segmentation. Instead of combining all or a subset of the registrations with a single rule,
we estimate the success of the different registrations locally and use this to determine
spatially varying weights. Additionally, because performing multiple registrations in order
to arrive at a single segmentation is a computationally time consuming approach, the
possibility of reducing the set of atlases is investigated. A procedure is proposed that takes
the given set of atlases and selects a subset that gives the best segmentation result. The
methods are tested on the segmentation of the heart and aorta in computed tomography
(CT) images of the thorax. The segmentation of those anatomical structures is important
for the detection and analysis of cardiac and vascular abnormalities, respectively. Because
both the registration algorithm and the atlas selection procedure have many parameters,
it is difficult to directly compare our results with those of other studies. Therefore, we
implemented some of the previously proposed methods and tested them on the given
data.

4.2 Methods

First, we describe the applied registration algorithm. In sections 4.2.2 and 4.2.3 the pro-
posed segmentation algorithm is described. In 4.2.4, our implementation of the methods
already proposed in the literature is described.
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4.2.1 Registration

In order to be able to propagate the labels from an atlas to an unseen image, a registration
is needed between the two. The atlas A is always chosen to be the moving image, and
is transformed to the unseen fixed image U . The registration problem is formulated as
an optimization problem, in which the similarity between the fixed and moving image is
maximized w.r.t. the transformation u:

û = arg min
u

C[u;U(x), A(x)], (4.1)

where û is the optimal transformation making A(u(x)) spatially aligned to U(x), x =
(x, y, z) denotes a voxel in the image, and C is an appropriate cost function.

As a cost function negative mutual information was used, following the implementation
of Thévenaz and Unser [90]. For the transformation initially an affine transformation was
used to get a global alignment of the two images. Subsequently, a nonrigid registration
was applied to account for local differences between the atlas and the unseen image.
This transformation was modelled by B-splines. The employed registration framework is
largely based on the papers of Rueckert et al. [91] and Mattes et al. [92].

For the optimization of C in Equation (4.1) an iterative stochastic gradient descent op-
timizer is used. In each iteration a step is taken towards the minimum. The direction of
this step is based on the derivative of C to the transformation parameters. The deriva-
tive is calculated based on a small subset of the image samples, randomly chosen every
iteration, in order to speed up the registration. A multi-resolution strategy is taken to
avoid local minima. To this end a Gaussian pyramid is employed, using a sub-sampling
factor of two. Also, a multi-grid approach is used for the nonrigid registration, meaning
that the registration is started with a coarse B-spline control point grid, which is refined
in subsequent resolutions.

The implementation of the applied registration algorithm can be found at www.isi.uu.nl/
Elastix. This software package is based on the Insight Segmentation and Registration
Toolkit (ITK), which can be found at www.itk.org.

For all atlas-based segmentation methods described in the following sections, the same
registration framework with equal parameter settings is used.

4.2.2 Label propagation and weighted decision fusion (WDF)

During the registration, a transformation is determined which transforms the moving
image to the fixed image. In the ideal case the transformed moving image would be
equal to the target image and the difference between them would be a zero image. In
reality, registration does not perfectly align the two images. The difference between the
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transformed moving image and the target can be inspected to evaluate the success of
the registration. The closer the value at some point in the difference image is to zero,
the better the registration at that point. The difference image will usually consist of a
wide range of gray values, which means that the registration was able to determine the
transformation aligning some parts of the image better than others. We propose that a
registration which has been more successful contributes more to the segmentation result
than one which was less successful. Using a difference image, this success can be evaluated
locally for each registration.

Formally, the method works as follows. We have N atlas images: A1,A2,. . . ,AN with
corresponding manually segmented binary images S1,S2,. . . ,SN . Let U be a target image,
and S its unknown binary segmentation. Each atlas is registered to the target image.
This results in N transformations ui, describing transformations from Ai to U . These
transformations are used to propagate labels Si to the target U . Each label propagation
provides an opinion about the label of a particular voxel. In order to determine the
relative importance of each opinion, the absolute difference Di between the transformed
moving atlas and the target image is computed:

Di(x) =| Ai(u(x))− U(x) |,∀i. (4.2)

Subsequently, Di is convolved with a Gaussian kernel gσ1 at scale σ1 to obtain a smoothed
local estimate of the registration success [65]. To determine how much a propagated label
in each transformed image should contribute to a segmentation, weights λi are assigned
according to:

λi(x) =
1

Di(x) ∗ gσ1(x) + ε
, (4.3)

∀i, where ε is a small value, here set to 0.001, to avoid division by zero. The weight image
λi is inversely proportional to a value in the absolute difference image, so large values in
the absolute difference image result in small weights, and the reverse.

The probability of a label is determined by a weighted average of the transformed binary
segmentations Si(u):

Sp(x) = 1
N∑

i=1
λi(x)

N∑
i=1

λi(x)Si(ui(x)). (4.4)

In this way for each voxel a value between zero and one is determined that corresponds
to the probability that that voxel is inside the object to be segmented. To obtain a binary
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segmentation S of U , Sp was first blurred with a Gaussian kernel with width σ2,

Sσ2(x) = Sp(x) ∗ gσ2(x) (4.5)

and subsequently thresholded at 0.5:

S(x) =
{

0, Sσ2(x) < 0.5
1, otherwise.

(4.6)

The in this way generated binary image S may contain some isolated voxels or groups of
voxels at the border of the segmented object. To remove those, 3-dimensional component
labelling was performed, and only the largest component is retained.

Note that this algorithm has two free parameters: the Gaussian kernel sizes σ1 and σ2.

4.2.3 Label propagation and weighted decision fusion with atlas selection
(WDFS)

The WDF method uses all atlas scans. It is however not likely that all these atlases
are equally useful to solve a certain segmentation task. Moreover, registration is a time
consuming operation, so reducing the number of atlases, thus reducing the number of
registrations that must be performed to segment a single unseen image, is advantageous.
We propose to select a subset of atlases with a method similar to what is known as
Sequential forward selection (SFS) in statistical pattern recognition [93, 40].

In SFS, features are chosen in a stepwise fashion to give the best classification result.
This means that at each step, the feature giving the best classification performance in
combination with the already chosen features is selected. Likewise, atlases are selected in a
stepwise fashion to give the best segmentation performance with already chosen atlases.
The segmentation performance is measured as an overlap between the automatically
computed segmentation and the corresponding manual segmentation expressed in terms
of a similarity index SI :

SI(S, MS) =
2||S ∩MS||
||S||+ ||MS||

(4.7)

where || · || denotes cardinality, and ∩ an intersection. S is the automated, and MS the
manual segmentation of the target image.

4.2.4 Previously proposed atlas-based segmentation methods

Registration results may vary depending on the exact registration parameters and ex-
periment setup. Therefore, to reliably compare the performance of WDF and WDFS to
several of previously published atlas-based segmentation approaches, these were imple-
mented.
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Atlas-based segmentation with a single best atlas (SBA)

In [79] two different atlas-based segmentation approaches with a single atlas were used.
In the first approach, from a set of manually segmented images, a single one was chosen
as an atlas by visual inspection. In the second approach, for each target image a single
atlas most similar to the target was chosen based on several pre-defined criteria. In our
implementation, from the set of N manually segmented images, we choose the atlas which
is on average able to deform the best to all target images. To select this single atlas, the
difference images Di are observed. Only the volume of interest and voxels nearby it are
evaluated. To precisely define this region in each image, distance transform maps are
calculated with the segmentations obtained by each registration, and a threshold of 20
voxels is set on the distance. Subsequently, the average value in the difference image is
computed over all target images, and for each atlas scan. The atlas giving the smallest sum
of absolute values is selected as the one giving the best performance. The selected atlas
is registered to all target images and its labels are propagated to obtain segmentations
in the target images.

Average-shape atlas-based segmentation (ASA)

A single atlas Aj is randomly chosen from the set of N atlases. The remaining N − 1
atlases are registered to Aj , resulting in N − 1 transformations ui. The average-shape
atlas ASA is now constructed as follows:

ASA(x) = 1
N−1

N−1∑
i=1

Ai(ui(x)). (4.8)

Segmentation of the target image was computed by registering the single average-shape
atlas ASA to the target image, and propagating its segmentation. This approach has
been used in [82].

Multi-atlas segmentation with averaging as decision fusion (ADF)

Label propagation is performed the same way as in WDF. To obtain the probabilistic
segmentations, decision fusion is performed by averaging results of each transformation.
Precisely, in Equation (4.4) we set λi = 1,∀i. Finally, to obtain a binary segmentation, Sp

is blurred with Gaussian kernel width σ2 and thresholded at 0.5. A similar implementation
is described in [79].
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4.3 Experiments and Results

4.3.1 Data

To test the performance of the WDF and WDFS methods, and compare them to the
other atlas-based segmentation approaches described in Section 4.2.4, 29 CT scans of the
thorax were used. The scans were obtained from asymptomatic subjects as part of a lung
cancer screening trial. CTs were acquired on a Mx8000 IDT scanner from Philips Medical
Systems (Cleveland, OH, USA) in inspiration with 16 × 0.75 mm slice collimation and 30
mAs at 120 kVp or 140 kVp depending on subject size. No contrast material was injected.
All scans were reconstructed to a 512 × 512 matrix with a moderately soft kernel (Philips
B). The smallest field of view was used that included the outer rib margins at the widest
dimension of the thorax. This resulted in an in-plane resolution between 0.6 and 0.7 mm.
Slice thickness was 1 mm with 0.7 mm increment. The scans were randomly divided into
a set of 15 atlases and a set of 14 target images.

4.3.2 Manual segmentation

The heart and the aorta were segmented by two medical students who were trained
and supervised by a radiologist, and have worked independently. The 15 atlases were
segmented by one student, and the target images by both of them. The results of the
observer who segmented all images were used as the reference standard; the results from
the other observer were used to compute an estimate of the inter-observer variability for
comparison with the automatic results.

Manual segmentation was performed in transverse slices using software specifically devel-
oped for this study. The vertical range for the segmentation of the aorta was determined
by the top of the aortic arch at the top of the scan, and the apex of the heart at the
bottom. For the cardiac segmentation the vertical range was defined by the bifurcation of
the pulmonary artery at the top, and the apex of the heart at the bottom. To determine
the top slice of the aortic arch and the apex of the heart, a sagittal view was used.

The observer manually set a large number of points on the border of the aorta and the
heart. Straight lines were drawn between those points. The top, bottom and typically
every fifth to tenth slice in between them were manually segmented. The boundary
was linearly interpolated in the remaining slices. The observer could subsequently move,
add and delete points to correct the interpolated contours. Afterwards, binary images
denoting the segmented volumes were computed.

Because the exact borders of both the heart and the aorta are often barely visible, an
observer needs to inspect neighboring slices and surrounding anatomy to determine the
precise position of the border. This is especially the case in the basal portions of the heart
and in parts of the ascending aorta. In addition, the segmentation protocol instructed
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observers to perform the delineation in transverse slices. For both reasons there are some
slight inconsistencies in sagittal and coronal views of the manual segmentations.

Typically, manual segmentation of the heart took about 90 minutes, and of the aorta
about 60 minutes.

4.3.3 Registration

All 29 images were down-sampled by a factor two in each dimension in order to reduce
computer memory and computational load. The 15 atlases were registered to each of
the 14 target images. The registration parameters were determined in a set of pilot
experiments by visual inspection of the registration results.

For the affine registration four resolutions were used, in each of which 512 iterations of the
stochastic gradient descent optimizer were performed. The derivative of the mutual in-
formation was calculated based on 2048 image samples, randomly chosen every iteration.
For the nonrigid B-spline registration five resolutions were used. The B-spline grid spac-
ing used in these resolutions was 64, 64, 32, 16, and 8 voxels respectively. The optimizer
performed 256 iterations in each resolution. To estimate the derivative of the mutual
information 4096 image samples were used, again randomly chosen every iteration. For
both affine and nonrigid registration 32 histogram bins were used.

With these settings, a single registration typically required approximately fifteen minutes
on a standard high end PC.

4.3.4 Segmentation

Each binary image Si containing the segmentation of the heart or the aorta was trans-
formed to each target image using the transformation ui obtained by the corresponding
registration. Before determining the weights for a decision fusion, difference images Di

were convolved with a Gaussian kernel gσ1 . After experimenting with different kernel
sizes, the best results were obtained with σ1 = 0.5 voxels for the aorta, and σ1 = 2 voxels
for the heart. The probabilistic segmentation Sp of each target image was computed by
fusing the decision of the 15 transformations. The binary segmentation S was obtained
by first blurring the probabilistic segmentation Sp with a Gaussian kernel width σ2 = 1
voxel, and subsequently thresholding at the probability 0.5. This was the same for all
methods.

To obtain segmentation of the images in their original size, the segmentation results S

were super-sampled to the original resolution.
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4.3.5 Evaluation

For each target image, the similarity index SI between the reference standard and the
automated segmentation was computed for all implemented methods. Subsequently, the
average and standard deviation of SI were determined for all methods.

Average similarity indexes and corresponding standard deviation are listed in Table 4.1,
and in Table 4.3, for the aortic and the cardiac segmentation, respectively.

Table 4.1: Aortic segmentation: average similarity index (SI ) and its standard

deviation between the reference standard and the automated methods.

Average Standard deviation

2nd observer 0.9158 0.0143

WDFS 0.8735 0.0258

WDF 0.8687 0.0270

ADF 0.8435 0.0288

ASA 0.8050 0.0253

SBA 0.8043 0.0285

Table 4.2: Aortic segmentation: Significance of difference between SI for the

various tested methods; p-values from a two-tailed paired t-test.

p value

WDFS vs. 2nd observer < 0.001

WDFS vs. WDF 0.05

WDF vs. ADF < 0.001

ADF vs. ASA < 0.001

ADF vs. SBA < 0.001

ASA vs. SBA 0.92

Table 4.3: Cardiac segmentation: average SI and its standard deviation be-

tween the reference standard and the automated methods.

Average Standard deviation

2nd observer 0.9357 0.0125

WDFS 0.9389 0.0177

WDF 0.9341 0.0210

ADF 0.9314 0.0219

ASA 0.8918 0.0373

SBA 0.8898 0.0216
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To compare the performance of WDF and WDFS, with the other methods, a two-tailed
paired t-test was performed. In Table 4.2 and Table 4.4 p values are listed, for the aortic
and cardiac segmentation, respectively. Methods WDF and WDFS performed signifi-
cantly better than any other automatic method in both segmentation tasks. Moreover,
in the case of cardiac segmentation the difference between the second observer vs. WDF,
WDFS and ADF was not significant. Additionally, ADF was also significantly better
than the automated atlas-segmentation approaches using a single atlas (ASA and SBA).
Finally, no significant difference was found between the ASA and SBA approach. These
conclusions are valid for both segmentation tasks.

Table 4.4: Cardiac segmentation: Significance of difference between SI for the

various tested methods; p-values from a two-tailed paired t-test.

p value

WDFS vs. 2nd observer 0.56

WDF vs. 2nd observer 0.80

ADF vs. 2nd observer 0.53

WDFS vs. WDF 0.01

WDF vs. ADF < 0.001

ADF vs. ASA < 0.001

ADF vs. SBA < 0.001

ASA vs. SBA 0.82

To analyze the distribution of the results, box-and-whisker plots were made [94]. They
are shown in Figure 4.1 and Figure 4.2 for the aortic and the cardiac segmentation,
respectively. For aortic segmentation, there is a clear difference between medians and
distributions between the second observer and computerized methods. WDF and WDFS
have a similar distribution which is narrower and has higher medians than those of the
other automated approaches. In the case of cardiac segmentation, the second observer and
the atlas-based segmentations with decision fusion (WDFS, WDF, ADF) have compara-
ble performance, with higher medians and narrower distributions than the average-shape
or the best single atlas segmentation approaches.

Figure 4.3 and Figure 4.4 show two slices of the aortic segmentation in two different
subjects. Figure 4.5 shows one slice of the cardiac segmentation in two different subjects.
In Figure 4.3 and the first column of Figure 4.5 a slice of the image where WDF resulted
in the highest SI are shown. Figure 4.4 and the second column of Figure 4.5 show a slice
of the image where SI was lowest. In case of aortic segmentation, those images correspond
to outliers in the box-and-whisker plot for WDF in Figure 4.1.

To evaluate if selecting a subset of atlases could reduce computation time, but keep
the performance comparable, atlas selection was performed. Selection was tested on the
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Figure 4.1: Box-and-whisker plots for the aortic segmentation methods.

complete set of target images. The results for the aortic segmentation are shown in
Figure 4.6, and for the heart in Figure 4.7. The top images in both figures show box-and-
whisker plots of the average SI values over all target images for each atlas that could
be selected. This means that when the first atlas was selected, performance of all 15
atlases was tested. The one with on average the highest SI was selected. In the next
stage, the performance of the remaining 14 atlases each in combination with already
selected atlas was computed, and the best one was selected and added, and so on. As
expected, performance increased with an increasing number of atlases. The maximum
was reached when eight atlases were selected, and by adding more atlases performance
slightly dropped. The bottom plots in Figure 4.6 and Figure 4.7 show the distribution of
SI for all target images in each atlas selection step.

The selected atlases were not the same in the two segmentation tasks. On average the
SI obtained with eight selected atlases was slightly higher in case of the cardiac seg-
mentation compared to the performance of the second observer, but that difference was
not significant. However, the difference between WDF and WDFS was significant. This



4.4. Discussion 69

Figure 4.2: Box-and-whisker plots for the cardiac segmentation methods.

is caused by the fact that improvements of WDFS vs WDF were small, but consistent.
In the case of aortic segmentation, the second observer was still significantly better than
WDFS, and the difference between WDF and WDFS was not significant.

4.4 Discussion

The presented multi-atlas segmentation methods yield results very close to those of an
independent human observer. They are shown to be robust, in the sense that gross
failures of the segmentation never occurred, although it must be noted that our tests
were performed on a relatively small set of target images. In both segmentation tasks,
even for the case with the lowest SI, results were good, and comparable to the reference
standard when judged by visual inspection.

The methods have two novelties compared to already published approaches.
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Figure 4.3: Aortic segmentation in two coronal slices in the image where the

automated method resulted in the highest similarity index. The first row shows

the gray value images, the second shows the reference standard, and the third

row presents the segmentation of the second observer. Results of the automated

segmentation by WDF are given in the last row.

First, decision fusion of the propagated labels is based on the local evaluation of registra-
tion success. The local success of the registration has been evaluated using the absolute
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Figure 4.4: Aortic segmentation in two coronal slices in the image where the

automated method resulted in the lowest similarity index. The first row shows

gray value images, the second row shows the reference standard, the third row

presents second observer segmentation and the last one shows results of the

WDF. Note the substantial variability between the observers.
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Figure 4.5: Cardiac segmentation in transverse slice of two different images.

The first column shows a slice of the image which had the highest SI and in the

second column an example is shown from the scan with the lowest SI. The first

row shows gray value images, the second row shows the reference standard, and

the third row presents the second observer segmentation. Results of the WDF

are shown in the last row.



4.4. Discussion 73

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

Number of atlases

0,72

0,76

0,80

0,84

0,88

S
I (

ao
rt

a)

Page 1

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

Number of atlases

0,70

0,80

0,90

1,00

S
I (

ao
rt

a)

A

A

A A

A A

A

A

A

A

A

A

A
AA

AA

A

A A

A A

A

A

A A

A

A A

A A

Page 1

Figure 4.6: Atlas selection for the aortic segmentation. On the x-axis the num-

ber of selected atlases is shown. Top: The y-axis plots the distribution of the

average SI between WDFS and the reference standard segmentation over all

target images. Bottom: On the y-axis, the distribution of the SI values for all

target images for the selected atlases are shown.

difference between the transformed atlas and the target image. Note that a different
metric, namely mutual information was computed during the registration. It would also
have been possible to use the same metric for both purposes, but we believe similar re-
sults would have been obtained. Furthermore, other ways of computing local weights are
possible (see Equation 4.3). They could, for example, be based on the amount of local
deformation.
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Figure 4.7: Atlas selection for the cardiac segmentation. On the x-axis the

number of selected atlases is shown. Top: The y-axis plots the distribution of

the average SI between WDFS and the reference standard segmentation over

all target images. Bottom: On the y-axis, the distribution of the SI values for

all target images for the selected atlases are shown.

The second novelty is an atlas selection procedure equivalent to sequential forward selec-
tion of features. It has been shown that not all atlas images were equally useful, and that
the selected subset of atlases gave better performance than the complete set. Note here,
that in our investigation of the possibility of atlas selection, the atlases were selected on
the set of target images and only that result is presented. Evaluation on an independent
validation set is an important subject for future work. To perform that, a larger number
of manually delineated data might be needed.
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To further improve segmentation results, atlases could be selected locally. It is possible
that a better segmentation result in some parts of the target image could be achieved
with a particular set of atlases. For example, some scans might be effective to register to
the aortic arch, while others are most effective to find the lower part of the descending
aorta. This hypothesis is supported by the fact that different atlases were selected for
the heart and aorta tasks.

To additionally reduce segmentation time, the number of registrations performed, i.e. the
number of atlases could be varied locally. Some parts of the target image (e.g. inside of
the heart) can be segmented easier than others (e.g. border of the heart). Thus, for those
areas where the segmentation task is easier, a smaller number of atlases may be needed.
Additional registrations could be omitted locally after a few iterations have produced
consistent results, and continued where the need for more opinions seems useful.

For aortic segmentation, the second observer performs better than any automated method.
For cardiac segmentation on the other hand, there was no significant difference between
the WDF, WDFS and ADF versus the second observer. We believe this difference is
caused by the fact that the heart has strong edges on the borders with lung tissue, which
are probably effective in guiding the registration process, while for the aorta such strong
edges are often not present. Therefore, the registration result was less successful in the
latter case. When registration can not deform a moving image to the target image well, it
is important to weigh the propagated labels locally according to the registration perfor-
mance; When registration results are generally good, averaging the transformed manual
segmentations is sufficient. This can also be seen when comparing the results of the WDF
or WDFS and ADF methods. Although in both segmentation tasks WDF and WDFS
outperformed ADF, the difference and spread of the results are greater for segmentation
of the aorta than for segmentation of the heart. Box-and-whisker plots in case of the car-
diac segmentation show comparable performance of WDF, WDFS and ADF. However, a
t-test shows that the small difference is significant. Inspecting the results for each target
image showed that the difference in SI between WDF and ADF is less than 1%, but
WDF always slightly outperformed ADF.

We have inspected the segmentation when the best single atlas was selected from our set
of atlases. There is a number of possible criteria for selecting the best atlas. Our choice
was to select this image based on the registration success in the volume of interest (SBA),
analogous to when registration was evaluated for WDF and WDFS. The method with
the in this way chosen single atlas has given the lowest performance in terms of average
SI, but comparable to the average-shape atlas method (ASA). However, box-and-whisker
plots show that the SI values are distributed broader in the case of ASA.

Although SI between the two observers is high, Figures 4.3, 4.4 and 4.5 show that locally
substantial inter-observer disagreement may occur. This is especially true at the basal
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portion of heart and ascending part of the aorta. This is caused by poor tissue contrast
difference between the heart border and surrounding fat, or between the ascending aorta
and surrounding tissue. Additionally, because manual segmentation was performed in
transverse slices, sagittal views occasionally show shifts in border between neighboring
transversal slices. To prevent the latter, a manual segmentation protocol could be used
that instructs observers to use multiple views during manual delineation. That would
however increase segmentation time substantially, and therefore this was omitted.

The set of atlases and target images used in this project did not contain any large
anatomical abnormalities. To make the method robust for such cases, it would probably
be necessary to include them in the set of atlas images. However, this would likely be
possible only when the abnormalities do not severely compromise the quality of the
registration.

A major advantage of the presented method is its applicability to different segmentation
tasks. The method was not developed specifically for the cardiac or the aortic segmenta-
tion, nor exclusively for CT images. We believe it could be used for a segmentation task
of any anatomical structure where registration between a moving and a fixed image can
give reasonably good results, such as for lungs, ribs or liver segmentation in CT images.
We are also confident that the WDF and WDFS methods could be applied to segmen-
tation of anatomical structures in MR images for which other atlas-based segmentations
have already been used, such as for brain or cardiac structures.

4.5 Conclusion

An atlas-based segmentation method employing label propagation and spatially varying
decision fusion has been presented. The method evaluates the success of the registration
between the atlas and the target image locally, and on that basis a weighted decision
fusion is performed. The method was tested for segmentation of the heart and aorta in CT
images. The proposed method outperformed other implemented atlas-based segmentation
approaches. Additionally, it has been shown that selection of a subset of atlases from the
original set leads to faster and comparable segmentation results.
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Automated calcium scoring in the aorta in low dose

computed tomography scans of the thorax

I. Išgum, A. Rutten, M. Prokop, and B. van Ginneken, ”Automated calcium scoring in
the aorta in low dose computed tomography scans of the thorax”

Abstract

Purpose. To develop a computer-aided diagnosis system for fully automatic detection and

quantification of calcifications in the aorta in computed tomography (CT) scans of the thorax,

and subsequent risk assessment for cardiovascular disease.

Materials and Methods. In this study 436 low-dose non-contrast enhanced CT scans of the

thorax were used. A multi-atlas based segmentation method was performed to automatically

delineate the aorta in scan. To identify candidate objects for calcifications the segmented vol-

ume was thresholded at 130 HU. The candidate objects represented calcified lesions in the aorta

and its vicinity, and noise. To separate the calcifications in the aortic wall from the remaining

candidate objects, each of them was described with 63 features. Subsequently, a two-stage clas-

sification with a selection of features and k-nearest neighbor (kNN) classifiers was performed.

Based on the detected calcifications each subject was assigned one of six risk categories for coro-

nary artery disease. The categories were defined based on the Agatston score: 0, 1-10, 11-100,

101-400, 401-1000, >1000.

Results. The correct risk category was assigned to 83 out of 94 (88.3%) subjects. In 8 (8.5%) of

the cases the risk category was over- or underestimated by one category, and in the remaining

3 (3.2%) cases by two categories. The computer system detected 83.9% of calcifications at the

expense of on average 1.9 false positive objects per scan. The agreement between the automatic

computer system and the reference standard was very good with a weighted kappa statistic 0.91.

Conclusion. The results show that a risk category for cardiovascular disease can automatically

be assigned to a subject with high accuracy.

Key words. calcifications; calcium scoring; computer-aided diagnosis; aorta
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5.1 Introduction

Aortic calcifications are considered a surrogate marker of atherosclerotic disease. Many
clinical studies have related calcium at various loci in the aorta to risk of cardiovascu-
lar events and stroke. Wilson et al. [2] have indicated that aortic calcifications are an
independent predictor of subsequent vascular morbidity and mortality in a long term
follow-up study. Itani et al. [13] have shown that detection of the aortic calcifications in
a mass screening for lung cancer and tuberculosis can be used for evaluating the risk of
stroke. Iribarren et al. [12] have demonstrated that calcifications in the aortic arch are an
independent risk factor for coronary heart disease and ischemic stroke. Walsh et al. [14]
have reported calcium in the abdominal aorta to be an important risk factor for conges-
tive heart failure. Calcifications in the aorta have also been related to other diseases. For
example, Bagger et al. [16] have suggested that calcifications in the aorta independently
contribute to the development of osteoporosis in the proximal femur. Tanko et al. [95]
have related calcium in the aorta to osteoporosis in the hip. De Leeuw et al. [18] have
found a relationship between calcium in the aorta during middle-age and presence of
periventricular white matter lesions later in life.

In all these studies calcifications were scored manually. Because manual calcium scoring
is labor-intensive, it is problematic for large epidemiological or follow-up studies, and
it is currently not routinely performed in all images where the aorta is visualized. In
this work we present a system for automatic detection of calcifications in the aorta in
CT scans of the thorax. The method is based on the segmentation of the aorta and a
subsequent pattern recognition based analysis of the segmented volume. Several studies
have shown the relation between the amount of calcium in the aorta and the risk of
cardiac or cerebral infarction but, the exact risk categories have not been determined. In
this work the risk categories are defined based on the Agatston score and each subject
is assigned a risk category from the the automatically detected aortic calcifications.

5.2 Materials and methods

5.2.1 Data

In this study low-dose non-contrast enhanced CT scans of the thorax were used. The
scans were acquired in a population based randomized lung cancer screening study. The
study was approved by the Dutch Ministry of Health and by the Ethics Committee of each
participating hospital. Subjects were selected from the population living in the area of the
participating centers who were heavy and former heavy smokers between the ages of 50
and 75 at the moment of recruitment. Selection was performed based on a questionnaire
about smoking history. The requirement was a minimum of 16 cigarettes/day for 25 years
or 11 cigarettes/day for 30 years. Additionally, a subject had to have the ability to climb
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two staircases without rest. Subjects with very severe chronic obstructive pulmonary
disease were excluded from the study. Also, individuals who quitted smoking more than
ten years previously and/or with a history of cancer were excluded from participation. In
total 16,000 participants were equally randomized to either the screening or the control
arm.

The scans were acquired on a 16 detector-row scanner (Mx8000 IDT or Brilliance 16P,
Philips Medical Systems, Cleveland, OH, USA). All scans were realized in about 12
seconds in spiral mode with 16 x 0.75 mm collimation. We reconstructed axial images of
1.0 mm thickness at 0.7 mm increment, using the smallest field of view to include the
outer rib margins at the widest dimension of the thorax. All scans were reconstructed
with a 512 x 512 matrix and a moderately soft kernel (Philips ”B”). In-plane resolution
was between 0.6 mm and 0.8 mm. The peak voltage was 120 kVP - 140 kVP depending
on patient weight, with tube current 30 mAs. Scans were performed in inspiration after
appropriate instruction of the subjects, without spirometric control or respiratory belt.
No intravenous contrast-injection was induced.

Between April 2004 and March 2005, 1684 subjects received baseline screening with low-
dose CT in our center. From these participants, we have randomly selected 436 subjects
for calcium scoring in the aorta. All scans were subsampled to thicker slices by averaging
four neighboring slices.

Additional exclusion criteria were applied to scans for the automated analysis. Scans
containing metal implants and scans with extreme amounts of noise were removed. Be-
cause of these exclusion criteria two scans were removed, thus 434 images were used in
the experiments.

5.2.2 Reference standard

The reference standard was set manually by two medical students who were trained and
supervised by a medical investigator with calcium scoring experience in about 500 scans.
The students worked independently. They were instructed to select calcifications in the
ascending aorta, aortic arch, and the descending aorta not lower than the level of the base
of the heart. Because of the noise in the scans, some calcifications in the descending aorta
were connected to the spine; the observers were instructed not to include those lesions
in the reference standard. The manual identification of the calcifications was performed
using software developed specifically for this purpose.

The scans were randomly divided in two sets: a training and a test set. The training set
contained 340 scans, and the test set 94 scans.

The reference standard was set into each scan of the training set by the first observer
only, and in the test set by both of them. The results of the first observer were used as
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a reference for testing. The scorings of the other observer were used to estimate inter-
observer variability, which was compared to the results of the automatic system.

Agatston, volume and mass scores were computed by our software. The scoring system
was implemented following the algorithm described in Ohnesorge et al. [69].

5.2.3 Automated calcium scoring system

The processing of the automatic system can be divided into several distinct stages. The
method starts with segmentation of the aorta. After the aorta has been delineated, the
segmented volume is thresholded to obtain the candidate calcifications. For each can-
didate calcification, features are calculated describing its size, gray values, position and
several characteristics derived from the aortic segmentation. Based on the features, true
aortic calcifications are selected from all the candidate calcifications. Each of these steps
is described in the following sections.

Aortic segmentation

In all scans the aorta is segmented automatically. This is performed using a multi-atlas
based segmentation method described in Chapter 4 of this thesis. To obtain atlas images
eight scans from different subjects are selected from the same study described in Sec-
tion 5.2.1. They are not among the scans included for the calcium scoring. In these eight
images the aorta was manually outlined by a medical student under the supervision of a
radiologist using software specifically developed for this purpose.

The segmentation method results in the probabilistic delineation of the aortic volume
in each scan from both the training and the test set. Thus, each voxel in the scan is
assigned a value between zero and one denoting its probability of being part of the aortic
volume. From the probabilistic aortic segmentation, a binary segmentation is obtained by
thresholding a posterior probability at 0.3. This means that all voxels having a posterior
probability equal to or greater than 0.3 are considered part of the aortic volume. This
conservative value is chosen to rather include a larger volume for subsequent analysis
than to possibly exclude parts of the aortic volume at this stage of processing.

Candidate extraction

Candidate calcifications in the aorta need to be identified in the segmented volume,
and the standard gray value threshold of 130 Hounsfield units (HU) is applied [15, 55].
Three-dimensional region growing and component labeling are used to connect voxels
above the threshold level [39]. The obtained components will in the remaining text be
called candidate objects. Note here that because of the region growing of all high density
voxels, all objects which have at least one voxel contained in the binary segmentation
are considered candidate objects.
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Feature extraction

Each candidate object is represented by a number of numerical characteristics (features).
Generally, there are many features that can be computed and in computer-aided diag-
nosis systems it has been shown that a certain combination of for example size, appear-
ance, or position characteristics can distinguish between positive and negative candidate
objects. Based on our experience and previous work we have decided to compute the
following: volume of the candidate object expressed in mm3; average and maximum
gray value within the candidate object; Gaussian derivatives through the second order
(L,Lx, Ly, Lz, Lxx, Lyy, Lzz, Lxy, Lxz, Lyz) at scales σ = 1, 2, 4, 8, 16 voxels calculated
in x, y and z directions [65] at mean position in the candidate object; mean x, y and z
coordinates of the candidate object in the image coordinate system; average probability
that the candidate object belongs to the segmented volume; the percentage of the candi-
date object’s volume within the binary aortic segmentation; the value in a 3-dimensional
signed distance transform map [39] at the mean location of the candidate object; the
minimum value in the distance transform map within the candidate object; the distance
in the z-direction from the candidate object to the lowest point of the segmented part of
the descending aorta; the distance in the z-direction from the candidate object to the the
top of the aortic arch; the minimum of the previous two values. Thus in total 63 features
were computed and they are listed in Table 5.1.

Classification

The extracted candidate objects represented calcifications in the wall of the aorta, calci-
fications of the aortic valve, noise, and some may be calcifications in the vicinity of the
aorta extracted due to a somewhat erroneous segmentation result. Because of the noise
present in the scans, it was possible that parts of the large bony structures, such as the
spine were candidate objects. Those could easily be discarded based on their size, without
risk of discarding any calcifications. Therefore, an upper threshold on the volume was
set to 5000 mm3, and all candidate objects above that size were discarded.

A statistical classifier was used to separate the remaining candidate objects. In computer-
aided diagnosis systems it is common to use two or more classification stages. In the
first stage the most obvious negatives are discarded and in the subsequent stages the
remaining candidate objects are separated. This often gives better performance because
in each stage a classifier specifically designed for a given task can be used instead of a
single one that separates all candidate objects. In our experiments two-stage classification
was performed.

Before classification, all features were scaled to zero mean and unit variance to account
for differences in the ranges of values different features might have had. In both stages
sequential forward floating selection (SFFS) of features was employed to select the best
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Table 5.1: List of features describing candidate objects.

Feature Description

1 Volume

2 Average gray value within the candidate object

3 Maximum gray value within the candidate object

4-8 L at scales σ = 1,2,4,8,16 voxels

9-13 Lx at scales σ = 1,2,4,8,16 voxels

14-18 Ly at scales σ = 1,2,4,8,16 voxels

19-23 Lz at scales σ = 1,2,4,8,16 voxels

24-28 Lxx at scales σ = 1,2,4,8,16 voxels

29-33 Lyy at scales σ = 1,2,4,8,16 voxels

34-38 Lzz at scales σ = 1,2,4,8,16 voxels

39-43 Lxy at scales σ = 1,2,4,8,16 voxels

44-48 Lxz at scales σ = 1,2,4,8,16 voxels

49-53 Lyz at scales σ = 1,2,4,8,16 voxels

54-56 Mean x-, y- and z-coordinate of the candidate object

57 Average probability that the candidate object belongs to the aorta

58 Percentage of candidate objects within the aortic segmentation

59 Distance from the mean location of the candidate object to the aortic border

60 Minimum distance from the candidate object to the aortic border

61 Distance from the candidate object to the top of the arch

62 Distance from the candidate object to the lowest point of the descending aorta

63 Minimum of features 61 and 62

features for the task [40, 96]. This feature selection uses a given classifier to select a
subset of features giving the best classification result. The algorithm is based on a ”plus
1, take away r”strategy. At each iteration, the algorithm adds the best single feature
to an initially empty feature set and then removes features as long as that improves
performance. In this way nested groups of good features can be found. The training set
was divided into feature selection training set and feature selection test set. The feature
selection training set contained 75% of the objects from the original training set and
the feature selection test set contained the remaining 25% of candidate objects from the
training set. In pilot experiments with several supervised classifiers the best results were
obtained with a k-nearest neighbor (kNN) classifier [36]. Therefore, in both classification
stages a kNN classifier with Euclidean metric and maximum of 15 features to be selected
was employed. Classification performance was evaluated by accuracy.

In the first classification stage the number of neighbors’ k was set to 10. All objects
with a posterior probability for a negative class larger than 0.75 were discarded. Thus,
only candidate objects with a high probability to be negative were removed from both
training and test set. The remaining objects were further classified. In the second stage



5.3. Results 83

the number of neighbors was set to three. A threshold on the posterior probability was set
to 0.5. This meant that all objects with a posterior probability for a positive class larger
than or equal to 0.5 were classified as calcifications and others as non-calcifications. These
parameter settings were determined in pilot experiments that used only the training data.

Risk category assignment

After calcifications in the aorta had been identified, the detected amount of calcification
was quantified. A standard for quantification of calcified lesions in the aorta is lack-
ing. Different approaches have been used and they are described in [5]. Our choice was
to compute the Agatston, volume and mass scores. The scorings are implemented as de-
scribed in [69]. Subsequently, based on the detected amount of calcifications, each subject
is assigned a risk category for cardiovascular disease. A standard methodology for risk
category assignment based on aortic calcium is also lacking. We have decided to use the
categories used for the coronary calcium scoring based on the Agatston score [68]. They
are listed in Table 5.2.

Table 5.2: Risk categories for cardiovascular disease based on the Agatston

score. Higher Agatston scores mean higher risk for coronary artery disease.

Risk category Agatston score

1 0

2 1-10

3 11-100

4 101-400

5 401-1000

6 >1001

5.3 Results

The segmented aortic volume in the 340 training scans contained 3100 aortic calcifications
and 7682 other candidate objects. The 94 test scans contained 1070 aortic calcifications
and 1026 other candidate objects.

After discarding large candidate objects, namely those larger than 5000 mm3, 253 nega-
tives were discarded from the training set and 72 from the test set. No calcifications in
the aorta were removed.

In the first classification stage the feature selection algorithm selected 14 features. Among
them were nine appearance and five position features. The first selected were features 3,
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58 and 4 according to the numbering in Table 5.1. In this stage 773 (81.0%) negative
objects were discarded from the test set, at the expense of 131 (12.2%) calcifications.

In the second stage feature 59 was selected. Here, 898 (95.6%) positives were correctly
detected at the expense of in total 177 false positives.

Overall, in terms of objects the presented system achieved a sensitivity of 83.9% at the
expense of on average 1.9 false positive objects per scan.

Based on the Agatston score the subjects were assigned a risk category for coronary
artery disease. In 83 out of 94 (88.3%) subjects, the correct category was assigned by the
computer system. Eight subjects were assigned to a neighboring group. In the remaining
three cases the risk category was under- or overestimated by two. These results are shown
in Table 5.3. When comparing the risk categories assigned to the subjects by the second
observer with the reference standard, disagreement was observed in 4 cases. These results
are shown in Table 5.4. Thus, both the agreement between the reference standard and
the automatic method, and the inter-observer agreement were very good with a weighted
kappa statistic of 0.91 and 0.97, respectively.

Table 5.3: Risk categories for coronary artery disease assigned to the subjects

by the reference standard (ref) given in columns and by the automatic computer

system (sys) shown in rows.

1 (ref) 2 (ref) 3 (ref) 4 (ref) 5 (ref) 6 (ref)

1 (sys) 3 0 1 0 0 0

2 (sys) 1 10 0 0 0 0

3 (sys) 0 2 14 1 0 0

4 (sys) 0 1 1 16 0 0

5 (sys) 0 0 1 1 12 1

6 (sys) 0 0 0 0 1 28

5.4 Discussion

Very few methods for automatic arterial calcification detection have been developed, and
commercial software packages do not provide it. To our knowledge there are only two
published automatic methods, which have concentrated on calcification detection and
quantification in the aorta. De Bruijne [97] has presented a pixel classification based
method for automated detection of calcifications in the lumbar aorta in radiographic
images. Išgum et al [98] have presented an automated method for the detection of the
aortic calcifications in CTA scans of the abdomen. That method does not require the
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Table 5.4: Risk categories for coronary artery disease assigned to the subjects

by the reference standard (ref) given in columns and by the second observer

(2nd) shown in rows.

1 (ref) 2 (ref) 3 (ref) 4 (ref) 5 (ref) 6 (ref)

1 (2nd) 4 2 1 0 0 0

2 (2nd) 0 11 0 0 0 0

3 (2nd) 0 0 15 0 0 0

4 (2nd) 0 0 1 18 0 0

5 (2nd) 0 0 0 0 13 0

6 (2nd) 0 0 0 0 0 29

segmentation of the aorta, but instead considers all high density objects in the complete
scan. True calcifications in the aorta are separated from other candidate objects by
a classification system based on features derived for the candidate objects and their
contextual information. Subjects are assigned to a category based on the total volume of
the detected calcifications with a high accuracy. In the results of that study, most of the
false positives were caused by the contrast material in the bowels.

The presented system, on the contrary, used an automatic segmentation of the aorta,
so only the volume of the aorta and its vicinity are considered. In terms of volume only
20.4% of false positives represented noise and calcifications completely outside the aorta,
such as those in the tracheal wall, mediastinum, and bypass artery. The majority of the
false positive error volume, namely 51.6% actually represented calcifications in the aorta.
Most of that volume (93.2%) were calcifications either located in the descending aorta
below the base of the heart, or in the arteries branching off the aortic arch. The major
cause of these errors is probably insufficient accuracy of the aortic segmentation. When
the aorta was manually segmented, the observers were instructed not to segment the
aorta below the base of the heart. However, this point is not an anatomical landmark in
the aorta itself. It would probably be better to choose a certain anatomical landmark that
the atlas-based segmentation could find, for example the point where the renal arteries
branch off the aorta. This would probably be easier to find by the segmentation algorithm,
and truncation errors might be reduced. The remaining 6.8% of false positive errors
representing aortic calcifications were by retrospective analysis confirmed to represent
true calcifications in the aorta. They were all small in size and of low attenuation. Another
20.4% of the false positive volume were calcifications in the coronary arteries. Those are
sometimes partly contained in the aorta as illustrated by an example in Figure 5.1,
bottom. Finally, 7.5% of false positive errors were aortic valve calcifications, and these
errors can be attributed to the (slight) over-segmentation of the aorta. Many of the
false positive errors can be attributed to the aortic segmentation inaccuracy. With a very
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accurate aortic segmentation it would also be possible to split the candidate objects whose
volume is both inside and outside the aorta and consider only the volume inside. However,
for such a segmentation further development of the algorithm is required. Figure 5.1 shows
two false positive examples and Table 5.5 shows a detailed subdivision of false positive
errors and gives their total and average volume.

Table 5.5: False positive errors of the computer system in 94 scans divided in

categories. For each category number of objects, total and average volume in

mm3 is given.

Category Objects Total volume Average volume

Noise and motion artifacts 75 732 9.8

Calcium in the tracheal wall 4 95 23.8

Calcium in the mediastinum 5 110 22

Calcium in the bypass artery 6 286 47.7

Calcium in the arteries above the arch 13 1171 90.1

Calcium in the descending aorta below heart 26 1714 65.9

Aortic calcium missed in the reference 34 213 6.3

Coronary calcium 10 1226 122.6

Aortic valve calcium 4 452 113

False negatives were located in the ascending aorta, aortic arch and the descending aorta.
The distribution of false negative errors is shown in Table 5.6, and Figure 5.2 shows an
example of a large false negative object.

Table 5.6: False negative errors of the computer system in 94 scans given per

location. For each part of the aorta number of objects, total and average volume

in mm3 is given.

Category Objects Total volume Average volume

Ascending aorta 61 894 14.66

Aortic arch 32 5378 168.06

Descending aorta 79 3384 42.84

The risk category agreement between the automatic system and the reference standard
was very good. Figure 5.3 shows the calcium scores of all test scans determined by the
automatic system and the second observer vs. the reference standard. The scores are
plotted using a logarithmic scale. Both the automatic system and the second observer
show several outliers. However, the disagreement between the computer system and the
reference is somewhat larger than between the two observers. Zero score scans can not be
plotted due to the logarithmic scale used. Note that 20 scans had no disagreement in the
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Figure 5.1: Examples of false positive objects. Top: High density swallowing

artifact around the esophagus in two neighboring slices caused by the attenuation

difference in neighboring voxels. Bottom: Calcification in the left main coronary

artery in two neighboring slices.

Agatston score between both the computer and the reference and the second observer
and the reference. Those were not the same scans in the two cases.



88 Chapter 5. Automated calcium scoring in the aorta

Figure 5.2: Example of a false negative object. A calcification in the ascending

aorta shown in four neighboring slices. Because of the motion this lesion seems

positioned inside the aortic lumen in the top-left slice. It is located around the

point where the left main coronary artery branches off the aorta.

An interesting topic for future research is to investigate if the presented method could be
applied to calcium scoring in the aorta in different types of CT scans in which the aorta
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Figure 5.3: Calcium scores assigned to subjects by the reference standard (x-

axis), vs. the score assigned by the computer system and the second observer

(y-axis). The data is plotted with the logarithmic scale. Top: Agatston score.

Middle: Volume score. Bottom: Mass score.

is visible, like scans of the abdomen or cardiac scans, either with or without contrast
enhancement. The segmentation method for the delineation of the aorta is general, but
it is likely that different atlas sets would need to be provided. The registration of atlas
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scans to the target scans needs to be successful, but both CT and CTA scans are normally
of high enough quality. In CTA scans the segmentation result might even be better. Once
the aorta is segmented, candidate objects can be extracted following the same approach,
but in the case of CTA data the threshold value would need to be raised, as was done
in [98]. All features used in the presented method for the candidate objects description
can be computed. We do expect however, that the pattern recognition system would
need a new training data set. A major advantage of the presented method would be its
applicability to various types of CT scans, but further testing is required.

It would also be interesting to investigate the effect of the position of the calcifications
within the artery. Once the aorta is segmented, it would probably be possible to auto-
matically separate the ascending aorta, the descending aorta and the aortic arch. This
would enable investigation of the risks depending on the loci of calcifications.

To conclude, an automatic system can assign a risk category for coronary artery disease
to subjects for whom a low-dose CT scan is available with high accuracy. This means
that individuals included in a lung cancer screening program can be investigated for risk
of coronary artery disease automatically, without additional radiation, nor additional
costs.



Chapter 6

Summary and general discussion

6.1 Summary

The aim of this thesis was to develop automatic methods for CT calcium scoring. In
chapter 2 an automatic system for calcification detection in the aorta in CT scans of
the abdomen was presented. The scans contained contrast material both in the vessels
and in the bowels. Because of the contrast present in the aorta, the threshold level for cal-
cification detection had to be raised from the standard 130 HU to 220 HU. The automatic
method starts by extracting all connected sets of voxels, called candidate objects, above
the threshold from the scan. Candidate objects included all calcifications, as well as bony
structures and contrast material. To distinguish calcifications from non-calcifications, a
number of features were calculated for each object. These features were based on the
objects size, location, shape characteristics, and surrounding structures. Subsequently, a
classification of each object was performed in two stages. First, the probability that an
object represents a calcification was computed assuming a multivariate Gaussian distri-
bution for the calcifications. Objects with low probability were discarded. The remain-
ing objects were then classified into calcifications and non-calcifications using a nearest
neighbor classifier that was trained with sequential forward feature selection. Based on
the total volume of calcifications determined by the system, the scan was assigned to
one of the four categories, which denoted the amount of calcium present in the vessel:
”no””small”, ”moderate”or ”large”amount. The method resulted in a sensitivity in terms
of the number of calcifications of 83.9% at the expense of on average 1.0 false-positive
object per scan. The correct category label was assigned to 30 out of 40 (75.0%) scans
and only 2 scans were off by more than one category.

In chapter 3 a similar approach was used for automatic coronary calcium scoring. In
that work non-contrast enhanced, ECG-gated multi-slice CT data was used. Candidate
objects for coronary calcifications were extracted by thresholding at a standard value of
130 HU. They included coronary calcifications, calcifications in the aorta and in the heart,

91
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bone and noise. The system contains two parts. The first is segmentation of the heart and
the aorta using a rule-based scheme. The segmentation results were used in the second
part of the system which consisted of a supervised pattern recognition system. A set of
features was calculated for each candidate object. They characterized the objects spatial
position relative to the heart and the aorta, its size, shape, and appearance which was
described by a set of approximated Gaussian derivatives. Three classification strategies
were designed. The first one tested direct classification without feature selection. The
second approach also utilized direct classification, but with feature selection. Finally,
the third scheme employed a two-stage classification. In a computationally inexpensive
first stage, the most easily recognizable false positives were discarded. The second stage
discriminated between the harder to separate coronary calcium and other candidates.
Performance of linear, quadratic, nearest neighbor and support vector machine classifiers
was compared. The best performance was obtained employing a two-stage classification
system with a nearest neighbor classifier, trained with sequential forward floating feature
selection. This method detected 73.8% of coronary calcifications at the expense of on
average 0.1 false positive objects per scan. An Agatston calcium score was computed for
each scan and subjects were assigned one of four risk categories based on this score (0-10,
11-100, 101-400, >400). The method assigned the correct risk category to 71 out of 76
(93.4%) subjects. The remaining 5 scans were assigned to a neighboring risk category.

Chapter 4 presented a novel atlas-based segmentation approach based on the combi-
nation of multiple registrations. Multiple atlases created by manual segmentation were
elastically registered to a target image. To obtain a segmentation of the target, seg-
mentation labels of the atlas images were propagated to it. The propagated labels were
combined by spatially varying decision fusion weights. These weights were derived from
local measurements of the success of the registration: the more successful the registra-
tion at a given point, the more it contributed to the segmentation result. This success,
thus each weight, was determined using a difference image between the target and by
the registration transformed atlas image. Because registration of two CT images is a
time consuming task, an atlas selection procedure was proposed that is equivalent to the
sequential forward selection technique from statistical pattern recognition theory. The
proposed methods were compared to three other atlas-based segmentation approaches:
(1) single atlas-based segmentation, (2) average-shape atlas-based segmentation and (3)
multi-atlas segmentation with averaging as decision fusion. The methods were tested
on the segmentation of the heart and the aorta in low-dose non-contrast enhanced CT
scans of the thorax. In the experiments 29 scans were used. They were randomly di-
vided into 15 atlas and 14 test images. The results showed that the proposed methods
outperformed other implemented approaches and yielded results very close to those of
an independent human observer. Moreover, atlas selection led to faster segmentation at
comparable performance.
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Using the results of this multi-atlas aortic segmentation, a system for automatic detection
of calcifications in the aorta was developed. It is described in chapter 5. In this study
low-dose non-contrast enhanced CT scans of the thorax were used. They were acquired in
a population based randomized lung cancer screening study. Eight atlases were selected
for the multi-atlas-based segmentation of the aorta. In 94 randomly selected CT scans
aorta was delineated automatically. The segmented volume was thresholded at 130 HU
to extract candidate objects for calcifications in the aortic wall. The candidate objects
represented calcifications in the aorta and its vicinity, such as calcium in the wall of the
vessel, calcium in the aortic valves, calcifications in the tracheal wall, or in the coronaries
where they branch off the aorta. Many candidate objects were representing noise. To
separate aortic calcium from other candidate objects features were calculated describing
their size, position, appearance and characteristics derived from the segmentation of the
aorta. Two-stage classification with nearest neighbor classifiers and sequential forward
floating feature selection was performed. The automatic system detected 83.9% of calci-
fications at the expense of on average 1.9 false positive objects per scan. Because aortic
calcifications are considered a surrogate marker of the atherosclerotic disease, each scan
was assigned a risk category for cardiovascular disease based on the calcium score of the
detected calcifications. Six categories were defined based on the Agatston score: 0, 1-10,
11-100, 101-400, 401-1000, >1000. A correct risk category was assigned to 83 out of 94
(88.3%) subjects. Eight subjects were assigned to a neighboring risk category and three
were two categories away from the correct one. The agreement between the reference
standard and the computer method was very good with a weighted kappa statistic of
0.91. The method was compared to an independent second observer who assigned 95.7%
of subjects to the correct risk category with a weighted kappa statistic of 0.97.

6.2 General discussion

The goal of the work presented in this thesis was to develop an automatic CT calcium
scoring system that would be applicable to different arteries in the body and not strictly
depend on the acquisition protocol. This meant that either a general algorithm for cal-
cification detection independent of the artery in which analysis is performed had to be
developed, or that an accurate vessel segmentation algorithm had to be designed which
would be applicable to any artery in the body. The system described in chapter 2 used
the first approach. However, that system was applied to CTA scans and its applicability
to CT scans without contrast would have to be investigated. Also, the system could very
likely be applied to other large arteries of somewhat similar appearance in the scan, but
not to small arteries such as coronaries. Therefore, chapter 3 combined the two pos-
sible approaches and presented an automatic system for CT coronary calcium scoring.
While developing that system, it was observed that knowledge about the position of the
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candidate objects was very important to obtain good performance. For the detection of
coronary calcifications, a natural choice would be to segment the coronary arteries and
compute features derived from that knowledge. However, segmentation of the coronaries
in a non-contrast enhanced CT scan would be a very difficult task, primarily because
they are only visible when embedded in fat tissue. Artifacts caused by heart movement,
inevitably regularly present in these scans, make the vessel often not visible or visible
multiple times and blurred. Therefore, other anatomical structures, namely the aorta
and the heart, were segmented and in that way indirect information about the position
of the candidate objects was obtained. In chapter 4 a segmentation algorithm to locate
the organs with high precision was presented. The method used atlas-based segmenta-
tion approach and is fully automatic. It should be applicable to other segmentation tasks
and also to images acquired with different modalities or protocols. The resulting seg-
mentation can further be improved by smoothing the border of the segmented volume.
Somewhat rough edges are a consequence of the local decision fusion approach. Smooth-
ing the borders would result in a visually more appealing results. There are probably two
areas for further work which might further improve segmentation accuracy. The first is
investigation of different possibilities for local registration combination, such as different
weighting schemes. The second one is a more advanced atlas selection strategy. Local at-
las selection for a specific target image might increase the performance, but may sharply
increase the required computation time.

In chapter 5 the approaches described in chapter 3 and 4 were combined. Unlike the
system presented in chapter 2, segmentation of the aorta was used and subsequently
a pattern recognition system was developed to detect calcifications in the segmented
volume. It is hard to compare performances of the two approaches, but both of them
were able to assign a subject to a risk category with high accuracy.

In all presented calcium scoring systems a considerable source of errors were large mis-
classified objects. In chapter 2 those were large calcifications usually at the points where
the aorta was branching into the iliac arteries, or large volumes of contrast material in
bowels. In chapter 3 those were large coronary calcifications usually blurred because of
the heart movement. In chapter 5 they were calcifications in the aortic arch stretching
to the arteries branching out off it, or calcifications that were in the coronary arteries at
the points where the vessel was branching off the aorta. Some errors were calcifications
completely outside the aorta such as in the tracheal wall, but they were either connected
to the aorta due to noise, or were very close to the aortic wall. A possible solution to
these problems might be splitting up of large candidate calcifications into several smaller
pieces. These smaller candidate objects could then be classified independently by the
pattern recognition systems.

Future work could investigate if application of the atlas-based segmentation method
presented in chapter 4 would lead to a higher accuracy of the automated coronary
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calcium scoring which was presented in chapter 3. It would also be interesting to apply
that system to different types of CT scans, such as low-dose scans of thorax. If such a
system would reliably assign a subject to a risk category for coronary artery disease,
it could be integrated in a lung cancer screening without additional screening costs,
or additional radiation for subjects. However, there are several issues that need to be
investigated when applying the system to these scans. In the lung cancer screening study
scans are not acquired with ECG-triggering and therefore substantial cardiac movement
is present. Moreover, the noise levels in those scans is higher than in cardiac scans, and
that might cause difficulties for calcium scoring. It is likely that the system presented in
chapter 3 would need to be extended to account for these factors.

It would also be interesting to investigate if the coronary artery tree or some parts of
it could be segmented in non-contrast enhanced scans with the presented segmenta-
tion algorithm. Features derived from the segmentation of those arteries might increase
calcification detection accuracy. One could investigate if only identification of several
anatomical points in the coronary artery tree would be sufficient. Those could for exam-
ple be points where the arteries branch off the ascending aorta, or where the coronaries
bifurcate.

Future work could also investigate application of the presented methods to the detection
of peripheral artery disease. For example, the methods described for calcium scoring in
the aorta could probably be used for detection and quantification of calcifications in
the arteries in the legs. Another example could be a combination of the segmentation
approach and a pattern recognition system that would detect calcium in the renal arteries.

All systems presented in this thesis were applied to subjects who did not have known
vascular disease, aortic aneurisms or known cardiac disease. This means that investigated
arteries looked fairly normal and did not contain large deviations from normal anatomy.
Therefore, performance of these systems on scans coming from ill subjects would have to
be investigated. Obtaining a training set for the pattern recognition system that would
contain a variety of abnormal cases that the system should handle would probably be
needed. Possibly, further extensions to the systems might be necessary depending on the
given tasks.

The presented systems showed that automatic systems can be used for CT calcium scor-
ing. However, any fully automatic calcium scoring system will be prone to make occasional
errors that humans are not likely to make. These errors could be identified and the sys-
tems could be extended to recognize them. Also, the scans that the automatic system can
not handle, such as scans with extreme amounts of noise, scans containing large metal
implants, or substantial abnormalities could be automatically identified and excluded
from automatic analysis. This would enable application of the computer-aided-diagnosis
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systems in large scale epidemiological studies, follow-up studies, and thus estimation of
cardiovascular and other risks in all subjects who underwent CT examinations.



Chapter 7

Samenvatting

Arteriosclerose (aderverkalking) is de belangrijkste oorzaak voor het ontstaan van hart-
en vaatziekten, de voornaamste doodsoorzaak in de Westerse wereld. Slagaderverkal-
kingen zijn zichtbaar op computertomografie (CT) scans. Wanneer al deze verkalkingen
individueel aangegeven worden in zulke scans kan een score berekend worden die het
risico op hart- en vaatziekten weergeeft. Dit is echter een tijdrovend proces dat door
getrainde observers moet worden uitgevoerd. Daarom wordt van de meeste CT scans
waar het in principe mogelijk zou een kalkscore te bepalen, deze analyse niet uitgevoerd.
Dit proefschrift beschrijft methoden om een computer automatisch verkalkingen te laten
vinden. Wanneer deze methoden nauwkeurig genoeg zijn kunnen ze gebruikt worden voor
het automatisch berekenen van een kalkscore en het bepalen van risico’s voor hart- en
vaatziekten van een patient. Ook wanneer de methoden nog niet heel nauwkeurig zijn
zouden ze van nut kunnen zijn om het manueel scoren door getrainde observers makkelij-
ker en sneller te maken. De methoden zijn ook zeer bruikbaar bij grote epidemiologische
studies waarbij gekeken wordt naar kalkscores in grote hoeveelheden data.

Verkalkingen zijn zichtbaar in CT scans als heldere, dense objecten. Men kan ze simpel-
weg detecteren door alle objecten in de scan boven een bepaalde drempelwaarde (130 HU
is de meest gekozen drempelwaarde) te selecteren. Er zijn echter vele andere objecten en
artefacten die ook boven deze drempel uit komen, zoals botstructuren, ruis en contrast-
materiaal (als dat gebruikt is bij het maken van de scan). Daarnaast komen verkalkingen
op allerlei plaatsen voor, en wanneer we bijvoorbeeld verkalkingen in de kransslagader
zoeken, moeten we verkalkingen in de nabijgelegen aortaklep niet meenemen. Alle objec-
ten boven de drempelwaarden noemen we kandidaat-verkalkingen of kortweg kandidaten
of objecten. De voornaamste uitdaging is dan ook de computer te leren welke objecten
daadwerkelijk de gezochte verkalkingen zijn (de positieve klasse), en welke andere verkal-
kingen of helemaal geen verkalkingen zijn (de negatieve klasse). We gebruiken daarvoor
technieken uit de beeldverwerking en de patroonherkenning. Voor elk object berekenen
we karakteristieke waarden (features) die gebruikt worden om de classificatie in positief of
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negatief te maken. Omdat de verkalkingen zich bevinden in de wand van een bepaald vat
(in dit proefschrift beperken we ons tot de aorta) of stelsel van vaten (in dit proefschrift
kijken we naar de kransslagaders) is het zeer voordelig wanneer we de positie van die
vaten in de scan weten. Daarvoor gebruiken we segmentatiemethoden, en hoofdstuk 4
is geheel gewijd aan zo’n segmentatiemethode.

In dit proefschrift worden drie verschillende systemen voor het detecteren van kalk be-
schreven. Hoofdstuk 2 gaat over het vinden van kalk in de wand van de buikaorta.
Hoofdstuk 3 beschrijft een systeem om verkalkingen in de kransslagaders te vinden. In
hoofdstuk 5 worden lage dosis scans van de thorax uit een longkankerscreeningsonder-
zoek gebruikt hoofdstuk 4 beschrijft een nieuwe methode voor segmentatie, toegepast
op deze lage dosis scans waarin het hart en de aorta gedetecteerd worden. Deze detec-
tie is essentieel voor het systeem beschreven in hoofdstuk 5 waarin verkalkingen in de
thoracale aorta automatisch gevonden worden. De rest van deze samenvatting beschrijft
de verschillende hoofdstukken in meer detail.

In hoofdstuk 2 wordt een systeem beschreven voor de automatische detectie van kalk in
de aorta in abdominale CT scans. Deze scans bevatten vaak contrastmateriaal en daarom
is de drempelwaarde om kandidaten voor verkalkingen te vinden verhoogd van de gebrui-
kelijke 130 naar 220 HU. De negatieven zijn hier vooral bot en contrastmateriaal. Om het
onderscheid te kunnen maken worden voor elk object features berekend die de grootte,
de locatie, de vorm en de naburige structuren in de scan beschrijven. De classificatie van
de objecten vindt plaats in twee stadia. Eerst wordt de waarschijnlijkheid dat een object
een verkalking is bepaalt door aan te nemen dat verkalkingen een multivariate normale
verdeling volgen. Objecten met een lage waarschijnlijkheid worden verwijderd. De over-
gebleven objecten worden geclassificeerd met een naaste-nabuur classificator die getraind
is met een sequentiële feature selectie. Op basis van de totale hoeveelheid kalk die door
dit systeem gevonden wordt, wordt de scan toegewezen aan een risicocategorie (‘geen’,
‘weinig’, ‘redelijk veel’ of ‘veel’ kalk). De methode detecteerde 84% van alle verkalkingen
en wees per scan gemiddeld 1.0 object als kalk aan dat geen kalk was (vals-positief). Aan
30 van de 40 test scans werd de juiste risicocategorie toegewezen en in slechts twee scans
was de toegewezen categorie meer dan één klasse verschoven.

In hoofdstuk 3 wordt een systeem beschreven om verkalkingen in de kransslagaders
te vinden dat op een vergelijkbare wijze is opgezet. Er wordt gebruik gemaakt van pro-
spectief ECG-getriggerde CT scans van het hart zonder contrast injectie. Kandidaten
worden gevonden door te drempelen op 130 HU. Onder de kandidaten zijn de gezochte
verkalkingen, maar ook verkalkingen elders in het hart en in de aorta, botstructuren en
ruisartefacten. De analyse omvat twee stappen. Eerst wordt de positie van het hart en
de aorta in de scan bepaald met een algoritme dat een set regels toepast. De gevonden
positie van hart en aorta wordt gebruikt in het tweede deel van de analyse, het classifi-
catiesysteem. Voor elke kandidaat wordt een set features berekend. Deze beschrijven de
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positie van het object ten opzichte van hart en aorta, de grootte, vorm en voorkomen in
de scan, waarvoor een aantal Gaussische afgeleiden berekend worden. Drie verschillende
classificatiestrategieën worden vergeleken. De eerste variant classificeert kandidaten di-
rect in verkalkingen in de kransslagaders en overigen, zonder selectie van features. De
tweede techniek classificeert ook direct, maar gebruikt een feature selectieproces tijdens
de training. De derde strategie voert de classificatie uit in twee stadia. Eerst worden met
een eenvoudige classificatie de objecten die zeer waarschijnlijk negatief zijn verwijderd.
Het tweede stadium analyseert de overgebleven objecten waar het onderscheid tussen
verkalkingen in de kransslagaders en andere objecten moeilijker te maken is. Verschillen-
de classificatiesystemen zijn getest: lineaire classificatoren, kwadratische classificatoren,
naaste-nabuur classificatoren en support vector machines. De beste resultaten werden
verkregen met een classificatie in twee stadia met een naaste-nabuur classificator en een
feature selectie procedure. Dit systeem detecteerde 74% van alle verkalkingen in de krans-
slagaders met gemiddeld 0.1 vals-positief object per scan. Een Agatston kalkscore werd
berekend en elke patient werd toegewezen aan één van vier risicocategorieën (0-10, 11-
100, 101-400, >400). De correcte categorie werd toegewezen aan 71 van de 76 test scans
(93%). De overige 5 scans werden aan een naburige categorie toegewezen.

In hoofdstuk 4 wordt een nieuwe manier beschreven om atlas-gebaseerde segmentatie
uit te voeren. Het idee van deze methode is om een scan met een, bijvoorbeeld manueel
verkregen, segmentatie elastisch te vervormen zodat deze zo goed mogelijk op een test
scan past. Dit vervormingsproces heet registratie en hiervoor zijn allerlei technieken be-
schreven in de literatuur. De scan met manuele segmentatie wordt een atlas genoemd.
Door dezelfde vervorming toe te passen op de segmentatie kan bepaald worden waar het
object zich bevindt in de test scan. In de literatuur is beschreven dat de nauwkeurigheid
van deze methode verhoogd kan worden door meerdere atlassen te gebruiken en de resul-
taten te middelen. In dit hoofdstuk beschrijven we een techniek om lokaal, op elk punt
in de test scan, een maat te berekenen die aangeeft hoe geslaagd de registratie van elke
atlas op dat punt is. Daarna middelen we de resultaten niet, maar kennen we aan elke
atlas een weegfactor toe die hoger is naarmate we inschatten dat de registratie beter is.
Daarnaast stellen we voor om uit een groot aantal atlassen een subset te selecteren die
gemiddeld genomen de beste resultaten geeft. Dit selectieproces is vergelijkbaar met een
feature selectieproces zoals dat in de patroonherkenning vaak gebruikt wordt. Door een
kleiner aantal atlassen te gebruiken wordt de methode aanzienlijk versneld, wat van groot
praktisch belang is omdat registratie een zeer tijdrovend proces is en de totale rekentijd
voor deze segmentatiemethode makkelijk uren per scan kan vergen.

De voorgestelde methode werd vergeleken met drie bestaande atlas-gebaseerde segmenta-
tiemethoden: (1) atlas-gebaseerde segmentatie met 1 atlas; (2) atlas-gebaseerde segmen-
tatie met een gemiddelde atlas; (3) atlas-gebaseerde segmentatie met meerdere atlassen
en middelen van de resultaten. De methoden werden getest op lage-dosis thorax CT scans
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waarin het hart en de aorta gesegmenteerd werden. In de experimenten werden 29 scans
gebruikt, 15 atlassen en 14 test scans. De resultaten laten zien dat de nieuwe methode
beter werkte dan de drie bestaande methoden, en een nauwkeurigheid haalde die gelijk
(hart) of vergelijkbaar (aorta) was aan die van een manuele segmentatie. Het selecteren
van een kleiner aantal atlassen leidde tot vergelijkbare resultaten met minder rekentijd.

Deze methode werd vervolgens in hoofdstuk 5 toegepast op een set van 94 lage-dosis
thorax CT scans van een longkankerscreeningsonderzoek. De segmentatie werd gebruikt
voor een automatische detectie van verkalkingen in de aorta. In de gesegmenteerde aorta
en zijn naaste omgeving (om in staat te zijn te corrigeren voor kleine segmentatiefou-
ten) werden kandidaten gevonden door te drempelen op 130 HU. Veel kandidaten waren
ruisartefacten, maar ook verkalkingen dichtbij de aorta, zoals in de hartkleppen, de wand
van de luchtpijp en de kransslagaders vlakbij hun afsplitsing van de aorta. Voor elk object
werden features berekend en een classificatie in twee stadia met featureselectie werd toe-
gepast om verkalkingen in de wand van de aorta te scheiden van de overige kandidaten.
84% van alle verkalkingen in de aortawand werden automatisch gedetecteerd, ten koste
van gemiddeld 1.9 vals-positieve objecten per scan. Omdat verkalkingen in de aortawand
als indicatie gebruikt kunnen worden voor arteriosclerose werd elke scan in een risicocate-
gorie ingedeeld gebaseerd op een Agatston kalkscore: 0, 1-10, 11-100, 101-400, 401-1000,
>1000. De juiste categorie werd toegewezen aan 83 van de 94 scans (88%). Acht scans
werden toegewezen aan een naburige categorie en drie aan een niet naburige verkeerde
categorie. De overeenkomst tussen de referentie en de automatische computeranalyse was
zeer goed met een gewogen kappa statistiek van 0.91. Een onafhankelijke tweede observer
haalde een kappa van 0.97.

Dit proefschrift laat zien dat het volledig automatisch scoren van verkalkingen in CT
scans in principe mogelijk is, in verschillende typen scans en voor verkalkingen in ver-
schillende vaten. Uiteraard maakt de computer zo nu en dan fouten en deze fouten zijn
vooralsnog iets groter dan die van een getrainde menselijke waarnemer. Verder onderzoek
is nodig om de computersystemen robuuster te maken, en bruikbaar voor andere typen
CT scans en verkalkingen in andere vaten. Hiervoor wordt in hoofdstuk 6 een aantal
aanbevelingen gegeven.
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for helping with English. Adriënne, nice that you have joined us at the WKZ side.

For a short while my office-mates were Elena Casiraghi and Michiel Schaap, which I
enjoyed. It was also nice to work with colleagues from the Radiology department, Hester
Gietema and Huo Futao.
I have enjoyed co-supervising MSc student Dennis Klop. Dennis, good luck finishing your
project.

A word of thanks goes to the students who patiently performed manual segmentations
for my projects: Alize Scheenstra, Germine Mochel, Charlotte Rosenbaum, Taco van der
Meulen, Cornelia Gouw and Frederieke Rutten.

Thanks to Gerard van Hoorn for always providing help regarding computer issues, and to
Marjan Marinissen, Jacqueline Wermers, Renee Allebrandi, Sandra Boeijink and Caroline
Hop for helping with administrative and management related issues.

I would like to thank one of my very best friends Caroline Collard who has taken on the
responsibility of being my ’paranimf’. Dear Caroline, no one could wish to have a better
friend.

Thanks are also due to my friends outside of the office, who cheered me up when I wasn’t
working: Marija and Ivan Rehak, Valentina Gracchi and Robbert Steggerda, Davorka
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