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Chapter 1

Introduction and Outline

1.1 Overview
Computed tomography (CT) is one of the most common and useful scanning modalities
for in vivo examination of the lungs [1]. Compared to a 2D X-ray projection image, the
gain in information obtained by using CT is tremendous, while the radiation dose can
generally be kept to an acceptable minimum by use of modern low-dose scanning proto-
cols [2, 3, 4]. One drawback of CT is that the complexity of the image makes its analysis
a time-consuming and error-prone task for the radiologist [5, 6, 7, 8]. A typical examina-
tion involves scrolling slowly through all slices, inspecting particular regions repeatedly
where necessary. It may be advantageous to examine the scan from an alternative direc-
tion (e.g. axial, coronal, sagittal) or to use tools such as maximum intensity projections to
obtain an overview of the data examined. While analysis of a single scan may be cumber-
some, the detailed comparison of two scans (for example a baseline and follow-up scan,
or an inspiration and expiration scan) is even more challenging. The tedious nature of
analysing CT data increases the likelihood of oversights by busy radiologists and makes
CT an ideal candidate for automatic processing techniques, designed to assist expert ob-
servers in diagnosis.
A great deal of research into the automatic processing of thoracic CT has taken place in
recent years [9]. A prerequisite to most diagnostic software is segmentation software,
which can identify structures such as the lungs, fissures, lobes, airways and vessels - tasks
which are frequently trivial for a radiologist but challenging for a computer. Registration
techniques, to align the anatomy in pairs of scans, are necessary for the automatic analysis
and comparison of more than one image. Diagnostic tools are focused on the detection,
quantification, classification and visualisation of abnormal tissue in the lungs.
This project was initially concerned with two automatic processing techniques: intra-
patient non-rigid registration and nodule detection. The registration task is to align two
images from the same patient, typically taken on different dates or with different protocols
(e.g. full inspiration versus full expiration). This involves the definition of a non-rigid
transformation which deforms one scan to match the other. Nodule detection is concerned
with the automatic identification of small bright structures known as nodules, which may
be cancerous or pre-cancerous in some cases.
It quickly became clear that the development and application of these techniques was
meaningless in the absence of a suitable way to evaluate them. A thorough evaluation of



2 Chapter 1

any image processing technique requires a reference standard against which to compare.
Unfortunately, in the case of non-rigid registration, the correct transformation to align
one scan with another is generally unknown, and cannot be fully defined by even the most
expert of human observers. For nodule detection, a reference standard can be obtained
from the annotations of radiologists, but there is debate over how to handle issues such as
disagreement between multiple experts or automatic findings which are located adjacent
to an expert annotation. A further serious issue in the evaluation of any image processing
algorithm is that comparison with the performance of other algorithms developed else-
where is virtually impossible. Results published in the literature are typically obtained on
proprietary data sets, using differing methods of evaluation and therefore making them
mutually incomparable.
This thesis, therefore, deals not only with the development and application of registration
and nodule detection methods, but also with their evaluation. Several chapters are de-
voted to the discussion of reference standard generation, quantitative evaluation methods
and evaluation in the context of a public challenge. The public challenge concept, which
has become increasingly popular in recent years [10], allows researchers to apply their
algorithm to a publicly available data set and to submit their results for independent eval-
uation and publication. This enables the direct comparison of multiple algorithms based
on identical data sets and evaluation methods.
In the remainder of this introduction a summary of CT scanning, registration and nodule
detection will be presented in order to familiarise the reader with the background to the
research. Finally an outline of the thesis chapters will be presented.

1.2 Computed Tomography
Computed tomography is an imaging modality based on X-ray radiation. The use of
X-rays to create medical images was discovered in 1895 by Wilhelm Röntgen [11]. Con-
ventional X-ray scans are 2D projection images made by passing radiation through the
subject in a single direction and detecting it on the opposite side. CT scanning, pioneered
by Sir Godfrey Hounsfield, and first used in medical practice in 1971, is an extension of
this technique which works by measuring the attenuation of X-ray beams passed through
the body at many different angles. Using tomographic reconstruction, multiple thin axial
cross sections of the subject are generated, resulting finally in a 3D scan. The radiolo-
gist typically views the data slice-wise in one of three orthogonal directions as shown in
figure 1.1.
The attenuation coefficient of a material is measured in Hounsfield units (HU) with the
HU values for water and air fixed at 0 and -1000 respectively. The HU values for all
other materials are calculated on a linear scale based on these reference points, with bone
having HU values of approximately +400, for example.
One important aspect of CT scanning is the radiation dose absorbed by the patient which
entails hypothetical cancer risks [12, 13]. The absorbed dose, measured in mGy, is de-
pendent on the tube current, C, (measured in mAs) and the tube voltage, V , (measured in
kVp). Low dose protocols tend to result in poorer quality, noisier scans (see figure 1.2) al-
though it has been shown that, in general, they provide images with acceptable diagnostic
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Sagittal plane

Axial plane

Coronal plane

(a) (b)

Figure 1.1: (a) An illustration of the direction of the axial, coronal, and sagittal planes in
the human body. (b) Slices from a CT scan of the lungs viewed in the axial, coronal and
sagittal directions respectively.

Figure 1.2: Chest CT scans acquired with varying protocols resulting in different radiation
doses. All scans are displayed at the same window level, centred at -600HU and 1400HU
wide. Left: Clinical Dose: C=150 mAs, V =120 kVp . Centre: Low Dose: C=30 mAs,
V =120 kVp. Right: Ultra-low Dose: C=20 mAs, V =90 kVp. The level of noise in the
scans can be seen to increase as the dose is reduced. This is particularly obvious in the
background of the scans where only air is present. Regions of the background are enlarged
on each scan to illustrate the increasing levels of noise.

quality while reducing the risks to the subject [4].
Thoracic CT images are typically acquired during a single breath hold, most commonly
at full inspiration (where the subject has been requested to fill their lungs and hold their
breath during scanning). This is the type of scan generally used for the detection of
nodules or other anatomical abnormalities. Follow up inspiration scans, acquired from
the same patient weeks, months, or even years later may show no anatomical changes,
but still have some differences in appearance due to patient positioning, achieved breath
hold, scanner settings, etc. Such changes may be apparent and trivial to a radiologist, but
present a challenge for a registration algorithm.
A scan may also be acquired at full expiration (where as much air as possible is expelled
from the lungs). This is more commonly used where functional abnormality is suspected,
to determine whether the patient is capable of expelling air from all pulmonary regions,
for example. The lungs are typically capable of considerable elastic deformation between
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Figure 1.3: A low dose inspiration scan (left) and an ultra-low dose expiration scan (right)
from the same patient, acquired on the same day. The degree of deformation of the lungs
between inspiration and expiration is demonstrated.

inspiration and expiration, meaning that their shape changes quite markedly. An exam-
ple is shown in figure 1.3. Furthermore the expulsion of air from the lungs results in the
collapse or contraction of airways and an increase in density of the lung parenchyma.
Registration of an inspiration scan to an expiration scan is therefore a technically chal-
lenging task.

1.3 Registration
In general terms image registration is the determination of a spatial transformation of an
image which will cause it to be aligned with another. In some cases the transformation
required may be as simple as a translation or a rotation (rigid registration), however for
accurate registration of thoracic CT images the required transformation is generally much
more complex and is referred to as elastic or non-rigid. This thesis is concerned only with
intra-patient registration, i.e. the registration of two images from the same patient.
The two images involved in the registration process are referred to as the ‘fixed’ (or refer-
ence) image, IF (x) and the ‘moving’ (or source) image, IM (x), where x is representative
of spatial coordinates. The aim is to find a transformation T (x) = x + u(x) such that
IM (T (x)) is spatially aligned with IF (x). The term u(x) is referred to as the displace-
ment. The quality of the alignment is measured by a cost function, C, such as mutual
information (MI) or the sum of squared differences (SSD). The registration task is typi-
cally formulated as an optimisation problem in which the cost function C is minimised
with respect to T :

T̂ = arg min
T
C(T ; IF , IM )

There are many possible ways to obtain a solution to this problem. Reviews of image
registration techniques can be found in [14, 15, 16, 17].
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1.4 Nodule Detection
Pulmonary nodules are defined as abnormal structures in the lungs, usually approximately
spherical in shape (or hemi-spherical on the pleural surface) and with a diameter of less
than 3 cm [18]. Nodules may be solid or semi-solid and appear in CT with grey-values
similar to those of blood vessels. In high resolution CT nodules with diameters of only
a few mm can be detected [19]. Although the vast majority of nodules are benign and
do not require any treatment, their detection is an important step in the early detection
of lung cancer. Once a nodule has been detected, monitoring of its size, density, edge-
smoothness and growth rate provide information about what further steps, if any, may be
necessary [20].
Since pulmonary nodules are frequently very small and may easily be missed in a visual
examination of a CT scan, their detection is an ideal project for a computerised system.
The findings of an automatic system are typically intended as an assistant to the radiol-
ogist, to bring suspicious locations to his attention [21]. Many different approaches to
automatic nodule detection have been published in the literature [22].

1.5 Thesis outline
This thesis is divided into two major parts. Part 1 (chapters 2-4) is concerned with non-
rigid registration, its application and evaluation. Part 2 (chapters 5-6) deals with nodule
detection. The remainder of this section gives a brief outline of each chapter.
Chapter 2 describes the development of an automatic system to estimate regional pul-
monary function from a pair of breath hold thoracic CT scans acquired at full inspiration
and full expiration. The fully automatic registration of the two scans is an important step
in the process, allowing for the voxel by voxel comparison of HU values during inspiration
and expiration respectively. A series of measurements which are expected to correspond
to pulmonary ventilation are calculated from both the individual scans and the registered
scan pair for 216 subjects. Each calculation is obtained per lobe, per lung and for the full
lung volume. The segmentation and registration steps necessary in order to obtain the
ventilation measurements are examined and scored by expert observers for each scan in
order to validate the workflow and highlight any potential problems. CT-derived ventila-
tion measurements are shown to correlate well with scores from conventional pulmonary
function testing (spirometry). The advantages of obtaining pulmonary function informa-
tion from CT scans are described, in particular that measurements may be obtained on a
regional basis.
In chapter 3 a semi-automatic method for constructing a reference standard for registration
evaluation is described. As observed previously, there is generally no reference standard
available which defines the correct transformation to align one image with another. This
method identifies landmarks in the fixed scan automatically and is designed to distribute
them well throughout the volume of interest (the lung volume in this case). The procedure
for matching the landmarks with their corresponding locations in the moving scan is semi-
automatic and begins with an observer making the first number of matches manually. Each
match made by the observer is used in a thin plate spline which models the relationship
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between the two scans and uses this knowledge to suggest appropriate matching locations
for subsequent landmarks. After a specific number of points have been manually matched
(set at 30 in our experiments), the thin plate spline, combined with a block-matching
refinement, is capable of matching the remaining (70) points without user intervention.
The system is applied to thoracic CT data from 50 subjects as well as brain MR data from
a further 3, and its utility in comparing registration results is demonstrated.
Chapter 4 takes the topic of registration evaluation a step further and describes the or-
ganisation and outcome of a public challenge (EMPIRE10) inviting researchers to apply
their registration algorithms to a publicly available set of thoracic CT data and submit
their results for independent evaluation. Thirty pairs of scans from various sources were
collected and reference standards based on landmark correspondence, fissure alignment
and lung boundary alignment were constructed for each scan pair. Participant registra-
tion results were compared with these three reference standards and additionally checked
for any singularities (physically implausible deformations) in their transformations. The
challenge was launched in April 2010 with an initial 20 scan pairs to be registered by par-
ticipants in their own facilities, and proceeded in September 2010 with a workshop at the
MICCAI conference, where the final 10 scan pairs were registered live by participants.
A total of 20 algorithms from leading academic and industrial research groups partici-
pated in both phases. Through this challenge, which remains open to new or improved
entries, researchers have a way to quantitatively analyse their registration results, the state
of the art in thoracic CT registration has been established and knowledge has been gained
about many aspects of this registration task, e.g. which types of scan are most difficult to
register, which methods of evaluation are most useful, etc.
In chapter 5 an algorithm for nodule detection is described and extensively evaluated on
a large data set. The method uses local image features of shape index and curvedness to
detect candidate structures and subsequently eliminates unlikely candidates using a 2-step
k-Nearest-Neighbour (kNN) classification process. The system is trained and tested using
low dose data from a lung cancer screening trial [23] with training and test sets ranging in
size from 541 scans up to 813 scans. An extensive evaluation is carried out with specific
analysis of nodule detection rates based on nodule size, location and type. The detection
rate of nodules known to be malignant is discussed and the false positive findings are
analysed to determine what type of structures most commonly give rise to incorrect nodule
detections. The extensive analysis on large sets of data provides a realistic impression of
how such a system would perform in a lung cancer screening setting where a broad range
of data and nodule types would be encountered.
Chapter 6 describes ANODE09, a public challenge for the evaluation of nodule detec-
tion algorithms. The challenge data consists of 55 scans from a lung cancer screening
program [23] with all nodules annotated by two expert observers and checked by a third
where consensus could not be reached. To circumvent the issue of disagreement among
observers over what constitutes a nodule, all abnormal structures which could possibly be
considered nodules were marked and the concept of ‘relevant’ and ‘irrelevant’ findings
was introduced. Irrelevant findings include those structures that mimic the appearance of
a nodule, nodules which are clearly benign and nodules that are too small to be of interest.
An automatic system which detects an irrelevant finding is neither penalised nor rewarded
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for this, since it is a legitimate but non-essential finding. A detection is considered a true
positive finding if its distance to any relevant nodule is less than 1.5 times the radius of
that nodule. The performance of six algorithms, including that described in chapter 5, is
analysed based on FROC analysis. A technique for combining the results of multiple al-
gorithms is introduced and shown to improve upon the best performance of any individual
algorithm. A detailed discussion of insights gained into the problem of nodule detection
is provided.
Chapter 7 gives a summary and discussion of the research described in this thesis.





Chapter 2

Pulmonary Function Analysis using
Registered CT

Abstract

A pipeline of automatic segmentation and registration techniques is presented, culminat-
ing in the calculation of a series of quantitative, regional measurements of ventilation
based on a pair of CT scans acquired at breath-hold inspiration and expiration. This
method of analysing pulmonary function has many advantages over the current gold stan-
dard of spirometry testing.
To demonstrate the system it is applied to a database of 216 subjects, well distributed over
the various stages of Chronic Obstructive Pulmonary Disease (COPD). The following re-
search objectives are identified: a) To describe and systematically analyse the prototype
automatic system and its results, including scoring by radiology experts for each of the
anatomical segmentations and registrations used. b) To verify that the quantitative, re-
gional ventilation measurements acquired through CT are meaningful by correlating them
with results from spirometry tests and by application of a kNN classifier to assign COPD
GOLD stage using these measurements as features. (GOLD refers to the Global Initiative
for Obstructive Lung Disease) c) To identify the most effective of the calculated measure-
ments in predicting pulmonary function. d) To demonstrate the potential of the system to
deliver clinically important information not available through convential spirometry.
The major steps of anatomical segmentation (of lungs, lobes and vessels) and registration
in the workflow were shown to perform very well on an individual basis. All CT-derived
measures were found to have good correlation with spirometry results, with several having
correlation coefficients, r, in the range of 0.85-0.90. The best performing kNN classifier
succeeded in classifying 67% of subjects into the correct COPD GOLD stage, with a
further 29% assigned to a class neighbouring the correct one.
This preliminary demonstration of the system already highlights a number of points of
clinical importance such as the fact that an inspiration scan alone is not optimal for pre-
dicting pulmonary function. It also permits measurement of ventilation on a per lobe basis
which reveals, for example, that the condition of the lower lobes contributes most to the
pulmonary function of the subject. It is expected that this type of regional analysis will
be instrumental in advancing the understanding of numerous pulmonary diseases in the
future.
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2.1 Introduction
Acquiring a thoracic CT scan is one of the most common and effective ways to examine
the condition of the in vivo lung. A breath-hold CT scan provides detailed information
about the site and severity of many possible pathologies. It has been observed that in most
cases a low-dose protocol provides an image with acceptable diagnostic quality while lim-
iting the radiation exposure of the subject [2, 3, 24, 25]. Although inspiration breath-hold
is the most frequently acquired type of scan, it is increasingly recognised that an additional
breath-hold expiration scan adds considerably to the diagnostic information obtained and
can be acquired with relatively little increase to the overall radiation dose [26, 27, 28].
The current gold standard in analysing lung function is the pulmonary function test (spirom-
etry), which provides only global information about the levels of inspiration and expira-
tion of the patient. In [29] methods of regional functional analysis using CT imaging are
discussed which require the use of Xenon gas or other contrast agents. Due to expense
or impracticality such methods have not become widely used. Comparing conventional
breath-hold inspiration and expiration CT scans from a subject can, however, provide im-
portant information about ventilation and airflow. In particular such analysis allows for
the determination of regional severity of airflow limitation, for example on a per lobe
basis. However such a comparison is difficult and time consuming to carry out visually,
particularly since anatomical structures are not well aligned between the scans. Automatic
image registration techniques may be used to align the pulmonary structures correctly and
furthermore to enable an automatic, quantitative, regional comparison of lung densities.
The vast majority of literature on processing chest CT scans deals with single scan pro-
cessing [9, 30], while some authors have also combined inspiration and expiration scan
processing, calculating and comparing features of the individual scans such as lung vol-
umes [31, 32, 33]. However, works which involve a full 3D registration of inspiration and
expiration data prior to density analysis are not prevalent, possibly since this registration
task is extremely difficult due to the large deformations involved. In a recent public chal-
lenge to register 30 pairs of thoracic CT scans [34], the pairs involving full inspiration
and full expiration data proved to be the most difficult among all those supplied.
In [35] registration based measurements (Jacobian values) from respiratory gated CT im-
ages are compared to ventilation measures acquired using Xenon CT imaging in five
sheep. Guerrero et al. [36] register phases from 4D CT datasets of three subjects to obtain
quantitative ventilation measurements. These measurements are compared with corre-
sponding lung volume changes.
In this chapter we present an automatic method for regional comparison of parenchymal
density at full inspiration and full expiration. In contrast with previous works [35, 36] a
much larger database is used for testing, a series of different ventilation measurements
is investigated and the conventional gold standard of spirometry test results is available
to us as a reference standard. The method comprises a pipeline of individual processing
steps including the segmentation of lungs, fissures, airways, lobes and vessels, registration
of the two images and computation of quantitative measures relating to ventilation at
each image voxel. Such a system, in contrast with pulmonary function testing alone,
has the potential to provide rich detail about which pathologies are present and which
regions of the lungs are more or less affected by airflow limitation. In the future this type
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of information may prove to be key in unravelling the mechanisms behind major lung
diseases such as chronic obstructive pulmonary disease (COPD), asthma, sarcoidosis and
cystic fibrosis.
As an example of how the system may be utilised it is applied to a database of 216 subjects
with COPD at varying GOLD [37] stages. The aims of this work are as follows:

• To analyse the workflow leading to the calculation of the quantitative measurements
in detail. Automatic segmentations and registrations are each examined and scored
by radiology experts to identify any weak points in the pipeline.

• To validate the CT-derived ventilation measurements. All measurements are corre-
lated with the current gold standard of spirometry results and are furthermore used
in a kNN classifier to predict GOLD stages. In this way we aim to verify whether
the measurements truly represent airflow limitation.

• To determine which measurements are most useful in predicting pulmonary func-
tion. This will imply suggestions of how best to tune the system in the future.

• To highlight the advantages of this method in comparison with conventional pul-
monary function testing and use results from these preliminary experiments to re-
veal clinically relevant information.

Section 2.2 gives an introduction to COPD, while section 2.3 describes the database of
COPD subjects used to demonstrate the system. In section 2.4 the various components of
the CT-based ventilation measurement system are described in detail and the experiments
performed are detailed in section 2.5. The results of the experiments are provided in
section 2.6 while section 2.7 provides an overall discussion of the system and results
described.

2.2 Chronic Obstructive Pulmonary Disease (COPD)
COPD is expected to be the fourth leading cause of death globally by 2030 [38]. The
illness is characterised by airflow limitation which is not fully reversible and diagno-
sis is confirmed by means of spirometry (pulmonary function testing) [37]. During pul-
monary function tests subjects are instructed to exhale fully into a mouthpiece and various
measurements are made, including ‘Forced Expiratory Volume in 1 Second’ (FEV1) and
‘Forced Vital Capacity’ (FVC). FEV1 measures how much air volume is released in the
first second of expiration, and FVC determines the entire volume exhaled. A value known
as ‘FEV1-Predicted’ is determined using look-up tables based on details such as the sub-
ject’s gender, height, weight, age and race [39].
The Global Initiative for Obstructive Lung Disease (GOLD) defines four levels of sever-
ity according to the spirometry results (GOLD stages 1-4) [37], and the status of sub-
jects without COPD is here referred to as ‘stage 0’. Table 2.1 illustrates how a COPD
GOLD stage is diagnosed based on these measurements. FEV1 as a percentage of FVC
(FEV1/FVC%) determines the presence or absence of COPD, while FEV1 as a percentage
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of FEV1-Predicted (FEV1%predicted) is used to establish the severity of the condition.
There may be several underlying causes of the airflow obstruction including emphysema
and/or small airway disease. In thoracic CT these pathologies are most notably charac-
terised by parenchymal destruction and airtrapping.

COPD Class: 0 1 2 3 4
(No
COPD)

(Mild) (Moderate) (Severe) (Very
Severe)

Measurement:
FEV1/FVC% ≥70 <70 <70 <70 <70
FEV1%predicted ≥ 80 ≥ 50, <80 ≥ 30, <50 <30

Table 2.1: The criteria for determination of COPD class by pulmonary function testing

2.3 Materials
To illustrate the utility of the system a database was constructed consisting of subjects
with various stages of COPD severity. When constructing the database it was attempted
to maximise the number of subjects while keeping a good balance of the various GOLD
stages. Subjects with stage 4 COPD were particularly difficult to find however, therefore
there are somewhat fewer of these in the final selection. Subjects were excluded if any of
the segmentation or registration steps in the system proposed here failed to execute due to
hardware limitations (insufficient memory). The final database consisted of 216 subjects
with 49 of these at each of GOLD stages 0 and 1, 50 at GOLD stage 2, 42 at GOLD stage
3 and 26 at GOLD stage 4.
For each of the 216 subjects a breath-hold scan at both inspiration and expiration (taken
on the same day) was available. The subjects consisted of 188 males and 28 females,
aged 52-79 years, with an average age of 61 years. The data was drawn from the Nelson
screening trial [23] (172 subjects) and from clinical practice at the University Medical
Center in Utrecht, the Netherlands (44 subjects). The signal-to-noise ratio in the scans
was relatively low in many cases due to the fact that they were acquired using a low-dose
(30mAs) or ultra-low-dose (20mAs) protocol. Of the 432 scans, the beam current, c, was
≤ 20 mAs for 203 of these, while a further 176 scans had 20 mAs < c ≤ 30mAs. All
scans had 512x512 pixels per slice with the number of slices varying from 321 up to 677
(average 463 slices). Because the smallest field of view was chosen which included the
outer rib margins at the widest dimensions of the thorax, voxel spacing varied from 0.45
mm up to 0.89 mm with an average of 0.69 mm for each direction.

2.4 Methods
In this section the pipeline of processing involved in order to obtain ventilation mea-
surements from CT scan pairs is described in detail. Briefly, following some initial pre-
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processing, the lungs were automatically segmented. These segmentations were used in
the registration of the inspiration image with the expiration image for each subject as well
as in the segmentation of further anatomical structures including lobes and vessels. Using
the original images, the registered images and the segmentation information a variety of
ventilation measurements was computed. Figure 2.1 depicts an overview of the system
pipeline. All processing was carried out on a desktop PC with an Intel Core 2 Quad CPU,
2.4GHz and 8GB of RAM.
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Figure 2.1: Flowchart depicting the pipeline of processing for CT scans

2.4.1 Pre-processing
Processing of CT scans can be a memory-intensive task, particularly for high-resolution
data. For this reason some of the segmentation tasks described in this chapter use sub-
sampled data. To subsample the data the image size was reduced by block averaging to
256x256 voxels in the X-Y plane with the number of slices reduced such that the data
was isotropically sampled. Linear interpolation was used to determine grey-values be-
tween voxel locations.
In order to reduce memory consumption in processes where full resolution data is pre-
ferred, the scan size was reduced by excluding image regions outside the lungs (after
lung segmentation has taken place). A bounding box around the segmented lungs was
constructed, with a margin of 5 voxels on each side. Data outside this bounding box was
discarded. The resulting smaller image is referred to in this chapter as the bounded image.

2.4.2 Lung Segmentation
Lung segmentation is carried out on the subsampled data using the method of van Rikx-
oort et al. [40]. This is a hybrid method of lung segmentation specifically designed to
overcome segmentation errors typical in scans exhibiting pathology. The process begins
with a conventional approach to segmenting the lungs using region growing and morpho-
logical smoothing. An automatic error-checking process then commences, whereby mea-
sures such as the volumes of the segmented left and right lungs, the ratio between these
volumes and the shape consistency of the lung borders are checked to determine whether
the segmentation is likely to be erroneous. If the measures indicate that the segmentation
was successful no further action is taken. However scans where these measures appear
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abnormal are re-processed using a more computationally expensive multi-atlas segmen-
tation algorithm. Of the database of 432 scans used in this chapter, 30 of them were
segmented using this multi-atlas method.

2.4.3 Fissure segmentation
Fissures are segmented as part of our workflow since they are required in the lobe seg-
mentation (see section 2.4.5). The method of extracting the fissures is based on a voxel
classification scheme using a supervised classifier. This is described in detail in [41].

2.4.4 Airway segmentation
Where no fissure information is available (because of subject anatomy or scan quality),
the airways are used to guide the lobe segmentation (see section 2.4.5). The airways
are extracted using a region-growing approach with adaptive thresholding, as described
in [42].

2.4.5 Lobe Segmentation
The pulmonary lobes are segmented from the subsampled data using a multi-atlas based
approach from van Rikxoort et al. [43]. This approach depends on other automatic seg-
mentations including segmentations of the lungs, the fissures and the airways as described
above. If fissures are segmented successfully then these are used to define the lobar bor-
ders. However, in some cases fissures are fully or partially absent, or very difficult to
segment due to image quality. Airway segmentations are used to approximate the lobar
borders where no fissure information is available. Five atlas images with known lobe
segmentations are provided for each of the left and right lungs. The anatomical informa-
tion provided by the fissure/airway segmentations is used to determine the most similar
atlas, which is then registered to the scan. The lobe segmentation from the registered atlas
image is then propagated to the scan to provide the final lobe segmentation.

2.4.6 Vessel Segmentation
In order to exclude vessels from ventilation measure calculations (in which only lung
parenchyma is of interest) a vessel segmentation is performed. The vessels were seg-
mented using the algorithm of Lo et al. [44] which selects voxels as vessel or non-vessel
based on features of brightness, contrast and tubeness. Since many of the scans used a
low-dose or an ultra-low dose protocol, the best results were obtained by using the full
resolution scan data in the bounded image and applying a noise filter [45] prior to the
segmentation. A slight over-segmentation was preferred to an under-segmentation since
the purpose was to ensure that vessel structures were not included in calculations related
to parenchymal tissue. Therefore some post-processing was applied to the segmentation
to ensure that as many vessels as possible were captured. Firstly, the vessel segmen-
tation was dilated with a spherical kernel of radius 1 voxel. In addition a conservative
thresholding was applied to the original image to segment the brightest voxels. The final
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segmentation comprised the union of the dilated vessel segmentation and the thresholded
bright voxels. The threshold t was set at t = CTmin + ((CTmax − CTmin) × 0.5)
where CTmin and CTmax represent the minimum and maximum intensity values within
the lung volume. In practice, to avoid CTmin and CTmax being influenced by noise or
minor segmentation errors, CTmin is given the value of the 1st centile and CTmax the
value of the 99th centile.

2.4.7 Registration
All registrations were performed using elastix version 4.3 [46] (http://elastix.isi.
uu.nl) . In each pair the expiration scan was considered as the ‘fixed’ (target) image,
while the inspiration scan was the ‘moving’ (source) image. In other words the inspiration
scan was deformed to match the expiration scan. Registration of a scan pair was carried
out using the bounded images in three steps as described in [47]. Briefly, these steps are
as follows:

1. Affine registration using all visible anatomy in the bounded images, including struc-
tures outside the lungs. This gives an initial coarse alignment.

2. Non-rigid registration using pre-processed images where locations more than 2
voxels outside the lung boundary had been assigned the value 0. By removing
structural information outside the lungs, the registration is concentrated only on
aligning the lung volumes. The lung boundaries themselves are retained with a
small margin around them to ensure that they are accurately aligned. The coarse
alignment determined in the previous step is used as an initial transformation.

3. Non-rigid registration using pre-processed images as described in the previous step
and calculating the cost function only on voxels which are within the lung volume
of the fixed image. This use of the fixed lung mask improves the final aligment
of small structures within the lungs. As before, the alignment determined in the
previous step is used as an initial transformation.

A multi-resolution strategy was used in all registrations with normalised correlation as a
similarity measure and adaptive stochastic gradient descent as the optimisation method.

2.4.8 Local Quantification of Ventilation
Previous attempts to calculate ventilation information from CT scans [36, 35, 30] have
used a variety of methods and it has not been determined conclusively which measures are
most useful. For that reason a range of automatic quantitative measurements were calcu-
lated in this chapter, to try to determine experimentally which measures are most effective
in predicting air flow limitation. These included more conventional thresholding mea-
sures, on the original inspiration and expiration scans, which have previously been used
in quantifying emphysema and air-trapping[48, 49] as well as measures which use the
registered inspiration and expiration data to evaluate the change in the lung parenchyma
on a per voxel basis. Each measure was calculated for a total of 8 regions as follows: 1)
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both lungs together (i.e. over total lung volume), 2-3) left and right lung, 4-8) each of the
5 lobes.
Those measures using the registered scan pairs compare CT values on a voxel-by-voxel
basis. Voxels segmented as vessel were excluded from the calculations. These per-voxel
measures were then averaged (or the median was taken) over each of the 8 regions defined
above. Both the average and the median of the regional values were calculated in order to
establish whether one gave substantially better results than the other.
Table 2.2 gives a complete list of the quantitative measures used along with explanations
of how they were calculated and references where relevant. Each measure is labelled
according to what measure is calculated and over which region (see region numbers pro-
vided above). Most of these measures were suggested in previous literature. In addition,
we calculate subtraction values and ratio values from voxels in the registered scans since
it seems intuitive that these would give an insight into the flow of air at each location.
The ventilation values v were calculated per voxel, using the registered inspiration and
expiration scans, according to the following formula:

v =
1000(HUINSP −HUEXP )

HUEXP (HUINSP + 1000)
(2.1)

where HUINSP and HUEXP are the CT densities in Hounsfield units at inspiration
and expiration respectively [50, 51]. This measure reflects the percentage change in the
amount of air at a location between full expiration and full inspiration. It is based on the
theory that CT density change between expiration and inspiration is not linearly related
to the amount of incoming air [51] and therefore methods such as subtracting HU values
between expiration and inspiration are not appropriate.
Furthermore, ventilation measures using blood mass correction (BMC) are also calculated
as was done in [36]. The theory of BMC is based on the assumption that the total mass
of the lungs is not changed by the actions of inhaling and exhaling air. Calculating the
masses according to the CT intensity values however, it can be demonstrated that a minor
change in mass occurs. This change in mass is due to alterations in blood-flow in the lungs
during the breathing process [52]. Correcting for this involves calculating the fractional
discrepancy f in mass between inspiration and expiration for each lung individually and
then updating CT values on the inspiration scan, according to the following formula [36].

HUINSP−NEW = HUINSP − 1000f

(
1 +

HUINSP

1000

)
(2.2)

The ventilation values may then be calculated using the corrected inspiration image and
the expiration image as before.
Sample images from a stage 4 COPD subject are shown in figure 2.2. These images
provide a visual interpretation of some of the features described in table 2.2.
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Name Description Labels
(8 re-
gions)

Perc850Exp The percentage of volume with CT values below -
850 Hounsfield units on the breath-hold expiration
scan. [48]

A1-A8

Perc910Insp The percentage of volume with CT values below
-910 Hounsfield units on the breath-hold inspira-
tion scan. [49]

B1-B8

Perc950Insp The percentage of volume with CT values below
-950 Hounsfield units on the breath-hold inspira-
tion scan. [49]

C1-C8

AvgSubtr The average of values obtained by subtracting the
CT value at inspiration from the value at expira-
tion (per voxel).

D1-D8

AvgRatio The average of values obtained by taking the ra-
tio of the CT value at inspiration to the value at
expiration (per voxel).

E1-E8

AvgVentil The average of ventilation values, calculated (per
voxel) as described in section 2.4.8. [36]

F1-F8

AvgVentilBMC The average of ventilation values with blood mass
correction, calculated (per voxel) as described in
section 2.4.8. [36]

G1-G8

MedSubtr The median of values obtained by subtracting CT
value at inspiration from the value at expiration
(per voxel).

H1-H8

MedRatio The median of values obtained by taking the ra-
tio of the CT value at inspiration to the value at
expiration (per voxel).

I1-I8

MedVentil The median of ventilation values, calculated (per
voxel) as described in section 2.4.8. [36]

J1-J8

MedVentilBMC The median of ventilation values with blood mass
correction, calculated (per voxel) as described in
section 2.4.8. [36]

K1-K8

Table 2.2: The quantitative measures calculated automatically from the processed CT
scans. The 8 regions referred to in the labels are 1)Both lungs together, 2-3)Left and right
lung, 4-8)Each of the 5 lobes (Left Upper, Right Upper, Right Middle, Left Lower, Right
Lower)

2.5 Experiments

2.5.1 Visual Scoring
All scan pairs were processed according to the pipeline depicted in figure 2.1 and de-
scribed in section 2.4. Segmentations of the lungs, lobes and vessels and scan pair reg-
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Figure 2.2: Example images from a stage 4 COPD subject showing some of the features
described in table 2.2. Note that only regions within the lung segmentation are considered
during feature calculation. Top Row: The expiration scan thresholded at -850 HU (fea-
tures A1-A8, perc850Exp) and the corresponding inspiration scan (at approximately the
same anatomical location) thresholded at -950 HU (features C1-C8, perc950Insp). Mid-
dle Row: The original expiration image and the registered inspiration image which has
been deformed to match it. These registered images are used to calculate all features D-K
as described in table 2.2. Bottom Row: Left: The subtraction image, used to calculate
features D (avgSubtr) and H (medSubtr). Right: The ventilation image, used to calculate
features F (avgVentil), G (avgVentilBMC), J (medVentil) and K (medVentilBMC).

istrations were all scored for accuracy by radiology experts. Each segmentation or reg-
istration was scored by a single observer from a group of four. The four observers were
all radiology residents with a special interest in chest CT and between 1 and 10 years of
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experience. The options when scoring were as follows: ‘Excellent’, ‘Good’, ‘Moderate’,
‘Poor’. These scores were provided for the segmentation of the left and right lungs, the
segmentation of each of the five lobes, the segmentation of vessels in the left and right
lung, the registration of vessels in the left and right lung and the registration of fissures
in the left and right lung. For the scoring guidelines provided to the expert observers
please see appendix 2.9. Although scores were provided at a regional (e.g. per lung,
per lobe) level, and also at a per structure level for registration (fissures, vessels), for
the purposes of this study these ‘sub-scores’ were combined and the overall score for a
segmentation/registration was given by the worst of the individual sub-scores.
A segmentation or registration that was scored as ‘Excellent’ or ‘Good’ was deemed to
be satisfactory for the purposes of this study. Scan pairs where the segmentation or regis-
tration was not satisfactory were excluded, see section 2.6.1. Figure 2.3 shows examples
of scans in the ‘Good’ and ‘Moderate’ categories for each of the segmentation and regis-
tration procedures. These examples provide an indication of how the boundary between
satisfactory and unsatisfactory is defined. In the lung segmentation examples, the ‘Good’
example shows a slight leak into the bowel (circled), which persisted for only a few slices,
while the rest of the segmentation is of excellent quality. The ‘Moderate’ example shows
a case with severe pathology which makes the upper part of the right lung (circled) ap-
pear disconnected. This region is not successfully segmented. The lobe segmentation
images show fissure portions which are visible in the scan highlighted with white dotted
lines. The ‘Good’ lobe segmentation has a minor error in the segmentation of the right
middle lobe which is not connected to the mediastinum. Segmentation is otherwise ex-
cellent. The ‘Moderate’ example shows a case where the lobes are poorly segmented.
The subject in this case suffered from emphysema making correct identification of the
fissures very difficult. In the vessel segmentation row, the leftmost image received a score
of ‘Good’ since it is largely correct. Some regions of noise/high density parenchyma are
erroneously segmented however. This is most noticeable in the right dorsal lung. On
the right, the ‘Moderate’ example is a subject with visible pathology in the right lung.
This pathology has a similar density to vessel and is therefore incorrectly segmented in
this case. The registration example images show fissures highlighted with dotted lines
for clarity. The ‘Good’ example has minor errors in fissure alignment, particularly in the
right lung. Vessels are mainly well aligned with some minor exceptions. The ‘Moderate’
example shows more severe misalignment of the fissures as well as the vessels. This was
a case requiring a large deformation which has not been correctly resolved.

2.5.2 Correlation of Quantitative Measurements and Pulmonary Func-
tion Test Results

To provide an overview of whether the quantitative measures calculated from the tho-
racic CT data were in fact related to the GOLD stage, as defined by pulmonary func-
tion tests, the correlation coefficients between each quantitative measure and the known
GOLD stage (0-4) of the subject were calculated. This verifies whether the measures
calculated are meaningful in terms of airflow limitation or not.
Furthermore, the correlation between each of the quantitative measures and the compo-
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Figure 2.3: Examples of scans scoring ‘Good’ and ‘Moderate’ for each type of segmen-
tation and registration. Scans where scores were ‘Good’ or better were retained (satisfac-
tory), while those where scores were ‘Moderate’ or worse were excluded (unsatisfactory).
For a detailed description see section 2.5.1.
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nent pulmonary function measures which are used to determine the GOLD stage (FEV1/
FVC% and FEV1%predicted) was measured. This determines whether the ventilation
measures calculated have greater correlation with one or other of these pulmonary func-
tion test scores, which may provide information of clinical interest.

2.5.3 Gold Stage Classification
A kNN classifier was used to attempt to classify subjects into the correct GOLD stage
class based on feature sets extracted from the quantitative measures calculated. All exper-
iments described are based on leave-one-out cross validation with k set empirically at 6.
The classification was carried out on the sub-group of subjects where all segmentations
and registrations were scored as satisfactory, as well as on the full group of subjects for
which segmentations and registrations were available (disregarding the expert scores).
Nine sets of features were defined in order to determine whether particular feature types
were more useful than others. Determining which features are more useful is done partly
in order to learn how to tune the system to get the best results, but also to illustrate points
of clinical interest, for example the influence of certain lung regions compared to others,
or the utility of the expiration scan compared with the inspiration scan. The feature sets
used are listed below with feature labels corresponding to those listed in table 2.2.

1. Full Set: All possible measures as described in table 2.2, each one calculated per
lobe, per lung and for the total lung volume (88 features, A1-A8...K1-K8)

2. No Lobes: The per lung and total lung volume measures only. (33 features, A1-
A3...K1-K3)

3. Only Lobes: The per lobe measures only. (55 features, A4-A8...K4-K8)

4. Only Upper Lobes: The per lobe measures from the left upper and right upper lobes
only. (22 features, A4-A5...K4-K5 )

5. Only Lower Lobes: The lobe measures from the left lower and right lower lobes
only. (22 features, A7-A8...K7-K8)

6. No Registration: The measures extracted from the individual inspiration and expi-
ration scans only, excluding those requiring registration. (24 features, A1-A8...C1-
C8)

7. Only Registration: The measures extracted from the registered data only. (64 fea-
tures, D1-D8...K1-K8)

8. Insp scan only: The measures extracted from the inspiration scan only. (16 features,
B1-B8...C1-C8)

9. Exp scan only: The measures extracted from the expiration scan only. (8 features,
A1-A8)
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2.6 Results

2.6.1 Visual Scoring
Scores provided by the radiology experts are shown in table 2.3 for each of the seg-
mentation and registration results. Scans pairs where both scans were scored ‘Excellent’
or ‘Good’ in all categories were retained as satisfactory while the remaining pairs were
exluded. Table 2.4 shows details of the pairs that were excluded based on unsatisfactory
scores in various categories. Here the numbers given are in terms of scan pairs rather
than individual scans, (i.e. exclusion of a scan pair may be due to a poor segmentation in
only one scan from the pair). The number of pairs excluded may be less than the number
of pairs which were unsatisfactory for a particular processing step, since if a scan pair
was unsatisfactory in an earlier step it would have been excluded previously at that stage.
The number of pairs remaining after each step is reported showing a final database of 126
scan pairs where all processing was scored as visually satisfactory. The division of these
subjects into various GOLD stages is given in table 2.5. It can be seen that a reasonable
balance of subjects in each GOLD stage is retained. The full database of 216 subjects will
hereafter be referred to as the ‘full group’, while the group where all scores were either
‘Excellent’ or ‘Good’ (126 subjects) will be referred to as the ‘satisfactory group’.

Number of Scans: Excellent Good Moderate Poor Total
Lung Segmentation 395 32 5 0 432
Lobe Segmentation 252 120 54 6 432
Vessel Segmentation 173 208 51 0 432
Registration (pairs) 59 129 26 2 216

Table 2.3: Scores assigned by radiology experts to the 432 scans (216 scan pairs) for
segmentation and registration results.

Number of Pairs: Moderate/
Poor

Excluded Remaining
(/216)

Lung Segmentation 5 5 211
Lobe Segmentation 45 40 171
Vessel Segmentation 43 28 143
Registration 28 17 126

Table 2.4: Numbers of scan pairs excluded by unsatisfactory (‘Moderate’/ ‘Poor’) scores
in various categories. Pairs excluded in each category may be fewer than pairs with unsat-
isfactory scores since an unsatisfactory score in an earlier category would have excluded
the pair at that stage.



Pulmonary Function Analysis using Registered CT 23

GOLD Stage 0 1 2 3 4 Total
Before Processing 49 49 50 42 26 216
Processed, Scores Satisfactory 24 29 35 22 16 126

Table 2.5: The numbers of subjects at various GOLD stages in the database both before
and after processing.

2.6.2 Correlation of Quantitative Measurements and Pulmonary Func-
tion Test Results

In table 2.6 the correlation coefficients, r, between the quantitative measures calculated
and the reference standard of the subject COPD GOLD stage are shown. Note that each
measure is calculated per lobe, for the left lung, the right lung, and the overall lung vol-
ume, and correlation coefficients are given for each of these regions. All measures are
based on the 126 subjects in the ‘Satisfactory group’.
The correlation coefficients between the ventilation measures and the pulmonary function
measures of FEV1/FVC% and FEV1%predicted are shown in table 2.7. For brevity only
the results for the left and right lung and the total lung volume are shown, however similar
patterns are seen in the per lobe measures.

Measure RUL RML RLL LUL LLL Left Right Total
Perc850Exp 0.82 0.76 0.85 0.84 0.84 0.87 0.86 0.87
Perc910Insp 0.63 0.43 0.62 0.55 0.63 0.62 0.66 0.65
Perc950Insp 0.70 0.61 0.69 0.66 0.71 0.72 0.74 0.74
AvgSubtr 0.80 0.76 0.84 0.82 0.85 0.86 0.84 0.85
AvgRatio 0.80 0.76 0.85 0.83 0.85 0.86 0.84 0.86
AvgVentil 0.65 0.54 0.77 0.70 0.74 0.75 0.75 0.76
AvgVentilBMC 0.56 0.49 0.69 0.60 0.67 0.66 0.65 0.66
MedSubtr 0.80 0.75 0.84 0.82 0.85 0.85 0.83 0.85
MedRatio 0.80 0.75 0.84 0.82 0.85 0.85 0.83 0.85
MedVentil 0.76 0.71 0.81 0.78 0.81 0.82 0.80 0.81
MedVentilBMC 0.71 0.65 0.77 0.73 0.77 0.77 0.74 0.76

Table 2.6: Correlation coefficients between GOLD values and calculated quantitative
measures for the 126 subjects in the satisfactory group. For convenience the absolute
values of correlation coefficients are displayed. Lobe names are abbreviated such that
RUL implies ‘Right Upper Lobe’ and so on.
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FEV1/FVC% FEV1%predicted
Measure Left Right Total Left Right Total
Perc850Exp 0.91 0.89 0.91 0.86 0.86 0.86
Perc910Insp 0.69 0.71 0.71 0.53 0.58 0.56
Perc950Insp 0.79 0.79 0.80 0.69 0.72 0.71
AvgSubtr 0.86 0.84 0.85 0.89 0.88 0.89
AvgRatio 0.87 0.85 0.86 0.89 0.87 0.89
AvgVentil 0.74 0.73 0.74 0.83 0.82 0.83
AvgVentilBMC 0.65 0.64 0.65 0.72 0.72 0.73
MedSubtr 0.86 0.84 0.85 0.88 0.86 0.88
MedRatio 0.86 0.84 0.85 0.88 0.86 0.87
MedVentil 0.81 0.79 0.81 0.88 0.86 0.88
MedVentilBMC 0.76 0.74 0.75 0.83 0.81 0.82

Table 2.7: Correlation coefficients between measures calculated from CT and the pul-
monary function measures of FEV1/FVC% and FEV1%predicted for the 126 subjects in
the satisfactory group.

2.6.3 GOLD Stage Classification
The results of the experiments to classify subjects into the correct GOLD stages are shown
in table 2.8. For each set of features that was used we report a) the percentage of subjects
correctly classified (% Correct) and b) the percentage of subjects that were either correctly
classified or assigned a class neighbouring the correct one (%Within 1 Class). Results are
shown for the 126 subjects where all segmentation and registration scores were deemed
satisfactory (Satisfactory Group) as well as for the full group of 216 subjects where seg-
mentations and registrations were available but not necessarily scored as satisfactory (Full
Group).

2.7 Discussion

2.7.1 Workflow Analysis
The first aim of this work was to make a detailed analysis of the prototype system for
determining ventilation measurements from CT. Each segmentation and registration in
the pipeline leading to the calculation of the ventilation measurements was examined and
scored by a radiology expert. The results of this scoring are provided in tables 2.3 and 2.4.
This type of detailed analysis is essential in order to fully understand the system and the
weak points which require improvement.
In the lung segmentation step the scores were extremely good with 395 of the 432 scans
identified as having an ‘Excellent’ lung segmentation. No cases were considered to be
‘Poor’, and only 5 scans were labelled ‘Moderate’. None of these 5 segmentations were
identified as erroneous by the error checking system in the hybrid lung segmentation algo-
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Satisfactory Full
Group (N=126) Group (N=216)

Feature Set (#) %Correct %Within 1
Class

%Correct %Within 1
Class

Full Feature Set (88) 59 91 54 94
No Lobes (33) 58 89 52 92
Only Lobes (55) 60 90 57 93
Only Upper Lobes (22) 54 90 44 92
Only Lower Lobes (22) 67 96 56 93
No Registration (24) 54 91 48 89
Only Registration (64) 67 90 57 93
Insp Scan Only (16) 40 80 40 78
Exp Scan Only (8) 59 94 52 93

Table 2.8: The results of the experiments to classify subjects into GOLD stages using a
kNN classifier with k set empirically at 6 and using leave-one-out cross validation. Num-
bers in brackets imply the number of features used. ‘Satisfactory Group’ columns give
the results for the 126 subjects where all segmentation and registration results were scored
as satisfactory. ‘Full Group’ columns give the results for the full group of 216 subjects
regardless of radiology scoring. ‘%Correct’ gives the percentage of subjects where COPD
classification was correct. ‘%Within 1 Class’ gives the percentage of subjects who were
assigned either the correct class or a class neighbouring the correct one.

rithm. Figure 2.3 shows an example of a ‘Moderate’ lung segmentation on the top right.
In this case the algorithm was unable to segment the lungs fully because of unusually se-
vere pathology in the subject. In general it is inevitable that any automatic segmentation
or registration method will fail in a small number of the most difficult or unusual cases.
As technology advances and automatic algorithms make their way into clinical practice it
is clear that any automated system should not only be successful in a high percentage of
scans processed, but also be able to identify and flag cases in which processing has been
unsuccessful. Such cases might then be referred to a different system or to a clinician for
manual intervention. The lung segmentation step in this system functions extremely well
and requires only some additional focus on automatic error detection to adapt it for use in
clinical practice.
Lobe segmentation was deemed satisfactory in 372 of the 432 scans processed with 252
of these being scored as ‘Excellent’. Only 6 cases were considered to have ‘Poor’ lobe
segmentation, while 54 were scored as ‘Moderate’. As previously noted, the lobe segmen-
tation is dependent on the airway and fissure segmentations (in addition to lung segmen-
tation). Segmenting any of these small structures is typically difficult, and especially so in
this type of data, where the signal-to-noise ratio is frequently poor and in expiration data
where the airways have collapsed and the parenchyma takes on a brighter appearance.
The ‘Moderate’ example of lobe segmentation shown in figure 2.3 illustrates a further
difficulty in scans with severe emphysema or other pathology. Considering the quality
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and type of data processed in this chapter, the lobe segmentation results are very promis-
ing. However as with all segmentation methods, we anticipate that there will always be
a number of scans which cannot be successfully segmented and therefore suggest that
future work will focus on automatic error detection in addition to enhancements to the
segmentation algorithm.
Vessel segmentation in CT is typically a very difficult task, particularly for noisy data such
as that included in the database used here. However the results here are very encouraging
with 381 of the 432 scans being scored as ‘Excellent’ or ‘Good’. No vessel segmentations
were considered to be ‘Poor’ and just 51 were scored as ‘Moderate’. The vessel segmen-
tation examples shown in figure 2.3 show some typical errors where pathological tisse or
noise with bright intensities are segmented as vessel. The vessel segmentation used in this
system could certainly be refined and improved, since at present it is partially based on a
relatively crude thresholding method in order to avoid under-segmentation. This thresh-
olding is responsible for the incorrect segmentation of bright structures in poor quality or
pathological scans. With some further work we believe the vessel segmentation results
can be improved upon.
Registration results were scored as ‘Excellent’ for 59 of the 216 pairs examined, and
as ‘Good’ for a further 129 pairs. Only 2 pairs were considered ‘Poor’, while 26 were
‘Moderate’. These results are remarkably good considering that accurate registration of
breath-hold inspiration and expiration pairs remains a very difficult task due to the large
non-uniform deformations encountered. Registration methods are constantly improving
and results from some very promising algorithms have been published [34], suggesting
that future versions of this system may be able to improve upon the current registration
success rate. However, it is also extremely important to consider developing a system
where registration failures can be automatically identified before the pipeline based on
their results is allowed to continue processing.
This first part of our analysis indicates that individual steps in the pipeline perform well,
particularly in consideration of the noisy and frequently pathological data being pro-
cessed.

2.7.2 Validation of Quantitative Measurements
As a further step towards analysing the merit of the proposed system experiments were
carried out to check the correlation of CT-derived measurements with those from pul-
monary function tests. Furthermore a kNN classifier was employed to assign GOLD
stages to subjects based on the automatic ventilation measurements. The results from
these experiments indicate whether or not the measures being calculated are meaningful
for determining pulmonary function.
In table 2.6 the correlation coefficients between the quantitative measures calculated and
the GOLD stages of the subjects are shown. It is clear that all of the quantitative measures
are correlated to some degree with the assigned GOLD stage, and many of them are highly
correlated. In particular the percentage of parenchyma below -850HU in the expiration
scan (Perc850Exp) shows excellent correlation in all regions of the lung, with an overall
coefficient of 0.87 for the full lung volume. Similarly the average and median subtraction
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values and ratio values (AvgSubtr, AvgRatio, MedSubtr, MedRatio) also have correlation
coefficients between 0.85 and 0.86 for the combined left and right lungs.
Correlation coefficients, r, with the pulmonary function measures of FEV1/FVC% and
FEV1%predicted are given in table 2.7. Once again, very good correlation is seen in all
experiments with a median r value of 0.84 over all values in the table. In fact all cor-
relation coefficients in both tables 2.6 and 2.7 are found to be significant using t-tests
with p = 0.001 and a null hypothesis of no relationship between the variables. We con-
clude, therefore, that the CT measurements have a definite relationship with conventional
pulmonary function testing.
The results of kNN classification experiments are shown in table 2.8. The ability to
successfully classify COPD stages using the CT-derived features further reinforces the
conclusion that these features are strongly related to pulmonary function testing. Clas-
sification results are extremely promising for such a complex multi-class problem where
the reference standard is based on an entirely independent measurement. Using the 22
features derived from the lower lobes obtains the optimum results for the ‘Satisfactory
Group’ of 126 subjects. In this experiment 67% of subjects are correctly classified while
96% are assigned either the correct class or a class neighbouring it. Classification to a
class neighbouring the correct one is considered as a positive finding since the boundary
between GOLD classes is based on a thresholding of measurements made on a continu-
ous scale. An arbitrarily minor change in a subject’s performance during spirometry may
therefore result in a re-classification to a neighbouring GOLD stage.
Comparing the classification results for the ‘Satisfactory Group’ (N=126) with those for
the ‘Full Group’ (N=216) whose segmentation and registration quality had not been taken
into consideration, it can be seen that the percentage of correct classifications is not im-
proved in any experiment by using the larger group. This is in spite of the fact that a larger
sample size would be expected to provide improved results. The percentage of classifica-
tions correct to within 1 class is slightly improved in some cases when the larger group
is used, but disimproved in others. Overall we conclude that performance is somewhat,
although not considerably, enhanced by using only those scans where all segmentations
and registrations are satisfactory.

2.7.3 Most Effective Quantitative Measurements
The third aim of this work was to examine the quantitative measures calculated and anal-
yse which of these appear to be most useful. Table 2.8 shows that measurements derived
from registering the image pair (Only Registration) are more useful classification fea-
tures (67% classified correctly) than measurements from the individual images only (No
Registration) (54% classified correctly). This suggests that registration based measure-
ments add important value to the system. The correlation results in table 2.6 back up this
theory, illustrating that the measurements derived from the subtraction and ratio images
(AvgSubtr, AvgRatio, MedianSubtr, MedianRatio) all have excellent correlation with the
GOLD stage values. It must also be noted, however, that the highest correlation value
in table 2.6 is with the measurement Perc850Exp which is extracted from the expiration
scan alone. GOLD stage classification using features from the expiration scan alone is
also quite successful (59% correctly classified, see table 2.8), particularly considering
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there are only 8 features used in this experiment. It may therefore be concluded that both
registration related features and features from the expiration scan are desirable to obtain
optimal results. From tables 2.6 and 2.8 the measurements from the inspiration scan alone
appear to be the least useful of all those calculated, while the correlation values for the
the ventilation measurements (Ventil and VentilBMC) used in [36] are also relatively low.
In table 2.7 correlation values with the pulmonary function measures of FEV1/FVC%
and FEV1%predicted are shown. One interesting point to note from this table is that the
measurements from the individual inspiration and expiration CT scans correlate best with
the FEV1/FVC% data while the registration-related measurements have better correlation
with the FEV1%predicted values. Although it cannot be conclusively stated based on
this database alone, this suggests that the measurements from the individual scans (most
particularly the expiration scan) are useful in determining the presence or absence of
COPD (FEV1/FVC% ≥ 70) while those from the registered scan pairs are more sensitive
to the level of severity of the COPD (see table 2.1).

2.7.4 Advantages of the Proposed System
Having analysed the system, identified its weak points and verified that it provides mean-
ingful results, we further proposed to determine the potential advantages of this method
over conventional spirometry and to highlight initial findings of clinical interest. One of
the most important advantages of this system lies in its ability to make regional measure-
ments of pulmonary function. Table 2.6 shows that, in general, lobe based measurements
correlate well with GOLD stage values, and therefore it may be concluded that they of-
fer meaningful information about pulmonary function at a regional level. Analysing pul-
monary function on a per lobe basis may become an extremely powerful tool in the future,
improving knowledge about specific illnesses and appropriate treatment plans.
It can be seen in table 2.8 that the measurements from the lower lobes (Only Lower Lobes)
are considerably better as classification features than those from the upper lobes (Only
Upper Lobes). In fact the classification using only lower lobe information obtains better
results than any other classification experiment listed in table 2.8. In addition table 2.6
shows a trend of higher correlation for the lower lobes than for the upper. These results
strongly imply that the airflow in the lower lobes has a more substantial effect on the
overall pulmonary function of the patient than that in the upper lobes. To our knowledge,
this clinically important information has not been quantitatively proven in the past.
Although breath-hold inspiration is a much more frequently acquired scan than breath-
hold expiration, we have shown that in terms of determining pulmonary function the
expiration scan alone is more useful. The inspiration scan alone gives relatively poor
performance in terms of correlation with GOLD stage (table 2.6) and in the classification
experiments (table 2.8). However, we have also shown that the combination of registered
inspiration and expiration scans is extremely useful, and that for optimal performance it is
preferable to have both scans available (see section 2.7.3). This is important information
for the future in terms of determining scanning protocols for assessing regional pulmonary
function through CT.
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2.7.5 Limitations
As the gold standard in pulmonary function testing, spirometry is the best reference stan-
dard against which to compare the system developed in this chapter. However, we recog-
nise that spirometric measures have some limitations, in that their accuracy and repro-
ducibility relies upon the ability of the subject to follow instructions carefully as well as
his health and condition at the moment of testing. The COPD classification system is
also slightly flawed in that classes are assigned based on the thresholding of measure-
ments made on a continous scale. An arbitrarily small change in the subject’s pulmonary
performance may therefore result in a different COPD classification.
The quality of some of the CT data used in this chapter may also be considered relatively
poor as it is acquired using an ultra low dose protocol. Results are likely to be improved
by the use of data with a better signal-to-noise ratio. However, it is also advantageous to
have shown that the system is capable of working on this type of data which reduces the
element of risk involved in acquiring a CT scan.

2.8 Conclusion
This work demonstrates a prototype system for assessing ventilation in a regional, quan-
titative manner based on the appearance of the lungs in CT at inspiration and expiration.
Experiments are carried out on a database of 216 subjects with well distributed varying
levels of COPD and compared to the conventional reference standard of spirometry test-
ing. The method does not require any contrast agent and is tested on low and ultra-low
dose CT data, verifying that it can be implemented with minimal radiation exposure to
the patient.
A thorough analysis of the pipeline leading to the calculation of ventilation measurements
shows that individual steps are very successful. Segmentation of lungs, vessels and lobes
was satisfactory in 99%, 88% and 86% of cases respectively, while registration succeeded
in 87% of subjects.
Eleven different ventilation measurements, extracted from the individual CT scans and
from the registered scans, are calculated on 8 defined lung regions from individual lobes
up to total lung volume. All measurements on all regions are demonstrated to correlate
with spirometry and GOLD stage information. The mean correlation coefficient, r, for
the ventilation measures calculated over the total lung volume correlated with the subject
GOLD stage was 0.79. Using a selection of the CT-derived features in a kNN classifier to
assign subject GOLD stages resulted in successful classification in 67% of subjects with
a further 29% of subjects assigned a class neighbouring the correct one.
The most successful measurements for determining pulmonary function are obtained
by thresholding (-850HU) on the expiration scan, and by direct comparison (subtrac-
tion/ratio) of the registered scan pair values. The inspiration scan alone gives a relatively
weak performance in assessing airflow.
With further development and testing on additional databases including different pul-
monary pathologies there is enormous potential for findings which may be key to a better
understanding of the mechanisms of pulmonary function and disease.
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2.9 Appendix: Scoring Guidelines for Radiology Experts
The radiology experts were asked to score lung, lobe and vessel segmentations as well as
registrations of inspiration and expiration scans. Proprietary software was created for this
purpose.

2.9.1 Segmentation Scoring
To score segmentations the expert could scroll through the entire scan with the segmen-
tation overlaid in semi-translucent colour. This overlay could be removed and replaced
at any time if the expert wished to see some scan details more clearly. The guidelines
provided for scoring were as follows:

• Excellent: 95% of the segmentation is correct
• Good: 80-95% of the segmentation is correct
• Moderate: 50-80% of the segmentation is correct
• Poor: 50% or less of the segmentation is correct

2.9.2 Registration Scoring
For registration scoring the expert scrolled through the original scan and the registered
scan simultaneously. He was requested to first scroll through the slices and get a gen-
eral idea of whether alignment looked good or not. Next he was asked to select some
example slices and examine them in more detail to see whether fissures and vessels were
well aligned. A crosshairs tool was provided which when hovered over a point in one
scan showed the corresponding point in the other. This allowed the expert to see whether
specific small structures were aligned. The expert was instructed to continue selecting ex-
ample slices from various regions of the image until satisfied that he had a good overview
of the registration quality for both fissures and vessels. Guidelines for scoring were pro-
vided as follows:

• Excellent: If almost every structure (vessel or fissure, depending on the category)
checked was very well aligned

• Good: If the structures were well aligned in most places, but there were a few
locations with misalignments of up to a few mm

• Moderate: If there were severe misalignments, and if these were present in multi-
ple locations throughout the image

• Poor: If the images were completely misaligned
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Reference Standard Construction for
Registration Evaluation

Abstract

Quantitative evaluation of image registration algorithms is a difficult and under-addressed
issue due to the lack of a reference standard in most registration problems. In this chap-
ter a method is presented whereby detailed reference standard data may be constructed
in an efficient semi-automatic fashion. A well-distributed set of n landmarks is detected
fully automatically in one scan of a pair to be registered. Using a custom-designed inter-
face, observers define corresponding anatomic locations in the second scan for a specified
subset of s of these landmarks. The remaining n − s landmarks are matched fully au-
tomatically by a thin-plate-spline based system using the s manual landmark correspon-
dences to model the relationship between the scans. The method is applied to 47 pairs of
temporal thoracic CT scans, 3 pairs of brain MR scans and 5 thoracic CT data sets with
synthetic deformations. Interobserver differences are used to demonstrate the accuracy
of the matched points. The utility of the reference standard data as a tool in evaluating
registration is shown by the comparison of six sets of registration results on the 47 pairs
of thoracic CT data.
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3.1 Introduction
Medical image registration is a well-established field of research upon which a substantial
body of literature has been built over the past three decades [53, 14, 15, 16, 17, 54].
Although there have been significant advancements in registration techniques themselves,
relatively little consideration has been given to methods of registration evaluation. Visual
assessment may be sufficient to distinguish a very poor registration from an excellent one,
particularly for 2D images. However, as more sophisticated algorithms are developed
the distinction between the resulting registrations becomes more subtle and difficult to
assess by eye. In the case of 3D and 4D image registrations visual assessment becomes
unfeasible and alternative quantitative measures of registration accuracy are required.
Registration techniques may be divided into rigid and non-rigid classes. Rigid regis-
trations involve rotation and translation at the most basic level, or in the case of affine
transformations, may also include scaling and shearing. Non-rigid registrations handle
elastic or fluid deformations, which must model far more complex motion, typically with
many local changes in direction and magnitude of deformation. Since rigid registrations
have far fewer degrees of freedom they represent a class of problem which is simpler to
solve, and for which results are easier to evaluate. For example, by the manual specifica-
tion of just a few corresponding locations, the desired transformation may be defined. For
non-rigid registration however, both the solution and the evaluation of proposed solutions
are highly complex problems.
The major obstacle in quantitative evaluation of non-rigid registration algorithms is the
lack of any reference standard. The desired image transformation is rarely, if ever, known
and manual specification of the full transform is simply not possible. The literature on
registration evaluation methods may, in general, be divided into methods which attempt
to evaluate in the absence of a reference standard [55, 56, 57, 58], and methods which
rely on a defined reference standard, which is unobtainable for most researchers [59, 60,
61, 62, 63, 64, 65, 66, 67, 68, 69].
A number of authors propose investigating registration performance by synthetically warp-
ing data such that the original image and the transformed image are known in advance as
well as the ideal transform between them [56, 57, 58]. No reference standard needs to
be defined for this type of evaluation, since it is already implied by the synthetic trans-
formation used. Although attempts are made to use physically plausible transformations,
this approach provides only a generic evaluation and an algorithm’s performance on real
clinical data cannot be measured in this way. Glatard et al. [55] have described a method
of estimating the ground-truth with a ‘bronze standard’ obtained through the application
of many registration algorithms to a large database of images. However, the method has
not been extended to non-rigid registration problems and is very dependent on having a
large number of good registration algorithms as well as an extensive database, both of
which are difficult for many researchers to obtain.
Another common method of non-rigid registration evaluation is to measure the overlap of
structures of interest in the target and registered images [60, 70]. This method requires
the availability of segmentations of the structure(s) to be considered. Although overlap-
based evaluation is intuitively reasonable it should be observed that it is limited by the
quality of segmentations available and the type of structures that they represent. Large
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coarse structures (such as lung volumes) are typically well-captured by segmentations but
rich details (such as vessel-trees within the lungs) are difficult to segment accurately and
are therefore usually overlooked in evaluations which use overlap measures.
Other authors have measured registration accuracy based on point sets such as nodule
positions [63, 64], or manually annotated contours or landmarks [65, 66, 61, 60, 67, 68,
62, 69]. Manual annotations are frequently small sparse point sets with poor distribution
throughout the image. Larger sets of landmarks have been used by some authors, most
notably Castillo et al. [66] but these are typically required to be carried out by an expert
observer which is expensive and impractical for a large set of images.
In [71], Jannin et al. recommend the development of standardised validation procedures
for medical image processing techniques including registration. In particular, validation
using a common, publicly available set of validation data with corresponding ground truth
is advised. Unfortunately few such datasets are currently available due to the logistical
difficulties of creating a comprehensive reference standard for registration. The ‘Van-
derbilt Dataset’ [72] is a set of volumetric brain images available online as part of the
Retrospective Image Registration Evaluation (RIRE) project. The reference standard for
registration of these images is based on skull-implanted markers. A further set of 16
brain MR images is available from the Non-Rigid Image Registration Evaluation Project
(NIREP) [73] along with segmentation information. A single 4D lung CT dataset consist-
ing of 10 3D images is supplied by the POPI-model [74] including 41 landmarks identi-
fied in each 3D image. The University of Texas M. D. Anderson Cancer Center supplies
2 phases from each of 10 4D datasets, with 300 landmarks per phase [66]. For 2D-3D
registration, data has been published by van de Kraats [75] and Tomazevic [76]. We are
not aware of any other freely available reference standards for registration.
One of the major obstacles to any group creating a large set of reference standard data,
much less making it publicly available, is the amount of manual work involved in anno-
tating the data. In this chapter a method is presented to formulate a registration reference
standard in an efficient semi-automatic manner resulting in a well-distributed set of cor-
responding landmarks. The technique has been developed and demonstrated on pairs of
temporal thoracic CT scans, however, in principle, it has the potential to be utilized in
many other applications, particularly intra-subject, single modality registration problems.
For inter-subject or multi-modality problems the same principle may be applied but mod-
ifications to certain parts of the algorithm would be required.
This method is designed specifically to overcome the problems of evaluating non-rigid
registration techniques, although it may be equally well be applied to rigid or affine reg-
istration problems. The manual component of the reference standard construction could
be completed by non-expert observers for our experiments, making it feasible to annotate
large datasets without excessive consumption of expert resources. The ability to define
correspondence in this way overcomes many of the difficulties usually involved in pro-
ducing large sets of registration reference standard data. The software described in this
chapter will be made publicly available on the website http://isiMatch.isi.uu.nl.
Reference standards have been constructed on 47 pairs of temporal thoracic CT scans, 3
pairs of brain MR scans and 5 pairs of CT scans with synthetic deformations. The opin-
ions of the non-expert observers employed have been compared to those of a radiology
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expert in 5 cases. For the purposes of demonstrating the utility of the constructed refer-
ence standard data, it has been used in the evaluation of various registration procedures
with different settings. Those settings where the registration performance is expected to
be weak show decidedly worse results based on our evaluation. For other more successful
registration algorithms, the ability to quantitatively analyse their results allows for the de-
tection of subtle differences between them which might otherwise have been overlooked.

3.2 Materials and Study Setup
The principal set of data used in this chapter consists of a set of low-dose thoracic CT
scans which form part of a lung cancer screening trial [23]. Forty-seven subjects (44
male, 3 female, ages 51-74yrs), each with a baseline and a follow-up scan (3-15 months
apart) were chosen randomly from the screening trial database. All scans were obtained at
full inspiration and without contrast injection on a 16 detector-row scanner (Mx8000 IDT
or Brilliance 16P, Philips Medical Systems). Exposure settings were 30mAs at 120kVp
for subjects weighing below 80kg or 30mAs at 140kVp for those weighing over 80kg.
A soft reconstruction filter (Philips ”B”) was used. The scans have a per-slice resolution
of 512×512, with the number of slices per scan varying from 374 to 579 (on average
462). Slice thickness is 1 mm with slice-spacing of 0.7 mm. Pixel spacing in the X and Y
directions varies from 0.61 mm to 0.89 mm with an average spacing of 0.73 mm.
An additional set of MRI brain data from 3 subjects is also included. This data is taken
from the SMART-MR study [77] . The MR scans were made using a 1.5-Tesla whole-
body scanner (Gyroscan ACS-NT, Philips Medical Systems, Best, the Netherlands). The
protocol consisted of a transversal T1-weighted gradient-echo sequence (repetition time
(TR)/echo time (TE): 235/2 ms, flip angle 80). The image matrix size is 256×256 with 38
slices per scan. Slice thickness is 4.0mm with an in-plane voxel size of 0.89mm×0.89mm.
In order to establish a reference standard for the data described above, two medical stu-
dents were employed to carry out the manual component of the ground-truth construction.
Each student processed all scan pairs independently in order that the interobserver differ-
ences could be analysed.

3.3 Methods
In this section the methods to identify and match landmark locations in a pair of scans are
described. Our main application is thoracic CT data and therefore the descriptions refer
to the method as it applies to this task. However the method is also later tested on brain
MRI data as described in section 3.4.4.
First a set of n well-distributed distinctive landmark locations are detected automatically
in the baseline scan. The first s points (which are themselves also well distributed) are
matched manually in the follow-up scan by an observer using a custom-made graphical
user interface. The point pairs matched by the observer are used by the system to model
the relationship between the baseline and follow-up scans. When s pairs have been com-
pleted the remaining n − s matches are made fully automatically using the relationship
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model and a local block matching refinement scheme.
Variable parameters mentioned in the text are listed in Table 3.1 along with the values as-
signed to them in the thoracic CT experiments and in the brain MR experiments described
in section 3.4.4. All parameter values were chosen empirically based on experimentation.

3.3.1 Automatic Landmark Detection
The initial step in setting the reference standard is to automatically determine a number
of landmark locations in the baseline scan for each subject. It should be noted here that
the landmark detection step will perform well only on data with sufficient structural detail
such that corresponding points can be visually identified. Wörz et al. [78] and Frantz et
al. [79] have published methods for determining significant anatomical landmarks based
on an initial region of interest and on local image features. However, for our experi-
ments, one of our main requirements was that the landmarks would be well-distributed
throughout the region of interest (the lung volume in CT, and the brain tissue in MR).
The nature of pulmonary anatomy, for example, is that most significant anatomical fea-
tures are located around the mediastinal area, with very few if any points of interest in
the outer regions of the lung close to the pleura. For this reason we developed a method
of landmark detection to identify points which may not be structurally significant, but are
sufficiently contrasted with their surroundings to allow an observer to visually identify
the corresponding location on the follow-up scan.
The algorithm to detect landmarks described here is partially based on the work of Likar
et al. [80]. A lung mask is used to ensure that the points are located within the lungs since
our application is concerned with registration of the lung volume only. (A mask is not
required if the registration being evaluated is intended to register all visible structures in
the image.) This mask was created by means of an automatic lung segmentation procedure
described by Sluimer et al. [81] and originally based on the work of Hu et al. [82].
The algorithm to find landmarks automatically proceeds as follows: Points outside the
lung volume are excluded from consideration. Within the lung volume, only every ith

point in each direction is considered in order to improve computational efficiency. Points
within dp voxels of the pleural surface are also excluded since it is difficult to match these
reliably in the follow-up scan due to the lack of local structure.
For all remaining points p at voxel location (x,y,z), with intensity I(x, y, z), a distinctive-
ness value D(p) estimating the dissimilarity of p with its surrounding region is calculated
as follows:

G(p) =
√

Gx(p)2 + Gy(p)2 + Gz(p)2,

1. An estimate of the gradient magnitude G(p) at p is calculated by

G(p) =
√
Gx(p)2 + Gy(p)2 + Gz(p)2,

where Gx(p), Gy(p) and Gz(p) are local directional gradients based on finite
differences. Gx(p) is defined by

Gx(p) =
I(x− 1, y, z)− I(x+ 1, y, z)

2
,
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Name Description CT MRI
i Only every ith point in each direction is considered when

calculating landmark locations
5 2

dp Points within dp of the mask boundary are not considered
when calculating landmark locations

5 1

TG Gradient threshold below which points are not considered
when calculating landmark locations

300 5

r1 Radius of sphere constructed around each point under
consideration when calculating landmark locations

8 8

m The number of uniformly distributed points examined on
the spherical surface when calculating landmark loca-
tions

45 45

r2 The radius of the ROI around each of the m uniformly
distributed points when calculating landmark locations

5 5

n The number of landmark points to be selected from the
candidate list

100 100

dm The initial minimum distance requirement used when or-
dering the landmark points such that they are well-spaced

400 400

c1 The length of the cube side for the cubic region defining
candidate points to be considered during block-matching

13 13

c2 The length of the cube side for the cubic region compared
during block-matching

13 13

TSSD The threshold used in block matching for the root
mean squared difference per voxel over the block being
matched

165 165

s The number of points required to be manually matched 30 30
x Threshold used in establishing the accuracy of the trained

system. x of the y most recently matched points are
checked to compare system guess and observer chosen
match

9 9

y Threshold used in establishing the accuracy of the trained
system. x of the y most recently matched points are
checked to compare system guess and observer chosen
match

10 10

da The threshold distance for deciding accuracy in compar-
ing system guess locations with observer chosen matches

√
6
√

18

Table 3.1: System parameters and the values used for the CT and MRI experiments de-
scribed in this chapter. Distances are measured in voxels for the CT experiments and in
millimetres for the MRI experiments as explained in section 3.4.4

and analogously for Gy(p) and Gz(p).
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2. Points where G(p) is below a threshold TG are excluded from further processing as
they are likely to be difficult to match reliably in the follow-up image.

3. Around each point p a hypothetical spherical surface with a radius of r1 voxels
is constructed (see Figure 3.1) and m points, q1, . . . , qm, uniformly distributed on
the surface are selected using the technique of Saff et al. [83]. A region of interest
ROI(qi) around each point qi is compared with the corresponding region of interest
ROI(p) around the original point p. The region of interest ROI(a) of any point
a is defined as a spherical kernel centred at a with a radius of r2 voxels. The
difference Diff(ROI(p), ROI(qi)) is defined as the average absolute difference of
the corresponding voxel intensities in the two regions:

Diff(ROI(p), ROI(qi)) =
1

N

N∑
k=1

|ROI(p)k −ROI(qi)k|,

where ROI(p)k is the kth voxel in ROI(p) and N is is the number of voxels in
ROI(p) and in ROI(qi). Note that the values r1 and r2 should be selected based
on an approximation of the sizes of structures and the distances between them in
the particular image being processed.

4. The distinctiveness value D(p) is calculated for each point p as follows:

D(p) =
G(p)

maxj(G(pj))

1

m

m∑
i=1

Diff(ROI(p), ROI(qi)),

where j is the total number of points for which we calculate D(p) in this scan.

A large number of points in each baseline scan are labelled with a distinctiveness value
in this way. A final selection of n landmarks will be chosen from these, based not only
on their distinctiveness values but also on their locations. An even distribution of the
landmarks throughout the lungs is required and furthermore, since the points will later be
used in the creation of a thin-plate-spline (see section 3.3.2) the ordering of the chosen
points should be such that each one is as far away as possible from preceding selected
points.
The list of processed points p is initially ordered with the most distinctive points first and
n landmarks are chosen, with a well-distributed ordering, as follows:

1. The most distinctive point available is selected as a landmark as long as it is at least
dm voxels in distance from every other point selected so far.

2. If the end of the list is reached then no more points meet this requirement. Set
dm=dm-10 (voxels) and repeat step 1.

3. Continue until n landmarks have been selected.

A projection view of all the landmarks selected for a scan is shown in Figure 3.2 while
Figure 3.3 shows some examples of landmark locations.
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Figure 3.1: Comparing point p with its surroundings as part of the process to measure
distinctiveness. A spherical surface around p is constructed and m points qi are identified
on it. ROI(p) is compared with each ROI(qi).

Figure 3.2: A projection view of all landmarks identified in a scan. Marker sizes have
been increased for visualisation.

3.3.2 Establishing Landmark Correspondence
A semi-automatic system was developed to accurately match the voxels identified as land-
marks in the baseline scan with voxels at the corresponding anatomic locations in the
follow-up scan. The observers were firstly required to match a subset of the landmarks
manually using a custom-made graphical interface. Point pairs selected manually were
used to create a thin-plate-spline (TPS) model of the deformation between the two scans
in question. Other models such as the elastic body spline [84, 85, 86] might also have
been substituted at this point. We chose to use the TPS model in order that only the
user-selected points would influence the model, and no other parameters such as tissue
properties could alter the outcome. This decision was based on the assumption that the
TPS model would be sufficient to describe the deformation between the images, particu-
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Figure 3.3: Six sample landmark locations viewed close-up in axial direction. Marker
sizes have been increased for visualisation.

larly when combined with the subsequent block-matching refinement step.
After s points had been manually matched and provided that the TPS model was deemed
sufficiently accurate, the system matched the remaining points automatically. These steps
are described in more detail in the remainder of this section. The entire annotation proce-
dure took 20-30 minutes per scan pair for the thoracic CT data.

Graphical User Interface

The graphical user interface was designed to allow the observer to view the landmark α
in question on the baseline scan in all three orthogonal directions simultaneously. The
location of the landmark α is identified by a red crosshair symbol in each of the three
images. These three images are located on the upper half of the screen while on the
lower half the follow-up scan is presented in a similar fashion with three orthogonal views
visible. No identifying crosshair is initially shown in these images although the system
attempts to present the most likely slices for the matching location. Further information
on the determination of the most likely matching location is given in the next section.
Screen-shots of the system are shown in Figures 3.4 and 3.5. The user is allowed to
manually select the matching landmark location βman in the follow-up scan in two ways:

1. By clicking on any point in one of the three orthogonal views of the follow-up scan
the 3D location of the point βman is selected.

2. By scrolling through the three orthogonal views of the follow-up scan individu-
ally, the most appropriate slice in each direction is identified. When satisfied the
observer clicks a button to select the point identified by the three visible slices.

After selection of the matching location βman a red crosshair icon is placed in the appro-
priate position in the follow-up image to indicate the observer’s choice. The observers
were encouraged to view the locations α and βman at various zoom-levels and to con-
firm their final choice at the highest possible zoom-level where individual voxels were
clearly visible. They were permitted to repeatedly re-locate their matched landmark until
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they were satisfied with their choice. In cases where the observer was unable to find a
satisfactory match they were instructed to place the match in the best location they could
identify and to check a box to indicate their uncertainty. Those points where the observer
was uncertain of the match location were not included in the TPS model in order to retain
its integrity. The uncertain point pairs are otherwise treated as standard throughout the
procedure.

Figure 3.4: The graphical user interface used to match points in a baseline scan (top
row images) and a follow-up scan (bottom row images). The images are zoomed out as
when the observer first begins with point-matching. Marker sizes have been increased for
visualisation.

Automatic Landmark Matching

The matching pairs of landmark correspondences manually annotated by the observer are
used in the formation of a thin-plate-spline [87] (TPS) warping of the follow-up image.
This warping process begins as soon as the observer has matched the first 4 point pairs.
It must be stressed that a warped image is not displayed to the user at any time. The TPS
is used only internally to represent the relationship between the baseline and follow-up
images, and to help with predicting future match locations. Each point-pair (α, βman)
manually annotated by the observer is added to the TPS unless the observer indicates
uncertainty. The accuracy of the TPS is thereby progressively improved. When a new
landmark point is presented to the observer for manual matching the system makes an es-
timate βest of where the anatomic match will be located in the follow-up scan as follows:

1. The TPS warping is interpolated to get an initial estimate βestinit
of the location in

the follow-up scan corresponding to the landmark α
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Figure 3.5: The graphical user interface used to match points in a baseline scan (top row
images) and a follow-up scan (bottom row images). The images are shown zoomed in on
a particular point. Marker sizes have been increased for visualisation.

2. A local block-matching search to improve upon this initial estimate is performed
in the region around βestinit

. This scheme is similar to that described in [88] and
proceeds as follows (see Figure 3.6):

(a) All voxels βestk in a cube of side c1 voxels around βestinit
are considered as

candidates.
(b) Cubic regions of interest ROI(α) and ROI(βestk) with sides of length c2 vox-

els are defined around the landmark point α and the point βestk under investi-
gation.

(c) The βestk where the sum of squared differences (SSD) between intensities in
the regions of interest, SSD(ROI(α),ROI(βestk)) is minimal is selected as
the final system estimate βest.

The location βest of the estimated match is used to determine which slices from the
follow-up scan should be displayed initially to the observer. Therefore, as the TPS warp-
ing becomes more accurate, the task of the observer becomes easier, with the initially
displayed slices providing increasingly accurate starting points.
After some time the TPS warping and block-matching scheme is sufficiently accurate
to enable the system to proceed with matching the remaining landmarks without user
interaction. Automatic matching is permitted when

1. The observer has manually matched at least s landmarks α (including those where
the match was uncertain) with corresponding locations βman, and
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2. The system has estimated x of the previous y matches such that the distance be-
tween the estimate βest and the location βman indicated by the observer was less
than or equal to da voxels. 1

When these conditions are satisfied a button appears on the screen which the observer
clicks to match all remaining points automatically. The automatic matching searches for
a match βauto using the TPS warp and block-matching scheme exactly as described above
in the search for βest. Note that points found automatically in this way are not added to the
TPS and hence do not influence the locations of further automatically matched points. In
cases where the block-matching finds that the root mean squared difference per voxel over
the block being matched exceeds a threshold (TSSD) then the match βauto is considered
uncertain and the landmark α is returned unmatched to the observer. Such points must be
matched manually by the observer, however this occurred rarely in our experiments (see
Figure 3.7) and the system estimate in those cases was often correct allowing the manual
match to be made without difficulty.
The system required a match to be made for every landmark point, although it may some-
times be the case that a true match does not exist (for example in the case where the
landmark is on an artifact or a growth which is only present in only one image). This
is a relatively rare occurrence in most datasets and there is no perfect way to deal with
the issue. In this case we chose to force the user to match the point, since a registration
algorithm will be similarly forced to specify a correspondence at every location. It is,
however, equally acceptable to instruct the user not to select any corresponding point if
there are genuine anatomical differences.

Figure 3.6: The block-matching concept (with squares used to represent the cubes). The
voxels indicated with patterned texture are those which will be considered as candidate
voxels (βestk ). For each of these locations the region ROI(βestk ) will be compared to
the region ROI(α) and the location where the SSD of intensities is minimum will be
selected.

1Note that da may reasonably be set at a value greater than 0 for most tasks. In practice the choice between
a particular voxel and its close neighbours is frequently difficult for an observer and the final decision may be
somewhat arbitrary. The system may therefore be deemed to be correct if it chooses a location very close to the
observer annotation.



Reference Standard Construction for Registration Evaluation 43

3.3.3 Registration Methods
In order to demonstrate the use of the reference standard data a number of registrations
were carried out and then analysed as described in section 3.4.5. All registrations in this
study were carried out using elastix version 3.9 2 which is a registration toolkit based
on the National Library of Medicine Insight Segmentation and Registration Toolkit (ITK).
Although a single registration package is used, the elastix toolkit provides numerous
options for the registration procedure including several similarity measures, image mask
support and both affine and non-rigid registration components. This allows us to specify
six different registration configurations with varying results and demonstrate their evalu-
ation. The non-rigid transformations are modelled by a B-Spline grid [89, 90].
In the experiments for this study we exploit our ability to distinguish quantitatively be-
tween registration methods using the reference standard data. This is achieved by reg-
istering the data several times with various elastix configurations and comparing the
outcomes with the reference standard. The basic registration settings from which all sub-
sequent variations arose are described below.
Prior to registration the baseline and follow-up scans were down-sampled in order to im-
prove speed and reduce memory consumption. The down-sampling was by means of
block-averaging such that the matrix size of 512×512 in the original images was reduced
to 256×256, with the number of slices reduced to form isotropically sampled data. The
down-sampled follow-up scan (source image) was registered to the down-sampled base-
line scan (target image) and the resulting transformation was subsequently applied to the
full resolution follow-up scan. Each registration consisted of an initial affine registration
step followed by a non-rigid registration to model the elastic behaviour of the lung tissue.
Both steps involved a multi-resolution strategy with 4 resolution levels for the affine pro-
cedure and 5 for the non-rigid procedure. A mutual information cost function [91] was
used in both cases along with a stochastic gradient descent optimizer [92]. Termination
of the optimization procedure occurred in each resolution after a fixed number of itera-
tions, set at 512. The grid-size varied per resolution-level with the finest grid at the last
level having a spacing of 5 mm in each dimension. Lung mask images were used to en-
sure that only anatomy within the lungs was registered, thus excluding the ribs, heart and
other confounding structures. These masks were created by the same automatic technique
mentioned in section 3.3.1 [81].
All registration experiments carried out are listed in Table 3.2 with an explanation of any
changes to the basic settings described above. The basic setting (BS) had been experi-
mentally determined to be relatively fast and accurate on this type of data in the past. The
choice of inclusion of other configurations is discussed in section 3.5.

3.4 Experiments and Results
In this section a variety of experiments are described. In section 3.4.1 the process of
constructing the reference standard on thoracic CT data is analysed, describing the accu-
racy of the system and the interobserver differences. Section 3.4.2 outlines an experiment

2http://elastix.isi.uu.nl
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Registration ID Explanation
Basic BS Settings as described in section 3.3.3
Affine Only AF No non-rigid registration is carried out
No Masks NM No image masks are used to specify the regions of

the image to be registered
Mean Squares MS Mean sum of squared differences is used as a sim-

ilarity measure in place of mutual information
Cross Correlation CC Normalised cross correlation is used as a similar-

ity measure in place of mutual information
Full Resolution FR Original images are not down-sampled prior to

registration.

Table 3.2: Registration Experiments.

whereby a radiology expert was asked to annotate 5 scan pairs and the results are com-
pared with those of medical student observers. In section 3.4.3 a process for synthetically
warping a scan is described and observer results based on the synthetically warped data
(where the real ground truth is known) are shown. Section 3.4.4 describes experiments
on brain MR data, and section 3.4.5 analyses the results of various registration procedures
using the reference standard defined on the 47 thoracic CT pairs.

3.4.1 Reference Standard Construction Results
System and Observer Behaviour

As described in section 3.3.2 there are two criteria which must be met before the system
can begin automatic matching: Firstly the observer must have made at least s matches
fully manually, and secondly the system guess must have been demonstrated to be accu-
rate in x of the previous y points matched. In this study s was set at 30 and 47 scan pairs
were included. When the required 30 manual matches had been made the second criterion
of system accuracy was usually also satisfied. An exception to this occurred just once for
each observer, forcing the observer to make additional manual matches in order to im-
prove the system accuracy. (Observer1: scan pair 5, 38 manual matches, Observer2: scan
pair 43, 31 manual matches). This gives an initial indication that the system is usually
well trained after 30 points have been manually matched.
Figure 3.7 illustrates the number of matches marked ‘unsure’ and the number of times the
automatic system failed to find a reliable matching-point (TSSD exceeded) for each of the
47 scan pairs processed. It can be seen that in general the observers found similar levels
of difficulty in each scan pair, and that in the small number of more difficult scan pairs
(where the observer is often unsure) the automatic system also has an increased failure
rate.
It is important to assess the accuracy of the system guess βest and the rate at which the sys-
tem improves in its ability to predict match locations. The system guesses were stored for
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Figure 3.7: Statistics for each observer. The number of matches marked ‘unsure’ and the
number of automatic match failures (TSSD exceeded) per scan pair for Observer1 (top)
and Observer2 (bottom)

this purpose and later compared to the manual annotations βman made by the observers.
The average Euclidean distance δj between the manually annotated location βmanj

and
the system guess βestj after j points have been manually matched was calculated over all
47 scan pairs. The values

δj =
1

47

47∑
i=1

[βestj − βmanj
]scanPairi

were calculated for j from 1 to 30. The results of this analysis are depicted in Figure 3.8
where δj is plotted against j for each observer to illustrate the system ‘learning curve’
as increasing numbers of point pairs are annotated. Figure 3.9 breaks down the average
value δj to show all distances βestj − βmanj

in box-whisker plot form.
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Figure 3.8: The system ‘learning curve’ - values of δj plotted against j (left). The same
graph focusing more closely on the end region (right).
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Figure 3.9: Box-whisker plots showing the distances βestj − βmanj for all scan pairs
plotted against number of manual annotations. Top: Observer 1, Bottom: Observer 2. The
lightest grey colour indicates the boundaries of the central 50% of the data, mid-grey the
central 75% and the darkest grey the central 90%. The horizontal line within the central
50% marks the median value. Outliers are included in the whisker length.

Inter-observer differences

The inter-observer differences were analysed to verify the ability of observers and of the
system to find reproducible corresponding anatomic locations for the landmarks. The
landmarks were presented to the observers in the same order, therefore in general the
same points are matched manually by both observers. However, a small number of points
(only 11 points in all 47 scans in this case) have two different ‘match-types’ i.e. they are
marked manually by one observer but not by the other. There were two possible ways for
this to occur: 1) If one observer was required to match more points manually (before auto-
matic matching could proceed) than the other observer or 2) If automatic point matching
exceeded the threshold TSSD on a particular point for one observer only, thus requiring
him to make that match manually. In Figure 3.10 the inter-observer differences in mm
for all 4700 landmarks are illustrated, categorised by match-type. As expected, points
which were marked automatically in both cases are considerably more likely to have dif-
ferences of 0 mm than those which were marked manually, since in the automatic case a
local search for the lowest SSD is performed. For the registration analysis described in
section 3.4.5 the (339) points where the interobserver difference was greater than 1 mm
are disregarded because of the uncertainty of the reference standard in these cases.

3.4.2 Expert Observer Annotations
Since observers 1 and 2 were medical students with no specific training in reading thoracic
CT data an expert observer was asked to annotate the first 5 scan pairs in order to compare
his results with those of the untrained observers. The expert in this case is a radiologist
in training (a physician with 3 years of experience in radiology, particularly in lung CT
evaluation). The expert observer annotated the 5 scan pairs independently in exactly
the same way that observers 1 and 2 had done. The interobserver differences for points
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Figure 3.10: Inter-observer differences categorised by match-types. The number at the
end of each bar signifies the total number of points in the category.

manually annotated by all three observers (1, 2 and expert) are shown in figure 3.11.
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Figure 3.11: Interobserver distances for manually matched points for the first five scan
pairs shown in full (above) and in closer view (below). Within each scan-pair group-
ing the three columns from left to right represent Observer1/Observer2 distances, Ex-
pert/Observer1 distances and Expert/Observer2 distances respectively. The lightest grey
colour indicates the boundaries of the central 50% of the data, mid-grey the central 75%
and the darkest grey the central 90%. The horizontal line within the central 50% marks
the median value. Outliers are included in the whisker length.

3.4.3 Synthetic Warping
In this experiment the performance of the observers is assessed in a situation where the
deformation between the images in question is synthetic and the real ground-truth is there-
fore available for comparison. At the time of this experiment observers 1 and 2 were no
longer available and were replaced by two other medical students who had also had some
experience with annotating lung data using the system described in this chapter. They will
hereafter be referred to as observers 3 and 4.
A synthetic warp was performed on the baseline scan ScanB of each of scan-pairs 1
to 5. In each case the warp was modelled by a thin-plate-spline (TPS). The point pairs
used to create the TPS model were those pairs which were manually annotated by the
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expert observer as described in section 3.4.2. Points which were marked unsure or were
automatically matched were excluded. Using this TPS model, a synthetically warped
version ScanBW of ScanB was produced. ( ScanBW bore some resemblance to the
follow up scan ScanF from the original scan pair as a result of the warping which was
used to create it, however they were not identical.) The outer regions of ScanBW were
cropped to exclude locations which the warping process had been unable to fill with data
values and the scan was inspected to ensure that it appeared realistic. A coronal slice
from the baseline scan ScanB of scan pair 1, and the associated warped scan ScanBW

are shown in figure 3.12.
The pair ScanB and ScanBW were presented to observers 3 and 4 without informing
them that one of the scans was synthetic. They were asked to match the landmark points
as normal. Their matching locations were compared with the known ground-truth given
by the expert observer matching points which were used to create the synthetic warp.
The distances between the observer matching points and the ground-truth are shown in
figure 3.13

Figure 3.12: Left: A coronal slice from the baseline scan in scan pair 1. Right: A coronal
slice from the warped version of the same scan created using the expert observer annota-
tions.

3.4.4 Brain MRI Data
The system described in this chapter was developed specifically for a thoracic CT appli-
cation. In order to test its performance on an alternative type of data, three sets of brain
MRI data as described in section 3.2 were obtained with a baseline and follow-up scan
for each patient.
Some modifications to the system were required due to the anisotropic nature of the MRI
data used (voxel sizes 0.89 × 0.89 × 4.0 mm). Firstly all distances which had previ-
ously been measured in voxels on the almost isotropic lung data were now required to be
measured in millimetres. Secondly the finite difference method for estimating gradient
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Figure 3.13: Observer-truth distances for manually matched points on the synthetically
warped data sets. Distance boxplots are shown in full (above) and in closer view (below).
Within each scan-pair grouping the left column represents distances for observer 3 and
the right column for observer 4. The lightest grey colour indicates the boundaries of the
central 50% of the data, mid-grey the central 75% and the darkest grey the central 90%.
The horizontal line within the central 50% marks the median value. Outliers are included
in the whisker length.

magnitude was altered to include weights according to the voxel sizes in each dimension.
The new gradient magnitude estimate is calculated by

G(p) =
√
Gx(p)2 + Gy(p)2 + Gz(p)2,

as previously, but in this case Gx(p) is defined by

Gx(p) = Wx

(
I(x− 1, y, z)− I(x+ 1, y, z)

2

)
,

where Wx is a weighting defined by the inverse of the distance between the voxels at
(x-1,y,z) and (x+1,y,z).

Wx =
1

2vx
,

where vx is the voxel size in the x direction. Gy(p) and Gz(p) are calculated analo-
gously.
No automatic segmentation software was available for these images so masks were drawn
by hand to denote in which regions distinctive points should be located. The masks were
designed to include brain tissue but exclude the skull and cerebrospinal fluid. These are
excluded for the same reason we excluded points close to the lung boundary, as point
matching in those regions is unreliable. Note that an automatically generated mask of the
entire patient anatomy would also have been suitable for use provided that the distance dp
from the mask boundary within which points should not be marked was set appropriately.
Landmark detection was carried out as described in section 3.3.1 with the parameters set
as shown in table 3.1. Detected landmark points for one of the MRI scans are shown in
figure 3.14.
MR images, unlike CT, do not have a fixed relationship between tissue-type and grey-
value, as illustrated in figure 3.15. Block-matching with SSD as a similarity measure
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Figure 3.14: Left: An axial slice from a brain MRI image showing the landmark points
located in that slice (left) and all landmark points for the whole scan projected onto that
slice (right)

would therefore be unreliable in MR data and the system was used with TPS warping
only in these experiments.

Figure 3.15: The baseline (left) and follow up (right) scans for pair 2 of the brain MR
data. Contrast is set identically in both scans with a narrow window width to illustrate that
the same tissues are represented by different grey-values in each scan.

Observers 3 and 4 annotated points in the three scan pairs exactly as before with param-
eters set as shown in table 3.1. The minimum requirement to count a system guess as
‘accurate’ (da) was increased to allow for the fact that no block matching was used and
guesses were therefore expected to be slightly less accurate.
The system learning curve based on the experiments using TPS only is shown in fig-
ure 3.19(a) and interobserver differences for the two observers are shown in figure 3.19(b).
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3.4.5 Registration Performance Analysis
In this section the reference standard data which was constructed for the main dataset of
47 thoracic CT scan pairs is used in the evaluation of the various registration procedures
listed in Table 3.2. The aim of the evaluation in this case is not to determine which
registration is superior, (a question which is largely application dependent), but rather to
illustrate the utility of the reference standard data in obtaining a quantitative assessment.
The performances of the various registration procedures are discussed in section 3.5.
The registration of an image-pair results in a transform T which maps from locations in
the domain of the baseline scan (the target image) to locations in the domain of the follow-
up scan (the source image). In order to judge the accuracy of a registration method, T
is applied to each of the landmark points α defined in the baseline scan. For an accurate
registration we expect T (α) ≈ β, where β is the matching point marked during reference
standard formulation. For all points βobs1 marked (manually or automatically) by ob-
server1 the registration error ε(T (α), βobs1) is defined as the Euclidean distance between
T (α) and βobs1.
In Figure 3.16 box plots are presented illustrating the registration-Observer1 distances ε
over all scan pairs for each registration procedure. The leftmost plot shows the interob-
server differences for reference. Only those points where the interobserver difference was
less than 1 mm are used as part of the reference standard.
The same registration error measurements are subdivided in Figure 3.17 to depict the
manual and automatic components of the reference standard separately. It appears that
for the purposes of registration evaluation there is virtually no difference in the quality of
reference standard points which were manually chosen and those which were selected by
the system during the automatic phase.
The performance of the registration methods investigated was also considered on a per-
scan basis. Registration error data from the first 25 scan pairs is shown in Figure 3.18
for all registration methods. Similar results are observed for the remaining 22 scan pairs
although the data has been omitted for brevity.
Finally, when comparing registration algorithms, the time taken to perform the registration
is often important in deciding the whether using the algorithm would be practicable, for
example in a clinical situation. To give a guideline as to the computational cost of the
various registration algorithms, Table 3.3 lists the mean and standard deviation of the time
taken to complete registration for each of the methods listed in Table 3.2. All experiments
were carried out on a desktop PC running Microsoft Windows Server 2003 with an Intel
Core2 Quad processor (2.4 GHz) and 6640 MB of RAM.

3.5 Discussion
A semi-automatic system for reference standard formulation in registration has been pre-
sented. In the thoracic CT experiments described the system defines a well-distributed
set of corresponding landmark points with limited interaction from non-expert observers.
The accuracy of the defined correspondences is implied by the independent observations
of two observers with 98.5% of inter-observer differences below 2 mm and 92.8% within 1
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Registration Mean Time (mins) Standard Deviation
BS 4.20 0.26
AF 1.37 0.09
NM 4.11 0.91
MS 2.87 0.08
CC 3.04 0.09
FR 12.13 0.82

Table 3.3: Means and standard deviations of the times taken for registration
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Figure 3.16: Interobserver (IO) and Registration-Observer1 distances (ε) shown in full
(above) and in closer view (below). The acronyms referring to registration methods are
explained in Table 3.2. The lightest grey colour indicates the boundaries of the central
50% of the data, mid-grey the central 75% and the darkest grey the central 90%. The
horizontal line within the central 50% marks the median value. Outliers are included in
the whisker length.

mm (see Figure 3.10, ‘Overall’). For manually matched points the differences are slightly
higher (78% within 1 mm) as would be expected. The finite resolution (≈ 0.7 mm) of
the image data makes it difficult for an observer to select a particular voxel (above all its
neighbours) to be the correct matching point.
The ability of the system to model deformation and predict anatomic matches is demon-
strated in Figure 3.8 where the increasing accuracy of the system guesses is illustrated.
It is clear that the ability of the system to predict corresponding point locations improves
rapidly after the first five to six points have been annotated. The average error in the
system guess after this stage remains below 2 mm for both observers. Similarly, after
15 points have been manually matched the system guess is on average always within 1
mm of the observer decision. The increasing accuracy of the system accelerates the man-
ual phase of the matching procedure by providing the observer with ever more precise
starting points and ultimately enables the introduction of fully automatic matching. The
box-plots shown in figure 3.9 demonstrate that in general the actual distance values devi-
ate less from the median values as more points are manually annotated. In Figure 3.17 the
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Figure 3.17: Interobserver (IO) and Registration-Observer1 distances (ε) shown in full
(above) and in closer view (below). Each box plot is limited to either manually matched
points (M) or automatically matched points (A). The acronyms referring to registration
methods are explained in Table 3.2. The lightest grey colour indicates the boundaries of
the central 50% of the data, mid-grey the central 75% and the darkest grey the central
90%. The horizontal line within the central 50% marks the median value. Outliers are
included in the whisker length.

registration evaluations based on fully manual and fully automatic point-pairs are shown
to be almost identical, indicating that the automatically matched points are equally useful
in the evaluation of registration.
In section 3.4.2 the opinions of medical students are compared with the opinions of a
radiology expert in order to ascertain whether the medical students possibly lacked the
expertise to define point correspondences. Figure 3.11 shows the results of this experi-
ment. It can be seen that there is no case where the medical students (observers 1 and
2) were both at odds with the expert opinion while in agreement with each other. This
implies that their agreement on points was not coincidental or due to their lack of exper-
tise. In scan pair 2, observer 2 is seen to disagree frequently with both observer 1 and the
expert, while there is excellent observer1/expert agreement. This implies that observer 2
made a higher than normal number of errors in this scan pair. Scan pair 5 shows a rela-
tively high level of interobserver differences between all 3 opinions, indicating that this
scan pair was more difficult than the others. This is backed up by other results discussed
later in this section. It is clear that interobserver differences may be high due to difficul-
ties with a particular dataset or due to the lapse in concentration or attention to detail of
an observer. Setting a study up initially with 2 observers is a reasonable choice in order
to determine how much disagreement occurs. If discarding points with high interobserver
differences is not desirable then the addition of extra observers to the study(possibly even
for a limited number of datasets) is a good option. Except in the case of extremely diffi-
cult datasets which may never be reliably annotated this should be sufficient to establish
a reliable reference standard.
Synthetic warpings were generated for 5 scans as described in section 3.4.3 and used to
compare the observer opinions with a known ground truth. In figure 3.13 the distances
between manual observer marks and the known ground truth are shown. It can be seen that
the median distance is below 1mm for both observers in all 5 cases. 90% of the distances
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Figure 3.18: Registration-Observer1 distances (ε) shown individually for the first 25 scan
pairs. Registration settings from top to bottom: Basic, Affine Only, No Masks, Mean
Squares, Cross Correlation and Full Resolution. The lightest grey colour indicates the
boundaries of the central 50% of the data, mid-grey the central 75% and the darkest grey
the central 90%. The horizontal line within the central 50% marks the median value.
Outliers are included in the whisker length.

are within 2mm for scan pairs 2, 3 and 4. Scan pairs 1 and 5 proved to be more difficult,
with observer 3 in particular making more errors. However it is worth noting that we have
included all manual points here, including those where the observers disagreed. If we
restrict the analysis to points where the observers agree within 1mm then the agreement
with ground truth is also significantly better. For scan pairs 2 and 5 the median distance
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drops to below 1mm while the maximum distance from the ground truth is just 2mm. This
demonstrates the benefits of having 2 independent observer opinions available.
The system was also tested on brain MR data as described in section 3.4.4. One issue
encountered here was that block-matching using SSD was not useful since tissues were
represented by different grey-values in different images. Therefore, for MR data, and
other data where tissue value ranges may vary, it would be advisable to alter the block-
matching scheme as appropriate for the data. For example, if it is known that there is a
linear relationship between the intensities in the images then a similarity measure such
as normalized cross correlation might be used in place of the SSD measure. The system
behaviour was evaluated on the brain MR data without using any block-matching, and the
results are shown in figure 3.19. The system ‘learning curve’ demonstrates that the TPS
system became reasonably accurate after about 6 point pairs had been manually matched.
Subsquently, the system guess was usually within 4mm of the final selection made by
the observer. If a block-matching refinement scheme was added to this system we would
expect the guesses to become more accurate still. The interobserver distances shown on
the right of figure 3.19 show that the median interobserver difference was about 1mm in
all cases, while 90% of the distances were within about 5mm. Interobserver distances
would be expected to be somewhat higher than those in the thoracic CT data since the
slice thickness of 4mm in the MR data caused a stronger partial volume effect. This made
precise selection difficult for the observers in some cases. Overall, the performance on
the brain MR data is good, with the observers reporting that the system guesses were
very useful. Using a revised block-matching refinement scheme there is the potential for
excellent results on this data.

æ

æ æ

æ

æ

æ

æ

æ

æ

æ æ

æ

æ
æ

æ

æ

æ
æ

æ

æ

æ
æ

æ
æ

æ

æ

æ

æ
æ

æ

ç

çç

ç

ç

ç

ç
ç

ç

ç
çç

ç

ç
ççç

ç

çç
ç

ç
ç

ç
ç

ç
ç

ç

ç

ç

5 10 15 20 25 30
0
2
4
5

10

15

Number of manual annotations HjL

A
vg

D
is

t∆
jHm

m
L

0
2
4
6
8

10
12

Ε
Hm

m
L

3_4

Manual

Scan Pair 1

3_4

Auto

3_4

Manual

Scan Pair 2

3_4

Auto

3_4

Manual

Scan Pair 3

3_4

Auto

0
1
2
3
4
5

Ε
Hm

m
L

Figure 3.19: Left: The system ‘learning curve’ (see section 3.4.1 for full explanation)
for the brain MR data. Right: Interobserver distances (between observers 3 and 4) for the
three sets of brain MR data, shown in full (above) and in closer view (below). For each of
the three scan pairs the point distances are divided into manually matched points (left) and
automatically matched points (right). The lightest grey colour indicates the boundaries
of the central 50% of the data, mid-grey the central 75% and the darkest grey the central
90%. The horizontal line within the central 50% marks the median value. Outliers are
included in the whisker length.

In general the system has the potential to be used on many types of data, possibly with
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minor modifications. At a minimum the system parameters listed in Table 3.1 will need to
be adjusted experimentally according to the type of data being used. As already demon-
strated using brain MR the block-matching similarity measure of SSD will not be suitable
for all data types. Scan pairs exhibiting more severe deformations (for example between
full inspiration and full expiration in thoracic CT) are likely to be more difficult than
those scans examined in this chapter, however we do not anticipate severe problems with
increased deformations apart from a longer system training time. At present it seems that
the TPS model is sufficient to describe the types of deformations that may be encoun-
tered in medical scans, however this assumption needs to be verified for each new type
of data being processed. More challenging tasks such as inter-modality or inter-subject
matching have not yet been studied and more significant system modifications may be
required to achieve the same level of success with such data. In addition, it must be noted
that there are registration tasks where it is extremely difficult for even an expert observer
to make reliable point correspondences because of the nature of the image data or the
anatomy being imaged. This is particularly true for images where very little structural
detail can be seen. Our system for reference standard construction is clearly unsuited to
such registration tasks.
The efficacy of the system in quantitative analysis of registration schemes is demonstrated
by application to several sets of registration results, showing the distinctions between
various methods. The affine-only (AF) and no-masks (NM) configurations are included
largely as proof of concept since we clearly expect the results from these registrations to
be inferior. The assessment based on the constructed reference standard (see Figure 3.16)
confirms that these registrations do give particularly poor results compared to the other
methods. The basic registration (BS) was included as it had previously been experimen-
tally determined to be relatively accurate and efficient at registering this type of data. Al-
ternative methods varying the cost function (CC and MS) and the initial image resolution
(FR) were added in order to determine their possible effects on the speed and accuracy of
the registration procedure.
Figure 3.16 illustrates minor distinctions between the registration results averaged over all
scan pairs. Such subtle differences between registration algorithms may easily be over-
looked by evaluation techniques based on segmentation overlap measures, small numbers
of landmark locations or synthetically produced registration problems. It should be noted
however that one limitation of this system of evaluation is that the reference standard may
show a bias in favour of registration algorithms which themselves are based around a TPS
scheme.
The selection of a suitable registration method, while not the focus of this work, is a topic
which inevitably arises on studying the presented results. The optimal choice depends
largely on the ultimate purpose of the registration and there are many complicating factors
such as the degree of accuracy required and the restrictions on processing time. We there-
fore present only a brief and general discussion based on the data included in this work.
Figure 3.16 shows that on average the full-resolution registration (FR) appears to give the
best results, although it is only a marginal improvement compared to the basic registration
on down-sampled data (BS) or the registration using normalized cross-correlation (CC).
The BS and CC methods are, however, approximately 3 to 4 times faster than the FR reg-
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istration (see Table 3.3) and may therefore be more suitable in cases where computation
time is of importance. The mean-squares (MS) registration is overall slightly less accurate
but also slightly faster than the other non-rigid registrations using lung masks.
From the box plots depicted in Figure 3.18 however, it is clear that a particular method
may produce satisfactory results in one case and yet demonstrate serious inaccuracies in
another, even when all datasets have the same general properties. A much greater range of
differences between the algorithms is illustrated in this figure. The MS registration pro-
cedure gives generally inferior results to the FR method but for scan pairs 10 and 11, for
example, the performance of both methods is very similar. Conversely, scan pair 8 is seen
to be reasonably well registered by the BS, CC and FR methods, but is relatively poorly
aligned by the MS technique. This information illustrates the fact that comparisons of
registration algorithms based on results from different datasets are flawed and unreliable.
In order to compare registration techniques in a meaningful way a large and diverse set of
publicly available data is required.
Some scan pairs appear to have consistently poorer registration results than others across
all the tested methods. Scan pairs 5 and 20, for example, both exhibit relatively large
errors in all methods shown in figure 3.18. Upon further investigation, it was found that
both of these scans exhibit pathology which is not seen in many subjects in this dataset
since they are drawn from a screening trial. Subjects with pathology are much more likely
to have tissue changes over time which are extremely difficult to handle with registration
because of the appearance or disappearance of structures. Figure 3.20 shows examples of
points in each of these scan pairs.
Overall, for consistent and reliable registration results FR is clearly the best option among
those tested with a median error of approximately 0.5 mm in the majority of scans. It
should be noted that since the accuracy of the reference standard data is limited by the
voxel size (≈ 0.7 mm) it is not possible to evaluate a sub-voxel accuracy registration
algorithm without detecting some degree of apparent error.

Figure 3.20: Point pairs from scan pair 5 (left images) and scan pair 20 (right images).
In each case the landmark location is shown on the left and the matching point from an
observer on the right. In scan pair 5 neither observer nor the expert could find a good match
for the landmark shown (note the point was not used in the evaluation due to interobserver
differences >1mm). In scan pair 20 a good match has been found for this point, although
the scan is generally difficult due to severe emphysema. Marker sizes have been increased
for visualisation in these images.
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3.6 Conclusion
A semi-automatic scheme has been presented which enables the provision of extensive
and accurate reference standard data for registration. The method has been demonstrated
to work well on temporal chest CT data with both real and synthetic warping. It also
performs well on brain MR data and has potential to achieve excellent results with some
system modifications. It has been shown that the annotations of non-expert observers
made with this system do not differ significantly from those of a radiology expert. An
approach such as this, which is efficient and accurate is essential in order to compre-
hensively evaluate and detect subtle differences between the ever increasing number of
registration algorithms under development.
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Chapter 4

The EMPIRE10 Registration Challenge

Abstract

EMPIRE10 (Evaluation of Methods for Pulmonary Image REgistration 2010) is a public
platform for fair and meaningful comparison of registration algorithms which are applied
to a database of intra-patient thoracic CT image pairs. Evaluation of non-rigid registration
techniques is a non trivial task. This is compounded by the fact that researchers typically
test only on their own data, which varies widely. For this reason, reliable assessment and
comparison of different registration algorithms has been virtually impossible in the past.
In this chapter we present the results of the launch phase of EMPIRE10, which comprised
the comprehensive evaluation and comparison of 20 individual algorithms from leading
academic and industrial research groups. All algorithms are applied to the same set of 30
thoracic CT pairs. Algorithm settings and parameters are chosen by researchers expert in
the configuration of their own method and the evaluation is independent, using the same
criteria for all participants. All results are published on the EMPIRE10 website [93]. The
challenge remains ongoing and open to new participants. Full results from 24 algorithms
have been published [93] at the time of writing. This article details the organisation of the
challenge, the data and evaluation methods and the outcome of the initial launch with 20
algorithms. The gain in knowledge and future work are discussed.
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4.1 Introduction
For many years researchers have worked on registration algorithms for medical imaging
applications [53, 14, 15, 16, 17, 54]. One such application is the alignment of thoracic
CT images from the same subject, in particular of the lung and its internal structures. The
lungs are highly deformable organs making accurate registration of them a challenging
task requiring a non-rigid registration approach. There are many scenarios in which intra-
patient pulmonary registration is clinically useful. Registration of follow-up (temporally
distinct) breathhold inspiration scans should make visual comparison of these scans a
much easier and less error-prone task for a radiologist. For well-aligned images, auto-
matic methods of comparison for analysis of disease progression etc. may even be con-
sidered. Breathhold inspiration scans may also be aligned and compared with breathhold
expiration scans to enable improved monitoring of airflow and pulmonary function via
CT images. Where 4D data is available (i.e. numerous CT images representing various
phases in a breathing cycle) these images may be registered in order to obtain information
about the deformations that occur during respiration. Such information can be used in
image-guided treatment, including motion estimation in treatment planning and is also
expected to be extremely valuable in understanding the effects of disease on (regional)
lung elasticity.
The inability to compare registration algorithms in a meaningful way is a major obsta-
cle to further development and improvement in the research community. Although many
researchers have published articles demonstrating the results of their registration algo-
rithms, they are largely based on proprietary datasets, even with differing image modali-
ties. Furthermore their methods of evaluating their registrations, which is a highly com-
plex task in itself, are diverse, further complicating the task of comparing algorithm re-
sults. Some authors have undertaken the task of running a number of different algorithms
on a fixed dataset in order to compare the algorithm performances in a reliable man-
ner [94, 95, 96, 97, 98, 66]. The drawback to this approach, however, is that the configu-
ration of algorithm parameters for a specific task is frequently a non-trivial problem which
is best understood by those who developed the method. Ideally the algorithm should be
implemented and configured by those who are thoroughly familiar with all aspects of its
behaviour in order to obtain optimal performance. There have been some initiatives in
the past which provided common datasets and evaluation methods for the evaluation of
registrations of brain images [72, 73, 70], while allowing the users to configure and run
their own registration algorithms on the data. An attempt was made to provide an objec-
tive comparison of pulmonary registration algorithms in [99] and [100] but based on just
one pair of lung images in the case of [99] and a single phantom in the case of [100].
Furthermore the methods of registration evaluation in those works are limited to analysis
of 38 manually identified landmarks [99] and 48 plastic markers [100]. Results from 12
algorithms are reported in [99] and from 8 algorithms in [100].
The EMPIRE10 (Evaluation of Methods for Pulmonary Image REgistration 2010) chal-
lenge [93] described in this chapter provides a means for objective comparison of regis-
tration algorithms applied to 30 pairs of thoracic CT data. This challenge invites partic-
ipants to download a set of thoracic CT intra-patient scan pairs and register them using
their own registration algorithms. The aim of the registration is to align the lung vol-
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umes; structures outside the lungs are not considered during the registration evaluation.
The scans have been selected by the organisers to represent a broad variety of problems
of the type encountered in clinical practice. Participants calculate deformation fields and
submit them to the EMPIRE10 organisational team for independent evaluation. The de-
formation fields are evaluated over four individual categories: Lung boundary alignment,
fissure alignment, correspondence of manually annotated point pairs and the presence of
singularities in the deformation field. Evaluation results are published on the EMPIRE10
website [93]. The advantages of this approach to registration evaluation are as follows:

• All algorithms will be applied to exactly the same set of data, designed to be as
large and diverse as possible.

• Any algorithm parameters or settings will be chosen by those familiar with the
algorithm and expert in its configuration.

• The resulting registrations will be independently evaluated, in 4 different cate-
gories, using the same criteria for all participants.

This article describes the organisation of the challenge and its initial two-phase launch.
Phase 1 required participants to register 20 data sets in their own facilities and return
their registration results to the challenge organisers for evaluation. Phase 2 consisted of
a live workshop at the MICCAI conference in 2010 [101], where participants registered
a further 10 scan pairs. The aim of this work is to describe the challenge in detail and
discuss the outcome of phases 1 and 2 and the advancement in knowledge achieved.

4.2 Materials
The materials for this challenge were gathered from several sources to try to include as
broad a variety as possible of the scenarios encountered in clinical practice. Thus, scans
may be taken at various phases in the breathing cycle (full breath-hold inspiration, full
breath-hold expiration, phase from 4D breathing data). Subjects may exhibit lung disease
or appear healthy, although they typically do not exhibit gross pathology. Data from a
variety of scanners is included and a variety of different slice-spacings occur.
In this section we describe in detail the properties of the 30 scan pairs provided to partic-
ipants. Each scan pair is taken from a single subject, i.e. only intra-patient registration is
considered in this challenge. The lungs in all images were segmented using an automatic
algorithm from van Rikxoort et al. [40]. Lung segmentations were checked and altered
manually where necessary. In all cases the scan data was cropped using a bounding box
around the lungs before distribution. This was done to reduce the size of the files to be
downloaded since the regions outside the lungs were to be excluded from consideration
during registration and evaluation. The data downloaded by participants also included
the binary lung masks which they were permitted to use during registration. No other
segmentation information was provided.
The remainder of this section describes the 30 scan pairs categorised by type. Table 4.1
lists which scan pairs belong to which category. Note that the participants were not aware
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which scans belonged to which category, or even what categories of data were included,
until after they had registered the scans and their results had been published.

4.2.1 Breathhold Inspiration Scan Pairs
Eight of the thirty scan pairs consisted of two breathhold inspiration scans (referred to as
‘insp-insp’ in table 4.1). These scans were acquired as part of the Nelson Study [23]. In
these 8 pairs the follow up scans were made between 9 and 14 months after the baseline
scan. A low-dose protocol was used (30mAs) and the scanner was either Philips Brilliance
16P or Philips Mx8000 IDT 16 in each case. Slice thickness was 1.00 mm with slice-
spacing of 0.70 mm. Pixel spacing in the X and Y directions varied from 0.68 mm to 0.78
mm with an average of 0.74 mm.

4.2.2 Breathhold Inspiration and Expiration Scan Pairs
A further 8 scan pairs, also taken from the Nelson Study [23] were made up of a breath-
hold inspiration scan and a breathhold expiration scan, made in the same session (referred
to as ‘insp-exp’ in table 4.1). The inspiration scan was created using a low-dose protocol
(30mAs) while the expiration scan was ultra-low-dose (20mAs). The scanner used was
Philips Brilliance 16P with slice thickness of 1.00 mm and slice spacing of 0.70 mm.
Pixel spacing in the X and Y directions varied from 0.63 mm to 0.77 mm with an average
value of 0.70 mm.

4.2.3 4D Data Scan Pairs
Four of the scan pairs consisted of two individual phases from a 4D dataset. In each case
the phases were chosen to be as distinct as possible, i.e. at opposing ends of the breathing
cycle. Three of the scan pairs were from a GE Discovery ST multislice PET/CT scanner
while the fourth (scan pair 17)[74] was from a Philips Brilliance CT 16 Slice scanner. The
scans from the GE scanner used a beam current of 100mAs each, while the Philips scan
used 400mAs. Since each scan pair came from a 4D dataset the spacing was identical for
the two scans in the pair. Slice-spacing was 1.25 mm, 2.50 mm and 2.50 mm for the 3 GE
scans and 2.00 mm for the Philips scan. Pixel spacing in the X and Y directions was set
at 0.98 mm in all cases.

4.2.4 Ovine Data Scan Pairs
Four scan pairs were ovine (sheep) data from two datasets where breathing was regulated.
A number of metallic markers (67 in the first animal, 103 in the second), 1.40 mm in
diameter, had been surgically implanted in the sheep lungs approximately 6 weeks before
scanning. The markers were implanted mainly in the left upper lobe and right lower lobe.
Airway pressure was regulated during scanning on a Philips MX8000 Quad Scanner with
the sheep in supine position. Scans were acquired at 3 different airway pressures: 8, 16
and 24 cm H2O. Slice spacing was 0.60 mm with in-plane pixel spacing of 0.47 mm the
first animal and 0.49 mm for the second.
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The metallic markers which were visible in the scans were identified and their locations
noted. They were subsequently disguised using a hole filling technique in order that
participants could not identify them and registration algorithms would not be guided by
them. The marker locations were used in the registration evaluations (see section 4.4.3) .

4.2.5 Contrast - Non-Contrast Scan Pairs
Two pairs of scans were used in which contrast material was present in one scan of the
pair but not in the other. These scans were acquired on a Siemens SOMATOM Sensation
CT 64-slice scanner. The contrast scan (arterial phase) was acquired approximately 30
seconds after the non-contrast scan in each case. Slice spacing was 1.50 mm with pixel
spacing in the X and Y directions of 0.60 mm for the first subject and 0.69 mm for the
second.

4.2.6 Artificially Warped Scan Pairs
Since registration algorithms are difficult to evaluate in a quantitative way, a frequently
employed method (e.g. [56, 57, 58]) is to apply a known artificial transformation to a
single dataset and then attempt to register the original scan with the result. In this case
the ground truth is known so evaluation is more reliable. For this reason 4 scan pairs were
included in the EMPIRE10 challenge which consisted of an original scan and the same
scan with an artificial thin-plate-spline warp applied to it.
The procedure for warping a scan artificially was as follows: A pair of breathhold in-
spiration scans from the Nelson Study [23] was acquired. One hundred well-dispersed
landmark points were identified automatically in the baseline scan and matched semi-
automatically in the follow-up scan. Landmark identification and matching was done
according to the method described in [102, 103]. A thin-plate-spline model was created
using the 100 pairs of matching points. Using this thin-plate-spline model and linear in-
terpolation, the baseline image was warped to create an image with the same image size
and spacing as the follow up scan. The anatomical appearance of this warped scan was, by
construction, similar to that of the follow up scan. This method was used in order to ensure
that the artificial warp would result in an image with a realistic appearance. A sharpening
filter (unsharp masking) was applied to the warped image to negate the smoothing effects
of warping and interpolation. Regions around the edge of the warped image (outside the
lungs) where no data values could be assigned were cropped away. The scan pair dis-
tributed to the challenge participants in each case consisted of the original baseline scan
and the artificially warped version of this scan.
The scans were acquired using either Philips Mx8000 IDT 16 or Philips Brilliance 16P
scanners. Slice-spacing was 0.70 mm while in-plane pixel spacing varied from 0.66 mm
to 0.80 mm with an average value of 0.74 mm.
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Pair ID Data Category Pair ID Data Category Pair ID Data Category
01 Insp-Exp 11 Insp-Insp 21 Insp-Exp
02 Insp-Insp 12 Warped 22 Insp-Insp
03 Insp-Insp 13 4D 23 4D
04 Ovine 14 Insp-Exp 24 Ovine
05 Warped 15 Insp-Insp 25 Warped
06 Contrast 16 4D 26 Contrast
07 Insp-Exp 17 4D 27 Insp-Insp
08 Insp-Exp 18 Insp-Exp 28 Insp-Exp
09 Insp-Insp 19 Insp-Insp 29 Ovine
10 Ovine 20 Insp-Exp 30 Warped

Table 4.1: A listing of which category of data was provided for each of scan pairs 01 to
30. Explanations of the data categories are given in section 4.2.

4.3 Challenge Setup
The EMPIRE10 challenge was launched in April 2010 when a large number of researchers
involved in the fields of registration and thoracic CT (as determined by a literature search)
were invited by email to visit the website [93] and to participate in the challenge. The
challenge was also widely announced on mailing lists. The registration tasks involved
were divided into two phases described below. The two phases are considered indepen-
dently in this chapter since the circumstances of registering were generally different for
each. The participants were not given any information about the source or type of data
they were registering until after they had completed the registrations and submitted their
results.

• Phase 1: The participants downloaded 20 pairs of thoracic CT scans (pairs 01-20 in
table 4.1) from the 30 pairs described in section 4.2. These pairs were registered by
the participants in their own facilities, and results in the form of deformation field
images were submitted to the organisers by June 14th. These registrations were
evaluated (see section 4.4) and the results were published on the website [93].

• Phase 2: The participants took part in the Grand Challenge Workshop [101] at
the MICCAI [104] conference in Beijing on September 24th 2010. During the
first 3 hours of the workshop participants were required to register the remaining
10 datasets (pairs 21-30 in table 4.1) which had been password encrypted until
that point. Since registration of such large datasets is technically challenging in
terms of processing power and memory requirements it was permitted to perform
the registrations using remotely located hardware if required. If a participant was
unable to attend, or unable to complete registration by the end of the three hours
it was permitted to submit results during the week following. (Note that it was
not permitted to submit partially complete results at the workshop and supplement
these with additional results during the week following). Algorithms which were
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run remotely or whose results were not submitted during the workshop but rather
in the week following are clearly noted in the results section as well as on the
challenge website.

Since September 2010 the EMPIRE10 challenge has entered a new ongoing phase and
remains open to entries from new participants or to submission of improved results from
teams already involved. In this way we hope that EMPIRE10 will continue to maintain
a record of the state of the art in registration of thoracic CT. All results published on
the website now are based on the combined set of 30 scan pairs. The individual sets of
results from phase 1 and phase 2 as described in this chapter remain on the website but are
reported separately for reference only. Latest results on the combined 30 datasets, some
of which have been recently updated after algorithm modifications, can be found on the
EMPIRE10 website [93].

4.4 Evaluation
Evaluation of registration algorithms was carried out in four different ways as described
in the remainder of this section. Note that for the EMPIRE10 challenge the image to be
deformed is referred to as the ‘moving image’ while the reference image is known as the
‘fixed image’.
Participants were asked to declare whether their method was fully automatic (processed
all scan pairs with the same parameter set), semi-automatic (required different parameters
for different scan pairs), or interactive (required more significant user interaction such as
manual alignment, defining corresponding point pairs etc.) and this information is shown
on the challenge website [93] as well as in the results section.

4.4.1 Alignment of Lung Boundaries
Aligning the boundaries of the lungs correctly is one of the most fundamental expectations
of a pulmonary CT registration algorithm. The lung boundary is easily defined in CT in
most regions, with the notable exception of the mediastinal (central) region. Analysis is
therefore restricted to the peripheral regions where the obvious density change between
lung parenchyma and chest wall occurs.
The lungs in all images were segmented using an automatic algorithm from van Rikxoort
et al. [40]. Lung segmentations were checked and altered manually where necessary. The
lung boundary defined by the lung segmentations was extracted and a distance transform
image was generated from the boundary image. The mediastinal region of the left lung
was masked out by a sphere centred at the centre-of-mass of both lungs combined. The
radius of this sphere was defined by the Euclidean distance from the centre-of-mass of
both lungs combined to the centre-of-mass of the left lung. The mediastinal region of
the right lung was masked out in a similar manner and all voxels within either sphere are
excluded from further processing.
Next, points within 20 mm of the lung boundary were marked in order to define boundary
adjacent locations. Points within 2 mm of the boundary were excluded to allow for minor
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inaccuracies in the lung segmentation. Points inside and outside the lung boundaries were
distinguished using the lung segmentation image and marked with different values vin
and vout respectively. These markings constituted the reference standard for checking
lung boundary alignment. See figure 4.1(a) as an example.
Each participant submitted deformation field data for each registration carried out. Using
this data, it was calculated for each point pfixed marked with vin or vout in the fixed
image, which point preg in the moving image was aligned with this location. If pfixed
was marked with vin and preg was marked with vout then a unit penalty was incurred.
Similarly the reverse situation where pfixed was marked with vout and preg was marked
with vin also incurred a unit penalty.
Error in lung boundary alignment was calculated as the percentage of checked points
for which penalties were incurred. This value was given as the overall score in the lung
boundary alignment category. For information, the errors in the left lung, right lung, upper
lung and lower lung were also calculated and displayed on the participant’s results page
on the challenge website [93].

4.4.2 Alignment of Major Fissures
Fissures are plate-like structures which divide the lungs into regions called lobes. Since
fissures represent important physical boundaries within the lungs their alignment is in-
cluded as an evaluation category in the EMPIRE10 challenge. To simplify the evaluation,
particularly for poor quality data where minor fissure structures may be difficult to see,
we evaluate the registration of the major fissures only. Each lung contains a single major
fissure dividing it into an upper and a lower section.
The fissures in all images were segmented using an automatic algorithm from van Rikx-
oort et al. [41]. Fissure segmentations were checked and altered manually to exclude
minor fissures and any erroneous markings. Gaps in the segmentation were not always
filled so the resulting segmentation may be incomplete but does not contain any non-
fissure structures. A distance transform image was generated from the resulting fissure
segmentation image.
Next, points within 20 mm of the fissure segmentation were marked, excluding those
within 2 mm of the fissure to allow for minor inaccuracies in the segmentation. Points
which were not directly above or below a fissure voxel (looking in the axial direction)
were excluded in order to prevent the marked regions wrapping around the edges of the
fissure plates. For each marked point p, the closest point pfiss on the fissure segmentation
was determined. Points above and below the fissure are distinguished by comparing the
axial components of p and pfiss. Different values, vabove and vbelow were used to mark
points above and below the fissure respectively. These markings constituted the reference
standard for checking fissural alignment. See figure 4.1(b) as an example.
Using the deformation data submitted by the participant, it was calculated for each point
pfixed marked with vabove or vbelow in the fixed image which point preg in the moving
image was aligned with this location. If pfixed was marked with vabove and preg was
marked with vbelow then a unit penalty was incurred. Similarly the reverse situation where
pfixed was marked with vbelow and preg was marked with vabove also incurred a unit
penalty.
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(a) (b)

Figure 4.1: (a) Coronal section of the lung boundary reference standard. The boundary
itself is marked in blue and surrounded by a 2 mm gap on each side. Regions outside the
lung are marked in cyan, and inside the lung are marked in green. (b) Fissure reference
standard. Colour coding is analogous to that in the left hand image with regions above and
below the major fissures marked in green and cyan respectively.

Error in fissure alignment was calculated as the percentage of checked points for which
penalties were incurred. This value was given as the overall score in the fissure alignment
category. For information, the errors in the left lung and right lung were also calculated
and displayed on the participant’s results page on the challenge website [93].

4.4.3 Correspondence of Annotated Landmark Pairs
A well-distributed set of 100 distinctive landmark points was automatically defined in the
fixed image from each scan pair. Each point pfixed was then matched with the correspond-
ing point pmoving in the moving image using a semi-automatic method. The methods for
defining and matching the points are described in Murphy et al. [102, 103]. The software
used is publicly available at http://isimatch.isi.uu.nl. An example of the point
distribution is shown in figure 4.2(a). The landmarks are designed to be well dispersed
throughout the lungs and, in most cases, lie in regions of good contrast (to enable them to
be visually matched), typically on the boundary of vessel and parenchyma. Correspond-
ing points were marked by at least 3 observers independently, and any location where
any pair of observer opinions differed by 3 mm or more was checked a final time by an
observer who could see all previous annotations on a single screen and accept or reject
each one independently. The rejected points were not included in the reference standard,
all other points were retained. (If all annotations for a landmark were rejected the land-
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mark itself was excluded. For this reason 7 scan pairs were left with only 99 annotated
landmarks and 1 scan pair with 98.) An example of a landmark with several observer
opinions is shown in figure 4.3. By accepting more than one observer opinion as truth, we
acknowledge that in most cases it is not possible to identify a matching point with perfect
accuracy. This is related to many issues such as image quality, voxel size and the partial
volume effect.
The deformation data submitted by each participant was used to calculate for each of
the defined points pfixed in the fixed image which point preg in the moving image was
aligned with this location. The point preg was then compared (using Euclidean distance)
with the reference standard point pmoving . Where several acceptable options for pmoving

were defined, the pmoving that was closest to preg was used as the reference. Note that
preg was rounded to the nearest voxel location before distance calculation. Since all
observer marks were made without sub-voxel accuracy this enables an algorithm which
agrees precisely with a particular observer can obtain an error of zero.
The distance d from pmoving to preg was calculated in mm for each of the annotated point
pairs. The overall error in the landmarks category was given by the average of all the
distances d in the scan-pair. For information, the minimum distance, the maximum dis-
tance, the average distances in the upper and lower lungs and the average distance in each
of the three orthogonal directions (Anterior-Posterior, Superior-Inferior and Left-Right)
were also calculated and displayed on the participant’s results page on the website [93].
There are a number of scan pairs that were treated as special cases in terms of the evalu-
ation using landmark pairs. For the ovine data the landmark locations were given by the
fiducial markers as described in section 4.2.4 and not manually annotated as for the other
data. (Therefore scan pairs 4 and 10 have 67 landmarks each while scan pairs 24 and 29
have 103). The fiducial markers do not necessarily lie on high contrast boundaries, see
figure 4.4 as an example.
Furthermore, for the artificially warped data (see section 4.2.6) the landmark pairs which
were used to specify the thin-plate-spline model were used as the reference standard
in landmark evaluation, meaning that just one (completely precise) matching point was
available for each landmark defined.

4.4.4 Singularities in the Deformation Field
The final category of evaluation is designed to analyse how physically plausible the regis-
tration deformation is. Some registration algorithms may appear to align visible structures
very well, but in doing so may require physically impossible deformations. In particular
we expect that a deformation should be bijective, i.e. define a one-to-one correspondence
between points in the fixed image and points in the moving image. Regions where the
deformation field is not bijective are commonly referred to as singularities.
Each participant submitted deformation field data for each registration carried out. The
determinant of the Jacobian of the deformation field, j, was calculated at every point. This
specified for each point whether local expansion or contraction had taken place. Where
j < 1 local contraction is implied, j = 1 implies no change and j > 1 implies local
expansion. Figure 4.2(b) shows an example of a colour-coded Jacobian image. All points
within the lung volume were checked and any location where j ≤ 0 was a singularity in
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(a) (b)

Figure 4.2: a: An example of the landmark points identified in a fixed scan. Landmarks
have been projected onto a single slice (maximum intensity projection image is shown
here) and markers are increased in size for visualization. b: A colour coded Jacobian im-
age with the scale going from -0.5 (red) to 40 (blue). Pixels at or below 0 are singularities.

the deformation field. For each such point a unit penalty was incurred. Points outside the
lung volume were disregarded.
The overall error in the singularities category was given by the percentage of checked
points for which penalties were incurred. For information, the errors in the left lung, the
right lung, the upper lung and the lower lung were also calculated and reported on the
participant’s results page on the website [93].

4.5 Scoring and Ranking
Error scores in the four individual categories are calculated as described in section 4.4.
A score is awarded to each participant for each scan-pair in each category (note that
lower scores always imply better registration). Since these scores are based on indepen-
dent measurements of different concepts there is no obvious way to combine them into
a single participant score. A ranking system was therefore devised in order to measure a
participant’s overall performance and to compare participants with each other.
The ranking scheme works as follows for a theoretical group of n participants: The error
score of a participant for scan-pair s and evaluation category c is compared with the
corresponding error score of all other participants. The participant is then awarded a
ranking rsc for that scan-pair and category. Where all participants have different error
scores, the participant with the lowest error will be ranked 1 while the participant with the
highest error will be ranked n. If there are ties in some participant scores then the ranks
must be re-arranged such that those participants rank equally. This is done as follows:
Participants with equal scores initially obtain randomly assigned adjacent rankings. Each
group of participants with equal scores is then examined, their ranks are averaged, and
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Figure 4.3: An example of differing observer opinions for a landmark in scan pair 07.
The top row shows the landmark identified in the fixed image in the sagittal (X), coronal
(Y) and axial (Z) directions. Subsequent rows show the points selected by 4 different
observers in the moving image. The slice number is shown with each orthogonal direction.
The value µ shown to the right of each observer opinion is the average distance (in mm)
of that point from other observer choices. The mark at A implies whether the point was
accepted by the final ‘checking’ observer who could see all chosen points. The point
chosen by observer 4 was not accepted and therefore does not form part of the reference
standard.

Figure 4.4: A typical example of a landmark in ovine data (scan pair 04). The top row
shows the landmark in the fixed scan in the sagittal (X), coronal (Y) and axial (Z) di-
rections. The bottom row shows the matching location in the moving scan. Since these
landmarks are based on the locations of fiducial markers (which have been disguised to
hide them in the final images) they are not necessarily found on high contrast boundaries.
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the average rank is assigned to each one of them. For example, scores of 0.1, 0.5, 0.5, 2
would result in rankings of 1, 2.5, 2.5, 4.
When all ranks rsc have been assigned for individual scan pairs and categories they are
averaged over all scan pairs to give each participant an average ranking rc per evaluation
category. Finally the per-category rankings can be averaged over the 4 evaluation cate-
gories to give the participant a final average ranking r. These final rankings are used to
place the participants, with the lowest ranking in 1st place and the highest in nth place. If
there is a tie in final rankings the placement value will be calculated by averaging in the
same way as described above.

4.6 Challenge Entries
Phase 1 of the challenge attracted interest from 23 teams with a combined total of 34
competing algorithms. A team was permitted to submit more than one algorithm provided
that there was a significant difference between the methods, beyond a simple alteration of
parameters for example.
For phase 2, 6 of these teams (with a total of 9 algorithms) declined to participate further
due to other commitments. The 17 remaining teams (25 algorithms) were able to partic-
ipate in phase 2, however due to restrictions on time for processing during the MICCAI
Grand Challenge workshop a number of teams which had previously entered more than
one algorithm decided to use only their best performing algorithm in phase 2. Ultimately,
a total of 20 algorithms from the 17 teams competed in the second phase.
The remainder of this article deals only with those algorithms which were entered in both
phase 1 and phase 2. Please note that rankings provided in this chapter for the phase 1
stage are from a total of 34 participating algorithms, although only 20 of those are being
discussed here.
Below is a brief description of each of the 20 algorithms. The displayed labels A-T will
be used to refer to the algorithms hereafter. For reference the corresponding algorithm
name which is used on the website [93] is given here in brackets after each label. Ap-
pendix 4.10 provides explanations for commonly used registration related acronyms and
abbreviations. A summary of important information for each algorithm is given in ta-
ble 4.2. For a detailed description of a particular algorithm please refer to the appropriate
cited article from the proceedings of the MICCAI Grand Challenge Workshop [101].

• A (Asclepios1) [105]: An initial block-matching based affine registration is applied
prior to performing a diffeomorphic demons non-rigid registration. Both steps use
lung masks and work in a multi-resolution manner. This method ensures that the
final transformation is one-to-one.

• B (Asclepios2) [106]: An affine registration followed by a non-rigid registration
are applied to the scans. Both methods use lung masks and are based on a pyra-
midal block-matching approach. The non-rigid method is coupled with an outlier
rejection procedure to improve the accuracy of the motion estimation.
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• C (CMS) [107]: An affine registration is first computed followed by automatic
feature detection and matching. The matched features are used to guide an MI-
based block-matching image registration, the result of which is further refined by a
hybrid MI/NSSD dense deformable registration procedure.

• D (DIKU) [108]: A tissue appearance model based on the principle of preservation
of total lung mass throughout the breathing cycle is proposed. An affine transform
using extracted anatomical information is followed by a series of B-Spline trans-
forms using mass preserving SSD as a similarity measure.

• E (DROP) [109]: After initial pre-alignment, the dense intensity-based registration
is performed using hierarchical FFDs and iterative discrete labeling of MRFs for
the energy minimization. The energy function consists of the SAD and a first-order
smoothness term.

• F (elastix) [110]: A three stage approach is used: an affine step without masks
followed by two non-rigid stages (B-splines, without and with masks respectively).
The registration is driven by a normalized correlation metric, and optimized by a
parameter free stochastic gradient descent routine.

• G (ICG LBI Graz Anisotropic Optical Flow) [111]: An initial rigid registration is
performed using the provided lung masks. Next a multi-scale optical flow model,
consisting of SAD data and a robust Huber-norm based regularisation term, is
solved using a primal-dual optimization algorithm.

• H (IMI Lübeck Diffeomorph) [112]: First a non-linear surface registration of the
lungs is performed. Subsequently, an intensity-based diffeomorphic registration
of the CT data is applied, using demons-like forces and diffusion regularisation.
Diffeomorphisms are parameterized by static velocity fields.

• I (Iowa sstvd ssvmd Laplacian) [113]: A non-rigid registration algorithm is used to
match lung CT images by preserving both parenchymal tissue volume and vessel-
ness measures in the regions of interest defined by the lung masks. The transforma-
tions are represented by B-splines and regularised using a Laplacian constraint.

• J (ISI@UMCU) [114]: A knowledge model is used to incorporate statistical in-
formation from a landmark reference set and information obtained by extracting
anatomical structures. This information is combined in a registration using diffeo-
morphic demons with a model that can assign individual regularisers to each of the
anatomical objects.

• K (Lyon FFD) [115]: The lungs are firstly aligned with an affine registration. Sec-
ondly, the interface where sliding motion occurs is automatically segmented. Fi-
nally the detected interface is used to guide an intensity-based B-spline registration
using mutual information as a similarity measure.

• L (MGH) [116]: The images were masked using the provided segmentation results,
and then translated to align the masks. Next, a multi-resolution B-spline transform
was optimized with L-BFGS to minimize an SSD cost function.
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• M (Nifty Reggers) [117]: A block-matching technique was used to perform an
initial affine alignment. It was followed by three non-rigid steps, firstly to coarsely
align the lung features, followed by the borders and finally the details. The non-
rigid registration was based on a cubic B-Splines model and was driven by the
NMI.

• N (Oxford Flow Discontinuity Preserving) [118]: After a histogram-matching step,
a computationally efficient optical-flow based variational registration is performed
using SAD as a similarity measure. A modified Lp norm is used for a robust,
discontinuity preserving regularisation of the deformations.

• O (Philips Research) [119]: A fully-automatic, volumetric, multi-resolution algo-
rithm consisting of (1) an affine registration step and (2) a non-rigid, non-parametric
registration step. The second step simultaneously minimizes the SSD and a regu-
larising term based on the Navier-Lamé operator.

• P (picsl exp) [120]: An affine alignment using lung masks is performed as a first
step. This is followed by a deformable registration with local NCC as a simililar-
ity metric and an exponential mapping model. The whole registration was imple-
mented using the open source Advanced Normalization Tools (ANTS) software
package.

• Q (picsl gsyn) [120]: The registration pipeline begins with an affine alignment using
lung masks, which precedes greedy symmetric normalization coupled with local
NCC. The whole registration was implemented using the open source Advanced
Normalization Tools (ANTS) software package.

• R (PVG) [121]: A pre-processing stage is used to subsample the original image
volumes and dilate the lung masks. The pre-processed volumes are then registered
with a B-spline deformation and by the optimization of a gradient-orientation based
similarity metric.

• S (Robust TreeReg Leuven) [122]: This method is based on the spline MIRIT al-
gorithm (T). Prior to the dense registration, vessel bifurcations are detected and
matched. During dense registration, a penalty is added based upon the distance
between these corresponding bifurcations.

• T (Spline MIRIT Leuven) [122]: A B-spline registration is adopted using MI as
similarity measure and L-BFGS-B as an optimizer. A multi-resolution approach is
used in relation to both the transformation field and the image size.
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)

A Fully 7 Displacement
field

SSD X 9 10

B Fully 7 Displacement
field

CC X 17 14

C Fully 7 Dense dis-
placement
field

Hybrid
MI/SSD

X. 6 1

D Fully 7 B-Spline MPSSD X 20 17

E Fully 7∗† B-Spline SAD 7 19 16

F Fully X∗ B-spline NCC X 7 3

G Fully 7 Optical Flow SAD X 28 19

H Fully 7∗◦ Diffeomorphic
with static
velocity fields

NSSD X 4 4

I Fully 7 B-Spline SSTVD/
SSVMD

X 3 7

J Fully 7 Diffeomorphic
Diffusion

NSSD X 16 8

K Fully X B-Spline MI X 14 13

L Semi-
(3)

X∗ B-Spline SSD X 12 15

M Fully X∗ B-Spline NCC/
NMI

X 2 5

N Fully 7 Optical Flow SAD 7 26 17

O Fully 7 Non-
parametric /
Navier-Lamé

SSD X 8 6

P Fully X∗ Diffeomorphic
(Exponential
mapping)

NCC X 11 9

Continued overleaf
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Q Fully X∗ Diffeomorphic
(Symmetric
Normaliza-
tion)

NCC X 1 2

R Fully 7 B-Spline Adaptive
LMI

X 22 20

S Fully 7 B-Spline MI 7 13 12

T Fully 7 B-Spline MI 7 15 11

Table 4.2: Summary of the algorithms entered in the EMPIRE10 challenge. Methods
requiring no interaction and using the same parameters for all scan pairs are marked as
‘Fully’ automatic. Methods requiring more than one set of parameters for the list of
30 scan pairs are marked ‘Semi-’ automatic with the number of sets of parameters in
brackets. Open Source Symbols: ∗ implies that the full set of parameters used is available
either through the MICCAI publication or through the website where the software can be
downloaded, enabling the reader to fully implement the registration described. † implies
that the binaries are available for download although the code is not open source. ◦ implies
that the algorithm is intended to be made open source in the near future. The ‘Lung Masks’
column indicates whether binary lung segmentations were used during registration. .
implies that the lung masks were used in phase 2 only. Acronyms and abbreviations may
be found in appendix 4.10.

4.7 Results

4.7.1 Phase 1 Results
Table 4.3 gives the scores and ranks for each algorithm in each of the four categories,
averaged over the 20 scan pairs that were registered. The algorithms are listed in order of
their final placement in this phase. The overall average rank r for the algorithm, shown
in the second last column, defines its final placement in this phase (last column). Fig-
ure 4.5(a) shows boxplots illustrating the range of the error scores over the 20 scan pairs
for each team and each category individually. The average ranking per category (as shown
in table 4.3) is also plotted for reference.
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Figure 4.5: Boxplots showing the range of scores (errors) obtained in each category for each participant. (left)
Phase 1 (20 scan pairs), (right) Phase 2 (10 scan pairs). Evaluation categories, from top to bottom, are: Lung
Boundary Alignment, Fissure Alignment, Landmark Alignment, Singularity Scores. Participant labels are shown
on the X-axis in order (left to right) of their final placement in that phase. The left Y-axis shows the score values.
The * symbol at each boxplot represents the average ranking of the participant in that category, with scales shown
on the right Y-axis. Note that the average ranking is based on the individual rankings per scan-pair and not on the
average scores, therefore a linear relationship between average score and average ranking is not to be expected.
Boxplot outliers are denoted by filled circles.
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Lung
Boundaries

Fissures Landmarks Singularities Overall

L
ab

el

Avg
Score

Avg
Rank

Avg
Score

Avg
Rank

Avg
Score

Avg
Rank

Avg
Score

Avg
Rank

Avg
Rank

Place
(/34)

Q 0.00 6.37 0.03 9.52 0.66 3.20 0.00 13.05 8.03 1
M 0.00 7.62 0.27 12.30 0.75 7.25 0.00 12.52 9.92 2
I 0.00 12.05 0.08 10.97 0.79 6.85 0.00 13.22 10.77 3
H 0.01 11.85 0.22 9.82 0.89 8.22 0.00 14.32 11.05 4
C 0.00 11.60 0.47 14.10 0.91 12.60 0.00 12.52 12.70 6
F 0.00 11.15 0.50 13.62 0.99 7.27 0.02 20.47 13.13 7
O 0.01 12.55 0.56 15.07 1.24 12.10 0.00 13.62 13.33 8
A 0.01 12.02 1.38 15.97 2.47 13.67 0.00 12.52 13.55 9
P 0.00 6.97 0.53 14.35 1.29 14.82 0.00 19.77 13.98 11
L 0.00 12.60 0.26 13.27 1.40 18.45 0.00 12.52 14.21 12
S 0.00 12.87 0.47 14.62 1.43 19.35 0.00 14.10 15.23 13
K 0.00 15.02 0.30 13.70 1.35 19.00 0.00 14.22 15.48 14
T 0.00 13.10 0.49 15.07 1.48 20.29 0.00 14.12 15.65 15
J 0.10 25.50 0.42 11.60 1.12 8.62 0.00 18.77 16.12 16
B 0.29 24.55 0.36 13.32 1.13 17.10 0.00 12.52 16.87 17
E 0.00 12.52 2.48 22.92 3.03 22.30 0.00 12.52 17.56 19
D 0.04 19.07 0.99 18.04 2.19 22.20 0.00 13.30 18.15 20
R 0.09 22.60 0.54 17.82 1.10 10.37 0.09 24.55 18.83 22
N 0.01 19.10 2.48 19.07 2.26 17.00 0.24 29.60 21.19 26
G 0.01 17.77 2.87 19.50 4.56 18.17 3.03 31.67 21.78 28

Table 4.3: Results from Phase 1. The algorithms are listed in order of their final placement
in this phase, from first to last. Scores and ranks are averaged over the 20 scan pairs
that were registered and are rounded to 2 decimal places. More detailed information
including the performance of each team on each scan pair can be found on the EMPIRE10
website [93].

4.7.2 Phase 2 (Workshop) Results
The scores and ranks for each algorithm in phase 2 are provided in table 4.4. As with
table 4.3 the algorithms are listed in order of their placement in this phase of the chal-
lenge. The scores and ranks shown are averaged over the 10 scan pairs processed in phase
2. The range of errors over the 10 scan pairs is shown for each team in each category in
figure 4.5(b). As for the phase 1 data, the average rank for the category is plotted along
with each box plot. Table 4.5 provides additional important information in relation to
the processing of the last 10 scan pairs. Since the majority (16 of the 20 algorithms) of
registrations were computed during the 3 hour time slot at the MICCAI Grand Challenge
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Workshop it is important to make note of which algorithms were run at a later date (during
the week following the workshop). Furthermore the table details whether the hardware
used was on site at the workshop (laptops only) or remotely at the participant’s own in-
stitute, allowing for the possibility to use much greater computing power. Information
regarding the hardware used by each algorithm, and the average time taken to process
a scan pair are given. Finally, a number of participants made some alterations to their
algorithms between phase 1 and phase 2. These were mainly to improve the speed of
processing but occasionally also to improve registration performance. Any changes made
are noted in the rightmost column of table 4.5.

Lung
Boundaries

Fissures Landmarks Singularities Overall

L
ab

el

Avg
Score

Avg
Rank

Avg
Score

Avg
Rank

Avg
Score

Avg
Rank

Avg
Score

Avg
Rank

Avg
Rank

Place
(/20)

C 0.00 6.05 0.11 6.25 0.59 2.34 0.00 8.39 5.76 1
Q 0.00 5.70 0.16 5.90 0.65 4.05 0.00 8.39 6.01 2
F 0.00 9.10 0.46 7.65 0.77 3.20 0.00 11.05 7.75 3
H 0.00 8.05 0.61 7.85 1.06 5.70 0.00 9.89 7.87 4
M 0.00 7.05 0.26 8.00 0.88 8.39 0.00 8.39 7.96 5
O 0.00 7.25 0.58 10.35 1.03 9.00 0.00 8.39 8.75 6
I 0.21 7.35 0.52 11.70 5.04 8.10 0.00 8.39 8.88 7
J 0.03 15.75 0.32 7.75 0.72 3.90 0.00 8.39 8.95 8
P 0.00 7.10 0.25 8.45 1.03 9.70 0.00 12.75 9.50 9
A 0.00 8.60 0.95 12.15 2.02 12.30 0.00 8.39 10.36 10
T 0.00 11.85 0.87 9.89 1.44 13.50 0.00 8.39 10.91 11
S 0.00 11.95 0.61 10.20 1.32 13.30 0.00 8.39 10.96 12
K 0.00 11.80 0.89 12.20 1.84 11.00 0.12 10.35 11.33 13
B 0.02 11.80 0.46 11.70 1.30 14.10 0.00 8.39 11.50 14
L 0.06 12.10 1.68 11.15 4.51 13.40 1.62 9.70 11.58 15
E 0.00 7.70 2.23 15.40 2.34 17.00 0.00 8.39 12.12 16
N 0.00 11.80 0.85 10.00 1.08 10.30 0.00 16.65 12.18 17
D 0.05 14.75 1.26 12.50 2.14 15.80 0.00 8.39 12.86 18
G 0.04 14.65 4.94 16.50 6.52 17.79 2.16 19.40 17.08 19
R 1.93 19.60 0.63 14.40 2.61 17.10 1.45 19.40 17.62 20

Table 4.4: Results from Phase 2. The algorithms are listed in order of their final placement
in this phase, from first to last. Scores and ranks are averaged over the 10 scan pairs
that were registered and are rounded to 2 decimal places. More detailed information
including the performance of each team on each scan pair can be found on the EMPIRE10
website [93].
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Ph
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e
1

A X X 1 x laptop, 2 cores, Intel
core 2 duo @ 2.40GHz, 8GB
RAM

2 7 6.3 Multi-
resolution
scheme
altered to
improve
speed

B X X 1 x laptop, 4 cores, Intel core
i5 @ 2.4GHz, 8GB RAM

4 7 9.3 Block-
matching
within lungs
only to
improve
speed

C X 7 1 x HP xw8400, Intel Xeon
Quad-core 2.66GHz, 4GB
RAM, NVIDIA GTX 280

4 X 4.5 Added use
of the lung
masks to
improve
alignment

D 7 - 1 x Intel Xeon X5355,
2.66GHz, 8-cores, 17GB
RAM

8 7 112 -

E X X 1 x laptop, Intel Core2
Duo Mobile 2.16GHz, 4GB
RAM

2 7 1.5 -

F X X 2 x laptops. (Intel core
i5 2.5GHz, 4GB RAM and
Intel core2 2.8GHz, 8GB
RAM)

1 7 18 -

G 7 - 1 x Intel Xeon E5540
4-cores, 2.53GHz, Nvidia
Tesla C1060, 4GB RAM

4 X 4 Parameter
changes

H X 7 7 x Intel Xeon, 2.67GHz,
16GB RAM

4 7 62 Multi-
threading/
CUDA
used in pre-
registration
step

Continued overleaf
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I X 7 2 x Intel Xeon E5520,
2.27GHz, 8 cores, 48GB
RAM

1 7 77 B-Spline
interpolation
method
altered

J X 7 5 x Intel QuadCore
2.66GHz, 8GB RAM

4 7 15 -

K X 7 7 x bi-proc Intel xeon quad-
core L5430 2.66GHz, 16GB
RAM and 1 x quadri-proc
Intel xeon hexa-core L7455
2.13GHz, 128GB RAM

8 7 45 B-spline grid
resolution al-
tered

L X X 1x laptop, Intel Centrino
Dual Core Duo T7500
2.2GHz, 2GB RAM.

2 7 9 Parameter
changes (2
pairs)

M X X 1 x laptop, Intel Code i7
Q720 1.6GHz, 8GB RAM,
NVidia Quadro FX 2800m

1 X 5.5 -

N X X 1 x laptop Intel Duo Core
2.4 GHz, 4 GB RAM

2 7 10 histogram
matching
step added

O X X 1 x laptop Intel Core 2 Duo
2.66 GHz, 3.5GB RAM

1 7 16 Stopping cri-
terion added

P 7 - 10 x Intel Xeon E5450 2-
core, 3GHz, 16GB RAM

1 7 230 -

Q X 7 10 x Intel Xeon E5450 2-
core, 3GHz, 16GB RAM

8 7 69 Multi-
threading
used to
improve
speed

R 7 - 2 x Quad-Core Intel Q6700
2.66GHz, 8GB RAM

8 7 40 Multi-
resolution
scheme
altered to
improve
speed

Continued overleaf
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S X 7 22 x 2-processor dual-core
AMD Opteron 2220, 2.8
GHz, 32 GB RAM and 10 x
2-processor quad-core AMD
Opteron 2376, 2.3 GHz, 32
GB RAM.

1 7 115 Stopping cri-
terion added

T X 7 22 x 2-processor dual-core
AMD Opteron 2220, 2.8
GHz, 32 GB RAM and 10 x
2-processor quad-core AMD
Opteron 2376, 2.3 GHz, 32
GB RAM.

1 7 105 Stopping cri-
terion added

Table 4.5: Information relating to the processing for phase 2 (workshop at MICCAI)
for each algorithm. The second and third columns imply whether the processing was done
during the morning of the workshop (or in the week following) and whether the participant
used on-site (or remotely located) hardware if so. Columns 5 and 6 list how many cores
were used in parallel to process the registrations and whether or not GPU processing was
used. The last column lists any algorithm or parameter changes made by the participant
between phase 1 and phase 2.

4.8 Discussion
The high level of interest in the EMPIRE10 challenge emphasises the fact that non-rigid
registration remains a very active research topic, and that researchers recognise the im-
portance of evaluating their algorithms in a comparable and objective manner. Our aim
in organising this challenge was not to find the ‘best’ algorithm for the task at hand, but
rather to provide a useful platform for comparison. Although not all researchers involved
are working specifically in the field of thoracic CT, applying their registration algorithm
to the EMPIRE10 data set enables them to obtain a quantitative reproducible evaluation
which can be updated at any time to reflect the latest improvements to their method.
The organisation of this challenge has been of great benefit not only to individual research
groups who were able to assess their algorithm’s performance, but also to the registration
community at large. In the remainder of this section we discuss the outcome of the chal-
lenge and what has been learned about registration evaluation, about the registration of
thoracic CT in particular and about the state of the art in non-rigid registration.



82 Chapter 4

4.8.1 Categories of Evaluation
As described in section 4.4 the EMPIRE10 challenge made use of 4 categories of evalu-
ation, each weighted equally in determining the final placement of an algorithm. Using
figure 4.5 as an illustration we consider the merit of each of these categories individually.

Singularities

Singularity assessment was included to ensure that registration results represented mean-
ingful and physically plausible deformations. It can be seen from the average singularity
scores given in tables 4.3 and 4.4 as well as from the singularity score plots in figure 4.5
that very few of the algorithms had any significant problem with singularities in their de-
formations. In fact, many of them incorporated regularisation steps specifically to avoid
any such issues. In each phase of the challenge, only 4 algorithms out of 20 had av-
erage singularity scores above 0 when rounded to 2 decimal places. The worst average
singularity score obtained by an algorithm (in either phase) was 3.03, meaning that on
average 3.03% of the voxel locations within the lung volume were penalised for having
implausible deformations.
Although it is important to ensure that registration results are physically plausible, this
evaluation category was, in general, not very useful in distinguishing between algorithms.
In addition the ranking system used was somewhat unsuited to handling such negligible
differences between algorithm scores. In figure 4.5(b), for example, it can be seen that
while a perfect score of 0% in the singularity category generated a singularity ranking
of 8.4, algorithm F received a ranking of 11.05 with an average singularity score of just
0.0002% (unrounded figures may be obtained on the algorithm’s results page on the chal-
lenge website [93]). A very minor error could therefore have a disproportionate effect on
the algorithm ranking.

Lung Boundary Alignment

In thoracic CT the lung boundary is among the most easily recognised high contrast re-
gions and should therefore be relatively easy to align. Furthermore, in the EMPIRE10
challenge the participants were provided with lung masks which many teams used to
assist their methods with aligning the lung boundaries correctly in the initial stages of
registration. However, it may be envisaged that an algorithm spending a lot of effort on
aligning internal structures such as vessels might inadvertently result in poorly aligned
lung boundaries. In figure 4.5(b), for example, it can be seen that algorithm J performs
very well in all categories with the exception of lung boundary alignment. More generally
however, the majority of algorithms are well adapted to aligning the lung boundaries and
figure 4.5 illustrates that in most cases the error is close to zero for all scan pairs. Of the
20 participating algorithms, 11 in phase 1 and 13 in phase 2 had zero error in this category
when rounded to two decimal places (see tables 4.3 and 4.4).
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Fissure Alignment

Fissure alignment was included as an evaluation category for three main reasons. Firstly,
the fissures form important physical boundaries within the lungs, and therefore any al-
gorithm which would be intended for use in a clinical application should be able to align
them accurately. Secondly, the fissures are frequently difficult to register or even to detect,
and therefore present an interesting challenge. Finally, the points used in the landmark
category are rarely located on fissures so their alignment is not well evaluated in that
category. Fissures are plate-like structures which are very narrow in one direction, and
with the partial volume effect they are often comparatively low-contrast or, in poor qual-
ity data, partially obliterated by noise. Figure 4.6(a) shows an example of a fissure in an
ultra-low-dose expiration scan that is moderately difficult to identify.
Tables 4.3 and 4.4 and figure 4.5 show that there is much more variance in algorithm
scores in the fissure alignment category than in either singularity or lung boundary cat-
egories. They are, therefore, useful for providing some distinction between algorithms
where singularity scores and lung boundary scores may have been uniformly good. It can
be seen in figure 4.5(a) that algorithm A, for example, performs extremely well in the
singularities category and quite well also in the lung boundary alignment category, with
just a few close outliers. However in the fissure alignment category, although the me-
dian error remains close to zero, there are quite a few scan pairs for which performance
was considerably worse, resulting in an extended boxplot and several distant outliers. In
phase 2 most of the algorithms performed extremely well in terms of both singularities
and lung boundary alignment, however differences are much more apparent in the fissure
alignment category (see figure 4.5(b)). Examples of fissure alignment in scan pair 21 are
shown in figure 4.6(b) for the algorithms which performed best and worst on fissures in
this scan pair. This figure illustrates how penalties are incurred by the algorithm which
failed to align the fissure correctly.

Landmark Alignment

Landmarks were included in the evaluation to give an insight into the ability of the al-
gorithm to align small structures throughout the lung volume. Figure 4.5 illustrates that
the landmark category was the best at distinguishing between registration results. The
median values and box plot sizes are much more varied in this category than in any other,
both for phase 1 and phase 2. Figure 4.7 shows a sample landmark from scan pair 21.
The top row shows the landmark in the fixed scan, and three accepted observer opinions
for the matching location in the moving scan. Subsequent rows show the matching loca-
tion selected by each algorithm and its distance, d, to the closest observer choice. The
distance values vary from 0 mm (perfect agreement with one of the observers) up to 67.1
mm. In fact scan pair 21 was one of the most difficult scan pairs to register due to a very
large deformation between the inspiration and expiration scans, resulting in this diversity
in algorithm results.
A total of 8 scan pairs were considered as special cases in terms of landmark evaluation
since the point correspondence was not manually defined but known absolutely. These
consisted of 4 scan pairs in which the images were related by artificial warping, and 4 scan
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(a) (b)

Figure 4.6: (a) An example of a fissure as seen in an ultra low-dose expiration scan (fixed
scan, pair 21). Although the fissure is visible in this scan, it has very low contrast and
the image noise makes it more difficult to identify. The lower images show an enlarged
view of the fissure and the same enlarged view with the fissure highlighted in red. (b) The
deformed moving image showing the same slice as in figure a. Above: For the algorithm
performing best on fissures for this scan pair (algorithm Q). Below: For the algorithm
performing worst on fissures for this scan pair (algorithm G) (Note that the black region
to the top left of this image implies only that deformation information was not supplied
for that area since it is beyond the region of interest). The fissure reference standard is
overlaid on both images. Red colouring is used to indicate locations where a penalty
for fissure misalignment was incurred. The enlarged regions show that algorithm Q has
deformed the fissure to the location specified by the reference standard whereas no fissure
is visible in this region in the deformed image from algorithm G.
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Figure 4.7: A sample landmark point from scan pair 21. Top row: The location in the
fixed scan and 3 (accepted) observer opinions about the matching location in the moving
scan. Subsquent rows show the matching point chosen by each algorithm along with
the distance d to the nearest observer chosen match. This particular landmark is shown
because of the variety in the algorithm results due to scan pair 21 being among the most
difficult data sets provided. All images shown are in the coronal direction.
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Figure 4.8: Scatterplots representing average landmark error, davg , in manually annotated
cases compared to (a) cases where annotations were known due to artificial warping and
(b) cases where annotations were given by fiducial marker locations in ovine data. Each
plotted point corresponds to a participant. The x-axis value is the average of the landmark
error scores, davg in the 22 manually annotated cases. The y-axis value is the average
of the landmark error scores, davg in (a) 4 artificially warped cases and (b) 4 ovine data
(fiducial markers) cases. The values r and m shown are, respectively, the correlation
coefficient for the data and the slope of the line fitted by least squares.

pairs from ovine data where fiducial marker locations were known. Figure 4.8 compares
average landmark error per participant for scan pairs where landmarks were manually an-
notated (x-axis) with landmark error on the warped and ovine cases (y-axis) respectively.
In both scatter plots there is a reasonably good correlation (r=0.68 and r=0.75) between
the average error scores, indicating that, generally speaking, algorithms which perform
well on the artificial/fiducial data tend to perform well also on the manually annotated
data. However the slopes, m of the lines fitted by least-squares reveal a disadvantage to
the artificially warped data in particular. For the warped data the slope is 0.17, indicat-
ing that algorithms tend to have a very much lower average error value on the artificially
warped data than on the manually annotated data. In the case of the ovine scans with
fiducial markers, the slope of the line m=0.66 indicates that while the general trend is for
a lower error in the ovine data compared to the manually annotated data, the distinction
is much less obvious than in the case of the warped data. In fact it may be expected that
the error in the manually annotated pairs would be slightly higher since these include the
most difficult category of inspiration-expiration pairs (see section 4.8.2). We conclude
that the artificially warped data can be useful for comparison of performance between al-
gorithms but it is not suitable for determining the actual accuracy that might be expected
of an algorithm on real data. The fiducial markers, on the other hand, are useful both for
comparing performance of algorithms and also in determining actual accuracy levels.
Based on the landmark category results from the best performing algorithms given in ta-
bles 4.3 and 4.4 it may be suggested that there is very little room for improvement with
average errors approximately equivalent to slice thickness being reported. However, al-
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though the average landmark distance over all scan pairs is excellent for these algorithms,
the maximum landmark distance in each scan pair may not be so good, implying that there
are small regions in the scan where alignment is incorrect. Table 4.6 shows the maximum
landmark distance d per scan pair in phase 2 for the best 3 algorithms in that phase (max-
imum distances for each algorithm and scan pair are available through the website results
pages [93]). The overall average landmark score for each algorithm is shown in the last
column for comparison. It can be seen that although an algorithm may have an excellent
overall landmark score, there are still some landmarks in particular scan pairs which are
not well aligned. Figure 4.9 shows an example of this for algorithm C and scan pair 28.
The landmark where the algorithm performed worst (d = 15.05mm) is shown in this im-
age, along with the point incorrectly chosen by algorithm C. It can be seen that although
the majority of the scan is well aligned, there is a small region around this landmark where
alignment is poor.

Scan
Pair

21 22 23 24 25 26 27 28 29 30

Label [Avg]
C 6.04 6.53 2.86 4.67 1.23 1.65 1.28 15.05 8.87 0.00 [0.59]
Q 7.48 6.20 2.86 5.24 1.23 1.65 1.28 13.68 8.64 0.00 [0.65]
F 13.66 6.53 2.68 3.76 0.00 1.65 1.28 20.97 6.38 0.00 [0.77]

Table 4.6: The maximum landmark distance d per scan-pair in phase 2 for the best 3
algorithms in that phase. All distances are in mm. The last column shows the average
landmark distance over all scan pairs (as per table 4.4) illustrating that although the overall
average may be very low there are still some landmarks in some scan pairs which are not
well aligned.

To further illustrate this point, figure 4.10 demonstrates the difference in performance
when considering averages (i.e. overall landmark scores) compared to considering actual
landmark distances with no averaging. In figure 4.10(a) the overall landmark scores (av-
erages) are plotted, firstly with a maximum value of 5 on the y-axis, and secondly with
the full range of y-values shown. (Note that the upper image in 4.10(a) is identical to the
landmark image in figure 4.5(a)). In figure 4.10(b) all landmark error values are plotted
individually without averaging over scan pairs. This shows a much larger number of out-
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Figure 4.10: (a) The average landmark error per participant, where each value used is the
average for a scan pair (20 values per plot). Shown with the y-axis range of [0-5] (above)
and with the full range of y-axis values [0-18] (below). (b) The actual landmark errors
per participant without averaging over each scan-pair first (1930 values per plot). Shown
with the y-axis range of [0-5] (above) and the full range of y-axis values [0-53] (below).
All data is from phase 1 of the challenge and participants are arranged in order of their
placement in that phase.
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Figure 4.11: Boxplots showing the landmark error per participant where the closest ob-
server annotation was considered as the reference standard (light grey), and in contrast,
the landmark error per participant if the farthest observer annotation had been consid-
ered as the reference standard (dark grey). All data is from phase 1 of the challenge and
participants are arranged in order of their placement in that phase.

to define the reference standard in a different way. Figure 4.11 illustrates this point by
showing the performance of algorithms according to the current reference standard com-
pared with their performance if we use the farthest observer annotation as the reference
standard. Since all observers are treated as equally correct this method of evaluation is
just as valid as the method which is currently used. However it can be seen that perfor-
mance is decreased, relatively severely in some cases, with median error values over the
20 scan pairs increasing by up to 0.5 mm and results at the upper whisker of the box plot
increasing by several millimetres in some cases.
It must therefore be concluded that we confer some advantage to the performance of the
algorithms in the landmark category by always using the closest observer point, and that
actual performance may be somewhat poorer than reported. To fully resolve this issue
however, would require knowledge of a single correct correspondence for every landmark,
which in most cases is not feasible to determine.

4.8.2 Categories of thoracic CT data
As described in section 4.2 the thoracic CT pairs provided for the EMPIRE10 challenge
came from a number of sources and had widely varying characteristics. The data was di-
vided into 6 categories as follows: Inspiration-Expiration pairs (breath-hold), Inspiration-
Inspiration pairs (breath-hold), pairs from 4D data sets, ovine data, artificially warped
data and contrast-enhanced data.
Figure 4.12 shows the range of landmark error values obtained by the various algorithms
for each scan pair, grouping the scan pairs into their data categories. The first category
shown, inspiration-expiration was clearly the most difficult type of data. This category of
data requires the largest deformations to resolve the registration since there is typically a
considerable difference in lung volume between breath-hold inspiration and breath-hold
expiration. A second contributary factor in the difficulty with registering these cases
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may be the ultra-low-dose protocol used in acquiring the expiration scans. This results
in noisier data and since the inspiration scans are somewhat better quality, there may
be small structures visible at inspiration which are not easy to detect in the expiration
scan. Figure 4.12 shows that there is quite some variation within the inspiration-expiration
category, with scan pair 08 being relatively easy to register and scan pair 21 being the
most difficult. This variation is to be expected as the amount of deformation is very
dependent on the subject’s health and ability to breathe deeply as well as their regard
for the instructions given during scanning. Furthermore scan quality varies depending on
many factors such as the weight of the subject, movement during scanning etc.
The second most difficult data category appears to be the ovine data, although it is closely
followed by the 4D and inspiration-inspiration pairs. The ovine data does not exhibit large
deformations so is not expected to be particularly difficult to register. In some cases algo-
rithms may have been tested and tuned on human data, and be less suited to this data type
as a result. However, another likely cause for the larger landmark errors in these cases
is the nature of the landmarks themselves. Since these landmarks are based on fiducial
markers, and are not necessarily located on high contrast boundaries (see figure 4.4) there
is less structure around them to guide the registration. Testing the algorithm behaviour
at points that do not incorporate high contrast structures is likely to result in a drop in
performance. Ideally, landmarks should be distributed throughout the parenchyma with-
out regard to the structure or lack thereof, however in practice it is extremely difficult for
a human observer to match points in low contrast regions with any degree of accuracy.
Reference standards including low-contrast landmarks are therefore difficult to obtain.
The inspiration-inspiration and 4D data categories are approximately similar in terms of
difficulty in registration. There is more variation among the inspiration-inspiration pairs,
probably depending on whether the patient succeeded in the same level of breath-hold in
both scans (taken several months apart), and whether precisely the same scanner settings
were used. In the 4D category, one of the challenges for registration algorithms is to
remain robust to artifacts, which are more commonly encountered in this type of data.
The artificially warped data provided relatively little challenge in most cases. Since the
task was simply to resolve a thin-plate-spline warp, rather than the much more compli-
cated motion associated with breathing, most algorithms performed well, in fact many
algorithms obtained zero landmark error on these pairs. Similarly for the data pairs in-
cluding a contrast-enhanced image, performance was very good. The contrast material
did not present any difficulties, and since the scans were taken just 30 seconds apart there
was virtually no motion to resolve.

4.8.3 Registration Algorithms Analysis
The competing algorithms in EMPIRE10 include a wide variety of registration types
(transformation models, similarity measures etc.) as well as a selection of algorithms
tailored towards thoracic CT applications and completely generic registration algorithms.
All methods are fully automatic with the exception of one, (algorithm L) where param-
eters were manually altered for a few of the scan pairs. Many algorithms performed
extremely well on many scan pairs and there is very little to choose between them. From
table 4.3 it can be seen that the top 6 algorithms all have average landmark distance scores
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Figure 4.12: Boxplots showing the landmark error per scan-pair for the range of partici-
pants. Outliers are denoted by filled circles. Scan pairs are grouped according to the type
of data represented.

of less than 1 mm, with a range from 0.66 mm to 0.99 mm. In phase 2, (see table 4.4), the
landmark scores for the top 6 algorithms ranged between 0.59 mm and 1.06 mm. When it
is considered that locations are rounded to the nearest voxel before distance is determined
and slice thickness is typically around 0.7 mm, these are extremely good results in spite
of the errors remaining in some regions as described in section 4.8.1.
Considering the 5 algorithms which reached the top 3 in either phase 1 or phase 2 (algo-
rithms C, F, I, M, Q), only 1 of these (algorithm I) was designed specifically for registra-
tion of thoracic CT data. In this case the similarity measures used included information
about the tissue density between breathing phases and the ‘vesselness’ measure at each
location. The remaining 4 algorithms are all generic registration methods which were ap-
plied to the EMPIRE10 data sets with appropriate parameter settings. It may be surmised,
therefore, that at the present time and for this set of data, generic registration algorithms
can perform just as well as, or better than, data specific methods. It may still be the case
that combining aspects of both could improve performance even further, particularly on
more difficult scan pairs.
The transformation models included among these 5 algorithms are B-Spline (three times),
dense displacement field and a diffeomorphic transformation. Similarity measures are
various forms of NCC, MI or SSD, with lung specific measures (SSTVD, SSVMD) used
by algorithm I. These algorithm profiles are not notably different from others which per-
formed less well in the challenge, therefore it may be concluded that the good perfor-
mance of these methods is due to other more specific elements of the individual algo-
rithms. It cannot be concluded that there is a single category of registration method which
performs best on this type of data.
Since registration is evaluated only on the lung volume it seems logical that better re-
sults should be obtained by avoiding efforts to register structures outside the lungs. In
fact, deformations in external regions may negatively impact the alignment of structures
within the lung volume. Of the 20 participating algorithms, 16 of them, including the best
performing methods among them, make use of lung segmentation masks in some way
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during registration (see table 4.2). Algorithm C did not use the lung mask information
during phase 1, but added a step to make use of it during phase 2 (see table 4.5). The
improvement in its ranking from 6th place in phase 1 to 1st place in phase 2 is likely to
be largely attributable to this alteration. Overall we conclude that the use of lung masks
is to be recommended for optimal performance in registration of the lung volumes.
Regarding algorithm speed it is difficult to make generalisations since participants used
their own hardware, which varied greatly (see table 4.5) and since not all algorithms are
designed and programmed for optimal efficiency. With re-programming and better hard-
ware the average time per scan pair might be very different for many methods. However,
one point to note is that there is no evident trend of the best performing algorithms being
the slowest. For example, algorithm C, which took first place in phase 2 of the challenge,
took just 4.5 minutes per scan pair which was the third fastest of all algorithms. There-
fore, there is every reason to be optimistic that excellent registration performance and
efficiency which is acceptable in a clinical setting are not mutually exclusive traits.

4.8.4 Future Work
The EMPIRE10 challenge remains open to new or improved entries, thereby continually
monitoring the current state of the art in registration of thoracic CT. In section 4.8.1 it was
noted that although some of the best performing algorithms achieve excellent average
landmark error scores, they still fail to align small regions of some scan pairs correctly.
It is hoped that registration performance will continue to improve in the future, enabling
correct alignment of these more difficult areas.
In spite of these outstanding issues, the standard of registration in the EMPIRE10 chal-
lenge is generally very high and there are some extremely accurate algorithms included
among the participants. Depending on the clinical application in question, some of these
may already be sufficiently good to aid medical personnel in their daily work. Further
challenges lie ahead in optimising the speed of algorithms to make them practical for use
in a clinical setting, as well as embedding them into the workstations and daily routines
of clinicians, however discussion of these objectives is beyond the scope of this work.

4.9 Conclusion
The EMPIRE10 challenge has enabled detailed, independent and fair evaluation of non-
rigid registration algorithms. Although the common data set was composed of intra-
patient thoracic CT image pairs, generic algorithms which were not tailored for this data
performed extremely well. The results of this challenge represent an important step for-
ward, both for the non-rigid registration community and for those involved in bringing
automatic processing into clinical practice. Researchers in registration may now evaluate
their algorithms, and any methodological improvements applied to them, in a quantitative
independent way. In addition, the state of the art in registration of thoracic CT has been
established for the first time, enabling a logical analysis of what is required in the future
to bring registration into the clinic.
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4.10 Appendix: Acronyms and Abbreviations
• CC: Correlation Coefficient

• CUDA: Compute Unified Device Architecture

• FFD: Free Form Deformation

• L-BFGS (and the variant L-BFGS-B): Limited memory BFGS (Broyden Fletcher
Goldfarb Shanno)

• LMI: Local Mutual Information

• MI: Mutual Information

• MPSSD: Mass Preserving Sum of Squared Differences

• MRF: Markov Random Field

• NCC: Normalised Cross Correlation

• NMI: Normalised Mutual Information

• NSSD: Normalised Sum of Squared Differences

• SAD: Sum of Absolute Differences

• SSD: Sum of Squared Differences

• SSTVD: Sum of Squared Tissue Volume Difference

• SSVMD: Sum of Squared Vessel Measurement Difference





Chapter 5

Nodule Detection

Abstract

A scheme for the automatic detection of nodules in thoracic computed tomography scans
is presented and extensively evaluated. The algorithm uses the local image features of
shape index and curvedness in order to detect candidate structures in the lung volume and
applies two successive k-nearest-neighbour classifiers in the reduction of false-positives.
The nodule detection system is trained and tested on three databases extracted from a
large-scale experimental screening study. The databases are constructed in order to eval-
uate the algorithm on both randomly chosen screening data as well as data containing
higher proportions of nodules requiring follow-up. The system results are extensively
evaluated including performance measurements on specific nodule types and sizes within
the databases and on lesions which later proved to be malignant. In a random selection of
813 scans from the screening study a sensitivity of 80% with an average 4.2 false-positives
per scan is achieved. The detection results presented are a realistic measure of a CAD sys-
tem performance in a low-dose screening study which includes a diverse array of nodules
of many varying sizes, types and textures.
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In 2008 the American Cancer Society estimates that 29% of all cancer deaths in the United
States will be due to lung cancer. This makes lung cancer the leading cause of cancer
deaths in the United States, killing more people than the next three most deadly cancers
combined (colon cancer, breast cancer and pancreatic cancer) [123]. One of the key issues
in addressing this statistic is the fact that lung cancer is rarely diagnosed in the early,
more treatable stage of the disease which can be relatively asymptomatic [123]. Routine
screening programmes using low-dose computed tomography (CT) scanning are currently
being considered as a possible means to detect the first signs of lung cancer in apparently
healthy but high-risk subjects. [23, 124, 125, 126, 127]
Early stage lung cancer manifests itself in the form of pulmonary nodules which are visi-
ble on thoracic CT scans. Pulmonary nodules are abnormal structures which are generally
approximately spherical in shape, with those which are attached to the pleural surface
(pleural nodules) being roughly hemispherical. These lesions can be detected on CT im-
ages even if they are only a few millimetres in diameter [19]. They appear as small bright
spots surrounded by the darker lung parenchyma, with grey-values very similar to those of
blood vessels in the lungs. Although the vast majority of pulmonary nodules are not ma-
lignant and do not require treatment, detection of such nodules is the first crucial step in
identifying early stage lung cancer. Once the nodule has been detected, monitoring of its
size, density, edge-smoothness and growth rate provide information about what treatment,
if any, is appropriate.
Studies have shown that radiologists frequently fail to detect all visible nodules in CT
scans [5, 6, 7, 8]. The examination of a chest CT scan is a time-consuming and error-
prone task while the radiologist is vulnerable to human-error and fatigue. These issues
have motivated the development of computer-aided detection (CAD) solutions for lung
nodule annotation on CT scans. Thus far it is generally accepted that the CAD solution is
intended as an assistant to the radiologist which can quickly identify suspicious structures
for his attention [21].
The area of computer-aided nodule detection in CT is an active field of research with a
wide range of approaches having been published in the literature of the last number of
years [128, 129, 130, 131, 132, 133, 134, 135, 136, 137, 138, 139, 140, 141, 142, 143,
144, 145, 146]. It is virtually impossible to compare these systems in any meaningful
way due to the enormous variation in dataset size, scan properties, data selection criteria
and reference standard generation. In the selection of literature referenced above the
authors tested variously on simulated nodules, on nodules above or below particular size
limits only, or on solid or non-solid nodules only. The number of scans used for testing
varied between 5 and 500 with a median number of 29.5 and many of the studies included
multiple scans from individual patients meaning a reduction in the diversity of available
nodules. Furthermore the quality of the data used is highly variant, particularly with
respect to slice thickness and radiation dose.
Although many studies have reported promising results based on their own data and exper-
iments, a fully comprehensive system which is evaluated and proven on a large unfiltered
dataset, truly representative of modern CT screening data has not been reported. In this
chapter an algorithm for automatic nodule detection is presented and its performance is
thoroughly evaluated on three large databases of trial screening data, the first with 1588
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scans (2894 nodules), and the second and third with 1158 scans each (3451 and 1528 nod-
ules respectively). The main components of the algorithm have been presented previously
[147] and showed promising results on a test set of 142 scans. Due to the increased size
of the datasets used in this chapter the system performance can be reliably determined on
particular nodule types and sizes allowing us to pinpoint its strong and weak points. In the
long term the system can thus be refined or assisted by additional modular components to
improve performance on specific nodule types. The system performance we measure is
based on tests over thousands of individual nodules of differing shapes, textures, sizes and
locations and found in both healthy subjects and subjects exhibiting pathology. The type
of in-depth analysis and large-scale evaluation that is employed in this study is a crucial
step for any algorithm under consideration for use in a clinical situation.

5.1 Materials

5.1.1 The Nelson Trial Data
The Nelson Trial is an experimental lung cancer screening programme currently taking
place in the Netherlands and Belgium. The programme involves ongoing CT screening of
members of the general population who are considered high-risk for the development of
lung-cancer due to being (former) heavy smokers. As a participant in this programme the
University Medical Center Utrecht has access to a large database of low-dose chest CT
scans. In all cases considered in this study, CT scanning was performed on a 16 detector-
row scanner (Mx8000 IDT or Brilliance 16P, Philips Medical Systems, Cleveland, OH,
USA). The scans were realized within 12 seconds, in spiral mode with 16×0.75mm col-
limation, without contrast-injection and in inspiration. Exposure settings were low-dose:
30mAs at 120kVp for subjects weighing below 80kg or 30mAs at 140kVp for those
weighing over 80kg. A soft reconstruction filter (Philips ‘B’) was used. All scans have a
per-slice size resolution of 512×512, with the number of slices varying between 306 and
860 (on average 459 slices) for the data used in this chapter. Slice thickness is 1mm with
slice-spacing of 0.7mm. Pixel spacing in the X and Y directions varies from 0.6mm to
0.9mm, as the field of view was set for every scan to include the outer rib margins at the
widest dimension of the thorax.
For the purposes of the Nelson Trial observed pulmonary nodules are identified in the
University Medical Center Utrecht (on-site) by an experienced observer and checked by
a second observer in an independent medical facility (core lab). Observers scored any
nodular structure not explained by atelectases, scars or infection. During the first phase of
the trial (more than 1000 scans) extensive consultation between on-site readers and core
lab ensured that this definition induced as little ambiguity as possible. Observers in the
Nelson Trial are not required to mark findings whose automatically calculated volume
(via Siemens LungCARE workstation software) is below 15mm3, (diameter d of corre-
sponding volume sphere ≈ 3mm) although they may do so if they choose. Nodules with
volumes larger than 15mm3 must be documented and appropriate follow-up procedures
are scheduled for patients with nodules larger than 50mm3(d ≈ 4.5mm). Since there is no
lower bound on the volume of structures to be reported the database includes extremely
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small or trivial detections as well as larger and more significant structures. Further details
relating to the Nelson Trial protocols can be found in [23].
The nodule-markings (hereafter referred to as ‘annotations’) used as ground-truth in this
work come primarily from a single on-site observer (Observer1). For 813 scans the find-
ings of the second unblinded observer (Observer2) are available in addition. These scans
are therefore used as test data in Database A (see section 5.1.1), since the use of data with
multiple available readings is always preferable. Observer1 is a CT technician with spe-
cial training in evaluating and reporting cancer screening CTs (> 3000 scans in 2 years)
while Observer2 is a radiologist with 6 years of experience.
For the purpose of evaluating our nodule detection algorithm we have created three databases
from the Nelson Trial data as described in the remainder of this section. Where a patient
had more than one scan eligible for inclusion in a database the earliest scan was chosen
and the remainder excluded. The system reported a detection as a true-positive if it was
within 7 voxels (≈1.4mm) of an annotation. A summary of the number of scans and
annotations in each database is provided in Table 5.1.
In each database we exclude a number of scans where our automatic lung segmenta-
tion procedure failed, since this paper focuses solely on the nodule detection aspect of a
computer-aided diagnosis (CAD) system. Due to the amount of data involved it was not
possible to check the lung segmentation and nodule detection results manually for every
scan. Therefore only those scans where the segmented regions had an unusual volume or
left/right ratio were checked for lung segmentation errors. A number of scans with minor
lung segmentation errors are erroneously retained and may affect the nodule detection
process. In particular several examples were observed where a large pleural nodule was
excluded from the lung volume resulting in a false-negative detection.

Database A: All Nodules from Random Scans

This database consists of an initial selection of 1588 non-consecutive scans made in 2005
as part of the Nelson Trial that year. Automatic lung segmentation was unsuccessful for 53
of these scans thus these were excluded leaving 1535 scans suitable for nodule detection.
Included are 813 scans for which annotations from both Observer1 and Observer2 are
available, thus these were chosen as the test data. The remaining 722 scans which are
used as training data are selected randomly from the Nelson database for 2005. The
training data contains a total of 1369 nodules annotated by Observer1 only. The test data
contains 1525 nodules including all observations from either Observer1 or Observer2.
The results of Observer1 and Observer2 were similar enough to make it acceptable that
the training data has ground-truth from Observer1 only. In fact Observer2 annotated 1518
nodules in the test set, while Observer1 annotated 1525. Counting only nodules annotated
by both radiologists in the same location, we find that 1518 nodules were common to both.

Database B: All Nodules from Suspect Scans

For this database we selected all scans which contained at least one nodule with vol-
ume above 50mm3 or with edge-smoothness described as “Lobulated” or “Spiculated”
or with category given as “Non-solid” or “Partially-solid”. These are nodule types which
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it is crucial to detect successfully, since they require follow-up or have an appearance
more suggestive of malignancy than the more common smooth solid nodule [148]. The
database contained a total of 1158 scans selected from the Nelson data available from the
period 2004-2007. (Of these, 343 scans were also contained in database A). After removal
of scans where the lungs could not be automatically segmented 1121 scans remained.
Within database B there are 34 patients who have now had the malignancy of a lesion
proved conclusively by means of a biopsy. To ensure the system received some training
on any special aspects of these lesions 14 of these (chosen at random) were included in the
training data while the remaining 20 patients were included in the test set. The remaining
data was divided at random between the training and test sets such that the final training
set contained 580 scans while the test set contained 541.
All annotations in this database are provided by Observer1 since the data for Observer2
was not always available. There were a total of 1763 annotations in the training data and
1688 in the test set.

Database C: Large Suspect Nodules

This database is a subset of Database B described above whereby all scans are examined
but nodules with volume below 50mm3 are excluded for the purposes of training and
testing our algorithm. In this way we measure the performance of our algorithm specif-
ically in the detection of those nodules which require follow up and examine whether
performance is improved by training only with such nodules. The training set in this case
contained 760 nodules while the test set contained 768. As with Database B all annota-
tions used for ground truth are made by Observer1.

A B C
#Scans before checks 1588 1158 1158
#Scans with lung segmentation failures 53 37 37
#Scans after removing failures 1535 1121 1121
#Scans in training set 722 580 580
#Scans in test set 813 541 541
#Nodules in final training set 1369 1763 760
#Nodules in final test set 1525 1688 768

Table 5.1: Statistics on the number of scans in the three databases.

5.2 Methods
In this section details of the nodule detection scheme will be provided. Figure 5.1 provides
an overview of the procedures which are described in detail in sections 5.2.1 to 5.2.3.
Note that the candidate detection procedure involves the use of a number of threshold
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values which were empirically determined during the system development on a small
fully independent set of test data.

Figure 5.1: Overview of nodule detection scheme

5.2.1 Pre-processing
Before beginning with nodule detection some initial processing is carried out on the orig-
inal image data as described below.

Sub-sampling of Image Data

The first step is to down-sample the data to improve the speed of the algorithm. Use
of the full-size images was extremely computationally expensive and gave little or no
improvement to the results. The down-sampling is by means of block-averaging such that
the matrix size of 512×512 in the original Nelson Trial images is reduced to 256×256,
with the number of slices reduced to form isotropically sampled data. Linear interpolation
is used to determine grey-values between voxel locations. The number of slices in the
down-sampled scans varied between 149 and 428 with an average of 223 slices per scan.

Segmentation of Lung Volume

The second pre-processing step involves the segmentation of the lung volume from the
surrounding tissues in the sub-sampled image. The mask obtained from this segmentation
is used to ensure that nodule detection is performed within the lung volume only. This
process has the two-fold advantage of reducing computation time and preventing the pos-
sible detection of false positive structures in regions of the image outside the lungs. Lung
segmentation was carried out using an algorithm by Sluimer et al. [81] based on that of
Hu et al. [82].

5.2.2 Initial Candidate Detection
The process of initial candidate detection is described in detail in the remainder of this
section and depicted graphically in figure 5.2.
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Figure 5.2: The scheme for initial nodule candidate detection

Shape Index and Curvedness

Our scheme for nodule detection utilises the shape index (SI) and curvedness (CV) fea-
tures [149] to detect initial nodule candidates. These are 3D local image features which
are calculated per voxel based on local attenuation values and give insight into the surface
topology at every point in the image volume. The SI and CV are derived from the prin-
cipal curvatures k1 and k2 [149] but have the advantage of decoupling topological shape
and magnitude of curvature. In the context of nodule detection we are generally interested
in voxels which show a roughly spherical shape and where the size of the supposed sphere
is within a range of reasonable values. The shape index and curvedness values at a voxel
are calculated using the principal curvatures k1 and k2 at that point as follows. 1

SI =
2

π
arctan

(
k1 + k2
k1 − k2

)
(5.1)

CV =

√
k1

2 + k2
2 (5.2)

The principal curvatures k1 and k2 are calculated for all voxels within the lung volume
using first and second order derivatives of the image blurred with a Gaussian filter with
scale σ = 1 voxel. This value for σ was empirically determined to reduce noise without
removing important structural detail.

Seed Point Detection

Once the SI and CV values for the image are known, a set of seed points is established
by the thresholding of these values according to empirically decided limits shown in table
5.2. Voxels which have both SI and CV within the thresholds are selected as seeds. These
seed points represent voxels which may lie on a nodule surface and whose locality de-
serves further exploration. For locations within 5 voxels of the pleural surface a slightly

1The definition of CV used here excludes the scaling constant of
√
2 used by Koenderink [149] which serves

only to enforce unit curvedness on the unit sphere.
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Value Upper Threshold Lower Threshold
SI 1 0.8 (near pleural surface)

0.9 (elsewhere)
CV 1 0.3

Table 5.2: Initial seed thresholds

lower threshold for SI is used in order to increase the number of seed detections near the
lung boundaries. This is necessary since pleural nodules do not present as much surface
area for examination, and in addition the SI and CV values in their region may be affected
by the topology of the adjacent pleural surface.

Cluster Formation

The seedpoints are now expanded to form clusters of voxels of interest. The expansion
is based on hysteresis thresholding [150] using broader thresholds as shown in table 5.3.
The final cluster therefore contains only voxels whose SI and CV values fall within the

Value Upper Threshold Lower Threshold
SI 1 0.7 (near pleural surface)
CV 1.3 0.2

Table 5.3: Hysteresis thresholds

broader threshold range and which can be connected (using 6-connectivity) to a seedpoint
by a chain of other such voxels.
It should be noted that for a perfectly spherical structure, the voxels in the final cluster
lie in the region of the blurred surface of the sphere. The centre of mass of the cluster is
taken to be the point of interest at this stage.
A cluster whose original seedpoint lies within 5 voxels of the pleural surface is considered
to be a pleural candidate. At this stage clusters whose volume is below a pre-determined
threshold tvol are discarded as their inclusion in the remaining processing steps was found
to be extremely costly and more likely to introduce false-positives. During the develop-
ment phase tvol was empirically set at 4 voxels for candidates in the pleural region and at
15 voxels for the remaining candidates.

Cluster Merging

At this stage a large number of clusters have been detected. Each one represents a region
of surface in the image and it is reasonable to suppose that a true structure such as a nodule
may have more than one cluster representing it. Except in the case where the nodule is
extremely large and unusually shaped these clusters will lie in close proximity to each



Nodule Detection 103

other. Clusters with locations within 3 voxels of each other are therefore recursively
merged until no more merges can be performed, and the procedure is then repeated for
clusters within 7 voxels of each other. Figure 5.3 shows examples of candidate structures
being merged. It will be seen that this merging procedure is repeated at several later
points in the processing pipeline (see figure 5.1). Although in later stages only a very
small number of structures (if any) will require merging, the procedure serves two main
purposes. Firstly, it ensures that a single nodule is represented by a single detection
rather than by two detections alongside each other. Secondly, where the candidates being
merged are false-positives, it frequently results in an oddly shaped structure which can be
more easily eliminated in later classification steps.

(a) (b)

Figure 5.3: Two examples of merging structures. Top rows show consecutive axial slices.
Bottom rows show the same slices with structures to be merged in contrasting colours.
(a) A true-positive structure is initially detected as two individual objects which will be
merged. (b) Two false-positive detections to be merged into a single object. This object
was subsequently rejected as a false-positive.

Candidate Location Adjustments

At this point the candidate locations are checked and adjusted to ensure that they sit at the
brightest spot locally. This is important since the nodule location defined by the centre of
mass of the voxel cluster is not always accurate in locating the nodule centre, particularly
for pleural nodules or where the voxel cluster found is concentrated on one side of the
nodule surface. The location adjustment procedure examines all local points with a max-
imum distance of 3 voxels from the original candidate location. At each local point the
average grey-value over the point and its six connected neighbours is calculated. The lo-
cation with the highest average local grey-value is chosen as the new candidate location.
Local averaging is necessary to exclude the possibility that a bright voxel representing
data noise is selected.
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5.2.3 False Positive Reduction
The false-positive reduction consists of two consecutive classification steps using k-Nearest-
Neighbour (kNN) classifiers [151]. During pilot experiments other supervised classifica-
tion methods [152] were tested however kNN was found to achieve the best results. The
nature of the data does not lend itself well to linear classification and testing with a Sup-
port Vector Machine classifier obtained slightly worse results than those from the kNN
classifier. In all cases k was set at the (odd) square-root of the number of samples in
the training set. Experimentation with the value of k did not yield any improvement in
experiments during the development phase.
Prior to classification, it is necessary to generate training data to train the kNN classifiers
as well as possible. This procedure is described in section 5.2.3 below and illustrated in
figure 5.4.
For the initial classification a small number of features which are efficient to calculate are
used in order to substantially reduce the number of candidates without too much over-
head. The number of candidates remaining after the initial classification is then small
enough to allow efficient calculation of a larger set of more complex features for the final
classification step. In both classification steps feature selection was carried out by ‘Se-
quential Forward Floating Selection’ (SFFS) [153] to establish the most discriminative
subset of all calculated features. The SFFS procedure used leave-one-out training and
testing on the training dataset only, with the area under the Receiver Operating Curve
(ROC curve [154]) as the criterion to be optimized. The maximum number of features to
be selected is set at 15 for the first classifier and 50 for the second.
Leave-one-out training and testing on the training dataset is also used to determine a
threshold value for the posterior probability given by the soft classification from the first
kNN classifier. This threshold is used to establish which items from the first classification
will be sent as candidates to the second classification step. The threshold is chosen such
that 90% of true nodules are correctly identified by the classifier in the training set.
Similarly a posterior probability threshold is determined via training and testing on the
training dataset such that 90% of true nodules are retained after the final kNN- classifi-
cation step. After nodule detection is completed these results are stored, and by reducing
this threshold the system performance at lower sensitivity rates can be examined. In the
remainder of this work this will be referred to as varying the “operating point” of the
system.
The individual classification steps are described in sections 5.2.3 and 5.2.3 below.

Training Data Generation

The key requirement in generating training data is that the circumstances under which
the data is gathered should resemble as closely as possible those which will occur dur-
ing the testing phase. For example, the training data for the second classification step
should consist of candidates marked positive by a well-trained classifier in the initial
kNN-classification. For this reason we use a three-step training set generation procedure,
which is illustrated in figure 5.4, resulting in final training sets, Steps123 c1 for the first
classifier and Steps23 c2 for the second. The description given here is generic - specific
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details for individual databases are provided in section 5.3.
The scans available for training are divided randomly into three similarly sized groups,
Scans Step1, Scans Step2 and Scans Step3. In the first step we do initial candidate de-
tection on the images in Scans Step1 and use the generated candidates along with the
ground-truth information to create a training set with all the features necessary for use in
a first-classification step. Since we have no prior training data available no kNN classifi-
cation is carried out on the Scans Step1 data.
In step 2 we use the images in Scans Step2, and as in step 1 we detect initial candidates
and build a training set suitable for use in the first-classification. Next we make use
of the training data that was created in step 1 to train a kNN-classifier and perform an
initial classification to reduce the number of false-positives. The remaining candidates
emerging from this first classification are now used to build a training dataset containing
all the features used in the second-classification step.
The third step in the procedure uses the images from Scans Step3 and repeats the proce-
dure outlined in step2, except that in the first classification training data is a combination
of that obtained in step 1 and in step 2. The reason for the inclusion of step 3 as a sepa-
rate process (rather than simply combining step2 and step3 into a single step) is that the
classifier trained with this combined data in step 3 gives even more accurate output than
the first-step classifier in step 2. Its output is therefore closer to what we expect to occur
in the testing situation and more valuable as training data.
Training sets produced in this manner will contain an extremely high number of false ex-
amples compared to true examples. For this reason we reduce the size of the false classes
at the end of each step in the training procedure, such that the ratio of false objects to
true objects in each dataset is roughly 3:1. This ratio was found to give optimal results
during the development phase. The removal of false items is done by the data conden-
sation method of [155] in order not to alter the distribution of the samples. This method
produces a small representative subset from a larger dataset by the selection of points in
a multi-scale fashion. The accuracy of representation by the subset is measured in terms
of the error in density estimates of the original and reduced sets. The value of the param-
eter k determines the scales at which the data is viewed. In this work k is set initially
at 15 and the set of false items is repeatedly condensed until further condensation would
reduce it below the desired size (3×number of true examples). The parameter k is then
decremented and condensation is attempted again. This loop is repeated until k ≤ 2 or
the dataset reaches precisely the desired size.

Initial kNN Classification

For the first kNN classifier a total of 18 features were calculated prior to feature selection.
The entire list of calculated features is presented in table 5.4 along with reference IDs
which are used in this text. Details of which features were selected by SFFS in various
experiments are presented in table 5.6.
The features calculated at this stage relate to the geometric properties of the clusters of
voxels found by the initial candidate detection step (a1-a9) as well as the grey-values
in the region around the candidate locations (a10-a18). The shape of the voxel cluster
gives an idea whether the structure in question is elongated (i.e. vessel-like) or roughly
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Figure 5.4: Generation of training sets

spherical, while its size can be a valuable feature in differentiating between true and false
candidates. The grey-value features are examined over spherical kernels of voxels around
the candidate location to try to eliminate structures which do not lie in a sufficiently bright
region. Note that the descriptions in the table make reference to the radius, r, of the voxel
cluster. This value is calculated by summing the maximum diameter of the cluster in each
of the directions X, Y and Z, dividing by 3 to get an average diameter, and by 2 to get
an average radius. The kernel halfsizes mentioned refer to the radii (in voxels) of the
spherical kernels in question.
When the first classification step is complete, the candidates are merged again where nec-
essary, as described in section 5.2.2. Although the original merging step was exhaustive,
the subsequent location adjustment step (see section 5.2.2) means that further merges may
now be possible. It is particularly necessary to check for merge possibilities in case the
location adjustments have placed two candidates in the same location. Merging is not
carried out until after the first classification has been completed because at this stage the
number of false-positives has been reduced and the possibility of invalid merges between
true and false items is greatly reduced. After the exhaustive merging the nodule locations
are once again adjusted to the brightest local points as described in section 5.2.2.
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Features of the voxel cluster
ID Description Notes
a1 Cluster Size (Number of voxels)
a2 Compactness1, ClusterSize

(dimx)(dimy)(dimz)
dimi=width in dim. i

a3 Compactness2, ClusterSize
max dim3 max dim =

maxi(dimi)

a4 Ratio max dim:min dim min dim =
mini(dimi)

a5 Ratio max dim:med dim med dim =
mediani(dimi)

a6 Ratio Amed:Amax where Amax, Amed and Amin are the eigenvalues for the
eigenvectors of the cluster data by principal component analysis

a7 Ratio Amin:Amax as for a6 above
a8 Sphericity, num cluster voxels in sphere S

vol sphere S
where sphere S is a sphere at the

candidate location with radius r
a9 Ratio Sphericity:r

Features of voxels in spherical kernels at the candidate location
ID Description Notes
a10-
a18

On grey-values over spherical kernelsK: Aver-
age, Median, Standard-Deviation

Halfsizes of K: 1 (a10-
a12), 3 (a13-a15), r
(a16-a18)

Table 5.4: The features calculated for the first kNN classifier. See text in section 5.2.3

Final kNN Classification

The full set of 135 features calculated for the final kNN classification are detailed in table
5.5 with assigned IDs to which we refer in this text. Table 5.6 lists which features were
selected in various experiments. Note that the descriptions in table 5.5 make reference to
the radius, r, of the voxel cluster (explained in section 5.2.3) and to the radius rseg , which
is calculated in the same way but using the voxels contained in the nodule segmentation.
The kernel halfsizes mentioned refer to the radii (in voxels) of the spherical kernels in
question.
All of the features calculated in the first classification step are re-used (b1-b18), and the
posterior probability of a structure being a true nodule, which was calculated by the first
classifier, is used as a feature at this stage also (b135).
Features of the SI and CV values in spherical kernels placed at the candidate location are
added at this time (b27-b46), in addition to features of gradient orientation and magnitude
on hypothetical spherical surfaces around the centre of the structure (b47-b106). Most
true nodules have a shape that is roughly spherical and a gradient field that is roughly
radially symmetric. For true-positives we therefore expect the gradient magnitude to be
similar at all points on a generated spherical surface, while gradient orientation should
always be roughly normal to the surface of the sphere. These features are calculated on
randomly chosen points from spherical surfaces of various sizes. The number of points
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to be sampled on a sphere of a particular size was empirically determined. The gradient
orientation is the component of gradient in the radial direction, and is defined at a point
p as (r · g)/|r||g| where g is the gradient vector at p and r is the radial vector from the
sphere centre to p.
We segment the candidate structures using an algorithm described by Kostis et al. [156]
in order to calculate features of the segmented objects. In order to improve the accuracy
of the segmentations the process was carried out on a region of interest centred at the can-
didate location but extracted from the full resolution image rather than the sub-sampled
version. This was done since the segmentation on the sub-sampled image was more prone
to failure, however for convenience the coordinates of the segmented voxels were con-
verted back to their equivalent values in the sub-sampled image for further processing.
The features of the segmented voxels (b107-b134) which are calculated are broadly sim-
ilar to those which were calculated relating to the initially detected voxel clusters. With
these features we aim to determine whether the size and shape of the segmented object are
commensurate with those of a true nodule and we expect that a good segmentation will
give more accurate feature information than that obtained from the initial voxel cluster.
Finally the candidate merging procedure is performed one more time (as previously, new
merges may be possible following the location adjustment step after the first kNN classi-
fication), and the locations are adjusted to the brightest local point for a final time. This
step aims primarily to ensure that we find only one detection per annotation (and thus do
not count surplus correct detections as false-positives).

Features of the voxel cluster
ID Description Notes
b1-b9 Features a1-a9 as described in table 5.4
b19 min dim = mini(dimi) dimi=width in dim. i
b20 max dim = maxi(dimi) dimi=width in dim. i

Features of voxels in spherical kernels at the candidate location
ID Description Notes
b10-
b18

Features a10-a18 as described in table 5.4

b21-
b26

On grey-values over spherical kernels K: Min, Max Halfsizes of K: 1 (b21-
b22), 3 (b23-b24), r
(b25-b26)

b27-
b36

On SI over spherical kernels K: Average, Median, Std-
Dev, Min, Max

Halfsizes of K: 3 (b27-
b31), r (b32-b36)

b37-
b46

On CV over spherical kernels K: Average, Median,
Std-Dev, Min, Max

Halfsizes of K: 3 (b37-
b41), r (b42-b46)

Continued overleaf
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Features calculated on randomly chosen points on a spherical surface
around the candidate location.
ID Description Notes
b47-
b76

Features of Gradient orientation values: Average(Avg),
Median, Max, Min, Std-Dev, Coefficient of Varia-
tion, Ratio Max:Min, Ratio Std-Dev:Median, Ratio Me-
dian:Avg, Ratio Median:Max

30 points on sphere
rad=3 (b47-b56), 50
points on sphere rad=r
(b57-b66), 50 points on
sphere rad=rseg (b67-
b76)

b77-
b106

Features of Gradient magnitude values: Average(Avg),
Median, Max, Min, Std-Dev, Coefficient of Varia-
tion, Ratio Max:Min, Ratio Std-Dev:Median, Ratio Me-
dian:Avg, Ratio Median:Max

30 points on sphere
rad=3 (b77-b86), 50
points on sphere rad=r
(b87-b96), 50 points on
sphere rad=rseg (b97-
b106)

Features of voxels in the candidate segmentation
ID Description Notes
b107-
b115

Features a1-a9 as described in table 5.4 but calculated this time over the seg-
mented voxels NOT the cluster voxels

b116 min dim = mini(dimi)

b117 max dim = maxi(dimi)

b118-
b122

On grey-values over segmented voxels: Average, Median, Std-Dev, Min, Max

b123-
b127

On SI of segmented voxels: Average, Median, Std-Dev, Min, Max

b128-
b132

On CV of segmented voxels: Average, Median, Std-Dev, Min, Max

b133 Ratio Num segmented voxels: Num ROI voxels
b134 Ratio {Distance from candidate location to the farthest point in the segmenta-

tion} : {Number of voxels in the segmentation}

Other Features
ID Description Notes
b135 Posterior probability of being a true nodule from the first classication step

Table 5.5: The features calculated for the final kNN classifier. See text in section 5.2.3

5.3 Results
In this section we present the experiments performed and the results for nodule detection
on each of the databases created and analyse the algorithm performance. Statistics relating



110 Chapter 5

Classifier 1 Classifier 2
A B C A B C A B C A B C

a1 1 1 1 b1 1 1 1 b46 0 0 1 b92 0 0 1
a2 0 1 0 b5 0 0 1 b49 0 0 1 b93 0 0 1
a3 1 0 1 b7 0 0 1 b52 1 0 0 b94 0 0 1
a4 0 0 1 b8 0 0 1 b54 0 0 1 b103 1 0 1
a7 0 0 1 b12 0 1 0 b55 1 0 0 b107 0 0 1
a8 1 1 0 b13 0 0 1 b56 1 0 0 b113 0 1 0
a9 0 1 0 b21 0 0 1 b57 0 0 1 b115 0 0 1
a10 1 1 1 b22 0 1 0 b58 0 1 1 b116 0 0 1
a11 1 1 1 b24 0 0 1 b62 0 1 1 b120 1 1 0
a12 1 0 1 b25 1 0 0 b64 1 0 1 b122 0 1 0
a13 1 0 0 b26 0 0 1 b65 1 1 1 b123 1 1 1
a14 1 0 1 b27 0 0 1 b66 0 1 1 b124 1 0 1
a15 1 0 1 b28 0 1 1 b67 0 1 0 b125 1 0 1
a16 1 0 1 b29 1 1 0 b68 1 0 0 b126 1 0 1
a17 0 1 0 b36 0 0 1 b70 1 0 0 b129 0 0 1
a18 0 1 0 b39 0 0 1 b72 0 0 1 b130 0 0 1

b40 0 0 1 b75 1 0 1 b131 0 1 0
b41 1 0 1 b79 0 1 0 b134 1 1 1
b44 0 0 1 b83 0 1 1 b135 1 1 1
b45 0 0 1 b90 0 0 1

Total 10 8 10 Total 20 19 44

Table 5.6: Features selected during experiments on the 3 databases A, B and C

to the numbers of scans, and the numbers and sizes of nodules in each of the databases
are illustrated in figures 5.5 and 5.6.

5.3.1 Database A
The training sets for Database A were formulated as described in section 5.2.3. The
initial 750 training scans were divided randomly into three groups of 250 scans each, to
be used in the three steps of the training set generation procedure. After the removal of
scans where lung segmentation failed, the three groups contained 242, 243 and 237 scans
respectively.
The training set for the initial classifier contained 5776 samples, 1351 of which were true
nodules, while the training set for the final classifier contained 3436 samples with 819
true-positives (see figure 5.6(b)).
The testing phase began with the SFFS feature selection procedure in which features
were chosen for each classification step as shown in table 5.6. The first classification
proceeded with 10 selected features while the final classifier used a total of 20 features.
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Figure 5.5: The proportions of nodules of various sizes in the three databases. Diame-
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Figure 5.6: (a) Number of scans per database. (b) Number of samples in training data
sets. Classifier 1 training data is indicated by C1 and classifier 2 training data by C2

The number of scans processed in the test data is 813 after removal of scans where the
lung segmentation failed.
The results of the nodule detection for Database A are shown in table 5.7, while the FROC
curve achieved by varying the operating point in the final classification is shown in figure
5.8(a).

5.3.2 Database B
This database consisted of scans which contained at least one nodule of clinical interest
due to its size or physical properties. Most of these scans also contain other smaller or
less significant nodules, meaning that the database contains a wide range of nodule sizes
(see figure 5.5).
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Number of Scans 813
Number of Annotations 1525

Sensitivity FP per Scan
After Initial Candidate Detection 97.2% 649.0
After First Classification 92.3% 77.3
After Final Classification
— At around 4 FP per scan 80.0% 4.2

Table 5.7: Results for experiments on database A.

The training sets were created as described in section 5.2.3. The 600 training scans were
divided into three groups of 200 scans each, to be used in the three steps of the training
set generation procedure. This division was random with the exception of the 14 patients
known to have a malignancy which were placed in the third set, Scans Step3. After
removal of the scans where lung segmentation failed the three groups had 191, 196 and
193 scans respectively.
The training set for the initial classifier contained 7868 samples, 1715 of which were true
nodules, while the training set for the final classifier contained 4490 samples with 1090
true-positives (see figure 5.6(b)).
The testing phase began with the SFFS feature selection procedure in which features
were chosen for each classification step as shown in table 5.6. A total of 8 features were
selected for the initial classification, with 19 features being chosen for the final classifier.
The number of scans processed in the test data is 541 after removal of scans where the
lung segmentation failed.
The results of the nodule detection for Database B are shown in table 5.8 and illustrated
in an FROC curve in figure 5.8(a). A selection of nodules from Database B are shown in
figure 5.7. These nodules were detected by the system with varying degrees of certainty
(posterior probabilities). It is difficult to make generalisations based on a small number
of samples such as is shown in figure 5.7, in particular since the 3D characteristics of
these structures cannot be gauged from these images. However it can be seen that the
nodules in the top row, which were detected with posterior probabilities (pp) higher than
0.9, generally have a reasonably spherical appearance and are frequently clear of any
other structures in the locality. Nodules in the second row (0.45 < pp < 0.9) have similar
characteristics and are also successfully detected at an overall rate of 4 FP per scan. In
the third row the nodules shown have 0.35 < pp < 0.45 which is around the borderline
point for detection at a rate of 4 FP per scan. These nodules tend to have less spherical
surfaces and/or are close to other structures or surfaces which make their detection more
difficult. Finally the nodules presented in the bottom row are among those which are not
detected at a rate of 4 FP per scan (pp < 0.35). As with the row above, these nodules
have awkward shapes, or are located alongside other confounding surfaces and structures,
or in regions of pathology.
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Number of Scans 541
Number of Annotations 1688

Sensitivity FP per Scan
After Initial Candidate Detection 97.7% 750.5
After First Classification 91.9% 69.0
After Final Classification
— At around 4 FP per scan 72.4% 4.0

Table 5.8: Results for experiments on database B.

Figure 5.7: Randomly selected sample nodules from database B with varying posterior
probabilities (pp) assigned by the detection system. All images are in axial view. The
cutoff pp for detection at 4 FP per scan was 0.41. Top Row: Nodules detected with high
pp (pp > 0.9). Second Row: Nodules detected with lower pp (0.45 < pp < 0.9). Third
Row: Nodules with borderline pp values (0.35 < pp < 0.45). Bottom Row: Nodules not
detected at 4FP per scan (pp < 0.35)

5.3.3 Database C
This database contained precisely the same images as Database B, but only those nod-
ules with volumes above 50mm3 are considered in both the training and testing steps.
The procedure to divide the data into groups and build the training sets was exactly as
described in section 5.3.2 except that only nodules with volumes above 50mm3 were in-
cluded. The training set for the initial classifier contained 3127 samples, 748 of which
were true nodules, while the training set for the final classifier contained 1900 samples
with 465 true-positives (see figure 5.6(b)).
The testing phase began with the SFFS feature selection procedure in which features were
chosen for each classification step as shown in table 5.6. The initial classifier chose 10
features for use in classification while the final classifier chose a total of 44 features. The
number of scans processed in the test data is 541 after removal of scans where the lung
segmentation failed.
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The results of the nodule detection for Database C are shown in table 5.9 and illustrated
in an FROC curve in figure 5.8(a).

Number of Scans 541
Number of Annotations 768

Sensitivity FP per Scan
After Initial Candidate Detection 98.2% 752.1
After First Classification 92.2% 51.2
After Final Classification
— At around 4 FP per scan 77.7% 4.2

Table 5.9: Results for experiments on database C.

5.4 Analysis
It is clear from the FROC curves shown in figure 5.8(a) that the best performance was
achieved on Database A, with the algorithm performing slightly better on Database C
than on Database B. In this section we analyse the algorithm performance in detail in
order to determine what factors contribute to a successful or poor performance. In sections
5.4.1, 5.4.2, and 5.4.3 we examine the algorithm performance on Database B in relation
to nodule size, nodule location and nodule type. The performance trends which we see
for Database B in relation to these sub-groups of nodules are found to be similar for
Databases A and C, therefore we do not repeat the same analysis on those databases. In
the remainder of this section performance on larger nodule sizes and proven malignancies
is examined, false-positive detections are categorised and possible reasons for sporadic
high false-positive rates are investigated.

5.4.1 Analysis by Nodule Size
The distribution of nodule volumes in the testing data of Database B is shown in figure
5.9(a) while figure 5.9(b) shows the performance of the algorithm on each of these volume
groups. It is clear that the performance is substantially worse on the groups containing
the largest nodules, particularly those above 350mm3 (d ≈ 8.7mm) in volume.

Performance on larger nodules

Database C was constructed to test the performance of the algorithm when training and
testing was performed only on nodules above 50mm3 in volume. It is clear from figure
5.8(a) that its overall performance is slightly better than that of Database B which contains
the same nodules but also a large quantity of smaller nodules (see figure 5.5). In figure
5.8(b) we compare the performance of the algorithm on database B and C on the three
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groups of nodules with largest volumes, and see that in each case the performance on
Database C is slightly better than that on Database B.

5.4.2 Analysis by Nodule Location
In the Nelson Trial the radiologist annotating nodule locations was required to give an
indication where in the lung the nodule was located. The locations were categorized
using the distance d between the costal pleural surface and the hilum as a guideline as
follows: Pleural (Nodule is attached to the costal pleural surface), Peripheral (Distance
to the costal pleural surface is less than one third of d), Central (Distance to the costal
pleural surface is more than two-thirds of d), Other (Distance to the costal pleural surface
is between one and two-thirds of d).
In figure 5.10 we examine the distribution of nodule locations in the test data of Database
B and the performance of our algorithm in terms of these nodule locations. The system
performs best on peripheral nodules which are near the pleural surface but not attached
to it. Nodules in the category ‘other’, which do not lie in the region of the mediastinum
and are not attached to the pleural surface are also relatively easy to detect, while central
nodules and pleural nodules appear to present a much greater challenge.

5.4.3 Analysis by Nodule Type
The radiologist annotating nodules for the Nelson Trial was also required to note the type
of nodule which had been found, according to the following list of categories: A)Solid
nodule, B)Partially solid nodule, C)Non-solid nodule, D)Benign fat, E)Benign calcifica-
tion, F)Complete calcification, G)Central calcification, H)Plate-like atelectasis. For the
purposes of this analysis categories B and C are considered together as ‘non/part solid
nodules’, and categories D,E,G,H are grouped under the title ‘Other’ due to the very low
occurrence rate of these nodule types. Figure 5.11(a) shows the distribution of nodule
types in the test data of database B and figure 5.11(b) shows the performance of the algo-
rithm in detecting the various types.

5.4.4 Detection Rate of Proven Malignancies
Within the test set for database C there are 20 patients who have now had a lesion proved
malignant by means of a biopsy. To determine the ability of our system to detect proven
cancer at an early stage, and in line with our normal protocol (see section 5.1.1) we took
the earliest available scan from each of these patients for inclusion in our database.
Of the 20 malignant lesions in the test set, one was excluded since the nodule was not yet
visible in the earliest scan of the patient which was processed by our algorithm.
Fourteen of the remaining 19 malignancies (73.7%) were successfully detected. Two of
the five malignant nodules undetected by the system were erroneously excluded from the
lung segmentation and thus could not be identified. These results are based on the same
operating point as that which gave an average of 4 false-positives per scan over the entire
test set in Database C. Over these 19 images there was an overall sensitivity of 89.2%
with an average of 5.7 false-positives per scan.
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Figure 5.8: (a) Overall system FROC curves for all three databases. (b) Comparison of
performance on databases B and C for larger nodule sizes. The X-axes are on a logarithmic
scale to show performance at lower FP rates more clearly. Diameter measurements refer
to diameters of spheres with volumes equivalent to those of the nodules
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Figure 5.9: (a) Distribution of nodule sizes in database B. (b) FROC analysis of system
performance per nodule-size group for database B. The X-axis is on a logarithmic scale
to show performance at lower FP rates more clearly. Diameter measurements refer to
diameters of spheres with volumes equivalent to those of the nodules

The 5 missed malignant nodules are depicted in figure 5.12.

5.4.5 Analysis of False-Positive items
In order to analyse the types of FP arising from the system 1013 FP items in 340 scans
were examined by a radiologist in training 2. In the selection of FP items to be examined,
scans with more than 15 FP items were excluded since these potentially contained pathol-
ogy responsible for many of the FP items (see section 5.4.6). The scan selection was

2A physician with two years of experience in radiology, particularly in CT lung cancer evaluation.
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Figure 5.10: (a) Distribution of nodule locations in database B. (b) FROC analysis of
system performance per nodule-location for database B. The X-axis is on a logarithmic
scale to show performance at lower FP rates more clearly.
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Figure 5.11: (a) Distribution of nodule types in database B. (b) FROC analysis of system
performance per nodule type for database B. The X-axis is on a logarithmic scale to show
performance at lower FP rates more clearly.

otherwise random. The FP items in question were detected at an operating point giving
an average 4FP per scan over the full database B.
The observer was asked to categorise each FP item into one of 13 categories as follows:
Nodule, pathology, vessel, vessel junction, fissure, scar tissue, hilum, mediastinum, pro-
truding rib, pleural wall, fluid/phlegm, spinal column, other. The results of the observer
analysis are illustrated in figure 5.13 which also shows the changing trend in FP sources
at different operating points of the CAD system. It should be noted that these results, as
with all cases of single-reading, represent the opinion of a single observer and may be
open to interpretation in some cases. They are nonetheless indicative of the general trend
in the processed data.
The observer judged that 159 of the 1013 FP detections were in fact nodules (15.7%).
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(a) (b)

Figure 5.12: (a) Two large malignant nodules which could not be detected by the system
as they were erroneously excluded from the lung segmentations. (b) Three malignant
nodules which were not detected by the CAD system at an average 4FP per scan. Note
that the first example was also not detected by the radiologist until a follow-up scan. At an
increased false-positive rate of 5FP per scan all three nodules are successfully identified
by the system.

Many of these were too small to have been annotated for the Nelson Trial but nonetheless
it is acceptable for a system such as this to identify them.
Vessels, vessel junctions and parts of fissures made up 464 (45.8%) of the FP items exam-
ined. Also with relatively high proportions were parts of the pleural surface (7.9%), parts
of the spinal column (7.9%) and protruding ribs (7.3%). A further 4.8% of FP items were
caused by fluid/phlegm in the bronchi. Additional lesser difficulties are presented by the
central regions of the hilum (2.4%) and the mediastinum (0.5%).
The remaining 15.8% of FP items are classified in the category ‘other’ which included
regions of the bronchi (4), artefacts (4), pacemaker leads (3), atelectasis (4) and calcium
in the coronary artery (1).
Figure 5.14 shows examples of false positive structures which were assigned to various
categories. Samples of the false-positives which were later identified as nodules are pre-
sented on the top left of this image. Many of these were very small structures which were
overlooked during the original annotation procedure. The leftmost structure is attached
to a vessel junction making it more difficult for an observer to notice. On the top right
of the image, vessels and vessel junctions which were erroneously detected as nodules
are shown. Again, these are mainly very small structures at turning- or branch-points of
vessels. Examples of mediastinal and pleural structures which were detected as nodules
are shown on the bottom left of figure 5.14. It is clear that surfaces with properties sim-
ilar to those of nodules occur frequently in these regions. Pathological structures and an
example of atelectasis (rightmost image) are shown on the bottom right. Such structures
are very similar in appearance to true nodules.

5.4.6 Scans with a high proportion of False-Positive items
It was noted that a number of scans had an unusually high rate of false-positives compared
to the overall system average. In database B, at an overall average rate of 4 FPs per scan,
19 scans contained 15 or more FPs. The number of FPs per item was maximum in a scan
with 103 FP items and the average over the 19 scans was 32.4 FPs per scan These 19
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Figure 5.13: An illustration of the distribution of false-positive types at various operating
points in the CAD system. (This analysis is based on 1013 FP items from database B.)

Figure 5.14: False-positive items examined and categorised by an expert. All images in
axial view. Top Left: 5 items categorised as true nodules. Top Right: 5 items categorised
as vessel or vessel junctions. Bottom Left: 5 items categorised as mediastinum/rib/pleural
surface. Bottom Right: 5 items categorised as pathology/atelectasis

scans were examined by a trainee radiologist to determine whether a clinical reason for
the high number of FPs could be identified.
Of the 19 scans checked, 9 were deemed to have moderate or severe pathology (mainly
interstitial lung disease and fibrosis) which caused the high occurrence of false positive
detections. A further 3 scans contained an extremely high number of nodules, many of
which were not annotated due to the sheer volume of nodules already marked and the fact
that most of them were clearly benign calcifications. The nodules marked by the CAD
system were therefore valid detections and should have been considered true-positives.
The remaining 7 scans displayed no clear reason for the high false-positive rate apart from
poor inhalation in one case and density patterns typical in the lungs of heavy smokers in
the others.
The exclusion of the 12 scans with pathology or widespread unmarked calcifications in-
creased the system sensitivity from 72.4% to 75.2% at 4 FP per scan, demonstrating that
the presence of a small number of such scans has a noticeable effect on the overall system
performance.
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5.5 Discussion
In this chapter a CAD system for the automatic detection of pulmonary nodules has been
presented and extensively evaluated, particularly in the context of lung cancer screening
data. Although many such systems have been presented in previous literature, to our
knowledge no study of this scale has been carried out before. This type of analysis is vital
in the development and improvement of a CAD system in preparation for clinical use.
The results we have presented illustrate both the strong and weak points of the system
as well as highlighting the general difficulty of detecting all nodule types simultaneously
without the introduction of large numbers of false-positive detections.
Our analysis of the system performance categorized by nodule size showed that larger
nodules, which generally pose a greater threat to the patient, remain the most difficult to
detect (figure 5.9). Although the performance was slightly improved by eliminating the
high number of smaller nodules from the training data (see figure 5.8(b)) the results were
not substantially better. In a supervised learning system such as this, the poor perfor-
mance can be partially attributed to the smaller numbers of training samples available for
larger nodules. However it also seems likely that the more irregular shapes and density
patterns exhibited by larger nodules make them difficult to identify conclusively by means
of local image features. This theory is backed up by the outcome of feature selection in
database C compared to databases A and B (table 5.6). For databases A and B, which
contain predominantly nodules with volumes below 50mm3, 20 and 19 features respec-
tively are selected for the second stage classifiers. Database C contains exactly the same
set of nodules as Database B excluding those below 50mm3, and the feature selection
procedure identifies a total of 44 features to be retained for the best results. This increase
in the number of features required may be indicative of the much greater diversity in the
appearance of larger nodules.
In considering the proficiency of the CAD system in the context of nodule locations (fig-
ure 5.10), it can be seen that peripheral nodules present the fewest difficulties. This is to
be expected since they lie in an area where their surfaces are unlikely to be compounded
by any other structures such as vessels or the mediastinal wall. In addition the training
data contains more peripheral nodules than any other type. The system performance is
also extremely good on nodules remote from both the mediastinum and the costal-pleural
surface (Category ‘Other’), again since they are likely to be isolated or have only minor
vessel connections.
In contrast however, the performance on pleural nodules and central nodules is relatively
poor. Central nodules are located around the area of the mediastinum which has a com-
plex topology with many partially spherical surfaces and high intensity values. Nodules
in this region are therefore much more difficult to detect and isolate correctly and have a
surrounding area dissimilar to that of other nodule types. After the first classification step
we retain 90.9% of the central nodules. This figure is comparable with that for nodules in
other locations, implying that it is the second classification step which is mainly at fault in
the incorrect elimination of these candidates. The lower performance rate in the detection
of pleural nodules is likely to be caused by similar factors. Since they are attached to
the pleural surface they are usually roughly hemi-spherical in shape and therefore signif-
icantly different in appearance to all other nodule types. The initial candidate detection
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step correctly identifies 96.4% of the pleural nodules annotated, however after the first
classification only 81.8% are correctly retained which is considerably lower than the gen-
eral system sensitivity at this point. It is clear that nodules in contact with the pleural
surface require special treatment and that a separate procedure should be developed for
the detection of these lesions in our CAD system.
The system performance categorised by nodule-type (figure 5.11) shows that the results
are clearly substantially better for completely calcified nodules, particularly as the rate of
FPs increases. This can be explained by their dense bright appearance and clearly defined
boundaries. There is little difference in the system performance among the remaining
types at false-positive rates above 2 FP per scan. Below 2 FP per scan the performance
for the detection of non or part-solid nodules is substantially worse than for other types.
This is to be expected due to the limited number of training examples and the atypical
appearance of these nodules. However the initial candidate detection step identifies 100%
of the non/part solid lesions, and after the first classification 95% of these are retained,
indicating that it is the second classification step which fails to assign a high probability
of being a nodule to these structures. The development of features which distinguish
efficiently between non-solid lesions and false positive items will substantially improve
the CAD system performance in this respect.
In the detection of malignant nodules our system performed reasonably well with 73.7%
of malignancies being detected at 4FP per scan. Two of the five malignant lesions which
were not detected were incorrectly excluded from the lung segmentation (figure 5.12(a)).
This highlights the importance of an accurate lung segmentation in a complete CAD sys-
tem. A further three malignant lesions were not detected (figure 5.12(b)) at this system
operating point, but at an increased false-positive rate of 5FP per scan these three nodules
are successfully identified. Notably, the first of these three nodules, which was located
close to the apex of the lung, was missed by the radiologist in the scan which was pro-
cessed by the system, and was not detected until a follow-up scan 3 months later. This
demonstrates the potential of a CAD system in pinpointing lesions which might otherwise
be overlooked by a radiologist.
The analysis of false-positive items (figure 5.13) illustrates that the majority of false de-
tections relate to vessel structure or fissures. This is to be expected since these are the
most predominant bright structures in the lung volume. At 4FP per scan 23.1% of false
positive detections are caused by rib, spine or pleural surface, supporting the aforemen-
tioned suggestion that extra measures are required for accurate pleural nodule detection.
At an operating point with 1 FP per scan however, all of these false-positives (with a sin-
gle exception) are eradicated and vessels or vessel junctions dominate the false-positive
group making up 86% of those items which were not categorised as true nodules. Interest-
ingly the true nodule category makes up 35% of the total at this operating point compared
to 16% at 4FP per scan. This implies that the false-positive items which are actually true
nodules tend to have a higher posterior probability of being a nodule than other genuinely
false-positive structures. The system therefore shows promise that with some refinement
these structures could be efficiently distinguished.
It is expected that the algorithm utilised would be equally successful on other types of
chest CT data assuming that appropriate training data is available and nodule visibility is
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equivalent. Where nodule visibility is reduced (in data with thicker slices for example)
the system results may deteriorate, however radiologist readings are also likely to be less
accurate on such datasets. Some parameter tuning is likely to be required when using
different data, particularly for the threshold values for SI and CV and the limit on cluster
size tvol. If the data used to train the system has different properties than the data to be
analysed then system performance is likely to be compromised and will depend largely
on the magnitude of these data discrepancies.
The focus of this work has been on the detection of pulmonary nodules which is clearly
an isolated step in a computer-aided diagnosis processing pipeline. An important addi-
tion to this pipeline would be a nodule classification algorithm to determine whether a
nodule is likely to be malignant or not. This characterization task has been undertaken
by other authors, for example [157, 158]. Among the most important indicators for nod-
ule malignancy are size, shape, opacity and growth rate [159], all of which require an
accurate nodule segmentation in order to be evaluated. Nodule correspondence between
temporal scans can be determined [64], enabling the growth rate to be calculated fully
automatically.
This work has demonstrated the challenges of creating a nodule detection system which
works effectively on low-dose data with a diverse range of nodule types and in a variety
of circumstances such as the presence of pathology. The presented system is largely
successful on the majority of encountered nodules and achieves an accuracy comparable
to that of other systems which are evaluated in much more limited conditions. Future
work will focus on the improvement of demonstrated weak points of the system in order
to develop an effective broad-spectrum nodule detection algorithm.
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The ANODE09 Nodule Detection
Challenge

Abstract

Numerous publications and commercial systems are available that deal with automatic
detection of pulmonary nodules in thoracic computed tomography scans, but a compar-
ative study where many systems are applied to the same data set has not yet been per-
formed. This paper introduces ANODE09 (http://anode09.isi.uu.nl), a database
of 55 scans from a lung cancer screening program and a web-based framework for objec-
tive evaluation of nodule detection algorithms. Any team can upload results to facilitate
benchmarking. The performance of six algorithms for which results are available are
compared; five from academic groups and one commercially available system. A method
to combine the output of multiple systems is proposed. Results show a substantial per-
formance difference between algorithms, and demonstrate that combining the output of
algorithms leads to marked performance improvements.
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6.1 Introduction
Computer-aided detection (CAD) has become one of the most active research areas within
medical image analysis. The detection of pulmonary nodules from volumetric computed
tomography (CT) scans is one of the most studied CAD applications [9]. There are sev-
eral reasons for the interest in this task. First, lung cancer is the most deadly cancer and
early detection may be the most promising strategy to reduce lung cancer mortality. With
CT, small lung nodules can be identified. If these nodules are malignant, they usually
represent early stage lung cancer and with surgical intervention there is a high chance
of long-term survival of the patient [20]. Second, the advent of multi-detector row CT
scanners with fast gantry rotation times has made it possible to scan the entire chest in
a few seconds, well within a single breath-hold. This generates high quality scans with
isotropic voxels around 0.35 mm3, that can be obtained with a low dose and high pa-
tient throughput. As a result, there are currently many ongoing trials that investigate the
efficacy and effectiveness of lung cancer screening with low dose CT among high risk
individuals [160, 161, 162, 163]. In addition to screening, chest CT exams are being
used more often for a wide range of diagnostic tasks. It is always important to report
findings of nodules in these scans, and this can be a cumbersome, time-consuming task
because the scans contain 300 to 500 slices. It appears best to use dedicated visualization
settings (sliding maximum intensity projections of around 10 mm) for optimal detection
performance [164], but such settings may not be optimal for the detection of other abnor-
malities. CAD of nodules may therefore become a practical necessity for time-efficient
interpretation of chest CT scans.
Although at first glance the detection of nodules may seem a fairly straightforward task,
it turns out that nodules come in many forms. There are nodules that are easy to detect,
for example a round, well-marginated, solid nodule of 4 to 10 mm in diameter, located in
the periphery of the lung. But much smaller nodules are also visible on CT, and there are
nodules with complex vascular attachments located in regions with large vessels, and part-
solid and non-solid nodules with densities only slightly above those of the surrounding
lung parenchyma. If a scan contains abnormalities, the lungs may contain many lesions
that are somewhat nodular in appearance, but unrelated to lung cancer. It is therefore
difficult, if not meaningless, to compare the performance of two nodule CAD systems
that have been tested on different databases. Another reason why it is hard to compare
results obtained on different databases is that many studies, especially older ones, have
used scans with thick sections, in the range of 2.5 to 10 mm. For the detection of nodules,
using scans with such thick sections is not recommended because they introduce a partial
volume effect for smaller nodules and prevent the use of visualization techniques such
as sliding maximum intensity projections and volume rendering which improve nodule
detectability [165].
A large number of systems for nodule detection have been proposed in the literature [138,
144, 166, 167, 146, 145, 143, 142, 139, 168, 140, 169, 170, 171, 137, 136, 135, 147, 172,
173, 134, 133, 174, 175, 132, 176, 129, 177, 128, 178]. In addition, several commer-
cial systems for nodule detection are available and many workstations that radiologists
routinely use to interpret CT scans provide on-board nodule detection capabilities. The
reported performance of systems varies tremendously. In a recent literature survey [22],
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a comparison of nine systems yielded sensitivities from 70% to 90% with a range of 0.5
to 15 false positive detections per scan. Even when the same CAD system is evaluated,
results can vary substantially. A study from 2005 [179] measured performance of the
ImageChecker CT LN-1000, developed by R2 Technology (Sunnyvale, CA). This tech-
nology has been acquired by Mevis (Pewaukee, WI) and recently released as Visia CT
Lung. The system was applied to 70 scans with 78 nodules. CAD detected 47 (60%)
of these and produced 1.56 false-positive nodules per scan. In another study [180], the
ImageChecker CT (no version number was given) obtained 73% sensitivity and 6 false
positives (FPs) per scan. Finally, in a recent study [181] the results for ImageChecker
CT V2.0, in a study partly funded by R2 Technology, achieved a sensitivity of 87.7% for
lung cancer nodules with a diameter of 4 mm and larger with either solid or semi-solid
morphology, at a false positive rate of 0.9 per scan.
A major step forward to more objective measurement of CAD performance is the creation
of a publicly available database by the Lung Image Database Consortium (LIDC) [182].
Annotated chest CT scans are available on-line at https://imaging.nci.nih.gov/
ncia/. So far, this collection contains 400 scans. One of the LIDC groups also made data
available at http://www.via.cornell.edu/databases/lungdb.html. Because the
data and annotations are freely available, companies and research groups may report their
results on different subsets of the databases and will almost certainly perform evaluation
in different ways, making the results again difficult to compare.
The purpose of this paper is to present a new database of state-of-the-art CT scans from
a lung cancer screening trial, and a framework for the evaluation of CAD algorithms ap-
plied to this data set. To alleviate the problem that observers tend to show substantial
disagreement on what constitutes a nodule [183], we introduce the concept of relevant
and irrelevant findings. Irrelevant findings are nodules that are unlikely to be cancer, such
as calcified nodules or very small nodules. These irrelevant findings have been marked
in the database and if a CAD system detects such a lesion, the output of the system
is ignored (i.e., not counted as either a true positive or a false positive). Evaluation is
performed using free-response receiver operating characteristic (FROC) analysis and the
results are computed automatically after a list of the coordinates of findings, along with a
degree of suspicion generated by the CAD system is submitted to the ANODE09 web site
(http://anode09.isi.uu.nl). This ensures that every system is evaluated in exactly
the same way, using the same software, and that the results are directly comparable. The
only factors affecting differences in results then would be the CAD system, not the data or
the details of the evaluation procedure. This paper describes the database and the evalua-
tion procedure in detail in Sections 6.2 and 6.3. In Section 6.4 six systems whose findings
have been submitted are described and their results are given in Section 6.5. They in-
clude recent and older CAD systems developed by academic groups and one commercial
system.
The other major contribution of this paper is a generic method to combine the output of
multiple CAD systems, outlined in Section 6.4.7. This is perhaps an even more com-
pelling reason to have organized the ANODE09 study. There is in fact no reason to as-
sume that a single CAD scheme would be optimal for nodule detection. It is more likely
that different methods have complementary strengths, and the availability of multiple sys-
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tem’s outputs on a single database allows us to test this in practice. It will be shown that
combining CAD systems can substantially improve the overall performance. The impli-
cations and limitations of this study are discussed in Section 6.6 and we draw conclusions
in Section 6.7.

6.2 Data
The ANODE09 data set consists of 55 anonymized CT scans. Five scans are examples and
are made available with radiologist annotations. These scans are not used in the evaluation
of algorithms and can be used for training CAD algorithms or optimizing their internal
settings, if desired. The remaining fifty scans are for testing. The reference annotations
for those fifty scans are not publicly available.
All data has been provided by the University Medical Center Utrecht and originates from
the NELSON study, the largest CT lung cancer screening trial in Europe. Current and
former heavy smokers, mainly men, aged 50 to 75 years are included in this study. Scans
were acquired on a 16 or 64-slice CT scanner (Philips Medical Systems, Cleveland, OH)
using a spiral mode with 16×0.75 mm or 64×0.75 mm collimation. The entire chest was
scanned in 4 to 10 seconds using a caudo-cranial scan direction to minimize breathing
artifacts. Scans were performed in full inspiration, without spirometric control. Exposure
settings were low-dose: 30 mAs and 120 kVp (volume CT dose index, CTDIvol = 2.2
mGy) for patients weighing less than 80 kg, and 30 mAs at 140 kVp for those weighing
over 80 kg (CTDIvol = 3.5 mGy). Axial images with a 512×512 matrix were recon-
structed at 1.0 mm thickness and 0.7 mm increment, using a moderately soft reconstruc-
tion kernel (Philips B) and the smallest field of view that included the outer rib margins
at the widest dimension of the thorax. As a result of this scanning procedure, where the
field of view is adjusted to patient size, the resolution in the x and y-direction varied from
0.59 to 0.83 mm with an average of 0.71. The data is therefore nearly isotropic. More
information about the acquisition process and the screening study from which the data
originates is available elsewhere [23, 184].
The large majority of the ANODE09 scans were randomly selected from the entire Utrecht
database of the NELSON screening program. A small number of scans were randomly
picked from the 1% of scans in the entire database which contained the largest number of
annotations. Scans that contained evident interstitial lung disease, which can lead to the
presence of hundreds of usually small nodular findings, were excluded. The reason for
adding some scans with more than the average number of findings is that we aimed to have
a reasonable number of nodules in a test set that was not too large, to make web-based
distribution of the data feasible.
It should be noted that the ANODE09 data set contains relatively few larger nodules,
especially compared to other databases on which results for nodule CAD systems have
been reported in the literature. We did not, as was done for example in [178], specifically
add cases with larger nodules. The ANODE09 set can be considered representative of
findings among asymptomatic heavy smokers.
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6.3 Annotation and evaluation

6.3.1 Annotation process and irrelevant findings
In the NELSON study, nodules – defined as a round opacity, at least moderately well
marginated and no greater than 3 cm in maximum diameter [18] – were divided into four
groups [23]. Class 1 contained nodules with fat, benign calcifications or other benign
characteristics. The other groups contained nodules without benign characteristics. Class
2 nodules had a volume below 50 mm3. All volume measurements were done in 3D
on Siemens workstations using the Syngo Lungcare software package (Somaris/5 VB
10A-W). If 3D segmentation failed, a diameter was drawn on an axial section. Class 3
contained solid, part-solid or non-solid nodules with a volume between 50 and 500 mm3.
The equivalent diameters1 are 4.57 mm and 9.84 mm, respectively. Larger nodules fell
into class 4 and participants with such a nodule were referred to a pulmonologist for
work-up and diagnosis. Participants with a class 3 nodule were invited for a 3 month
repeat scan. Finding a nodule in class 2 did not change the follow-up, and there was
no lower size limit for class 2 nodules. Therefore not all of such small nodules may have
been annotated. Scans were read by an experienced observer and by a second experienced
observer in an unblinded fashion.
From our experience in the NELSON study we have learnt that it is not easy to distinguish
nodules from findings that mimic a nodule. This is supported by the literature, e.g. [179].
Most of these findings are scars, but other examples are vessels with a local outpouching
and pleural plaques. The LIDC study [182, 185, 183] has made explicit the variation
among radiologists in the identification of lung nodules. In the LIDC study four observers
indicated nodules in 90 chest CT scans in a two step process, first blinded, next unblinded,
so that they could see the results of the three other readers. It was found [186] that for
nodules ≥ 3 mm, there were 174 nodules where at least 1 of 4 observers said it was a
nodule, for 146 of those at least 2 of 4 observers agreed, for 121 at least 3 agreed and for
90 all four agreed. These results indicate that there is a large number of nodules for which
human expert observers agree, but an approximately equally large group of findings about
which there is no consensus among observers. If a CAD system placed a marker on such
a nodule, should it be considered a true positive or a false positive?
To partly circumvent this problem, we introduced a second category of findings in the
ANODE09 study. We call this category ‘irrelevant findings’, as opposed to ‘relevant’ or
actionable findings, i.e. the nodules that a CAD system definitively should detect. Any
CAD marks in regions around irrelevant findings are ignored in the evaluation, as ex-
plained in Section 6.3.2. There are three types of irrelevant findings: findings that mimic
a nodule but that an expert observer believes not to be a nodule, nodules with benign
characteristics (class 1 in the NELSON protocol), and nodules that are too small to be
relevant.
Almost all very small lung nodules are benign and are normal pulmonary lymph nodes
or small granulomas [187]. Here one needs to use a threshold for volume or effective

1The effective or equivalent diameter of a nodule is the diameter of a sphere with the same volume as a 3D
segmentation of that nodule. Throughout this paper we give the size of nodules in mm and these lengths always
mean effective diameter and are usually derived from a 3D segmentation.
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diameter. We decided to use the threshold of 4 mm effective diameter, because it is the one
currently recommended by the Fleischner Society [20] and many CAD systems use this
threshold as well. This is a slightly smaller size than what is used in the NELSON study.
In some scans with many nodules, some nodules were also listed as irrelevant (and thus
ignored in the evaluation) although they did meet all the requirements of relevant nodules.
This was done to prevent the results of a CAD algorithm on a few scans dominating the
assessment of its performance.
The rationale for introducing irrelevant findings is that it is unfair or at least debatable to
call a mark on such a finding a false positive. Accurate segmentation of nodules is an ex-
traordinarily difficult task [188] and therefore in ANODE09 a mark on a nodule slightly
below 4 mm in diameter according to our segmentation procedure will not count as an
error. Similarly, a mark on a calcified nodule may be appreciated by some radiologists
and should not count as an error. As it is difficult to distinguish scarring and other abnor-
malities from nodules that may represent lung cancer, it would be unfair to count a mark
on such a lesion as wrong as an obvious false positive that is placed, for example, on a
vessel bifurcation.
To implement this, two observers annotated in a blinded fashion all 55 ANODE09 scans
using the NELSON annotations as a basis. The majority of relevant findings were already
contained in the NELSON annotations. Findings that were not in the NELSON annota-
tions were added, and all findings were labeled as relevant or irrelevant. One observer
was a very experienced reader from the NELSON trial, the other one was a radiologist
in training. A third observer, an experienced radiologist, resolved cases where the two
observers disagreed. All findings were segmented with an in house implementation of an
algorithm comparable to [156], where the parameters were adjusted interactively by a hu-
man operator until a satisfactory segmentation was obtained. Findings below 4 mm were
listed as irrelevant. There was no lower size limit specified, but in practice the smallest
annotated irrelevant nodules have a diameter around 2 mm. In the 50 test scans of the
ANODE09 set we recorded 207 relevant and 433 irrelevant findings. In the five example
scans 39 relevant nodules and 31 irrelevant findings were annotated.
For each annotation the scan name, x, y, z coordinates of the point clicked by the observer
and diameter were stored. In addition, for each relevant finding it was recorded if it was
in contact with the pleura (29%), a fissure (17%), or a vessel (42%). This was done based
on visual assessment by one observer. It is especially difficult to judge if a nodule is in
contact with vasculature. Probably all nodules are in contact with very small vessels close
to or below the resolution of a CT scan, so it is hard to draw the distinction. This issue is
not so critical; the categorization was only made to allow us to define different groups of
nodules and report performance of methods for different subsets: pleural nodules, peri-
fissural nodules, vascular nodules and isolated nodules. Note that a nodule can belong
to more than one category of the first three. A nodule is isolated if it is not in contact
with the pleura, a fissure or a vessel. This was the case for 20% of all nodules. Nodules
were also divided into small and large nodules. The cut-off point was chosen to be 5
mm. At this point, 45% of nodules were large. Although the difference between a 4 or
5 mm nodule may seem small, note that it corresponds to almost a doubling in volume.
Few nodules were above 7 mm (10%) and very few above 9 mm (2%). The densities of
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nodules varied, from calcified (irrelevant findings) to solid, to part-solid and non-solid.
Part-solid and non-solid nodules were not included as separate categories as these were
relatively rare among the relevant findings. Examples of different types of nodules and
irrelevant findings are given in Figure 6.1.

6.3.2 Evaluation: hit criterion
The results of CAD systems that have processed the test scans must be submitted on-
line in the form of a text file with a set S of findings, specified by a scan name (test01 to
test50), a 3D position (x, y, and z coordinate) and a degree of suspicion p. In order to limit
the amount of computational processing required for the evaluation, only the 2000 most
suspicious findings are analyzed. In the evaluation procedure it is determined for each
finding if its distance to any nodule (relevant finding) in the scan is less than 1.5 times the
radius of that nodule. If so, this signifies a hit. The factor 1.5 is used to make sure a ‘near
hit’ is allowed, and to compensate for the fact that nodules are not perfectly spherical
while distances between center points are used in the computations. We experimented
with higher and lower values for this factor but found the overall results to be very stable
for a wide range of values.
If a hit on a relevant finding is produced, the finding will count as a true positive (TP)
and increase the overall average sensitivity of the algorithm. The relevant finding is then
removed from the reference set so that it can ‘hit’ only once. If no hit is produced, it is
determined if the distance of the finding to any irrelevant finding in the scan is less than
1.5 times the radius of that finding. If so, the finding does not count as true positive, nor
as false positive; it will simply be discarded. Otherwise, the finding will be considered a
false positive (FP).

6.3.3 FROC analysis
Results are evaluated with free-response receiver operating characteristic (FROC) analy-
sis (see [189], Chapter 5). This means that the sensitivity (the fraction of true nodules in
all test scans detected by the system, given by TP/n where n is the total number of rele-
vant findings in all scans, so n = 207 in this study) is plotted as a function of the average
number of false positive markers per scan (given by FP/m where m is the total number of
scans, som = 50 in this study). To obtain a point on the FROC curve, only those findings
of a CAD system whose degree of suspicion p ≥ t, where t is a threshold, are selected,
and the number of false positives FP and true positives TP is determined, according to
the procedure outlined in Section 6.3.2. Each unique value p in S defines a unique point
on the FROC curve, using that p value as the threshold t. Between these points, straight
lines are drawn to produce the FROC curve. The point with the lowest false positive rate
is connected to (0,0). From the point with the highest false positive rate, the FROC curve
is extended by a straight horizontal line.
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

(j) (k) (l)

(m) (n) (o)

Figure 6.1: Examples of relevant and irrelevant findings. In every box a nodule is dis-
played in a sagittal, coronal and axial view, 35 voxels (approximately 25 mm) around the
center point using a lung window (center -600 HU, width 1600 HU). The top row shows
three small nodules, (a) an isolated nodule of 4.4 mm; (b) a pleural nodule of 4.2 mm and
(c) a peri-fissural nodule of 4.8 mm (the thin line visible on each view is the fissure). The
second row shows three large nodules, (d) a nodule of 5.9 mm with vascular attachments;
(e) a ground-glass nodule of 5.4 mm (a relatively rare finding and therefore not used as a
separate category in this study) and (f) a large pleural nodule (18.4 mm). The third row
shows nodules that were too small (below 4 mm) to be relevant. Nodules measure (g) 3.2
mm, (h) 3.5 mm, and (i) 2.3 mm, respectively. The fourth row (j-l) shows three examples
of calcified nodules. Calcification is a benign characteristic and therefore these were con-
sidered irrelevant findings. Even with the used window level it is evident that the nodules
are too bright (dense). The last row shows several lesions that were not considered nod-
ules, but (m) apical scarring, (n) pleural thickening and a (o) a nodular abnormality next
to an emphysematous bulla, unrelated to lung cancer.
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6.3.4 Scoring system
To extract a single score from the FROC curve, we measure the sensitivity at 7 pre-defined
false positive rates: 1/8, 1/4, 1/2, 1, 2, 4, and 8 FPs per scan. Note that since we connect
points on the FROC with straight lines as outlined above, we can always exactly compute
these sensitivities from the curve, even if there is no threshold t that precisely produces
these false positive rates. These 7 sensitivities are averaged to obtain an overall score of
a system. Clearly a perfect system will have a score of 1 and the lowest possible score
is 0. Most CAD systems in clinical use today have their internal threshold set to operate
somewhere between 1 to 4 false positives per scan on average (most systems do not allow
the user to vary the threshold). To make the task more challenging, we included lower
false positive rates than those used in clinical practice in our evaluation. This determines if
a system can also identify a significant percentage of nodules with very few false alarms,
as might be needed for CAD algorithms that operate autonomously.
From the previous exposition, it should be clear that to obtain a good score, systems
should include enough findings in their results to reach the point of 8 FPs per scan. It
is also recommended to include enough distinct values for the degree of suspicion p to
produce a decent number of unique points on the FROC curve. In the extreme case that all
findings are assigned the same p value, there will be only one point on the curve defined,
and a straight line will be drawn from (0,0) to this point, and a horizontal line will extend
from that point to the right.

6.4 Methods
In this section a brief description is provided of six methods that have been applied to
the ANODE09 data set. These methods are listed as A to F in the remainder of this
paper. Two more methods have been submitted [190, 191] but their performance was
much lower than that of the other systems and therefore they have not been included in
this analysis. For each method the main steps of the algorithm are given. It is also listed
what training data was used. If available, typical performance of the system on previously
used evaluation data is provided.
This section also presents a general method to combine the output of multiple CAD sys-
tems.

6.4.1 Method A: Fujitalab
This method was developed at Gifu University, Japan. A key original element in this de-
tection approach is the analysis of nodule patterns with second-order local autocorrelation
features in 3D space and multi-regression analysis. The second-order local autocorrela-
tion features were expressed as a feature vector calculated from the voxel values in a
3×3×3 region. From a region of this size 235 combination patterns can be obtained,
excluding combinations which can be obtained by parallel movement of the center of
the region. For each combination, the voxel values were multiplied, and the result was
expressed as a component of the feature vector.
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Using multi-regression analysis, the weighting factor for these 235 elements and a con-
stant value were determined to indicate the training values. The training value was defined
as the likelihood of nodules. A nodular shadow gave a 3D Gaussian distribution for the
training output; on the other hand, a normal shadow gave a zero output.
The complete scheme involved the following steps: Segmentation of lung region; 3D
matched filtering using 3D Fourier Transforms; 3D gradient concentration filtering; iden-
tification of initial candidates of nodules; false-positive reduction; analysis of the nodule
images from the 235 patterns using the multi-regression analysis; calculation of mutual
correlation between the training pattern and the estimated image; elimination of false-
positives using a rule-based approach; and calculation of the final detection results.
The lung region was segmented with gray-scale thresholding and 3D component label-
ing. The gradient concentration filter was designed to enhance rounded convex regions
by measuring the degree of convergence of the gradient vectors around a point of inter-
est. However, this method of using gradient concentration filters for 3D image processing
is time-consuming and the segmentation results are not very satisfactory. Therefore, an
improved gradient concentration filter that limits the region in which the degree of con-
vergence is calculated was used in this study. This limited region was considered to be
the one that possibility includes nodules such as rounded convex regions. The calculation
time could be shortened by limiting the calculation to a given region. Additionally, good
segmentation results were obtained in this case. As for the nodules, the output value of the
degree of concentration showed a high value compared with a blood vessel region. Then,
pixels with a high output value of the degree-of-concentration filter were used as starting
points for a region growing technique and in this way candidate regions were obtained.
Image features, i.e. size, degree of sphericity, aspect ratio, mean value of the degree of
convergence, and the maximum value of the degree of convergence, were used for elimi-
nation of false positives.
Next, the auto-correlation features and multi-regression analysis was applied to the re-
maining candidates. The output of multi-regression is expected to be a continuous value;
hence, the comparison between the training patterns obtained in multi-regression and the
output also emphasized the nodular shadows. False-positives were therefore further elim-
inated by using the correlation value and the volume of the remaining candidates.
For training, the five example cases from the ANODE09 study were used. The CAD
system was implemented in C/C++. The average processing time per case is 10 minutes
on a PC with 16GB memory and a 2.0GHz Opteron dual processor.

6.4.2 Method B: Region Growing Volume Plateau
This method was developed at the University of Bari, Italy, in the MAGIC-5 research
project [192]. The method has been published [145] and was slightly modified for this
study.
The system consisted of three steps: 1) the lung parenchymal volume was segmented in
the whole CT volume; 2) a region growing algorithm was iteratively applied to the seg-
mented volume to detect candidate nodules; 3) a double-threshold and a neural network
were applied to reduce false positives and classify the findings.
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The lung parenchymal segmentation started with a simple-threshold 3D region growing
applied to the CT volume. The result is a binary mask of the respiratory system, con-
taining the trachea, the bronchi, and the lungs. The next step was the segmentation of the
external airways (trachea and bronchi) by a 3D region growing with wave-front simulation
and suitable stop conditions, allowing a proper handling of the hilar region. Particular at-
tention was given to detecting and solving the problem of the apparent fusion between the
lungs, caused by partial-volume effects. 3D morphology operations ensured the accurate
inclusion of all the nodules (internal, pleural, and vascular) in the segmented volume.
The second step detected candidate nodules inside the segmented volume. This function-
ality was implemented by a region growing algorithm with an inclusion rule given by the
logical AND of two rules: a voxel was included in the region if its density averaged with
its first order neighbors was larger than a threshold t1, and a voxel was included in the
region if its density was larger than a threshold t2.
The threshold t1 was dynamically defined for each nodule candidate. Starting from an
initial value, t1 was decreased to obtain a curve providing the volume as a function of the
threshold. In general, this curve shows a decrease followed by a plateau due to difference
in density between the background and the nodule candidate. From this curve it is possible
to infer the best t1 value as the smallest in the range of the plateau.
The t2 threshold and the starting value of t1 were chosen in order to maximize the de-
tection rate (the fraction of selected nodules with respect to the total number of nodules
diagnosed by the radiologist). The seed points were searched automatically as follows:
the segmented volume is scanned until a voxel matching the inclusion rules (with thresh-
olds t2 and t1) was found; this voxel was used as seed point and the growth was started.
Once the region was completely grown, it was removed from the scan and stored for fur-
ther analysis. Then the search for new seed points was restarted. This process was iterated
until no more seed points matching the inclusion rules were found.
For each candidate nodule the following features were calculated: sphericity, ellipticity,
maximum intensity, intensity standard deviation, Shannon entropy, volume, maximum
radius. Almost all the FPs findings refer to candidates with too few voxels or to non-
spherical candidates and could be easily ruled out by a simple threshold on the volume
and the sphericity. A further reduction of false detections was obtained by means of a
classification step carried out by a supervised two-layered feed-forward neural network,
trained with a gradient descent learning rule and with a sigmoid transfer function. The
output of the neural network was used as degree of suspicion for each candidate.
Initially, results based on the training data described in [145] were submitted to the AN-
ODE09 organizers. This is the training data also used by methods C and D. Later it was
found that training the system with the example scans of the ANODE09 data set pro-
duced slightly better results on those example sets (tested through cross-validation) and
therefore these example scans were used in the final submission presented in this chapter.
The method runs in an average of 15 minutes per scan on an Intel Xeon Dual Quad Core
2.6 GHz CPU” with 16 GB of RAM, using only a single core. The implementation is
in C++ using Root- CERN Data Analysis Framework, an open-source C++ framework
developed at CERN for high energy physics data analysis.
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6.4.3 Method C: Channeler Ant Model
This method has been developed by researchers from the University of Torino, Italy and
CEADEN in Cuba within the framework of the MAGIC-5 research project [192]. The
system is aimed at segmentation of generic 3D objects of unknown shape and can there-
fore be adapted to the automated search for lung nodules in low-dose CT scans.
The training data consisted of a set of low-dose lung CT scans collected by the Pisa Center
of the ITALUNG-CT trial, the first Italian randomized controlled trial for the screening of
lung cancer [193]. The CT scans were acquired with a 4-slice spiral CT scanner (Siemens
Volume Zoom) according to a low-dose protocol (tube voltage: 140 kV, tube current:
20 mA, mean equivalent dose 0.6 mSv), with 1.25 mm slice collimation. Slices were
reconstructed at 1 mm thickness, using a medium sharp reconstruction kernel (Siemens
B50f). The number of slices per scan was approximately 300, each slice being a 512 by
512 pixel matrix, with pixel sizes ranging from 0.53 to 0.74 mm. The scans were anno-
tated by experienced radiologists with a dedicated annotation and visualization tool [194].
The method started with lung segmentation. The lung parenchyma was identified by
means of a 3D region growing method and a wavefront algorithm for the definition of the
lung surface on the inner side.
The Channeler Ant Model [195] was used as a segmentation method for the vessel tree
and the nodules candidates. Ant colonies were released on selected position of a 3D
matrix, i.e. the anthill. Each ant behaves according to a predefined set of rules [195] and
releases a quantity of pheromone while moving in the 3D environment defined by the lung
volume. When the colony was extinct and no more voxels matched the required conditions
to become anthills, the information provided by the pheromone map was analyzed. Ants
explore (i.e. live in) a 3D environment described in terms of positions and intensities of
voxels. Their life cycle is a sequence of atomic time steps, during which ants move from
one voxel to one of its 26 neighbors. The behavior of ants was defined by a set of rules
that specify how they move in the environment, how much pheromone they release before
moving to another location, when they reproduce or die. The environment is defined by
the voxel image intensities, which can be thought of as the amount of available food
for the colony: therefore, voxel intensities should be progressively consumed when the
number of visits increases. This mechanism, required to make the colony evolve and
explore the environment, was implemented in a complementary way: whenever the limit
to the maximum number of visits in a voxel was reached, the voxel was no more available
as a destination.
The ant colony started evolving from a voxel at the root of the vessel tree. When all the
ants in the colony have died, the process stopped and the segmented object was removed
from the original image and its coordinates were added to a list. In the remaining image,
a voxel with intensity greater than a predefined threshold became the new anthill and a
new ant colony was deployed. If the number of voxels of an object was large with respect
to the maximum expected size of a nodule, as it happens with the bronchial and vascular
trees, the object was processed and smaller connected objects are looked for. The process
finished when all the voxels inside the matrix with intensity above the threshold had been
analyzed. From the segmented objects five features were extracted: number of voxels,
maximum intensity, average intensity, standard deviation of intensity and sphericity. A
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feed-forward artificial neural network was implemented in order to classify the segmented
objects.
A limitation of the method is that nodules with diameter smaller than 3 mm attached to
the vascular tree can not be detected. When the system was applied to the training data
set, using cross-validation, a sensitivity of 46% and 64% was obtained at an average of 2
and 6 false positives per scan, respectively.
The Channeler Ants run in an average of 550 seconds per CT scan on an iMac with a 2.4
GHz Intel Core 2 Duo processor and 2 GB RAM. The software is implemented in C++ as
an extension of the Root functionality and shares its code repository with the previously
described method.

6.4.4 Method D: Voxel-Based Neural Approach
This method was jointly developed by researchers from INFN and the University of
Pisa, Italy, and a researcher from Bracco Imaging S.p.A. within the MAGIC-5 research
project [192]. The method is described in [196, 197]. A subset of the ITALUNG-CT data
set [193] that was also used in Method C was available to train and validate the system.
First, lung nodules were partitioned in two main classes, depending on their location in
the lung. A nodule was labeled either as internal if fully contained in the lung parenchyma
or as juxtapleural if connected to the pleura. The internal and juxtapleural nodule classes
surely included the ANODE09 categories of isolated and pleural nodules, respectively.
Nodules belonging to the other ANODE09 categories (peri-fissural and vascular) could
either fall into the internal or into the juxtapleural nodule class.
The system dealt differently with internal and juxtapleural nodules, by means of two
dedicated procedures: CADI for internal and CADJP for juxtapleural nodules. Both are
three-step procedures [198, 133, 196, 197, 199]:

1. Lung segmentation: an approach based on thresholding, region growing and mor-
phological operators is implemented, once the scans have been isotropically resam-
pled. In order to outline the shape of the pleura irregularities (including juxtapleural
nodules), the lung boundaries were not smoothed. The identified lung mask, includ-
ing vessels and airway walls, was used for CADI, whereas its boundary was used
for CADJP.

2. Candidate nodule selection:

• CADI: internal nodules were modeled as spherical objects with a Gaussian
profile, following the approach proposed in [200]; the 3D matrix of data was
filtered with a multi-scale filter function built to discriminate between spheri-
cal objects and objects with planar or elongated shapes. The local maxima of
the 3D filtered matrix were the internal candidate nodule locations. A large
number of false positives were included at this stage, above all crossings be-
tween blood vessels.

• CADJP: to identify juxtapleural candidate nodules, pleura surface normals
were constructed and each voxel was assigned a score proportional to the
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number of normals intersecting in it. To deal with noise, cylinders with Gaus-
sian profile were considered instead of segments [134]. The local maxima of
the 3D score matrix were the juxtapleural candidate nodule locations. A large
number of FPs was found, mostly due to irregularities in the pleura surface
(e.g. apical scars, pleural thickening and plaques) and movement artifacts.

3. FP reduction: an original procedure, the Voxel-Based Neural Approach [198, 133,
196, 197], was developed to reduce the number of FPs in the lists of internal and
juxtapleural candidate nodules. First, a region of interest (ROI) including voxels
belonging to the candidate nodule was defined from each location provided by the
previous step. For internal candidate nodules, a simple procedure based on relative
thresholding was implemented, while for juxtapleural candidate nodules a morpho-
logical opening-based algorithm was used. The basic idea is to associate to each
voxel of a ROI a feature vector constituted by the intensity values of its 3D neigh-
bors and the eigenvalues of the gradient matrix and of the Hessian matrix. Feature
vectors were then classified by a three-layer feed-forward neural network which is
trained to assign each voxel either to the nodule or normal tissue target class. A ROI
was assigned a degree of suspicion p, defined as the percentage of voxels tagged as
nodule by the neural classifier.

The final list of findings was simply obtained by merging the output lists of findings
generated by CADI and CADJP.
The training data used for CADI consisted of 30 internal nodules contained in 15 CT
scans, whereas 28 nodules belonging to 14 CT scans were used for CADJP. The diameters
of these nodules were in the 4–12 mm range; in particular, the 65% of them was in the
4–6 mm range. Calcified solid nodules were not considered. As only a very small number
of part-solid or non-solid nodules were annotated in the available data set, they were not
included.
System performance was evaluated on a prediction set of thirty other scans extracted
from the ITALUNG-CT data set, containing 35 internal and 32 juxtapleural nodules. A
sensitivity of 78% and 70% was measured at 8 and 4 false positive detection per scan,
respectively [197].
The algorithm for detecting internal nodules runs in an average of 12 minutes and the
algorithm for juxta-pleural nodules requires 15 minutes per scan, both running on a Dual
Opteron 2.5 GHz machine with 4 GB of RAM, using a single core. The systems were
developed in C++ using the Insight Toolkit (http://www.itk.org/), an open-source
framework for segmentation and registration of medical images, while the neural net-
works were implemented using FANN (Fast Artificial Neural Network) (http://leenissen.dk
/fann/), an open source neural network library.

6.4.5 Method E: ISI-CAD
This method was developed at the University Medical Center Utrecht, the Netherlands, by
the group who organized the ANODE09 study. The method is described in detail in [147]
and [201].
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First the scan was subsampled to isotropic resolution and axial slices of 256 by 256. The
lungs were segmented by region growing and post-processing, including morphological
smoothing of the lung boundaries [40]. To extract nodule candidates, the shape index and
curvedness were computed at a fixed scale of 1 voxel. Voxels for which these values are
within preset ranges are clustered into a candidate structure. This procedure yielded on
average around 700 structures per scan.
False-positive candidates are removed by means of a two-step approach using k-nearest
neighbor classification (kNN). The kNN classifiers are trained using features of the im-
age intensity gradients and gray-values in addition to further measures of shape index and
curvedness profiles in the candidate regions. The initial classification step uses a small
number of relatively simple features to quickly reduce the most obviously incorrect can-
didates. These are not further processed. After this first stage around 80 candidates per
scan remain. The second classifier employs more features of higher complexity in order
to classify the more ambiguous remaining candidates as accurately as possible. A total
of 135 features were initially considered as being potentially useful. For both classifi-
cation steps, sequential forward floating selection was employed in the training stage to
identify the most useful features. A total of eight features were selected for the initial
classification, with 19 features being chosen for the final classifier.
The training data consisted of data from 722 scans from the NELSON screening program,
which is the same data source as the ANODE09 data set, giving this method a unique ad-
vantage over the other methods considered in this chapter. The complete set of NELSON
annotations were used as reference for training the CAD system. The ANODE09 scans
are from different subjects that those in the training data. In previous work [201], the
method was tested on 813 NELSON scans and detected 80% of annotated nodules at an
average of 4.2 false-positive detections per scan.
The method is implemented in C++ and the required computation time per scan is about
two minutes for lung segmentation and two minutes for nodule analysis using a single
core of a 3GHz processor in a PC with at least 2GB RAM.

6.4.6 Method F: Philips Lung Nodule CAD
The final method in this chapter is a commercially available algorithm. We evaluated
the Philips Lung Nodule CAD option that is part of the Lung Nodule Assessment (LNA-
K023785) application that runs in the CT workstation called Extended Brilliance Workspace
or EBW (Philips Medical Systems, Cleveland, OH). This is a general purpose viewing and
processing workstation for medical images with several packages for dedicated CT image
analysis on-board of which nodule analysis is one. The software produces a number of
markers per CT scan. This number cannot be adjusted (as is the case in most commer-
cial CAD software). The software also does not return voxel coordinates. The markers
were presented in a list box as CAD1, CAD2, CAD3, and so on, depending on how many
marks were available for a particular case. It was our impression that items higher in this
list corresponded to more suspicious findings. In order to convert the software output to a
format suitable for ANODE09, we therefore proceeded as follows. Two medical students
processed the 50 ANODE09 cases and located the markers in a separate software pro-
gram to obtain approximate voxel locations. A finding that was listed as CAD1 received
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a likelihood of 1, a finding that was listed as CAD2 received a likelihood of 1/2, and so
on. In this way, the first point of the FROC curve that will be generated consists of only
the CAD1 marks of all cases, the second point on the curve consists of CAD1 and CAD2
marks, and so on. Note that it cannot be taken for granted that the first finding of one scan
has the same absolute relevance of the first finding of another scan. Thus the real FROC of
the system will necessary be unpredictably different, and will probably be slightly better
than what is reported here. The only point that we know for sure to be correct is the point
with the lowest false positive rate at the highest sensitivity, where all marks are used.
The Philips Lung Nodule CAD comes with extensive documentation on its use and de-
scribes the results of clinical studies to investigate its effectiveness. The documentation
is brief, however, about the working of the algorithm. It states that the scheme consists of
four principal parts. First, the lungs are segmented. Next, seed points are determined from
2D analysis of slices. From these seeds, 3D features and metrics are computed. Finally,
the list of candidates is reduced by filtering each candidate on its features and metrics
and the application of simple accept/reject rules. From this description, we believe the
method is comparable to the algorithm outlined in two publications by Wiemker and co-
workers [176, 132]. The characteristics and total number of training scans that were used
to develop the accept/reject rules is unknown.
In a clinical study where four sites contributed 110 subject cases, the system was found to
yield between 5 and 8 false positive markers per case and have a sensitivity of around 60%
for nodules that were determined by a consensus panel and around 36% for all nodules
indicated by the radiologists in the study. These results are reported in the documentation
of the EBW but a literature reference is not given.
The algorithm takes 40 to 60 seconds per scan, running on a central server where the web
portal version of EBW resides. From the status messages provided by the softweare, it
seems about half of that time is spent on the lung segmentation.

6.4.7 System combination
Like many tasks in medical image analysis, nodule detection is a complicated problem
that can be approached in many different ways. The detection algorithms outlined above
indeed appear substantially different. If multiple methods focus on different aspects of a
problem, it is not unlikely that a proper combination of their output would yield a higher
performance than any of the methods stand-alone.
To investigate this, we propose a way to combine the results of multiple nodule CAD
systems without access to their internals, like the feature values of candidates that are
input to an internal classifier. The proposed blending method employs only the findings
(coordinates and degree of suspicion p for each finding) and information about the per-
formance of individual systems. It uses this performance information in such a way that
systems with better performance are implicitly weighed more heavily in the combination.
Without such knowledge, making a proper combination of systems with widely different
performance levels is difficult.
More precisely, we assume that, before combining, the results of a CAD system on an
evaluation set with known truth are available. Let pi, i = 1, . . . , n denote the likelihood
of each CAD finding. Every unique value of p in the set of n findings corresponds to a
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point on the FROC curve of the system, as explained in Section 6.3.3. For every unique p
value we can compute the number of true positives TP when we consider all findings with
pi >= p as positive. We can also compute the number of false positives FP we obtain at
this threshold (disregarding irrelevant findings). Now we associate with each p a value

f(p)→ TP
FP + TP + 1

, (6.1)

where the factor +1 has been added in the denominator to avoid division by zero in the
exceptional situation that all findings are irrelevant, in which case both TP and FP equal
zero. The values f(p) are approximately equal to the probability that a finding in the
evaluation set with likelihood p or higher represents a true nodule. Such probabilities are
natural measures to combine.
To combine systems, we compute f(p) for every finding from every system. All findings
are sorted so that we have fi, i = 1, . . . , n and fi >= fj if i < j. Starting at fi with
i = 1, it is checked for all findings fj , j = i+1, . . . , n if they correspond with fi. In this
study we used the simple rule that findings within 5 voxels of each other (and obviously
located in the same scan) are corresponding. A more elaborate criterion, such as the one
used to compute the FROC curves in this study, could be used instead, but this is not
possible as no segmentations or effective diameters of the input findings are available. If
two findings fi and fj correspond, we set

fi → fi + fj ,

remove fj from the list of findings and continue the procedure. It is easy to see that this
is conceptually similar to averaging the probabilities for each finding across all systems,
where undetected findings correspond to a zero probability: we add up the findings we are
able to match across systems and if a system does not detect a particular finding, nothing
will be added. Note that systems with low performance have f values that are close to
zero for (nearly) all their findings, and these systems are therefore automatically weighed
less heavily in the combination.

6.5 Results
The results for all systems are tabulated in Tables 6.1 and 6.2. There is considerable vari-
ation in the overall scores. System E clearly outperforms the other schemes. The results
for the different classes of nodules reveal more subtle differences between the systems.
For example, system F scores much better for larger nodules compared to smaller ones,
but for other systems the opposite holds. In general, isolated nodules seem easier to detect
than peri-fissural and vascular nodules, and pleural nodules are the hardest. But for some
systems this general trend does not hold.
Table 6.4 shows the results for all 57 possible combinations that can be made from 6
systems. It is evident that blending the output of CAD systems can lead to spectacular
improvements in performance. The combination of systems B and C, with individual
scores of 0.291 and 0.254, leads to a system with a score of 0.437, an increase of 0.146
compared to B alone. An even larger improvement is obtained when systems C and
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System A
FPs/scan 1/8 1/4 1/2 1 2 4 8 average
Nodule type
small 0.154 0.171 0.231 0.282 0.299 0.316 0.316 0.253
large 0.111 0.122 0.144 0.178 0.178 0.189 0.189 0.159
isolated 0.238 0.262 0.310 0.381 0.381 0.381 0.381 0.333
vascular 0.116 0.140 0.186 0.209 0.221 0.244 0.244 0.194
pleural 0.051 0.051 0.068 0.119 0.136 0.153 0.153 0.104
peri-fissural 0.171 0.171 0.286 0.314 0.314 0.314 0.314 0.269
all nodules 0.135 0.150 0.193 0.237 0.246 0.261 0.261 0.212

System B
FPs/scan 1/8 1/4 1/2 1 2 4 8 average
Nodule type
small 0.111 0.171 0.222 0.299 0.453 0.538 0.581 0.339
large 0.111 0.122 0.144 0.222 0.278 0.344 0.367 0.227
isolated 0.214 0.262 0.310 0.476 0.595 0.667 0.667 0.456
vascular 0.105 0.116 0.163 0.198 0.267 0.337 0.360 0.221
pleural 0.017 0.017 0.017 0.085 0.220 0.339 0.390 0.155
peri-fissural 0.171 0.314 0.371 0.457 0.600 0.686 0.743 0.478
all nodules 0.111 0.150 0.188 0.266 0.377 0.454 0.488 0.291

System C
FPs/scan 1/8 1/4 1/2 1 2 4 8 average
Nodule type
small 0.009 0.017 0.077 0.205 0.342 0.530 0.624 0.258
large 0.089 0.111 0.222 0.267 0.322 0.356 0.378 0.249
isolated 0.024 0.048 0.119 0.333 0.476 0.595 0.667 0.323
vascular 0.070 0.093 0.151 0.198 0.302 0.442 0.488 0.249
pleural 0.034 0.034 0.153 0.203 0.220 0.356 0.441 0.206
peri-fissural 0.057 0.057 0.171 0.286 0.457 0.514 0.571 0.302
all nodules 0.043 0.058 0.140 0.232 0.333 0.454 0.517 0.254

Table 6.1: Results for systems A, B, and C. For each of the nodule categories and for
all nodules, sensitivity is provided at seven levels of average numbers of false positives
per scan, 2−3,...,+3. In the final column, the average of the sensitivities at the seven false
positive levels is given. The number in the bottom-right of each table can be considered
an overall score for the system.
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System D
FPs/scan 1/8 1/4 1/2 1 2 4 8 average
Nodule type
small 0.107 0.205 0.299 0.393 0.462 0.564 0.624 0.379
large 0.017 0.022 0.089 0.144 0.222 0.333 0.444 0.182
isolated 0.149 0.214 0.405 0.571 0.571 0.667 0.690 0.467
vascular 0.055 0.116 0.198 0.256 0.372 0.453 0.547 0.285
pleural 0.013 0.034 0.068 0.153 0.220 0.356 0.475 0.188
peri-fissural 0.089 0.171 0.229 0.257 0.286 0.429 0.514 0.282
all nodules 0.068 0.126 0.208 0.285 0.357 0.464 0.546 0.293

System E
FPs/scan 1/8 1/4 1/2 1 2 4 8 average
Nodule type
small 0.470 0.491 0.573 0.658 0.711 0.761 0.778 0.634
large 0.423 0.483 0.567 0.611 0.714 0.778 0.822 0.628
isolated 0.548 0.595 0.595 0.619 0.619 0.643 0.643 0.609
vascular 0.570 0.573 0.616 0.686 0.757 0.802 0.849 0.693
pleural 0.052 0.140 0.322 0.475 0.630 0.695 0.729 0.435
peri-fissural 0.629 0.643 0.743 0.771 0.804 0.886 0.886 0.766
all nodules 0.450 0.488 0.570 0.638 0.712 0.768 0.797 0.632

System F
FPs/scan 1/8 1/4 1/2 1 2 4 8 average
Nodule type
small 0.019 0.038 0.075 0.133 0.186 0.278 0.359 0.155
large 0.053 0.106 0.195 0.306 0.395 0.539 0.711 0.329
isolated 0.044 0.088 0.152 0.222 0.260 0.381 0.429 0.225
vascular 0.038 0.077 0.145 0.246 0.334 0.437 0.558 0.262
pleural 0.012 0.025 0.057 0.112 0.136 0.229 0.424 0.142
peri-fissural 0.032 0.063 0.155 0.295 0.418 0.543 0.571 0.297
all nodules 0.034 0.067 0.127 0.208 0.276 0.392 0.512 0.231

Table 6.2: Results for systems D, E, and F. For each of the nodule categories and for all
nodules, sensitivity is provided at seven levels of average numbers of false positives per
scan, 2−3,...,+3. In the final column, the average of the sensitivities at the seven false
positive levels is given. The number in the bottom-right of each table can be considered
an overall score for the system.
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System C+D
FPs/scan 1/8 1/4 1/2 1 2 4 8 average
Nodule type
small 0.393 0.436 0.479 0.547 0.615 0.650 0.726 0.549
large 0.200 0.289 0.322 0.356 0.389 0.489 0.533 0.368
isolated 0.548 0.619 0.667 0.667 0.690 0.714 0.738 0.663
vascular 0.302 0.349 0.372 0.419 0.465 0.535 0.616 0.437
pleural 0.153 0.203 0.288 0.407 0.508 0.576 0.661 0.400
peri-fissural 0.314 0.457 0.457 0.514 0.543 0.629 0.629 0.506
all nodules 0.309 0.372 0.411 0.464 0.517 0.580 0.643 0.471

System A+B+C+D+F
FPs/scan 1/8 1/4 1/2 1 2 4 8 average
Nodule type
small 0.453 0.513 0.598 0.650 0.702 0.795 0.821 0.647
large 0.344 0.389 0.456 0.511 0.556 0.656 0.722 0.519
isolated 0.619 0.619 0.738 0.738 0.742 0.762 0.786 0.715
vascular 0.360 0.419 0.477 0.512 0.593 0.709 0.779 0.550
pleural 0.254 0.271 0.407 0.525 0.542 0.695 0.763 0.494
peri-fissural 0.514 0.657 0.657 0.686 0.771 0.829 0.829 0.706
all nodules 0.406 0.459 0.536 0.589 0.638 0.734 0.778 0.592

System A+B+C+D+E+F
FPs/scan 1/8 1/4 1/2 1 2 4 8 average
Nodule type
small 0.496 0.573 0.684 0.761 0.803 0.821 0.872 0.716
large 0.389 0.411 0.578 0.678 0.778 0.811 0.867 0.644
isolated 0.595 0.619 0.643 0.738 0.786 0.810 0.810 0.714
vascular 0.430 0.465 0.616 0.721 0.802 0.826 0.907 0.681
pleural 0.254 0.356 0.542 0.627 0.695 0.746 0.831 0.579
peri-fissural 0.629 0.657 0.771 0.829 0.886 0.914 0.914 0.800
all nodules 0.449 0.502 0.638 0.725 0.792 0.816 0.870 0.685

Table 6.3: Results for three combined systems. System C+D is the best performing com-
binations of two systems excluding system E. System A+B+C+D+F has the largest overall
performance improvement compared to any of its composing systems. The best result is
obtained for the combination of all systems (A+B+C+D+E+F). For each of the nodule
categories and for all nodules, sensitivity is provided at seven levels of average numbers
of false positives per scan, 2−3,...,+3. In the final column, the average of the sensitivities
at the seven false positive levels is given. The number in the bottom-right of each table
can be considered an overall score for the system.
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D are combined. This leads to a system with a score of 0.471 and the results of this
system are also given in Table 6.3 where it can be seen that for some categories of nodules
performance almost doubles. Combining the best performing system (E) with one other
system mostly leads to smaller improvements, and even some slight deteriorations. But,
in the case of combining E with C, performance improves to from 0.632 to 0.659, the best
combination of two systems. Combining E with D scores lower, although D scores higher
than C. When all systems are combined an overall score of 0.685 is obtained, compared
to 0.632 for system E alone. The best combination without system E is the combination
of all remaining systems. This system is also tabulated in Table 6.3. It leads to the highest
improvement compared to any single system in the combination, scoring 0.592, which is
0.299 higher than system D, the best single system in this combination, alone.
Figure 6.2 shows the FROC curves for all nodules for all systems, including three combi-
nations. Figure 6.3 shows the same, but for all nodule categories separately. Note that the
false positive rate plotted on the horizontal axis in this Figure comprises all false positives,
not only false positives in the respective categories.

6.6 Discussion
The six systems considered in this comparison show remarkably different results. This
supports the notion that comparisons on the same database are important. There are three
possible main reasons for performance difference between systems: the underlying al-
gorithm or architecture of the CAD system; the training data that is used to train the
classifiers or to set the internal model parameters of the CAD system; and the characteris-
tics of the test data and the protocol that was used to set the reference on the test data. The
ANODE09 data set does not supply a separate set for training, as was done for example
in [202]. As a result, some of the systems included in this comparison may have been
trained with data with different characteristics and a different protocol for determining
what constitutes a relevant nodule. It would be interesting to compare systems that use
identical training data, however, this limits the possibilities for including certain systems
that are used in clinical practice or that have been used in previously published studies in
the comparison.
Clearly the training data that has been used by the systems varies considerably. In par-
ticular, system E has a distinct advantage over the other studies in that it has used a large
training set, originating from the same lung cancer trial, using the same scanners and
scan protocol. This system was trained with the NELSON annotations, which are com-
parable, but slightly different from the annotation protocol adopted for ANODE09. It is
unclear how much of its better performance can be attributed to the difference in training
data. The performance of system E reported here is roughly comparable to that reported
in [147] and [201]. Method A and B both used the five example cases in the ANODE09
date set for training. Clearly this is a small training set, although it is representative of the
ANODE09 test data. Methods C and D used the same training data, originating from an
Italian lung cancer screening trial. This training set was also small compared to the set
used by system E. The results obtained by systems C and D on their training data, tested
by cross-validation are substantially better than those obtained on the ANODE09 data
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Figure 6.2: FROC curves of all six systems and three combinations. The horizontal axis
is logarithmic and covers four orders of magnitude.
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Figure 6.3: FROC curves of all six systems and three combinations for each of the nodule
categories (small, large, isolated, vascular, pleural and peri-fissural).
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combination score best
single

∆

������ 0.212
������ 0.291
������ 0.254
������ 0.293
������ 0.632
������ 0.231
������ 0.371 0.291 0.080
������ 0.336 0.254 0.082
������ 0.372 0.293 0.079
������ 0.606 0.632 -0.026
������ 0.330 0.231 0.099
������ 0.437 0.291 0.146
������ 0.468 0.293 0.175
������ 0.604 0.632 -0.028
������ 0.413 0.291 0.122
������ 0.471 0.293 0.178
������ 0.659 0.632 0.027
������ 0.361 0.254 0.107
������ 0.636 0.632 0.004
������ 0.445 0.293 0.152
������ 0.634 0.632 0.002
������ 0.471 0.291 0.180
������ 0.498 0.293 0.205
������ 0.607 0.632 -0.025
������ 0.451 0.291 0.160
������ 0.477 0.293 0.184
������ 0.649 0.632 0.017
������ 0.418 0.254 0.164
������ 0.625 0.632 -0.007
������ 0.452 0.293 0.159
������ 0.640 0.632 0.008

combination score best
single

∆

������ 0.522 0.293 0.229
������ 0.625 0.632 -0.007
������ 0.494 0.291 0.203
������ 0.637 0.632 0.005
������ 0.560 0.293 0.267
������ 0.641 0.632 0.009
������ 0.668 0.632 0.036
������ 0.526 0.293 0.233
������ 0.678 0.632 0.046
������ 0.668 0.632 0.036
������ 0.546 0.293 0.253
������ 0.640 0.632 0.008
������ 0.518 0.291 0.227
������ 0.636 0.632 0.004
������ 0.568 0.293 0.275
������ 0.651 0.632 0.019
������ 0.664 0.632 0.032
������ 0.528 0.293 0.235
������ 0.687 0.632 0.055
������ 0.663 0.632 0.031
������ 0.659 0.632 0.027
������ 0.585 0.293 0.292
������ 0.664 0.632 0.032
������ 0.666 0.632 0.034
������ 0.689 0.632 0.057
������ 0.668 0.632 0.036
������ 0.592 0.293 0.299
������ 0.672 0.632 0.040
������ 0.677 0.632 0.045
������ 0.702 0.632 0.070
������ 0.690 0.632 0.058
������ 0.685 0.632 0.053

Table 6.4: Results of all combinations that can be obtained from six systems. The filled
and open squares indicate which systems have and have not been included in the combi-
nation, so for example������ is the combination of systems B, C, and F. The score is
the average sensitivity at the seven false positive levels 2−3,...,+3. The best score of any
single system included in the combination is also given, and the difference between the
combination score and the best score of a single system in the combination is listed under
∆.
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set. This indicates that there may be important differences between the Italian data and
the ANODE09 data, which can be related to the scans or to the type of annotations. The
Japanese team (Method A) has investigated the effect of changing training databases when
using the five ANODE09 example cases for testing and found substantial differences de-
pending on which training database was used. It is likely that all methods A through D
would improve if they would have more training data available. It is therefore impressive
that the combination of all systems except E approaches the score of E so closely. LIDC
has announced that a database with over 1000 CT scans will become publicly available,
and this will greatly facilitate investigations into the effect of type and size of training
databases on nodule detection performance.
The categorization of relevant and irrelevant nodule findings is also specific to the AN-
ODE09 study. This categorization is not universal and it is perhaps unfair to compare
systems trained with data in which other definitions of what constitutes an actionable
nodule were adopted. It is important in studies like these to carefully consider the defi-
nition of ‘truth’. The study of Armato et al. [183] shows that even experienced thoracic
radiologists may not perform well when measured against the ‘truth’ established by other
experienced thoracic radiologists.
The commercial system, F, does not achieve a very high score. It is at a disadvantage
compared to all other systems because the actual degree of suspicion used internally in the
algorithm was not accessible to the researchers who applied the system to the ANODE09
data. The strategy used to construct intermediate points (see Section 6.4.6) is not optimal,
and the shape of the FROC curve suggests that as well. On the other hand, it is unlikely
that knowing the proper p values for the findings of this system would have resulted in
much increased detection rates at lower false positive levels. System F, and system E and
A as well, might have achieved slightly higher scores if more findings had been included
in their result set so that the point of 8 false positive detections per scan had been reached.
System F is peculiar in that it detects larger nodules much better than smaller ones,
whereas for the other systems this is the other way around, with C and E showing com-
parable performance for large and small nodules. Intuitively, one would expect better
performance for large nodules, but one reason for better performance for smaller nodules
could be that these are more often isolated. Also smaller nodules are more common so
probably occur more in CAD systems’ training data, and smaller nodules are more likely
to have the classical appearance of a simple sphere, whereas larger nodules are more likely
to be lobulated or spiculated. It could also be a pre-determined setting of system F to give
smaller potential nodules a lower degree of suspicion. From a clinical point of view, this
makes sense as larger nodules are much more likely to represent malignancies.
The results for the different categories of nodules reveal interesting information. Some
systems are particularly suited to detecting isolated nodules (systems D and B, for exam-
ple) which could be the result of a high prevalence of these type of nodules in their training
data. Some systems are not very adept at detecting peri-fissural or pleural nodules. Such
weaknesses of systems to handle particular types of nodules can be compensated by other
systems when combining them.
We believe that much more than identifying ‘good’ and ‘bad’ systems, the real value of
this study lies in the demonstration that the combination of systems yields such spectac-
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ular improvements. As we noted, the methods have different strengths and weaknesses.
The effect of combining systems reveals how complementary they are. System F is not
a very good system in terms of overall performance, and adding it to system E, the best
performing system, leads only to minor improvements (0.632 to 0.634), but when putting
all systems together, leaving out system F decreases performance from 0.685 to 0.668.
Apparently system F is in some ways different from the other systems. Note that this
complementarity is not observed for systems A and B. Leaving them out of the total com-
bination even slightly improves results. However, leaving both systems out decreases
performance slightly.
One general explanation for the improvements gained by many combinations listed in
Table 6.4 is that CAD systems contain many elements, and therefore the designer of a
CAD system faces many choices and a combinatorial explosion of possibilities. There
is a wide array of possible features to compute for lesion candidates. Moreover, the
widely different maximum sensitivity levels reached by the various systems suggest that
the cadidates detectors of the systems are quite different. Although a single system may
fail to give individual nodules a high probability, or may not even detect them, if several
methods analyze a scan very few nodules escape detection.
More sophisticated blending strategies could be devised than the one employed here. The
technique we applied is similar to the averaging rule in classifier combination strate-
gies [203]. It requires knowledge about the performance of a system on a reference
database, in the form of an FROC curve. That curve is used in a look-up table to convert
the degree of suspicion as reported by a system, which has an arbitrary scale, to an indi-
cation of the probability that a finding with that degree of suspicion or higher is truly a
nodule in the reference database. This transformation is given by Eq. 6.1. The require-
ment that an FROC curve of each system is needed may seem a limiting factor to use
this combination strategy in a clinical setting. However, we believe this is not the case.
If an institution would have access to multiple CAD systems, the only thing that would
be required is to establish a reference for a test set representative for that clinic. After
running the CAD systems on that test set, which is a useful exercise to get a feeling for
the performance of the CAD systems anyway, they can be readily combined using Eq. 6.1
and the algorithm in Section 6.4.7. Developing more effective ways to combine multiple
CAD systems is a promising direction for future research. It should also be noted that the
test database itself is used to measure the FROC curve of each individual system, needed
to compute the combined results. This may have introduced statistical bias. Experi-
ments with more complicated crossvalidation procedures to estimate the transformation
in Eq. 6.1 showed that this effect is small.
Although the combined system performs quite well, it is important to analyze what could
be done to further improve results. Two approaches are possible: focus on further re-
duction of false positives at the left end of the FROC curve or improve sensitivity. For
the latter it can be insightful to inspect the missed nodules at the right end of the FROC
curve. We visually inspected nodules that were missed or only detected at very high false
positive levels (Figure 6.4, last row), and compared them with nodules that are detected at
very low false positive levels (Figure 6.4, middle row). The very suspicious nodules are
indeed clear, prototypical examples of nodules. The difficult nodules were somewhat less



The ANODE09 Nodule Detection Challenge 149

conspicuous, but it was hard to detect any clearly identifiable characteristics among these
cases that could be used as an inspiration to improve the performance of CAD systems.
To analyze the characteristics of the false positives, we visually inspected the 100 most
suspicious FPs of the combined system. Although the variation among those findings
was large, some broad categories could be discerned. It appeared that vessel branchings
were the most common cause for false positives. This is in agreement with observations
in [198] and [179, 180] regarding the false positives produced by other commercial sys-
tems not included in this study. Interestingly, there were quite a few findings where two or
more vessels seemed to be in contact with each other, forming a point that looked nodular
to anyone not tracing the vessel tree through several sections. Figure 6.4(a) shows an
example. Especially on the sagittal view it is clear that multiple vessels meet at the loca-
tion of the perceived nodule. An accurate dedicated vessel segmentation algorithm might
be employed to reduce the occurrence of such false positives. Methods B and C include
vessel segmentation and this may be one reason why they work well in combination with
other methods.
Another common source of false positives are apparent protrusions mimicking pleural
nodules at locations where high density bony structures, such as ribs, vertebrae and the
sternum are close to the pleural surface of the lung or even pressing against it. An example
is given in Figure 6.4(b). Using the output of a separate segmentation of the bony anatomy
might prevent such false positives. Another common source of false positives are other
lesions such as small scars.
Many false positives are small and this indicates that systems could eliminate them by
adding an algorithm that segments the findings and discards findings that are below 4 mm,
or gives them a lower degree of suspicion. It is likely that some systems were not designed
to discard such small findings. This is suggested by the curves in Figure 6.5 where the
results of all systems are given if the relevant and irrelevant findings are swapped in the
reference standard. Most irrelevant findings are nodules smaller than 4 mm in diameter,
and Figure 6.5 shows that some methods still detect quite a few of these very small nodules
while others do not. At 1 FP per scan, all systems are more sensitive for the detection of
relevant findings than for the detection of irrelevant ones.
The ANODE09 study is the first to compare and combine a large group of CAD systems
for nodule detection on a single database, but the study also has some limitations. Most
importantly, all data originates from a single hospital where all scans have been acquired
with scanners from one manufacturer, with a single acquisition protocol. Moreover all
scans are from subjects from a particular screening population. In clinical practice, CAD
systems should be capable of operating with diverse input data. Also the reading protocol
and characteristics of findings are particular to this study and this influences the reported
results. For example, a hypothetical system that has been particularly designed to not dis-
play any markers on nodules under 5 mm diameter is clearly at a disadvantage, although
it should obtain good results for the large nodule category. Fotin et al. [204] proposed
a different evaluation strategy where the implicit inaccuracy for measuring the size of
smaller lesions is taken into account in the evaluation strategy. This has not been done in
the current work.
There are few large lesions in this data set and one could argue that those are actually the
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(a) (b) (c)

(d) (e) (f)

(g) (h) (i)

Figure 6.4: Examples of false positives and easy and hard to detect nodules. In every
box a finding is displayed in a sagittal, coronal and axial view, 35 voxels (approximately
25 mm) around the center point using a lung window (center -600 HU, width 1600 HU).
The top row shows false positives with a high degree of suspicion in the combined system
A+B+C+D+E+F. (a) is a point where multiple vessels meet as is especially apparent from
the sagittal view; (b) is an apparent protrusion caused by bony structures close to the lung
pleura; (c) is an apical scar. Many of these scars were listed as irrelevant findings, but
this one is not very nodular in appearance and was not marked. The last two rows show
actual nodules that were either very suspicious, and thus easy to detect (d-f) or very hard
to detect (g-i).
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Figure 6.5: FROC curves of all six systems for the detection of irrelevant findings. In
this analysis the relevant findings are ignored (relevant and irrelevant findings have been
switched) and therefore false positive levels are directly comparable to those in Figure 6.2
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most important for a CAD system to detect as they are most likely to represent cancer.
This would be especially true if CAD were used as a first reader or as a pre-screening
system where it would select cases or locations to be inspected by radiologists. On the
other hand, this is currently not the usual mode of operation for a CAD system and some
radiologists actually prefer that CAD finds especially small and subtle nodules. They do
not mind if some large and obvious nodules are missed, because they are able to find
these themselves. How small and subtle those cases that CAD should detect should be
will likely vary across users. Different users have different preferences. In this study, the
discussion of which nodules a CAD system should detect is somewhat circumvented by
the introduction of the category of irrelevant findings. In the future it would be interesting
to repeat the study on a larger data set, containing more variety in nodules, and with data
originating from multiple hospitals, different populations, multiple scanner types from
different vendors and a reasonable variety of scanning protocols.
In this study we have not addressed the question of whether the output of the CAD system
is actually beneficial for human experts. This has been researched extensively in clinical
studies, and may be investigated in the future for the ANODE09 set.
Finally, only a small number of published and commercially available systems have been
applied to the ANODE09 data set as of yet. We hope that in the future other groups will
upload the results of their algorithms to help the research community in the identification
of open challenges regarding this important CAD application.

6.7 Conclusions
A publicly available database and web-based framework for the evaluation of CAD algo-
rithms for nodule detection in thoracic CT scans has been presented. The results of six
algorithms are compared and combined. The introduction of irrelevant findings ensures
that false positives of the algorithms are true errors and not nodules that do not meet the
particular requirements of the study. A simple but effective method for the combination of
various systems has been proposed. This combination method requires knowledge about
the performance of the systems to be combined, in the form of an FROC curve on a data
set with a known number of positive findings. Combining the findings of different sys-
tems appears to be a very powerful method to improve the performance of CAD systems.
The combination of six CAD algorithms is able to detect 80% of all nodules at the ex-
pense of only 2 false positive detections per scan and 65% of all nodules with only 0.5
false positives. This suggests that blending detection algorithms is a promising direction
for future research in CAD.
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Chapter 7

Summary and Discussion

This thesis has focused on two main topics in the automatic processing of thoracic CT -
non-rigid intra-patient registration and nodule detection. Emphasis has been placed not
only on the development and application of algorithms for these tasks, but also on deter-
mining methods to quantitatively and objectively evaluate their results. In this chapter the
research and results will be summarised and a general discussion of the topics and future
perspectives will be presented.

7.1 Registration
Chapter 2 presents a method to quantify pulmonary function from a pair of chest CT scans
taken at inspiration and at expiration. Unlike the current gold standard of spirometry,
using thoracic CT for this purpose offers the ability to provide regional analysis (e.g. per
lobe) of the subject’s lung function, thereby enhancing the knowledge and understanding
of their condition.
The workflow involving segmentation and registration steps which ultimately leads to the
calculation of CT-derived ventilation measures is thoroughly evaluated on a database of
216 subjects with varying degrees of COPD. Scoring of each step by radiology experts
enables the identification of weak points in the system pipeline which may be improved
as part of future work. The ventilation measures are shown to be meaningful in terms
of determining pulmonary function by correlation with spirometry results and subject
GOLD stages as well as by the construction of a kNN classifier to assign GOLD stages
based only on the CT-derived measures.
Further analysis of the system and its results show that the measures obtained from the
expiration scan alone and from the registered scan pair are the most successful in deter-
mining pulmonary function, whereas measures from the inspiration scan alone are rela-
tively weak in this task. Clinically interesting findings, such as the fact that airflow in the
lower lobes has, on average, more effect on the overall pulmonary function of the subject
than that in the upper lobes are demonstrated. This type of functional analysis in CT may
be key to an improved understanding of the mechanisms of various pulmonary diseases.
Chapter 3 introduces the topic of registration evaluation and the difficulty therein due
to the lack of any reference standard. A semi-automatic method for the construction of
a reliable reference standard is developed and demonstrated. The reference standard is
landmark-based, detecting the landmark locations automatically and ensuring that they
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are well distributed throughout the volume of interest (e.g. the lung volume). This is in
constrast with many manually determined landmark sets which tend to define points of
interest at the most easily identified locations, for example around the mediastinum in
thoracic CT.
Matching the landmarks with corresponding locations in another scan is done through a
semi-automatic procedure whereby the system is ‘trained’ by the manual matches made
by an observer. As manual matches are made, the system uses them in a thin-plate-
spline model with a block-matching refinement to predict the corresponding locations for
subsequent landmarks. After some time the system is sufficiently accurate to be able to
complete all remaining landmark matches fully automatically.
Experiments are carried out on 50 sets of thoracic CT data and 3 sets of MRI brain
scans. For these experiments 100 landmarks are generated, 30 of which are matched
manually and the remainder automatically. These parameters may be altered, however,
depending on the type of data being processed. The system is publicly available at
http://isimatch.isi.uu.nl.
A thorough analysis of the point pairs matched is carried out using multiple observers
including a radiology expert to verify that the matches made are reproducible and cor-
rect. The utility of the system in evaluating registration quality is verified by using it as
a reference standard in a comparison of several registration experiments with different
settings.
Chapter 4 deals with the EMPIRE10 (Evaluation of Methods for Pulmonary Image Regis-
tration 2010) challenge which is a public platform for quantitative independent evaluation
of registration algorithms applied to a common data set of thoracic CT images. The
organisation of the challenge is described including detailed information about the data
used and the registration evaluation procedures. The outcome of the two-phase launch
of the challenge, with results from 20 registration algorithms is discussed as well as the
advancement in knowledge regarding thoracic CT registration and its evaluation.
The data for EMPIRE10 consists of 30 thoracic CT pairs from various sources with differ-
ent scanning protocols. Evaluation was carried out in 4 categories - landmark alignment
(using landmark pairs constructed semi-automatically as described in 3), fissure align-
ment, lung boundary alignment and detection of singularities (implausible deformations).
This enabled a very thorough evaluation process, particularly for an application that is,
by nature, extremely difficult to validate. The challenge attracted a great deal of interest
with 34 algorithms from both academia and industry participating in the first phase of
registering 20 scan pairs in their own facilities. Twenty of these algorithms continued on
to take part in a live workshop session at MICCAI 2010 [104] where the final 10 data sets
were registered.
Detailed analysis and discussion of the EMPIRE10 results is presented in chapter 4.
Among the conclusions reached is that landmark evaluation is the most useful method
for distinguishing between registration results, that inspiration-expiration registrations are
the most difficult to perform accurately, that even the best performing algorithms have
some room for improvement in difficult regions of particular scan pairs and that generic
registration algorithms appear to perform just as well as, or better than those which are
specifically tailored towards thoracic CT data. The challenge remains open to new or im-
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proved entries, thus maintaining an ongoing record of the state of the art in thoracic CT
registration. This enables researchers to continually evaluate and improve upon their al-
gorithms and to analyse logically what steps are required to bring registration into clinical
use in the future.

7.2 Nodule Detection
Chapter 5 introduces the topic of pulmonary nodules and presents a method for automatic
nodule detection with an extensive analysis of the algorithm performance on large sets
of low dose data from a lung cancer screening trial. The algorithm begins by detecting
candidate structures in the lungs based on local image features of shape index and curved-
ness. These objects are then individually identified as nodule or non-nodule in a two step
classification procedure using k-nearest-neighbour (kNN) classifiers. The classifiers are
trained in advance on fully independent datasets which are extracted from the same lung
cancer screening program.
Although many methods for automatic nodule detection have been presented in the litera-
ture [9] they are typically tested on relatively small datasets, which, given the wide variety
of nodule shapes, sizes and textures which are encountered in practice, do not realistically
represent the challenge of nodule detection in a larger population. The method described
in chapter 5 is tested on three databases with the number of scans varying from 541 to
813 and the number of nodules from 768 to 1688. Using these large datasets enables us
to obtain a more accurate picture of how the algorithm would perform in the long term on
data from a lung cancer screening program. Furthermore, a detailed analysis of the algo-
rithm performance is possible since a wide variety of nodule types are present in the data.
The analysis presented in chapter 5 includes evaluation of performance on various nod-
ule sizes, on nodules located in different regions of the lungs, on a number of clinically
defined nodule types, and on proven malignancies. An in-depth analysis of false-positive
detections is also carried out to determine the principal reasons for a false-positive to
occur.
From the analysis performed it is shown that among the most difficult nodules to identify
were those with larger sizes (which typically have more irregular borders and textures),
those in the mediastianial and pleural regions and those with non-solid or part-solid den-
sities. The majority of false-positive (FP) detections were caused by vessel or fissure
structures. At an operating point of 1FP per scan, 35% of the false-positive detections
were in fact shown to be true nodules which had not been manually annotated.
The work in chapter 5 demonstrates the challenges of creating a nodule detection system
which works well on low dose data with a wide variety of nodule types and sizes present.
In chapter 6 the ANODE09 study, a public challenge for the automatic detection of pul-
monary nodules in CT, is described in detail. As for the EMPIRE10 study described
in chapter 4, this initiative provides a public set of CT data and invites researchers or
commercial enterprises to apply their algorithms to the data and submit their results for
independent evaluation. In this way the state of the art is determined in an objective,
quantitative way and a fair comparison between algorithms, which typically cannot be
drawn from the literature, is enabled.
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The common dataset of 55 scans used for ANODE09 is described in chapter 6, along
with the procedure used to create the reference standard of nodule locations. All findings
are annotated by two expert observers and checked by a third if a consensus could not be
reached. The concept of relevant and irrelevant findings is introduced, whereby irrelevant
findings are those which are legitimate but not essential for a radiologist to observe. These
include nodules which are too small to be of importance, or structures which mimic the
appearance of nodules. Algorithms are neither penalised nor rewarded for the detection
of structures marked as irrelevant.
Six algorithms, A-F, including that described in chapter 5 (here referred to as algorithm E)
are compared using FROC analysis based on the defined reference standard. Furthermore
a method of combining algorithms is proposed, based on knowledge of their previous
performance on a particular dataset. For each suspicious structure, the probability that
it is a nodule is determined for each algorithm, and these opinions are combined and
weighted according to the previously recorded performance of the algorithm. This method
of combining systems is shown to be a powerful way to improve upon the best result
from any single participant - for example, combining systems A,C,D,E and F results in
an average sensitivity (over 7 pre-defined false-positive levels) of 0.702, while the best
average sensitivity among the individual systems is just 0.632. The combination of all six
algorithms is shown to detect 80% of all nodules at the expense of just 2 false-positive
detections per scan.
Chapter 6 highlights the advantages of using a public challenge to determine the state
of the art in nodule detection in pulmonary CT. Furthermore general issues surrounding
nodule detection are discussed, such as the most likely causes of false positive detections,
possible ways to improve performance and the important aspects of automatic systems
from a clinical perspective. The ANODE09 study remains open to new submissions, al-
lowing the outcome of any developments in the research field to be continuously recorded.

7.3 Discussion
In this section a general discussion relating to the work described in this thesis is provided.
The section is divided into three parts. Firstly the topic of intrapatient registration in
thoracic CT is discussed in a general way, including its potential applications in the clinic
and future work. The topic of evaluating registration techniques is examined. The second
part of the discussion relates to nodule detection and remaining challenges in this field.
Finally the third subsection discusses the concept of public challenges in medical imaging,
the benefits of these initiatives and future prospects.

7.3.1 Registration
Intrapatient registration of thoracic CT remains a challenging task in spite of advances
in registration technology in recent years and a strong motivation to develop a clinically
applicable algorithm. A full registration of a 3D image pair cannot be easily visualised
or manually performed by a radiologist. Current clinical practice for comparing 3D scans
involves scrolling through them to find slices which approximately correspond in each
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one, assessing the scans in that local area until the alignment is no longer acceptable, and
then scrolling once again to find another pair of corresponding slices. This process is
tedious, time consuming and relatively inaccurate. The comparison of a well registered
scan pair, on the other hand, is predicted to be faster and more accurate, since anatomic
structures and tissues of interest will be fully aligned. In addition to easing visual compar-
isons for the radiologist, automatic voxel-by-voxel comparisons, such as that described in
chapter 2 are enabled by the registration process. In chapter 2 the comparison involves
a breath-hold inspiration and expiration scan from the same patient, providing informa-
tion about the changes in parenchymal density at each image point between these two
states. This was used as a means of measuring the patient’s regional pulmonary function,
based on the expectation that lung density should be higher at maximum expiration due
to the expulsion of air. Many other possible applications of image registration in thoracic
CT may be envisaged and are being researched. Examples include analysis of disease
progression based on registered follow-up CT scans or analysis of breathing motion for
radiotherapy treatment planning based on registration of a scan series from 4D CT.
An extremely important topic in the quest to improve registration algorithm performance
is how best to evaluate registration results, given that no true reference standard is avail-
able for real world problems. The use of artificially deformed images in place of real data
is one possibility, but typically, these registration tasks do not present the same type of
challenge as those encountered when using clinical data. In chapter 3 an efficient semi-
automatic method for establishing well distributed sets of corresponding points in a scan
pair is described. Landmarks determined in this way are used for registration evalua-
tion in the EMPIRE10 study, described in chapter 4, along with three other methods of
evaluation - namely lung boundary alignment, fissure alignment and detection of singu-
larities in the deformation field. Each of these four categories are theoretically important
to assess - however the experience of the EMPIRE10 study showed that very few registra-
tion algorithms score badly in terms of singularities or lung boundary alignment, making
these relatively poor methods of distinguishing the best systems. Fissure alignment was
slightly more discriminatory, while landmark alignment, using well dispersed landmarks,
was shown to be the best way to differentiate between algorithms. In particular, it was
shown that the most successful algorithms may exhibit misalignments only in small iso-
lated regions of the scan which could easily be overlooked without the use of landmarks,
or if no reference landmark is present in that area. This strengthens the argument for en-
suring that landmarks are well-dispersed, and furthermore suggests that the use of a large
number of landmarks is likely to be beneficial. In this work we have generally used 100
landmarks per scan pair, which appears to be sufficient to provide a good indication of
registration quality, but an improved analysis may be obtained by increasing this number.
Using the system described in chapter 3 a much larger set of corresponding landmarks
could be determined at no extra cost. Limitations on the number of landmarks which may
reasonably be obtained will be determined by the resolution and quality of the scans being
processed, i.e. how much detailed anatomical structure is clearly visible. At some point
(which would need to be experimentally determined) the optimum number of landmarks
will be reached, beyond which landmarks are likely to be poorly visible and difficult to
match reliably.



160 Chapter 7

The question of what needs to be done in order to introduce registration as part of rou-
tine clinical practice remains open. The results of the EMPIRE10 challenge described
in chapter 4 have, however, advanced our understanding of the current state of the art
significantly. It is clear that there are now algorithms available which can register most
regions of most scan pairs with an accuracy well within a couple of millimetres. Although
further research is expected to improve registration accuracy, for many clinical tasks this
accuracy is already sufficient and could enable a significant reduction in the workload of
the radiologist. It is very important, however, to note that no automatic algorithm will
be capable of handling all scans correctly and future research must therefore also focus
on automatic error detection. An error detection system should alert the radiologist if a
scan pair, or a particular region of a scan pair, could not be registered correctly. This will
prevent the radiologist, or any subsequent automated systems, from relying on the regis-
tration results in those cases. The number of failed cases should be very small and capable
of being handled manually by the radiologist without a significant increase in workload.
Other practical issues relating to the introduction of new technology in clinical practice
must also be considered. The speed of the registration algorithm must be such that it can
process a scan pair within a minute or two at the click of a button, or else process all scans
from the day during overnight batch processing, depending on the needs of the application
in question. Based on the EMPIRE10 study results, few algorithms are fast enough to
be conveniently run on demand, however it is likely that dedicated optimisation of the
method implementation could significantly improve the speed in many of these cases.
Radiologists must be trained in the use of the software and be capable of recognising its
limitations. Finally the software should be embedded in the workstation platform in a
logical way whereby it is convenient to the daily routine of the end users.

7.3.2 Nodule Detection
Nodule detection in chest CT is one of the most commonly researched topics in medical
imaging and a wealth of literature has been published on the subject [9]. Although com-
mercial nodule detection software is now available on many radiology workstations the
output from these systems remains far from perfect and the quest to invent or improve
detection algorithms is ongoing.
One significant issue in developing algorithms for nodule detection is that of identifying
the ground truth. It is well known that expert observers have relatively poor agreement
when asked to annotate nodules in CT. For example, four unblinded experts were involved
in creating the reference standard for the public database of the Lung Image Database
Consortium (LIDC) [182]. In annotating 93 scans, each of these marked on average only
66% of the objects marked as a nodule by the other three, in spite of the fact that they could
see their colleagues’ results prior to finalising their own [205]. In chapter 6 of this thesis
a novel method of improving interobserver agreement was proposed, whereby certain
structures were marked as ‘irrelevant’ findings. This technique defines a common ground
between an observer who believes a structure is a nodule, albeit a small or unimportant
one, and an observer who believes that it should not be marked at all.
A further issue encountered by researchers developing nodule detection systems is that
there is enormous variety in the appearance of nodules, making it very difficult to design
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a single system with a high sensitivity for all nodule types but a low occurrence of false-
positives. In chapter 5 the detection rates for nodules of different types and sizes was
analysed and it was demonstrated that performance was better for some of these than
for others. This is true of most systems, as shown in the ANODE09 study described
in chapter 6. The range of grey-values, shapes, sizes and textures which can occur in
true nodules is simply too broad for most algorithms to capture without incurring a high
false-positive rate. To circumvent this problem, we propose that the best nodule detection
algorithms should be composed of several sub-systems, each with different strengths in
the detection of particular nodule types. In chapter 6 a method of combining algorithms
is demonstrated and the combined system is shown to outperform any of the individual
methods. In this case, although the algorithms used have been shown to have somewhat
differing strengths and weaknesses, they have not been carefully selected to ensure that all
nodule types and sizes can be well detected by at least one method. By combining enough
methods with notably varying strengths it is expected that the results for large databases
of diverse nodule types could be significantly improved.

7.3.3 Evaluation and the Public Challenge
Public challenges for both registration and nodule detection in thoracic CT have been
described in this thesis. In recent years the concept of the public challenge in automatic
medical image analysis has become increasingly popular as demonstrated by a list of
previously organised challenges provided in [10]. Studying the literature available on any
particular medical imaging task almost invariably verifies the need for a public challenge
on that task, where both data and evaluation procedures are common to all participants.
For most image analysis problems there is no public database and reference standard
available, or the public database is infrequently used for a variety of reasons. Results are
therefore almost always reported on proprietary datasets which vary enormously in size
and scan properties. Various methods of obtaining reference standards are described by
different authors, further compounding the difficulties in comparing results. Researchers
who do use public data may select particular scans from the database and omit others
and almost always use a variety of different methods of evaluation, making their final
results incomparable. In an effort to compare results in a fair manner, some authors have
attempted to implement or run several algorithms, applying them all to a single dataset
and evaluating their results in the same way. However, the difficulty with this approach is
that individual methods may be incorrectly implemented or poorly optimised for the task
at hand. Many image analysis algorithms are relatively complex and are best understood,
implemented and parameterized by their authors.
The theory of the public challenge is straightforward. Participants must use all data in the
public dataset provided - the responsibility to ensure that the given scans are representa-
tive of the type of data generally encountered in research and clinical practice lies with
the challenge organisers. The reference standard is defined using methodology clearly
described to the participants but is not made publicly available in order to ensure that
algorithm results are submitted to the organisers for publication rather than retained pri-
vately. Evaluation is carried out by the challenge organisers using the reference standard
and a clearly defined set of scoring rules. The image analysis algorithms are typically
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run and optimised by their authors or by researchers very familiar with their operation,
meaning that they obtain the best possible results for the given dataset.
While the many advantages of the public challenge are clear, one issue with the solution
is that commercial vendors are frequently reluctant to enter their algorithms into a public
challenge for fear of exposing their weak points. The public challenge generally requires
that the owners of the software are identified and even that details of the algorithm are
described. In order to attract more participants from industry in the future, it may be
necessary to allow them to remain anonymous and to conceal the details of their system if
they so wish. While this compromises the information available to the interested public,
it also enriches the results by ensuring that important competitors in the field are not
excluded. A rule might be considered, for example, which states that the three highest
ranking algorithms must be identified, which would give the public the most important
information about the state of the art, while protecting any participants from potential
embarrassment due to poor results.
For researchers interested in organising a public challenge in their own field there are a
number of important considerations. Firstly, it is important to be able to gather enough
data with enough variability to represent the diverse types of problems typically encoun-
tered by researchers in the field. The methods of defining the reference standard and of
evaluating algorithm results must be clearly defined and generally agreeable to the aca-
demic community. The challenge is unlikely to attract interest from serious contenders if
these methods are poorly considered or open to question. Finally the details of the chal-
lenge should be well publicised and advertised in the relevant circles in order to attract a
reasonable number of participants, without which the final results will be of less interest.
In order to achieve these goals it is generally to be recommended that the challenge organ-
isers include a number of people from different backgrounds with experience in the field.
These might include researchers from a number of different academic institutes, as well
as from industry, who have worked on a variety of projects related to the topic of interest.
This will ensure access to a larger pool of data and contacts, as well as a balanced set of
opinions on how to define the reference standards and evaluate algorithm performance.
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[12] A. B. de González and S. Darby, “Risk of cancer from diagnostic X-rays: estimates for the
UK and 14 other countries,” Lancet, vol. 363, no. 9406, pp. 345–351, 2004.

[13] H. A. Gietema, “Low dose computed tomography of the chest: Applications and limitations,”
Ph.D. dissertation, Utrecht University, 2007.

[14] J. B. A. Maintz and M. A. Viergever, “A survey of medical image registration,” Medical
Image Analysis, vol. 2, pp. 1–36, 1998.

[15] H. Lester and S. R. Arridge, “A survey of hierarchical non-linear medical image registration,”
Pattern Recognition, vol. 32, pp. 129–149, 1999.

[16] D. L. Hill, P. G. Batchelor, M. Holden, and D. J. Hawkes, “Medical image registration,”
Physics in Medicine and Biology, vol. 46, pp. R1–45, 2001.
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Samenvatting
Dit proefschrift betreft twee belangrijke beeldverwerkingstaken in thorax CT - niet-rigide,
intra-patiënt registratie en detectie van nodules. De nadruk ligt niet alleen op het ont-
wikkelen en toepassen van algoritmen voor deze taken, maar ook op het bepalen van
methoden om de resultaten kwantitatief en objectief te evalueren. Zonder passende eval-
uatietechnieken kan beeldverwerking niet efficiënt vooruitgang boeken, doordat valide
vergelijkingen van verschillende algoritmen niet gemaakt kunnen worden.
Na een algemeen overzicht van en een introductie tot het proefschrift in hoofdstuk 1,
beschrijft hoofdstuk 2 een methode om longfunctie te kwantificeren op basis van een
tweetal thorax CT beelden, gemaakt bij inademing en bij uitademing. In tegenstelling
tot de huidige gouden standaard van spirometrie biedt het gebruik van thorax CT voor
dit doel de mogelijkheid tot regionale analyse (bv. per lob) van de longfunctie van een
subject, daarmee de kennis en het begrip van hun gesteldheid vergrotend.
De procedure om longfunctiemetingen uit CT beeldparen te halen, die anatomische seg-
mentaties en 3D registratie van de inademings- en uitademingsbeelden omvat, wordt in
detail beschreven. Een database van 216 subjecten met wisselende mate van COPD
(Chronic Obstructive Pulmonary Disease) wordt gebruikt om het systeem te evalueren,
met spirometrieresulaten als gouden standaard. Elk segmentatie- en registratieresultaat
wordt gescoord door een radiologie-expert om de geldigheid van het gebruik van deze
resultaten voor het bepalen van een meting op basis van de CT beelden na te gaan.
Getoond wordt dat de berekende longfunctiemetingen goed correleren met de spirome-
trieresultaten en daarnaast dat ze bruikbaar zijn voor het classificeren van de mate van
COPD, wat impliceert dat ze veelzeggend zijn in diagnostische zin. Het gebruik van
CT voor dit soort analyse maakt vele, interessante observaties mogelijk, met name op
regionaal niveau en het zou doorslaggevend kunnen zijn voor het doorgronden van de
mechanismen van longziekten.
Hoofdstuk 3 beschrijft een semi-automatische methode voor het construeren van een ref-
erentiestandaard voor registratie. Een van de meest problematische aspecten van evaluatie
van registratie in medische beelden is het ontbreken van een betrouwbare referentiestan-
daard. De transformatie die nodig is om het ene medische beeld met een ander te reg-
istreren is onbekend en deze kan niet volledig handmatig worden gespecificeerd. Sets
corresponderende landmarks in de beelden worden vaak gebruikt om de transformatie
te benaderen, echter deze moeten over het algemeen handmatig worden aangeduid, wat
betekent dat de gekozen punten meestal klein in aantal zijn en gecentreerd rond gebieden
van kenmerkende anatomie zoals het mediastinum in het geval van thorax CT.
De methode beschreven in hoofdstuk 3 begint met het automatisch bepalen van een set
landmarks in één beeld die goed verdeeld zijn over een aangegeven gebied van interesse
(bv. de longen). Het proces van het matchen van deze landmarks aan corresponderende
locaties in een ander beeld wordt handmatig begonnen met een speciaal gebouwd ge-
bruikersinterface. Terwijl handmatige matches worden bepaald, worden ze gebruikt om
een thin-plate spline model te construeren dat de relatie tussen de twee beelden mod-
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elleert. In combinatie met een blok-matching verfijning wordt dit model gebruikt om
corresponderende locaties voor volgende landmarks te voorspellen. Het systeem wordt in
toenemende mate nauwkeurig wanneer meer punten handmatig worden gematched en na
enige tijd is het in staat alle overgebleven matches geheel automatisch te voltooien.
Experimenten worden uitgevoerd op 50 sets thorax CT data en 3 sets MRI hersenbeelden.
Voor deze experimenten worden 100 landmarks gegenereerd, waarvan 30 handmatig gem-
atched worden en de overige automatisch. Deze parameters kunnen echter gewijzigd wor-
den, afhankelijk van het type data dat verwerkt wordt en de complexiteit van de vereiste
transformatie.
Een grondige analyse van de puntparen gegenereerd door meerdere beoordelaars, onder
wie een radiologie-expert, toont aan dat de gemaakte matches reproduceerbaar en cor-
rect zijn. De bruikbaarheid van het systeem voor het evalueren van registratiekwaliteit
wordt geverifieerd door het als een referentiestandaard te gebruiken in een vergelijking
van verscheidene registratie-experimenten met verschillende instellingen.
In hoofdstuk 4 worden de organisatie en de uitkomsten van een open competitie in intra-
patiënt thorax CT registratie beschreven. EMPIRE10 (Evaluation of Methods for Pul-
monary Image Registration 2010) verschaft een openbaar platform voor kwantitatieve,
onafhankelijke evaluatie van registratie-algoritmen toegepast op een gemeenschappelijke
verzameling beelden.
De data voor EMPIRE10 bestaat uit 30 paren thorax CT beelden van diverse bronnen
met verschillende scanprotocollen. Evaluatie wordt uitgevoerd in 4 categorieën - uitli-
jning van landmarks (met behulp van semi-automatisch geconstrueerde landmarkparen
zoals beschreven in hoofdstuk 3), uitlijning van de fissuren, uitlijning van de longranden
en detectie van singulariteiten (onwaarschijnlijke deformaties). In de eerste fase van de
competitie registreerden de deelnemers 20 beeldparen in hun eigen faciliteit, waarna ze
de resultaten electronisch instuurden voor evaluatie, terwijl in de tweede fase de overge-
bleven 10 beeldparen werden geregistreerd tijdens een live workshop sessie op MIC-
CAI 2010 [104].
Hoofdstuk 4 beschrijft de data en evaluatieprocedures in detail, alsook de resultaten van
20 deelnemende teams van academische instituten en bedrijven vanover de hele wereld.
Gedetailleerde analyse van de resultaten bepaalt niet alleen welke registratie-aanpakken
het meest effectief zijn, maar ook welke typen data het moeilijkst te registreren zijn en
welke uitdagingen resteren in dit veld. De competitie blijft open voor nieuwe of verbe-
terde inzendingen, waardoor een doorlopend register van de state of the art in thorax CT
registratie wordt bijgehouden.
Het onderwerp longnodules wordt geı̈ntroduceerd in hoofdstuk 5, dat een methode pre-
senteert voor automatische detectie van nodules in thorax CT. De methode wordt grondig
geëvalueerd op grote sets lage-dosis data van een longkanker screeningtrial. Het algo-
ritme begint met het detecteren van kandidaatstructuren in de longen, gebaseerd op lokale
beeldkenmerken van vorm-index en kromming. Deze objecten worden vervolgens indi-
vidueel geı̈dentificeerd als nodule of niet-nodule in een twee-staps classificatieprocedure
met behulp van k-nearest-neighbour (kNN) classificatoren. De classificatoren worden
vooraf getraind op volledig onafhankelijke datasets die uit hetzelfde longkanker screen-
ingprogramma komen.
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De gepresenteerde detectiemethode voor nodules wordt getest op 3 grote databases, waarin
het aantal beelden varieert van 541 tot 813 en het aantal nodules van 768 tot 1688.
Gegeven de brede diversiteit aan nodulevormen, -groottes en -texturen die in de praktijk
voorkomt, is het essentieel dat de database die gebruikt wordt voor het testen voldoende
groot is om deze diversiteit te representeren. Bovendien, daar een brede diversiteit van
noduletypes aanwezig is in de gebruikte database, is een gedetailleerde analyse van de
prestatie van het algoritme mogelijk. Evaluatie van de methode op verscheidene nod-
ulegroottes, op nodules in verschillende gebieden van de longen, op een aantal klinisch
gedefinieerde noduletypes, en op bewezen maligniteiten is allemaal bevat in hoofdstuk 5.
Een diepgaande analyse van fout-positievendetectie wordt ook uitgevoerd om de voor-
naamste oorzaken van het vóórkomen van fout-positieven te bepalen. De gedetailleerde
analyse van de systeemprestaties maakt het mogelijk duidelijke doelen voor toekomstige
systeemontwikkeling en -verbetering te definiëren.
ANODE09, een open competitie voor de automatische detectie van longnodules in thorax
CT wordt in detail beschreven in hoofdstuk 6. Net als de EMPIRE10 studie beschreven
in hoofdstuk 4, verschaft dit initiatief een openbare set CT data en nodigt het wetenschap-
pers of commerciële ondernemingen uit hun algoritmen toe te passen op de data en hun
resultaten in te zenden voor onafhankelijke evaluatie. Op deze wijze wordt de state of
the art op een objectieve, kwantitatieve manier bepaald en wordt een eerlijke vergelijking
tussen algoritmen mogelijk gemaakt, wat normaal gesproken niet kan worden afgeleid uit
de literatuur.
De dataset voor ANODE09 bestaat uit 55 thorax CT beelden. De referentiestandaard
van werkelijke nodules wordt gemaakt door twee expert beoordelaars en gecontroleerd
door een derde wanneer geen consensus kon worden bereikt. Het concept van relevante
en irrelevante bevindingen wordt geı̈ntroduceerd, waarbij irrelevante bevindingen die zijn
die legitiem zijn maar niet essentieel voor een radioloog om te beoordelen. Algoritmen
worden noch gestraft noch beloond voor het detecteren van als irrelevant aangemerkte
structuren.
Zes algoritmen, A-F, inclusief degene beschreven in hoofdstuk 5 (waar hier naar wordt
gerefereerd als algoritme E) worden vergeleken met behulp van FROC analyse op ba-
sis van de gedefinieerde referentiestandaard. Verder wordt een methode voor het com-
bineren van algoritmen voorgesteld, gebaseerd op kennis van hun eerdere prestaties op
een bepaalde dataset. Er wordt aangetoond dat dit een krachtige manier is om het beste
resultaat van iedere afzonderlijke deelnemer te verbeteren. Algemene vraagstukken rond
noduledetectie worden ook bediscussieerd, zoals de meest waarschijnlijke oorzaken van
fout-positieve bevindingen, mogelijke aanpakken voor prestatieverbetering en de belan-
grijke aspecten van automatische systemen vanuit een klinisch perspectief. De ANODE09
studie blijft open voor nieuwe inzendingen, wat het mogelijk maakt de uitkomsten van
ontwikkelingen in het onderzoeksveld doorlopend te registreren.
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