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1

Introduction

This thesis is an exploration. It explores methods of generating valid constraints that
can be used to solve instances of a certain class of combinatorial scheduling problems,
the so-called no-wait job shop scheduling problems. The constraints we find have to
be fulfilled by each valid solution of an instance of this problem class. If possible, we
may use these constraints to shrink the domains of some variables that are included
in the problem formulation, or fix some of these variables to a single value, thereby
simplifying the whole problem. Before we go into a detailed description of the terms
used in the few lines above, we give an outline of this chapter.

In Section 1.1 we establish the central question of this thesis and give a brief
overview over this work. Section 1.2 introduces the no-wait job shop problem, as it
will be treated throughout this thesis. In Section 1.3 we give a quick introduction to
constraint programming. Finally, this chapter closes with Section 1.4, where we give
a more detailed outline of this work.

1.1 Nuts and Bolts

Before we can formulate the main question that motivated this thesis, we have to
define two terms. Let a no-wait job shop instance be for the time being a combinatorial
scheduling problem of some kind.

By the term constraint satisfaction we mean, roughly spoken, a method of acquir-
ing and propagating knowledge of one aspect of the problem (e.g., the range of valid
values for a certain variable) to another one (e.g., if a variable can only take values
within a certain range, the other variables may not grow larger than a certain other
value). Now, we are able to formulate the main research question of this thesis.

“How can constraint satisfaction aid us in solving no-wait job shop
instances?”
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More precisely, this thesis is concerned with two interpretations of the above question.
Each of these interpretations will be elaborated in detail in the course of this work.

The first way to interpret this question is to find ‘good’ ways of acquiring
knowledge from a given no-wait job shop instance, and to propagate this knowl-
edge to other aspects of the same instance. We devote the second part of this the-
sis to that interpretation. The methods we develop there are hand-tailored to the
use of some special features of the no-wait job shop definition so as to become
stronger than the ones found in literature (see for example Baptiste, Le Pape &
Nuijten 2001, Nuijten 1994, Baptiste 1998).

The second interpretation of the above question is the following one: We can refor-
mulate the no-wait job shop problem as the problem of finding an integral point within
a polytope. Now the question posed above can be rephrased as: “How can constraint
propagation be of help to solve these integer linear programming (ILP) instances?”

The third part of this thesis tries to answer this question. There we show that
the methods to propagate knowledge, developed in the second part, lead to strong
inequalities for an ILP formulation of the no-wait job shop problem.

1.2 The No-Wait Job Shop Problem

In this section we define the central problem of the thesis: the no-wait job shop prob-
lem. After we have given a brief definition and some examples, we show that the
no-wait job shop problem is NP-hard. Finally, we will introduce the ILP formulation
of the problem that will become important in the third part of this thesis.

1.2.1 The Definition

The no-wait job shop problem is defined as follows: We are given a finite number of
tasks, so-called operations. Each individual operation is assigned a resource on which
it has to be executed uninterruptedly. These resources are called the machines. Here it
is assumed that a machine can process at most one operation at a time. The time needed
to process an operation on a machine may vary from operation to operation, but is
fixed for every individual operation. This amount of time is called the processing time.
Within a no-wait job shop problem, we are also given constraints on the operations.
For example operation a has to start a fixed (possibly negative) number of time units
after operation b has finished. This kind of constraint is called a no-wait constraint. A
maximal subset (maximal with respect to inclusion) of operations that are connected
by this kind of no-wait constraints is called a job. Therefore, by fixing the starting time
of one operation of a job, we implicitly fix the starting time for all its operations. The
starting time of a job is, by definition, the starting time of the first of its operations.
The amount of time between the starting time of a job and the starting time of an
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individual operation is called the delay of the operation. The question is to find the
shortest possible schedule for a finite set of jobs such that every operation is executed
in the end while satisfying the constraints. The difference between the starting time of
the first operation of the no-wait job shop instance and the completion time of its last
operation in a schedule (that does not violate any constraints) is called the makespan
of the schedule. The point in time from which we are allowed to start an operation
is called the release date (of this operation), while we call the time-index until an
operation has to be finished the deadline (of this operation). These two terms translate
to jobs in a similar way. The release date of a job is the time when the first operation
of the job can start and the deadline of a job is the time until when we need to finish
the last operation of this job. Thereby, deadlines and release dates can be updated.
For example, if we know that a certain operation starts in each valid schedule after a
time-index t, which lies between its release date and its deadline, we may update its
release date to be t.

In the chapters to follow we assume that all data are integral. Therefore, we only
allow integral processing times, release dates, deadlines, etc. for the operations.

To get a better feeling for these terms consider the example depicted in Figures
1.1a and 1.1b. In Figure 1.1a we see the jobs of the instance. Each of the grey blocks
stands for an individual operation. Each level on which a block is drawn is associated
with a machine on which the corresponding operation is to be executed. The machines
are labeled on the right of this diagram. The width of a block is proportional to the
processing time of the associated operation, and the horizontal position of the block
indicates the delay of the corresponding operation. For example, job k consists of three
operations all of length 4. Two of these operations have a delay of four time units while
the remaining one has a delay of zero. Figure 1.1b depicts the set of starting times that
we allow for the individual jobs depicted in Figure 1.1a.

The strong connection between the theory and practical instances is shown by the
following real-life examples.

The ‘Air Traffic Control’ Example

The first example deals with a number of flights that have to fly a given route through
a number of air traffic control sectors (ATC-sectors). Due to security reasons an ATC-
sector has a limited capacity, i.e., there has to be a certain distance between two planes
in an ATC-sector1. Consider such an ATC-sector. Say, each ATC-sector contains only
one air-corridor. Since planes may not use this corridor arbitrarily close to each other,
it is possible to segment the corridor such that at most one plane may be in each seg-
ment. When we label these segments by the numbers 1, 2, 3, . . . in the order a plane
passes them, we can express the route of a plane as follows. The aircraft traverses first

1 The corresponding problem is solved by EUROCONTROL on a daily basis.
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0 5 10 time

job j

job k

job l

M1

M2

M1

M2

M3

M1

M3

Fig. 1.1a. The three jobs of the example instance. The instance consists of three machines and
the jobs have two and three operations connected by no-wait constraints.

0 5 10 time

job j

job k

job l

Fig. 1.1b. The starting time intervals of the three jobs depicted in Figure 1.1a.

segment 1, then segment 2, and so on. When we assign a machine Mi to segment i we
can express the path of the plane as a scheduling instance. First, there is an operation
to be executed on machine M1, then on machine M2, etc. The processing times of
these operations correspond to the time the plane is within the corresponding corridor
segment. Since one cannot stop the plane when in midair, these operations are linked
together by no-wait constraints. That is, once operation i has finished processing, op-
eration i + 1 must be started.

Thus, we can find a set of machines for each air corridor and a job for each plane
there is, respectively. The resulting scheduling problem will be a no-wait job shop.

As part of the problem description we also have starting time intervals for the
individual operations. We are given these data since passengers want to arrive in time,
and airports have tight time windows when planes are actually expected to leave and/or
arrive.
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The ‘Processing Industry’ Example

The second example deals with the production cycles in the processing industry, like
an oil refinery or the pharmaceutical industry. Here, we are given a finite set of ma-
chines and a number of products we have to produce. These products are allowed to
have different deadlines. This implies that for each individual product, we possibly
have a different point in time when the corresponding operations have to be com-
pleted. Therefore, we can compute the release dates and deadlines for each of the
individual operations. We can also compute an initial set of (possibly) valid starting
times, the so-called starting time intervals for each operation, and thus for each job.
On top of that we assume that the intermediate products need to be processed on the
next machine immediately. Thereby, it may happen that the last part of an intermediate
product is still waiting to be processed on one machine, while the first part of the next
(intermediate) product has already passed the machine and has to be processed further
on the next machine. The question now is to find a feasible assignment of starting
times to the individual operations such that no constraint is violated. This will lead to
a no-wait job shop instance too.

1.2.2 History and Complexity

Next, we review some results on the complexity of the no-wait job shop prob-
lem. Multi-machine scheduling problems have earned themselves a reputation of in-
tractability (Lawler, Lenstra, Rinnooy Kan & Shmoys 1993). For ordinary job shops
(where the no-wait constraints are replaced by constraints like: operation a has to fin-
ish processing before operation b can start, so-called precedence constraints) with two
machines and at most two operations, Jackson (1956) has given a polynomial algo-
rithm. Hefetz & Adiri (1982) solve the case of the ordinary job shop problem where we
allow only unit processing times and two machines in polynomial time. However, this
is probably as far as one can get with polynomial time algorithms. The case where we
have two machines and at most three operations per job is already NP-hard as Lenstra,
Rinnooy Kan & Brucker (1977) and Gonzalez & Sahni (1978) show. The situation
becomes worse when we consider ordinary job shops with two or three machines and
allow the processing times to be equal to 1 or 2, or just 1, respectively. These cases are
strongly NP-hard as Lenstra & Rinnooy Kan (1979) show. These results even hold,
when we allow the operations to be interrupted (preempted).

When we move to the no-wait job shop the situation becomes much worse in terms
of complexity. Woeginger (2005) shows that the no-wait job shop with two machines
and at most five operations per job and the no-wait job shop with three machines and
at most three operations per job is not only NP-hard but even hard to approximate,
unless P = NP (i.e., this problem is APX-hard).
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In addition, in the course of this thesis we give two proofs which can easily be
rewritten to show that the ordinary no-wait job shop, as defined above, is NP-hard in
the strong sense as well.

1.2.3 Different Ways to Solve the No-Wait Job Shop Problem

Finally, we discuss the different methods that are (currently) used to model and solve
the no-wait job shop problem.

The first method to solve the no-wait job shop problem is based on a reformulation
of the no-wait job shop scheduling problem to an integer linear program (ILP). The
idea is to slice the time-axis into small parts of equal (=unit) length and to assign a
binary variable xt,j for each job j and time slice [t, t + 1]. In a solution a variable xt,j

is set at 1 if job j starts at time t and at 0 otherwise. The constraints that model this
kind of interpretation of the variables are derived and discussed in detail the beginning
of Part III.

The second method to solve no-wait job shop instances is constraint programming.
This approach will be discussed in detail in the next section.

We remark here that we can also solve this kind of problem with local search
algorithms like tabu search, genetic algorithms, simulated annealing, and so forth. We
refer the reader to the available literature for a discussion of these methods (e.g. Aarts
& Lenstra 1997, Rismondo, Confessore & Giordani 2005).

1.3 Introduction to Constraint Programming

In this section we give a brief introduction to constraint programming (CP). For a
more detailed introduction we refer the reader to available literature (see for example
Apt 2003, Rossi, Van Beek & Walsh 2006).

The term ‘constraint programming’ denotes a method of solving feasibility prob-
lems. If the initial problem is not a feasibility problem, it can easily be cast into one,
by putting a bound on the objective function and asking for a feasible solution. Say we
can generate constraints that show that an instance is infeasible. In this case we know
in which direction to modify the bound in order to find the optimal value. If these
modifications are done in a smart way (for example using binary search), the optimal
value will be formed after a few calls to our mechanism to check for feasibility (we
will call this mechanism a constraint engine).

For example consider the no-wait job shop scheduling instance depicted in the
Figures 1.1a and 1.1b. We want to find the schedule of minimal makespan; i.e., the
schedule such that the last operation is completed as early as possible. Therefore, we
assume a makespan of 14. In this case we can deduce that job l cannot be started
after time-index 10. From this we can conclude that the two jobs j and k cannot be
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started after time unit 4 and 2, respectively. But in this case, it is not difficult to see that
machine M1 will have to perform two operations at the same time over some interval,
no matter how we start these two jobs within their restricted intervals. Therefore, this
instance is infeasible with a makespan of 14. Methods that can verify that an instance
is infeasible are called infeasibility detectors. When we assume a makespan of 15, it
is easy to see that the instance admits a feasible schedule, namely the one where job k
starts at time-index 0, job j at time-index 5 and job l at time-index 11. Therefore, we
know that the smallest feasible makespan for this instance equals 15.

This example shows us even more than that. It also shows how constraint propa-
gation works. The constraint engine tries to find some characteristics of the instance it
is given. For example if finds that job l cannot be started after time unit 10 in the first
example computation. It then tries to propagate this knowledge to other aspects of the
instance. This is done by using so-called propagators. In our example, knowledge was
found and propagated in the following way: Since the (initial) starting time interval
of job l was [10, 11], we fixed the starting time of this job by knowing that this job
cannot start after time-index 10. Now that we have fixed the starting time of this job,
we know exactly when its operations will be executed. Therefore, we modify the start-
ing time intervals of all other jobs in the instance such that there will be no resource
conflict. This step leads to the knowledge that the jobs j and k cannot be started after
time-index 4 and 2, respectively.

Of course, the starting times are only one characteristic of the operations in an
instance that we can use for propagation. Other characteristics exist. For example the
order of the operations on a specific machine, etc.

When propagation results in no new information about the instance, we need to
branch. In one branch we assume one range of a characteristic, and in the other one
complementary ones (of course it is possible to generate more branches, but the idea
remains the same). For example, consider the case where we set the makespan to 15.
Say we branch on the starting time of job k. In one branch we assume that the starting
time of k is greater than or equal to 2, and in the other we assume that the starting
time of k is smaller than 2. The constraint engine then detects infeasibility for the
case where the starting time of k is greater than or equal to 2 (for example the way
described above) and finds that the other instance is feasible.

1.4 Organization of this Thesis

Chapters 2 and 3 belong to the introduction. There, we concentrate on the set of valid
starting time differences of two jobs. In Chapter 2 we give a polynomial algorithm
to compute these data for the no-wait job shop. Chapter 3 does the same but for a
variant of the no-wait job shop. In addition to the classical setting we are given in this
variant an interval for each operation from which we may select its processing time. It
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turns out that computing the starting time difference intervals for this case is generally
NP-hard.

In Chapter 4, we discuss propagators. We start with the ones known in literature
(Le Pape et al. 2001, Baptiste 1998, Nuijten 1994) and deduce stronger ones from
them by incorporating the no-wait constraints. Here, we need the starting time differ-
ence intervals. We refine them into a propagator, the so-called 2-job propagator. This
propagator is then extended into an even more powerful one. In Chapter 5 we shift our
interest to infeasibility detectors. Again, we start with the known ones and specialize
them into stronger ones, using the no-wait constraints. In Chapter 6, we see that we can
compose a weighted directed graph from a no-wait job shop instance. In this graph,
we can solve the Traveling Salesman Problem (TSP), and see that this is in some cases
equivalent to solving the no-wait job shop instance itself. The optimal TSP-tour will
have the same length as the optimal schedule in these cases. The reformulation as a
TSP instance is stable under approximations, and we can use any relaxation of the
TSP to find lower bounds on the makespan of these special instances.

Finally, the Chapters 7 and 8 are concerned with the time-indexed ILP formula-
tion, which was briefly discussed in Section 1.2. In Chapter 7 we see that we can
find characterizations for strong (so-called facet-inducing) inequalities for the time-
indexed formulation of the no-wait job shop problem in terms of propagators and
some easy-to-check technical conditions. Chapter 8 is concerned with the problem of
finding an inequality that separates a given point from the convex hull of the integral
points of the time-indexed polytope.

In Chapter 9 we report on the experiments we conducted for some propagators and
infeasibility detectors we described in the course of this work.
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Second Order Intervals

In this chapter we define a collection of disjoint sorted intervals, the so-called second
order intervals. Given two jobs of a no-wait job shop instance, they will contain the
set of starting time differences for both jobs such that we do not have any resource
conflict caused by these two jobs. Furthermore, we give an algorithm that takes an
order of the jobs as input, and computes from this order a feasible schedule where no
operation can be started earlier without delaying another one (such schedules will be
called active), given that the starting time intervals are long enough.

This chapter is organized as follows: The second order intervals are formally de-
fined in Section 2.1. In Section 2.2 we give an algorithm to compute the second order
intervals for the classical no-wait job shop setting as defined in Section 1.2. Section
2.3 provides the algorithm to compute an active schedule. The second order intervals
will be used in Chapter 4 to define specialized methods to propagate the knowledge
that is encoded within the starting time intervals of one job to the starting time inter-
vals of another job. Furthermore, the algorithm that generates active schedules offers
us an opportunity to model heuristics to generate valid schedules for a given no-wait
job shop instance, since we only need to give a total order of the jobs. We will re-
vert to this algorithm in Chapter 9, where we give an overview of the experiments we
conducted.

2.1 The Second Order Intervals

In this section we give a formal definition of the second order intervals. Roughly
spoken the second order intervals of two jobs j and k, denoted by the symbol I(j,k),
are the collection of feasible starting time differences.

To make this more precise let Xj and Xk be two integral time-indices. The integer
(Xk−Xj) is a member of the second order intervals I(j,k) if and only if it is possible
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to start both jobs j and k at Xj and Xk, respectively, without having any of their
operations overlap each other in their execution on any machine (no resource conflict
may occur). Note that we omitted a reference to the sets of possible starting times
Ij and Ik, the starting time intervals of the two jobs j and k, in the definition of
the second order intervals on purpose. As we will see later on, for our use of the
second order intervals they do not become any stronger by incorporating them here.
However, if needed we can later intersect the set I(j,k) with the set Ik−Ij := {x−y :
x ∈ Ik, y ∈ Ij}. The resulting intersection will then be the set of valid starting time
differences of these two jobs.

The second order intervals are invariant under translation of the two jobs. This
means, we can shift the two jobs to any point in time as long as we shift both of them
by the same amount, or more formally: For each x ∈ IR the inclusion (Xk + x) −
(Xj + x) ∈ I(j,k) holds if and only if (Xk − Xj) ∈ I(j,k) holds. Furthermore, we
have the equality

I(j,k) = −I(k,j) . (2.1)

Indeed, denoting with A the condition that no two operations of the two jobs j and k
may have overlapping execution intervals, the chain of equalities

I(j,k) = {Xk −Xj : Xk, Xj ∈ ZZ,A}
= −{Xj −Xk : Xk, Xj ∈ ZZ,A} = −I(k,j) (2.2)

holds.
For reasons that will become clear later on, we split the set I(j,k) into the two

subsets Ij→k and Ik→j . The set Ij→k contains those elements (Xk −Xj) where the
starting time of k is not smaller than the starting time of j. In symbols this means

Ij→k := {Xk −Xj ∈ I(j,k) : Xk, Xj ∈ ZZ≥0, Xk ≥ Xj} . (2.3)

The other set Ik→j contains those elements (Xj −Xk) such that (Xj −Xk) ∈ I(k,j)

and such that the starting time of j is not smaller than the one of k. That is, the set
Ik→j contains the other ‘half’ of the second order intervals, multiplied by minus one.
In symbols this definition equals

Ik→j := {Xj −Xk ∈ I(k,j) : Xk, Xj ∈ ZZ≥0, Xk ≤ Xj} . (2.4)

Abusing our terminology a little, we will also refer to each of these subsets as the
second order intervals of the two jobs j and k, if no confusion can occur.

In order to illustrate these definitions, consider the instance depicted in Figures
2.1a and 2.1b. The grey blocks indicate operations that are to be executed on the
machine denoted at the right border of the figure on the same line. The horizontal
position of the blocks gives the delay for the operations. The vertical position of the
grey blocks gives the machines on which they are to be executed. There, the two jobs
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job j

job k

time0 1 5 7 10

machines

M1
M2

M1
M2

Fig. 2.1a. The two jobs

job j

job k

time0 10

Fig. 2.1b. The starting time interval of the two jobs depicted in Figure 2.1a

j and k cannot be started independently from each other. For example when we fix the
starting time of job j to time-index 0, job k cannot be started at a single time-index
within the set {0, 5, 6, 7, 8, 9} without having overlapping execution intervals with job
j for at least one of its operations. At all other time-indices {1, 2, 3, 4, 10} we can start
job k without running into a resource conflict.

2.2 An Algorithm to Compute the Second Order Intervals

In this section, we present an efficient algorithm that computes the second order inter-
vals Ik→j for two jobs j and k. The idea is explained in three steps. In the first step
we remark that the set Ik→j equals the set of non-conflicting, non-negative starting
times of job j when we fix the starting time of job k to 0.

In the second step, assuming that job k starts at time-index 0, we compute for each
operation o of job j the set of starting times of o such that o does not overlap with
any operation of job k. This is done by disregarding all other operations of job j. That
is, we assume for the moment that j just consists of the operation o. We denote the
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resulting set of starting times by Io. When we denote the delay of o with respect to the
first operation of job j by zo, we can compute the set (Io − zo) := {x− zo : x ∈ Io},
the set of starting times of j, such that o starts within Io. Note that this set might be
too large. It may include elements where j cannot start due to other operations, but we
ignore this for the time being.

In the third and final step we intersect for all operations o of job j the sets (Io−zo).
This has to be done carefully to keep the running time of the algorithm as small as
possible.

Next, we describe step two in detail. The resulting algorithm gives a method to
compute all possible non-conflicting starting time-indices of the individual operations
of j. We fix the starting time of k to be 0, and we number the operations of job k that
are to be executed on the same machine according to increasing delay. That is, the first
operation o1 of k is to be started first, next the second operation o2 is to be started, and
so forth.

First, the algorithm tries to schedule the operation o of job j before operation o1

of k. If this succeeds, we can add an appropriate interval to the initially empty set of
starting intervals Io of o. Then, the algorithm tries to start o between o1 and o2. Again,
we add an appropriate interval to the starting intervals of o. The algorithm passes
through all operations, until it terminates after adding an interval of the form [a,∞],
where a is the completion time of the last operation of job k that is to be executed
on the machine. The set (Io − zo) can be computed on the fly, since we only need
to change the borders of the intervals as they are added to the set Io. Consider for
example the two jobs depicted in Figure 2.2. Both jobs have to execute operations on
the machines M1 and M2. While job j has an operation of unit length to be started
at each even time-index that is smaller than or equal to 6 on machine M1, it has
operations of unit length to be started at the odd time-indices smaller than or equal to
6 on machine M2. Job k starts an operation of unit length on each machine at the even
time-indices smaller than or equal to 4. We establish the same convention as above

0 5

job j

job k
M1
M2

M1
M2

Fig. 2.2. The two jobs j and k.
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for numbering the operations: We number the operations of job j from left to right
on each machine. Thus, on machine M ∈ {M1,M2} operation 1 of job j, denoted
hereafter by o1,M , is the first operation of job j that is to be started on machine M .
The operation o2,M of job j is the second operation that is to be started on the same
machine, and so forth.

The algorithm first computes the set of non-negative, non-conflicting starting times
for the individual operations of job j when job k is fixed to be started at time-index 0.
It is easy to see that for operation oi,M this set equals

Ioi,M
= {2i− 1, 2i + 1} ∪ (5 + ZZ≥0) .

Therefore, we have

Ioi,M
− zoi,M

=
{

({2i− 1, 2i + 1} ∪ 5 + ZZ≥0)− 2(i− 1) if M = M1 ,

({2i− 1, 2i + 1} ∪ 5 + ZZ≥0)− 2(i− 1)− 1 if M = M2 .

Finally, we have to compute the intersection⋂
o∈j

(Io − zo) . (2.5)

This intersection is, as we will see below, the derived set Ik→j . Computing an inter-
section of a finite number of finite interval unions is easy. We omit the tedious but
time-saving algorithm here. We will give it in the proof of the running time of this
algorithm. In our example we see that the intersection (2.5) evaluates to the set

Ik→j = {5, 6, 7, 8, . . .} . (2.6)

Indeed, it is easy to see that resource conflicts occur either on machine M1 or on M2

for any values smaller than 5.

Theorem 2.2.1. The algorithm above computes the second order intervals Ik→j .

Proof. According to step one we have to show that job j can start at each time-index
that is a member of the intersection (2.5) and that this intersection contains all such
time-indices. We first want to show the first point. Therefore, take a t ∈

⋂
o∈j(Io−zo).

When we start job j at time-index t, each operation o of job j will start in Io which
causes no resource conflict.

For the second point, we observe that when we start job j at t 6∈
⋂

o∈j(Io − zo)
there is an operation o of job j and an operation o′ of job k that are executed on
the same machine and that have overlapping processing time intervals. Therefore, j
cannot be started at t. ut
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Finally, we examine the running time of the algorithm. Assuming that the algo-
rithm receives the jobs in a way such that the operations of job k are sorted on the
individual machines by increasing delay, the following theorem states that we can im-
plement the algorithm to run in time O(njnk) where nj and nk denote the number of
operations of job j and job k, respectively.

Theorem 2.2.2. The algorithm described above can be implemented to run in time
O(njnk).

Proof. We have to show that the steps two and three can be implemented to run within
the given time bound. For the second step this is done by observing that we need to
visit each pair of operations where one operation comes from j and the other one from
k at most a constant number of times.

For the third step this takes a little more effort. We first describe an algorithm, and
later show that it has the promised running time.

To get a better grip on what follows, consider the situation depicted in Figure 2.3.
There, we see the intervals (Io − zo) for three different operations o1, o2, and o3.

o1

o2

o3

0 5 10 15 time

Fig. 2.3. The starting time intervals

When we fix one operation o, we see that these sets split up into disjoint intervals
Io,1, Io,2, . . . , Io,ro , where the elements in Io,1 are all smaller than the elements of
Io,2, which are smaller than the elements in Io,3, etc. In our example, we therefore
have the three intervals [0, 1], [4, 9] and [13, 18] for operation o1.

For an 1 ≤ l ≤ ro let Io,l be the lth interval, which we denote by [ao,l, bo,l]. First,
we insert for all o ∈ j the first item of the collection Io into a list. This list is sorted
increasingly by the right borders of the intervals it contains; i.e., by the values of the
bo,1. In the example, this list would contain the entries

[0, 1], [1, 3] and [2, 6] . (2.7)

Let a denote the maximum over all left borders ao,l of intervals in the list (2 in our
example). The algorithm iterates the following step, the so-called insertion step, until
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all right borders bo,l of all the intervals in the list are greater than or equal to a. The
algorithm erases those entries in the list for which the inequality

bo,l ≥ a (2.8)

is violated and inserts the following elements from the corresponding collections. That
is, if Io,l was deleted from the list we insert Io,l+1. Note that there is always such an
element. Furthermore, we update a to reflect the maximum over all left borders in the
list.

In the example, the algorithm erases the interval [0, 1] from the list, and inserts the
next interval for o1, this is [4, 9]. It then updates the value of a to be 4, since this is the
highest left-hand side we have in our list. Next, the interval [1, 3] has to be discarded.
The algorithm inserts the interval [4, 8] for it. It then terminates the insertion loop.

When the algorithm leaves this loop we compute the minimum over all the bo,l

values corresponding to the intervals in the current list. Let b denote this minimum (4
in the example). Then, we know that the interval [a, b] lies in the intersection, and we
add it to the output of the algorithm. After this we reset a to b + 1 and reenter the
insertion loop. This reenter process is repeated as long as b does not equal ∞.

Finally, we show that this algorithm has the promised running time. First, we ob-
serve that we can insert an element in the list in time proportional to the size of the
list. Since there are at most nj elements in the list this step takes time O(nj). Erasing
elements from the list takes linear time. Furthermore, there are at most O(nk) inter-
vals to be considered. Therefore, the insertion loop will take in total at most O(njnk)
time units. Updating a and b can be implemented in time proportional to the number
of intervals step two delivers. Therefore, the whole algorithm can be implemented to
run in time O(njnk). ut
Corollary 2.2.3. Let ñ denote the number of all operations in a given no-wait job
shop instance. Then, all second order intervals can be computed in at most O(ñ2)
time units.

Proof. We have to run the algorithm above for each pair of jobs (j, k) once. Each of
these runs takes at most O(njnk) time units. Therefore, the total time needed is

O(
∑
j 6=k

(njnk)) ⊂ O((
∑

j

nj)(
∑

k

nk)) = O(ñ2) . (2.9)

ut

2.3 The Algorithm to Compute the Starting Times of an Active
Schedule

The algorithm from Section 2.2 motivates a similar algorithm for computing the start-
ing times of a schedule where we cannot start any job earlier without delaying another
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one, a so-called active schedule. The algorithm we propose here needs a total order of
the jobs as input. It then tries to schedule each job, starting with the smallest (with re-
spect to the given order) and ending with the biggest, as early as possible. This means
it pursues a greedy strategy. It is easy to find instances where valid schedules exist,
but the subsequent algorithm fails to find them, even in the case where the algorithm
is given the order in which the jobs start their execution in the valid schedule. How-
ever, it is not difficult to see that the algorithm presented below will result in an active
schedule when there is enough time between the latest and the earliest starting times
for each job.

Assume we are given a total order of the jobs, j1 ≤ j2 ≤ j3 ≤ . . . ≤ jn. We start
the smallest job j1 as early as possible. Then, we compute the second order intervals
Ij1→j2 and start the second smallest job j2 at the time-index min{x ∈ (Ij1+Ij1→j2)∩
Ij2}, where Ij1 + Ij1→j2 denotes the set {x + y : x ∈ Ij1 , y ∈ Ij1→j2}. After fixing
the starting time of the second job j2 we define a new job j1,2 that has the same set of
operations as j1 and j2 together, and the no-wait constraints as fulfilled by our partial
schedule. We then compute the second order intervals Ij1,2→j3 and start job j3 at the
time-index min{x ∈ Sj1,2 + Ij1,2→j3}, where Sj1,2 denotes the starting time of j1,2

in the partial schedule. We then define a job j1,2,3 consisting of the set of operations
of the two jobs j1,2 and j3 together and the no-wait constraints as they appear in the
partial schedule now, and so on.

As we will see below, this yields an active schedule. Note that this schedule need
not be the shortest one where j1 does not start after j2, which is not started after
j3, etc. Schuster (2003) has shown that computing the shortest schedule under these
conditions is generally NP-hard in the strong sense.

Proposition 2.3.1. Let cj denote the number of proper maximal (with respect to inclu-
sion) intervals of the starting time intervals Ij of job j. Let ñ denote the total number
of operations in all jobs. Then, the algorithm described above has a running time of
O(ñ2 log(ñ)(

∑
j cj)2).

Proof. Let nj denote the number of operations of job j and let nk denote the number
of operations in job k. It takes O(njnk log(nk)) time units to sort the operations of
k appropriately and to compute the second order intervals Ij→k. Therefore, the total
running time equals

B(n) := O(
n−1∑
j=1

(
j∑

i=1

ni)nj+1 log(nj+1)) . (2.10)

Since
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B(n) ⊂ O(
l−1∑
j=1

(
j∑

i=1

ni)nj+1 log((
j∑

i=1

nj)nj+1))

⊂ O(
l−1∑
j=1

(
j∑

i=1

nj)nj+1 log(ñ2)) , (2.11)

we need
B(n) ⊂ O(ñ2 log(ñ)) (2.12)

time units to compute the second order intervals. Computing the sum and the intersec-
tion of two sets works in time proportional to ab where a and b denote the number of
proper maximal (with respect to inclusion) intervals of the two sets. Now, the propo-
sition follows by trivial computations. ut

Proposition 2.3.2. The algorithm above computes the starting times of a non-over-
lapping active schedule.

Proof. The Proposition follows easily from the fact that we choose the starting time
to be minimal with respect to the jobs that we scheduled before. ut





3

No-Wait Job Shops with Variable Processing Times

In this chapter we assume that, on top of the classical no-wait job shop setting, we are
given a set of processing times for each operation. We may select a processing time
when we start processing the operation. We shall see that deciding whether two jobs
with variable processing times can start at the same time-index is in general NP-hard.
As a consequence it is unlikely that there is an efficient algorithm to compute the
second order intervals in this case, unless P = NP. However, we will see that if
we have an oracle that returns a complete list whose entries are the possible orders
of operations on each machine, it is possible to compute the set of feasible starting
time differences efficiently. The same holds if the instance we are given has a special
structure.

We will also give an algorithm that computes an active schedule given an order
of the jobs in which the algorithm should process them, under the assumption that we
can compute the second order intervals efficiently in this case.

This chapter is organized as follows. In Section 3.1 we introduce the necessary
notation. In Section 3.2 we prove that there can be exponentially many feasible or-
derings of the operations of two different jobs and that computing the set of feasible
starting time differences is in general NP-hard. In Section 3.3 we give several algo-
rithms to compute and/or approximate the second order intervals, and in Section 3.4
we develop a method to create an active schedule for instances with jobs that have
operations of variable processing times, assuming that we can compute the full set of
feasible starting time differences.

3.1 Preliminaries

In this section we introduce the notation needed throughout this chapter. We shall
denote the set of operations of job j by Jj . For each operation o of the job shop
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instance we are given an interval Lo = [ao, bo] ⊂ ZZ≥0 of possible processing times.
An element lo ∈ Lo is called a possible processing time for o.

In the classical no-wait job shop as explained in Section 1.2, the starting time
of a job refers to the starting time of the first of its operations. In the situation of
variable processing times this operation can differ depending on the processing times
we choose for the individual schedule. Therefore, we define the starting time of a job
j in this situation to be the starting time of one fixed operation o of j (preferably the
first one). We assume from now on that the starting time intervals and so forth are
given with respect to operation o.

Variable processing times also offer us more interpretations of the no-wait con-
straints. While in the classical definition a no-wait constraint consists of a require-
ment that a certain operation has to start a fixed (possibly negative) amount of time
after another one, we could have defined it equivalently as a requirement that a cer-
tain operation has to finish processing a fixed amount of time after another operation.
These two definitions are not equivalent anymore in the case of variable processing
times. It is easy to find an example where no schedule exists using the first definition,
but using the second one a feasible schedule is easily found. The theory we describe in
this chapter can be applied for the following three kinds of no-wait constraints. Note
that in the case without variable processing times these definitions are all equivalent.

Start-Start Constraints: These constraints imply that the starting time So of an oper-
ation o has to lie a fixed (possibly negative) number of time units a after the starting
time So′ of another operation o′. Therefore, the constraint yields a linear equation in
the two starting times:

So − So′ = a . (3.1)

Start-End Constraints: These constraints establish a relation between the starting time
So of an operation o and the completion time Co′ of another operation o′. The starting
time of o has to lie a fixed (possibly negative) number of time units a after the comple-
tion time of the operation o′. This yields a linear correspondence between the starting
time of o and the completion time of o′:

So − Co′ = a . (3.2)

End-End Constraints: These constraints give a condition on the completion times Co

and Co′ of two operations o and o′. More precisely, this kind of constraint says that the
completion time of o′ has to lie a fixed (possibly negative) number of time units a be-
fore the completion time of o. Therefore, the constraint yields a linear correspondence
between the two completion times:
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Co − Co′ = a . (3.3)

Note that it makes sense for a job j with nj operations to contain more than nj

constraints of the three types above. It is easy to find examples where more constraints
restrict the set of feasible schedules. Furthermore, giving two different kinds of con-
straints for two operations adds a restriction to their processing times.

To become more familiar with the power of this extended no-wait job shop model,
consider the following extension of the scheduling problem. We are given a set of
operations that are to be executed on specific machines. The machine on which a
certain operation is allowed to be executed can differ from operation to operation.
Furthermore, we are given for some pairs (o, o′) of operations the following type of
constraint. Operation o has to start at least ao,o′ and at most bo,o′ ≥ ao,o′ time units
before operation o′. We call this type of constraints relaxed no-wait constraints.

We want to model this scheduling problem as one with variable processing times
and the three types of no-wait constraints only. The idea is to create a new machine for
each relaxed constraint. On this machine we will model the constraint as a combina-
tion of an operation (that is to be executed on this machine) with variable processing
time and start-end no-wait constraints.

First, we create an operation for each operation in the ‘original’ instance. For these
operations we set the intervals that encode the valid processing times equal to the
corresponding ones of the original instance. For each of the relaxed constraints be-
tween two operations o and o′ we include a dummy machine and a dummy opera-
tion õo,o′ that is to be executed on this dummy machine. This operation õo,o′ has to
start ao,o′ time units after operation o and has a range of valid processing times of
[0, bo,o′ − ao,o′ ]. Operation o′ must start at the same time that operation õo,o′ finishes
processing. All other non-relaxed constraints are taken into the newly constructed in-
stance ‘as is’. The following proposition states that the instance we constructed above
allows the same set of schedules as the old one. The proof of this proposition is trivial
and therefore omitted.

Proposition 3.1.1. Let oold be an operation of the original instance and let onew be
the corresponding operation of the new instance, constructed above. Then, there is a
schedule for the new instance where operation onew can start at time-index t if and only
if there is a schedule of the old instance where operation oold can start at time-index t.

In the following sections the relative order of the operations on a machine will be
important. Therefore, we define the term ‘relative position of an operation’ to denote
the position of an operation o in the sequence of operations that are to be executed
on the same machine. As an example, let o, o′ and o′′ be three operations that are
to be executed on the same machine. A relative position for o would be as follows:
Operation o has to follow operation o′ without any other operation between them
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on the same machine, and operation o′′ has to follow operation o without any other
operation between o and o′′. Another relative position would be given by the fact that
o has to be the first operation on its machine. To simplify the notation we call a set of
feasible relative positions, one for each of its operations, an ‘arrangement of a job’.

3.2 The Second Order Intervals

In this section we define the second order intervals in the case of variable processing
times. Furthermore, we show that in general there are exponentially many feasible
arrangements for two jobs, and that the problem to decide whether two given jobs can
start at the same time-index is generally NP-hard in the strong sense. As a consequence
it is in general NP-hard in the strong sense to compute the set of valid starting time
differences.

Let j and k denote two jobs, and let Sj , Sk ∈ ZZ≥0 be two starting times for the
jobs j and k, respectively1. Recall that we defined the starting time of a job in this case
to be the starting time of a fixed operation of the job. The integer (Sj − Sk) belongs
to the second order intervals I(j,k) if and only if there exist tuples of processing times
z and w for the operations in the two jobs j and k, respectively, such that we can
start job j at Sj and job k at Sk, using the processing times tuples z and w without
creating a resource conflict (that is: without having to process two operations at the
same time on one machine at any time). Again the second order intervals are invariant
under translation (cf. Chapter 2). Note, that we do not include the possible starting
times for the individual jobs in the definition of the second order intervals. We will see
later that for our use of them, the second order intervals do not become any stronger
when we include the starting time intervals in the definition here. However, if needed
we can intersect the set I(j,k) with the set (Ik − Ij) := {x− y : x ∈ Ik, y ∈ Ij}. The
intersection will then consist of those starting time differences that can be reached by
the two jobs. For reasons that will become clear later on we again divide the set I(j,k)

into the two sets

Ij→k := {Sk − Sj ∈ I(j,k) : Sj , Sk ∈ ZZ≥0, Sj ≤ Sk} (3.4)

and
Ik→j = {Sj − Sk : (Sk − Sj) ∈ I(j,k), Sj ≥ Sk} , (3.5)

where we impose the additional constraints that j starts before k, and that k starts
before j, respectively. Again, we will call the two sets Ij→k and Ik→j second order
intervals.

Thus, the two sets Ij→k and Ik→j are the sets of integers (x−y) such that there are
tuples of processing times z and w for the operations of the jobs j and k, respectively,
1 Note that we did not require the starting times to lie in the set of valid starting times.
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such that we can start both jobs j and k (or k and j) at times x and y using the
processing times in z and w without violating the machine capacities and j starts
before k (or k before j, respectively). As an example, take the two jobs depicted in
Figure 3.1. There, we see an instance where job j has r1 operations on machine M1

. . .

. . .

M2

M1

M3

M1

job j

job k

Fig. 3.1. Two jobs. The operations on the machines M2 and M3 have a range of valid processing
times from 0 to R � 0 whereas the processing time of the operations on machine M1 is fixed
to 1. Furthermore, the two jobs j and k have r1 and r2 operations on machine M1.

and job k has r2 operations on machine M1. Also, we can adjust the processing times
of the operations that are to be executed on the machines M2 and M3 in such a way
that all the operations of job k fit into the gap between two neighboring operations of
job j on machine M1 and vice versa. In the following lemma we count the number of
possible arrangements for these two jobs.

Lemma 3.2.1. In the instance depicted in Figure 3.1 there are

f(r1, r2) :=
(

r1 + r2

r2

)
(3.6)

possible arrangements.

Proof. Combinatorially this equals the number of ways one can identify r2 operations
in a set of r1 + r2 operations. It is well-known that this number equals the binomial
coefficient (

r1 + r2

r2

)
. (3.7)

ut

Next, we show that the number of possible arrangements is exponential in the number
min{r1, r2}.

Lemma 3.2.2. The inequality(
r1 + r2

r2

)
≥ min{2r1−1, 2r2−1} (3.8)

holds.
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Proof. Without loss of generality we assume that r1 ≤ r2. Then, we have

2r1−1 =
r1−1∑
k=0

(
r1 − 1

k

)
=

r2∑
k=0

(
r1 − 1

k

)
≤

r2∑
k=0

(
r1 − 1 + k

k

)
=
(

r1 + r2

r2

)
.

ut

Thus, we have shown that there are exponentially many possible arrangements.
Next, we show that it is NP-hard to decide whether two jobs can start at the same
time. We use a reduction from the 3-PARTITION problem, which is defined as follows
(e.g. Garey & Johnson 1979). Given integers a1, a2, . . . , a3t and b such that b/4 <

ai < b/2 and
∑3t

i=1 ai = tb, we are to determine whether there is a disjoint partition
of the set {a1, a2, . . . , a3t} into subsets Aj , where j = 1, . . . , t, such that the elements
in each subset Ai sum up to b.

Theorem 3.2.3. It is NP-hard in the strong sense to decide whether two jobs can start
at the same time, given variable processing times.

Proof. We will give a reduction from the 3-PARTITION problem. The basic idea of
this proof is analogous to the reduction for the SEQUENCING WITHIN INTERVALS
problem in Garey & Johnson (1979), p. 103.

Given integers a1, a2, . . . , a3t, and b such that b/4 < ai < b/2 and
∑3t

i=1 ai = tb,
the following two jobs are constructed. One job has an operation of unit length on
machine M1 and t operations of unit length on machine M2 that should start ib+(i−1)
time units after the operation on machine M1 starts, one for each i = 1, 2, . . . , t.
Within this job we do not allow any variance in the processing times. The second job
has an operation o of unit length on machine M3, and operations oi on machine M2

of fixed processing time ai for i = 1, 2, . . . , 3t. Each of the operations oi is connected
by a start-end no-wait constraint to an operation õi that is executed on machine Mi+3,
namely operation oi should start when operation õi finishes processing. Operation õi

starts at the same time as the operation on machine M3 and has variable processing
times between 0 and tb + (t − 1). Since the two operations on the machines M1

and M2 are started first, we define their starting times to be the starting time of the
corresponding job.

With these definitions, it is easy to see that these two jobs can be started at the
same time if and only if the operations oi can be partitioned over the t intervals
of length b, which is the case if and only if the 3-PARTITION problem has a solu-
tion. As 3-PARTITION is NP-complete in the strong sense and the given reduction is
a pseudo-polynomial transformation, our scheduling problem is NP-complete in the
strong sense too. ut

Observe that in the proof we constructed a job where the order of the opera-
tions on a machine is not fixed; i.e., there is in general more than one way to or-
der the operations of the second job on machine M2. Furthermore, for the proof we



3.2 The Second Order Intervals 27

needed start-start and start-end constraints. In case we are given an instance with only
start-start constraints, we put all processing times to their minimum and can then ap-
ply the algorithm presented in Chapter 2. Therefore, we see that the question for the
valid starting time differences becomes easy in this case. In case we only have end-
end constraints we can compute the complete ending-time-difference-intervals using
a similar algorithm as in Chapter 2 (we define the ending time of job similar to the
starting time, namely as the ending time of one fixed operation). This algorithm can
be modified to deliver a complete list of possible arrangements. We see below that we
can compute from this list the second-order-intervals efficiently. The case where we
have only start-end constraints is NP-hard, as stated in the following corollary.

Corollary 3.2.4. It is NP-hard in the strong sense to decide for a no-wait job shop
instance with variable processing times and start-end constraints only whether two
jobs can start at the same time.

Proof. We modify the reduction from the proof of the preceding theorem to suit this
case. First, we note that we can ensure that the operations õi start at the same time
as the operation on machine M3 by start-end constraints. It is not difficult to see that
the 3-PARTITION problem has a valid solution if and only if the operations oi of the
second job fit into the idle gaps left by the first job. This happens if and only if both
jobs can be started at the same time. ut

Note, that we could have tied the operations oi of the second job in the proof of
Theorem 3.2.3 to the operation o, by the new constraints introduced in the example in
Section 3.1 (and left out all the operations õi). These constraints allowed the difference
of the starting times of two operations to lie within a fixed interval. When we choose
this interval to be [0, tb + t − 1] we easily see that the proof works for this case too.
Therefore, we see that it is strongly NP-hard to decide in both cases if two given jobs
can be started at the same time. Consequently, it is strongly NP-hard to compute the
second order intervals in both cases, as summarized by the following corollary.

Corollary 3.2.5. It is NP-hard in the strong sense to compute the second order inter-
vals of a no-wait job shop instance in the presence of variable processing times.

Furthermore, we can also show the subsequent statement.

Corollary 3.2.6. It is NP-hard in the strong sense to find an arrangement for two
jobs in a no-wait job shop instance with variable processing times where the distance
between the starting times is minimized.

Proof. Consider the two jobs constructed in the proof of Theorem 3.2.3. We know
we can start them at the same time if and only if the 3-PARTITION problem admits a
solution. Therefore, it is strongly NP-hard to decide whether two jobs can start at the
same time. Thus it is strongly NP-hard to find a schedule where the two jobs start as
close as possible to each other too. ut
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3.3 Algorithms to Compute the Second Order Intervals

In this section we investigate an algorithm that computes the second order intervals
Ik→j given an oracle that hands us a list of all valid arrangements for the two jobs
j and k, and we give polynomial algorithms for special cases. Finally, we discuss
heuristics that can be applied in cases where we do not have an oracle and we cannot
apply the efficient algorithm.

The idea of each of these algorithms is to find for each arrangement of the two
jobs j and k all possible starting time differences where j starts not before k and
no resource constraint violations occur, and then to add the corresponding sets to the
second order intervals Ik→j .

Each of these algorithms first computes for each arrangement of the two jobs ex-
actly one polytope, which we describe next before we continue with a description of
the overall algorithm. These polytopes are build in two phases: an initialization phase
and a finalizing phase. We name them this way, because we will refer to them later
on. The initialization phase in the construction of the polytopes is as follows. Given
two jobs j and k there are two sets of variables. First, we have a variable So for each
operation o ∈ Jj ∪ Jk. Each of these variables So describes a valid starting time
for operation o. The second set of variables holds the valid completion times for the
individual operations of the two jobs. Consequently, we have a variable Co for all
operations o ∈ Jj ∪ Jk.

Next, we describe a basic set of inequalities that we insert into each polytope
description during the initialization phase. These constraints are of two types. The
first type of inequalities encodes the valid processing times of the operations. Let
Lo = [ao, bo] be the interval of valid processing times for an operation o. Then, we
include the inequalities

ao ≤ Co − So ≤ bo for all o ∈ Jj ∪ Jk . (3.9)

The second set of inequalities encodes the different kinds of no-wait constraints, hence
we include one of the inequalities (3.1), (3.2), and (3.3) for each such constraint into
the polytope description.

In the finalizing phase we include the inequalities that result from an arrangement
given for the two jobs j and k. That is, we are given an order of operations, say
o1, o2, . . . , oq, on each machine and insert the inequalities

Coi ≤ Soi+1 for all i = 1, 2, . . . , q − 1 (3.10)

into the polytope description.
After building such a polytope for each available arrangement, each of the algo-

rithms described in this section maximizes and minimizes the linear objective function
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(Sk − Sj) over each polytope2. Let aP and bP be a minimum and maximum, respec-
tively, acquired this way using the polytope P . In the final step the algorithm builds
the union over all polytopes P of the intervals [aP , bP ]. The resulting set will be, as we
will see in the coming paragraphs, the whole set of possible starting time differences.

Before we go into the details of the different algorithms, we want to prove that
when the polytopes described in the last few lines are non-empty, they contain inte-
gral points. This is important, since we assumed that all data we are given is integral.
Therefore, there is always a feasible schedule with integral starting times and process-
ing times if there is a feasible schedule at all.

Proposition 3.3.1. Each of the polytopes described above includes either integral
points or is empty.

Proof. The idea of this proof is borrowed from Wennink (1995). After ‘inventing’ the
linear objective function 0 and renaming the variables of the LP instance (to xi), it can
be rewritten to have the following shape:

max 0
s.t. xi − xj ≤ bi,j for all (i, j) ∈ A ,

(3.11)

for some set A of index pairs. Here, the xi represent starting times and completion
times depending on the index i. For example the two inequalities given in (3.9) can be
rewritten as

Co − So ≤ bo ,
So − Co ≤ −ao .

(3.12)

After renaming the variables we replace So by xi and Co by xj . Therefore, the set
A contains, if we include these two inequalities in the polytope description, the two
entries (i, j) and (j, i). When we define bi,j = bo and bj,i = −ao, we see that we can
rewrite each of the two inequalities (3.9) as desired. The dual of the LP (3.11) is

min
∑

bi,jwi,j

s.t.
∑

(i,j)∈A wi,j −
∑

(j,i)∈A wj,i = 0 for all j ,

wi,j ≥ 0 .
(3.13)

This LP has the same constraint system as a min-cost flow instance. Therefore, the
proposition follows from the integrality property for the min-cost flow problem. ut

3.3.1 The Algorithm Using an Oracle

In this paragraph we describe how the algorithm works when an oracle hands us a list
of all possible arrangements of the two jobs. In this case we just need to create one
2 Recall that the starting time of a job was defined as the starting time of one of its operations.
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polytope for each entry in this list. We do this by running the initialization and the
finalizing phase once for each such entry.

Next, we show that this algorithm indeed computes the second order intervals.
This is accomplished by the subsequent proposition.

Proposition 3.3.2. Given an oracle that delivers us the complete set of possible ar-
rangements, the algorithm above finds all possible starting time differences I(j,k) for
the two jobs j and k.

Proof. For a given arrangement the constraints we inserted in the description of the
polytope allow only those points whose coordinates correspond to starting and com-
pletion times. The correctness now follows from the fact that the intervals we compute
within the algorithm are projections of the polytopes to a one-dimensional subspace.
The completeness follows from the fact that the oracle hands us a complete list of
arrangements. ut

The following corollary states that this algorithm can be implemented to run in
polynomial time, given that the oracle is for free and returns a list of polynomial size.
The proof of this corollary is trivial and therefore omitted here.

Corollary 3.3.3. Given that the oracle is for free and delivers a list with a polynomial
number of entries, the algorithm can be implemented to run in polynomial time.

3.3.2 The Second Order Intervals of No-Wait Job Shop Instances with Special
Structure

In this subsection we discuss an algorithm that can be used to compute the second
order intervals for special cases efficiently. The reason we give it here is that this
algorithm allows quick computation of the second order intervals in case we do not
have much choice in selecting the processing times (these are instances close to the
definition of the no-wait job shop, as given in Section 1.2). Later, we will see that
we can apply the same algorithm (with some modifications) to the same problem in a
more general context as well. However, in that case we may end up having exponential
running time.

The instances for which we develop a polynomial algorithm are characterized by
two properties. The first one is that for each job the sequence of the operations that are
executed on each machine is fixed. For example when o1 and o2 are two operations of
the same job that are to be executed on the same machine then the sequence (o1, o2)
or (o2, o1) is fixed on this machine.

The second, and much more restrictive, property we need is as follows: For each
pair of jobs j and k the following has to hold: We start job k at time-index 0. If we
fix the relative position of any operation o of j with respect to the ones of k that are
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to be executed on the same machine, all other operations of j can only be scheduled
in, at most, one relative position. To be more precise, the second property says the
following: When we build a system of inequalities consisting of the inequalities that
we insert during the initialization phase and the two inequalities (3.10) for the relative
position we selected for one operation o of j, then each interval of valid values for the
starting time of any other operation o′ 6= o of j intersects at most one interval where
o′ can be started, such that no resource conflict occurs. The only exception to this rule
is when we fix the relative position of the operation of j behind the last operation of k
that is to be executed on the same machine. In this case we allow that multiple relative
positions can be taken for the other operations.

Consider a no-wait job shop instance with variable processing times and no-wait
constraints satisfying the two given properties. Next, we give the algorithm to com-
pute the second order intervals Ik→j . We can use the same algorithm as in the oracle
case. All that changes here is the algorithm creating the polytopes. The polytopes we
generate within this algorithm have the same set of variables as the polytopes above.
Also the inequalities that we included during the initialization phase we include again,
hence there are constraints that encode the set of valid processing times (the inequal-
ities (3.9)) for each operation and there is a set of constraints that model the no-wait
constraints (the inequalities (3.1), (3.2), and/or (3.3)) given by the instance. In what
follows, we number the operations from left to right on each machine for each job.
That is, those operations started earlier get smaller index numbers and those opera-
tions that are started later get higher ones with respect to the job. For example when
we fix a machine, we number the operations of job k that are to be executed on this
machine by increasing delay. Note that this indexing scheme is well defined since it
follows from the first assumption that the order of the operations on each machine is
fixed. Therefore, the first operation o1 is the first operation of job k that is to be started
on this machine. The second operation o2 is the second operation of k to be started on
this machine, and so forth.

The idea is now to apply a kind of backtracking algorithm. Once we have placed
one operation o of job j between the two operations oi and oi+1 of job k, we can place
all the other operations of job j at most in one relative position. Therefore, we can
add all the corresponding constraints and see whether the resulting polytope becomes
empty by doing so. In case it is not empty we know, by construction, that the two
jobs can be started using this arrangement. Therefore, we add this polytope to the
output-list of polytopes.

In order to find a relative position for operation o, we take the first and the sec-
ond operation of job k that are to be executed on the same machine as o (recall that
we assumed that job k has an operation that starts at time-index 0). We try to fit o in
between these two operations. This is done by adding the corresponding arrangement
constraints and then seeing whether the polytope becomes empty or not. In case it is
not empty, the algorithm proceeds as described above. In either case, the one where
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the polytope is empty and the one where it is not empty, the algorithm removes the
arrangement constraints for o and tries to fit o between the second and third operation
of k on this machine. In case the corresponding polytope is not empty, the algorithm,
again, completes the polytope before continuing. This process is carried out until the
algorithm tries to fit the operation o between the operation next to the last one and the
last operation of k on this machine. When this process is complete, we pick another
operation o of job j and repeat the process until there are no more unprocessed oper-
ations of job j. Finally, the algorithm puts out a polytope for the case in which each
operation of job j has to start after the last operation of k on its machine.

It follows from Proposition 3.3.2 that the following algorithm computes the correct
set, the second order intervals Ik→j .

COMPUTE-SECOND-ORDER-INTERVALS

Step 1. Compute the polytopes.
Step 2. Minimize and maximize the linear target function (Sj − Sk) over all those

polytopes. Let aP and bP denote the minimum and maximum we get this way
using the polytope P .

Step 3. Build the union over all polytopes P of the intervals [aP , bP ].

Theorem 3.3.4. The algorithm COMPUTE-SECOND-ORDER-INTERVALS can be im-
plemented to run in polynomial time.

Proof. Note that the number of polytopes generated by the algorithm is polynomially
bounded. This follows directly from the fact that the relative positions of all operations
are known, once one is known.

Therefore, the only thing left to show is that we can generate one such polytope
in polynomial time. The algorithm that checks whether one operation fits within the
gap can obviously be implemented to run in polynomial time. Therefore, only the
other part of the algorithm, the one that adds all the constraints for all other relative
positions of the remaining operations, is in question.

We are only concerned with instances where only one relative position for all
operation is possible, once one relative position has been fixed. It is easy to see that
all these relative positions can be found in polynomial time. ut

Next, we want to discuss what we can do if we drop the second, very restrictive,
constraint on the instances. In this case we are given a no-wait job shop instance
without the condition that the relative positions are fixed as soon as we know the
position of one operation. As we will see, we can apply a similar algorithm that is
practically usable (for most instances) but can lead to an exponential running time.
The algorithm we propose for this situation, is the same as in the oracle case, except
that it uses a different polytope generation algorithm. We will describe this one next.
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After running the initialization phase described above, we need to add the follow-
ing initial constraint

Sj − Sk ≥ 0 . (3.14)

In its current state, this constraint just indicates that job j cannot be started before job
k. Once we found an interval [a, b], which is added to the initially empty second order
intervals, we update this constraint to

Sj − Sk ≥ b + 1 . (3.15)

This is done to avoid getting the same polytope twice.
The idea of the algorithm is to branch on the relative positions of the operations of

the job j and to apply backtracking. We add valid arrangement constraints (valid for
just one operation of j) one by one. After we have inserted this kind of constraints for
one operation we check whether the resulting polytope is empty or not. In case it is,
we discard the current node of our branching tree.

We shall now give more detail. Assume for the time being that job k has multiple
operations per machine. The algorithm starts by selecting one operation o of j and
putting it between the rth and (r + 1)st operation of k (for r = 0, 1, 2, . . .) that are
to be executed on the same machine (in case r = 0 we assume that o starts between
time-index 0 and the first operation of k.). This is done by adding the arrangement
constraints corresponding to o to the polytope. If the resulting polytope is empty, we
know that we cannot schedule o between the first operation and the second one. In this
case we terminate this branch.

In case the polytope is not empty, we fix the corresponding arrangement con-
straints within the polytope. Here, we establish the convention that we proceed with
the smallest r. Hence, we first take the branch that was created when we put operation
o between the first and the second operation of k that are to be executed on the same
machine. We take a second operation o′ of j and run the same fitting procedure as
above for o′. In case it finds a place for o′, we take the next operation o′′ of j. In case
there is no position in which o′ fits, we know that we can terminate this branch as well.

When we pursue depth-first search and the policy that we branch into those
branches first that correspond to earlier starting times of the corresponding operations,
we (may finally) reach a branch where we put all the operations of job j into the sched-
ule, and the polytope is still not empty. We add this polytope to the list of polytopes.
In this case the algorithm interrupts working on the tree. In order to generate the next
polytope, in case the upper bound of the found starting time difference interval, say b,
was finite, we reset the constraint that ensures a minimal value of (Sj − Sk) such that
this difference is at least b + 1, and restart the branching process, as described above.

Theorem 3.3.5. The algorithm described above computes the correct set Ik→j; i.e.,
the second order intervals for two jobs with no-wait constraints only that fulfill the
first property named at the beginning of this paragraph.
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Proof. The proof is trivial, since we apply complete enumeration of all possible posi-
tions of job j. ut

Finally, the example given in Section 3.2 shows that the running time of this algo-
rithm can become exponential. In this example the sequence of the operations on each
machine is fixed per job, but there are still an exponential number of arrangements.

3.3.3 A Heuristic

The second order intervals will be used to rule out starting time-indices of a job j
where it cannot start when we have to start another job k. We will give a formal
description of how this is done in Chapter 4. For the time being it is enough to know
that it is essential for this propagation step to know where job j cannot be started,
assuming that we start job k at time-index 0. We do not need to know all time-indices
where job j cannot start. A subset is sufficient for this propagation step. However, the
resulting method for propagation will be weaker if we run it with a super-set of the
actual second order intervals.

If we know that the efficient algorithms described above are not applicable, we can
run the following heuristic. The resulting set will be a super-set of the second order
intervals. The idea of this heuristic is to cut down the job j to a fixed number of oper-
ations and to generate all possible arrangements by complete enumeration for this cut
down job. We then run a similar algorithm to the one above to check whether the poly-
topes we generated for the individual arrangements are empty. From the non-empty
polytopes we can compute the sets of possible starting differences that are allowed for
two jobs.

In order to strengthen the heuristic, we can run the following algorithm for each
tuple of operations of job j of fixed size. The intersection of the resulting sets is still a
super-set of the second order intervals.

3.4 Starting Times for Active Schedules

The algorithm presented in Section 2.3 motivates another algorithm that computes the
starting times of the operations in an active schedule, given an order in which the
jobs are to be processed. Note that the algorithm presented next can have exponential
running time.

The algorithm presented below pursues a greedy strategy, by selecting the jobs in
a given order and scheduling them as early as possible. However, it is not difficult
to find instances where this strategy fails, even if the algorithm is given the order in
which the jobs start in a feasible schedule (see for example Schuster 2003). However,
we will see that, if there are sufficient possible starting time-indices for all jobs; i.e.,
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the starting time intervals for all jobs are big enough, the algorithm presented here will
lead to a valid schedule.

Let there be n jobs j1, j2, . . . , jn given in this order, and let Ij1 , Ij2 , . . . , Ijn
be

their starting time intervals. First, we compute the second order intervals Ij1→j2 . We
start the job j1 as early as possible and the job j2 as early as possible after j1, hence at
time-index min{t ∈ (Ij1 + Ij1→j2) ∩ Ij2} (the symbol Ij1 + Ij1→j2 denotes the set
{x + y : x ∈ Ij1 , y ∈ Ij1→j2}). Thereby, we fix a relative position for each operation
of j2 and the processing times for the individual operations of j2 in such a way, that∑

o∈j2
So is minimized. Note, that it can be NP-hard to compute this arrangement of

the two jobs, as a similar proof as the one of Theorem 3.2.3 shows.
Next, we want to define a new job j1,2 that holds the same operations as j1 and

j2 together with their no-wait constraints. Furthermore, we include the no-wait con-
straints that ensure that the operations of j2 are started where they are started in our
partial schedule.

Now we can compute the second order intervals Ij1,2→j3 , and start j3 after j1,2 in
a way such that

∑
o∈j3

So is minimized. We then define a job j1,2,3 in the same way
as j1,2 to hold the operations of j1,2 and j3, their no-wait constraints, and a similar
set of no-wait constraints that fix the starting times of the operations of j3, and so on.
Finally, we end with a schedule in which each job is scheduled.

Proposition 3.4.1. The schedule generated by the algorithm above, is an active one.

Proof. We prove this proposition by contradiction. Assume that the schedule gener-
ated by the algorithm above is not active. In this case, there must be a job ji and an
operation o1 ∈ ji that can start at least one time unit earlier without delaying any other
operation. Let So1 , So2 , . . . , Sori

denote the starting times of all operations in job ji

that the algorithm above generates. Let S′o1
be a starting time of o1 that is smaller than

So1 . Then, the inequality

S′o1
+

ri∑
q=2

Soq
<

ri∑
q=1

Soq
(3.16)

holds, which is a contradiction to the choice of starting times we made within the
algorithm. ut

Finally, the following proposition gives some insight in the running time behavior
of the algorithm presented in this section.

Proposition 3.4.2. The algorithm described above can be implemented to run in poly-
nomial time, provided an oracle that is for free and that hands us the second order
intervals for two jobs and a complete list of polynomial size of the possible arrange-
ments for these two jobs.
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Proof. The only non-trivial part of the algorithm, that we did not put into an oracle,
is the computation of the starting and completion times of the jobs (in the original
instance) such that the overall sum of all starting times of the operations becomes
minimal. It is easy to see, that this can be implemented as a series of calls to an LP
solver; one for each possible arrangement. ut



Concluding Remarks

In this part of the thesis we have provided the tools that we need in the later parts.
We have seen that we can compute the second order intervals efficiently for classical
no-wait job shops, as defined in Section 1.2. Furthermore, we gave an algorithm based
on the second order intervals that computes based on an order of the jobs an feasible
active schedule assuming that the time horizon is large enough.

In Chapter 3 we have added a little more freedom to the classical definition of the
no-wait job shop problem. In this extension of the scheduling problem we may select
the processing times for individual operations from an interval. After giving multiple
interpretations of the term ‘no-wait constraint’ in this case, we have seen that it is in
general NP-hard to compute the second order intervals for instances that contain more
than one kind of no-wait constraints.

We need the second order intervals in Chapter 4 to compose hand-tailored methods
that propagate knowledge between the sets of possible starting times of a fixed family
of jobs. These methods (we will call them propagators) can be used in order to shrink
the domains of possible starting times of jobs, thus simplifying the whole problem.

Furthermore, the algorithms that compute active schedules may be used in con-
nection with local search methods to approach these scheduling problems for big in-
stances. These approaches try to find ‘locally optimal’ schedules for no-wait job shop
instances with makespan objective. The term locally optimal thereby refers to a neigh-
borhood that is defined by altering the order of jobs.
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Propagators, Infeasibility Detectors and the ATSP
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Constraint programming combines reasoning and classical search methods like
backtracking or branching and checking for infeasibility. In the first chapter (Chapter
4) of Part II we focus on the reasoning part. We will develop hand-tailored methods
that can be used to reason that certain characteristics have to (or have not to) hold in a
specific no-wait job shop instance.

In the second chapter (Chapter 5) of this part we give methods that verify that
there is no solution for a given no-wait job shop instance. These methods we will
call infeasibility detectors. In the third chapter (Chapter 6), we restrict ourselves to
a special class of no-wait job shop instances (described there in more detail). We
show that each no-wait job shop instance from this class can be transformed into an
equivalent asymmetric traveling salesman problem (ATSP). This transformation is,
as we will see, stable under approximations and length-preserving. Furthermore the
optimal tour induces an optimal (that is the shortest) schedule. Assuming we are given
a time-index T that determines until when every operation has to be executed, we can
use this method to generate an infeasibility detector, using any ATSP solver there is
(e.g. Applegate, Bixby, Chvatal & Cook 2003). Furthermore, we can use any ATSP
approximation to get an approximation of similar quality to the original scheduling
problem.

Before we start with the details of Chapter 4, we give a brief overview of the his-
tory of constraint programming. Sutherland (1963) was the first to employ constraints
in a computer system, called SKETCHPAD. He composed a constraint-based graph-
ical editor which employed relaxation and numerical techniques to solve arithmetic
modeling relations between graphical objects.

The concept of a constraint satisfaction problem was also formulated in the
nineteen-seventies by researchers in artificial intelligence. In the nineteen-eighties the
first constraint programming languages occurred. The most significant concept was
the logic programming paradigm. This led to the development of constraint logic pro-
gramming, an extension of logic programming by the notion of constraints (e.g. Jaffar,
Michaylov, Stuckey & Yap 1992).

In the late nineteen-eighties and -nineties, a synthesis between constraint logic
programming and combinatorial optimization took place. Researchers found various
new applications of constraint programming, most notably in the fields of operation
research and numerical analysis. This progress was often achieved by identifying new
types of constraints and their propagation algorithms. This leads us directly to Chapter
4 of this thesis. There we give hand-crafted methods to propagate knowledge for the
no-wait job shop problem.





4

Propagators

In this chapter we consider problems with constraints such as the no-wait job shop
scheduling problem. We will define and discuss some mechanisms, so-called propa-
gators (e.g., Müller 2005), to find valid constraints in these problems. A propagator
is a deduction mechanism that is fed with a problem instance and the constraints al-
ready found for the instance and returns some or none new constraints that have to
be fulfilled by each feasible solution of the problem instance as well. The set of all
propagators is maintained in a list. As more and more constraints are found we might
be able to prove that certain propagators become obsolete; i.e., they can be removed
from this list.

The constraints we find using the propagators can be used to modify the instance;
i.e., shrink the domains of one or more variables. The propagators in the list are repeat-
edly executed until we either find a feasible schedule, or cannot modify the domains
anymore. In the latter case we need to assume some characteristics of the solutions of
the given problem instance, in order to proceed in the search for a feasible solution.
For example, if we are given a no-wait job shop scheduling instance, this characteris-
tic can be that one job starts within a certain sub-interval of its starting time intervals.
These assumptions lead to branches in a search tree. How the nodes of this tree pre-
cisely differ may be different for each type of problem.

Since we do not know in advance which branch will lead to a valid schedule (if
it exists at all), we want to avoid branching ‘as much as possible’. Thus, it may be
worth spending some time to figure out whether one can reduce the domains a bit
more before branching. Figure 4.1 depicts the situation.

This chapter is structured as follows. In Section 4.1 we introduce the necessary
notation and basic concepts for the subsequent sections. In Section 4.2 and 4.3 we in-
troduce the classical versions of the time-table and the disjunctive-propagators. These
propagators are generalized in Sections 4.6 and 4.7 to propagators that can decide
where a certain job of a no-wait job shop instance can start, assuming that a fixed sub-
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propagators constraints

instance

Fig. 4.1. The propagator mechanism. The propagators are fed a problem with its current con-
straints and output new constraints that each feasible solution has to fulfill. These constraints,
in turn, can be used to modify the problem instance; i.e., the domains of the variables.

set of the other jobs starts within their starting time intervals. In the remaining Sections
4.4 and 4.5 we formulate the classical versions of the edge-finding and not-first/not-
last propagators (e.g. Le Pape et al. 2001) in such a way that we can take advantage
of some special features of no-wait job shops.

4.1 Preliminaries

In this chapter we assume that all machines have capacity one; i.e., that they can
process only one operation at a time. When not mentioned otherwise, we select the
minimal processing time for an operation, in case we have the opportunity to select
the processing time for this operation from a non-trivial interval.

Let po denote the processing time of an operation o and let Io be the set of its
starting time-indices. In this chapter we consider the processing time intervals Po :=
Io+[0, po]. When we intersect this set with the processing time intervals Po′ of another
operation o′, we say that the intersection

Po ∩ Po′ (4.1)

is a discrete and/or finite set if and only if the following holds: We consider the convex
hull of all the points in each of these sets in IR. Let us denote this set by Po,IR. Then
we say that the intersection Po ∩ Po′ is finite and/or discrete if the same holds for
Po,IR ∩ Po′,IR in the classical topological sense. By abuse of notation we omit the IR
as index when the context is clear.

Let O be the set of all operations. For an operation o ∈ O let So and So denote
the earliest and latest possible starting time for o that was not found to be invalid
(yet). By abuse of notation we associate the whole no-wait job shop instance with its
set of operations; i.e., a function f that depends on the set O may also depend on
the set of no-wait constraints, etc. Next, we introduce the concepts of restrictors and
infeasibility detectors.



4.1 Preliminaries 45

Definition 4.1.1. An infeasibility detector is a boolean function

f : {no-wait job shop instances} −→ {TRUE, FALSE} , (4.2)

such that the following two properties hold:

1. If f(O) = FALSE, then there is no valid schedule for O.
2. If f(O) = FALSE, then f has the same value for the same instance with more

constraints imposed onto it.

Thus, in case an infeasibility detector evaluates to TRUE there may or may not be a
feasible schedule. An infeasibility detector only checks some necessary conditions for
the existence of feasible schedules and returns the value TRUE, if they are all fulfilled,
and FALSE otherwise. Note, that if we could efficiently (that is: in polynomial time)
compute a sufficient criterion for the existence of feasible schedules, we would have
shown that P = NP.

For example, the function that always returns TRUE is a valid infeasibility detec-
tor, albeit not a very useful one. Another example is the following one. Let Ω be a
subset of the set of operations O that are all to be executed on the same machine. We
define the infeasibility detector g such that g yields the value TRUE if and only if the
following inequality holds∑

o∈Ω

po ≤ max
o∈Ω

{So + po} −min
o∈Ω

{So} . (4.3)

This infeasibility detector checks whether there is enough time to execute the opera-
tions in Ω, that are to be executed on a given machine, when their release dates and the
deadlines of the operations in Ω are relaxed to mino∈Ω{So} and maxo∈Ω{So + po}.
When no confusion can occur we use the following shorthand notation for this:

g(O) ≡

(∑
o∈Ω

po ≤ max
o∈Ω

{So + po} −min
o∈Ω

{So}

)
. (4.4)

We will give more examples of infeasibility detectors in Chapter 5. There we will refer
to infeasibility detectors only by the term detector.

The concept of an infeasibility detector offers us a natural way to find more pow-
erful versions of known propagators. For example, the edge-finding propagator can
be rewritten to use an infeasibility detector (cf. Section 4.4). Replacing it by a more
powerful one gives a new and presumably more powerful propagator.

The next concept we need is the concept of a restrictor. Restrictors are used to
adjust the starting time intervals of operations.

Definition 4.1.2. Let O be the set of all operations, and let O′ be the same set of
operations, but with some (additional) constraints imposed upon them.
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1. A lower restrictor is a function lO : O −→ IR ∪ {∞}, such that for each o ∈ O
the value of lO(o) is a lower bound for the earliest possible starting time of o
in any valid schedule that consists of the operations in O and such that we have
lO′(o) ≥ lO(o) for all o ∈ O.

2. An upper restrictor is a function uO : O −→ IR ∪ {∞}, such that for each o ∈ O
the value of uO(o) is an upper bound for the latest possible starting time of o
in any valid schedule that consists of the operations in O and such that we have
uO′(o) ≤ uO(o) for all o ∈ O.

We only speak of a restrictor when we mean either an upper or a lower one. The
following proposition connects restrictors and infeasibility detectors.

Proposition 4.1.3. Let f be an infeasibility detector for O. Then f induces an upper
and a lower restrictor uf,O and lf,O, respectively.

Proof. We only prove the part for the upper restrictor in the proposition, since the
other part follows in a similar way. Let O|So≥r denote the instance O to which we
add the constraint that the starting time of o should be greater than or equal to r. We
define the upper restrictor uf,O as follows

uf,O(o) = inf{r : f(O|So≥r) = TRUE} . (4.5)

It is easy to check that this is an upper restrictor. ut

We shall refer to the upper and lower restrictors uf and lf , induced by the proposi-
tion, as the upper and lower restrictors induced by f , respectively. Conversely, we can
construct an infeasibility detector from a restrictor, uO or lO, as well. This is shown in
the following proposition. We will call these detectors, which we denote by fuO and
flO , the detectors induced by uO and lO, respectively.

Proposition 4.1.4. Let lO and uO be a lower and upper restrictor, respectively. Then,
lO and uO induce infeasibility detectors flO and fuO , respectively.

Proof. We only prove this for the upper restrictor, since the case for the lower restrictor
is similar. Let us define fuO as follows. The value of fuO (O) is FALSE if there is an
o ∈ O such that uO(o) < So; i.e., uO(o) evaluates to a value that lies below the value
of the earliest possible starting time of o that could not be invalidated (yet), and TRUE
otherwise. It is easy to check that fuO (O) is indeed an infeasibility detector. ut

We remark here that one can show that for an upper restrictor uO the relation
uO(o) ≤ ufO,O holds. A similar relation is provable for a lower restrictor too. We
omit the proofs of both relations here, since they have no relevance during the course
of this thesis.
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4.2 Time-Table Propagators

In this section we review the so-called time-table propagator (see for example Le Pape
et al. 2001). The idea of this propagator is the following. Let o be an operation and
po its processing time. Let So and So be its latest and earliest possible starting times,
respectively. If we are sure that the interval [So, So] is small enough (i.e., So − So ≤
po), we can propagate this knowledge to other operations that are to be executed on
the same machine as o. Here we assume that, if we can select the processing time of
the operations from a non-trivial interval, we will always select the smallest one (we
will assume this throughout this entire section).

Before we give the formal description of the time-table propagator we want to
illustrate the propagator by means of an example. Assume we are given a situation
like the one depicted in the Figures 4.2a and 4.2b. Recall that Figure 4.2b depicts the
starting time intervals, not the processing time intervals. We see two operations that are
to be started on the same machine within their starting time intervals. Operation a is to
be started within the time interval [0, 11], whereas operation b is to be started within the
interval [5, 8]. The processing times of the operations a and b are pa = 3 and pb = 4,
respectively. The earliest possible starting time for operation b is 5. When we start it
at that time we see that it keeps the machine busy over the interval [5, 9]. When we
start it as late as possible, we see that it keeps the machine busy for the period [8, 12].
Thus, in every case we see that the machine is busy with operation b over the period
[8, 9]. We can propagate this knowledge to the starting time intervals of operation a.
Therefore, we see that operation a cannot be started within the interval [5, 9] because
the machine capacity would be exceeded during the period [8, 9]. Figure 4.3 depicts
the situation after we have propagated this knowledge. In particular, we see that this
propagation step can divide a starting time interval into smaller ones. However, this
idea leads to the following central theorem. Variants of this theorem exist in literature
(e.g. Le Pape 1988, Fox 1990, Le Pape 1994, Smith & Chang 1993, Lock 1996), but
the central idea is covered by the following statement.

Theorem 4.2.1. If a certain machine is guaranteed to be busy during the time interval
[t, t + a] for some a ≥ 0 with an operation, then no other operation can be executed
within this time interval. Thus, we may update the starting time intervals of all other
operations that are to be executed on the same machine accordingly.

The propagator induced by this theorem will be called the time-table propagator.
For an implementation it is important to know when the time-table propagator be-
comes ineffective. The following corollary answers this question. Here, by the term
processing time intervals we mean the set of time-indices where an operation o may
be processed by its machine; i.e., the set {x + y : x ∈ Io, y ∈ [0, po]}. Note that the
processing time intervals need not be connected, since the starting time intervals do
not need to be.
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operation a

operation b

time0 3 4

Fig. 4.2a. The two operations and their processing times.

operation a

operation b

time0 5 8 11

Fig. 4.2b. The starting times intervals of the two operations depicted in Fig. 4.2a. before prop-
agation

operation a

operation b

time0 5 8 9 11

Fig. 4.3. The starting time intervals after the propagation step.

Corollary 4.2.2. Let a and b be two operations, and let Pa and Pb be their processing
time intervals. If the intersection of the processing intervals Pa,IR and Pb,IR embedded
into IR is a finite set, then the time-table propagator cannot propagate anything for
these two operations anymore.

Before we prove this corollary, we need to define the volume of a subset X of IR.
By this term we mean

λ(X) :=
∫

X

dx (4.6)

Thus, for a finite collection of disjoint intervals

X =
n⋃

i=0

[ai, bi] (4.7)

the volume is
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λ(X) =
∫

X

dx =
n∑

i=0

(bi − ai) . (4.8)

Proof. Let us denote the volume of the intersection Pa,IR ∩ Pb,IR by λ(Pa,IR ∩ Pb,IR).
We have to conclude from λ(Pa,IR ∩ Pb,IR) = 0 that the time-table propagator is
useless.

The time-table propagator finds a non-empty interval K = [c, d] over which the
machine corresponding to operation a will be busy with a. Then, we obviously have
K ⊂ Pa. The time-table propagator sets the starting times of any other operation b
such that the operation b can no longer be processed within the open kernel of K; i.e.,
in case d > c, it erases the open interval ]c, d[ from the processing time intervals of
b. Since λ(Pa,IR ∩ Pb,IR) = 0 implies that Pa,IR ∩ Pb,IR is a discrete, finite set. Since
Pa,IR and Pb,IR are closed and non-discrete, the equality

Pb,IR\ ]c, d[= Pb,IR (4.9)

is thus true in this case. In the other case where c = d holds, the (degenerate) interval
[c, d] may be a subset of Pb,IR, namely a border of a proper interval since λ(Pa,IR ∩
Pb,IR) = 0. In this case there is nothing to delete, so the time-table propagator is
useless in this case too. This completes the proof. ut

It is easy to see that if Pa,IR and Pb,IR do overlap each other in a proper interval
then there is still the possibility (for example, by shrinking one of the processing time
intervals) for the time-table propagator to propagate some knowledge. Therefore, it
only makes sense to remove the time-table propagator from the list of propagators
to be checked if the condition formulated in Corollary 4.2.2 holds for the pair of
operations the time-table propagator works with.

4.3 Disjunctive-Propagators

The idea of disjunctive-propagators (see for example Le Pape et al. 2001) is based
on the following observation: In non-preemptive scheduling we have two possibil-
ities for two operations that are to be scheduled on the same machine. Either the
first one precedes the second one or vice versa. Before we formally define what the
disjunctive-propagator is we want to give an example. Consider the jobs depicted in
Figure 4.2a. There, we are given two operations a and b with the processing times
pa = 3 and pb = 4, respectively. In the case that a follows b (denoted by b → a) the
earliest possible starting time for a is 9. In the other case, where we assume that b fol-
lows operation a (a → b) the latest possible starting time for a is 5. The propagator that
assumes that one operation executes before or after another one and issues the corre-
sponding constraints on the starting time intervals is called the disjunctive-propagator.
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We will see below that the disjunctive-propagator is equal to the time-table propaga-
tor. In the example we will see that we can, after applying the disjunctive-propagator,
eliminate the starting time interval [5, 9] for operation a. Figure 4.4 depicts the starting
time intervals after the application of the disjunctive-propagator. We remark here that
this figure again only depicts the starting time intervals.

operation a

operation b

time0 5 10 15

Fig. 4.4. The starting time intervals from the instance from figure 4.2a and 4.2b after the appli-
cation of the disjunctive-propagator for b→ a and a→ b.

The following theorem summarizes that if operation a has to start before operation
b we may be able to adjust the starting time intervals for operation b. The other part of
this propagator will be recapitulated in Theorem 4.3.2. Variants of these propagators
can be found in literature (e.g. Erscher 1976, Carlier 1984, Esquirol 1987, Le Pape
1994, Smith & Chang 1993, Varnier, Baptiste & Legeard 1993, Baptiste & Le Pape
1996a) but the following statements cover the central idea.

Theorem 4.3.1. Let a, b ∈ O denote two operations that are to be scheduled on the
same machine. Furthermore, assume that the earliest possible starting time of b plus
its processing time is greater than the latest possible starting time of a; i.e.,

Sb + pb > Sa . (4.10)

Then we may issue the constraint that the starting time of a, denoted by Sa, has to be
lower than or equal to the latest possible starting time of b minus the processing time
of a; i.e.,

Sa ≤ Sb − pa . (4.11)

Especially, we may update the latest possible starting time of a; i.e., Sa, to the mini-
mum of the following two values: the latest possible starting time of a and the latest
possible starting time of b minus the processing time of a; i.e., min{Sa, Sb − pa}.
Furthermore, operation a has to be started before operation b; i.e., they have to be
started in the order a → b in any feasible schedule.

Proof. The only valid situation is the one where b is scheduled after a. Thus, the latest
possible starting time for a is min{Sa, Sb − pa}. ut
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Once we have deduced some information about the sequence of the jobs, we want
to be able to use this information to shrink the starting time intervals. One way of doing
this is to modify the second order intervals appropriately. These data structures encode
the set of feasible starting time differences. We only need to delete those entries that
imply impossible orderings of operations. Once this is done, we can use the two-job
propagator (cf. Section 4.6) or one of its extensions to propagate the knowledge of
the orders to the starting time intervals of the instance. Symmetrically, we can state
the following result to adjust the earliest possible starting time of a; i.e., Sa. We only
formulate it for reasons of completeness.

Theorem 4.3.2. Let a and b be two operations that are to be scheduled on the same
machine. Furthermore, assume that the latest possible starting time of b is smaller
than the earliest possible starting time of a plus the processing time of a; i.e.,

Sb < Sa + pa .

Then we may issue the constraint that the starting time of a, denoted by Sa, is greater
than or equal to the earliest possible starting time of b plus the processing time of b;
i.e.,

Sa ≥ Sb + pb .

Especially, we may update the earliest possible starting time of a, namely Sa, to the
maximum of the following two numbers: the earliest possible starting time of a and the
earliest possible starting time of b plus the processing time of b; i.e., max{Sa, Sb +
pb}. Furthermore, the only way to start the operations a and b in a feasible schedule
is in the order b → a.

We are now able to define the disjunctive-propagator precisely, namely as the
combination of these two rules. We remark here that the two constraint deduction
rules, formulated by the two theorems above, can be implemented to run in timeO(1).

We have given a precise description of what we mean by a disjunctive-propagator,
and we know when it is worth applying it. The following proposition states that the
disjunctive-propagator equals the time-table propagator.

Proposition 4.3.3. The disjunctive-propagator is equal to the time-table propagator.

Proof. The time-table propagator deletes an entry t of the starting time intervals of
an operation a if and only if the machine will be busy over the interval [t − 1, t + 1]
with a second operation b, independently of where b is started within its starting time
intervals. This is the case if and only if the disjunctive-propagator removes t from the
starting time intervals of a. ut

Therefore, we can cancel the disjunctive-propagator from the list of propagators
to be executed to get some valid (new) constraints at the same time we can cancel
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the time-table propagator and vice versa. The following corollary summarizes this.
However, the proof is trivial, since we have already established that the disjunctive-
and the time-table propagator are the same.

Corollary 4.3.4. Let a and b be two operations that are to be executed on the same
machine. Let Pa and Pb be the processing time intervals for the two operations a and
b. The disjunctive-propagator cannot propagate anything anymore if and only if the
intersection Pa,IR ∩ Pb,IR ⊂ IR equals a finite set.

Since the time-table and the disjunctive-propagator are equal, we will from now
on only talk of the disjunctive-propagator.

4.4 Edge-Finding Propagators

The term edge-finding describes a method of branching. When we have two operations
that are to be executed on the same machine we can branch on the order of these two
operations. In one branch we assume that the first operation precedes the second one,
and in the other branch that the second operation precedes the first one. The edge-
finding propagators are, roughly spoken, propagators that find these orders without
explicit branching. For example, consider the instance depicted in the Figures 4.5a
and 4.5b. Here, we are given a three machine instance with several operations to be
executed on each machine. We can now draw a graph that will contain directed arcs
and undirected edges. Its vertex set contains exactly one node for each operation. The
nodes corresponding to the operations that are to be executed on the same machine
are connected in an undirected clique. For our example this is depicted in Figure 4.6.
By directing an edge from this graph we impose the constraint that the operation
corresponding to the source of the arc should precede the operation corresponding
to the target of the arc.

Next, we will formulate the edge-finding propagator in the form of a theorem. We
do this using the notation of infeasibility detectors and restrictors. While the version
formulated by Le Pape et al. (2001) uses only a special mechanism to detect infeasibil-
ity (we mention this mechanism below for reasons of completeness), our formulation
allows the usage of some special features of the no-wait job shop; by choosing a suit-
able, stronger infeasibility detector (cf. Chapter 5), for example.

Let Ω be a subset of the set of operationsO. For an operation o ∈ O\Ω we denote
by o → Ω the fact that o precedes all operations in Ω. The notation Ω → o is defined
in a similar way. In what follows, we assume that all operations are to be executed on
one machine.

The idea of the edge-finding propagator is simple. Given a proper subset Ω of
operations and an operation o 6∈ Ω we assume (temporarily) that o does not precede
Ω. If this leads to a detectable contradiction, we know that o has to precede Ω. The
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Fig. 4.5a. The three jobs of the example instance. The instance consists of three machines and
the jobs have two and three operations connected by no-wait constraints.
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job j
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Fig. 4.5b. The starting time intervals of the three jobs, depicted in Figure 4.5a.

•j,M1

•j,M2

•k,M1 •k,M2 •k,M3

•l,M1

•l,M3

Fig. 4.6. The disjunctive graph corresponding to the instance depicted in Figure 4.5a.

following theorem summarizes these facts in a formal way. Within this theorem we
make use of the processing times of different operations. Again, in case we can select
them from an interval, these processing times are assumed to be minimal.

Theorem 4.4.1. Let Ω be a proper subset of operations, and let o ∈ O\Ω. Further-
more, let f be an infeasibility detector. When the constraint that o does not precede Ω
leads to

f(O) = FALSE , (4.12)
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then we may issue the constraint that o has to precede Ω. Furthermore, we can update
the latest possible starting time of o to

min

{
So,max

o′∈Ω
{So′ + po′} −

∑
o′∈Ω

po′ − po

}
. (4.13)

We remark here that when the conditions of the theorem are fulfilled we can also try
to strengthen the latest possible starting time of o using the induced upper restrictor
uf,O.

In a similar way the following theorem can be proven. It is the corresponding
counter theorem, which assumes that Ω does not precede o; i.e., Ω 9 o, and leads to
a possible update of the earliest possible starting time of o.

Theorem 4.4.2. Let Ω be a proper subset of operations, and let o ∈ O\Ω. Let f be
an infeasibility detector. When the temporary constraint that Ω does not precede o
implies that

f(O) = FALSE , (4.14)

then we may issue the constraint that Ω has to precede o. Furthermore, we can update
the earliest possible starting time So of o to

max

{
min
o′∈Ω

{So′}+
∑
o′∈Ω

po′ , So

}
. (4.15)

Again we remark here that, when the conditions of the theorem are fulfilled, we can
also try to strengthen the earliest possible starting time of o using the induced lower
restrictor lf,O.

Finally, we show how to get the edge-finding propagator as it is formulated by
Le Pape et al. (2001) from the theorem above. This version of the edge-finding propa-
gator is meant for fixed processing times. Thus, we disallow variable processing times
for the remainder of this section. For this variant we assume that all operations are to
be processed on the same machine. Le Pape et al. (2001) assume that the operation o
does not start (or complete) before (or after) the earliest (or latest) possible time-index
in the processing time intervals of all operations in the set Ω. When in this case there
is not enough time within the interval, bounded by the lowest possible starting time
of all operations in Ω (or Ω ∪ {o}) and the highest element in all the processing time
intervals of Ω ∪ {o} (or Ω), to execute the operations of Ω and o, then the starting
time intervals are adjusted appropriately.

Variants of this version of the edge-finding propagator exist of course (e.g. Le Pape
et al. 2001, Baptiste 1998, Pinson 1988, Carlier 1984, Carlier & Pinson 1990, Carlier
& Pinson 1989, Caseau & Laburthe 1994, Nuijten 1994, Brucker & Thile 1996, Martin
& Shmoys 1996, Péridy 1996).
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Next, we define the two infeasibility detectors that will lead to the variant dis-
cussed by Le Pape et al. (2001). We define f

Ω∪{o}
1 and f

Ω∪{o}
2 to be:

f
Ω∪{o}
1 ≡

(∑
o′∈Ω

po′ + po ≤ max
o′∈Ω∪{o}

{So′ + po′} − min
o′∈Ω

{So′}

)
(4.16)

and

f
Ω∪{o}
2 ≡

(∑
o′∈Ω

po′ + po ≤ max
o′∈Ω

{So′ + po′} − min
o′∈Ω∪{o}

{So′}

)
. (4.17)

The infeasibility detector f
Ω∪{o}
1 checks whether there is enough time to execute all

the operations in Ω plus o within the interval

[min
o′∈Ω

{So′}, max
o′∈Ω∪{o}

{So′ + po′}] . (4.18)

Therefore, it checks whether there is enough time to execute o within the time window
spanned by the minimal release date of the elements in Ω, and the maximal deadline
of the elements in Ω ∪ {o}. When this condition evaluates to FALSE, we know that
o has to precede each operation of Ω. A similar argument shows that the infeasibility
detector f

Ω∪{o}
2 will lead to the propagator that verifies that Ω has to precede o.

4.5 Not-First/Not-Last Propagators

The not-first/not-last propagators ask for the property opposite the edge-finding prop-
agators; i.e., they ask for an operation that cannot precede a given set of operations.
There are efficient algorithms to detect these kind of constraints (see for example
Vilím 2004). The idea of the not-first/not-last propagator is the following: If we can-
not conclude that an operation o has to precede a subset Ω of operations, maybe we
can conclude that it cannot precede the set Ω; i.e., in each feasible schedule there has
to be an o′ ∈ Ω such that o′ precedes o. For example, consider the instance depicted
in the Figures 4.7a and 4.7b. From the starting time intervals we can easily see that it
is impossible to start operation a before operations b and c.

In case we can select the processing time of the operations from a certain non-trivial
interval, we assume again that we choose the processing times to be minimal. The fol-
lowing theorem gives one part of the description of the not-first/not-last propagator.
The proof of this theorem is trivial and therefore omitted. As in Section 4.4 we use
the notation of infeasibility detectors and restrictors for the formulation of these prop-
agators. We do this, since this offers us more flexibility to use special features that the
no-wait job shop situation provides. For reasons of completeness we mention below
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operation a

operation b

operation c

time0 5

Fig. 4.7a. The three operations and their processing times.

operation a

operation b

operation c

time0 5 10 15

Fig. 4.7b. The starting time intervals for the operations depicted in Figure 4.7a.

those infeasibility detectors and restrictors that lead to the formulation of the kind of
propagator described by Le Pape et al. (2001).

Theorem 4.5.1. Let Ω be a proper subset of the set of operationsO, and let o ∈ O\Ω.
Furthermore, let f be an infeasibility detector and lf,O be the induced lower restrictor.
When the temporary constraint that o has to precede Ω leads to

f(O) = FALSE , (4.19)

then we may issue the constraint that o cannot precede Ω, and we can update the
earliest possible starting time So of o to

max
{

lf,O(o), min
o′∈S

{So′ + po′}, So

}
.

The following theorem is the corresponding counter theorem, that assumes that Ω
precedes o and possibly updates the upper bound So of the starting time intervals of o.

Theorem 4.5.2. Let Ω be a proper subset of the set of operationsO, and let o ∈ O\Ω.
Let f be an infeasibility detector and uf,O be the induced upper restrictor. When the
temporary constraint that Ω precedes o leads to

f(O) = FALSE ,
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then we may issue the constraint that Ω cannot precede o, and we can update the
latest possible starting time So of o to the minimum

min
{

max
o′∈Ω

{So′} − po, uf,O(o), So

}
. (4.20)

Finally, we discuss how to get the not-first/not-last propagators as described by
Le Pape et al. (2001). Therefore, we assume again that all operations are to be exe-
cuted on the same machine. Since this version is only meant to be applied to the case
where we have no freedom to select the processing times, we assume from now on,
for the remainder of this section, that we do not have variable processing times. The
variant, discussed by Le Pape et al. (2001) assumes that o starts after (or before) all
the operations in Ω. It checks whether there is enough time between the minimum of
all starting times of all the operations in Ω (or the minimal starting time of o) and the
maximal starting time of o (or the maximal time-index in all the processing time inter-
vals of all operations in Ω) to execute all operations in Ω (or all operations in Ω∪{o}.
If this is not the case the starting time intervals of o are adjusted appropriately.

Variants of the propagators using the following infeasibility detectors exist in liter-
ature (Baptiste 1998, Pinson 1988, Carlier & Pinson 1990, Caseau & Laburthe 1994,
Baptiste & Le Pape 1996b, Lévy 1996, Torres & Lopez 2000), but the ones we get
when we plug the following infeasibility detectors, g

Ω∪{o}
1 and g

Ω∪{o}
2 , into the theo-

rems above-named, cover the basic ideas:

g
Ω∪{o}
1 ≡

(
So − min

o′∈Ω
{So′} ≥

∑
o′∈Ω

po′

)
(4.21)

and

g
Ω∪{o}
2 ≡

(
max
o′∈Ω

{So′ + po′} − So ≥
∑
o′∈Ω

po′ + po

)
. (4.22)

The infeasibility detector g
Ω∪{o}
1 checks whether there is enough time within the in-

terval
[min
o′∈Ω

{S′o}, So + po] (4.23)

to execute all operations in Ω and o. In case there is enough time we know that we
can put o after all operations in Ω and thus there can be no not-last constraint derived.
On the other hand, if this condition is not true we know that we cannot schedule o
after all the operations in Ω. Therefore, a not-last constraint can be derived. A similar
argument shows that we get the propagator that finds not-first constraints using the
detector g

Ω∪{o}
2 .
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4.6 Two-Job Propagators

The two-job propagator is a generalization of the disjunctive-propagator, which is
hand-tailored for the no-wait job shop scheduling problem. In this section we will see
what the two-job propagator is and that it is stronger than any sequence of disjunctive-
propagators.

job j

job k

time0 2 5 7 9 12

machines

M1
M2

M1
M2

Fig. 4.8a. The operations of the two jobs and their processing times. The machine is encoded in
the level of the operation in the drawing, as is common in Gantt charts.

job j

job k

time0 10

Fig. 4.8b. The starting time intervals for the two jobs depicted in Figure 4.8a.

In what follows we will make use of the second order intervals, as they where
described in Chapter 2. Roughly spoken, these intervals contain the set of valid starting
time differences of two jobs. In the case where we have a non-trivial interval from
which we may select the processing time of an operation, the second order intervals
need to be replaced by their corresponding counterparts, as described in Chapter 3.
We will only deal here with the case where we do not have a choice in selecting the
processing times since the case of variable processing times is handled in exactly the
same way.

Before we start with the formal description we explain the idea of the two-job
propagator. Consider the instance depicted in the Figures 4.8a and 4.8b. When we
apply the disjunctive-propagator to the two operations on machine M2 we see, among
other things, that in the case where job j follows job k, job j cannot start before time
unit 5. But in this case we see from the two operations that are executed on machine
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M1, that job j cannot start within the time interval [5, 10]. It can start from time unit 10
onwards, which is the border of its starting time interval. The two-job propagator will
be able to tell us directly where a second job can be started assuming the first job starts
within a given set of time-indices; i.e., that the job j can only be started at time-index
10 when job k starts within the interval [0, 10] and needs to be started before j.

To give a formal description of the two-job propagator, let Ij ⊂ ZZ≥0 and Ik ⊂
ZZ≥0 denote the set of valid starting times for job j and k, respectively; i.e., their
starting time intervals. Furthermore, we need the second order intervals, Ik→j and
Ij→k that contain the set of valid starting time differences under the assumption that
the jobs j and k are started in the order k → j and j → k, respectively.

When k follows j the following correspondence between any valid starting time,
Xk, of job k and the set Ij + Ij→k has to hold:

Xk = Xj︸︷︷︸
∈Ij

+Xk −Xj︸ ︷︷ ︸
∈Ij→k

∈ Ij + Ij→k . (4.24)

And when j follows k we have

Xk = Xj︸︷︷︸
∈Ij

− (Xj −Xk)︸ ︷︷ ︸
∈Ik→i

∈ Ij − Ik→j . (4.25)

Therefore, we have

Xk ∈ Ik

⋂
((Ij + Ij→k) ∪ (Ij − Ik→j)) . (4.26)

The following proposition summarizes this result into a propagator that we will call
the two-job propagator.

Proposition 4.6.1. Let the notation be as above. We can update Ik as follows

Ik := Ik

⋂
j 6=k

((Ij + Ij→k) ∪ (Ij − Ik→j)) . (4.27)

The following lemma justifies our decision to introduce the second order intervals
in Chapter 2 without referring to the set of valid starting times. It tells us that the
two-job propagator does not become stronger when the second order intervals are in-
tersected with the set of possible starting time differences; i.e., the difference between
the starting time intervals of the corresponding jobs.

Lemma 4.6.2. The two-job propagator does not become any stronger if we intersect
the second order intervals Ij→k and Ik→j with the sets (Ik − Ij) and (Ij − Ik),
respectively, beforehand.
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Proof. We have to show, that for a given subset I ⊂ IR and subsets A,B ⊂ IR the
two equalities

A ∩ (B + I) = A ∩ (B + (I ∩ (A−B)))

and

A ∩ (B − I) = A ∩ (B − (I ∩ (A−B))) (4.28)

hold. We only show that the inequality (4.28) holds, since the other one is proven in
a similar way. That the set A ∩ (B + (I ∩ (A − B))) is a subset of A ∩ (B + I) is
obvious. For the other direction let t ∈ A∩(B+I). Then, there exist b ∈ B and i ∈ I
such that t ∈ A and t = b + i, which implies i = t− b. But t− b lies within A− B.
ut

If we denote by cj and ck the number of proper maximal (with respect to inclusion)
intervals in the starting time interval of the jobs j and k, respectively, we can formu-
late the time complexity of a computation of the two-job propagator in the following
proposition.

Proposition 4.6.3. Let nj and nk denote the number of operations in the jobs j and
k, respectively. Let n denote the number of jobs within the no-wait job shop instance.
Then, the two-job propagator can be implemented to run in

O(ck + n
n∑

j=1,j 6=k

cjnjnk log(cjnjnk))) (4.29)

time units.

Proof. By Lemma 4.6.2 we may assume that the second order intervals Ik→j and
Ij→k contain O(njnk) proper intervals. Therefore, it takes

O(cjnjnk log(cjnjnk)) (4.30)

time units to compute the two sets Ij + Ij→k and Ij − Ik→j . (Note, that we can do
this in O(cjnjnk) time units. The logarithmic factor is only there because we assume
that collections of intervals are sorted by the elements in the intervals.) We need to
do this for all jobs j 6= k, and therefore we need O(

∑n
j=1,j 6=k cjnjnk log(cjnjnk))

time. Then, we need to compute the intersection of all the intervals we computed. This
takes at most O(n

∑n
j=1,j 6=k cjnjnk) time units. Finally, we need to intersect the set

we computed, with the starting time intervals of k. Therefore, we have a running time
of O(ck + n

∑n
j=1,j 6=k cjnjnk log(cjnjnk)). ut
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The following two results show, that the two-job propagator is stronger than the
disjunctive-propagator and that the two-job propagator cannot be expressed as a chain
(i.e., as the repetitive execution) of disjunctive-propagators (as they were discussed
in Section 4.4). The latter result is, as we will see, basically due to the fact that the
two-job propagator respects no-wait constraints, whereas the disjunctive-propagator
does not.

Proposition 4.6.4. The two-job propagator is stronger than any chain of disjunctive-
propagators.

Proof. The two-job propagator erases those time-indices from the starting time inter-
vals where a job j cannot be started without having overlapping execution time inter-
vals of some of its operations and some others from other jobs. Therefore, it is clear
that the result of the two-job propagator is included in the result of the disjunctive-
propagator. To see that it is indeed stronger than any chain of disjunctive-propagators,
and not equal, consider the example depicted in the Figures 4.2a and 4.2b. We mod-
ify this instance as follows. Instead of two operations with lengths of 3 and 4 we put
three, respectively four operations of unit length linked by no-wait constraints. In this
case the two-job propagator will result in the starting time intervals depicted in Figure
4.3, but the disjunctive-propagator results in the same starting time intervals as de-
picted in Figure 4.2b. Therefore, the two-job propagator is stronger than any chain of
disjunctive-propagators. ut

The following corollary shows that the two-job propagator cannot be expressed as
any sequence of the propagators of the following kind: These propagators take all the
operations into account that are executed on one machine. Let j and k be two jobs.
We take the operations of job j that are to be executed on one machine and compute
the set of valid starting times of job j, when job k starts within Ik. These propagators
we will call the two-job-single-machine propagators.

Corollary 4.6.5. The two-job propagator cannot be expressed as any chain of two-
job-single-machine propagators.

Proof. Consider the instance depicted in the Figures 4.9a and 4.9b. There, we see a
job j that has operations of unit length on machine M1 to be started at the even time-
indices < 7 and operations of unit length on machine M2 to be started at the odd time-
indices < 7. As we see it there, job k has operations of unit length on both machines
M1 and M2 to be started at the even time-indices < 5. Figure 4.9b depicts the starting
time intervals Ik = [0, 1] and Ij = [0, 10] of the two jobs j and k, respectively. When
applied to this instance, the two-job propagator will restrict the starting intervals of job
j to [5, 10] while the two-job-single-machine propagator does not restrict the starting
time intervals at all. Therefore, we see that the two-job propagator cannot be written
as any chain of this kind of propagator. ut
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Fig. 4.9a. The two jobs.

job j

job k

time0

Fig. 4.9b. The starting time intervals of the two jobs depicted in Figure 4.9a.

We remark here that we discussed the two-job propagator only for the classical
no-wait job shop setting. This propagator works also for other settings, where we
have additional freedom. For example, when we can select the processing times of the
operations from a proper interval (cf. Chapter 3). The only thing we need to change in
the theory presented in this section is the definition of the second order intervals. We
can use the substitute discussed in Chapter 3 in this case. Therefore, we can define the
two-job propagator in a similar way for the situation with variable processing times as
well.

Finally, we make some remarks on the implementation. We only implemented the
two-job propagator in the case where we have no variable processing times. According
to Lemma 4.6.2 the two-job propagator does not become any stronger when we inter-
sect the second order intervals Ij→k and Ik→j with the sets (Ik − Ij) and (Ij − Ik),
respectively. Therefore, we can restrict ourselves to compute the second order inter-
vals once, assuming for their computation that the starting time intervals are equal to
ZZ≥0 (using the algorithm described in Chapter 2). Within the execution of the two job
propagator we only need to compute the term as given in formula (4.31).

Ij

⋂
k 6=j

(Ik + Ik→j ∪ Ik − Ij→k) (4.31)

For experimental results we refer the reader to Chapter 9.
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4.7 Extensions of the Two-Job Propagator

In this section we extend the two-job propagator to respect more jobs. Roughly spo-
ken, we will create a propagator that is given the starting time intervals of q ≥ 3
pairwise different jobs and that outputs the set of non-conflicting starting times of one
of these q jobs; i.e., the set of starting times of one of the jobs such that all remaining
q− 1 jobs can be started within their starting time intervals. Although the idea is sim-
ilar to the one of the two-job propagator, the technical details have hardly anything in
common.

The main difference lies in the data structures used. While in the case of the
two-job propagator we needed the second order intervals, we need an extension of
this set in order to define the new propagators, the so-called q-job propagators. We
define these new data structures in the following subsection. They will be called the
qth-order intervals.

4.7.1 Definition of Higher Order Intervals

We define the qth order intervals for the case with and the case without variable pro-
cessing times. We first give the definition for the simpler case, with fixed processing
times. Once this is done, we give the details for the case where we can select the
processing times for the operations from a set of operation-specific intervals.

Let j1, j2, . . . , jq−1, and k be q (pairwise) different jobs. Let Iι be the set of al-
lowed starting times (i.e., the starting time intervals) for job ι ∈ {k, j1, j2, . . . , jq−1}.
The qth-order intervals I(k,j1,...,jq−1) are the set of allowed starting time tuples
(Sk, Sj1 , . . . , Sjq−1) ∈ Ik × Ij1 × · · · × Ijq−1 of the jobs k, j1, j2, . . . , jq−1 such
that these jobs can be started at time-index Sk, Sj1 , . . . , Sjq−1 , respectively, without
causing resource conflicts on any of the machines among each other.

The following proposition shows that we could have defined the qth-order intervals
in a different way as well. Within this proposition the term I(j,k) denotes the whole
set of valid starting time differences of the two jobs j and k; i.e., the union of Ij→k

and Ik→j .

Proposition 4.7.1. The set I(k,j1,...,jq−1) is equal to the set

K := {(Sk, Sj1 , . . . , Sjq−1) ∈ Ik × Ij1 × · · · × Ijq−1 : Sι − Sκ ∈ I(κ,ι) for all

κ 6= ι ∈ {k, j1, . . . , jq−1}} .

Proof. Let (Sk, Sj1 , . . . , , Sjq−1) be a member of I(k,j1,...,jq−1). Then, we can start the
jobs k, j1, . . . , jq−1 at the time-indices Sk, Sj1 , . . . , Sjq−1 , respectively. This means
that (Sι − Sκ) is a member of I(κ,ι) for all ι 6= κ ∈ {k, j1, . . . , jq−1}.

On the other hand, let (Sk, Sj1 , . . . , Sjq−1) ∈ K. Then, we can start job k at time-
index Sk without running into a machine conflict when we start the jobs j1, . . . , jq−1
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at Sj1 , . . . , Sjq−1 , respectively. Furthermore, we can start job jr (for r ∈ {1, 2, . . . , q−
1) at time-index Sjr

without running into a machine conflict with any of the jobs
j ∈ {k, j1, . . . , jq−1} if we start j at time-index Sj . This means that we can start all q
jobs k, j1, . . . , jq at the corresponding starting times. ut

From this proposition it follows immediately that we can compute the qth order
intervals by composing a number of polytopes. These polytopes can be expressed in
the variables Sι (which hold the feasible starting times of one job) and constraints in
these variables. The following corollary summarizes this.

Corollary 4.7.2. Let nι and nι,κ be the number of maximal (with respect to inclusion)
proper intervals contained in the set Iι and I(ι,κ) for ι 6= κ ∈ {k, j1, . . . , jq−1},
respectively. The qth order intervals are a family of at most

Φq :=
∏

ι

nι

∏
ι6=κ

nι,κ (4.32)

polytopes in q-dimensional space. They can be computed in O(Φq) time and space.

If we can select the processing times, we define the qth-order intervals similar to
the above, namely as the set of starting time tuples such that no resource conflict oc-
curs. In this case a similar proposition holds. There, we need to replace the second
order intervals, I(ι,κ), with their corresponding counterpart for the case of variable
processing times, and we have to require that the jobs k, j1, . . . , jq−1 are executed
using the same processing times for their operations everywhere. This is done by gen-
erating polytopes like the ones constructed in Chapter 3. These polytopes have two
variables for each operation of the q jobs. One that will hold the starting time and
one that will hold the completion time. After initializing each polytope with the con-
straints that encode the set of valid processing times for the operations and the no-wait
constraints (see Chapter 3 for details) we include the constraints

Sι − Sκ ∈ I(ι,κ) for all ι, κ , (4.33)

where the set I(ι,κ) denotes the second order intervals that were computed for the case
where we allow flexible processing times.

4.7.2 The q-job propagator

Next, we want to define the q-job propagator. In order to do so, let P1, P2, . . . , Ph

denote the individual polytopes of the qth-order intervals that we get for a set of starting
time intervals Ik, Ij1 , . . . , Ijq−1 and their corresponding second order intervals. Let ai

and bi (for i = 1, 2, . . . , h) be the minimal and maximal value of the variable Sk
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within the polytope Pi. Then the q-job propagator replaces the starting time intervals,
Ik, of job k by the intersection

Ik := Ik

⋂
([a1, b1] ∪ · · · ∪ [ah, bh]) . (4.34)

The following proposition shows that we do not loose any feasible starting times by
doing so. The proof of this proposition is trivial and therefore left to the reader.

Proposition 4.7.3. Using the same notation as above, we do not loose any feasible
starting times of job k when we replace the set Ik by the intersection

Ik := Ik

⋂
([a1, b1] ∪ · · · ∪ [ah, bh]) . (4.35)

Finally, we prove some properties of the q-job propagator. The first property is that
the q-job propagator cannot be expressed as any chain of (q − 1)-job propagators.

time0 5

job j

job k

job l

M1
M2

M2
M3

M2

Fig. 4.10a. The three jobs of the example are depicted here.

time0 5 10

job j

job k

job l

Fig. 4.10b. The starting time intervals of the three jobs depicted in Figure 4.10a.
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Proposition 4.7.4. Let q ≥ 3. The q-job propagator cannot be replaced by any chain
of (q − 1)-job propagators.

Proof. We only prove this proposition for the case where q = 3, since in all other
cases a similar argument holds. Consider the example depicted in the Figures 4.10b
and 4.10a.

There, we see a no-wait job shop instance that consists of three jobs, j, k and l.
The starting time intervals are given by Ij = Ik = [0, 2] and Il = [0, 10]. A quick
computation gives that, in this case, the second order intervals are given by Formula
(4.36).

Ij→k = {1} ,
Ik→j = {1} ,
Ij→l = {1} ∪ {3} ∪ {5} ∪ [7, 10] ,
I l→j = {1} ,
Ik→l = {1} ∪ {3} ∪ {5} ∪ [7, 10] ,
I l→k = {1}

(4.36)

From these equalities it follows easily that the two-job propagator is useless in this
case. However, when we shift our attention to the third order intervals, we easily see
that those intervals, where we choose Sl−Sj or Sk−Sj to be smaller than or equal to
5 are empty. The remaining third order intervals (one is described in Formula (4.37))
are non-empty.

Sj − Sk = 1 ,
Sj − Sl ∈ [7, 10] ,
Sk − Sl ∈ [7, 10] ,
Sj , Sk ∈ [0, 2] ,
Sl ∈ [0, 10]

(4.37)

It follows, by quick computation, that job l is not to be started earlier than time-index
8. Therefore, we can restrict the domain of possible starting times for job l to [8, 10],
in this case. ut

Proposition 4.7.5. Let q ≥ 2, and let PM,ι denote the union of all processing time
intervals of the operations of job ι ∈ {k, j1, . . . , jq−1} that are to be executed on
machine M . If the intersection of all the sets PM,ι,IR over all jobs ι equals a finite set;
i.e., ⋂

ι

PM,ι,IR = finite set in IR for all machines M , (4.38)

then the q-job propagator cannot propagate anything anymore, and can therefore be
removed from the list of propagators that are to be checked for this instance.

Proof. We only prove the case where we have q = 2, since the proof of the corre-
sponding result is similar in all other cases. Let λ(

⋂
ι PM,ι,IR) denote the volume of
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the intersection
⋂

ι PM,ι,IR. First, we show that the two-job propagator becomes use-
less as soon as the intersection

⋂
ι PM,ι,IR equals a discrete finite set for all machines

M . We do this by contradiction. Assume that the two-job propagator erases the time-
index t from the starting time intervals of job k. By construction of the second order
intervals (cf. Chapter 2) this means that for each starting time t′ ∈ Ij1 of job j1 there
is a machine Mt′ such that when we start job k at time-index t there occurs a (tem-
porary) resource conflict on machine Mt′ . But resource conflicts can only occur when
the processing time intervals of the jobs overlap. This is a contradiction.

On the other hand, assume there is a machine M such that λ(
⋂

ι PM,ι,IR) 6= 0.
In this case there is a starting time-index t ∈ Ik such that when job k starts at time
t the processing time intervals of an operation o ∈ k overlap with the processing
time intervals of some operations of another job ι ∈ {j1, . . . , jq−1}. When, for some
reason, the starting time intervals of job k shrink to hold only the value t, the two-job
propagator will shrink the starting time intervals of job j1 accordingly. ut

Finally, the next proposition shows that the q-job propagator is the strongest prop-
agator we can get using the information of only q jobs.

Proposition 4.7.6. Let q ≥ 2. The q-job propagator is the strongest propagator that
takes only the information of the q jobs into account.

Proof. We only prove this proposition for the case of the two-job propagator, since in
all other cases a similar argumentation holds. Let us assume, without loss of generality,
that we are given a two job instance. Say the two-job propagator cancels out a starting
time-index t of the first job. In this case, there are operations of the other job that
cause a resource conflict when we would start the first job at t. This means that for
each time-index t′ that is not canceled there is a time-index t′′ such that we can start
the first job at t′ and the second job at t′′. No other propagator can do better than that.
ut

We remark here that we could have introduced the second order intervals as poly-
topes in the starting times (as variables) too. But since we were only able to prove
Lemma 4.6.2 for the second order intervals as the set of starting time differences, we
think the way we did it, is the most useful one.

As in Chapter 3, it is worth mentioning that Wennink (1995) has shown that we can
solve the LPs that we get by adding an auxiliary linear target function to the variables
of the polytopes from the definitions of the qth order intervals using a min-cost-flow
solver.

4.7.3 Notes on the Implementation

Finally, we discuss how to implement the q-job propagator. Despite the fact that the
idea behind the two-job and the q-job propagator (for q ≥ 3) is roughly the same,
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our ideas behind the implementation of the two-job propagator and behind the q-job
propagator have hardly anything in common. For our experiments we implemented
the q-job propagator for the case q = 3, 4. For experimental results we refer the reader
to Chapter 9.

The first big problem we are facing is that, in order to be able to execute the
q-job propagator, we need the qth-order intervals. According to Proposition 4.7.1, the
following fact holds: The qth-order intervals for the jobs j, j1, . . . , jq−1 are equal to
the set

I(k,j1...,jq) = {(xι)ι : xι ∈ Iι, xκ − xι ∈ I(ι,κ)} , (4.39)

where I(ι,κ) denotes the union of the second order intervals Iι→κ and Iκ→ι.
Next, we discuss how we computed these polytopes. This is done in two steps.

The first one is executed once, in the so-called preprocessing phase, and the sec-
ond one is done each time the q-job propagator is executed. In the preprocessing
phase we compose polytope templates from the second order intervals. We compute
these templates for each q-tuple of jobs, k, j1, . . . , jq−1, where every job (in the set
{k, j1, . . . , jq−1}) has at least one operation on a common machine with another job
(in the set {k, j1, . . . , jq−1}). For all other q-tuples, it is easy to see that the q-job
propagator is dominated by the (q − 1)-job propagator. In the propagation phase, by
giving the variables appropriate ranges, we shrink these templates to the right poly-
topes. In order to describe the preprocessing phase of this process we drop, for the
time being, the constraints xι ∈ Iι and replace them by the constraints xι ∈ IR. For
each tuple of proper, maximal (with respect to inclusion) intervals U (ι,κ) ⊂ I(ι,κ) we
create a polytope template. This is done by adding the following constraints

xι − xκ ∈ U (ι,κ) for all jobs ι 6= κ . (4.40)

Each time we execute the propagators we take each such polytope template and add the
range constraints for the variables. These range constraints are given by each q-tuple of
maximal, proper sub intervals of the starting time intervals. For example, let Uι ⊂ Iι

be maximal, proper intervals. Then, the corresponding final polytope can be described
by the linear constraints

xι − xκ ∈ U (ι,κ) for all jobs ι 6= κ ,
xι ∈ Uι for all jobs ι .

(4.41)

After we have finished composing the polytopes, the algorithm maximizes and min-
imizes the appropriate variable over all these polytopes. Let S and S be a maximum
and a minimum we get from one of the polytopes. By building the union over all
polytopes of the intervals [S, S], we get the correct output (cf. Section 4.7).

To do the necessary optimizations over the polytopes in our experiments we used
ILOG CPLEX (ILOG 2005). However, using a general LP-engine like CPLEX seems
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to be a bit ‘excessive’. There is, however, another, easily implemented, purely combi-
natorial algorithm developed by Fourier (1827), Dinis (1918-9) and Motzkin (1936),
that is perfectly suitable here.

In order to describe this algorithm, assume we are given a constraint system Ax ≤
b and are interested in the range of variable xi. Without loss of generality we may
assume that i = n. After multiplying each row in this system by a positive constant
we may assume that it has the following shape.

x1 + aix ≤ bi for all i = 1, . . . ,m1 ,
− x1 + aix ≤ bi for all i = m1 + 1, . . . ,m2 ,

aix ≤ bi for all i = m2 + 1, . . . ,m ,
(4.42)

where ai,1 = 0 for all i. Now, we can eliminate x1 from these inequalities by elimi-
nating the first m2 constraints and introducing the following ones

min
i=1,...,m1

{bi − aix} ≥ x1 ≥ max
i=m1+1,...,m2

{bi − aix} . (4.43)

This is done by adding the inequalities

bi − aix ≥ bj − ajx for all i = 1, . . . ,m1 and j = 1, . . . ,m2 . (4.44)

This way we eliminate all variables except for xn. The resulting system of inequalities
may have exponential size (c.f. Schrijver 1986). The fact that we can indeed read the
range of values for the variable xn from this system of inequalities is shown in the
following proposition.

Proposition 4.7.7. The algorithm, described above, delivers the interval [a, b] of val-
ues for the variable xn such that for each xn ∈ [a, b] there are xi ∈ IR (for
i = 1, 2, . . . , n− 1) such that Ax ≤ b is true.

Proof. This proof is similar to one given by Schrijver (1986). ut

We implemented this method as well, in order to solve the resulting LPs, when
computing the result of the three- and four-job propagator. Using this method, we had
to evaluate, in the case of the three-job propagator, 24 inequalities, and in the case
of the four-job propagator 173 inequalities. Therefore, this method seems perfectly
suited for solving these kind of LPs.





5

Infeasibility Detectors

In this chapter we discuss several methods for certifying that a given no-wait job shop
instance does not admit a feasible schedule. These methods will be called infeasibil-
ity detectors. Furthermore, we show how these infeasibility detectors can be used as
propagators.

In Section 5.1 we repeat the basic notation used throughout this chapter and dis-
cuss how one can use infeasibility detectors to get propagators. In Section 5.2 we re-
view two of the classical, known infeasibility detectors. These detectors are combined
and extended into a more powerful detector in Section 5.3 by using some features
of no-wait job shop instances. In Section 5.4 we strengthen this infeasibility detector
further. Section 5.5 presents an infeasibility detector that is based on a reformulation
of the no-wait job shop problem as an ILP. Finally, we show in Section 5.6 that this
infeasibility detector is not weaker than the detectors introduced in the Sections 5.2,
5.3, and 5.4.

In this chapter we assume unless otherwise mentioned that if we can select the
machine speed for individual operations we select it to be maximal. That is, we assume
here that all operations are given with their shortest possible processing times.

5.1 Preliminaries

We use O to denote the set of all operations. By abuse of notation we identify any
scheduling instance of the no-wait job shop problem with the set of all operations O.
Furthermore, we assume that each machine can only process one job at a time.

Recall that an ‘infeasibility detector’ was defined in Section 4.1 to be a boolean
function f , which expresses some necessary condition for a valid schedule; i.e., an
infeasibility detector is a function

f : {no-wait job shop instances} −→ {TRUE, FALSE} (5.1)
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such that the following two conditions hold:

• If f(O) = FALSE, then there is no feasible schedule for the no-wait job shop
instance.

• If f(O) = FALSE, then f keeps this value when more constraints are added to
the instance.

In particular, we see that when an infeasibility detector evaluates to TRUE, there
might or might not be a feasible schedule, but when an infeasibility detector evaluates
to FALSE, then there is no feasible schedule.

By a little abuse of terminology, infeasibility detectors are also called detectors.
Before we go into the details of different detectors, will we mention how to use an
infeasibility detector in constraint programming.

Let f be an infeasibility detector and let j be a job of a given no-wait job shop
instance O. We denote the starting time intervals that contain all possible starting
times of job j by the term Ij . Let t ∈ ZZ≥0 be such that t lies between the maximal
and minimal time-index that is contained within Ij . Note that t does not have to be
a member of Ij since the sets of possible starting times do not have to be connected.
The following result shows one possible use of an infeasibility detector f .

Lemma 5.1.1. Let f be an infeasibility detector and let t ∈ ZZ≥0 lie between the
maximal and minimal time-index contained in Ij .

• When the temporary constraint that the starting time of j should be greater than
or equal to t + 1 yields f(O) = FALSE (for the restricted instance), then the
constraint that the starting time of job j is smaller than or equal to t holds for any
feasible schedule.

• When the temporary constraint that the starting time of j should be smaller than
t yields f(O) = FALSE (for the restricted instance), then the constraint that the
starting time of job j is greater than or equal to t holds for any feasible schedule.

This Lemma suggests, as in Section 4.1, a method to generate propagators from infea-
sibility detectors. Of course, we can adjust both the lower and the upper border of the
starting time intervals too. This may lead to stronger propagation, since we can erase
more starting time-indices. Another generalization would be to temporarily adjust the
starting time intervals of q ≥ 2 jobs. When the infeasibility detector evaluates to
FALSE on the restricted instance, one can modify the qth-order intervals accordingly
(cf. Section 4.7).

The basic principle is always that we assume some knowledge and evaluate f .
In case f evaluates to FALSE, we know that the assumptions are invalid and can be
discarded.

Next, we show how one can use precedence constraints to strengthen the upper and
lower borders of the starting time intervals of a certain job. Therefore, we describe an
algorithm that accomplishes exactly that.
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Recall that in Section 4.4 we defined precedence constraints to be constraints that
indicate that certain operations precede or succeed a given operation on their ma-
chine. Since we consider no-wait job shop instances, the presence of one precedence
constraint induces a constraint on the starting times of the corresponding jobs, namely
that one job has to be started at least a certain (fixed and maybe negative) number of
time units after another one.

In order to start with the description of the algorithm, fix a job j. We show how
to strengthen the starting time intervals of this job. Therefore, we need the precedence
graph. This graph H has a vertex for each operation and an arc (u, v) if and only if
there is a precedence constraint between the operations that correspond to the nodes
u and v, respectively. We define U as the set of jobs 6= j such that there is a directed
path from at least one operation of the job j 6∈ U to at least one operation of each job
in U ; i.e., U is the set of jobs such that at least one operation of each job of U has to
be preceded by one of j. Next, we explain how to get an upper bound on the starting
time of j.

In order to do this we need an infeasibility detector f . We do binary search on the
latest possible starting time of j. In each search step we set the latest possible starting
time to a value t. Then we modify the starting time intervals of the jobs in U such
that none of the constraints, induced by the precedence constraints, is violated when
j starts at time-index t or earlier. We evaluate f on this restricted instance and see in
what direction we have to modify the value t. A similar algorithm gives us a lower
bound on the starting time intervals of the job j.

We can use this ‘recipe’ in order to strengthen any infeasibility detector using
precedence constraints.

5.2 The Energetic-Reasoning Detector and The Flow-Based
Detector

In this section we formulate and analyze two classical detectors that have been distin-
guished in literature. The detectors presented in this section are one machine detectors.
Thus, we are looking in this section only at a subsetOM ofO containing all operations
that are to be executed on a given machine M .

5.2.1 The Energetic-Reasoning Detector

The first of the two detectors we present in this section is the energetic-reasoning
detector (see for example Baptiste 1998). Its idea is that there has to be enough time
within an interval to do all the work that has to be done within this interval.

Let V be a collection of one or more intervals forming a subset of the time interval
[0,∞]. For an operation o let wo denote the amount of time over which the machine
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has to be busy with o during V (for the computation of wo we forget about all other
operations). Then, the energetic-reasoning detector f evaluates to TRUE if and only
if there is enough time to process each operation as needed in V ; i.e.,

f ≡

(∑
o

wo ≤
∫

V

dx

)
.

If this condition is not true, then there is too much work to do for the machine in the
time interval V , and therefore, there is no feasible schedule for the instance under the
given constraints.

As an example we take an instance with three operations j, k, and l. Each operation
has a processing time of 5 time units, and starting time intervals as depicted in Figure
5.1. These intervals are [2, 4] for the operations j and k, and [0, 11] for job l. When
we take V = [2, 9] we have to set wl = 0, since we can execute the operation l
completely outside of V . The two jobs j and k have to be executed completely within
V . Thus, we have to take wj = wk = 5. Thence, there is no valid schedule, since
wj + wk = 10 > 7. If we would have chosen the interval V to be [0, 16] we would
have to take wl = 5 too. But we would have failed to notice that the instance is
infeasible (because 15 < 16). Next, we discuss a detector that recognizes that this
instance is infeasible under all circumstances.

0 5 10 15

job j

job k

job l

Fig. 5.1. The starting time intervals of the operations of the example.

5.2.2 The Flow-Based Detector

The second infeasibility detector we discuss here is the so-called flow-based detector
(see for example Baptiste 1998).

Its idea is to check whether there is a feasible schedule when we allow all opera-
tions to interrupt processing (preempt). We see below that we can translate a no-wait
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job shop problem into a max-flow problem, where a flow of a certain size has to ex-
ist in order for such a schedule to exist (we also say in this case that the scheduling
instance is preemptively feasible). Before we outline Baptiste’s (1998) flow-based de-
tector algorithm, we remark that for a special case, namely when each operation is
assigned just one connected interval where it may be started, Jackson’s Preemptive
Scheduling algorithm (see for example Le Pape et al. 2001) is in general quicker in
checking whether there is a preemptively feasible schedule. Jackson’s algorithm works
as follows: the machine always executes from among the available, unfinished jobs the
one with the smallest deadline. It can easily be shown that this scheduling policy will
lead to a preemptively feasible schedule in case there is one (see for example Le Pape
et al. 2001).

The reason we cannot use this algorithm here is that the starting time intervals
of an operation o and with them the intervals Io + [0, po], the set of time intervals
where o may be processed (subsequently called the processing intervals), need not be
connected. The algorithm of Jackson does not take non-connected processing intervals
into account. To solve the problem of finding a preemptively feasible schedule in this
case, Baptiste’s (1998) flow-based algorithm can be applied.

In what follows, we assume that the reader is familiar with the algorithms for
the min-cost-flow, max-flow, and circulation problems (see e.g. Ahuja, Magnanti &
Orlin 1993, Schrijver 2003).

Let A be the increasingly ordered set of borders of all the processing intervals
of all operations in OM. In order to apply Baptiste’s (1998) method for detecting
infeasibility we need to construct a max-flow instance G with minimal and maximal
capacities on the arcs. In any feasible flow, each arc is traversed by an amount of flow
that lies between the minimal and the maximal capacity of the arc.

Next, we construct the flow instance. Therefore, we assign to each consecutive pair
of elements ai < ai+1 in A a vertex vi,i+1. Furthermore, we introduce a vertex vo for
each operation o and connect the nodes vo and the nodes vi,i+1 with an arc (vo, vi,i+1)
if and only if the interval [ai, ai+1] is a sub-interval of the processing intervals of o.
In case it is, this arc gets maximal capacity (ai+1 − ai). Finally, the flow instance has
a source s that is connected by an arc (s, vo) of maximal capacity po to each node vo

and a sink t that is connected to each vi,i+1 by an arc (vi,i+1, t) of maximal capacity
(ai+1 − ai). All arcs get minimal capacity 0.

Theorem 5.2.1 (Baptiste (1998)). There exists a flow of size
∑

o∈OM
po in the flow

instance G if and only if the scheduling instance is preemptively feasible.

One can determine a preemptive schedule from a flow of size
∑

o∈OM
po as follows.

Since the size of the flow out of s is equal to the sum of the capacities of all the
arcs (s, vo), each of these arcs contains a flow of size po. The flow through the arcs
(vo, vi,i+1) indicates how much work of operation o ∈ OM is executed in the interval
[ai, ai+1]. Since the no-wait job shops we consider in this thesis are non-preemptive,
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we introduce the convention that we schedule the workload that comes from operation
o ∈ OM within the interval [ai, ai+1] without preemption. Note that this does not
necessarily imply that the operations themselves are scheduled without preemption
since the work of one operation can be spread over multiple intervals. Recall that the
single machine scheduling problem of finding a feasible non-preemptive schedule for
an arbitrary set of processing intervals is NP-hard (see for example Pinedo 1995), and
hence cannot be solved efficiently, unless P = NP.

Since non-preemptively feasible scheduling instances are preemptively feasible,
we can define the flow-based detector to evaluate to TRUE if and only if there is a
flow in G of size

∑
o∈OM

po.

vj

vk

vl

v0,1

v1,2

v2,3

s t

(5, 7)

(0, 5)

(0, 2)

(5, 5)

(2, 5)

(5, 5)

(5, 5)

(2, 5)

(5, 7)

(7, 7)

(0, 2)

Fig. 5.2. The flow instance G corresponding to the example instance from Section 5.2. An arc
label (a, b) consists of the maximal amount of flow b that is allowed to traverse the arc and a
flow value a.

As an example, we consider the instance that we discussed in the example of Sec-
tion 5.2. This scheduling instance translates into a flow instance, as depicted in Figure
5.2, with three nodes vo where o runs trough the set {j, k, l}. Each of these nodes
is connected to the source s by an arc of maximal capacity 5. Furthermore, we have
three nodes vi,i+1 where i = 0, 1, 2. The nodes vj and vk are connected by an arc of
maximal capacity 5 to the node v1,2 and the node vl is connected to all three nodes
v0,1, v1,2, and v2,3 by arcs of maximal capacity 2, 5, and 7, respectively. Finally, all
three nodes v0,1, v1,2, and v2,3 are connected to the sink t by an arc of maximal ca-
pacity 2, 7, and 7, respectively.

It is easy to see that a maximal flow has size 12 in this instance. Therefore, we
see that there is no feasible schedule since the total workload was 15. One flow of
maximal size is given by leading 5 units of flow through the arcs (s, vk) and (s, vl)
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and 2 units of flow through the arc (s, vj). We direct the flow that enters the nodes
vj and vk further through the arcs (vj , v1,2) and (vk, v1,2), respectively, while we
lead the flow that enters vk completely to the node v2,3. All flow that reaches the
nodes v0,1, v1,2, and v2,3 is directed to the sink t. This flow translates into a partially
preemptive schedule, where we execute operation l in the interval [9, 16], operation k
in the interval [2, 9], and two units of operation j in the same interval.

5.3 The Partially-Preemptive-Flow-Based Detector

In this section we present an extension of the flow-based detector. Therefore, we make
the same assumptions as in Section 5.2.2. For example we only consider the operations
that are to be executed on one, fixed machine M . This extension will result in a detec-
tor that evaluates to TRUE if and only if a preemptively feasible schedule exists where
a fixed operation o ∈ OM is not preempted. This means that the partially-preemptive-
flow-based detector evaluates to TRUE if and only if there is a preemptively feasible
schedule in which o executes completely in the interval [ai, ai+l+1] without preemp-
tion, for a choice of indices i and l.

In terms of the flow-based detection method this translates as follows. We are
interested in a flow of size

∑
o′∈OM

po′ in the flow instance that we introduced in
Subsection 5.2.2 such that the following condition holds:

We can choose two non-negative integers i and l such that the
arcs (vo, vi,i+1) and (vo, vi+l,i+l+1) are traversed by a non-negative
amount of flow. Furthermore, for each q = 1, . . . , l − 1 the arc
(vo, vi+q,i+q+1) is traversed by ai+q+1 − ai+q units of flow (thus
using the arc (vo, vi+q,i+q+1) at maximal capacity), and all other
arcs (vo, vr,r+1) (for r 6= i, i + 1, . . . , i + l) are traversed by no flow
at all.

This condition can be tested by performing the following test for each pair of non-
negative integers i and l. One modifies the minimal and maximal capacities of the arcs
appropriately and computes the value of a maximal flow in the resulting max-flow
instance. In case there is a flow of size

∑
o′∈OM

po′ , the partially-preemptive-flow-
based detector evaluates to TRUE. In case there is no such flow, we have to choose a
different i or to change the value of l. What is to be done, and if we can avoid a flow
computation, will be clarified in the subsequent results. The proof of these results is
either trivial or given by Baptiste (1998). They are therefore omitted.

Definition 5.3.1. Let o′ ∈ OM be an operation. Let fr,o′,max and fr,o′,min be the
maximal and minimal flow that can traverse the arc (vo′ , vr,r+1) in a flow of size∑

o′∈OM
po′ in the graph constructed in Subsection 5.2.2.
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The values of fr,o′,max and fr,o′,min can be obtained by using binary search by
modifying the lower and upper bound on the flow that traverses the arc (vo′ , vr,r+1).
Thereby, we use 0 as a lower and (ar+1 − ar) as an upper bound. Another way to
obtain these values is by solving the min-cost flow problem which we sketch next.
We give each arc cost 0 except for the arc (vo′ , vr,r+1) which gets costs 1 or −1,
respectively. The flow that will be directed over this arc in a solution of the min-cost-
flow problem is then the maximal or minimal flow possible that traverses this arc. We
remark here that we mostly do not need the actual value of fr,o′,min or fr,o′,max. We
will only be interested in whether these values are 0 or (ar+1 − ar), respectively, or
not. This knowledge can be acquired with two flow computations.

Proposition 5.3.2. Let i1 and i2 denote the minimal and maximal index i such that
fi,o,min 6= 0 holds. Then, the machine has to be busy with operation o over the interval
[ai1+1, ai1+2] ∪ . . . ∪ [ai2−1, ai2 ].

In terms of flow this proposition translates to the fact that the arcs

(vo, vi1+1,i1+2), . . . , (vo, vi2−1,i2) (5.2)

must be used up to maximal capacity. Therefore, we have to choose i ≤ i1 + 1 and
l ≥ i2 − i1 − 1.

Proposition 5.3.3 (Baptiste (1998)). The machine will be busy for at most fi,o,max

and at least fi,o,min time units with operation o within the time interval [ai, ai+1] in
any preemptively feasible schedule.

Proposition 5.3.4. Let o′ be an operation 6= o, and let fr,o′,min 6= 0. Then operation
o can either execute before time-index ar+1 − fr,o′,min or after ar + fr,o′,min.

From these two propositions, it follows immediately that in case i1 < r < i2 there
is no valid schedule, and that the infeasibility detector can evaluate to FALSE in this
case. Furthermore, it follows that i and l should be chosen such that there is no such r
such that i < r < i + l.

Proposition 5.3.5. When we start operation o in the interval [ai, ai+1], we have to
choose l such that the following conditions hold:

(ai+l − ai+1) + fi,o,min + fi+l,o,min ≤ po

and (ai+l − ai+1) + fi,o,max + fi+l,o,max ≥ po . (5.3)

From this proposition it follows that we need to compute a maximum flow for only
O(|A|) many pairs (i, l), during one run of the algorithm. Here is why. The idea is that
we need only to compute a maximum flow when the interval [ai, ai+l+1] contains an
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interval of length po, but the interval [ai+1, ai+l] does not. The assumption that only
linearly many such pairs need to be evaluated follows directly from the following
method to enumerate them. In the beginning, we fix i to the lowest possible value.
We compute at most one maximum flow for each value of l for which the conditions,
formulated above, are true. Say, we start with the lowest l and increase it, one by one.
As soon as l grows too large (but l − 1 is not), we fix it and increase i until the two
conditions hold again. Then we increase l further, and so on. Therefore, we only need
to compute a maximum flow for O(|A|) such pairs (i, l). The set of these pairs we
denote by B.

Now we have all the ingredients to sketch the algorithm that determines whether a
preemptively feasible schedule exists in which o is not preempted.

FIND-PARTIALLY-PREEMPTED-SCHEDULE1

Step 1. Repeat Step 2 and Step 3 for each pair (i, l) ∈ B.
Step 2. If the conditions formulated in the Propositions 5.3.2 to 5.3.5 are not all ful-

filled, we know that no preemptively feasible schedule exists where o is exe-
cuted without preemption. Therefore, we continue with Step 2 with the next
pair (i, l) ∈ B.

Step 3. Otherwise (all conditions are fulfilled), modify the flow instance appropri-
ately and solve the resulting max-flow problem. In case there is a flow of size∑

o po, we know that such a schedule exists. Therefore, we can quit the algo-
rithm successfully; else, we continue with Step 2 with the next pair (i, l) ∈ B.

Step 4. If there are no more pairs (i, l) ∈ B to handle, we know that no preemptively
feasible schedule exists where o is executed without preemption. In this case,
we quit the algorithm unsuccessfully.

Theorem 5.3.6. The algorithm FIND-PARTIALLY-PREEMPTED-SCHEDULE1
decides whether it is possible to find a preemptively feasible schedule in which o is
not preempted, or whether such a schedule does not exist. It can be implemented to
run in time O(|A|fA) where fA is the time needed to compute a maximum flow in the
different flow instances that occur during the run of the algorithm.

Proof. We have seen above that we only need to compute a maximum flow O(|A|)
many times. We remark here that one can use a previously computed flow to speed up
a subsequent flow computation (cf. Subsection 5.3.3). ut

We have thus seen that we can improve Baptiste’s (1998) method to check infea-
sibility. While his flow-based algorithm only checks whether there is a preemptively
feasible schedule where each operation is executed in its processing intervals, we now
can check whether there is a preemptively feasible schedule where one fixed operation
is not preempted. This increase in detection power comes at the cost of having to solve
linearly many flow instances. Next, we see how to incorporate no-wait constraints into
this method.
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5.3.1 The Use of No-Wait Constraints

Here, we discuss how we can strengthen the detector discussed above by explicitly
incorporating no-wait constraints between operations that are executed on the same
machine. Therefore, we assume that all the operations are again in the set OM .

We give a method that can be plugged into the algorithm above, in case we have
found an interval [ai, ai+1] where we can start the operation o and execute it without
preemption.

The idea of this extension is as follows: When we know at which point in time we
can start one operation o of a job, say j, we know exactly where the other operations
of the job j have to start. Let zo denote the delay of operation o with respect to the
starting time of j. It follows that when operation o has to be processed in the interval
[ao, bo] any other operation o′ 6= o of the same job has to execute within [ao − zo +
zo′ , bo − zo + zo′ − po + po′ ]. The latter interval we denote subsequently by [ao′ , bo′ ].
This relationship between the starting times can be modeled by restricting the flow for
the operations o′ to the corresponding arcs. Here are the details:

The partially-preemptive-detector algorithm returns a flow instance and a flow for
this instance in case of a successful execution. From this flow we can deduce an in-
terval [ao, bo] where we can process the operation o without preemption. For each
other operation o′ 6= o of job j we compute the interval [ao′ , bo′ ]. When we shift our
attention to the ordered set A where each two consecutive elements ar and ar+1 cor-
respond to a vertex vr,r+1 we can compute for each of the operations o′ 6= o of job j
the smallest set Ro′ of indices r such that the intervals [ar, ar+1] with r ∈ Ro′ cover
the interval [ao′ , bo′ ]; i.e., Ro′ is the smallest set guaranteeing that the following holds⋃

r∈Ro′

[ar, ar+1] ⊃ [ao′ , bo′ ] . (5.4)

Next, we modify the flow instance. Let j be the job corresponding to the operation
o. These modifications are done in a way such that in the resulting instance there will
be a flow of size

∑
o′∈OM

po′ such that operation o is executed in the interval [ao, bo]
without preemption and all no-wait constraints of job j are fulfilled. To achieve this
we modify the maximal and minimal capacities of the arcs (vo′ , vu,u+1) (for u =
0, 1, . . . , |A| − 1) appropriately.

We remark here that a similar algorithm as the one described at the beginning of
this section will result in the earliest interval [ai, ai+1] where we can start an operation
o′. In case i is not the smallest element in Ro′ , we can adjust the earliest starting time of
o. This adjustment may result in adjustments of the starting time of further operations,
and so on. The adjustments are realized by adjusting the capacities of the arcs. In case
there is no flow of sufficient size in the new instance, we have shown that no feasible
schedule exists in which o is executed in the interval [ao, bo].
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By extending the partially-preemptive-detector algorithm this way, we have there-
fore another criterion to determine whether the job j is not allowed to start in a certain
interval, namely it is not allowed to start in an interval such that operation o can be exe-
cuted within [ao, bo] if no flow of size

∑
o∈OM

po exists in the flow instance described
in the preceding algorithm.

Next, we incorporate no-wait constraints between operations that are executed on
different machines. The idea is to run the detector algorithm for each machine sepa-
rately. It is not difficult to modify the algorithm into an algorithm that finds all intervals
[ai, ai+1] in which we can start a fixed operation o and execute it without preemption.
Let Ĩo denote the set of all these intervals. It is clear that the set of feasible starting
times of job j must be included in the intersection⋂

o∈Jj

(Ĩo − zo) , (5.5)

where zo denotes the delay of o with respect to the starting time of the job j. When
the intersection (5.5) is empty, then there is no feasible schedule. Therefore, we have
(yet) another extension to the partially-preemptive-detector algorithm.

5.3.2 Creating a Propagator from the Partially-Preemptive-Detector

In this subsection we discuss how we can create a propagator from the partially-
preemptive-detector discussed above. Assume for the time being that we want to know
the exact set Ĩo ⊂ Io of starting time-indices where a certain operation o can start. The
algorithm we propose next computes this set iteratively. From this set the propagator
can easily compute the set of time-indices Ĩj where the corresponding job j has to
start such that the operation o starts in Ĩo.

In order to give the algorithm that computes the set of starting times where o can
start to be executed without preemption, we observe that the partially-preemptive-
detector algorithm returns a flow instance that admits a flow of size

∑
o∈OM

po, in
case it is possible to schedule o in such a way. We know we can determine a schedule
from this flow where o is executed without preemption. Assume that we are given the
maximal (with respect to inclusion) time interval [a, b] that contains the starting time
of o in the schedule we just created such that o can start at each time-index within
[a, b]. In this case we can issue the (temporary) constraint that o has to start outside
the interval [a, b] and repeat the algorithm. If we get such an interval [a, b] each time,
their union will be the set we are looking for.

Thus, the only open question is to find the upper and lower border of such an
interval [a, b]. Therefore, we create the following algorithm. The idea is to modify the
flow instance returned by the partially-preemptive-detector. Each of the resulting flow
instances will have the property that we can compile schedules where o is executed
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without preemption from a feasible flow. This is done in a way such that we can read
the borders of the interval from the schedules in the end.

We only explain the algorithm to find the upper border of the interval here since
the lower border can be found in a similar way. In order to do so, we consider the
flow and the flow instance returned by the detector. To find the upper border of this
interval, we first describe the flow returned by the detector. There is a smallest i such
that the arc (vo, vi,i+1) is traversed by some flow, and there is an l ≥ 0 such that for
all 1 ≤ q ≤ l the arc (vo, vi+q,i+q+1) is traversed by flow of size (ai+q+1−ai+q) and
there is an arc (vo, vi+l+1,i+l+2) that is traversed by a flow of size ≥ 0. All other arcs
(vo, vu,u+1) are traversed by 0 units of flow.

Next, we modify the maximal and minimal capacities of some arcs, and by chang-
ing the target function such that it maximizes the flow that is led through a given set of
arcs. We reset the minimal amount of flow that may traverse the arcs (vo, vi+q,i+q+1)
to (ai+q+1 − ai+q) for all q = 1, 2, . . . , l. We set the minimal amount of flow that
may traverse the arcs (vo, vi,i+1) and (vo, vi+l+1,i+l+2) to 0 and the maximal amount
of flow that may be led through these two arcs to (ai+1 − ai) and (ai+l+2 − ai+l+1),
respectively. For all other arcs (vo, vu,u+1) we reset the maximal and minimal amount
of flow that is allowed to pass them to 0. Thereby, we allow the flow that passes vo

only to traverse through the arcs (vo, vi+r,i+r+1) for r = 0, 1, . . . , l + 1.
Since we are looking for an upper bound b the algorithm maximizes the flow that is

led through the arc (vo, vi+l+1,i+l+2). This can be done by either using binary search
(with 0 as a lower and (ai+l+2 − ai+l+1) as an upper bound) or by giving all arcs
costs 0 but the arc (vo, vi+l+1,i+l+2) that gets costs of−1. The flow that traverses this
arc in any min-cost-flow solution of this instance is equal to the value we are looking
for. Another method to do this is described in Subsection 5.3.3. When we consider the
resulting flow, the first and/or the second or the third of the following three cases may
occur.

Case 1. The arc (vo, vi,i+1) is traversed by zero units of flow. In this case the al-
gorithm resets the minimal flow through the arc (vo, vi+1,i+2) to 0 and the
maximal flow through the arc (vo, vi,i+1) to 0.

Case 2. The arc (vo, vi+l+1,i+l+2) is traversed by (ai+l+2 − ai+l+1) units of flow. In
this case the algorithm resets the minimal flow of the arc (vo, vi+l+1,i+l+2)
to (ai+l+2 − ai+l+1) and resets the maximal allowed flow through the arc
(vo, vi+l+2,i+l+3) to be (ai+l+3− ai+l+2). If this arc does not exist, then we
are at the right border of the interval. Finally, the algorithm changes the target
function to maximize the flow that traverses the arc (vo, vi+l+2,i+l+3)

Case 3. Neither one of the scenarios above is true. In this case we have found the
right border until which the operation can be started. Therefore, the algorithm
terminates with a success.
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In the first two of the three cases we modify the flow instance and solve the result-
ing instance again. The resulting flow is then again modified according to the three
preceding cases. This resolving and reevaluating is repeated until we are either in the
third case or the flow that is passed through the node vo does not change anymore. In
both cases we know that the operation starts at the upper border.

Before stating that the algorithm, introduced in the lines above, works correctly,
we summarize it in the following description.

FIND-PARTIALLY-PREEMPTIVE-STARTING-TIMES

Step 1. Find a starting time in the time interval [ai, ai+1] with smallest i where o can
be started and executed without preemption (using the partially-preemptive-
detector).

Step 2. If no such interval exists, exit.
Step 3. Find the left and right border of this interval, and add the found interval to the

output of the algorithm.
Step 4. Issue the temporary constraint that o cannot be started within the found inter-

val.
Step 5. Go to Step 1.

Theorem 5.3.7. The algorithm FIND-PARTIALLY-PREEMPTIVE-STARTING-TIMES
computes the complete set of starting time-indices of operation o where o can be
started and executed without preemption while we allow all the other operations to
preempt.

Proof. The theorem follows once we have shown that each time-index that is included
in a found starting interval [a, b] is a feasible starting time for o when we issue the
constraint that o should be executed without preemption while we allow all other op-
erations to preempt.

The idea of this proof is to take such a schedule, where o starts at the end of such
an interval and to decrease its starting time step by step. It is obviously no problem to
decrease the starting time of o by one time unit, if the machine is idle for this amount
of time right before o starts. In case there is no idle time before o one way of solving
the dilemma which arises is to move a unit of workload of other operations that are
executed right before o. How we do this precisely is described next.

The algorithm above creates flows that are compatible with distribution of work-
load where o starts and completes (without being preempted) at the borders ai ∈ A
for ai ∈ [a, b] or ai ∈ [a + po, b + po], respectively. We show that we can decrease the
starting time of o from b to a, thereby attaining each starting time in between a and b.

We do this in steps. In each step we decrease the starting time of o one by one,
until it starts or completes at a border ai ∈ A, whichever comes first. Once we have
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shown for each such step that any starting time (that lies within this step) is feasible
the assumption follows inductively.

Since each step is proven in a similar way, we only give the proof for the first one.
Say when we decrease the starting time of o from b, it first reaches a starting time
where it starts at ai. Then ai + po and b + po lie within an interval whose borders are
two consecutive elements of A. Furthermore, ai and b lie within such an interval.

Next, we show that we can find for each time-index t ∈ [ai, b] a preemptively
feasible schedule where o starts at t and is executed without preemption. In order to
do this, it is sufficient to show that there is a corresponding family of flows.

Therefore, we take two flows of size
∑

o′∈OM
po′ where o starts at time-index ai

and b, respectively, and is not preempted. Both flows exist since the algorithm FIND-
PARTIALLY-PREEMPTIVE-STARTING-TIMES can be easily modified to deliver them.
We call the corresponding distributions of workload the first and second distribution,
respectively.

Now we are going to decrease the starting time of o from b to ai thereby attaining
each starting time in between these two starting times. We start with the workload
distribution as it is given by the second distribution.

Obviously, it is no problem to start o one time unit earlier when there is some idle
time in the interval [ai, b]. When there is no idle time, we remove an arbitrary unit
of workload of another operation that is executed in the interval [ai, b] and schedule
it where it goes in the first distribution. This unit of workload cannot be moved to a
position in the schedule where it interrupts the operation o since in both distributions
the starting and completing times lie within intervals whose borders are consecutive
elements of A. If the place where we put it is occupied, we remove one unit of work-
load and put it where it is found in the second distribution, and so forth. For the same
reason none of these movements can force the operation o to be interrupted. Each time
we repeat this ‘replacing’ step we can choose another unit of workload which implies
that the chain of ‘replacing’ steps terminates after finitely many iterations. Thus, we
can move the starting time of o from b to ai and find for each such starting time a
preemptively feasible schedule where o is not preempted. ut

Incorporating No-Wait Constraints

Next, we want to give a method to strengthen the propagator that we developed above,
using no-wait constraints between operations that are to be executed on the same ma-
chine again.

The same idea as in Subsection 5.3.1 leads to an extension of the propagator. Since
the idea is literally the same we omit a description of the algorithm here.

Another approach is the following one, which is a bit stronger than the one pre-
sented in Subsection 5.3.1 but has the disadvantage of having a pseudo-polynomial
running time. The basic idea is the same as for the algorithm presented in Subsection
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5.3.1. When we have scheduled one operation to be started at time-index t, we know
exactly where we have to start the other operations of the same job.

In order to describe the algorithm, assume that we start the job j at time t ∈ Ij .
Then, we can modify the maximal and minimal capacities of the arcs (vo, vr,r+1)
corresponding to the operations o of j appropriately. This algorithm would yield an
implementation that runs in

O

(∫
Ij

dx

)
(5.6)

flow computations. To speed up the algorithm, we recall that to each two consecutive
elements of the ordered set A correspond to one node vi,i+1. This node stands for the
interval [ai, ai+1] and can be traversed by maximally ai+1−ai units of flow. It follows
that if for all operations o of job j the flow that traverses vo is led through only one
arc (vo, vi,i+1), we can compose a preemptive schedule where j is executed without
preemption from this flow. Keeping this in mind we only need to compute those flows
where we start j such that an element of A lies in the execution interval of an operation
of j. This yields an algorithm that only uses O(|A|

∑
o∈j po) flow computations. The

following theorem summarizes this.

Theorem 5.3.8. For any job j one can compute the set of starting times for j where it
can be scheduled without preemption while we allow preemption for all other jobs, in

O

min


∫

Ij

dx, |A|
∑
o∈j

po




flow computations.

Next, we investigate how one can make use of no-wait constraints of operations
that are to be executed on different machines to strengthen this propagator. The idea
is to run for each machine the propagator that computes the set of starting times for
a job j such that a preemptively feasible schedule exists where one operation of j is
not preempted (described in the few lines above) and to intersect the resulting starting
time intervals for the job.

Let therefore the job j have r operations on r different machines, and let I1, I2, . . . ,
Ir denote the resulting starting time intervals for the job j acquired by running the
above algorithm for each machine. Then it is trivial that the set of possible starting
times of j is included in the intersection over all i = 1, 2, . . . , r of the Ii. The fol-
lowing proposition shows that we cannot do better if we allow all other operations to
preempt while this is not permitted for the operations of j. The proof of this proposi-
tion is trivial and is therefore omitted.

Proposition 5.3.9. The intersection of all the Ii is the smallest set we can get when we
allow all operations to preempt except for the ones in the job j.
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5.3.3 Notes on the Implementation

In order to implement the partially-preemptive-detector and its extensions, we have to
minimize and maximize the flow that is led through certain arcs of a min-cost-flow
instance. We propose the following idea to achieve this goal (see Bodlaender 2005).
We render the flow problem into a circulation problem by putting an arc in between
the source s and the sink t of the graph with the minimal and maximal capacity∑

o∈OM
po. We then insert a special node [vo] between vo and the nodes vi,i+1 for

which we want to maximize the flow that is led through the arcs (vo, vi,i+1). It is easy
to see that a maximal [vo] − vo flow is a solution to the initial problem. To solve this
kind of problem one can use any given max-flow algorithm (see for example Ahuja
et al. 1993). Once we have solved such a flow instance, we can construct a feasible
flow for the original instance therefrom. This flow can be used as a base for the next
max-flow problem, where we have to maximize the flow that traverses other arcs, by
applying the algorithm of Ford & Fulkerson (1957) to the corresponding max-flow
instance.

5.4 Extensions of the Flow-Based Detector

In this section we give two possible extensions of the flow-based detector and the
partially-preemptive-flow-based detector. We lose a lot of information when we re-
strict ourselves to the processing intervals, since the processing intervals may ‘fuse’
two starting time intervals into one big interval, thereby allowing an operation to start
where it may not be started. The methods presented in this section were developed to
overcome this weakness. Before we go into details, we first give an example.

For an operation o with processing time po = 5 and starting time intervals Io =
[0, 1] ∪ [10, 11] the flow based detector tries to put 5 units of workload at arbitrary
positions in the processing intervals ([0, 1] ∪ [10, 11]) + [0, 5] = [0, 6] ∪ [10, 16]. For
example, it can put four units of workload within the time interval [12, 16] and one in
[2, 3]. Note that no workload of o is scheduled in either of the time intervals [11, 12]
and [1, 2]. Since we did not allow preemption in the original no-wait job shop instance,
this instance is, in case this partial schedule extends to the only preemptively feasible
distribution of workload, infeasible. A trivial way of strengthening the flow-based
detector is to first create the set of possible starting times where o can be executed
without preemption while we allow all the other operations to be preempted and see
whether this set is empty or not. In case it is empty, we know that the instance does
not admit a feasible schedule.
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vo

wo,1

...

wo,po

v0,1

...

v1+upo,1+upo+1

Fig. 5.3. The extra nodes and their arcs inserted for the extension discussed in this section.

5.4.1 The First Extension

Let t be any time-index. The idea of the first extension is that the same operation o
cannot be executed in two or more of the time intervals [t + upo, t + upo + 1] (for
integral u ≥ 0) since the original scheduling problem does not allow preemption. In
the example above we see that the preemptive schedule derived from the example flow
above is invalid since we execute operation o partially in [2, 3] and [12, 13].

We can guarantee this property by extending the flow instance we composed in
Subsection 5.2.2. Before we can actually formulate this result we first have to intro-
duce some notation. We partition the time axis into time slices [t, t + 1] and denote
the left borders of these time slices by their values. Without loss of generality these
values are 0, 1, . . . , T − 1.

Let Uk,o (for k = 1, 2, . . . , po) be the union of the time slices [i, i + 1] that are
exactly po time units away from each other. Thereby, we assume that the Uk,o are
pairwise disjoint. We extend the flow instance from Subsection 5.2.2 to a flow instance
G such that there is a flow of size

∑
o∈OM

po if and only if the following property
holds:

There is a preemptive schedule in which each operation executes
only one unit of workload in each union Uk,o of time slices.

Let us assume from now on (and in the notation of Subsection 5.2.2) that all the
elements ai ∈ A are equal to their index. This implies ai+1 − ai = 1 for all i =
0, 1, . . . , T − 1. In case this is not given by the scheduling instance itself, we can add
artificial borders in a suitable way. Next, we add for each operation o a number of
nodes. More precisely we add the nodes

wo,r for all 1 ≤ r ≤ po . (5.7)

Viewed from the flow model’s perspective, these nodes lie between the nodes vo

and the nodes vi,i+1 (Figure 5.3 depicts the situation). Thus, we remove all the arcs
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(vo, vi,i+1) and insert the arcs (vo, wo,s) for all operations o and 1 ≤ s ≤ po. These
arcs get maximal capacity 1 and minimal capacity 0. Finally, we insert arcs, which get
the same capacities, (wo,s, vupo+r,upo+r+1) for all 1 ≤ r ≤ po and all u ≥ 0 such
that [upo + r, upo + r + 1] ⊂ Io + [0, po].

As the following theorem shows, this flow instance G has the property required
above.

Theorem 5.4.1. There is a flow of size
∑

o∈OM
po in G if and only if there is a pre-

emptive schedule such that each operation executes only one unit of workload in each
set Uk,o.

Proof. First, we prove the ‘if’ part. Therefore, assume that a flow of size
∑

o∈OM
po

exists. Since the size of the flow is equal to the sum of the capacities of the arcs (s, vo),
there is a flow of size po in the arcs (s, vo). This flow is then distributed through all
po arcs that leave the node vo and enter one of the nodes wo,r. Each of these arcs
has a maximal capacity of 1. From a node wo,r we have arcs targeting the vertices
vupo+r,upo+r+1 for all u ≥ 0. Since, when we fix an r, there can only be one unit
of flow in all these arcs, the assumption follows from the method which compiles the
schedules, described at the beginning of Subsection 5.2.2.

Next, we prove the ‘only if’ part. This direction of the theorem follows immedi-
ately from the method which translates schedules to flows. ut

Since the valid flows within the instance constructed in Subsection 5.2.2 do not
necessarily have the property that they ‘execute’ only one unit of workload for each
operation o in Uk,o for k = 1, 2, . . . , po, we strengthened the infeasibility detector.
This extension is applicable to the partially-preemptive-flow-based detector and the
corresponding propagator (cf. Section 5.3) in an obvious way too.

5.4.2 The Second Extension

The idea of the second extension is best explained by means of an example. Take the
example from above. There we have a flow such that in the induced schedule one
unit of the operation is executed in the interval [2, 3], but nothing of this operation is
executed in the interval [1, 2]. Since the latter interval is not part of the starting time
intervals, each feasible schedule fulfills the following property:

If some workload of this operation is executed in the interval [2, 3],
then there is also some workload of the same operation executed in
the interval [1, 2].

The extension we propose next tries to model this by inserting linear constraints into
the flow matrix. Unfortunately, we were not able to pour the resulting LP into a flow
again.
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From now on we assume that the set A also contains all the borders of the start-
ing time intervals of the operations that are to be executed on the machine M . Let
[ai, ai+1] be an interval whose borders are two consecutive elements in A, that is a
subinterval of the processing intervals of some operation o, and when intersected with
Io the yielding set is empty. The idea is now to issue for each such interval the con-
straint that the preceding interval [ai−1, ai] has to contain some workload of o if the
interval [ai, ai+1] does. The fact that the two intervals may have different sizes has
to be taken into consideration. In order to formulate the constraints we denote the
amount of workload that o causes that is executed in the interval [ai, ai+1] by fi,o.
Thus fi,o equals the amount of flow that is led through the arc (vo, vi,i+1). Using this
terminology we can phrase the constraints we add as follows:

fi−1,o

ai − ai−1
≥ fi,o

ai+1 − ai
. (5.8)

These constraints say that with respect to the corresponding interval the flow that
may pass through the node vi−1,i is higher than or equal to the amount of flow that may
pass through the node vi,i+1. When we translate this into the language of scheduling
this property can be rewritten as: The amount of workload of operation o that will
be put into the interval [ai, ai+1] has to be greater (with respect to the interval size)
than or equal to the amount of workload of operation o that will be put into the interval
[ai+1, ai+2] (with respect to the size of the interval). Since we do not allow preemption
in the original scheduling instance, each valid schedule fulfills these constraints.

In the simplest of all cases (where ai+1 − ai = 1 for all i and we are free to
choose the values of the fi,o) we were able to show that these inequalities are the
strongest inequalities we can get for the polytope (see Hoogeveen & Lennartz 2005).
We omit the theorem here since we will see that this extension is dominated by another
infeasibility detector that we will introduce in the next section.

5.5 The Time-Indexed Detector

Consider a no-wait job shop instance. Let the processing times be fixed for the time
being. We show how to design an effective detector based on a time-indexed ILP
formulation of the no-wait job shop problem. The idea behind the time-indexed ILP
formulation is to divide time into small time intervals [t, t+1] of unit length. For each
job j and each time slice [t, t + 1] we introduce a {0, 1}-variable xt,j . This variable
equals 1 in a solution if and only if job j starts at time-index t. Therefore, we introduce
the variable xt,j only if the time-index t is a member of the starting time intervals Ij .
In what follows we identify the set of machines with their index numbers.

In order to formulate the ILP correctly we first observe that each machine can only
process one operation at a time. We define collections Tm,t of indices (t′, j) such that
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when we start job j at time t′, machine m is busy with an operation of job j during
the time interval [t, t + 1].

The constraints that model the fact that each machine can only process one opera-
tion at a time can thus be phrased as follows:∑

(t′,j)∈Tm,t

xt′,j ≤ 1 for all m, t . (5.9)

Furthermore, we have constraints that say that each job has to be started within its
starting time intervals; i.e., ∑

t∈Ij

xt,j = 1 for all j , (5.10)

and of course the integrality constraints

xt,j ∈ {0, 1} for all t, j . (5.11)

Within the LP relaxation we replace the integrality constraint (5.11) by the following
relaxation

0 ≤ xt,j ≤ 1 for all t, j . (5.12)

In view of the constraints (5.10) we can leave out the≤ 1 part of the constraints (5.12)
and get an equivalent formulation.

Now, we can formulate the main result of this section, namely that there is no valid
schedule, if the feasible region of the LP relaxation of the ILP is empty. The induced
infeasibility detector will be called time-indexed detector. However, the proof of this
theorem is trivial and therefore left to the reader.

Theorem 5.5.1. If the feasible region of the LP relaxation described above is empty,
then there is no valid solution to the no-wait scheduling problem.

We remark here that the time-indexed ILP formulation grows pseudo-polynomial-
ly in the makespan and linearly in the number of jobs. It follows that it is likely that
the time needed to decide whether the feasible region is empty also increases. Since
it should be possible to quickly execute an infeasibility detector in a program, this
detector may cause running time problems, if the number of variables grows. We refer
to Chapter 9 for experimental results.

It might happen that we can select the processing times of one or more operations
from proper intervals. In this case we define the set Tm,t to contain those indices (t′, j)
that fulfill the following property. When we start job j at time-index t′ the machine
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m is busy with an operation of job j in the time interval [t, t + 1] independent of how
we select all the processing times of all operations of job j. Thus, the ILP formulation
above is a relaxation, since the constraints that model the fact that a machine can pro-
cess only one operation at a time respect those indices where we know in advance that
the machine will be busy. Therefore, the integral points within the polytope described
by the (in)equalities (5.9), (5.10) and (5.11) do not necessarily give valid starting times
for the jobs, in this case. Nevertheless, the time-indexed detector function remains a
valid detector for this case.

5.6 Relations Between the Detectors

In this section we show that the energetic-reasoning and the flow-based detector and
its extensions are weaker than the time-indexed detector. The following proposition
witnesses that the flow-based detector is at least as strong as the energetic-reasoning
detector.

Proposition 5.6.1. Let P be the union of all processing intervals, and let a and b
denote the lowest and highest elements in P . Then, the flow-based detector is not
weaker than the energetic detector applied to the interval [a, b].

Proof. While the energetic-reasoning detector checks only whether there is enough
time for all the operations to be executed, the flow-based detector checks also whether
each operation can be executed within its processing intervals. ut

On the other hand the energetic-reasoning detector, applied to the right set, will
result in the information that an instance is invalid if the flow-based detector says the
same, as it is shown by the following corollary.

Corollary 5.6.2. When the flow-based detector evaluates to FALSE on a scheduling
instance, then there is a set A of time-indices such that the energetic-reasoning detec-
tor, applied to this set A, evaluates to FALSE as well.

Proof. In order to see this, take a single machine scheduling instance on which the
flow-based detector evaluates to FALSE. Then we can compute the maximal flow
within the graph that we constructed in Subsection 5.2.2 for this detector. There must
be at least one operation o such that the node vo is traversed by less than po units of
flow (using the notation from Subsection 5.2.2). We now construct a set U of opera-
tions. The union of the processing intervals of all operations in U will be the set of
time-indices that we have to feed the energetic-reasoning detector to get the desired
result. We take the operation o to be in this set, and we take all operations into the set
that are executed partially within the processing intervals of o as well, and those oper-
ations that are executed partially in the processing intervals of the new operations in U
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in the preemptive schedule that we can compile from the flow, and so forth. We claim
that the union A of all the processing intervals of operations in U has the required
property. To see this we note that all the operations in U have to be executed within A.
After possibly shrinking all the other operations we may assume that o is the only op-
eration that is not executed fully in the schedule that we compose from the flow. Then
o cannot be completely put into its processing intervals because there is not enough
space. This is either due to the fact that the space is taken by some other operations
and/or because its processing intervals are not big enough. In the latter case we can
shrink the set U to consist of just the operation o and we are done. In the other case,
these other operations cannot ‘move’ in the schedule to allow more of operation o to
be scheduled (and thus increase the flow) since either their processing intervals are not
big enough or because yet other operations need to be executed (partially) within their
processing intervals, and so forth. Consequently we do not have any idle time within
A on the machine. Therefore, the sum of all the processing times of operations in U
is greater than the volume of A. ut

Therefore, each scheduling instance, where we are given the fact that the energetic-
reasoning detector evaluates to TRUE, applied to each subset of the time axis, is
preemptively feasible. Thus the following corollary holds.

Corollary 5.6.3. The flow-based detector evaluates to TRUE if and only if the en-
ergetic-reasoning detector evaluates to TRUE applied to each subset A of the time
axis.

Finally, we want to outline the correspondence between the time-indexed detector
and the flow-based detector.

Theorem 5.6.4. The time-indexed detector is not weaker than the flow-based detector
applied to each machine, even if we apply the extensions of the flow-based detector
given in Section 5.4.

Proof. Let there be just one machine given. We first show that the time-indexed de-
tector is not weaker than the flow-based detector, as introduced in Subsection 5.2.2.
Therefore, we just have to show that each solution of the time-indexed detector func-
tion induces a solution of the flow-based detector function. We take a point x∗ which
is a member of the time-indexed polytope and compute out of these values a valid flow
that fulfills the conditions named in Subsection 5.2.2. Let x∗t,j denote the component
of x∗ corresponding to the index (t, j). Using the same notation as in Subsection 5.2.2
we do this by initializing each of the arcs (vo, vi,i+1) with 0. We perform for all values
x∗t,j the following steps: For all jobs j and for all operations o of a job j we add for
all q = 0, 1, . . . , po − 1 the amount x∗t+q,j to the flow value of the arc (vo, vi,i+1)
if [t + q, t + q + 1] ⊂ [ai, ai+1]. In formulas the flow fo,i from node vo to node
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vi,i+1 can be phrased as follows (we assume in what follows that the set {a1, a2, . . .}
is computed for the same machine where o is to be executed)

aq =
{

x∗t+q,j if [t + q, t + q + 1] ⊂ [ai, ai+1] ,
0 otherwise

(5.13)

and

fo,i =
po−1∑
q=0

aq . (5.14)

It follows immediately from the constraints (5.9) and (5.10) that∑
i

fo,i = po for all o (5.15)

and ∑
o

fo,i ≤ ai+1 − ai for all i , (5.16)

respectively. Obviously, we have

fo,i ≤ ai+1 − ai for all o and i , (5.17)

and thus the function f can be extended to a feasible flow. Therefore, we have shown
that each solution of the time-indexed detector induces a solution of the flow-based
detector.

Next, we show that this flow is also valid for the second extension, proposed in
Subsection 5.4.2. Recall that we assumed for this extension that the borders of the
starting time intervals are members of the set A too. For each variable xt,j the time-
index t is a member of the starting time intervals of j. Without loss of generality let j
consist of just one operation. We have to show that all the inequalities

fo,i

ai − ai−1
≥ fo,i+1

ai+1 − ai
(5.18)

hold. To do this, we distinguish two cases. In the first case the value of xt,j is only
added to fo,i. In this case, the inequality is trivially true. In the other case, the value
of xt,j is added (maybe multiple times) to the value of fo,i and of fo,i+1. In this case
it has to be added (ai− ai−1) times to fo,i and less than or equal to (ai+1− ai) times
to fo,i+1. Therefore, these additions contribute a value of xt,j to the left hand side of
the inequality (5.18) and less or an equal amount to the right hand side, which proves
this case.
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Next, we are going to show that the theorem holds in case we have to deal with
the first extension of the flow-based detector, described in Section 5.4. We redefine the
fo,i to be the amount of flow that is led through the arcs (wo,∗, vi,i+1), and define the
values of the fo,i the same way as above. The only thing left to show is that none of
the fo,i is greater than 1.

We have only to consider intervals [ai, ai+1] of unit length. Since we composed
the value of fo,i by adding the values of the variables xt+q,j for those i where [t +
q, t + q + 1] = [ai, ai+1] and for all q = 0, 1, . . . , po − 1, the value of the flow that
passes the arc is equal to or less than 1. ut

We have seen that in terms of quality the time-indexed detector is not weaker
than the energetic-reasoning detector and Baptiste’s (1998) flow-based detector, even
when we implement it with the two extensions proposed in Section 5.4. The partially-
preemptive detector is trivially not weaker than Baptiste’s (1998) detector. However,
we were not able to show a dominance relation between the time-indexed detector and
the partially-preemptive detector. But one can easily show that the following detector
is stronger than the partially-preemptive detector. When one of the time-indexed poly-
topes we get when we fix the starting time of one fixed job to each time-index that lies
in its starting time intervals is non-empty, then the detector evaluates to TRUE, and to
FALSE otherwise. This relation holds even if we use one or both extensions proposed
in Section 5.4 for the partially-preemptive detector.

As expected, the computational complexity of the propagators increases with the
detection power. Thus, the time-indexed detector function, where we fix the start-
ing time of one job takes pseudo-polynomially many computations of a pseudo-
polynomial sized LP. The extensions of Baptiste’s (1998) flow-based detector take
up to pseudo-polynomially many solutions of a flow-instance, that may have pseudo-
polynomial size too. However, our experiments have shown that it is in general quicker
to show that the starting time intervals of one job are empty using propagators than
to show with the help of an infeasibility detector that a given instance is invalid
(c.f. Chapter 9).
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No-Wait Job Shops and the Asymmetric TSP

In this chapter we discuss how and when we can find an equivalent reformula-
tion of the no-wait job shop problem as an asymmetric traveling salesman problem
(ATSP). The latter problem is defined as follows (c.f. Lawler, Lenstra, Rinnooy Kan
& Shmoys 1983). We are given a complete, directed graph G = (V,A) together with
a length function δ ∈ IRA. The problem is to find a closed tour that visits each node
of G exactly once such that the sum of the lengths of the traversed arcs is as small as
possible. In showing this equivalence we generalize a result that dates back to Wismer
(1972). He has shown that the no-wait flow shop problem1 is under some restrictions
equivalent to the ATSP in a weighted, directed graph that is easily constructible from
the no-wait flow shop instance.

In this chapter we will only be concerned with the classical no-wait job shop as
described in Section 1.2 and not with the case where we have variable processing
times. Furthermore, we will by a little abuse of notation write TSP and mean the
asymmetric TSP.

We first introduce in Section 6.1 the concept of 2-compact no-wait job shops and
show that this special class of scheduling problems is NP-hard to solve. In Section 6.2
we construct a TSP instance and show that the 2-compact no-wait job shop problem is
polynomial-time equivalent to the TSP when the triangle inequality holds in the corre-
sponding TSP instance. As a side-product we will also derive an infeasibility detector
for 2-compact no-wait job shop instances, the so-called TSP-based detector. In Sec-
tion 6.3 we generalize the concept of 2-compactness to the concept of q-compactness
(for q = 3, 4, . . .) and in Section 6.4 we show by a similar transformation that the
no-wait job shop scheduling problem for q-compact instances can be polynomially

1 The no-wait flow shop problem is a variant of the no-wait job shop problem in which the
first operation of each job has to be processed on machine M1, the second operation has to
start when the first operation finishes processing on machine M2, and so forth.
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transformed into an equivalent ATSP instance. In doing so we reduce q-compact no-
wait job shop instances to ATSP instances that can be solved by known means.

6.1 The Concept of 2-Compactness

In this section we introduce the concept of 2-compactness, which forms the basis of
this chapter. We show that even in the case of 2-compactness the no-wait job shop
scheduling problem is NP-hard. First we recall the term active schedule.

Definition 6.1.1. We call a schedule active if and only if no operation in the schedule
can be completed earlier without causing one of the following effects:

• Delaying the completion time of at least one other operation.
• Making the schedule invalid; i.e., violating one or more constraints.

Since it is well-known that for every no-wait job shop there exists an optimal schedule
that is active, from now on we restrict ourselves to active schedules.

We assume in this chapter that all jobs are available from time index 0 onward and
that there are no deadlines. Consequently, we are given no restrictions on the starting
time intervals. We just want to get the schedule that allows us to finish the work on the
last operation as quickly as possible, without any other restrictions or extra constraints.
For jobs j, let Jj denote the set of operations of j and let O denote the whole set of
operations in the instance.

There is a correspondence between an active schedule and a permutation of the set
of jobs. Given a permutation σ of the set of jobs or just an ordered tuple of jobs, we
construct the corresponding schedule inductively in the following way: Suppose that
the jobs have been renumbered according to their order in the permutation or tuple
as j1, j2, . . . , jn. We first schedule j1 such that it is completed as soon as possible.
Therefore the earliest operation in j1 starts at time 0. Now suppose that we are given
a partial schedule for the jobs j1, . . . , jl−1 (l = 2, . . . , n). When adding job jl, we
position it so that it is completed as early as possible: In the resulting schedule, an
operation of jl may precede an operation of an earlier scheduled job as long as it does
not change the completion time of this operation. We continue in this way until all jobs
have been scheduled. Conversely, it is easy to find a corresponding permutation from a
given active schedule. We can thus identify any active schedule with a corresponding
permutation. We call this schedule the schedule corresponding to a permutation σ or
the schedule corresponding to an ordered tuple, and with a little abuse of terminology,
we therefore speak of σ as a schedule.

As mentioned before, we consider only active schedules σ. We denote the starting
time of an operation o ∈ O in σ by So(σ), and we use Co(σ) to denote the completion
time of this operation. If it is clear to which schedule we are referring, we drop the
argument σ. Since there are only no-wait constraints in our job shop instance, and
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since all operations within a job are connected through no-wait constraints, the starting
time of each of the operations in job ji (i = 1, . . . , n) is fixed as soon as we fix the
starting time of the earliest operation of ji. We define this time as the starting time of
job ji for i = 1, . . . , n, which we denote by Sji(σ). Hence,

Sji(σ) = min
o∈Jji

{So(σ)} . (6.1)

Likewise we define the completion time of a job ji for i = 1, . . . , n, which we denote
by Cji

(σ), as
Cji

(σ) = max
o∈Jji

{Co(σ)} . (6.2)

For each job i we define the length li of the job as Cji − Sji . Since all operations
within a job are connected by no-wait constraints, the length is uniquely defined and
independent of the schedule. Given a set of jobs J we define the starting time SJ(σ)
of this set of jobs as the time at which the first job in J starts in the schedule σ, that is:

SJ(σ) = min
j∈J

Sj(σ) . (6.3)

Similarly, we define the completion time of this set of jobs, which we denote by
CJ(σ), as the time that the last job in J is completed, that is:

CJ(σ) = max
j∈J

Cj(σ) . (6.4)

The notation of the length function l generalizes in the same way. We define the length
of the set J of jobs in the schedule σ as the difference between the completion time of
J in the schedule σ and the starting time of J in the schedule σ, that is,

lJ(σ) = CJ(σ)− SJ(σ) . (6.5)

Next we come to the definition of 2-compactness. In Section 6.3 we will extend
this definition to q-compactness, for q = 3, 4, . . .. We first need a preliminary defini-
tion.

Definition 6.1.2. Let J be a no-wait job shop instance, and let σ be the active sched-
ule corresponding to an ordered pair (i, j) of jobs. We say that the ordered pair (i, j)
is sequential if σ schedules the operations of job i before those of job j on each ma-
chine.

Definition 6.1.3. Let J be a no-wait job shop instance. We say that J is 2-compact if
and only if every ordered pair (i, j) of distinct jobs is sequential2.

2 Note that we neither fix any order of the machines as in the definition of the no-wait flow
shop nor we disallow multiple operations on the same machine within a job.
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Using a naive algorithm we can check for 2-compactness in O(n2) alignments of two
jobs, where n denotes the number of jobs in J .

The class of 2-compact job shop instances may appear very restrictive. Never-
theless, if it were in P, then we would have P = NP. To see this, we consider the
following optimization problem: Given an undirected graph, our task is to color its
nodes with as few colors as possible such that if two nodes are connected by an edge,
they must get different colors. This problem, known as the MINIMUM GRAPH COL-
ORING problem, is NP-hard (Garey & Johnson 1979). Below we give a polynomial-
time computable reduction of an arbitrary instance of this problem to an instance of a
2-compact no-wait job shop.

Let G = (V,E) be an undirected graph. The set of machines in the 2-compact job
shop instance is indexed by the set of edges E. Similarly the set of jobs is indexed
by the set of nodes of G. Moreover the job, corresponding to a node v ∈ V , has
exactly one operation of length one on machine Me (for e ∈ E) if and only if the
corresponding edge e has v as its source or target. Otherwise, the job has no operation
on this machine. Furthermore, we include no-wait constraints such that all operations
of each job have to start at the same time.

Proposition 6.1.4. Let J be the no-wait job shop instance constructed above. Then
J is 2-compact and there is a one-to-one correspondence between the set of optimal
solutions of the instance of the MINIMUM GRAPH COLORING problem and the set of
optimal solutions of J .

Proof. First, we show that J is 2-compact. Let (i, j) be any ordered pair of distinct
jobs. We consider the schedule σ that corresponds to this pair. If i and j have a com-
mon machine, that is a machine that must execute both an operation of i and an oper-
ation of j, then all operations of job i are started at time 0 and all operations of job j
are started at time 1 in σ. If i and j have no machine in common then each operation
in σ starts at time 0 (using the notation of Definition 6.1.2). In each case, we have that
i and j are sequential, and therefore J is 2-compact.

Next, we will show that there is a one-to-one correspondence between the set of
optimal solutions of the MINIMUM GRAPH COLORING problem and the set of optimal
solutions of the no-wait job shop scheduling problem. Given an optimal graph coloring
we will construct an optimal schedule. We simply enumerate the colors (from zero on)
and then set the starting time of job jv , which corresponds to node v ∈ V , equal to
the color index of node v. This is possible since two nodes connected by an edge
have different colors. The schedule induced this way has to be optimal since it was
generated from an optimal coloring. Conversely, assume that we are given an optimal
schedule of J . Obviously, the starting times of the jobs have to be integral, since we
only consider active schedules. We simply assign to node v the color whose index
is equal to the starting time of the job jv . This gives us a feasible graph coloring,
since we constructed J so that two jobs have an operation on the same machine if
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the corresponding nodes are connected by an edge. Since the number of colors needed
and the length of the schedule are the same, the optimality of the coloring follows. It
is obvious that these two constructions are inverse to each other. This completes our
proof. ut

6.2 Modeling a 2-Compact Job Shop as an Asymmetric TSP

Suppose that we are given a 2-compact no-wait job shop instance J . We add a dummy
job j0 to J that has an operation of length ε > 0 on every machine and all its oper-
ations are to be started at the same time. With a little abuse of notation, we call this
instance J again. We now construct a complete, directed, weighted graph out of J ,
which we denote by GJ . For each job j in J we take a vertex vj . We define the length
δ(i, j) of each arc (vi, vj), roughly spoken, such that it is equal to the additional time
that is needed to complete job j after job i. More precisely we define δ(i, j) in the
following way: If j = j0, then we put δ(i, j) = 0. If i and j have no machine in com-
mon, then δ(i, j) = max{0, lj − li}, where lj is the length of job j. If i and j have
at least one machine in common, we define δ(i, j) as follows: Since J is 2-compact,
all operations of i precede the operations of j on the common machines. To define
δ we need a new set of schedules. In the subsequent definition we define this set of
schedules for any ordered tuple, and not only for ordered pairs since we need it in the
more general way later on. The basic idea for a member of this set of schedules is
thereby to take the schedule σ and to ‘squeeze’ the jobs together as much as possible.
Thus, say we are given an ordered r-tuple of jobs P = {j1, . . . , jr}. We construct
the schedule τP by first starting job j1 as soon as possible. Then, as in the schedule σ
we start j2 as soon as possible, but without moving the starting time of job j1. If the
jobs j1 and j2 have an operation on a common machine, we may be able to decrease
the starting time of job j2 further. We assign the second job j2 the smallest starting
time (maybe a negative one) such that the order in which the operations are processed
on each machine stays the same as in the current schedule. This means we are not
allowed to let an operation of j2 ‘jump’ over another one of j1 while we decrease its
starting time. We end, in case we perform the decreasing step, with a schedule where
j2 is started at a maybe negative time index and at least one operation of j1 completes
at the same time when an operation of j2 starts processing on the same machine.

After freezing the starting times of the first two jobs, we pick the third one and
schedule it, as in the schedule σ, as early as possible, but without delaying the starting
times of the first two jobs. If the third job j3 has an operation on a common machine
with either the first or the second job j1 or j2, we perform a similar ‘decreasing the
starting time’ step as above for the second job, but this time for the third one, and so
forth. The resulting schedule we denote by the symbol τ . The policy which composed
this schedule from the ordered set P = {j1, . . . , jr} we also denote by the same
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symbol τ , thereby abusing the notation a tiny bit. We then define δ(i, j) = Cj(τij)−
Ci(τij). Note that δ(i, j) can become negative.
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Fig. 6.1. A three job instance, where the first and last job touch each other when scheduled in
the order j, k, l.
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Fig. 6.2. A three job instance, where the first and last job do not touch each other when sched-
uled in the order j, k, l.

Lemma 6.2.1. Let J be a 2-compact no-wait job shop instance. The triangle inequal-
ity holds in GJ if and only if the following property is satisfied: In all active schedules
σ of triples of ordered, pairwise distinct jobs (j, k, l) of J we cannot increase or de-
crease the starting time of job k (thereby possibly losing activeness) without changing
the order of the operations on the machines, the starting times of job j or job l, or
without changing the makespan.

Proof. Before giving the formal proof, we want to give some intuition for the proof.
Two of the possible situations are depicted in Figures 6.1 and 6.2. In Figure 6.1 the
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middle job can postpone its starting time by one or two time units without having to
change the starting time of one of the other jobs and without changing the order of
the operations on the machines (we subsequently say that it can move in the schedule,
where we omit the schedule if no confusion can occur), whereas in Figure 6.2 it cannot
move in the schedule. We first illustrate the lemma by estimating the distances δj,k,
δj,l, and δk,l from these figures. In both cases we denote the induced schedule by σ
(induced by the ordered triple of jobs). We see that δj,k = Ck(σ) − Cj(σ). From
Figure 6.2, we find that δk,l = Cl(σ) − Ck(σ) and that δj,l < Cl(σ) − Cj(σ), from
which the triangle inequality follows immediately. On the other hand, from Figure 6.1
we find that δj,l = Ck(σ)−Cl(σ), but δk,l < Cl(σ)−Ck(σ), which implies that the
triangle inequality does not hold.

Now we come to the formal proof. We start with the ‘if’ part: Suppose that for
each triple of jobs (j, k, l) we cannot move k in σ. We have to prove that the triangle
inequality holds. We start with the triple (j0, k, l), where k and l are arbitrary jobs.
First, assume that k and l use a common machine. Since k cannot be moved, we can
find τkl by removing j0 from σ and decreasing all starting times by ε. Therefore,
δ(k, l) equals Cl(σ) − Ck(σ). Moreover, since σ is active, we find that δ(j0, k) =
lk = Ck(σ)− ε. Since job l does not start before time ε in σ, we find that

δ(j0, l) = ll = Cl(σ)− Sl(σ) ≤ Cl(σ)− ε = δ(j0, k) + δ(k, l) . (6.6)

If k and l do not use a common machine, then we must have lk = ll, since we would
be able to move the shorter job in one of the schedules corresponding to the triples
(j0, k, l) and (j0, l, k), otherwise. It is easy to show that the triangle inequality holds
then.

Next, consider the triple (j, j0, l), with arbitrary j and l. Since δ(j, j0) = 0 by
definition, we need to show that δ(j, l) ≤ δ(j0, l) = ll. But this follows immediately
from the inequality ll = Cl(τjl)− Sl(τjl) ≤ Cl(τjl)− Cj(τjl).

For any triple of the form (j, k, j0), we are done if we show that δ(j, k) ≥ 0.
Since k cannot be moved, we know that Ck(σ) ≥ Cj(σ). Moreover, we know that
in the triple (j0, j, k) job j cannot be moved, which implies that we can find τjk by
removing j0 from the schedule for the triple (j, k, j0). Hence, we find that δ(j, k) =
Ck(τjk)− Cj(τjk) = Ck(σ)− Cj(σ) ≥ 0.

Finally, let (j, k, l) be any triple of jobs from J \{j0}. We compare the completion
times in σ to the completion times in the schedules τjk, τkl, and τjl, respectively. Since
k cannot move, and since j cannot move in the schedule corresponding to the triple
(j0, j, k), we find τjk by removing l from σ. Hence, δ(j, k) = Ck(τjk) − Cj(τjk) =
Ck(σ)−Cj(σ). Again, we distinguish between the case where k and l use a common
machine and the case that the set of machines they use are disjunct. In the former
situation, the fact that k cannot be moved implies that τkl is found by removing j from
σ and by decreasing the starting times of k and l by Sk(σ) time units. Here we need
the 2-compactness, which decrees that the operations of k precede the operations of l
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on their common machines, and the earlier conclusion that, since k cannot be moved
in the active schedule corresponding to the triple (j0, k, l), Sk(σ) ≤ Sl(σ). Hence,
δ(k, l) = Cl(τkl) − Ck(τkl) = Cl(σ) − Ck(σ). This case is closed by remarking
that δ(j, l) ≤ Cl(σ) − Cj(σ) since we may decrease the starting time of l when k is
removed. Suppose now that k and l do not use a common machine. As observed in the
proof for (j0, k, l) above, we then must have lk = ll, which implies that δ(k, l) = 0.
Since k cannot be moved in σ, we know that Ck(σ) ≥ Cl(σ). Obviously, when we
look at the triple (j, l, k), then we find the same schedule σ, and since l cannot be
moved, we then have Ck(σ) ≤ Cl(σ), which implies that Ck(σ) = Cl(σ). Since k
does not hinder l now, we find that δ(j, l) = Cl(τjl)−Cj(τjl) = Cl(σ)−Cj(σ), and
the desired result follows immediately.

We now prove the ‘only if’ part. We first need the observation that for any pair of
jobs j and k that do not use a common machine it follows immediately from inspecting
the triangle inequality for the triples (j0, j, k) and (j0, k, j) that lj = lk. Now, given
that the triangle inequality holds, we have to show that no triple (j, k, l) exists such
that we can move k in the active schedule σ that is obtained by scheduling these three
jobs in this order. Suppose now the contrary. Then there exists a triple (j, k, l) such
that we can move k in σ.

First, we look at the case (j0, k, l). If k and l have no machine in common, then
it is easy, since lk = ll. Therefore, we assume that k and l have a common machine.
Since δ(j0, k) = lk and δ(j0, l) = ll by definition, the triangle inequality implies that
δ(k, l) ≥ ll − lk. If k could move in σ, then the starting time of l does not depend on
k, but this implies that δ(k, l) < ll − lk since k is started after time zero in τkl, which
is a contradiction.

The case (j, j0, l) is trivial, since j0 obviously cannot be moved. Now consider
the case (j, k, j0). We find that τjk is obtained by deleting j0 from σ, since j is not
pushed back in τjk, as j cannot move in the schedule for the triple (j0, j, k), and
therefore δ(j, k) = Ck(σ) − Cj(σ). Moreover, since δ(j, j0) = δ(k, j0) = 0, the
triangle inequality decrees that δ(j, k) ≥ 0, and Ck(σ) ≥ Cj(σ) implies that k cannot
be moved in σ.

Now suppose that there exists a triple (j, k, l) such that k can be moved in the
corresponding active schedule σ, whereas δ(j, l) ≤ δ(j, k)+ δ(k, l). As shown above,
δ(j, k) = Ck(σ)−Cj(σ). Since job k can be moved, we cannot complete job j earlier
when we remove k from the schedule (we say subsequently that job k does not delay
job l in this situation), and therefore δ(j, l) = Cl(σ)− Cj(σ). Moreover, we can find
τkl by pushing k back in σ as far as possible, removing l from σ, and then decreasing
the starting times of both back such that the first one of the two starts at time 0. Hence,
we find that δ(k, l) < Cl(σ)−Ck(σ). But then the triangle inequality no longer holds
anymore. Contradiction! ut
Lemma 6.2.2. Let J be a 2-compact no-wait job shop instance such that the triangle
inequality holds in GJ . Let σ be any active schedule for the jobs in J . Let π be a
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permutation of the jobs, corresponding to σ. Then for any pair of consecutive jobs
k and l in π, without changing the ordering of the operations on some machines the
starting time of job l can only decrease when the starting time of job k decreases, even
when we remove all jobs that are before k in the sequence π from the schedule (we say
the starting time of l depends on the starting time of job k).

Proof. We show Lemma 6.2.2 by way of contradiction. Let (k, l) be the pair of jobs
in π for which the index of l is smallest in π and for which the starting time of job l
does not depend on k but on earlier jobs. Let j be the job with the highest index in π
of those jobs on which the starting time of l depends in σ. Hence, in σ we can move
k a little without affecting the starting time of l. We will show that this implies that
job k can be moved in the active schedule σ corresponding to the triple (j, k, l), which
contradicts the assumption that the triangle inequality holds.

Since scheduling a later job in the permutation does not affect the starting time of
a previously scheduled job, we may assume without loss of generality that l is the last
job in π. Let j[1] be the first job in π and suppose that j[1] 6= j. If we remove j[1] from
π then we can find the active schedule that corresponds to π \j[1] by removing j[1]
from σ and decreasing the starting times of the remaining jobs by the same amount,
such that the second job starts at time zero since the instance is 2-compact and since
the starting time of none of the remaining jobs depends on j[1], except for the second
job in π. Hence, we may assume without loss of generality that j is the first job in
π. By definition of j, the jobs in between j and l in π do not influence the starting
time of l. Hence, if we remove these jobs from σ, then the starting times of j and l do
not change, and k can still be moved since it could be moved in σ. But the remaining
active schedule is equal to σ, which is a contradiction. ut

Now we are able to formulate the main result of this section, which gives the connec-
tion between the 2-compact no-wait job shop problem and the TSP.

Theorem 6.2.3. Let J be a 2-compact no-wait job shop instance. If the triangle in-
equality holds in GJ , then the length of an optimal tour in GJ is equal to the length
of the optimal schedule of J .

Proof. Given a TSP-tour, we construct a corresponding permutation by including the
jobs in the same order as their corresponding vertices appear in the tour where we
start with the dummy job j0. For this permutation, we construct the active schedule
where we replace the processing time ε of j0 by 0. It is clear from the construction
that each tour corresponds to a schedule. On the other hand, it is clear that each active
schedule has a tour which generates it. Next, we will show that the length of each
(partial) tour is equal to the length of the corresponding (partial) schedule. This will
complete our proof since a shortest tour then gives the shortest schedule. To do so,
we start at the node v0 related to the job j0 again. By the definition of δ it is clear
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that when we reach the first node v[1] of the tour, the length of the partial schedule
is equal to the length of the partial tour. Because of Lemma 6.2.2 we can disregard
v0 and the corresponding job since the starting time of the next job only depends on
the starting time of the job associated to v[1]. Let v[2] be the next node in the tour. We
schedule the corresponding job next. The increase in length of the schedule is because
of Lemma 6.2.2 and the definition of δ exactly δ(v[1], v[2]). Now we may disregard
v[1] and the corresponding job and shift our attention to the next node in the tour, say
v[3]. We schedule the corresponding job next, and the same argument gives us that the
increase in the total time needed to complete the schedule is equal to δ(v[2], v[3]). By
induction we get the desired result.

We have proven that there is a surjection between the set of tours and the set of
active schedules which is length-preserving. Thus a tour of shortest length will give
us a schedule of shortest length, and hence the result. ut

In case we are given a 2-compact instance for which the triangle inequality does
not hold, we may lose the property that the optimal TSP tour has to induce the opti-
mal schedule. This is due to the fact that earlier jobs in the schedule may delay later
ones. Thus, in case we are given such a no-wait job shop instance, the length of the
optimal tour will only be a lower bound on the makespan of the optimal schedule. The
following corollary summarizes this.

Corollary 6.2.4. Let J be any 2-compact no-wait job shop instance. Then the length
of the optimal TSP tour in GJ is a lower bound on the makespan of the optimal
schedule of J .

Given a time index T that indicates when every operation has to be finished (T is
also called the time horizon), we can construct an infeasibility detector from Corol-
lary 6.2.4, the so-called TSP-based detector. Since the TSP is routinely solvable for
instances with less than 100 nodes, we can compute this infeasibility detector using
the methods implemented by Applegate et al. (2003). Since we do not expect much
practical usability of this infeasibility detector, we omit a detailed description of the
methods to attack TSP instances and their extensions for the no-wait job shop prob-
lem. Nevertheless, it should be mentioned that Applegate et al. (2003) use an ILP
formulation of the TSP that goes back to Dantzig & Fulkerson (1954). In addition to
the inequalities they use, one can add inequalities to the ILP formulation that com-
pensate for the delay that earlier operations cause to later ones. These inequalities can
easily be generated using the big-M method (c.f. Schrijver 1986) and a formulation
of the TSP with time windows that dates back to Maffioli & Sciomachen (1997).

6.2.1 2-Compact No-Wait Job Shop Instances without Triangle Inequality

In this subsection we are going to investigate the case where we are given a 2-compact
no-wait job shop instance without triangle inequality in GJ . Say we are given a
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2-compact no-wait job shop instance J without having the triangle inequality in GJ .
We shall modify the graph GJ in such a way that the triangle inequality does hold. To
do so, we add or subtract a suitable amount of ‘length’ x(u,v) from each edge (u, v).
We choose here to add non-negative amounts to the edges. We will add the value of the
variable x(u,v) to the length of the arc (u, v). These values are determined by solving
the following linear program (LP) where we require that the triangle inequality has to
hold in the new graph for each feasible solution. In order to describe this LP in detail
let ∆u,v,w be equal to δ(u, w)− δ(u, v)− δ(v, w). Then the LP can be formulated in
the following way:

min
∑

(u,v) x(u,v)

s.t. x(u,w) ≤ x(u,v) + x(v,w) −∆u,v,w for all nodes u, v, w ,
x(u,v) ≥ 0 for all nodes u, v .

(6.7)

The modified graph, which we denote by G′
J , can be interpreted as follows: We have

added some amount of ‘processing time’ in between each pair of jobs, such that the
triangle inequality holds. Thus, the length of a TSP approximation (or TSP solution)
in G′

J is at least as long as the length of the induced schedule. On the other hand, we
have seen above that if the triangle inequality does not hold, the starting time of a job
in the induced schedule does not necessarily only depend on the starting time of its
direct predecessor. Thus, a tour in GJ is at most as long as the length of its induced
schedule. The following lemma summarizes this.

Before we can formulate this result, we need some notation. Let T be a TSP tour
in GJ and σ be any active schedule. We denote the length of the tour T by val(T ) and
the length of an active schedule σ by val(σ).

Lemma 6.2.5. Let TGJ be a TSP tour in GJ , and denote by TG′J
the same tour in

G′
J . Let σ be the schedule corresponding to this tour. Then

val(TGJ ) ≤ val(σ) ≤ val(TG′J
) . (6.8)

Proposition 6.2.6. Let J be a 2-compact no-wait job shop instance. Let TG′J ,opt be
an optimal TSP tour in G′

J . Let σ be an optimal active schedule and let σTG′J ,opt
be

the schedule induced by TG′J ,opt. Then

val(σTG′J ,opt
) ≤ val(σ) +

∑
(u,v)∈Q

x(u,v) , (6.9)

where Q is the set of the n arcs that are longest with respect to the length function x.

Proof. Let us denote by TGJ ,opt the optimal tour in GJ . We claim that

val(TG′J ,opt) ≤ val(TGJ ,opt) +
∑

(u,v)∈Q

c(u,v) . (6.10)
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If this inequality would be violated, the tour TGJ ,opt, seen as a tour in G′
J , would

be shorter than the optimal one, which is a contradiction. Thus, the inequality (6.10)
holds. Let σTGJ ,opt be the schedule induced by TGJ ,opt, and TGJ ,σ be the tour that
corresponds to σ in GJ . We have seen above that the two inequalities

val(σTG′J ,opt
) ≤ val(TG′J ,opt) and val(TGJ ,σ) ≤ val(σ) (6.11)

hold. When we combine all these inequalities we get

val(σTG′J ,opt
) ≤ val(TG′J ,opt)
≤ val(TGJ ,opt) +

∑
Q x(u,v)

≤ val(TGJ ,σ) +
∑

Q x(u,v)

≤ val(σ) +
∑

Q x(u,v) .

(6.12)

ut
Corollary 6.2.7. If we have a TSP approximation T in G′

J that satisfies

val(T ) ≤ val(TGJ ,opt) + c , (6.13)

where TGJ ,opt denotes an optimal tour in GJ , the schedule induced by TGJ ,opt has a
length of at most

val(σ) + c +
∑
Q

x(vi,vj) , (6.14)

where σ denotes an optimal schedule.

Proof. This proof is an easy application of Proposition 6.2.6. ut
Let α > 1 be the smallest value such that

δ(u, v) ≤ α(δ(u, w) + δ(w, v)) , (6.15)

for all vertices u, v and w; this is called the α-relaxed triangle inequality.

Proposition 6.2.8. When the α-relaxed triangle inequality holds, the shortest TSP
tour T in GJ induces a schedule σ such that

v(σ) ≤ αv(T ) . (6.16)

Proof. We have to show that T induces a schedule of length ≤ αv(T ). Therefore,
we take the tour T and multiply the length of each of its arcs by α. We claim now
that when we use the lengths of the partial tours as completion times of the corre-
sponding jobs, we get a feasible schedule. To see this, we first note that the instance is
2-compact. Therefore, in any two-job schedule the operations of the first job precede
all operations of the second one on the common machines. On the other hand, we can
apply Lemma 6.2.1 on the tour and see that the starting time of a job is only dependent
on its direct predecessor. Thus, we have a valid schedule, which is what we wanted to
show. ut
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6.3 Extending 2-compactness to q-compactness

Let q ≥ 3. In this section we generalize the concept of a 2-compact no-wait job shop
instance to the concept of a q-compact no-wait job shop instance. However, when we
substitute a 2 for q in the subsequent definition one can easily show that this definition
is stronger than the one we gave for 2-compactness. The reason is that we were not
able to prove any results when we chose a different definition.

Let J be a no-wait job shop instance. We add to J a job j0 that has an operation
on each machine of processing time 0 and with no-wait constraints such that all its
operations must start at the same time. Next, we define the property which is the basic
property in the definition of q-compact no-wait job shop instances. Roughly spoken,
this property says that when we take the schedule τ of an ordered tuple containing
more than q− 1 jobs, the relative starting time differences of the last q− 1 jobs do not
depend on the starting times of the jobs that precede the last q − 1 jobs. To make this
more precise, let s ≥ q.

Property 6.3.1. Let an ordered sequence of jobs j1, j2, . . . , js be given. When we ap-
ply the same scheduling policy we applied to create the schedule τ to the two ordered
sequences j1, j2, . . . , js and js−q+2, . . . , js and shift the origin in time in the first
schedule such that job js−q+2 starts at time 0, then the jobs js−q+2, . . . , js have the
same starting times in both schedules.

Next, we define the term q-compact no-wait job shop instance.

Definition 6.3.2. A no-wait job shop instance for which Property 6.3.1 holds for each
s ≥ q is called q-compact.

Lemma 6.3.3. Let J be a q-compact no-wait job shop instance, and let j1, j2, . . . , js

be pairwise different jobs of J . If we take the schedule τ for this s-tuple, freeze the
starting times of the jobs js−q+1, . . . , js−1, and remove the jobs j1, . . . , js−q from the
schedule, then the job js cannot be started earlier without changing the order of the
operations on some machines.

Proof. Without loss of generality we may assume that s > q since the lemma is
otherwise trivial. In the remaining case we prove this lemma by assuming the contrary
and deducing a contradiction. Therefore, assume that there is an ordered sequence
j1, . . . , js of jobs where we can start the job js earlier once we remove the first (s−q)
jobs. By Property 6.3.1, the relative starting time differences of the jobs js−q+1, . . . , js

stay the same when we remove the first (s−q) jobs from the sequence and generate the
schedule τ for the tuple js−q+1, . . . , js. Let π denote this schedule of the q − 1 jobs
js−q+1, . . . , js, and let π′ denote the schedule τ of the s jobs j1, j2, . . . , js. Then,
each of the differences Sjs−i(π) − Sjs(π) (for i = 1, 2, . . . , q − 2) is equal to the
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corresponding difference Sjs−i
(π′) − Sjs

(π′). But from the assumption that we can
start js earlier in σ it follows that js can be started closer to the starting time of js−1

in σ, which is the contradiction we were looking for. ut

6.4 Modeling a q-Compact No-Wait Job Shop Instance as an
Asymmetric TSP Instance

In this section let J be a q-compact no-wait job shop instance where q ≥ 3. We will
again construct a directed, weighted graph GJ , and we see that any TSP tour in this
graph induces a schedule of the same length. In case we start with the optimal TSP
tour, the induced schedule will be optimal too.

First, we construct the graph GJ . As in the 2-compact case we introduce a new
job j0 that has an operation on each machine of length 0. All its operations are to be
started at the same time. The resulting no-wait job shop instance we will denote, by
abuse of notation, by J as well. We establish the convention that when we talk of a q-
compact no-wait job shop instance we mean that it should be q-compact including the
new job j0. In order to construct a graph from this new scheduling instance, consider
all ordered r-tuples (r = 1, . . . , q − 1) of pairwise different jobs. For each such tuple
we include a node in GJ . We include arcs of length 0 between the nodes that end
with the same job such that they build a ring. We denote such a ring by the term node
cluster. In Figure 6.3 we see a node cluster consisting of the nodes vi1 , vi2 . . . , vil

.

vi1 −→ vi2 −→ . . . −→ vil −→ vi1

Fig. 6.3. A node cluster

The idea is that if the tour visits one node of a node cluster it must visit all nodes of
this cluster in a row (using the arcs we included). To be sure the optimal tour behaves
this way we add a gadget structure to our graph, as Noon & Bean (1996) did.

To do so, we clone each node cluster. More precisely, each node cluster v gets
a so-called ‘virtual’ partner cluster [v]. The real node cluster and its virtual partner
cluster are connected via arcs of length M as depicted in Figure 6.4 (there we assume
that vil+1 = vi1 and vil+2 = vi2). We see there that each real node vit

is connected by
such an arc with the virtual partner node of vit+2 , namely [vit+2 ]. Thereby, we choose
M big enough such that we are sure that an optimal TSP tour traverses these arcs a
minimal number of times (e.g., M > length of the longest active schedule).

We will refer to the arcs included so far as red arcs. Before finishing the construc-
tion of the graph we simplify the notation. In what follows we will speak of a node v
and mean both the node and its virtual partner. Thus we identify these two nodes. We
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vit

[vit+2 ]

vit+1

[vit+3 ]
0 0 0

0 0 0

M M

Fig. 6.4. Nodes and virtual nodes.

say we include an arc (u, v) when we put an arc ([u], v) into the graph. Thus, this is
an arc from the virtual partner of u to the real node v. Figure 6.5 depicts the situation.

vit

[vit+2 ]

vit+1

[vit+3 ]

(u, vit+1)

(vit+2 , u)

Fig. 6.5. Nodes with incoming and outgoing arcs

Next, we need some other arcs with non-negative lengths, the so-called black arcs.
Let s ≤ q−1 and let u be the node associated to a job tuple (j1, j2, . . . , js). Denote by
d any job not in this tuple and define e as e = j1 for the case where s = 1, . . . , q−2 and
e = ∅ for s = q−1. Let l{j1,j2,...,js}(τ) and l{j1,j2,...,js,d}(τ) denote the lengths of the
schedules τ of the ordered tuples (j1, j2, . . . , js) and (j1, j2, . . . , js, d), respectively.
We connect the two nodes

u ≡ (j1, j2, . . . , js) and v ≡ (e, j2, j3, . . . , js, d) (6.17)
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(which belong to different node clusters) by the ‘black’ directed arc (u, v) which has
the length

δ(u, v) ≡ l{j1,...,js,d}(τ)− l{j1,...,js}(τ) . (6.18)

Finally, we complete the construction of the graph by connecting the nodes con-
sisting of q− 1 jobs with v0 through an arc of length 0. The resulting graph is denoted
by GJ .

In this graph an optimal tour will visit each gadget structure once. Otherwise, it is
easy to see that it has to visit at least one arc of length M more often than in the case
where it visits each gadget structure only once. Thus, we know how the tour ‘behaves’
within one such gadget structure. It first visits all the real nodes and then visits all the
virtual ones. Therefore, we know the number of arcs of length M that are visited by
the tour, and we are going to neglect this part of the tour in what follows. Thus, a TSP
tour will from now on enter a gadget structure through a random arc, visit all its nodes,
and leave it through some other arc that leaves the virtual partner of the node where it
entered the gadget structure, without becoming longer. We are now able to formulate
the main result of this section.

Theorem 6.4.1. Let J be a q-compact no-wait job shop instance with q ≥ 3. Then
each ATSP tour in GJ induces a schedule of J of the same length, and an optimal
ATSP tour induces the shortest possible schedule of J .

Proof. We show that each ATSP tour in GJ induces a schedule of J with the same
length. Given a tour, we compute the corresponding schedule in the following way:
We use the policy of the schedule τ . We start with the node v0, corresponding to the
dummy job j0, and start this job as soon as it can start. We follow the tour until we
enter the next ‘real’ node v1 through a black arc. This is a node loaded with one more
job. We schedule the second job as soon as it can be executed without changing the
starting time of j0. We continue the tour until we walk through the next black arc.
After that, we are on a node that is loaded with three jobs where the first two are
already scheduled. We schedule the last one next. If we continue like this, it is clear
that each tour corresponds to a schedule. We claim that we get an optimal schedule
this way, when we walk the right tour.

In order to see this, we first show that the optimal schedule is induced by a TSP
tour. For this we take an optimal schedule. Without loss of generality we may assume
that this schedule is active. It is sufficient to compose an ordered sequence of jobs
from this schedule. We will build this sequence successively from the back to the be-
ginning by choosing successively a job in a way that when it is removed the remaining
schedule is still active. More precisely, we select a job this way, and remove it from the
schedule afterwards. Then we select the next job using the same policy with respect to
the new (reduced) schedule, and so forth. It is easy to see that the resulting sequence
of jobs generates the given optimal schedule.
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Next, we show that each tour induces a schedule that has the same length as the
tour. This will complete the proof. By the definition of the graph, the length of the
partial schedule in which we have scheduled one job is equal to the length of the
partial tour in which we visited only one black arc. When we walk through the next
black arc of our tour and schedule the new job in the described way, the length of the
partial tour is, by the construction of the graph, the same as the length of the schedule.
This works until we schedule the qth job. Lemma 6.3.3 tells us that in this case the
starting time of the new job does only depend on its q − 1 predecessors. Therefore,
the only thing left to show is that the relative distances of the last q − 1 jobs are the
same as in the definition of the arc lengths, which can be derived from Property 6.3.1.
Therefore, the length of each partial tour is equal to the length of the corresponding
partial schedule. It follows that the length of the tour is equal to the length of the
schedule, and thus the shortest tour will give us the shortest schedule. ut





Concluding Remarks

In this part we derived some hand-tailored propagators and infeasibility detectors for
the no-wait job shop problem. In the Sections 4.6 and 4.7 we derived the q-job prop-
agators for q = 2, 3, 4, . . . from the disjunctive propagator, which we outlined in Sec-
tion 4.3. These propagators take q − 1 jobs into account and output the set of feasible
starting times of another job such that this job can start at an arbitrary time index
included in the output, while the other q − 1 jobs can all start within their starting
time intervals too. We also gave an algorithm that computes these propagators, using
the second order intervals which were defined to be the set of feasible starting time
differences of two jobs.

We will see that these propagators become useful in the subsequent part of this
thesis. There, we will derive from these propagators strong inequalities for an ILP
formulation for the no-wait job shop problem.

In Chapter 5 we discussed different infeasibility detectors which were specially
designed for the no-wait job shop problem. Among them were two special ones worth
mentioning. The first one is a generalization of Baptiste’s (1998) flow-based method
which checks whether a scheduling instance is preemptively feasible. Our extension
checks whether it is possible to find a preemptively feasible schedule where one oper-
ation is not preempted. Based on this extension, we develop a method that (partially)
respects the no-wait constraints too. To be more precise, we have to say: “with respect
the no-wait constraints with some level of tolerance.” The basic idea of this method
is the following: It checks first whether it is possible to find a preemptively feasible
schedule where one special operation is not preempted. Then, based on such a sched-
ule, it computes a set of intervals for each other operation of the same job, where all
these operations have to be executed. When no preemptively feasible schedule exists
where the special operation is not preempted and the workload that is caused by the
other operations of the same job is scheduled within these intervals, it detects it.
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The second method worth mentioning is the so-called time-indexed infeasibility
detector which is based on a reformulation of the no-wait job shop scheduling prob-
lem as an ILP. We have seen in Section 5.5 that when the linear relaxation of this ILP
formulation contains only the empty set, there is no feasible schedule. We will scruti-
nize this formulation in the next part, since the propagators we developed in Chapter
4 allow us to strengthen this detector. However, to obtain a practically useful method,
one has to discover new, more powerful, necessary conditions for the existence of fea-
sible schedules. Our experiments indicate this (cf. Chapter 9). Therefore, we suggest
this as one direction of future research.

In Chapter 6, we studied no-wait job shop instances with a special structure. In
these no-wait job shop instances two jobs are not allowed to ‘mingle’ in any possible
schedule. We constructed a graph from such an instance, and have seen that in case
the triangle inequality holds in this graph, the ATSP is equivalent to the no-wait job
shop problem. In case the triangle inequality does not hold, we have shown that the
length of an ATSP tour is still a lower bound for the makespan of the no-wait job shop
instance.



Part III

Facet-Inducing Inequalities and Propagators
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In this part, we are primarily concerned with the formulation of the no-wait job
shop problem as an integer linear program (ILP), as introduced in Section 5.5. The
ILP formulation has a binary variable xt,j for each job j and for each time index
t ∈ Ij . In a solution of the ILP a variable xt,j has the following interpretation

xt,j =
{

1 if job j starts at time t ,
0 otherwise .

(6.19)

Therefore, we see that there is a one-to-one correspondence between the set of valid
schedules for the classical no-wait job shop as described in Section 1.2 and solutions to
this ILP. Within this ILP we have three sets of constraints. The first set models the fact
that a machine can process at most one operation at a time. The second set translates
the necessity that each job has to be scheduled into the mathematical language of an
ILP. Finally, there are the integrality constraints for the variables in the formulation.
We will give a mathematical description of these constraints in Section 7.1.

The equivalence of finding an integral point that fulfills the constraints of the ILP
and solving the corresponding scheduling problem counts only for the classical ver-
sion of the no-wait job shop. For the extended version with variable processing times,
as described in Chapter 3, the ILP formulation is just a relaxation. Therefore, it is still
usable as an infeasibility detector.

Time-indexed ILP formulations with binary variables that indicate when a job
starts have received considerable attention in the past as a guideline for single-machine
scheduling (e.g., Van den Akker, Van Hoesel & Savelsbergh 1999). Other, related for-
mulations also exist. For example, Sousa (1989) and Dyer & Wolsey (1990) investigate
formulations for the single-machine scheduling problem where the variables xt,j are
equal to 1 if and only if operation j is processed within the interval [t, t + 1].

Since the ILP formulation and its LP-relaxation have received so much attention
for the single-machine case, we investigate it for no-wait job shops too. As we will see
in Chapter 7, the q-job propagators are able to deliver the strongest inequalities there
are (so-called facet-inducing inequalities) for the convex hull of the integral points
described by the constraints above, thereby generalizing the results of Van den Akker
et al. (1999), Sousa (1989), Crama & Spieksma (1995), and Spieksma (1992) to the
case of the no-wait job shop.

Before we enter into details, we outline the general relationship between propaga-
tors and integer programming. Cuts are used in integer programming to cut off points
that lie in the polytope described by a set of inequalities, but not in the convex hull of
the integral points included in this polytope. The propagators we use here attack the
domains of the variables and thus offer us a form of constraint programming. To be
more precise we have to say: If we know we cannot start job j at time index t, we put
xt,j = 0, thus fixing it. Therefore, it is not surprising that the strongest propagators
(the q-job propagators) lead to the strongest inequalities we can get (facet-inducing
inequalities).
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The coming chapters are organized as follows. In Chapter 7 we establish the theo-
retical background for this part of the thesis. The main results of this chapter are theo-
rems in which we characterize the facet-inducing inequalities with integral right-hand
sides in terms of propagators and some easy-to-check helper properties. In Section 7.4
we give an algorithm to decide whether there is an inequality with a given right-hand
side in which a given set of variables has a non-zero coefficient. Furthermore, we give
a method that decides whether this inequality is facet-inducing or not. In case of in-
equalities with right-hand side 2 we also give an algorithm that computes a family
of facet-inducing inequalities that induce the given (not facet-inducing) inequality. In
Chapter 8 we show that it is in general NP-hard to separate a point of the LP relax-
ation from the integer polytope using cuts with right-hand side equal to 1, while in
Section 8.2, we give (exponential) constraint propagation algorithms to overcome this
difficulty for any right-hand side.

In the following chapters, we assume that all jobs in a given instance are available
from time index 0 on and that they have a common deadline T �

∑
j pj . This implies

that the starting-time intervals of a job j have the form [0, T − pj ] and are never
empty. Thus the instance is always feasible. However, the algorithms we discuss in
the subsequent chapters do not depend on the fact that T is large. They can be used to
find and tighten inequalities in the case of any given makespan too.



7

Classification Theorems of Facet-Inducing Inequalities

In this chapter we classify the strongest inequalities for the time-indexed formulation
of the decision variant of the no-wait job shop problem. Given a no-wait job shop
instance, the question in the decision variant of this problem is to decide whether a
feasible schedule exists or not. This problem can be formulated as an ILP, the so-called
time-indexed formulation. The main results of this chapter are necessary and sufficient
characterizations of the strongest feasible inequalities with integral right-hand sides of
the time-indexed formulation. These characterizations can be used to decide whether
a given inequality is feasible. We give an algorithm that decides whether a feasible
inequality can be strengthened, and we also give an algorithm that computes a stronger
inequality.

The strengthened inequalities can be used to tighten the time-indexed polytope,
and thus the time-indexed infeasibility detector. Besides the fact that a stronger for-
mulation is more likely to recognize an infeasible no-wait job shop instance as such,
it also becomes more likely that applying the simplex method results in an integral
point (see for example Schrijver 1986), thus solving the whole problem. In order to
find facet-inducing inequalities, which is the subject of the next chapter, we need a
way of characterizing them. These characterizations, derived in this chapter, are ob-
tained in terms of propagators and some easy-to-check ‘helper’ properties. In the sub-
sequent sections we see that we can use the propagator characterizations to generate
and strengthen given, valid inequalities. Furthermore, we can use the helper properties
to check whether the strengthened inequalities are facet-inducing.

This chapter is organized as follows. In Section 7.1 we repeat the time-indexed for-
mulation for reasons of completeness. In Section 7.2 we repeat the well-known con-
cept of facet-inducing inequalities and introduce some notation that will be helpful in
the next section (Section 7.3), where we classify the facet-inducing inequalities with
integral right-hand sides. There, we extend the research done by Van den Akker et al.
(1999), Sousa & Wolsey (1992), Crama & Spieksma (1995), and Spieksma (1992) on
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facet-inducing inequalities with integral right-hand sides for the time-indexed formu-
lation for the single-machine one-operation-per-job case. In Section 7.4 we develop
a polynomial algorithm that finds inequalities in which a given set of variables has
non-zero coefficients. These inequalities are generated in such a way that by increas-
ing any coefficient further, we lose the validity of the inequality. In case of right-hand
side equal to 1 we will see that this algorithm finds in general facet-inducing inequal-
ities. Where the right-hand side is equal to q ≥ 2, we are able to give an algorithm
that checks whether any found inequality is facet-inducing, and in case it is not, we
give for the case q = 2 an algorithm that decomposes this inequality into two other
facet-inducing ones that induce the given not facet-inducing one.

In this chapter we assume that all jobs are available from time 0 onward and that
they all have a common deadline, T ∈ ZZ≥0, which we call the time horizon. The
value of T is the time-index at which we want all operations of all the jobs to be
finished. We assume here that this value is very big. This implies that the no-wait job
shop instance is always feasible. Then, the starting time interval for a job j is equal to
Ij = [0, T − pj ] (where pj denotes the processing time of job j). In particular, we we
see that Ij is never empty.

7.1 The Time-Indexed Formulation

In this section we repeat the time-indexed ILP formulation of the no-wait job shop
problem. The idea is to put an upper bound on the makespan and give a polytope with
the following property: The polytope contains an integral point if and only if there
exists a feasible schedule for the no-wait job shop instance with a makespan smaller
than or equal to the chosen upper bound.

7.1.1 The ILP Formulation of the No-Wait Job Shop Problem

The time-indexed ILP formulation uses binary variables xt,j where j runs over all jobs
and t runs from 0 to T − pj . In an integral solution a variable xt,j has a value equal to
1 if and only if job j starts at time-index t and otherwise 0.

Let (m, t) be a pair consisting of a machine m and a time-index t. Let the symbol
Tm,t denote the set of indices (t′, j) such that job j keeps machine m busy over the
interval [t, t + 1] when it starts processing at time t′. Since each of the machines can
at most process one operation at a time, we have the constraints∑

(t′,j)∈Tm,t

xt′,j ≤ 1 for all m, t . (7.1)

Of course, each job has to start. Therefore, we have the constraints
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T−pj∑
t=0

xt,j = 1 for all j . (7.2)

Note that we assumed that the starting time intervals for a job j are equal to the time
interval [0, T − pj ] 6= ∅. In case this is not given we have to include the constraints
xt,j = 0 for all t 6∈ Ij . Without these constraints the time-indexed integer polytope
can be described as the convex hull of the set described by the (in)equalities∑

(t′,j)∈Tm,t

xt′,j ≤ 1 for all t,m , (7.3)

T−pj∑
t=0

xt,j = 1 for all j , (7.4)

xt,j ∈ {0, 1} for all t, j . (7.5)

Note, there is a one-to-one correspondence between the set of valid schedules and
valid integer solutions of the time-indexed IP formulation. We will use this bijection to
identify both, the valid schedules and the integer solutions, with each other. Therefore,
it makes sense to talk of schedules that violate inequalities etc.

For a polytope P let P integer be the convex hull of the integral points in P . The
subsequent lemma gives the dimension of this polytope under the assumption that
the time-horizon is big enough. We will need this result later to show that certain
inequalities are indeed facet-inducing.

Lemma 7.1.1. If the time horizon T is sufficiently large, the dimension of the time-
indexed integer polytope P integer is

dim(P integer) =
∑

j

(T − pj) . (7.6)

Proof. This proof is similar to the corresponding proof given by Sousa & Wolsey
(1992). They show that the set of integral points, described by the (in)equalities (7.3),
(7.4), and (7.5) does not fulfill any linear independent linear equalities next to the ones
formulated in equation (7.4). ut

7.1.2 The LP-Relaxation of the Time-Indexed Integer Polytope

In what follows, we consider the LP-relaxation of the time-indexed ILP, as introduced
above. Therefore, we replace the constraints (7.5) by the following ones

0 ≤ xt,j ≤ 1 for all t, j . (7.7)
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We can drop the inequalities xt,j ≤ 1 of the formulation since they are implied by the
equalities (7.4). Thus, they add nothing to the LP-relaxation. Therefore, the relaxation
is ∑

(t′,j)∈Tm,t

xt′,j ≤ 1 for all t, m , (7.8)

T−lj∑
t=0

xt,j = 1 for all j , (7.9)

xt,j ≥ 0 for all t, j . (7.10)

The polytope described by these (in)equalities is called the time-indexed polytope.

7.2 Preliminaries

In this section we recall the concept of facet-inducing inequalities and some of their
well-known (basic) properties. Furthermore, we formalize the q-job propagator (see
Sections 4.6 and 4.7) in a function.

7.2.1 Facet-Inducing Inequalities

Next, we recall the term facet-inducing inequality and establish a way of showing
that an inequality is facet-inducing. Furthermore, we mention some basic, well-known
properties of facet-inducing inequalities.

Let P be a convex polytope in (IR+)r. Let c be a vector in IRr, and let cx ≤ β
be an inequality in the variable x. For convenience, we also denote this inequality
by the letter Q. We write Q ≡ (cx ≤ β) in order to define Q as this inequality.
Furthermore, we write {cx = β} for the hyperplane defined by the equality cx = β,
and (P ∩ {cx ≤ β}) for the set (P ∩ {x : cx ≤ β}). The set (P ∩ {cx = β}) is
defined in a similar way. Next, we define faces and facets (see Schrijver 1986).

Definition 7.2.1.

• A set F ⊂ P is a face of P if and only if there is a vector c for which F is the set of
vectors attaining max{cx : x ∈ P} provided that the maximum is finite (possibly
c = 0).

• A facet of P is a maximal face distinct from P (maximal relative to inclusion).

We call the condition in the definition of the term ‘facet’ the ‘maximality condition
of the set’. This differs from the term ‘maximal inequality’ which we define below.
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Definition 7.2.2 (Nemhauser & Wolsey (1999)). Let P be a polytope. An inequality
Q ≡ (cx ≤ β) is called valid for P if and only if the equality

(P ∩ {cx ≤ β}) = P (7.11)

holds.

By a little abuse of terminology, we only speak of valid inequalities when the
polytope is clear from the context.

Now, a facet-inducing inequality for a polytope P is a valid inequality Q ≡ (cx ≤
β) for which the set (P ∩ {cx = β}) is a facet of P . While this definition is nice
and understandable, it is impractical to work with it here. Therefore, we use a well-
known result for the dimension of the intersection of the polytope and the hyperplane
{cx = β}. Since we will use this result in the subsequent sections to show that certain
inequalities are facet-inducing, we give the proof for this result only for reasons of
completeness.

Theorem 7.2.3. Let Q ≡ (cx ≤ β) be a valid inequality for the convex polytope P
such that P 6⊂ {cx = β}. The set (P ∩{cx = β}) is a facet if and only if the following
condition holds

dim (P ∩ {cx = β}) = dim (P )− 1 . (7.12)

Proof. First, we show that the condition (7.12) follows from the definition. It is clear
that the dimension of (P ∩ {cx = β}) is at most dim(P ) − 1. Assume that the
dimension of (P ∩ {cx = β}) would be smaller. In this case, there would be a hy-
perplane {c′x = β′} such that dim(P ∩ {c′x = β′}) > dim(P ∩ {cx = β}) and
(P ∩ {cx = β}) ( (P ∩ {c′x = β′}). This is a contradiction to the maximality
condition of the set P ∩{cx = β}. Therefore the dimension of (P ∩{cx = β}) equals
dim(P )− 1.

On the other hand, assume that the property (7.12) holds for a valid inequality
Q ≡ (cx ≤ β). From the fact that Q is a valid inequality and that (dim P ∩ {cx =
β}) = dim(P )− 1, it follows that Q defines a face F of P of dimension dim(P )− 1.
If F would not fulfill the maximality condition, there would exist a face F ′ ) F such
that dim F = dim F ′. This means, there is an element v ∈ F ′\F . If v is not in F
then the dimension of F ′ is greater than the dimension of F , which contradicts the
assumption dim F = dim F ′. Hence, F is a facet. ut

From now on, when we speak of a facet-inducing inequality, we mean a facet-
inducing inequality with respect to the time-indexed integer polytope. With respect to
the previous theorem it is equivalent for a valid inequality to be facet-inducing and
to have the following property: The intersection of the hyperplane defined by a facet-
inducing inequality and the integer polytope P integer has dimension dim(P integer) −
1. Therefore, we have a criterion to check whether an inequality is facet defining.
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This criterion we use later in this chapter to show that inequalities that fulfill certain
conditions are indeed facet-inducing.

Next, we give two other well-known properties of facet-inducing inequalities.

Property 7.2.4. A valid, facet-inducing inequality Q ≡ (cx ≤ β) is
non-decomposable. That is, it cannot be rewritten as the sum of two valid, linearly
independent, non-trivial inequalities Q1 ≡ (c1x ≤ β1) and Q2 ≡ (c2x ≤ β2) such
that Q is fulfilled with equality, if Q1 and Q2 are fulfilled with equality and the set
of points where Q1 is fulfilled with equality contains at least one point more of the
polytope than the set of points where Q is fulfilled with equality.

Proof. It follows immediately from the definition of Q1 that (P ∩ {c1x = β1}) )
(P ∩ {cx = β}). This contradicts the maximality condition of the set (P ∩ Q) as
stated in Definition 7.2.1. ut

Definition 7.2.5. Let P ⊂ (IR+)r be a polytope.

1. We say that a valid inequality Q ≡ (cx ≤ β) (valid with respect to P ) is maximal
with respect to the polytope P if and only if for any index i such that there is an
x ∈ P with xi > 0, by increasing ci (the ith component of the vector c) we lose
the validity of Q.

2. We say that a valid inequality Q (valid with respect to P ) has the highest-
coefficient property with respect to the polytope P if and only if by increasing
a non-zero coefficient of Q we lose the validity of Q.

We remark here that a maximal facet-inducing inequality (cx ≤ β) need not to fulfill
the maximality condition stated in Definition 7.2.1. We will see this below in Section
7.3.

Proposition 7.2.6. Every facet-inducing inequality Q ≡ (cx ≤ β) of a polytope P ⊂
(IR+)r is maximal.

Proof. We prove this proposition by contradiction. Therefore, assume there is a facet-
inducing inequality Q ≡ (cx ≤ β) that is not maximal. Let Q′ ≡ (c′x ≤ β) be a
maximal inequality that we get from the following process. We take a coefficient, say
ci, of c that can be increased without destroying the validity of Q. We reset ci to be
maximal with respect to the validity of the resulting inequality. Let us denote the vector
that emerges by this process by c(1). Now, we take another element c(1)

i′ of c(1), that can
be increased without destroying the validity of the inequality (c(1)x ≤ β), provided
there is one. We reset this coefficient to be maximal with respect to the validity of the
resulting inequality. This process is carried out until there are no more coefficients that
can be increased. The resulting inequality we denote by Q′ ≡ (c′x ≤ β). It is easy to
see that Q′ is maximal. Then we claim that max{c′x : x ∈ P} = max{cx : x ∈ P}
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is attained in at least one point more. According to Definition 7.2.5, there must be
an index i such that there is a x ∈ P with xi > 0 and c′i > ci, since otherwise the
inequality Q would be maximal. Since Q′ is maximal we can choose an x such that
xi > 0 and such that Q′ is also fulfilled by x with equality. But then Q is not fulfilled
in x with equality, which is what we wanted to show. This is a contradiction to the fact
that Q is maximal with respect to inclusion. ut

7.2.2 Some Auxiliary Functions

Let q ∈ IN be any integer. We formalize the (q + 1)-job propagator (cf. Sections
4.6 and 4.7) into a function, called f (q). This notation will be handy in the following
sections in characterizing the facet-inducing inequalities with right-hand side q.

The Definition of the Functions f (q)

Let Θ = {k1, . . . , kq} be a set of q jobs. Let U1, . . . , Uq be subsets of the starting time
intervals of the jobs in Θ, respectively. The functions f (q) output the set of starting
time-indices where a job j 6∈ Θ can start when we have to start the jobs in Θ in
U1, . . . , Uq, respectively.

To define these functions precisely recall the definition of the (q + 1)-job propa-
gator (cf. Sections 4.6 and 4.7). This propagator takes the set of valid starting times
of q jobs and outputs the set of valid starting times for another job. By temporarily
restricting the starting time intervals of the jobs in Θ to the given parameters we there-
fore get the function we wanted. Therefore, we define f (q)(U1, . . . , Uq) as the result
of the (q + 1)-job propagator, propagating knowledge from the (restricted) starting
time intervals of the jobs in Θ to the starting time intervals of job j. Recall that the
(q + 1)-job propagator results in the empty set when it is not possible to start the q
jobs in the named intervals as well as the (q + 1)st job in its starting time intervals. To
indicate that the function f (q) propagates knowledge from the jobs in Θ to job j 6∈ Θ
we shall denote it hereafter by

f
(q)
[Θ⇒j] . (7.13)

In case the set Θ consists of just one job k we also write f
(1)
[k⇒j] instead of f

(1)
[{k}⇒j].

We conclude this section by showing that the function f (q) indeed delivers all the
valid starting times for job j. This is another reason why we chose the starting time
intervals so large.

Property 7.2.7. Let the time horizon T �
∑

j pj be very large, and let U1, . . . , Uq

be as above. Then any choice of a starting time of job j in f
(q)
[Θ⇒j](U1, . . . , Uq) is

extendable to a feasible schedule where the jobs kr start in Ur, for all r = 1, . . . , q.
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Proof. In order to show that this property holds, we have to fix the starting time for
job j to a time-index that is covered by the output of f

(q)
[Θ⇒j]. By the definition of this

function, there exists a starting time for each job kr in Ur (for r = 1, . . . , q) such that
we can start all q + 1 jobs in the same schedule. Since we assumed that T �

∑
j pj ,

we can find starting times for the remaining jobs too. Therefore, the function f
(q)
[Θ⇒j]

gives us all the time-indices where we can start job j, assuming that we have to start
the jobs in Θ in the intervals given to this function as parameter. ut

The fact that the functions f (q) give the set of valid starting times for a specific
job means that we have a method to find those starting times where this job cannot be
started considering the jobs in Θ. In symbols this set equals

f
(q)
[Θ⇒j](U1 . . . , Uq) :=

(
Ij\ f

(q)
[Θ⇒j](U1 . . . , Uq)

)
. (7.14)

This definition will become important later on.

7.3 Classification of Valid, Facet-Inducing Inequalities with
Right-Hand Side Equal to q

In this section we show that the facet-inducing inequalities with fixed non-negative
right-hand side q can be characterized in terms of the functions f (q) and some easy-
to-check helper properties.

7.3.1 Preliminaries

Before we go into details, we repeat a well-known result that dates back to Hammer,
Johnson & Peled (1975) concerning the inequalities we investigate here.

Lemma 7.3.1. Let c = (c1, . . . , cn) ∈ ZZn and β ∈ ZZ. In any valid inequality Q ≡
(cx ≤ β) for the time-indexed integer polytope, either all the ci’s are elements of the
set {0, 1, . . . , β} or the inequality Q can be rewritten as xt,j ≥ 0 for some index (t, j).

The lemma motivates the following notation. Let Q ≡ (cx ≤ β) be a valid in-
equality for the time-indexed integer polytope such that c ∈ ZZn and β ∈ ZZ. Further-
more, let Q be such that it cannot be rewritten as xt,j ≥ 0 for some index (t, j). For a
non-negative integer u we let Bu denote the set {(t, j) : ct,j = u}. Furthermore, we
use x(Bu) to denote

∑
(t,j)∈Bu xt,j . Then, the inequality Q can be rewritten as

Q ≡

(
β∑

u=1

u x(Bu) ≤ β

)
. (7.15)
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Furthermore, we write B for the union of all the sets Bu; i.e.,

B =
β⋃

u=1

Bu . (7.16)

For a job i and a set B of indices (t, j) the symbol Bi denotes the set of time-indices
t such that (t, i) ∈ B; i.e.,

Bi = {t : (t, i) ∈ B} . (7.17)

We remark here that one should see the subscript and superscript letters as operators,
acting on the different sets. Thus, the symbol (Bu)i stands for the following set

(Bu)i = {t : (t, i) ∈ Bu} . (7.18)

By abuse of notation we also write Bu
i instead of (Bu)i, in case it is clear what we

mean.
Finally, yet importantly, we need to define two terms. We say a time-index t lies

inside the inequality Q ≡ (cx ≤ β) if and only if there is a job j such that the (t, j)th

entry of c is greater than 0. We say a time-indexed variable is in an inequality if and
only if the variable has a coefficient greater than zero in the inequality.

7.3.2 Classification of Valid, Facet-Inducing Inequalities with Right-Hand Side
Equal to 1

Our goal in this subsection is to show the following theorem.

Theorem 7.3.2. If the time horizon is sufficiently large, the following three conditions
are equivalent for an inequality Q ≡ (x(B) ≤ 1).

• The inequality Q is facet-inducing.
• The equality

Bj =
⋂
k 6=j

(
f

(1)
[k⇒j](Bk)

)
(7.19)

holds for each job j.
• The inequality Q is maximal.

We shall prove this theorem below. First, we want to elaborate on the usefulness
of this theorem. With its help one is able to decide whether a given inequality with
right-hand side equal to 1 is facet-inducing or not, as the following example shows.
Consider the instance depicted in Figures 7.1 and 7.2.
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job k

job j

time0 3 4

Fig. 7.1. The two jobs with their processing times

job j

job k

time0 10

Fig. 7.2. The starting time intervals Ij and Ik for the two jobs j and k depicted in Figure 7.1.

In the example, we see two jobs j and k that each consist of exactly one operation.
We assume in what follows that these two jobs are the only jobs in the instance, and
that they are to be executed on the same machine. The starting time intervals for the
two jobs are Ij = Ik = [0, 10]. Say we choose the set Bj to be the interval [0, 2]. Then,
it follows directly that f

(1)
[j⇒k](Bj) = [4, 10] holds. Therefore, Bk = [0, 3] should hold

according to Theorem 7.3.2. Since f
(1)
[k⇒j]([0, 3]) = [3, 10] holds too, it follows that

the inequality
2∑

t=0

xt,j +
3∑

t=0

xt,k ≤ 1 (7.20)

is a facet-inducing inequality with right-hand side equal to 1. Next, we show that this
inequality is not induced by the ones given in the description of the time-indexed
polytope. We do this by giving a point that lies within the time-indexed polytope
but is cut off by inequality (7.20). This point is given by x0,j = x7,j = x0,k =
x3,k = 1

2 and 0 anywhere else. It is easy to see that this point lies within the time-
indexed polytope defined by the (in)equalities (7.8), (7.9), and (7.10), but is cut off by
inequality (7.20). Therefore, we see that facet-inducing inequalities with right-hand
side equal to 1 strengthen the linear relaxation of the time-indexed formulation, as
described in Section 7.1.

In the remainder of this subsection we will prove Theorem 7.3.2. This proof con-
sists of three parts. In the first part, we show that the second point follows from the
first one. This is done in the subsequent Lemma. Then, we show that the third point
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follows from the second one (this is done in Lemma 7.3.4) and finally we show that
the first point is a consequence of the third one (Lemma 7.3.6).

Lemma 7.3.3. Let Q ≡ (x(B) ≤ 1) be a facet defining inequality. Then, we must
have

Bj =
⋂
k 6=j

(
f

(1)
[k⇒j](Bk)

)
(7.21)

for any job j.

Proof. In order to see that equality (7.21) has to hold for each job j we observe first
that the validity of the inequality Q implies that we can start at most one job in this
inequality. Thus, the set Bj has to be included in the set of time-indices where job j
cannot be started when we start any other job k in Bk. According to Property 7.2.7 the

function f
(1)
[k⇒j] gives us all the time-indices where job j cannot start, assuming that

job k can start in the intervals that we give to this function as a parameter. It follows
that

Bj ⊂
⋂
k 6=j

(
f

(1)
[k⇒j](Bk)

)
(7.22)

has to hold for each job j. That equality in (7.22) has to hold, can easily be seen using
the maximality of a facet-inducing inequality (cf. Subsection 7.2.1). If there is a job j
for which it is a proper inclusion, we can take a time-index t such that

t ∈
⋂
k 6=j

(
f

(1)
[k⇒j](Bk)

)
\Bj , (7.23)

and define a new, valid inequality Q′ ≡ (cx ≤ 1) as follows: The inequality Q′ has
the same coefficients as Q except for the one of xt,j . There, the inequality Q has a 0
and Q′ has a 1. One can easily see that the inequality Q′ is valid using the fact that t
is a member of the intersection ⋂

k 6=j

(
f

(1)
[k⇒j](Bk)

)
. (7.24)

Thus, Q′ is a valid inequality with coefficients that are all greater than or equal to the
ones of Q with one coefficient greater than the corresponding one of Q. Therefore,
Q cannot be maximal, which is a contradiction to the maximality of facet-inducing
inequalities. Therefore, we have an equality

Bj =
⋂
k 6=j

(
f

(1)
[k⇒j](Bk)

)
(7.25)

for all jobs j. ut
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Lemma 7.3.4. Any valid inequality x(B) ≤ 1 that fulfills

Bj =
⋂
k 6=j

(
f

(1)
[k⇒j](Bk)

)
for each j (7.26)

is maximal.

Proof. We prove this by contradiction. Therefore, we assume that the inequality
x(B) ≤ 1 is not maximal. Then, we can add one index to B, say (t, j), and thus
get a set B′ ) B such that the equality x(B′) ≤ 1 is still valid. This means, if job j
starts at time-index t, no other job can be started within B. But this means according
to Property 7.2.7 that

t ∈
⋂
k 6=j

(
f

(1)
[k⇒j](Bj)

)
. (7.27)

This is a contradiction. Therefore, no such index (t, j) can exist, and in consequence
the inequality is maximal. ut

To finally prove the classification Theorem 7.3.2, we still have to show that
each maximal, valid inequality (valid with respect to the time-indexed integer poly-
tope P integer) Q ≡ (x(B) ≤ 1) is facet-inducing. According to Theorem 7.2.3
and Lemma 7.1.1 it is sufficient to show that the set (P integer ∩ {x(B) = 1}) is
a
(∑

j(T − pj)− 1
)

-dimensional set. This is done by showing that the points of

(P integer ∩ {x(B) = 1}) do not fulfill any linear independent equalities next to
x(B) = 1 and the ones formulated in equation (7.4). In order to do this, we first
show, in the subsequent lemma, that any equality of the form∑

j

αj

∑
t6∈Bj

xt,j +
∑

j

βj

∑
t∈Bj

xt,j = β (7.28)

that is fulfilled by all the points in (P integer∩{x(B) = 1}) is a linear combination of the
(above) named equalities. In Lemma 7.3.6 we show that any equality that is fulfilled
by the points in (P integer ∩ {x(B) = 1}) is of the form (7.28). The proof of these
results is essentially the same as in Sousa & Wolsey’s (1992) paper. Nevertheless, we
sketch them here for the sake of completeness.

Lemma 7.3.5. Let x(B) ≤ 1 be a valid inequality, and let αj , βj ∈ IR and β ∈ IR.
Then, any equality of the form∑

j

αj

∑
t6∈Bj

xt,j +
∑

j

βj

∑
t∈Bj

xt,j = β (7.29)

that is fulfilled by all elements x∗ = (x∗t,j)t,j in (P integer ∩ {x(B) = 1}) is a linear
combination of the equalities (x(B) = 1) and (

∑
t xj,t = 1) for all j.
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Proof. Sousa & Wolsey (1992) prove this lemma by rewriting the equality (7.29) in
the following way:

∑
j

αj

(∑
t

xt,j

)
+
∑

j

∑
t∈Bj

(βj − αj)xt,j

 = β . (7.30)

By subtracting αj times the equality
∑

t xt,j = 1 for each j we get

∑
j

∑
t∈Bj

(βj − αj)xt,j

 = β −
∑

j

αj , (7.31)

Using the fact that we assumed that the time horizon T is very large, there exists for
each index (t, j) ∈ B a schedule where job j starts at time-index t. This implies that
the equality (7.31) is fulfilled with equality by all these schedules. Therefore, we see
that

(βk − αk) = β −
∑

j

αj for all jobs k (7.32)

has to hold, which implies that the equality (7.29) can be rewritten as the linear com-
bination ∑

j

αj

(∑
t

xt,j = 1

)
+

β −
∑

j

αj

 (x(B) = 1)

 . (7.33)

ut

Lemma 7.3.6. If the time horizon T is large, then any maximal valid inequality Q ≡
(x(B) ≤ 1) is facet-inducing.

Proof. The idea of this proof is (completely) borrowed from Sousa & Wolsey (1992).
They show a similar result for the single-machine, one-operation-per-job situation. We
sketch their proof, and note the differences we need in our situation.

The of idea Sousa & Wolsey’s (1992) proof is to show that any equality fulfilled
by the points in (P integer ∩ {x(B) = 1}) can be rewritten in the form (7.29). Now
the assumption follows from the preceding lemma. Let us attempt a similar strategy.
Therefore, we assume we are given an arbitrary inequality∑

t,j

αt,jxt,j = β (7.34)

that is fulfilled by all the points in (P integer ∩ {x(B) = 1}). Sousa & Wolsey (1992)
construct for each job j an ordered family of schedules where two consecutive sched-
ules differ only by the starting time of one or two jobs. Throughout this family the job
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j starts at each time-index in Ij except for those in Bj . Furthermore, those families of
schedules have the following two properties:

1. The inequality Q is fulfilled with equality by each of the schedules.
2. If the starting time of j changes in two consecutive schedules, it is the only job

that changes its starting time.

We will see in a second how to construct these families of schedules in our case. Using
these properties, it is easy to see that the equality (7.34) can be rewritten as∑

j

αj

∑
t6∈Bj

xt,j +
∑

j

∑
t∈Bj

αt,jxt,j = β . (7.35)

The maximality of Q now implies that for each index (t, j) 6∈ B there is an index
(t′, j′) ∈ B such that we can start the two jobs j and j′ at t and t′ respectively, in
the same schedule. Using this property and the fact that one can always extend partial
schedules to a schedule of the complete no-wait job shop instance (since T is big
enough), it is easy to see that the equality (7.34) can be rewritten in the form (7.29).

The only still open point in this proof is the construction of the ordered sequences
of schedules. For the first schedule, we start the job j as early as possible (but not in
Bj). We extend this partial schedule to a complete schedule such that the inequality
Q is fulfilled with equality (note that this is always possible since the inequality Q
is assumed to be maximal). Then we move job j, step by step, to start later. When
other jobs interfere, we move these jobs to after the end of the schedule, or if there is
space to a position such that they finish processing before j starts. It is clear that we
can move job j, as long as it does not interfere with the job started in Q. When this
happens, it might be necessary to move the starting time of the job that starts in the
inequality (to another position inside the inequality) or to replace it by another one
in order to make it possible that the inequality is fulfilled by each of the schedules in
each family. It might be the case that we have to replace the job that starts in Q at the
same time when we have to move job j. In this case we first put job j to after the end
of the schedule, replace then the job in Q, and reposition then job j to the next starting
time index. The resulting three schedules are then put, in this sequence, into the cycle
of job j. The only thing we have to care about is that there is always a job that can be
started in Q while job j starts outside of Q, but this follows from the maximality of
the inequality.

Thus, we have shown that each equality that is fulfilled by all the points in
(P integer ∩ {x(B) = 1}) can be rewritten as (7.29). By Lemma 7.3.5, we know
that this equality is then a linear combination of the equalities x(B) = 1 and the
ones formulated in (7.4). Thus, the dimension of the set P integer ∩ {x(B) = 1}) is(∑

j(T − pj)− 1
)

. Therefore, the inequality is facet-inducing, according to Theo-
rem 7.2.3. ut
This completes the proof of Theorem 7.3.2.
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7.3.3 Classification of Valid, Facet-Inducing Inequalities with Right-Hand Side
Equal to 2

In this subsection we derive a similar result as in Subsection 7.3.2 for facet-inducing
inequalities with right-hand side equal to 2. Unfortunately, we are not able to find suf-
ficient and necessary characterizations in terms of propagators alone. We need two
(easy-to-check) additional conditions, to ensure that an inequality is indeed facet-
inducing.

Preliminaries

Let Q ≡ (x(B1) + 2x(B2) ≤ 2) be a facet-inducing inequality. Before we give
the main theorem of this subsection, we consider the problem of when a given valid
inequality is non-decomposable. To this end we define the undirected graph G2

Q =
(V (G2

Q), E(G2
Q)) that contains a vertex for each index (t, j) ∈ B1 such that there is

a job j′ 6= j and a time-index t′ such that (t′, j′) ∈ B1 and both jobs j and j′ can
be started at t and t′, respectively, without interference. The set of edges E(G2

Q) is
defined by the following property: There is an edge ((t, j), (t′, j′)) if and only if it is
possible to start the two jobs j and j′ at t and t′, respectively, without violating the
machine capacities. The next result formulates a criterion in terms of the graph G2

Q

that states when the inequality Q is non-decomposable.

Proposition 7.3.7. Let Q ≡ (x(B1) + 2x(B2) ≤ 2) be a maximal, valid inequality.
This inequality Q is non-decomposable if and only if each connected component of
G2

Q has a cycle of odd length; i.e., each component of G2
Q is not bipartite.

Proof. We first show the ‘if’ part. Therefore, we assume the opposite and show that
this leads to a contradiction. We assume that there is a non-decomposable inequality
Q such that some connected component of G2

Q does not have an odd cycle. In this case
it is sufficient to construct two non-trivial valid inequalities Q1 and Q2 that sum up
to Q, that are fulfilled with equality if Q is fulfilled with equality, and where at least
one of the inequalities Q1 and Q2 is fulfilled with equality in a point of the integer
polytope where Q is not.

In all connected components of G2
Q that do not contain an odd cycle, we color the

nodes red and blue. Each neighbor of a red node gets the color blue and each neighbor
of a blue node gets the color red. This can be done since the components without odd
cycles are bipartite and hence 2-colorable.

We will construct two inequalities with right-hand side equal to 2. To do this, we
pick all the red and blue nodes and give the corresponding variables in the inequalities
Q1 and Q2 the coefficient 2, respectively. Furthermore, each of the variables corre-
sponding to the entries in B2 gets a coefficient equal to 2 in Q1 and Q2. Finally, we
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set each of the coefficients corresponding to the nodes in the components with an odd
cycle in both inequalities to 1.

It is easy to verify that the sum of Q1 and Q2 adds up to 2 times Q and that the
two inequalities are valid ones (formally this is shown in Subsection 7.4.2). While
the inequality Q had a 1 as its coefficient for those variables that correspond to the
nodes of the components that do not have any odd cycles, the inequalities Q1 and
Q2 have 2’s and 0’s as their coefficients. Therefore (and because we assume the time
horizon T �

∑
j pj to be large), there is at least one schedule such that Q1 or Q2 are

fulfilled with equality in the corresponding integral point, while Q is not. Thus, the
given inequality x(B1) + 2x(B2) ≤ 2 was decomposable, which is a contradiction.
Therefore, there cannot be a connected component without a cycle of odd length.

To show the ‘only if’ part, we assume the opposite and deduce a contradiction
again. Assume there is a valid decomposable inequality Q ≡ (x(B1) + 2x(B2) ≤ 2)
such that the graph G2

Q has an odd cycle in each connected component. After renaming
the variables of our instance, we may assume that the nodes of an odd cycle correspond
to the variables y1, y2, . . . , y2k+1. From the decomposability, it follows that there are
two distinct inequalities Q1 ≡ (

∑
i αiyi ≤ b1) and Q2 ≡ (

∑
i α′iyi ≤ b2) that sum

up to Q and such that Q1 and Q2 are fulfilled with equality if Q is. Next, we show
that the αi, for i = 1, . . . , 2k + 1, are all positive multiples (with the same factor) of
the corresponding coefficients of Q2. We construct a system of linear equations with
variables αi and see (then) that it has a unique solution. For each arc (yi, yj′) of the
cycle (y1, y2, . . . , y2k+1, y1) the following equality has to hold:

αi + αi′ = b1 . (7.36)

Here is why: It is possible to set the two variables in each such equality to 1 since
there is a feasible schedule where the two jobs start at the corresponding time-indices
(by the construction of G2

Q and the fact that the time horizon T was large). It is easy
to see that this system of equalities is uniquely solvable, if the number of variables
included in this system is odd. The solution of this system is given by αi = b1/2 for
i = 1, 2, . . . , 2k + 1. Since the same argumentation also applies for the other inequal-
ity Q2, we may deduce that there is a positive scalar γ = b1/b2 such that αi = γα′i for
i = 1, . . . , 2k+1. For any node yi′ connected to this odd cycle by an edge (yi, yi′), we
see using a similar argument that αi = αi′ and α′i = α′i′ . Inductively, we see that one
inequality is γ times the other one on this connected component. Since we assumed
that each connected component has an odd cycle, we can apply the same argumen-
tation to each connected component. We see that each coefficient corresponding to a
component of G2

Q1
differs only by a constant factor from the corresponding coeffi-

cient of the corresponding component of G2
Q2

. From the uniqueness of the solution of
the system of linear equalities, it follows that all these factors are equal to each other.
Since we assumed that Q is maximal, it follows that all variables with non-zero coeffi-
cients are either in V (G2

Q) or that their index is an element in B2. Since it is trivial to
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see that the coefficients of both inequalities Q1 and Q2 that correspond to the entries
in B2 are positive multiples of each other, and that these factors are equal to the ones
of the components, it follows that the two inequalities differ only by a constant factor.
This completes the proof. ut

We can can even go further than that. For this, we need the incidence matrix AQ

of the graph G2
Q. The incidence matrix is the matrix whose columns are indexed by

the set of nodes V (G2
Q) and whose rows are indexed by the edges E(G2

Q). An entry
at position (j, i) of AQ equals 1 if and only if the node i is a member of edge j and
otherwise 0.

Corollary 7.3.8. The following four properties are equivalent for a maximal, valid
inequality Q.

• The incidence matrix of G2
Q has full column rank.

• The inequality Q is non-decomposable.
• The graph G2

Q has a cycle of odd length in each connected component.
• Each connected component of G2

Q is not bipartite.

Proof. The only thing that is left to show is that the first point is equivalent to the
others. First, we show the ‘if’ part. Thus, assume that the incidence matrix AQ has full
column rank. Then each system of equalities AQx = b has either a unique solution or
none at all. It is now easy to see that the system of equalities formulated in the proof
of Proposition 7.3.7 has, by assumption, at least one solution. Therefore, there is only
one solution to this system, and thus the inequality is non-decomposable.

On the other hand, let the inequality Q be non-decomposable. Then, each con-
nected component of G2

Q has a cycle of odd length. It follows from this property, by
elementary computations, that in this case the incidence matrix AQ of G2

Q has full
column rank. ut

We will need this result below to show that the classification theorem, which we
are going to formulate next, does indeed hold.

The Classification Theorem for Right-Hand Side 2

In this subsection our goal is to show the subsequently formulated classification result
for valid, facet-inducing inequalities with right-hand side equal to 2.

Theorem 7.3.9. For a valid inequality Q ≡ (x(B1)+2x(B2) ≤ 2) the following two
statements are equivalent provided the time horizon is sufficiently large.

• The inequality Q is facet-inducing.
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• The inequality is non-decomposable, we have an equality

Bk =
⋂
i 6=k

(
f

(1)
[i⇒k](B

2
i )
) ⋂

i,j 6=k

(
f

(2)
[{i,j}⇒k](B

1
i , B1

j )
)

(7.37)

for each job k, and the highest-coefficient property (cf. Definition 7.2.5) holds for
Q.

job 1

job 2

job 3

time0 5 10

Machines

M1
M2

M1
M2

M1
M2

Fig. 7.3. The three jobs.

We prove this result later in this subsection. First, we want to show that this theo-
rem is of practical relevance. For this, consider the following example. Take the three
jobs depicted in Figure 7.3. There, we see three jobs, their operations with their delays,
and their assigned machines. Assume for all three jobs j ∈ {1, 2, 3} that the starting
time intervals are given by Ij = [0, 10]. We claim that the inequality

Q ≡

(
1∑

t=0

xt,1 +
2∑

t=0

xt,2 +
2∑

t=0

xt,3 ≤ 2

)
(7.38)

is a facet-inducing inequality. In order to see this, we have to check that the conditions
formulated in the second point of Theorem 7.3.9 hold for the three sets

B1 = [0, 1], B2 = [0, 2], and B3 = [0, 2] . (7.39)

We do this by first remarking that the highest-coefficient property is trivially true. A
similar computation, as in the previous example, gives that the subsequent equalities
hold:

f
(2)
[{1,2}⇒3](B1, B2) = [3, 10] ,

f
(2)
[{1,3}⇒2](B1, B3) = [3, 10] , and

f
(2)
[{2,3}⇒1](B2, B3) = [2, 10] .

(7.40)
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x0,1

x1,1

x0,2

x1,2

x2,2

x0,3 x1,3 x2,3

Fig. 7.4. The graph G2
Q for the example instance.

Since we chose the time-horizon to be greater than 10, it is easy to check that property
7.2.7 holds. Thus the functions f

(2)
[{j1,j2}⇒k] hand us exactly those time-indices, where

k can be started when we start the two jobs j1 and j2 in the corresponding parameter
intervals. Since we have the equalities (7.40), we have the equality

Bk =
⋂
i 6=j

(
f

(1)
[i⇒k](B

2
i )
) ⋂

i,j 6=k

(
f

(2)
[{i,j}⇒k](B

1
i , B1

j )
)

(7.41)

for each job k in the example. The last thing to show is that the inequality is
non-decomposable. For this it is sufficient to show that the graph G2

Q has a cycle
of odd length in each connected component. The graph is depicted in Figure 7.4. It is
easy to verify that it contains the odd cycle

(x0,3, x1,1, x0,2, x2,3, x1,2, x0,3) . (7.42)

According to Theorem 7.3.9 the inequality (7.38) is therefore facet-inducing. Finally,
we show that the facet-inducing inequalities with right-hand side equal to 2 strengthen
the time-indexed polytope as described in Section 7.1. To see this, we set x0,1 =
x0,2 = x1,2 = x2,2 = x0,3 = x1,3 = x2,3 = 1

3 , x8,1 = 2
3 and 0 anywhere else. The

point described by these values lies within the time-indexed polytope but violates the
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inequality (7.38). Therefore, the facet-inducing inequalities with right-hand side equal
to 2 strengthen the time-indexed formulation in general.

For the rest of this subsection, we will be concerned with the proof of the classifi-
cation Theorem 7.3.9 for valid, facet-inducing inequalities with right-hand side equal
to 2. This proof is again divided into two parts. In the first part, we show that the sec-
ond point of Theorem 7.3.9 follows from the first one. This is done in Lemma 7.3.10
and the subsequent observations. In the second part of the proof we show that the first
point follows from the second one. This is done in the Lemmas 7.3.11 and 7.3.12.

Lemma 7.3.10. Let Q ≡ (x(B1)+2x(B2) ≤ 2) be a facet-inducing inequality. Then
we have

Bk =
⋂
i 6=k

(
f

(1)
[i⇒k](B

2
i )
) ⋂

i,j 6=k

(
f

(2)
[{i,j}⇒k](B

1
i , B1

j )
)

(7.43)

for each job k.

Proof. Let j be a job that can be started in B = (B1 ∪B2) such that no other job can
be started in B next to j. Since Q is maximal, the variables corresponding to those
starting times of j have a coefficient equal to 2. Since the functions f

(q)
[Θ⇒k] deliver all

possible time-indices where job k can start while the jobs in Θ start in the intervals
given as corresponding parameter to this function (see Property 7.2.7), we have for
any job k 6= j the inclusion

Bk ⊂
(

f
(1)
[j⇒k](B

2
j )
)

. (7.44)

On the other hand, if i and j are two jobs that can both be started in B, the variables
corresponding to those starting times must have a coefficient of 1. It follows that

Bk ⊂
(

f
(2)
[{i,j}⇒k](B

1
i , B1

j )
)

(7.45)

for any other job k. Thus, we have shown that

Bk ⊂
⋂
i 6=k

(
f

(1)
[i⇒k](B

2
i )
) ⋂

i,j 6=k

(
f

(2)
[{i,j}⇒k](B

1
i , B1

j )
)

(7.46)

has to hold for each job k. Equality in equation (7.46) follows from the maximality of
the inequality and again the fact that the functions f

(q)
[Θ⇒k] deliver us all time-indices

where k can start as long as we have to start the jobs in Θ in the corresponding intervals
given as parameter to f

(q)
[Θ⇒k], using a similar argumentation as in the proof of Lemma

7.3.3. ut
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In order to show that the second point of the classification Theorem 7.3.9 fol-
lows from the first one, we need to show that each facet-inducing inequality is non-
decomposable and has the highest-coefficient property. But these properties follow
from Proposition 7.2.6 and Property 7.2.4, respectively. Thus, we have shown that the
second point from Theorem 7.3.9 follows from the first one.

Lemma 7.3.11. Let Q ≡ (x(B1) + 2x(B2) ≤ 2) be a valid inequality that fulfills

Bk =
⋂
i 6=k

(
f

(1)
[i⇒k](B

2
i )
) ⋂

i,j 6=k

(
f

(2)
[{i,j}⇒k](B

1
i , B1

j )
)

(7.47)

for each job k and that possesses the highest-coefficient property (cf. Definition 7.2.5).
Then the inequality Q is maximal.

Proof. We prove this result by contradiction. Therefore, assume that there is an in-
equality

∑
t,j αt,jxt,j = x(B1) + 2x(B2) ≤ 2 that is not maximal, whereas the con-

ditions hold. Since the highest-coefficient property holds for Q, it follows that there is
a tuple α′ = (α′t,j)t,j with α′t,j ∈ IR (where j runs over all jobs j and t runs over all
time-indices t ∈ Ij) such that the following two conditions hold:

• αt,j ≤ α′t,j for all pairs (t, j) and 0 = αt,j < α′t,j for at least one such pair.
• The inequality ∑

j

∑
t∈Ij

α′t,jxt,j ≤ 2 (7.48)

is a valid inequality too.

For a proper inequality αt,j < α′t,j for one index (t, j), we have to distinguish two
cases:

1. αt,j = 0 and α′t,j = 1. In this case, we can start job j at t. Since t is not an
element of Bj , one of the following two inclusions has to be true for one or two
jobs k, l 6= j, namely

t ∈ f
(1)
[k⇒j](B

2
k) or t ∈ f

(2)
[{k,l}⇒j](B

1
k, B1

l ) . (7.49)

In the first case we can start job k within B2
k, which lets the left hand side of the

inequality (7.48) evaluate to 3. In the second case we can start the jobs k and l in
B1

k and in B1
l , respectively, with the same consequences for the inequality (7.48).

2. αt,j = 0 and α′t,j = 2. In this case, a similar argumentation as in the case above
holds.

Since neither of these two cases can be true, the inequalities that fulfill the conditions
named in the lemma are maximal. ut
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Before we prove that maximal, non-decomposable inequalities with right-hand
side equal to 2 are indeed facet-inducing, we need to introduce ordered families of
schedules. Each of these families will be called a cycle of a job j. Let therefore Q ≡
(x(B1) + 2x(B2) ≤ 2) be a maximal, valid inequality. The idea of a cycle of a job j
is an ordered family of schedules such that two neighboring schedules in this family
differ only by the starting time of one or two jobs. Over the course of the family, the
job j takes all possible starting times except for the ones that are in Bj . Thereby, this
family of schedules has the following properties.

• If the starting time of job j changes between two neighboring schedules, then the
inequality Q is fulfilled by each of these two schedules with equality.

• If the starting time of job j changes between two neighboring schedules, it is the
only job that changes its starting time.

This family is constructed by first starting job j as early as possible (but not in Bj), and
then extending this partial schedule to a schedule, such that the inequality is fulfilled
with equality (note that this always succeeds since the inequality is assumed to be
maximal and the time-horizon is assumed to be large). Then we move job j to start
later, step by step. If a job is in the way, then we move this job to after the end of
the schedule, or if there is ‘enough room’ to a position such that it finishes processing
before j starts. It is easy to see that we can move job j one time unit at a time, if it
does not interfere with the jobs scheduled in B. Since we assumed that Q is maximal,
for each t 6∈ Bj there is a (t′, j′) ∈ B2 or there are (t′, j′), (t′′, j′′) ∈ B1 such that job
j can start at time t while the job(s) j′ (and j′′) can start at t′ (and t′′), respectively.
Therefore, we can, by temporarily ‘putting’ job j to after the end of the schedule and
rearranging the other jobs in a suitable way, find a family of schedules that fulfills all
the conditions we issued to the family.

Lemma 7.3.12. Let Q ≡ (x(B1) + 2x(B2) ≤ 2) be a maximal, non-decomposable,
valid inequality. Then the inequality Q is facet-inducing.

Proof. Let P denote the time-indexed polytope, and let P integer be the time-indexed
integer polytope. We will show that any equality

Q′ ≡

∑
j

∑
t∈Ij

αt,jxt,j = β

 (7.50)

that is fulfilled by all elements x∗ = (x∗t,j)t,j of the set (P integer∩ (x(B1)+2x(B2) =
2)) must be a linear combination of the equalities

∑
t∈Ij

xt,j = 1 for all j and x(B1)+
2x(B2) = 2. In order to do so, we build cycles for each job j. Since the two properties

• If the starting time of job j changes between two neighboring schedules, then the
inequality Q is fulfilled by each of these two schedules with equality.
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• If the starting time of job j changes between two neighboring schedules, it is the
only job that changes its starting time.

hold for each cycle, it follows that the inequality Q′ can be rewritten as a linear com-
bination of the inequalities

∑
t∈Ij

xt,j = 1 and a remainder sum that ranges over the
elements in B; i.e.,

Q′ ≡
∑

j

γj

∑
t∈Ij

xt,j = 1

+

 ∑
(t,j)∈B

δt,jxt,j = β −
∑

j

γj

 . (7.51)

To see that  ∑
(t,j)∈B

δt,jxt,j

 = δ
(
x(B1) + 2x(B2)

)
(7.52)

has to hold for δ = 1
2 (β −

∑
j γj), we set for each edge ( (t, j), (t′, j′) ) in G2

Q both
variables xt,j and xt′,j′ equal to 1. Since we can always extend partial schedules to
schedules of the whole no-wait job shop instance (note that this always works since
we assumed that the time horizon T is large enough), we get the equalities

δt,j + δt′,j′ = β −
∑

j

γj (7.53)

for each arc ( (t, j), (t′, j′) ) ∈ E(G2
Q). Furthermore, if we set for each (t, j) ∈ B2

the variable xt,j equal to 1, we get an equality

δt,j = β −
∑

j

γj (7.54)

for each (t, j) ∈ B2. When we see these equalities as equalities in the variables δt,j ,
the corresponding matrix of the equalities (7.53) equals the incidence matrix of G2

Q.
According to Corollary 7.3.8, the only solution to this system of equalities is to set
each δt,j equal to (β−

∑
j γj)/2 for (t, j) ∈ V (G2

Q). Obviously, the equalities (7.54)
have only the solution δt,j = β−

∑
j γj for all (t, j) ∈ B2. Therefore, we have shown

that the equality (7.52) is true for δ = 1
2 (β −

∑
j γj).

Thus, the only equalities fulfilled by all points in (P integer ∩ (x(B1) + 2x(B2) =
2)) are indeed linear combinations of the equalities

∑
t∈Ij

xt,j = 1 and x(B1) +
2x(B2) = 2. Therefore, the dimension of (P integer ∩ (x(B1) + 2x(B2) = 2)) equals
the dimension of P integer minus 1, and therefore the inequality Q is facet-inducing. ut

We can again conclude that for a facet-inducing inequality with right-hand side
equal to 2 the incidence matrix AQ of G2

Q has to have full column rank. Note that this
proposition also follows from Corollary 7.3.8. But since we need a similar result later
on, proved as it is done here, we formulate the subsequent result explicitly.
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Proposition 7.3.13. For a facet-inducing inequality Q with right-hand side equal to
2, the incidence matrix of the corresponding graph G2

Q must have full column rank.

Proof. If AQ would not have full column rank, the kernel of the matrix AQ would
not be trivial. Thus, there would be more solutions to the system AQx = b of linear
equalities, in case there were one. Thus, for the system AQα = β, there is at least
one solution α′ more to the one described in the proof of the previous Lemma. We
shall denote the solution of the proof of Lemma 7.3.12 by α. This solution α′ can
only differ from α by an element from the kernel of the matrix AQ. Since the matrix
AQ has only non-negative entries, this kernel element must have positive and negative
entries.

We claim that this means that we are, in general, not able to write an equality
fulfilled by all elements of (P integer∩{x(B1)+2x(B2) = 2}) as a linear combination
of the equalities Q and the ones named in (7.9). To see this, take the value of δ as
computed in the proof of Lemma 7.3.12 for α. We show that we cannot find a value δ′

such that δ′(2x(B2) + x(B1)) equals α′x (where we extended the vectors with zeros
when needed). This holds, since for some entries of α′ we need to increase the value
of γ, and for some others we need to decrease it. Thus, it is impossible to find such a
value.

Therefore, the polytope (P integer ∩ {x(B1) + 2x(B2) = 2}) has in general a di-
mension that is smaller than the dimension of P integer minus 1, which is a contradiction
to the fact that Q is facet-inducing (cf. Theorem 7.2.3).

7.3.4 Classification of Valid, Facet-Inducing Inequalities with Higher
Right-Hand Sides

In this section we derive a similar result for facet-inducing inequalities with right-
hand sides higher than 2. Most of the proof in this section is similar to that of the
corresponding results of the previous section. Therefore it has been omitted.

Preliminaries

Let q ≥ 3, and let Q ≡ (
∑q

u=1 u x(Bu) ≤ q) be a valid inequality. Before we go into
the details of the classification theorem, we need to define the hypergraph Gq

Q. Its role
will be the same as the one of the graph of the previous section that we denoted by the
symbol G2

Q.
Let Gq

Q = (VQ, EQ) be the following hypergraph. Its node set VQ equals the set
B = (

⋃q
u=1 Bu), and we have a hyper-edge consisting of q nodes

{(t1, j1), . . . , (tq, jq)} , (7.55)
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where the ji are pairwise different if and only if it is possible to start the q jobs
j1, . . . , jq at the time-indices of t1, . . . , tq, respectively, in the same schedule. For
i ≥ 1, the set EQ contains a hyper-edge consisting of q − i nodes

{(t1, j1), . . . , (tq−i, jq−i)} (7.56)

where the q− i jobs are pairwise different if and only if it is possible to start the q− i
jobs j1, . . . , jq−i at the time-indices t1, . . . , tq−i and no hyper-edge

{(t1, j1), . . . , (tq−i, jq−i), (t′, j′)} (7.57)

exists in EQ for any vertex (t′, j′) and any job j′ 6∈ {j1, . . . , jq−i}. Note that there
might be hyper-edges such that when we set the corresponding variables to 1 the
inequality Q is not fulfilled with equality. After erasing those hyper-edges for which
the inequality Q is not fulfilled with equality, we may assume that for each hyper-edge
the inequality Q is fulfilled with equality. For some positive integer r, we denote by
Er

Q the set of hyper-edges of Gq
Q that consist of r vertices; i.e.,

Er
Q = {A ∈ EQ : |A| = r} . (7.58)

Furthermore, the symbol V (Er
Q) denotes the set of nodes that are in at least one edge

that consists of r vertices; i.e.,

V (Er
Q) :=

⋃
A∈Er

Q

A . (7.59)

Next, we prove a property that we will need subsequently to show that certain
properties are sufficient to ensure that inequalities are facet-inducing. Namely we
prove a criterion to check the non-decomposability of a maximal, valid inequality
Q. This criterion can be seen as a generalization of the results presented in Corollary
7.3.8 to the case of higher right-hand sides.

In order to formulate this criterion, we have to generalize the notation of an inci-
dence matrix AQ to the case of a hypergraph. The incidence matrix AQ is the matrix
whose columns are indexed by the nodes and whose rows are indexed by the hyper-
edges. An entry aj,i of AQ equals 1 if and only if node j is a member of hyper-edge
i, and 0 otherwise.

A similar proof as the one for Proposition 7.3.13 shows that in case Q is facet-
inducing, the matrix AQ has full column rank. The following proposition shows that,
partially, the other direction is also true. Namely when AQ has full column rank, the
corresponding inequality is non-decomposable.

Proposition 7.3.14. Let Q ≡ (
∑q

u=1 u x(Bu) ≤ q) be a maximal, valid inequality.
Then
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• If Q is facet-inducing, then the matrix AQ has full column rank.
• If AQ has full column rank, then the inequality Q is non-decomposable.

Proof. Let P integer denote the time-indexed integer polytope. First, we prove the first
point of this proposition. This is done in a similar way as in the proof of Proposition
7.3.13. We repeat this proof here for reasons of completeness. Assume that AQ does
not have full column rank. We will deduce a contradiction to the dimension property
of set X = (P integer∩{

∑q
u=1 u x(Bu) = q}) formulated in Theorem 7.2.3. Therefore,

we show that if AQ does not have full column rank, an equality that is fulfilled by all
points in X can, in general, not be rewritten as a linear combination of the equalities
(7.4) and Q. We do this by first remarking that we can find a cycle for each job (this can
be done as above). The properties of these cycles show (similarly) that all equalities
that are fulfilled by the points in X must have the shape

∑
j

γj

∑
t∈Ij

xt,j = 1

+

 ∑
(t,j)∈B

αt,jxt,j

 = β . (7.60)

Since all points in X fulfill this equality, we can deduce that for each edge A of Gq
Q

we have an equality ∑
(t,j)∈A

αt,j = β −
∑

j

γj . (7.61)

These inequalities give rise to a system of linear equations that have to hold, namely

AQα = β′ , (7.62)

where α denotes the vector with entries equal to αt,j and β′ denotes the vector with
entries equal to β −

∑
j γj . From the fact that AQ does not have full column rank, we

may deduce that there are two solutions to this system of equalities. But this means
that we cannot in general rewrite the term∑

(t,j)∈B

αt,jxt,j (7.63)

for any equality (7.60) as

δ(x(B1) + 2x(B2)) for any δ ∈ IR (7.64)

(this is shown in a similar way as in Proposition 7.3.13), which is what we wanted to
show.

Next, we prove the second point of the proposition. In order to do so, assume
that Q is decomposable. In this case there are two non-trivial, distinct inequalities
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Q1 ≡ (
∑

t,j αt,jxt,j ≤ β) and Q2 ≡ (
∑

t,j α′t,jxt,j ≤ β′) such that Q1 + Q2 = Q
and such that Q1 and Q2 are fulfilled with equality, if Q is also fulfilled with equality.

Next, we construct a system of linear equations to determine the αt,j and the α′t,j .
For each hyper-edge A ∈ EQ we can set the corresponding variables to 1. Then, the
inequality Q is fulfilled with equality, since Gq

Q contains only edges with this property
(by construction). We can extend the corresponding partial schedule to a schedule
for the whole no-wait job shop instance since the time horizon T was big enough.
Therefore, we include for each hyper-edge A the equality∑

(t,j)∈A

αt,j = β . (7.65)

One can easily rewrite this system of equalities into the following one

AQα = β , (7.66)

where α is the vector with entries αt,j and β is the vector with all entries equal
to β. From the maximality of Q, we can deduce that each index (t, j) of a variable
xt,j that has a non-zero coefficient in Q has at least one non-zero coefficient in this
system of linear equations. Since AQ has maximal column rank, the solution of this
system is unique, and therefore so are the values of the weights αt,j . Since the same
argumentation is true for the α′t,j , we see that Q1 = ηQ2, for some η ∈ IR+, which
contradicts the condition that the two inequalities Q1 and Q2 have to be distinct. ut

The Classification Theorem for Inequalities with Right-Hand Side q ≥ 3

Next, we state the main result of this section, namely a similar classification theorem
for inequalities with arbitrary right-hand sides as in the previous subsections. Before
we can formulate it, we have to introduce some notation. Let for an integer u ∈ IN
and a job l the term Y l

u denote the set that contains all ordered sets of u jobs Θ =
{j1, . . . , ju} such that l is not an element of Θ. In what follows, let q1 + · · ·+ qs = q
be a partition of q whose entries are integral and all greater than or equal to 1.

In order to formulate the main result, we observe the following: Let Q ≡
(
∑q

u=1 u x(Bu) ≤ q) be a facet-inducing inequality. When we start s ≤ q jobs in
the inequality such that the inequality Q is fulfilled with equality, then we cannot
start any further jobs in Q. In order to formalize this, consider the set V (Es

Q) of
nodes that occur in at least one hyper-edge of cardinality s. We can now isolate those
time-indices from this set that correspond to a variable that has coefficient qi (for a
i ∈ {1, 2, . . . , s}) and which are associated to job j by using the super- and sub-script
operators. The resulting set we denote by V (Es

Q)qi

j . Using the fact that the functions

f
(q)
[Θ⇒l] deliver us with all the time-indices where job l can start while the jobs in Θ

start in the corresponding parameter intervals, we see that job l 6∈ {j1, . . . , js} cannot
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be started in (note that we assumed that the set Es
Q contains only those hyper-edges

for which the inequality Q is fulfilled with equality)

Wl(Θ, q1, . . . , qs) :=
(

f
(s)
[{j1,...,js}⇒l](V (Es

Q)q1
j1

, . . . , V (Es
Q)qs

js
)
)

, (7.67)

if the q1, . . . , qs sum up to q and if we start the jobs ji somewhere in V (Es
Q)qi

ji
. A

similar proof as in the previous section shows that Bl is a subset of the intersection
over all sets Θ of jobs and all tuples (q1, . . . , qs) with non-negative entries that sum
up to q. Using the maximality and the fact that the functions f (q) give us all the time-
indices where we can start job l, we see that Bl has to be equal to the intersection

Bl =
q⋂

u=1

⋂
Θ∈Yl

u

⋂
q1+···+qs=q,s≤u

Wl(Θ, q1, . . . , qs) . (7.68)

The fact that the condition formulated in (7.68) plus two technical properties are
enough to ensure that an inequality Q is facet-inducing is shown by the following
theorem.

Theorem 7.3.15. Let Q ≡ (
∑q

u=1 u x(Bu) ≤ q) be a valid inequality with right-
hand side equal to q. Then, the following two statements are equivalent if the time
horizon T �

∑
j pj is big enough:

• The inequality Q is facet-inducing.
• The incidence matrix AQ has full column rank, we have an equality (7.68) for

each job l, and Q has the highest-coefficient property.

Proof. First, we show how to get from the first point of this theorem to the second one.
That a facet-inducing inequality is indeed maximal and that AQ has maximal column
rank follows from Proposition 7.3.14 and Proposition 7.2.6. Therefore, the only point
to show is that equality (7.68) does hold for any job l. We show this by showing the
two inclusions, namely that the left-hand side of equality (7.68) is included in the
right-hand side and that the right-hand side is included in the left-hand side.

To ease notation we denote the right-hand side of this equality by Al. For the inclu-
sion, Al ⊂ Bl, we assume the opposite and show that this will lead to a contradiction
to the maximality of the inequality (this is done here in a similar way as in the proof
of Lemma 7.3.10). Thus, we assume that for a job l there is an element tl in Al that
is not included in Bl. By increasing the coefficient corresponding to this element by
1, we would thus not lose the validity of the inequality. The resulting new inequality
would, on the other hand have a coefficient that is strictly greater than the correspond-
ing coefficient of the old inequality, while all other coefficients stay the same. This is
a contradiction to the maximality of the inequality. Therefore, the set Al is included
in the set Bl.



7.3 Classification of Valid, Facet-Inducing Inequalities with the RHS Equal to q 147

To show the other inclusion, namely Al ⊃ Bl we assume again the opposite and
deduce a contradiction. Therefore, assume that the set Bl would contain an element
tl that is not included in the set Al. This means that there must be a u, Θ, and a tuple
(q1, . . . , qs) such that tl is not a member of Wl(Θ, q1, . . . , qs). This implies that

tl ∈
(

f
(s)
[{j1,...,js}⇒l](V (Es

Q)q1
j1

, . . . , V (Es
Q)qs

js
)
)

. (7.69)

In particular this means(
f

(s)
[{j1,...,js}⇒l](V (Es

Q)q1
j1

, . . . , V (Es
Q)qs

js
)
)
6= Il (7.70)

which is equivalent to(
f

(s)
[{j1,...,js}⇒l](V (Es

Q)q1
j1

, . . . , V (Es
Q)qs

js
)
)
6= ∅ . (7.71)

Since the functions f
(s)
[Θ⇒l] hand us all the time indices where job l can start when

the jobs in Θ are started in the intervals, given as parameter to the function (see Prop-
erty 7.2.7), this means that when we start job l at time index tl, there must be time-
indices t1 ∈ V (Es

Q)q1
j1

, . . . , ts ∈ V (Es
Q)qs

js
such that the jobs j1, . . . , js, l can start at

t1, . . . , ts, tl, respectively. But the coefficients of the variables corresponding to the
indices (t1, j1), . . . , (ts, js) are chosen in a way such that they sum up to q, which
leaves only coefficient 0 for the index (tl, l). This is a contradiction to the fact that tl
is a member of Bl. Therefore, no such elements can exist, and we have established
equality.

Next, we are going to show that the second point of the theorem implies the first
one. Therefore, we have to show that any valid inequality that fulfills the maximality
condition, for which the matrix AQ has full column rank, and for which the equality
(7.68) holds (for each job l) is indeed facet-inducing.

To accomplish this we first show, similar to the proof of Lemma 7.3.11, that any
valid inequality for which the maximality condition and equality (7.68) holds is a
maximal inequality. We do this by contradiction. Therefore, assume that we could
increase a coefficient αtl,l in a given inequality that fulfills both conditions. From the
maximality condition it follows that αtl,l has to be zero in the original inequality.
Therefore, we add an element to an Bl. From equality (7.68) we can deduce that we
have now a proper inclusion

Bl ) Al (7.72)

for the new inequality. The fact that the added element was not a member of Al implies
now, in a similar way as above, that there are jobs j1, . . . , js and time indices t1, . . . , ts
such that we can start l at tl while we can start j1, . . . , js at t1, . . . , ts, respectively,
in the same schedule. Furthermore, the coefficients of the variables corresponding to
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the indices (t1, j1), . . . , (ts, js) sum up to q, which leaves just a coefficient of 0 for
xtl,l. Contradiction! Therefore, no such element can exist, and we have shown that an
inequality that fulfills the two conditions is maximal.

Finally, we show that a maximal inequality Q for which the incidence matrix AQ

has full column rank is indeed facet-inducing. This proof is done in a similar way as
the one for Lemma 7.3.12. First, we note that we can find for each job a cycle in a
similar way, as in the case of right-hand side equal to 2.

Next, we will show that the points in (P integer ∩Q) do not fulfill any other equal-
ity then Q and the ones named in equation (7.4). Therefore, assume that there is an
equality ∑

t,j

αt,jxt,j = β (7.73)

that is fulfilled by all these points. We show that this equality is a linear combination
of the named ones. Using the cycles of a each job in a similar way as in the proof of
Lemma 7.3.12, we see that we can rewrite equation (7.73) as follows:

∑
j

αj

∑
t∈Ij

xt,j = 1

+

∑
j

∑
t∈Bj

δt,jxt,j = γ

 . (7.74)

Using the fact that the matrix AQ has full column rank in a similar way as in the proof
of Lemma 7.3.12, we see that the δt,j are unique. From this, it follows that the equality
(7.73) is a linear combination of the inequalities Q and the ones named in (7.4).

Therefore, we have shown, that the first point of the theorem in question follows
from the second one. ut

Finally, we give an example of the usability of Theorem 7.3.15. We show that the
inequality

Q ≡

(
3∑

t=0

x1,t +
3∑

t=0

x4,t +
4∑

t=0

x2,t +
4∑

t=0

x3,t ≤ 3

)
(7.75)

is facet-inducing for the time-indexed integer polytope of the no-wait job shop in-
stance whose jobs are depicted in Figure 7.5 and whose starting time intervals are
assumed to be I1 = I2 = I3 = I4 = [0, 100].

In order to show that the inequalities are facet-inducing we first observe that one
can show that the subsequent equalities hold, using a similar argumentation as in the
example of the previous subsection:

f
(3)
[{1,2,3}⇒4]([0, 3], [0, 4], [0, 4]) = [4, 100] ,

f
(3)
[{1,2,4}⇒3]([0, 3], [0, 4], [0, 3]) = [5, 100] ,

f
(3)
[{1,3,4}⇒2]([0, 3], [0, 4], [0, 3]) = [5, 100] ,

f
(3)
[{2,3,4}⇒1]([0, 3], [0, 3], [0, 4]) = [4, 100] .

(7.76)
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Furthermore, it is easy to see that the highest-coefficient property is true for the in-
equality Q. To be able to apply Theorem 7.3.15, we remark here that Property 7.2.7
holds, since we assumed the starting time intervals to be big. Finally, we need to show
that the matrix AQ has full column rank. This can be done by elementary calculations.

job 1

job 2

job 3

job 4

time0 5 10

Machines

M1
M2

M1
M2

M1
M2

M1
M2

Fig. 7.5. The four jobs.

Last, but by no means least, we show by way of this example that facet-inducing
inequalities with right-hand side equal to 3 indeed strengthen the time-indexed poly-
tope as described in Section 7.1. To see this, take the point given by x0,1 = x2,1 =
x0,4 = x2,4 = x3,2 = x4,2 = x4,3 = x10,3 = 1

2 and 0 anywhere else. It is easy to
check that this point lies within the time-indexed polytope, but is cut off by the in-
equality (7.75). Therefore, the facet-inducing inequalities strengthen the time-indexed
polytope in general.

7.4 An Algorithm to Strengthen Valid Inequalities

In this section we first derive an algorithm from the characterizations we established
in the past few sections that checks whether a maximal, valid inequality exists which
includes a given set of variables and outputs one, in case there is such an inequality.
In the case of inequalities with right-hand side equal to 1, we have seen that the max-
imality of a valid inequality is sufficient to prove that it is facet-inducing. In the case
of inequalities with right-hand side equal to 2, we give a second algorithm that checks
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whether the found maximal inequality is facet-inducing and in case it is not finds a
family of facet-inducing inequalities that induce the given inequality. For the case of
right-hand side being equal to q ≥ 3, we are only able to derive a third algorithm that
checks whether a given maximal inequality is facet-inducing or not.

7.4.1 The Algorithm

The algorithm we describe in this subsection is handed a set of variable indices B
and a right-hand side q. It will decide whether there is a valid, maximal inequality
with right-hand side equal to q that contains all the variables indexed by the elements
in B. In case such an inequality exists, it may contain other variables, not indexed
by the elements in B too. Furthermore, we give an algorithm that computes such an
inequality, if there is one.

In order to achieve this, we first try to generate a valid inequality out of the set
B. Therefore, we need to assign integral coefficients to the entries in B. We assign
these integers one by one: for all elements in B, we successively fix a coefficient. We
fix the coefficient to be maximal with respect to q and the validity of the inequality.
For example, say we are given q = 4 and an entry (t, j) ∈ B such that there are two
different jobs j′, j′′ 6= j and two time-indices t′ and t′′ such that (t′, j′), (t′′, j′′) ∈ B
and such that these three jobs j, j′, and j′′ can be started in the same schedule at the
time-indices t, t′, and t′′, respectively. Furthermore, let there be no three jobs that can
be started in B next to j. Say we have not assigned any coefficients to the indices
(t′, j′) and (t′′, j′′) yet. Then, the index (t, j) gets a coefficient equal to 2 since we
assumed that there are at most two jobs to be started next to j within B when j starts at
time-index t. If we had already assigned (t′, j′) a coefficient equal to 2, then we would
have chosen the coefficient for the index (t, j) equal to 1 since there are schedules that
violate the inequality otherwise.

In case we do not succeed to give each entry in B a positive coefficient, we know
that there is no valid inequality with right-hand side equal to q that includes the vari-
ables indexed by B. On the other hand, this process will, in case it succeeds in finding
a positive coefficient for each entry in B, find a valid inequality Q with right-hand
side equal to q that includes the variables indexed by B. For this valid inequality Q,
we compose the (hyper)graph Gq

Q. We continue with the description of the algorithm
only for the general case; i.e., we deal only with hyper-graphs (which we composed
for the cases where q ≥ 3), since the cases q = 1 and q = 2 are induced by the no-
tation we developed previously in this chapter. It can be easily shown (using a similar
argument as in the proof of Lemma 7.3.10) that the validity of an inequality Q with
right-hand side q is equivalent to having the inclusion
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Bl ⊂

 q⋂
u=1

⋂
Θ∈Yl

u

⋂
q1+···+qs=q,s≤u

f
(s)
[{j1,...,js}⇒l](V (EQ)q1

j1
, . . . , V (EQ)qs

js
)

 .

(7.77)
for each job l. In case we have a proper inclusion for a job l, the algorithm takes an
element t that is in the right-hand side of this formula but not in the left hand side, and
adds it to Bl. The coefficient of the index (t, l) is chosen to be maximal with respect
to the validity of the inequality (using a similar method as above in the algorithm that
decides whether there is a valid inequality that includes the variables indexed by a set
given to the algorithm as a parameter). It was shown in the proofs of the Theorems
7.3.2, 7.3.9, and 7.3.15 that we do not destroy the validity of the inequality by doing
this. After this selection process the hypergraph Gq

Q is updated and it is checked with
the new set EQ, whether we still have a proper inclusion in (7.77). In case we have
one, we repeat the selection process. Otherwise the algorithm terminates. From the
way in which we chose the coefficients, it follows directly that the highest-coefficient
property holds for the found inequality, and it follows from the Theorems 7.3.2, 7.3.9,
and 7.3.15 that the found inequality is a valid, maximal one.

7.4.2 Analysis of the Algorithm

In this subsection, we assume that the value of q is fixed to a constant. Since we
selected the coefficients to be maximal, the following theorem holds.

Theorem 7.4.1. Let B be a set of indices, and q ≥ 1 an integer. The algorithm de-
scribed above decides in polynomial time whether a valid inequality exists with right-
hand side equal to q that contains the set of variables indexed by B. In case such an
inequality exists, it computes such a maximal inequality in polynomial time.

Proof. The fact that the algorithm works correctly follows from the theorems men-
tioned above. Thus we only need to prove that this process can be carried out in poly-
nomial time.

For this, we first observe that the initial inequality can trivially be built in poly-
nomial time. The q-job propagator is computable in time polynomial in the size of
the qth-order intervals, thus it is computable in polynomial time (cf. Corollary 4.7.2).
Therefore, the functions f (q) are computable in polynomial time. Each computation
of the hypergraph Gq

Q works trivially in polynomial time, as well as the computation
of the each one of the sets V (Es

Q)qi

ji
. Therefore, the set

f
(s)
[{j1,...,js}⇒l](V (EQ)q1

j1
, . . . , V (EQ)qs

js
) (7.78)

is computable in polynomial time. The only thing left to show is that we need to
compute these sets at most a polynomial number of times. To see this, observe that we
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need to compute the intersection at most a polynomial number of times. Thus, we just
have to prove that the intersection has polynomially many entries. But this is trivial,
since q is fixed. ut

We have seen in Proposition 7.2.6 that maximality is in general a necessary con-
dition for an inequality to be facet-inducing. Since we have seen in Subsection 7.3.2
that for the case where q = 1 it is equivalent to have a maximal inequality and a
facet-inducing inequality, the following corollary holds.

Corollary 7.4.2. Let B be a set of indices in general position and let the time horizon
T be large. The polynomial algorithm above decides whether or not a valid inequality
with right-hand side equal to 1 exists that contains the variables indexed by B. In case
one exists, it computes a facet-inducing inequality with right-hand side equal to 1 that
contains the set of variables indexed by B.

Where q = 2, one can decide whether or not the inequality that is found by the
algorithm above is facet-inducing. This works as follows: Since we choose the coef-
ficients to be maximal, the found inequality fulfills the highest-coefficient property.
Therefore, we only have to check whether the graph Gq

Q contains an odd cycle in each
of its connected components (cf. Subsection 7.3.3). In case the inequality is not facet-
inducing, we can give two facet-inducing inequalities that induce the one found, as the
subsequent theorem shows. Before we formulate this theorem, we want to show two
technical lemmas that we will need during the proof of this theorem.

The first of these lemmas shows the following: Let Θ = {j1, . . . , js} be a set
consisting of s jobs. Let Ur and U ′

r be two subsets of the starting time intervals of
jr, for r = 1, . . . , s. Let Vk, V ′

k , and V ′′
k be the set of possible starting times of a

job k 6∈ Θ when we have to start the jobs j1, . . . , js in U1, . . . , Us, U ′
1, . . . , U

′
s, and

U1 ∪ U ′
1, . . . , Us ∪ U ′

s, respectively. Then the Lemma 7.4.3 shows (formally) that the
set Vk ∪ V ′

k equals the set V ′′
K . Lemma 7.4.4 follows directly from Lemma 7.4.3. It

states that Vk ⊂ V ′′
k .

Lemma 7.4.3. For any job ι in a set Θ = {j1, . . . , js} consisting of s jobs, let Uι and
U ′

ι be two subsets of Iι such that the equality Uι = U ′
ι holds for all ι except for one

ι0 ∈ Θ. Then the following equality holds for any job k 6∈ Θ:

f
(s)
[Θ⇒k](Uj1 , . . . , Ujs

)∪f
(s)
[Θ⇒k](U

′
j1 , . . . , U

′
js

) = f
(s)
[Θ⇒k](Uj1 ∪U ′

j1 , . . . , Ujs
∪U ′

js
) .

(7.79)

Proof. Let x = (x1, . . . , xs) ∈ Uj1 × . . .× Ujs be an s-tuple of starting times of the
jobs in Θ. When we start the jobs j1, . . . , js at the time-indices x1, . . . , xs, respec-
tively, let Yx be the set of possible starting times for job k. Let Y ′

x be defined in a
similar way where we replace the Uι by U ′

ι .
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Then, the set of feasible starting times for job k when the s jobs j1, . . . , js start in
Uj1 , . . . , Ujs

and U ′
j1

, . . . , U ′
js

, respectively, are equal to the sets⋃
x

Yx and
⋃
x

Y ′
x . (7.80)

When the s jobs start in Uj1 ∪ U ′
j1

, . . . , Ujs
∪ U ′

js
, it is clear that the set of feasible

starting times of job k is equal to the set⋃
x

(Yx ∪ Y ′
x) . (7.81)

Therefore, the proposition follows from the (trivial) equality(⋃
x

Yx

)⋃(⋃
x

Y ′
x

)
=
⋃
x

(Yx ∪ Y ′
x) . (7.82)

ut

Lemma 7.4.4. For any job ι ∈ Θ, let Uι and U ′
ι with U ′

ι ( Uι ⊂ Iι be two subsets of
the feasible starting times. Then

f
(s)
[Θ⇒k](Uj1 , . . . , Ujs) ⊂ f

(s)
[Θ⇒k](U

′
j1

, . . . , U ′
js

) . (7.83)

Proof. This proof follows immediately from Lemma 7.4.3. ut

Theorem 7.4.5. Let B be a set of indices in general position, and let the time horizon
T be large. Then there is a polynomial algorithm that computes from a maximal, valid
inequality Q ≡ (x(B1) + 2x(B2) ≤ 2) with right-hand side equal to 2, which is
not facet-inducing, two facet-inducing inequalities that induce the given (not facet-
inducing) inequality.

Proof. We first compile two facet-inducing inequalities out of the given inequality Q.
To this end we distinguish two cases. The first case is the one where either the set B1

is empty, or Gq
Q has no components that contain odd cycles. The second case is the

one where Gq
Q contains at least one odd cycle.

If B1 is empty, or Gq
Q has no components with an odd cycle, we can split the

inequality into two inequalities with right-hand side equal to 1. Therefore, we use a
similar construction as in the proof of Proposition 7.3.7. The only difference is that
we give the nodes a coefficient equal to 1 instead of one equal to 2. Let x(B̃) ≤ 1
be one of the resulting inequalities. In order to apply the method for finding a facet-
inducing inequality with right-hand side equal to 1 induced by the algorithm described
in Subsection 7.4.1 we have to show that this inequality is a valid one. Using a similar
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argument as in the proof of Theorem 7.3.3, it can easily be shown that an inequality
with right-hand side equal to 1 is valid if and only if we have an inclusion

B̃k ⊂ f
(1)
[j⇒k](B̃j) (7.84)

for each pair of jobs (j, k). In order to show that this inclusion has to hold for each
pair of jobs, we assume the opposite and deduce a contradiction. Thus assume that
this inclusion is violated for one pair (j, k). It follows that there is a t ∈ B̃j and a
t′ ∈ B̃k such that j and k can be started at t and t′, respectively. This means that the
corresponding nodes in Gq

Q are connected by an arc, which means that both nodes
have different colors. This is a contradiction to the way we constructed the inequality
x(B̃) ≤ 1. Therefore, the resulting inequalities are valid ones, and we can apply the
algorithm presented in Subsection 7.4.1 in order to get two facet-inducing inequalities
with right-hand side equal to 1.

If there is at least one connected component in Gq
Q that contains an odd cycle, we

do the following: We take the components of Gq
Q that contain no odd cycles and color

the nodes red and blue, as above. We put each variable that corresponds to a blue (red)
node in the first (second) inequality with a coefficient equal to 2, respectively. We do
the same with the variables for which we find the indices in B2. We put them all into
each of the two inequalities with a coefficient equal to 2. All other variables in B1

get coefficient 1 in both inequalities. According to the preceding lemma, the resulting
inequalities are valid ones, since they contain only a subset of the variables. When
we skip the part of the algorithm presented in the previous subsection that generates a
valid inequality from a set of indices, we can apply the ‘rest’ of this algorithm to the
two resulting inequalities.

Next, we show that the two resulting inequalities are indeed facet-inducing. This
is done by applying Theorem 7.3.9. Therefore, we have to show that the conditions
named in the second part of this theorem are true. First, we observe that the equali-
ties (7.37) hold after an application of the algorithm, described in the recent section,
since equality in each of them is the criterion to terminate the algorithm from the last
subsection. Secondly, the resulting inequality will fulfill the highest-coefficient con-
dition. Here is why: Each of the inequalities that we feed to the algorithm fulfills the
highest-coefficient condition. Either a coefficient is 2 or (in case it is 1) there is another
coefficient equal to 1 such that the corresponding jobs can be started at the correspond-
ing time-indices. The algorithm itself chooses the coefficients of the selected variables
to be maximal with respect to the validity of the inequality and the already fixed co-
efficients (these are the ones that are greater than 0). Therefore, it chooses them to be
equal to 2 if possible, and equal to 1 otherwise. Thus the highest-coefficient property
holds in the resulting inequalities. Another direct consequence is that the resulting in-
equalities are non-decomposable. Here is why (again): The graph Gq

Q of an inequality
that we fed to the algorithm had an odd cycle in each connected component. The al-
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gorithm now chooses a coefficient only to be 1 if there is already an index in the set
of variables that already have a coefficient 1, such that both jobs can be scheduled in
the same schedule to be started at the corresponding time-indices. Therefore, in each
such step, we ‘add’ a vertex to the graph and an edge that connects this new node to
one of its components. Therefore, the resulting graph will have an odd cycle in each
connected component.

Thus, we can apply Theorem 7.3.9 and see that the resulting inequalities are indeed
facet-inducing.

All that remains to show is that these two inequalities induce the given inequality
Q. Therefore, we add the two inequalities. In the first case, we see that these two
inequalities add up to exactly the original inequality Q. In the second case, we need to
modify the resulting inequality in the following way. We reset the coefficients of those
variables that where not in the inequality Q to 0. It is then easy to see that we have
an inequality that equals the inequality Q multiplied by the constant 2. Therefore, the
two inequalities found induce the inequality Q. ut

Let q ≥ 3. We were (unfortunately) unable to derive an algorithm that finds for a
given, not facet-inducing inequality a family of facet-inducing inequalities that induce
the given inequality. But we are able to give an easy-to-check criterion that, in case it
is fulfilled, ensures that a maximal inequality is facet-inducing. This is stated in the
following theorem.

Theorem 7.4.6. Let q ≥ 3. Given a maximal, valid inequality with right-hand side
equal to q, we can efficiently decide, by checking whether AQ has full column rank,
whether it is facet-inducing or not.

Proof. This theorem is a direct consequence of Theorem 7.3.15. ut





8

The Separation Problem

In this chapter we look at the LP relaxation of the time-indexed ILP formulation, de-
scribed in the previous chapter. In this formulation we have reformulated the problem
of finding a feasible schedule for a given no-wait job shop problem instance into the
problem of finding an integral point in a certain polytope, called the time-indexed poly-
tope. Given a point of the time-indexed polytope that does not lie in the convex hull of
the set of integral points of the time-indexed polytope (the so-called time-indexed inte-
ger polytope), we ask ourselves the following question: Does a facet-inducing inequal-
ity with right-hand side equal to 1 exist that separates this point from the time-indexed
integer polytope? This problem is called the separation problem.

It is an easy consequence from the proof that the non-preemptive one-machine
scheduling problem with release dates and deadlines is NP-complete in the strong
sense that the no-wait job shop problem is NP-hard in the strong sense as well. From
this result it follows that the decision variant, where one fixes an upper bound on the
makespan and only asks for a feasible schedule, is NP-hard in the strong sense too.
This can be seen by applying binary search to this upper bound. Furthermore, we note
that the separation problem with facet-inducing inequalities is NP-hard when we do
not fix the right-hand side of the inequalities, as we explain next.

In case there would be a polynomial algorithm that finds a facet-inducing hyper-
plane that separates a given point in the time-indexed polytope from the time-indexed
integer polytope, it would, according to Schrijver (1986) (Corollary 17.1a), be possi-
ble to solve the no-wait job shop problem in polynomial time. In order to show this,
we show first that it would be possible to find a schedule in polynomial time with a
makespan of at most a given value.

Therefore, we fix the time horizon T to the value of the (given) upper bound of
the makespan and ask for a vertex of the corresponding time-indexed polytope. Such
a vertex can be computed in polynomial time (polynomial in the size of the time-
indexed formulation), see Schrijver (1986) for details. According to Schrijver (1986)



158 8 The Separation Problem

there are only polynomially many (polynomial with respect to the size of the time-
indexed formulation) facet-inducing inequalities of the integer polytope. By finding
a violated, facet-inducing inequality, each time we compute a fractional vertex of the
time-indexed polytope, and resolving the resulting system again, we find an integral
point in time polynomial in the size of the time-indexed formulation. Using binary
search on the time horizon, we can find the smallest T such that there is a feasible
schedule for a given no-wait job shop instance. This smallest T is then equal to the
optimal makespan. This contradicts the NP-hardness of the no-wait job shop problem
in the strong sense, unless P = NP.

Note that we can always find Gomory cuts to separate a given point from the
time-indexed integer polytope, as long as we can ensure that this point lies in the
time-indexed polytope, but not in the time-indexed integer polytope.

The main result of this chapter, which is given in Section 8.1, is that it is even NP-
hard to solve the separation problem with inequalities having right-hand side equal
to 1. We denote this problem by SIRHS1. In Section 8.2 we describe a branch-and-
bound algorithm that finds inequalities with arbitrary but fixed right-hand side that
are violated by a given point of the time-indexed polytope, in case there are such
inequalities. Note that we do not show that an upper bound on the right-hand sides
of facet-inducing inequalities exists, nor that all facet-inducing inequalities are of the
form

q∑
u=1

u x(Bu) ≤ q (8.1)

(notation as in Chapter 7). Therefore, we do show that a given point lies in the time-
indexed integer polytope, even if there are no violated inequalities with right-hand
side equal to 1, 2, . . . , q, for some q ∈ IN.

Before we start proving that it is indeed NP-complete to find a separating hyper-
plane with right-hand side equal to 1, we recall the definition of the 3-SATISFIABILITY
problem (Garey & Johnson 1979), which we will reduce below to the SIRHS1 prob-
lem.

Let Y = {y1, . . . , yn} be a set of boolean variables. A truth-assignment for Y is a
function t : Y −→ {TRUE, FALSE}. If t(y) = TRUE we say that y is ‘true’ under
t. If t(y) = FALSE we say that y is ‘false’. If y is a variable in Y , then y and y are
literals over Y . The literal y is true if and only if the variable y is true under t. The
literal y is true if and only if the variable y is false. The operator that generates the
literal y from a variable y is called negation.

A clause over Y is a set of three literals, and we say that a clause c is satisfied
by a truth-assignment if and only if at least one of its members is true under that
assignment. Thus, a clause represents the disjunction of the literals it contains. We
write a clause c consisting of the three literals z1, z2, and z3 as

c = z1 ∨ z2 ∨ z3 . (8.2)
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A variable y ∈ Y appears in the clause z1 ∨ z2 ∨ z3 if there is an i ∈ {1, 2, 3} such
that zi equals y or y.

A collection C of clauses over Y is satisfiable if and only if there exists a truth-
assignment for Y that simultaneously satisfies all the clauses in C. Such a truth-
assignment is called a satisfying truth-assignment for C. The 3-SATISFIABILITY prob-
lem is specified as follows.

Given a set Y of variables and a collection C of clauses over Y , is
there a satisfying truth-assignment for C?

Let us denote the number of variables and the number of clauses by n and m, respec-
tively.

8.1 The NP-Completeness of the SIRHS1 Problem

In this section we prove the following result.

Theorem 8.1.1. Given a point of the time-indexed polytope, the problem of deciding
whether an inequality with right-hand side equal to 1 exists that separates this point
from the time-indexed integer polytope is NP-complete.

We now show that this separation problem lies in the class NP, and later that it
is NP-hard to solve. For the first part, we remark that we need to make a decision
for each variable. We need to decide whether its coefficient is equal to 0 or 1 in the
inequality. This can be done using branches in the execution, in polynomial time on
a non-deterministic Turing-machine. Once we have fixed for each variable a coeffi-
cient, we can check whether the inequality is valid or not, via the algorithm that was
presented in the previous chapter. In case it is valid, we can compute the value of the
left-hand side of the inequality and see whether it is greater than 1. In case it is we
found a violated inequality. Thus, the problem is a member of the class NP.

The idea of the second part of this proof, namely the one where we show that the
separation problem is NP-hard, is to reduce the 3-SATISFIABILITY problem (Garey
& Johnson 1979) to the separation problem by a polynomial time transformation. We
divide this proof into two parts. In the first part we give an overview of the idea behind
the transformation. In the second part we fill in the details.

8.1.1 The Idea behind the Transformation

Therefore, the only thing left to do, is to give a polynomial time reduction of 3-
SATISFIABILITY to SIRHS1. First, we want to show how we construct a no-wait job
shop instance from a 3-SATISFIABILITY instance. Later, we describe a point x∗ that
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lies in the time-indexed polytope. This is done after we have scaled the involved nu-
merals for reasons of convenience. This scaling process itself can be carried out in
polynomial time too. So we do not have to prove that we can ‘translate’ the results
back to the non-scaled numerals. Finally, we show that there is a subset B of indices
that defines a facet-inducing inequality∑

(t,j)∈B

xt,j ≤ 1 (8.3)

that separates x∗ from the time-indexed integer polytope if and only if the 3-SATIS-
FIABILITY instance is satisfiable. For reasons of convenience we also denote the sum∑

(t,j)∈B xt,j by the term x(B), and the whole inequality x(B) ≤ 1 by the letter Q.
We write Q ≡ (x(B) ≤ 1) to indicate that Q and the inequality x(B) ≤ 1 are equal.

To a given 3-SATISFIABILITY instance with n variables and m clauses, we asso-
ciate a no-wait job shop instance as follows:

For each 3-SATISFIABILITY variable yi we introduce two jobs ji,1 and ji,2, and
for each 3-SATISFIABILITY clause c we include six jobs j1

c , . . . , j6
c in the associated

no-wait job shop instance.
Each job consists of a number of operations (of unit length) that are all to be

started at the same time (this is ensured by the no-wait constraints that these jobs
possess). The only goal of the operations is to model relationships (which are specified
below) between pairs of jobs. If we wish that two jobs i and j cannot be executed
simultaneously, then one operation per job is introduced on a machine Mi,j , where
only these two operations have to be executed. We say in this case that job j intersects
with job i, and vice versa. All jobs are available from time-index 0 on and have the
common deadline T = ñ2, where ñ denotes the number of jobs in the instance.

Of the two jobs ji,1 and ji,2 that we introduced for a 3-SATISFIABILITY variable
yi, each one represents one possible value of a truth-assignment for this variable:
TRUE or FALSE, respectively. The jobs ji,1 and ji,2 can start at the same time,
while two jobs that we introduced for yi and yj cannot start at the same time if we
introduced them for two different 3-SATISFIABILITY variables.

Each pair of jobs that we included for different clauses cannot start at the same
time either. Furthermore, each of the jobs that we introduced for a clause c intersects
with each job that we introduced for a 3-SATISFIABILITY variable that does not appear
in the clause c.

The jobs we introduced for one clause c and those we introduced for the variables
on which c depends, intersect in the way depicted in Tables 8.1 and 8.2.

We will see that the intersection patterns of the jobs we introduced for a clause
c and those we included for the variables that correspond to the literals of which c
consists, enable us to do the following: This intersection pattern allows us to include
that many indices (0, j) into a index set B such that the sum of all the values of the
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variables xt.j in x∗, where this sum sums over all the indices (t, j) in B, is greater
than 1 if and only if the 3-SATISFIABILITY instance is satisfiable.

The no-wait job shop instance, constructed in the few lines above, is trivially of
polynomial size in the size of the 3-SATISFIABILITY instance. There are two things
left to do: We have to give the point x∗ of the time-indexed polytope and show that it
is constructible in polynomial time, and we have to give the proof that a solution of
the separation problem for x∗ leads to a solution of the 3-SATISFIABILITY problem
and vice versa. We do both in the next subsection.

8.1.2 Details

j1
c j2

c j3
c j4

c j5
c j6

c

j1
c no yes no no no

j2
c no no no yes no

j3
c yes no no no no

j4
c no no no no yes

j5
c no yes no no no

j6
c no no no yes no

Table 8.1. Intersection table of the six jobs we included for a single clause.

j1
c j2

c j3
c j4

c j5
c j6

c

z1 = y1 j1,1 no no yes yes yes yes
z1 = y1 j1,2 yes yes yes yes yes yes
z1 = y1 j1,1 yes yes yes yes yes yes
z1 = y1 j1,2 no no yes yes yes yes
z2 = y2 j2,1 yes yes no no yes yes
z2 = y2 j2,2 yes yes yes yes yes yes
z2 = y2 j2,1 yes yes yes yes yes yes
z2 = y2 j2,2 yes yes no no yes yes
z3 = y3 j3,1 yes yes yes yes no no
z3 = y3 j3,2 yes yes yes yes yes yes
z3 = y3 j3,1 yes yes yes yes yes yes
z3 = y3 j3,2 yes yes yes yes no no

Table 8.2. Given a clause z1 ∨ z2 ∨ z3, this table depicts the intersections of the jobs we
introduced for the 3-SATISFIABILITY variables and the jobs we introduced for the given clause,
depending on whether the variables are negated within the clause or not.
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Since all the operations have processing time 1 and all operations of a job are to
be started at the same time, the index set B of a valid inequality x(B) ≤ 1 can only
contain indices that are associated with the same time-index. Furthermore, every two
jobs associated with two different entries of B have to have an operation on a common
machine, since otherwise, by issuing the constraint x(B) ≤ 1 to the time-indexed ILP
formulation we would cut off the feasible schedules where these two jobs start at the
same time-index, which contradicts the validity of the inequality.

Before we prove that it is indeed NP-complete to decide whether a given point x∗

can be separated from the time-indexed integer polytope by a facet-inducing inequality
with right-hand side equal to 1, we need to construct the point x∗ and show that it lies
in the time-indexed polytope. For reasons of convenience we scale the numbers by
w, which we define to lie in-between the following two numbers (we write these two
numbers here in their decimal representation)

111 . . . 111︸ ︷︷ ︸
n times

333 . . . 333︸ ︷︷ ︸
m times

> w

≥ 111 . . . 111︸ ︷︷ ︸
n times

000 . . . 000︸ ︷︷ ︸
m times

.
(8.4)

We only specify the values x∗0,j since we can distribute the ‘rest’ later in such a way
that there is a single, non-zero value for each time-index except for time-index 0. Thus,
we can make sure that in case there is a violated inequality x(B) ≤ 1, all indices in B
are associated with time-index 0.

The values x∗0,j associated with the two jobs that we included for a
3-SATISFIABILITY variable yi, namely ji,q (for q = 1, 2), get the values that have
the following decimal representation

x∗0,ji,q
:= a1 . . . anb1 . . . bm , (8.5)

where ai = 1 and ar = 0 for all r 6= i. The values of the b1, . . . , bm are determined as
follows. If the variable yi does not appear in any literal of the clause c, we set bc = 0.
If q = 1 and the variable is not negated in the clause, we set bc = 1, and we set bc = 0
if yi is negated. In case we have q = 2 and the variable is negated in the clause, we
set bc = 1, and we set bc = 0 if yi is not negated. We may assume that yi does not
appear both negated and not negated in clause c, since the clause would be satisfied
then anyway.

The variables x∗0,j that are associated with the jobs ji
c (for i = 1, . . . , 6), which we

introduced for the clauses, get the following values (we use the decimal representation
again)

x∗0,ji
c

:= b′1 . . . b′m , (8.6)

where b′c = 1 and b′r = 0 for all r 6= c.
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In order to check that the point x∗ constructed above indeed lies in the time-
indexed polytope, we first remark that it is trivial that all entries of x∗ lie between
0 and w. On the other hand, we remarked above how we fulfill the constraints∑

t∈Ij
xt,j = 1 for each job j such that in case there is a violated inequality x(B) ≤ 1

all entries in B are associated with the time-index 0. Therefore, all that has to be shown
is that the machine capacities are not exceeded at any time. For each time slice [t, t+1]
with t > 0 this is trivially true, by construction. For t = 0, observe that there are at
most two jobs that have an operation on a common machine. It follows that the ma-
chine capacities are not exceeded in the time slice [0, 1] either.

Since one can compute all the values in polynomial time (polynomial in the size
of the 3-SATISFIABILITY instance), the point x∗ is constructible in polynomial time
too.

Next, we state and prove the main result of this section. Here we write x∗(B) for
the sum of the values of the variables indexed by B in the point x∗.

Proposition 8.1.2. The 3-SATISFIABILITY instance is satisfiable if and only if there
is a valid inequality x(B) ≤ 1 such that

x∗(B) ≥ 111 . . . 111︸ ︷︷ ︸
n times

333 . . . 333︸ ︷︷ ︸
m times

. (8.7)

Proof. We first show the ‘if’ part. That is, we show that there is a set B of indices,
such that x∗(B) becomes big enough if the 3-SATISFIABILITY instance is satisfiable.
We will construct an inequality x(B) ≤ 1 where the set B contains only indices that
are associated with the time-index 0. As stated above, all the jobs associated with the
entries in B have to intersect each other, since otherwise the inequality x(B) ≤ 1
would not be valid. Assume that the 3-SATISFIABILITY instance is satisfiable. Let

t : {y1, . . . , yn} −→ {TRUE, FALSE} (8.8)

be a truth-assignment of all the variables of the 3-SATISFIABILITY instance that satis-
fies all its clauses. Next, we build a subset B of indices (0, j) such that x∗(B) attains
at least the value of

1111 . . . 1111︸ ︷︷ ︸
n times

3333 . . . 3333︸ ︷︷ ︸
m times

> w , (8.9)

and such that the jobs associated with the entries in B pairwise intersect each other.
For all 3-SATISFIABILITY variables yi we take (0, ji,1) in B if t(yi) = TRUE, and
(0, ji,2) otherwise. Since t is a satisfying truth-assignment for all the clauses, there is
at least one literal in each clause that evaluates to TRUE. From this we may conclude
that for each clause c there is at least one index (0, j) ∈ B such that (using the notation
of formula (8.5)) bc = 1. Furthermore, we have for each i = 1, . . . , n exactly one
index (0, j) ∈ B such that (using the notation of formula (8.5)) ai = 1. It follows that
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by choosing these indices (0, j) into B, the sum of all the values of variables indexed
by an element in B is at least

x∗(B) ≥ 1111 . . . 1111︸ ︷︷ ︸
n times

1111 . . . 1111︸ ︷︷ ︸
m times

. (8.10)

It is relatively easy to see that all jobs of which we chose the indices (0, j) to be
in B intersect by construction. In case there is a clause where all three literals are
TRUE, we have a 3 at the corresponding place among the lower m digits. On the
other hand, when there are only one or two literals that evaluate to TRUE in a clause
c = z1 ∨ z2 ∨ z3, we can elect two or one of the six indices (0, j1

c ), . . . , (0, j6
c ) into

the set B without destroying the intersection property. For example, say c does not
contain any negated variables. If literal z1 evaluates to TRUE under t and z2 and z3

to FALSE (under t), we can choose the two indices (0, j4
c ) and (0, j6

c ) in the set B.
Therefore, we get a ‘3’ as the corresponding digit in any case.

Next, we prove the ‘only if’ part. Let there be a facet-inducing inequality x(B) ≤
1 such that

x∗(B) ≥ 1111 . . . 1111︸ ︷︷ ︸
n times

3333 . . . 3333︸ ︷︷ ︸
m times

. (8.11)

Since we constructed the point x∗ in a way such that for each fixed t > 0 there is
at most one variable xt,j that is non-zero, the set B can only contain indices that
are associated with the time-index 0 since otherwise (say we have (j, t) ∈ B and
(j′, t′) ∈ B with j 6= j′ and t 6= t′) we would, by issuing the inequality x(B) ≤ 1
to the time-indexed ILP, exclude some valid schedules, namely the ones where job j
starts at time-index t and job j′ starts at time-index t′. Since the jobs ji,1 and ji,2 can
be started simultaneously, for any i = 1, . . . , n, there can be at most one of the two
indices (0, ji,1) and (0, ji,2) in the set B for any i = 1, 2, . . . , n. Because the values
x∗0,ji,1

and x∗0,ji,2
are the only ones that can increase the ith digit (counting from the

left-hand side) of x∗(B), we have exactly one of the two indices (0, ji,1) and (0, ji,2)
in the set B. This defines a truth-assignment

t : {y1, . . . , yn} −→ {TRUE, FALSE} (8.12)

by setting t(yi) = TRUE iff (0, ji,1) ∈ B and t(yi) = FALSE iff (0, ji,2) ∈
B. We will show next that this truth-assignment t satisfies all clauses of the 3-
SATISFIABILITY instance. We show that for any choice of B we have that the (n+c)th

digit (counted from the left) of x∗(B) is at most equal to 3, and it can only be equal to
3 if clause c is fulfilled by t. Since we know that

x∗(B) ≥ 1111 . . . 1111︸ ︷︷ ︸
n times

3333 . . . 3333︸ ︷︷ ︸
m times

, (8.13)
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the proof follows. In order to show that each of the last m digits is at most 3, we
observe that for each clause c we introduced exactly 9 values of time-indexed vari-
ables that can increase the (n + c)th digit (counting from the left-hand side) of x∗(B).
Thereby, each of these values can increase this digit by 1. Thus, we only have to con-
sider the problem digit-wise. We show this by remarking first that if a literal of clause c
evaluates to TRUE under the truth-assignment t, the value of the corresponding time-
indexed variable increases the (n + c)th digit of x∗(B) by 1. The other six values that
increase the (n + c)th digit are those that are stored in the time-indexed variables that
correspond to the six jobs that were included for clause c. Next, we have to distinguish
four cases:

• All three literals of a clause c evaluate to TRUE. In this case it follows from the
intersection Tables 8.1 and 8.2 that not a single one of the six indices correspond-
ing to the jobs that we included for cause c can be in the set B. Thus, the (n + c)th

digit of x∗(B) is exactly 3 in this case.
• Only two of the three literals of clause c evaluate to TRUE. It follows from the

same tables that we can have exactly one of the six indices corresponding to the
jobs that we included for the clause c in B. Therefore, in this case we have at most
a 3 at the (n + c)th digit of x∗(B).

• Only one literal evaluates to TRUE of clause c. The same tables as above show
that we can have at most two of the six indices corresponding to the jobs that we
included for the clause c in B. This implies that in this case the (n + c)th digit is
at most 3.

• Not a single literal of clause c evaluates to TRUE. In this case we can have at
most two of the six indices corresponding to the six jobs that we included for the
clause c in the set B (as one can easily deduce from Table 8.1). From this we can
conclude (since in all other cases the (n + c)th digit is at most 3) that in this case
the sum x∗(B) is smaller than

1111 . . . 1111︸ ︷︷ ︸
n times

3333 . . . 3333︸ ︷︷ ︸
m times

. (8.14)

This is a contradiction to our assumption that x∗(B) is greater than or equal to this
value. Therefore, this case cannot occur. Thus each single one of the last m digits
equals 3, and thus the clause is fulfilled by the truth-assignment t, which is what
we wanted to show. ut

We can even prove more for this no-wait job shop instance, consider the following
corollary:

Corollary 8.1.3. The inequality Q ≡ (x(B) ≤ 1), constructed in the proof above, is
facet-inducing.
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Proof. According to Theorem 7.3.2, it is sufficient to show that the equality

Bk =
⋂
j 6=k

(
f

(1)
[j⇒k](Bj)

)
(8.15)

holds for each job k. Since all jobs associated with entries in B intersect each other
and the set B contains only indices of the kind (0, j) we have

0 ∈
⋂
j 6=k

(
f

(1)
[j⇒k](Bj)

)
(8.16)

for each job k. On the other hand, all operations have unit length. Moreover, all oper-
ations corresponding to a job start at the same time. Thus, the set

⋂
j 6=k

(
f

(1)
[j⇒k](Bj)

)
(8.17)

can at most contain the time-index 0. ut

8.2 Algorithms to Solve the Separation Problem

In this section we describe an algorithm that can be used to solve the separation prob-
lem: Given any point x∗ of the time-indexed polytope, can it be separated from the
time-indexed integer polytope using valid inequalities with non-negative, integral co-
efficients and fixed, non-negative, integral right-hand sides?

The idea of this algorithm is to branch on the possible coefficients of the variables
in the inequality

∑
(t,j)∈B αt,jxt,j ≤ q that describes a potential separating inequality.

This way we fix the coefficients for the individual entries of the vector x∗. If the
coefficient vector α (where we substitute a 0 for all the unfixed coefficients) multiplied
by x∗ becomes greater than the given right-hand side, we know that we have found a
violated inequality.

The algorithm maintains two sets of indices K and B. The set K is the candidate
set. It contains those indices where the corresponding variables have coefficient 0 in
the current inequality and for which the following statement holds: By increasing one
of the coefficients that are associated to an entry in K, we do not lose the validity
of the inequality. The set B is the set of indices of selected variables. It contains the
indices of those variables for which we have already fixed a coefficient greater than 0.
In what follows we assume that the right-hand side of the inequalities we are looking
for is fixed to q, and that no valid inequalities with right-hand side smaller than q exist
that separate x∗ from the time-indexed integer polytope.



8.2 Algorithms to Solve the Separation Problem 167

Before we give a detailed description of the algorithm, we observe that we only
need to insert those variables into the pool of candidate variables that have fractional
values in x∗, which we want to separate from the time-indexed integer polytope.

Proposition 8.2.1. Let the right-hand side be fixed to q, and let x∗ also be fixed. The
indices of the variables that are 0 in x∗ can be erased from K, and if no violated
inequalities with right-hand sides < q exist, then the indices of the variables with the
values 1 in x∗ can be deleted from K as well.

Proof. Since we want to get a violated inequality, we have to maximize the sum of all
the values of the variables in the inequality multiplied the corresponding coefficients.
Since variables of value 0 contribute nothing to the sum, we can leave them out.

On the other hand, assume we would find a valid violated inequality with right-
hand side equal to q that includes a variable xt,j with x∗t,j = 1. In this case, by leaving
out this variable we get an inequality that is violated by x∗ with right-hand side equal
to q − αt,j , where αt,j is the integral coefficient of xt,j in the original inequality.
Therefore, we can erase these variables from the candidate set too. ut

8.2.1 The Algorithm

Next, we explain the algorithm in detail. We first describe the branching algorithm
and subsequently describe criteria that indicate when we can stop branching. These
criteria either verify that there is no valid inequality violated by x∗ or that we have
already found one.

We first describe the algorithm for the case q = 1 and afterwards we state the
changes when q takes other values.

The Case q = 1

As mentioned above, the algorithm branches on the coefficients of the different vari-
ables in the candidate set K, thereby fixing them (to 0 or 1 in our case since q = 1).
Thus, given a set K, in any iteration, we move one entry from the candidate set K to
the set of selected indices B, and then discard all elements of K that are not compatible
with this selection. Once we have fixed a coefficient, we can propagate this decision
to the candidate set K: We eliminate those entries from the set K that would lead to
an invalid inequality if we increase one of these coefficients to something greater than
0. To ease notation, we denote the inequality x(B) ≤ 1, which has been built for the
current set of selected variables, by the letter Q. For a job k let Bk denote the set of
time-indices t such that the pair (t, k) is an element of B.

Let k and l be two jobs, and let Al⇒k be the set of time-indices t where job k
cannot be started when we have to start job l in Bl. It is obvious that we may give
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each of the variables associated with job k and a time-index in the intersection over
all l 6= k of the sets Al⇒k a 1 as coefficient. Every variable associated with k and a
time-index outside this intersection has to have coefficient 0 since we can start k there
and a job l 6= k exists such that it can be started in Bl. Therefore, we can update the
candidate set K accordingly.

We remark here that we can accelerate the algorithm by following the subsequent
rule: When the choice of the coefficient of a certain variable does not affect the set of
possible coefficients for all other variables indexed by the current candidate set, then
we fix it to be maximal.

The Case q = 2

We finish the description of the algorithm by stating how we have to adapt, for higher
q, the propagation rule that propagates the fixation of a coefficient to the set of re-
maining indices in the candidate set K. For a job l let the symbol Kl denote the set
of time-indices t such that the pair (t, l) is an element of K. It is obvious that this set
K is completely characterized by all sets Kl. Therefore, we only need to find a way
to update these sets. For q equal to 2, the following two conditions have to be fulfilled
for the set Kl. Say we have already fixed some coefficients. Then, the set Kl has to
be a subset of those time-indices where job l cannot start when we start any other job
at a position that has a coefficient 2. Secondly it has to be a subset of those starting
time-indices, where job l cannot be started when we start two other jobs in Q. That the
set Kl indeed has to be equal to the already described set minus the set of time-indices
for the variables that have fixed coefficients for job l is shown in a similar way as in
Lemma 7.3.10.

Higher Values of q

The idea for higher values of q is the same, namely the sets Kl can only contain those
time-indices that are in the intersection of all the possible sets described next. These
sets are the sets of time-indices where we cannot start job l anymore when we start
some jobs 6= l in Q such that Q is fulfilled with equality by the corresponding (0−1)-
vector. That in the cases of higher q the set Kl is indeed equal to this set minus the set
of time-indices for which we have already fixed a coefficient for job l, is shown in a
similar way as in Theorem 7.3.15.

8.2.2 Stopping Rules

Finally, we want to discuss rules that determine when the branching algorithm can
stop branching because it has either found a violated inequality or there is no hope of
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finding one in the current branch. We again discuss these rules first for the case q = 1
and then name the differences for higher q.

The idea of the rule to verify that there is no valid inequality is to assume that
the variables indexed by the candidate set all have maximal coefficients with respect
to the validity of the inequality and then compute the value of the left-hand side of
the inequality. If this value is smaller than or equal to q, then there is no hope of
finding a valid inequality that is violated by x∗ in the current branch. Thus, we can stop
branching deeper in the current branch. In symbols, this condition can be formulated
as follows for the case q = 1:∑

(t,j)∈B

x∗t,j +
∑

(t,j)∈K

x∗t,j ≤ 1 . (8.18)

For higher values of q we need to determine the highest coefficient we can give to a
variable indexed by an element in the candidate set K, say (t̃, j̃). This can be done by
first computing the incidence matrix A of the following hypergraph. The hypergraph
has a node for each element in the set B ∪K, and an edge consisting of s ≤ q nodes
{(t1, j1), . . . , (ts, js)} if and only if the jobs j1, . . . , js are pairwise different and it is
possible to start the jobs j1, . . . , js at the time-indices t1, . . . , ts, respectively, in the
same schedule. This hypergraph can obviously be computed in polynomial time for
fixed q.

We multiply the incidence matrix A of this hypergraph from the right-hand side
by the following vector: If the coefficient of the time-indexed variable corresponding
to the matrix-row has been fixed, we put this coefficient in the corresponding entry of
the vector. If the coefficient has not been fixed, we put a 0 in the corresponding entry,
except for the specially selected entry (this is the entry at position (t̃, j̃)), there we put
a variable that we will determine later on.

The multiplication results in a vector that has entries of the form (δrα+dr), where
r runs over all rows of the matrix, the dr are non-negative integers, and δr ∈ {0, 1}
(note there is at least one δr which is equal to 1). We now can choose α maximal
such that all these entries of the product are smaller than or equal to q. This value of
α is the maximal coefficient possible for the coefficient we are interested in. To see
this, assume that the maximal coefficient is smaller than the number computed by the
algorithm. Then, there would be a schedule that starts job j̃ at time-index t̃ such that
the inequality would be fulfilled with equality by the corresponding (0−1)-vector, as-
suming we increase the coefficient of the variable xt̃,j̃ to the (smaller) maximum. But
this schedule would have a corresponding edge in the hypergraph constructed above.
Thus, the maximum can only be greater than or equal to the value found by the algo-
rithm above. If we assume that the maximum is greater, we could increase the value
found by the algorithm described above by at least 1 (since everything is integral)
without getting an invalid inequality. This means that there is no schedule such that
the corresponding (0− 1)-vector violates it. But then, there cannot be any edge in the
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hypergraph constructed above that is fulfilled with equality by the value which the al-
gorithm originally computed. Therefore, this algorithm computes the correct number.

Finally, we want to discuss a criterion that verifies that we already found a violated
inequality with right-hand side equal to q. For an entry (t, j) ∈ B let αt,j denote the
fixed coefficient. If the value of the sum∑

(t,j)∈B

αt,jx
∗
t,j (8.19)

is greater than q, then we have already found an inequality that is violated by x∗. Thus,
we can stop branching here too.

The next proposition summarizes that we find a violated inequality with right-hand
side equal to q via this algorithm, if there is one. However, the proof is trivial and is
therefore omitted.

Proposition 8.2.2. The algorithm described above will find a violated inequality, if
there is one.

We remark here that by applying the algorithms, described in Section 7.4, we can
transform the inequalities we find using the algorithm described in the few lines above
into maximal ones. In the case of the right-hand side being equal to 1 we get facet-
inducing inequalities, and where the right-hand side is equal to 2, we can get a family
of facet-inducing inequalities that induce the one found by the algorithm described
above using the second algorithm described in Section 7.4.

8.3 Heuristics to Find Valid Inequalities for the Time-Indexed
Integer Polytope

In this section we discuss a heuristic to generate valid inequalities for the time-indexed
integer polytope that separate a given point from the time-indexed integer polytope (in
case the heuristic succeeds). Of course, one can use inequalities like Gomory cuts that
only use the properties of an ILP as valid inequalities that cut off a given point that
does not belong to the integer polytope. We will not give a detailed description of
the known methods here. For this we refer the reader to literature (see for example
Schrijver 1986). Instead we describe a heuristic that uses the fact that we can generate
all possible schedules quickly assuming that the time horizon is small enough. The
resulting heuristic can be used in a branch-and-cut approach to solve the ILP formu-
lation of the no-wait job shop problem, formulated in Section 7.1.

8.3.1 An Application of the Fundamental Theorem of Linear Inequalities

The subsequently discussed heuristic is based on the fundamental theorem of linear
inequalities (see for example Schrijver (1986) for the proof).
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Theorem 8.3.1. Let a1, . . . , am, b be (m + 1) vectors in n-dimensional real space.
Then

1. either b is a non-negative linear combination of the linearly independent vectors
from a1, . . . , am, or

2. there exists a hyperplane {cx = 0}, containing (t− 1) linearly independent vec-
tors from a1, . . . , am (that is cai = 0 for all of these vectors), such that cb < 0
and ca1, . . . , cam ≥ 0, where t is the rank of the matrix composed of the vectors
a1, . . . , am, b.

One can use a variant of the simplex algorithm to decide whether such a hyper-
plane exists and, if there is such a hyperplane, compute a vector c as in the theorem
(see for example Schrijver 1986).

Given a schedule, let the ‘characteristic vector of this schedule’ be the (0 − 1)-
vector that has a 1 at position (t, j) if and only if job j starts at time index t, and 0
otherwise.

Let x∗ be a point of the time-indexed polytope. The idea of the heuristic is based
on the fact that x∗ lies in the convex hull of all characteristic vectors of all possible
schedules if and only if x∗ lies in the time-indexed integer polytope.

Next, we see how the fundamental theorem can help us to decide whether this
condition (namely that x∗ lies in the convex hull) holds or not. Let us denote all the
characteristic vectors of all schedules by a1, . . . , am. Then x∗ is within the convex
hull of them if and only if there are λ1, . . . , λm ∈ IR+ such that the following system
of linear equations holds.

λ1a1 + · · ·+ λmam = x∗

λ1 + · · ·+ λm = 1 (8.20)

In case the (above mentioned) simplex variant finds a vector c = (c1, . . . , cm+1) ∈
IRm+1 such that

c

(
x∗

1

)
< 0 and c

(
a1

1

)
≥ 0, . . . , c

(
am

1

)
≥ 0 (8.21)

holds, the inequality
(c1, . . . , cm)x ≥ −cm+1 (8.22)

is obviously a valid inequality for the time-indexed integer polytope that separates the
integer polytope from the point x∗. The drawback of this method is that we need all
possible characteristic vectors a1, . . . , am for it, which is computationally infeasible.

As a solution, we can restrict ourselves to a small time slice of only a few time
units in length. We then fix a maximal subset (maximal with respect to inclusion) of
characteristic vectors a1, . . . , am′ that differ on this time slice. In what follows we
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disregard all the entries of all vectors that are not associated with entries in the time
slice.

If there are no λ1, . . . , λm′ ∈ IR+ such that the system of linear equalities

λ1a1 + · · ·+ λm′am′ = x∗

λ1 + · · ·+ λm′ = 1 (8.23)

holds, we know that the point x∗ is not a member of the time-indexed integer polytope.
By extending the vector c with 0’s to have an entry for each job and each time index,
we find an inequality that separates the given point x∗ from the time-indexed integer
polytope.

Finally, we mention the number of possible characteristic vectors for a time slice
of length r. When we denote the number of jobs by n, the number of possible char-
acteristic vectors can reach (r + 1)n. To see this, we take an instance consisting of n
machines and n jobs. Each job i consists of just one operation of unit length that is to
be executed on machine i. Then we can start each job at each of the r time indices that
lie in the time slice and outside of the time slice. Thus there are (r+1)n characteristic
vectors to consider.

The good news is that we can use the q-job propagator discussed in Sections 4.6
and 4.7 to reduce the number of possible characteristic vectors. This works as fol-
lows: The process of composing a characteristic vector can be seen as the process of
scheduling jobs. Assume we already scheduled s jobs to be started in the time slice
(that is, we put 1’s in the corresponding positions in the characteristic vector). Then
we can use the (s + 1)-job propagator to see whether it is possible to start another job
in the time slice as well.



Concluding Remarks

In this part we analyzed the relationship between the s-job propagator and facet-
inducing inequalities for the time-indexed integer polytope. In Chapter 7, we gave
equivalent characterizations of facet-inducing inequalities with the integral right-hand
side equal to q ≥ 1 and integral coefficients. For q = 1 this characterization consists
of an easy-to-compute intersection property. For higher values of q one needs two ad-
ditional properties: A rank property of the incidence matrix of a hypergraph that is
easily computed and we need to choose the coefficients maximal with respect to the
validity of the inequality (see Chapter 7 for details).

We were able to give an equivalent criterion for the rank property in case of an
inequality with right-hand side equal to 2. This equivalent formulation states essen-
tially that we need to have a cycle of odd length in each connected component of the
hypergraph (which is a graph in this case) corresponding to the matrix for which the
rank property has to hold.

From these theoretical results, in Section 7.4 we compile an algorithm that checks
whether there is a valid inequality with a given right-hand side which has for a given
set of variables non-zero coefficients. If there are such inequalities the algorithm will
compute one with maximal coefficients (maximal with respect to the validity of the
inequality). If the right-hand side equals 1, we have seen in Subsection 7.3.2 that in
case the coefficients are maximal, the intersection property holds, which makes the
found inequality facet-inducing. If the right-hand side is equal to 2 we were not able
to show that the resulting inequality is facet-inducing. However, using the reformula-
tion of the rank property as the odd cycle property, we were able to give a method that
checks whether the found inequality is facet-inducing, and in case it is not, composes
two facet-inducing ones that together induce the inequality found by the algorithm we
gave before. For inequalities with right-hand side equal to 3 and higher we were only
able to give a method that checks whether a given valid inequality is facet-inducing
or not. Future research might result in an algorithm that decomposes an arbitrary in-
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equality with right-hand side equal to q ≥ 3 into a family of inequalities with arbitrary
right-hand sides that together induce the given one.

Given these inequalities we partly know the shape of the time indexed integer
polytope. Another interesting question is how to classify the facet-inducing inequal-
ities of such a polytope. We conjecture that there are only finitely many right-hand
sides necessary to describe the whole polytope. However, we were unable to prove
this.

Another interesting question is to ask for separation of a given point of the time-
indexed polytope that does not lie in the time-indexed integer polytope by a valid
facet-inducing inequality. This question was explored in Chapter 8. From the fact that
the no-wait job shop problem is NP-hard in the strong sense one can conclude that
the separation problem is in general NP-hard. That it is, in general, NP-hard to find a
separating inequality with right-hand side equal to 1 is shown in this chapter. However,
we were not able to show a similar result for inequalities with higher right-hand sides.
Unfortunately, this does not imply that it is impossible to show this. It would be nice
to know more here too.



Part IV

Experimental Results
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Experiments

In this chapter we discuss the experiments we made with the propagators and infeasi-
bility detectors discussed earlier in this thesis. In Section 9.1 we discuss the general
questions we try to answer in the course of this chapter and the problem instances for
which we did our experiments. In Section 9.2 we discuss the implementation, and in
Section 9.3 we report on the results. Finally, we give our conclusions and some hints
on future research in Section 9.4.

9.1 Introduction and Problem Instances

To obtain insight into the effectiveness of the methods we developed in the previous
chapters, we conducted extensive computational experiments. More precisely, these
experiments were conducted to answer the following question: Which propagators
and infeasibility detectors combine and contribute to an efficient no-wait job shop
solver?

To answer this question we conducted experiments on the implementation of the
q-job propagator (for q = 2, 3, 4), on the effectiveness of the time-indexed infeasibility
detector, and on ways to combine these methods. These experiments were conducted
to get a ‘good’ implementation. Then, we tested the resulting implementation on ex-
tended problem instances to see how the running time scales with the problem size.
In addition, the first series of experiments we conducted answers questions like the
following ones: Should we use random order to call the different propagators or to
use a sorted calling-sequence where one executes the quick propagators first? Which
methods that decide when to call certain propagators yield the quickest program?

We performed our experiments using instances that originate from real-life prob-
lems; note that there are no benchmark instances available for our problems in litera-
ture. Ivanescu (2003) gave some instances obtained from the pharmaceutical industry.
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These instances consisted of no-wait job shop instances with five machines. In each
of these instances we have 33 to 49 jobs. Thereby, each job consists of one to ten op-
erations. These operations have each a processing time between 1 and 49 time units.
Since our program cannot handle instances that big, we restrict the instances as fol-
lows: We take the first ten to fourteen jobs of each instance and divide each of the
time values (processing times, release dates, etc.) by a suitable constant. We vary the
constant in order to get some insight into the running time behavior of our program
when the lengths of the operations in the jobs grow and shrink. To get some insight in
case the number of operations grows, we do the following: We take two jobs j and k
and inserted a no-wait constraint between j and k such that when job j starts at time 0,
job k starts at the earliest non-negative time-index that allows us to execute k without
any resource conflicts between j and k. Thus, we start k as early as possible after j.

Hence, the instances on which we conducted our experiments have the following
characteristics: There are ten to fourteen jobs in each instance. Each job consists of
1 to 20 operations where each operation is to be executed on one fixed machine of a
total of five machines. Every operation has a processing time between 1 and 49 time
units, and the total processing time of an individual job varies between 1 and 189 time
units.

9.2 Implementation

Given a no-wait job shop instance, the goal of our program is to decide the following
question: Is there a schedule that is not longer than a given number of time units for
this instance?

In answering this question the overall idea of the program is to use a branch-and-
bound approach. The program maintains a search tree from which it successively picks
a branch on which it has not yet worked. The program tries to show that this branch
is invalid; i.e., does not admit a feasible schedule. In case we can show this, it cuts
this branch off the search tree. In the other case, in which we could not verify that the
current branch is invalid, the program tries to find a feasible schedule using any on
the heuristics described below. If the heuristics fail, it branches deeper into the search
tree. The branching strategy we used for our experiments is discussed below as well.

When a branch is selected for processing, the program first tries to reduce the
set of possible starting times within this branch using the two-, three-, and four-job
propagators. In case we render the set of possible starting times for one job empty,
we know that the current branch does not admit a feasible schedule. Therefore, we
discard this branch in this case, and continue with the next one. In case there are no
more branches to work on, we know that there is no feasible schedule.

When we cannot shrink the starting time intervals anymore using the two-, three-,
and four-job propagators and none of the starting time intervals are empty, we try to
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invalidate the current branch using the time-indexed infeasibility detector. When this
infeasibility detector does not detect that the instance is infeasible, there might indeed
be a solution. In this case we try to find it. We run several different heuristics, which
we will discuss below, and see whether they find a feasible solution. In case these
heuristics fail to find a valid schedule, the only option we have is to branch deeper into
the search tree, and see whether we can invalidate the child branches or whether we
can find feasible schedules there. How branching is done will be discussed below as
well.

For the speed of the constraint solver it is crucial not to run propagators and/or
detectors that do not lead to constraints that effectively shrink the domains. There are
two methods to approach this problem. The first one is to select only those propagators
that seem to be ‘promising’. This, so-called propagator selection, will be discussed in
greater detail in the next subsection. The second method to speed up the execution
is to assume many constraints, i.e. to branch so deep that it becomes easy to find
more constraints using the propagators. We implemented both strategies. They will be
discussed next.

9.2.1 Propagator Selection

The term ‘propagator selection’ refers to any methods to determine when to execute
a specific propagator. Given a q-tuple of jobs, the question is whether execution of
the corresponding q-job propagator would lead to a reduction of the starting time
intervals. Good methods for propagator selection are important for the speed of the
constraint program. It would be a very bad strategy to execute all propagators there
are, each time they can be executed. In this case, we would lose a lot of time doing
useless computations. To eliminate these useless computations we need methods that
sort out propagators for which it is ‘easy’ to verify that their execution would lead to
nothing. We present two such methods for the two-, three-, and four-job propagators.
The idea of both methods is to reduce the situation to the one-machine, one-operation-
per-job case, where we can quickly decide whether an execution of the two-, three-,
and four-job propagator would lead to a reduction of the starting time intervals.

The First Method

The idea of this method is to replace a number of jobs by a composite job and to per-
form a test with this new job. If the test succeeds, we run the corresponding propagator
functions.

Given two arbitrary jobs j and k that have an operation on a common machine, we
first give a method that decides whether execution of the two-job propagator of these
two jobs seems promising. Therefore, let for the time being j and k only consist of one
operation, and let the assigned machines for these two operations be equal (In case the
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two jobs j and k are executed on multiple machines, we compose two new dummy
operations oj and ok that are to be executed on a dummy machine. The two operations
oj and ok are assigned equal starting time intervals as the jobs j and k, respectively.
The processing times of these operations are equal to the lengths of the corresponding
jobs; i.e., the difference between the starting time of the first of its operations and the
completion time of the last of its operations.). The idea is to run the two-job propagator
if the time-table propagator would issue constraints that shrink the processing time
intervals of job j (cf. Section 4.2). We have seen in Section 4.2 that this is the case if
job k blocks its machine over a non-negative period of time, independent of where k
is started, and the processing time intervals of both jobs overlap appropriately.

To generalize this method to an applicable one for more jobs, let there be two or
three jobs j, k, and l given. The lengths of these jobs we denote by pj , pk, and pl,
respectively. We construct a job that consists of only one huge operation of length
pj + pk or pj + pk + pl, respectively, that is to be executed on a dummy machine.
The single starting time interval of this operation is bounded by the earliest and latest
starting times of the two or three jobs, respectively.

If we are given an extra job i, we can construct an operation of length pi that is
executed on the same dummy machine as well. The question is whether the time-table
propagator would propagate anything on this machine. In case it would, we run the
three- or four-job propagator for the corresponding tuple of jobs.

As an example, consider the three jobs j, k, and l depicted in the Figure 9.1. We
assign them the starting time intervals Ij = Ik = Il = [0, 15]. In order to apply
the first method, we assemble one huge operation of processing time pj + pk + pl

out of these three jobs that is to be executed on a dummy machine M ′. Figure 9.2
depicts such an operation for the three jobs depicted in Figure 9.1. Given another job

M2

M1

M1

M2

M1

job j

job k

job l

0 5 10 15

Fig. 9.1. The three jobs, j, k and l. As we see here, the processing times, pj , pk and pl are equal
to

i consisting of one operation of unit length that is to be executed on machine M1,
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M ′

0 5 10 15

Fig. 9.2. The operation, composed of the three jobs depicted in Figure 9.1.

we can create another operation that is to be executed on the dummy machine M ′ of
processing time pi = 1. Assuming that job i has the starting time intervals Ii = [0, 20],
the time-table propagator tells us that we cannot start the operation corresponding to
job i within the time interval [15, 17]. Therefore, we execute the four-job propagator
for these jobs.

The Second Method

Again, the idea of this method is to reduce the instance to one machine and to perform
a test on the reduced instance for a number of jobs. In case the test succeeds, we run
the two-, three-, or four-job propagator.

In contrast to the previous method we do not build a composite job, but we re-
duce each individual job to one operation of equal length and with equal starting time
intervals.

Therefore, given two, three, or four jobs i, j, k, and l, we assume from now on that
these jobs consist only of one operation. These operations are all to be executed on the
same machine.

We choose an arbitrary, feasible order in which to start these two, three, or four
jobs, and compose a family of schedules as follows: We start each of the jobs as early
and as late as possible with respect to the given order, and record the set of all possible
starting times of one of these jobs that we fixed beforehand, say i, in each of these
schedules with respect to the given order and without moving the starting times of
the other jobs. This set may consist of only one time-index. But it may also consist
of a collection of intervals. If the union of these sets, where this union comprises all
“as early” and “as late as possible” combinations, does not equal the set of possible
starting times of operation i, we call the two-, three-, or four-job propagator for the
corresponding jobs. Thus, we trigger the two-, three-, or four-job propagator for job i,
if the method above fails to recognize a starting time index for job i as such.

9.2.2 Sequencing of Propagators

Another important factor that determines the speed of the program is the sequence
in which we execute the propagators. In case we run expensive (that is, more time-
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consuming) propagators first, we might miss the chance that cheap (that is, less time-
consuming) propagators could do the same job. We implemented two policies. One
uses random order, the other executes quick propagators first. When the quick prop-
agators can no longer propagate anything, we execute the more expensive ones. This
means that we first execute the two-job propagators, then the three-job propagators,
and finally the four-job propagators.

In the latter policy, we implemented the additional rule that if a more expensive
propagator verified that some starting times of a job do not lead to feasible schedules,
the cheap propagators are checked again to determine whether there are promising
propagators for the reduced instance. The idea behind this policy is that, if an expen-
sive propagator changed the instance, then a cheap one could possibly easy detect that
the instance is invalid.

9.2.3 Constructive Heuristics for Solving the No-Wait Job Shop Problem

The heuristics we implemented are based on the algorithm for generating active sched-
ules from a given total order of the jobs (c.f. Section 2.3). This algorithm takes the
jobs in the given order and ties them in a greedy manner to the earliest possible start-
ing times such that no resource conflict occurs with the already scheduled jobs. Given
an ordering of the jobs, we increase the possibility of finding a valid schedule the fol-
lowing way: We use local search. We run the algorithm that generates schedules from
orders on each of the orders generated the following way (the resulting set of orders
is called the neighborhood of the schedule): We remove one job from the given order
and reinsert it somewhere into the order of the remaining jobs. To increase the chance
of finding a valid schedule even more, we reverse the orders we get this way. To the
jobs in the reversed order we tie greedily the latest possible starting time such that no
resource conflict with the already scheduled jobs occurs.

job j

job k

job l

M2

M1

M2

M2

Fig. 9.3. The three jobs.
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Take for example the instance depicted in Figure 9.3. When we set the starting
time intervals of job k to Ik = [0, 1], job j to Ij = [0, 14], and job l to Il = [0, 2], and
try to schedule the jobs in the order j, l, k using the algorithm of Section 2.3, it is easy
to see that no feasible schedule will appear. On the other hand, when we reverse the
order of the jobs and apply the algorithm that schedules the jobs as late as possible,
we will end up with a feasible schedule. If the jobs had been started in the order j, k, l,
this would also have lead to no feasible schedule, using the algorithm from Section
2.3. But when we extract job j from this order and insert it after job l, the schedule
that emerges using the same algorithm is feasible again. Therefore, we see that our
local search method may be useful. Next, we discuss five ways to find an initial order
for this method.

The first total order of the jobs is that of the earliest possible starting times. This
order is built by taking the set of earliest (still) possible starting times. This is the
set consisting of the first time-indices that could not be verified as infeasible starting
times prior to the run of the heuristic. We sort this set as an ascending sequence. The
resulting order of earliest starting times induces an order of the jobs.

The second method for generating a total order of the jobs is to take the set of latest
starting times of the scheduling instance. This is the set that contains the time-index
for each job such that all later time-indices could be verified to be invalid prior to the
run of the heuristic. This set we sort in ascending order. The resulting order induces
an order of the jobs again.

The third method we suggest is to take the sorted set of the average values of
the release dates and latest possible starting times, while the fourth way to generate
an ordered set is to sort the jobs according to the average of all possible, not yet
invalidated starting times.

Finally, we propose a method for finding a total order of jobs based on the time-
indexed formulation. When we have found an internal point of the time-indexed poly-
tope, this will be, in an optimal case, an integral point. In this case, the program can
stop since a solution is found. On the other hand, if this point has fractional com-
ponents, we find for each job j a value for t such that xt,j is maximal. We sort these
values. This induces an order of the jobs again. Note that according to Schuster (2003)
we do not necessarily get a valid schedule with the local search algorithm described
above even when the point is integral. Therefore, we first check for integrality. If the
point is integral, we found a feasible schedule. If not, we run the local search algo-
rithm.

We implemented all heuristics, and ran them in random order for the current
branch each time the time-indexed infeasibility detector fails to invalidate the current
branch.
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9.2.4 The Branching Scheme

When neither a solution can be found within the current branch nor the branch can
be invalidated, then the only way to find out whether this branch admits a feasible
schedule is by branching. This is done by taking one of the jobs, say j, with the
largest difference between its earliest and latest possible starting times Sj and Sj and
to create two child branches. In one child branch we assume that the job j starts before
or at (Sj +Sj)/2 and in the other one we assume that it starts after (Sj +Sj)/2. These
two branches are subsequently put into the search tree.

To find out whether branching is necessary is a costly process in terms of running
time. To avoid this, we branch initially down to a depth of 4. In doing so, we increase
the knowledge we can propagate and we do not lose too much time processing the 16
resulting branches when fewer branches would have been sufficient (our experiments
show that this lies within a couple of seconds).

Furthermore, the algorithm maintains a value called the minimal depth of a node.
When the algorithm encounters a node in the search tree that does not possess the
minimal depth, branching is done on this node as a sort of preprocessing; i.e., with-
out applying any propagators and/or infeasibility detectors, until the minimal depth is
reached.

The minimal depth of a node is updated each time a node is found to be infeasible.
The update process itself is performed by four methods that try to modify the value of
the minimal depth such that further branching is not necessary. Thereby, we need to
be careful, since if we set this value too high, we will end up processing far too many
branches. We shall explain the methods to update this value next.

The idea of the first two methods for this update-process is the following: If it
takes a long time to verify that a node of the current depth is invalid, an increase in the
minimal search depth may speed up the program. On the other hand, when a node of
the current depth is fathomed fast, we can decrease the minimal search depth and hope
for a similarly fast processing time one level above. Note that these two time-based
methods hardly ever changed the minimal depth in the experiments. They were almost
always dominated by the two methods that we describe further below.

But first we explain the two time-based methods in detail. Therefore, we need to
define the term ‘time needed to fathom a node’. By this term we denote the amount of
time estimated for validating that a node of minimal depth is infeasible. The estimation
process works as follows: Lets denote the minimal depth by dmin, and let the actual
depth of the last node found to be infeasible be denoted by dact. In case we fathomed
a node of depth dact, we fathomed

x := 2dmin−dact (9.1)

nodes of depth dmin. The time needed to fathom a node of depth dmin is therefore the
time needed to fathom the (current) node of depth dact divided by the value x. If the
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result of this division is small in average (where the average is taken from all nodes
that have been fathomed since the last adjustment of dmin), the minimal depth dmin is
decreased by 1. On the other hand, if this average is too high, we reset the minimal
depth to dact. The reason for this progressive policy is that it is better (that is, faster)
in general to be at a depth where we can fathom nodes directly, than to be one or two
levels above it. As mentioned above, this update-process is carried out each time we
fathom a node.

We implemented a second method to increase the minimal depth. If there are more
nodes fathomed in a row (in our implementation > 8) with higher depth than the
minimal one, we update dmin to the depth of the recently fathomed node. Finally,
we created a second method to decrease the minimal depth. This method counts the
number of nodes that were fathomed with minimal depth in a row. If this number
exceeds 15, the minimal depth is decreased by one. Using these four methods, we
observed that the rate of fathomed nodes of minimal depth was quite high compared
with the number of nodes visited in total. We considered this to be good! As mentioned
above, during the experiments we observed that the two time-based methods are nearly
always dominated by the others; i.e., the two time-based methods hardly ever changed
the current depth.

9.3 The Experiments

In this section we discuss the experiments we conducted (cf. Lennartz 2005). We
ran these experiments on a Pentium IV HT platform with 3.0GHz and 1024 MByte
Ram. In order to implement the algorithms, discussed previously in this thesis, we
used the C++ programming language (e.g., Stroustrup 2000). We used the GNU C++
compiler v4.0 (GNU g++ Development Team 2005) to compile our code with all the
optimization switches flicked to ‘on’ for this platform. Within our application we used
STL containers (Silicon Graphics 1994) to represent the data.

The optimal makespan in the instances was found using binary search. Thereby,
we used the sum of all the processing times of all the jobs in the instance as an upper
bound, and zero as a lower bound. In all experiments we assumed that all jobs are
available for processing from time-index 0 onward, and that all jobs have a common
deadline.

We present the results that were obtained when solving the feasibility problems
with guessed makespan equal to OPT + k, where k = −4,−3, . . . , 3, 4, and where
OPT is the optimal makespan. This is done to give some insight into the running
time behavior since it is clear that for very small values of the guessed makespan
(small with respect to the actual minimal makespan) the time-indexed infeasibility
detector very quickly verifies that no valid schedule exists. On the other hand, for
large makespans (large with respect to the minimal makespan), the heuristics lead very
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quickly to feasible schedules. Therefore, the most difficult and thus most interesting
computations are done around the optimal makespan.

We conducted a series of initial experiments. The aim of this series of experiments
was to answer questions like the following: Should we enable the q-job propagator for
a specific value of q in order to get an efficient program? Which method should we
use for propagator selection? Etc.

Once all these questions where answered, we modified our program with respect
to these answers, and let it run on bigger no-wait job shop instances. We did this to
see how the running time of our program scales with the size of the problem.

It turned out that some of the initial test instances were too easy to give meaning-
ful results. Depending on what was tested, we omit the non-meaningful results in the
tables below. Before we go into the details, let us give a last remark on the represen-
tation of the experimental results. Each row in a table represents a fixed set of jobs.
We varied the makespan and note the results in the corresponding column. Sometimes
the numbers in the tables bear the suffix k or M . These suffixes stand for times thou-
sand and times a million, respectively. In the first column we always find an entry like
NAME-xx where NAME denotes the name of the instance, and xx is the number of
jobs included in the instance.

9.3.1 The Implementation of the Propagators

One of the most essential points for the speed of our program is the implementation
of the propagators. We need to have a reasonable implementation in order to perform
meaningful experiments. Recall the definition of the three- and four-job propagator.
We defined the result of these propagators to be the union of intervals that are com-
puted by finding the range of a certain variable in certain polytopes (for details we
refer the reader to Section 4.7). We implemented two methods to solve this problem.
In the first one we modeled these problems as a linear problem and handed the prob-
lem to CPLEX v9.1 (see ILOG 2005). The second method we implemented to find
the ranges of these variables dates back to Fourier (1827), Motzkin (1936), and Di-
nis (1918-9). They derived a purely combinatorial algorithm that results in a system
of easy-to-evaluate and possibly exponentially many inequalities. This method was
discussed in detail in Section 4.7, so we omit a description here.

In order to decide which method is quicker, we implemented both and conducted
experiments on instances we derived from the ones of Ivanescu (2003). In these in-
stances we took the first 10 or 11 jobs and reduced them as described above.

Recall that we do not display the results of those instances that are too small to
give meaningful results. As the Tables 9.1 and 9.2 show, the method of Fourier (1827),
Motzkin (1936), and Dinis (1918-9) wins the speed contest by a factor of up to 6 or 7
when we enable the two-, three-, and four-job propagators. On the other hand, when
we disable the four-job propagator, we get results as depicted in Tables 9.3 and 9.4.
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-10 47 95 144 264 152 253 172 181 134
SCHHL2-11 150 239 1134 1013 707 371 439 625 332
SCHHL4-10 34 32 49 116 47 104 31 137 93
SCHHL4-11 922 1007 1312 1185 88 123 95 3 3
SCHHL5-10 339 171 207 508 63 70 120 157 438
SCHHL6-10 4 4 6 5 19 55 123 315 365
SCHHL6-11 6 6 8 7 27 86 349 1089 473
SCHHL8-10 5 8 113 298 13 30 399 627 64
SCHHL8-11 8 14 221 680 836 314 331 233 32

Table 9.1. The running times (in seconds) of the program using ILOG CPLEX v9.1 in the
three- and four-job propagators. For these experiments we activated the three- and four-job
propagators in these tests.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-10 5 6 8 18 9 10 8 8 7
SCHHL2-11 9 12 57 69 27 22 24 39 19
SCHHL4-10 3 3 5 7 4 5 2 6 4
SCHHL4-11 66 109 153 109 8 9 7 3 3
SCHHL5-10 14 11 13 23 7 6 7 8 11
SCHHL6-10 4 4 4 4 5 8 8 7 22
SCHHL6-11 6 6 6 6 8 12 29 40 31
SCHHL8-10 3 4 8 22 4 5 7 12 4
SCHHL8-11 5 6 13 41 16 8 9 7 6

Table 9.2. The running times (in seconds) using the method developed by Fourier, Motzkin, and
Dinis in the three- and four-job propagators. We activated the three- and four-job propagators
in these tests.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-10 41 62 65 80 25 24 9 44 28
SCHHL2-11 131 127 141 204 25 35 81 130 20
SCHHL4-10 30 46 64 69 8 8 15 11 2
SCHHL4-11 218 194 1463 15k 3 963 3 3 3
SCHHL5-10 61 47 55 61 14 15 18 20 5
SCHHL6-10 5 5 10 10 11 7 17 7 5
SCHHL6-11 7 7 13 12 19 18 30 29 7
SCHHL8-10 6 8 27 25 5 5 5 16 8
SCHHL8-11 10 10 68 65 7 7 6 6 5

Table 9.3. The running times (in seconds) using ILOG CPLEX v9.1 in the three-job propa-
gator. For these experiments we activated the three-job propagator, but disabled the four-job
propagator.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-10 18 22 28 25 8 9 6 7 5
SCHHL2-11 54 66 60 220 21 23 19 21 6
SCHHL4-10 12 23 34 28 3 3 3 10 9
SCHHL4-11 83 95 273 623 3 33 3 3 3
SCHHL5-10 21 20 22 21 6 6 7 8 3
SCHHL6-10 4 4 5 5 6 5 7 4 4
SCHHL6-11 6 6 8 7 9 8 11 13 6
SCHHL8-10 5 7 15 15 4 4 4 7 4
SCHHL8-11 8 14 33 32 5 6 5 5 4

Table 9.4. The running times (in seconds) using the method developed by Fourier, Motzkin
and Dinis in the three-job propagator. In these tests we enabled the three-job propagator, but
disabled the four-job propagator.

However, when we disabled both, the three- and four-job propagator, the resulting
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program was too weak (in terms of propagation power) to produce useful results. We
therefore omit these tables here. Since the results with the Fourier-Motzkin-method su-
perseded CPLEX, we only report the results using the Fourier-Motzkin-method from
now on.

It can be observed in Tables 9.1 to 9.4 that in general the running times decreased
when we enabled the four-job propagator, although sometimes an increase in the run-
ning times is noticeable.

In our opinion, this is caused by the fact that, in case there is a valid schedule,
the propagation routine tries to eliminate as many invalid starting times as possible
before running the heuristics, while the heuristics would have succeeded without this
further reduction. This could be avoided by executing the heuristics first. However,
we decided against this new execution policy for heuristics, since we believe that they
perform in general better on reduced domains than on bigger ones.

On the other hand, there might be some branches where we could invalidate a
branch using the four-job propagator while it would have been quicker to branch
deeper into the search tree and run the other propagators.

Finally, even the method that we use to select the propagators takes some time.
Often this pays off, but there are some occasions where this is a waste of time.

For the overall improvement in speed, we decided to leave the four-job propagator
inside the program for the experiments where we show how the running time of our
program scales with the instance sizes.

9.3.2 The Efficiency of the Time-Indexed Infeasibility Detector

Next, we analyze the results that we found using the time-indexed infeasibility detec-
tor (see Section 5.5). This infeasibility detector transforms and relaxes the no-wait job
shop scheduling problem into the problem of determining whether a certain polytope
is empty or not (see Section 5.5 for details). In order to check this, we used ILOG
CPLEX v9.1 (see ILOG 2005). To strengthen this infeasibility, we used the algorithm
presented in Section 7.4 to strengthen the inequalities that model the fact that no ma-
chine can process more than one operation at a time (these are the inequalities (7.8))
to facet-inducing ones. We conducted our experiments with the strengthened version
of this infeasibility detector.

Our results are reported in the Tables 9.5 and 9.6. As we see there, the time-indexed
infeasibility detector loses its power as we include the more powerful four-job propa-
gator.

In our opinion, this effect is caused by the idle time that is found in general in
any feasible schedule of a no-wait job shop instance. While the four-job propagator
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-10 11/0 22/0 31/0 31/0 9/0 10/0 11/1 11/1 10/0
SCHHL2-11 42/0 61/0 61/0 159/30 19/2 19/1 18/0 18/1 7/0
SCHHL4-10 6/0 32/2 56/0 52/4 6/0 6/0 6/0 27/1 27/1
SCHHL4-11 165/14 167/2 464/218 903/347 1/0 50/16 1/0 1/0 1/0
SCHHL5-10 6/0 6/0 6/0 6/0 4/0 5/0 5/0 6/0 2/0
SCHHL8-10 0/0 0/0 8/0 3/0 1/0 1/0 1/0 5/0 3/0
SCHHL8-11 0/0 0/0 16/0 6/0 1/0 1/0 1/0 1/0 1/0

Table 9.5. The efficiency of the time-indexed infeasibility detector. An entry in this table aa/bb
gives the total number of calls aa to the time-indexed infeasibility detector and the number of
calls bb where the time-indexed detector was able to determine that there is no valid schedule.
In order to compute this table we activated the two- and the three-job propagators.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-10 0/0 0/0 0/0 2/0 4/0 3/0 2/0 3/0 4/0
SCHHL2-11 0/0 0/0 1/0 10/8 4/0 4/0 4/0 7/0 5/0
SCHHL4-10 0/0 0/0 0/0 0/0 3/0 3/0 1/0 4/0 3/0
SCHHL4-11 11/0 19/0 20/0 41/0 5/0 6/0 6/0 1/0 1/0
SCHHL5-10 0/0 0/0 0/0 0/0 1/0 1/0 1/0 1/0 1/0
SCHHL8-10 0/0 0/0 0/0 0/0 1/0 1/0 1/0 2/0 1/0
SCHHL8-11 0/0 0/0 0/0 0/0 1/0 1/0 1/0 1/0 1/0

Table 9.6. The efficiency of the time-indexed infeasibility detector. An entry (aa/bb) in this
table gives the total number of calls aa of the time-indexed detector and the number of times bb
where it was able to verify that no valid schedule exists. In order to get this table we activated
the two-, three-, and the four-job propagators.

‘knows’ where the jobs can be scheduled and cuts off each time-index where the jobs
do not fit, the time-indexed-detector aims for a distribution of workload such that

• no machine has to process at any time more than it can process (no resource con-
straints are violated), and

• when a fraction λ of the job is started at time-index t, the machines are occupied
with the fraction λ of this job over the same time intervals as when the job was
started at time-index t.

When some machines of an instance are forced to be idle over some time by means
of no-wait constraints, the time-indexed detector might still schedule parts of jobs
there, thus weakening the whole detector. Since the four-job propagator does not admit
solutions where the four jobs are scheduled in parts (they must be scheduled in total),
it becomes more likely that we first render empty the starting time intervals of a job
using this propagator, and show this way that the current branch is invalid, than by
first showing the same result using the time-indexed infeasibility detector.

When we shift our attention to the running times of the program with and without
the time-indexed detector, (cf. Tables 9.7 and 9.8), we see that the loss in time is
marginal. In order to see whether this infeasibility detector becomes more useful when
the instances grow, we left it in our program.
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-10 5 6 8 18 9 10 8 8 7
SCHHL2-11 9 12 57 69 27 22 24 39 19
SCHHL4-10 3 3 5 7 4 5 2 6 4
SCHHL4-11 66 109 153 109 8 9 7 3 3
SCHHL5-10 14 11 13 23 7 6 7 8 11
SCHHL8-10 3 4 8 22 4 5 7 12 4
SCHHL8-11 5 6 13 41 16 8 9 7 6

Table 9.7. The running times (in seconds) of our program. In order to compute the running times
displayed in this table we activated the time-indexed infeasibility detector, the two-, three-, and
the four-job propagators.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-10 2 2 2 18 14 19 15 20 11
SCHHL2-11 4 4 33 42 49 44 37 61 46
SCHHL4-10 1 1 1 1 7 9 9 11 3
SCHHL4-11 77 110 158 114 10 12 11 11 10
SCHHL5-10 3 3 3 3 9 7 40 41 12
SCHHL8-10 3 3 3 3 13 6 6 5 8
SCHHL8-11 4 4 4 4 17 9 9 7 56

Table 9.8. The running times (in seconds) of our programs without activated time-indexed in-
feasibility detector. In order to generate this table we activated all three propagators, the two-,
three-, and the four-job propagators.

As the Tables 9.20 and 9.24 show, this was hardly ever the case. It seems as if
the time-indexed infeasibility detector loses its power entirely once we included the
four-job propagator completely.

9.3.3 The Propagator-Selection Methods

Next, we discuss the results we obtained when varying the propagator-selection meth-
ods. As is shown in Tables 9.9 and 9.10, the first method generally dominates the
second one in terms of running time of the program.

In our opinion, this is due to the fact that the methods do not take into account
that jobs can have operations on different machines, and that their execution intervals
can overlap. Therefore, especially the second method triggers the propagators far too
often. We have obtained the subsequent results using only the first method.

9.3.4 The Propagator-Sequencing Methods

In what follows, we analyze the results that were obtained with the two different
propagator-sequencing policies. As we see in Tables 9.13 to 9.18 the sorted-execution-
policy of the propagators calls significantly more three- and two-job propagators than
the random-execution-policy.
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-10 6 8 10 9 9 8 7 5 6
SCHHL2-11 17 22 22 55 23 23 14 15 9
SCHHL4-10 4 9 12 12 2 3 3 1 1
SCHHL4-11 36 40 88 187 10 4 15 14 19
SCHHL5-10 7 6 6 6 5 5 4 5 5
SCHHL6-11 5 5 5 5 5 5 5 9 5
SCHHL8-10 3 3 7 6 3 3 3 6 3
SCHHL8-11 4 4 14 10 4 4 4 10 4

Table 9.9. The running times (in seconds) of the program using the first method to select the
propagators. In order to compute this table we activated the two- and the three-job propagators
as well as the time-indexed infeasibility detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-10 13 15 15 21 10 10 22 14 13
SCHHL2-11 30 33 50 45 19 37 53 136 82
SCHHL4-10 6 14 14 12 2 4 7 5 2
SCHHL4-11 53 59 266 1483 13 4 22 23 33
SCHHL5-10 10 9 9 10 7 6 6 6 6
SCHHL6-11 5 5 5 5 9 6 6 12 6
SCHHL8-10 3 3 11 8 3 3 3 9 4
SCHHL8-11 4 4 21 15 5 5 5 16 5

Table 9.10. The running times (in seconds) of the program using the second propagator selec-
tion method. In order to compute this table we activated the two- and the three-job propagators
as well as the time-indexed infeasibility detector.

In our opinion, this is due to the fact that we implemented in the case of the sorted
execution the policy that if an expensive propagator (like the four- or three-job propa-
gator) finds that some starting time-indices are invalid, we search the cheaper propa-
gators (like the two- and three-job propagators) again in order to propagate more. Be-
sides that, it is more likely that the methods that decide whether a propagator should
be run, decide to run a strong propagator (i.e., the three- or four-job propagator) when
the starting time intervals are not too long and overlap in a suitable way. This follows
directly from the description of these methods.

When we shift our attention to the running times of the program (c.f. Tables 9.11
and 9.12), we see an overall improvement in speed for the sorted policy. Therefore,
we conducted the subsequent experiments using sorted execution of the propagators.

9.3.5 Bigger Instances

Finally, we want to see how the running time of our program scales with the instance
size. Therefore, we created instances that hold more jobs, longer operations, and more
operations.

Instances with More Jobs

For the first category of instances we took the first twelve to fourteen jobs from the
instances we got from Ivanescu (2003) and scaled the time values in the same way
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL1-10 2 2 2 2 2 2 2 2 2
SCHHL1-11 4 4 4 4 4 4 4 4 4
SCHHL2-10 6 7 9 9 4 4 4 4 4
SCHHL2-11 18 22 22 58 9 10 9 9 5
SCHHL3-10 1 1 1 1 1 1 1 1 1
SCHHL3-11 2 2 2 3 2 2 2 2 2
SCHHL4-10 4 9 12 11 2 2 2 5 5
SCHHL4-11 37 41 90 191 3 11 3 3 3
SCHHL5-10 6 6 6 6 4 4 4 4 3
SCHHL6-10 4 4 4 4 4 4 4 4 3
SCHHL6-11 6 6 6 6 6 6 7 8 5
SCHHL7-10 2 2 2 2 2 3 3 3 3
SCHHL7-11 4 4 4 4 4 4 4 4 4
SCHHL8-10 3 4 7 5 3 3 3 4 3
SCHHL8-11 5 6 14 10 4 4 4 4 4
SCHHL9-10 4 4 4 4 4 4 4 4 4
SCHHL9-11 5 5 5 5 5 5 5 5 5
SCHHL10-10 2 2 3 3 3 3 3 3 3

Table 9.11. The processing time of the program in seconds. The program was compiled using
sorted propagator execution. In order to compute this table we activated the two-, three-, and
the four-job propagators as well as the time-indexed detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL1-10 6 3 3 3 4 6 6 5 4
SCHHL1-11 5 4 5 9 7 12 12 9 8
SCHHL2-10 10 9 12 13 8 10 7 8 7
SCHHL2-11 22 21 53 45 22 16 22 32 16
SCHHL3-10 1 1 1 1 2 2 2 2 1
SCHHL3-11 2 2 3 3 4 4 3 4 4
SCHHL4-10 6 7 5 6 4 4 5 5 4
SCHHL4-11 69 85 114 123 7 8 8 4 6
SCHHL5-10 13 14 17 21 6 8 8 11 11
SCHHL6-10 5 7 9 12 8 7 11 15 17
SCHHL6-11 13 10 19 13 11 13 16 24 27
SCHHL7-10 2 2 2 2 3 5 4 4 4
SCHHL7-11 4 4 10 4 6 11 11 9 7
SCHHL8-10 6 9 19 29 5 7 12 15 13
SCHHL8-11 18 18 27 27 21 13 13 11 9
SCHHL9-10 5 6 7 5 6 5 6 6 6
SCHHL9-11 10 9 11 8 8 8 8 8 8
SCHHL10-10 2 3 3 4 4 4 4 4 5

Table 9.12. The processing time of the program in seconds. The program was compiled using
random propagator execution. In order to compute this table we activated the two-, three-, and
the four-job propagators as well as the time-indexed infeasibility detector.

as we did with the small instances. The running times are depicted in Table 9.19.
However, the time-indexed infeasibility detector was not very helpful in solving these
instances, as one can see in Table 9.20. Therefore, in general the propagators could
show that the set of feasible starting times of at least one job is empty before the
time-indexed infeasibility detector could show that the instance is infeasible.

Instances with Longer Operations

Next we report the results that we found using prolonged operations. For these in-
stances, we took the same instances we created to see how the running time of our
program scales on instances with an increased number of jobs and undid the scaling
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL1-10 160/48 144/48 128/48 112/48 18/2 24/2 24/1 24/1 20/1
SCHHL1-11 240/48 224/48 208/48 192/32 48/2 84/1 40/1 36/1 28/1
SCHHL2-10 224/0 160/0 160/0 216/0 76/5 42/1 22/0 26/0 24/0
SCHHL2-11 160/0 160/0 248/12 471/4 54/1 54/1 56/0 104/0 28/0
SCHHL3-10 32/32 32/32 32/32 168/128 54/4 51/5 45/5 42/3 42/2
SCHHL3-11 136/96 408/184 336/120 380/112 72/5 144/8 56/3 56/2 56/1
SCHHL4-10 288/16 240/16 240/16 128/16 44/3 32/1 12/1 9/0 5/0
SCHHL4-11 172/9 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
SCHHL5-10 768/48 640/48 512/48 336/48 42/2 18/2 25/1 25/1 20/1
SCHHL6-10 304/64 288/64 272/32 256/32 135/7 105/5 78/1 60/1 165/5
SCHHL6-11 336/64 304/64 288/32 272/32 144/7 112/5 140/1 169/1 132/1
SCHHL7-10 80/80 64/64 64/64 64/64 36/11 36/9 33/7 33/6 30/4
SCHHL7-11 224/192 224/152 208/128 208/112 48/5 48/5 48/3 66/3 44/3
SCHHL8-10 320/64 432/80 784/100 704/64 52/3 48/3 36/2 54/2 24/1
SCHHL8-11 352/64 608/64 912/64 816/64 70/3 52/3 36/2 36/1 32/1
SCHHL9-10 208/48 208/48 192/32 176/32 30/2 36/2 32/3 24/2 24/2
SCHHL9-11 224/48 224/48 208/32 192/32 33/2 40/2 36/3 24/2 24/2
SCHHL10-10 32/32 80/80 336/152 336/136 60/8 57/7 54/7 54/6 60/5

Table 9.13. The number of calls of the two-job propagator using sorted execution. Thereby,
an entry aa/bb shows the total number of calls aa of this propagator and the number of its
successful calls bb; i.e., the number of times when it was possible to shrink the starting time
intervals when calling this propagator. In order to compute this table we activated the two-,
three-, and the four-job propagators as well as the time-indexed detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL1-10 0/0 0/0 0/0 0/0 23/0 7/0 7/0 7/0 0/0
SCHHL1-11 0/0 0/0 0/0 0/0 39/0 65/0 11/0 0/0 0/0
SCHHL2-10 0/0 0/0 0/0 48/0 77/0 80/0 7/0 14/0 50/0
SCHHL2-11 0/0 0/0 29/0 243/0 93/0 62/0 43/0 75/0 28/0
SCHHL3-10 16/0 0/0 0/0 0/0 36/0 23/0 12/0 10/0 9/0
SCHHL3-11 0/0 0/0 5/0 25/0 68/0 97/1 24/0 11/0 0/0
SCHHL4-10 0/0 0/0 0/0 0/0 43/0 32/0 27/0 11/0 0/0
SCHHL4-11 45/2 1/1 106/27 121/0 44/0 37/0 44/0 0/0 28/0
SCHHL5-10 0/0 0/0 0/0 0/0 25/0 32/0 27/0 37/0 0/0
SCHHL6-10 4/0 1/0 0/0 0/0 42/0 35/0 38/0 28/0 67/0
SCHHL6-11 7/0 0/0 12/0 0/0 47/0 56/0 47/0 38/1 100/0
SCHHL7-10 0/0 0/0 0/0 0/0 16/0 10/0 10/0 10/0 10/0
SCHHL7-11 0/0 0/0 16/0 0/0 31/1 54/0 52/0 26/0 16/0
SCHHL8-10 1/0 16/0 0/0 0/0 26/0 33/0 0/0 13/0 31/0
SCHHL8-11 8/0 12/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
SCHHL9-10 0/0 0/0 0/0 0/0 26/0 27/0 22/0 22/0 22/0
SCHHL9-11 0/0 0/0 0/0 0/0 32/0 33/0 26/0 26/0 26/0
SCHHL10-10 0/0 0/0 0/0 0/0 33/0 26/0 26/0 26/0 47/0

Table 9.14. The number of calls of the two-job propagator using random execution. Thereby,
an entry aa/bb shows the total number of calls aa of this propagator and the number of its
successful calls bb; i.e., the number of times when it was possible to shrink the starting time
intervals when calling this propagator. In order to compute this table we activated the two-,
three-, and the four-job propagators as well as the time-indexed infeasibility detector.

of all time-values. Hence, these instances consisted of the first 12 to 14 jobs of the
instances we received from Ivanescu (2003).

The Tables 9.21 and 9.22 show the running times of our program. The data dis-
played in these tables were taken with and without the use of the time-indexed infea-
sibility detector. As we can see there, the time-indexed infeasibility detector should be
disabled when we aim at faster running time. However, one should keep in mind that
when the time-indexed infeasibility detector succeeds in showing that a branch does
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL1-10 96/48 96/48 96/48 96/48 190/15 96/14 96/12 96/8 64/5
SCHHL1-11 96/48 96/48 96/48 352/208 330/28 440/32 180/10 144/6 108/3
SCHHL2-10 192/64 192/64 192/64 489/137 429/60 229/42 213/5 249/4 138/4
SCHHL2-11 224/64 224/64 657/168 1308/206 337/46 380/48 407/38 881/45 203/3
SCHHL3-10 0/0 0/0 0/0 189/45 124/10 80/10 24/6 24/6 24/5
SCHHL3-11 0/0 138/72 598/266 988/284 194/21 385/29 115/12 108/10 108/4
SCHHL4-10 576/64 288/64 288/64 192/48 288/38 114/5 24/3 33/0 0/0
SCHHL4-11 399/37 646/142 1094/397 15k/5509 225/13 237/33 190/34 0/0 0/0
SCHHL5-10 1600/264 1360/216 1152/176 576/72 273/7 90/3 236/4 242/18 40/3
SCHHL6-10 264/184 268/184 544/296 376/230 314/67 335/26 154/9 120/7 606/13
SCHHL6-11 288/200 292/200 616/328 424/246 353/75 372/30 412/10 618/10 417/8
SCHHL7-10 0/0 0/0 0/0 0/0 134/8 82/8 60/8 62/7 24/5
SCHHL7-11 612/128 612/144 500/128 504/120 209/26 88/18 88/18 152/14 35/5
SCHHL8-10 706/312 1362/495 1920/328 1801/168 194/10 193/8 96/8 113/10 48/4
SCHHL8-11 968/418 2126/640 2544/208 2292/176 224/9 179/7 108/7 72/7 72/5
SCHHL9-10 48/16 48/16 48/16 48/16 119/15 104/13 32/5 32/5 32/5
SCHHL9-11 48/16 48/16 48/16 48/16 141/18 116/15 36/5 36/5 36/5
SCHHL10-10 0/0 0/0 56/16 331/145 195/18 182/17 173/16 165/16 159/15

Table 9.15. The number of calls of the three-job propagators using sorted execution. Thereby,
an entry aa/bb shows the total number of calls aa of this propagator and the number of its
successful calls bb; i.e., the number of times when it was possible to shrink the starting time
intervals when calling this propagator. In order to compute this table we activated the two-,
three-, and the four-job propagators as well as the time-indexed infeasibility detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL1-10 16/8 0/0 0/0 0/0 74/0 39/0 39/0 39/0 22/0
SCHHL1-11 0/0 0/0 0/0 36/12 115/0 296/1 94/0 73/0 57/1
SCHHL2-10 16/0 24/1 56/0 74/5 197/4 160/8 100/0 109/3 143/0
SCHHL2-11 33/0 70/0 159/15 411/34 240/10 160/3 161/2 358/8 134/1
SCHHL3-10 31/4 0/0 0/0 24/8 100/0 30/0 11/0 9/0 9/0
SCHHL3-11 8/0 8/8 37/12 60/5 202/1 226/0 37/0 42/0 42/0
SCHHL4-10 80/0 24/4 40/0 28/0 160/0 138/0 105/0 40/0 0/0
SCHHL4-11 84/5 42/21 292/100 753/191 77/0 106/0 71/2 0/0 85/0
SCHHL5-10 110/4 84/8 64/2 104/24 93/0 110/0 105/0 167/2 25/0
SCHHL6-10 0/0 40/9 72/16 100/0 123/1 105/1 151/1 143/0 299/2
SCHHL6-11 30/13 15/7 78/4 39/4 132/2 170/2 198/1 229/1 458/2
SCHHL7-10 24/24 0/0 8/8 0/0 50/0 32/0 24/0 25/0 9/0
SCHHL7-11 16/16 0/0 88/0 0/0 83/0 212/2 200/0 80/0 14/0
SCHHL8-10 61/12 78/0 221/15 355/23 114/5 186/5 50/0 81/0 232/4
SCHHL8-11 195/0 122/16 240/15 281/11 137/0 92/0 56/0 38/0 43/0
SCHHL9-10 16/0 0/0 32/4 0/0 48/0 34/0 14/0 14/0 14/0
SCHHL9-11 24/0 8/0 48/0 16/0 62/0 40/0 16/0 16/0 16/0
SCHHL10-10 0/0 23/14 8/0 16/0 84/0 66/0 63/0 60/0 95/0

Table 9.16. The number of calls of the three-job propagator using random execution. Thereby,
an entry aa/bb shows the total number of calls aa of this propagator and the number of its
successful calls bb; i.e., the number of times when it was possible to shrink the starting time
intervals when calling this propagator. In order to compute this table we activated the two-,
three-, and the four-job propagators as well as the time-indexed detector.

not admit a feasible schedule, we can cut it off, whereas the propagators only reduce
the domains.

When we shift our attention to the Tables 9.19 and 9.22 where the running times of
our program are displayed for the instances with prolonged operations without time-
indexed detector and for ‘small’ operations with time-indexed detector, we see that the
values in the latter table are in general bigger.
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL1-10 0/0 0/0 0/0 0/0 966/0 726/6 698/5 657/8 343/4
SCHHL1-11 0/0 0/0 0/0 0/0 1654/0 2211/15 1364/16 808/9 752/7
SCHHL2-10 1268/274 1756/390 2603/628 6518/898 3520/127 2675/174 2327/75 2710/111 2288/58
SCHHL2-11 2208/498 2968/702 13k/1367 19k/2023 5068/297 4888/328 5801/361 11k/555 4954/68
SCHHL3-10 0/0 0/0 0/0 0/0 796/1 698/0 274/4 266/2 168/2
SCHHL3-11 0/0 0/0 0/0 344/59 1250/13 2419/14 862/9 480/10 416/7
SCHHL4-10 852/186 780/128 2124/320 2232/360 1854/15 1627/48 196/3 1924/48 738/8
SCHHL4-11 25k/3694 45k/7286 70k/8560 48k/5808 3353/74 3549/63 2408/50 48/0 24/0
SCHHL5-10 1392/304 1332/248 1640/320 2556/549 1373/43 896/38 1260/32 1278/33 952/19
SCHHL6-10 0/0 0/0 0/0 0/0 970/17 1262/27 860/28 546/13 3183/44
SCHHL6-11 0/0 0/0 0/0 0/0 1214/21 1578/33 3704/67 3745/67 3488/35
SCHHL7-10 0/0 0/0 0/0 0/0 536/0 328/0 328/0 318/0 256/0
SCHHL7-11 0/0 0/0 0/0 0/0 820/0 418/0 418/0 818/9 263/5
SCHHL8-10 0/0 0/0 384/116 2354/246 781/32 736/36 476/16 965/14 336/9
SCHHL8-11 0/0 0/0 820/216 3658/296 1003/21 620/11 624/5 496/4 432/2
SCHHL9-10 0/0 0/0 0/0 0/0 568/0 346/2 260/6 248/6 210/6
SCHHL9-11 0/0 0/0 0/0 0/0 800/0 434/3 330/7 316/7 272/7
SCHHL10-10 0/0 0/0 0/0 0/0 872/0 806/0 740/0 738/0 643/12

Table 9.17. The number of calls of the four-job propagator using sorted execution. Thereby,
an entry aa/bb shows the total number of calls aa of this propagator and the number of its
successful calls bb; i.e., the number of times when it was possible to shrink the starting time
intervals when calling this propagator. In order to compute this table we activated the two-,
three-, and the four-job propagators as well as the time-indexed detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL1-10 808/108 214/60 16/16 176/48 546/17 741/16 703/18 658/12 305/9
SCHHL1-11 100/44 32/24 116/36 998/170 1195/31 2947/50 1458/23 891/14 808/10
SCHHL2-10 3016/458 2482/332 3867/651 4846/932 3126/172 3058/201 2006/74 2473/116 2624/72
SCHHL2-11 3975/373 4923/715 14k/1536 18k/3014 5733/349 4438/344 5665/375 10k/579 3716/92
SCHHL3-10 197/114 28/28 16/16 207/99 959/15 427/9 271/13 176/9 114/5
SCHHL3-11 156/116 276/179 508/210 1044/258 2102/34 2423/43 499/15 479/15 418/9
SCHHL4-10 2072/96 2270/264 1651/228 2158/292 1753/43 1665/42 1557/48 1605/40 703/9
SCHHL4-11 30k/3781 36k/5885 56k/7215 71k/11k 2356/79 3171/80 2483/89 287/2 1864/38
SCHHL5-10 2123/453 2004/388 2820/532 2902/404 814/41 1113/40 1077/39 1960/45 705/22
SCHHL6-10 300/186 704/304 960/304 1552/414 1143/75 867/60 1517/49 1510/43 2762/57
SCHHL6-11 918/248 581/322 1623/417 958/294 1462/92 1973/65 2268/73 2700/58 4959/83
SCHHL7-10 52/31 24/16 90/58 28/28 318/10 212/8 212/11 196/10 165/7
SCHHL7-11 98/92 32/28 804/199 32/32 696/27 1840/33 1694/35 660/23 281/12
SCHHL8-10 562/277 1284/419 2198/506 3931/427 677/34 1020/41 535/18 1165/20 2234/50
SCHHL8-11 2599/469 2504/404 4469/620 4142/436 1061/34 684/22 685/13 555/11 725/9
SCHHL9-10 202/64 296/64 544/76 92/44 413/15 283/17 256/15 243/13 216/12
SCHHL9-11 706/68 504/76 876/78 460/52 651/17 375/19 326/13 311/13 280/14
SCHHL10-10 32/24 150/83 141/73 296/135 620/18 466/22 431/27 428/22 651/30

Table 9.18. The number of calls of the four-job propagator using random execution. Thereby,
an entry aa/bb shows the total number of calls aa of this propagator and the number of its
successful calls bb; i.e., the number of times when it was possible to shrink the starting time
intervals when calling this propagator. In order to compute this table we activated the two-,
three-, and the four-job propagators as well as the time-indexed detector.

In our opinion, there are two reasons for this. First, we remark that it is clear from
the description of the two-, three-, and four-job propagators (see Sections 4.6 and
4.7) that they do not become any slower or faster when we just alter the processing
times of the operations. We think that the numbers in these tables can be explained by
remarking two things. The first one is the used branching scheme. Since we prolonged
each time value by a constant factor, we are able to branch within one time-index of
the original instance. Therefore, we have to propagate more knowledge to invalidate a
certain branch in case it does not admit a valid solution.
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-12 232 434 543 455 62 62 27 29 18
SCHHL2-13 2171 2309 2726 2664 34 35 27 60 66
SCHHL2-14 7199 7655 7611 9756 745 84 87 104 102
SCHHL4-12 42 140 190 203 24 19 19 14 15
SCHHL4-13 864 1106 1469 1587 143 141 71 76 47
SCHHL4-14 2358 2983 4406 4374 362 362 97 113 58
SCHHL8-12 51 89 257 559 49 44 17 14 30
SCHHL8-13 56 121 574 1496 79 88 80 73 51
SCHHL8-14 76 158 837 2132 133 138 125 127 81

Table 9.19. The running times of our program in seconds for the instances with an increased
number of jobs. In order to generate this table we used the two-, three-, and four-job propagators
as well as the time-indexed detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-12 17/0 36/0 32/0 37/0 9/0 10/0 7/0 7/0 6/0
SCHHL2-13 73/0 73/0 102/0 103/0 9/0 9/0 9/0 14/0 15/0
SCHHL2-14 103/0 78/0 78/0 152/0 12/0 15/0 14/0 16/0 16/0
SCHHL4-12 5/0 3/0 20/0 10/0 8/0 6/0 7/0 8/0 8/0
SCHHL4-13 54/0 43/0 72/0 71/0 10/0 13/0 10/0 11/0 9/0
SCHHL4-14 73/0 73/0 129/0 94/0 13/0 18/0 11/0 11/0 10/0
SCHHL8-12 0/0 0/0 2/0 4/0 5/0 5/0 3/0 3/0 6/0
SCHHL8-13 0/0 0/0 3/0 5/0 6/0 7/0 7/0 8/0 7/0
SCHHL8-14 0/0 0/0 3/0 5/0 7/0 7/0 8/0 8/0 8/0

Table 9.20. The number of calls to the time-indexed infeasibility detector for the instances with
an increased number of jobs. An entry aa/bb in this table gives the total number of calls aa to
the time-indexed detector and the number of its successful calls bb; i.e., the number of times
for which we were able to verify that the current branch does not admit a feasible schedule. In
order to generate this table we used the two-, three-, and four-job propagators as well as the
time-indexed detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
lSCHHL2-12 1583 1594 1711 1768 539 526 508 524 372
lSCHHL2-13 9616 10k 10k 10k 1187 1122 1076 1284 1072
lSCHHL2-14 14k 14k 14k 15k 1755 2578 2610 2669 2867
lSCHHL4-12 555 658 759 722 148 204 79 177 176
lSCHHL4-13 3969 4627 4901 4289 788 1413 908 1274 1311
lSCHHL4-14 8789 8952 9139 8648 1169 1178 1829 1747 1873
lSCHHL8-12 630 643 628 595 103 27 114 112 16
lSCHHL8-13 1616 1630 1619 1526 143 147 152 155 157
lSCHHL8-14 2264 2239 2280 2145 226 245 234 250 259

Table 9.21. The running times (in seconds) of our program on the instance with increased
processing times for the individual operations. In order to generate this table we used the two-,
three-, and four-job propagators as well as the time-indexed detector.

Secondly, the values OPT + k for k = −4,−3, . . . , 3, 4 are closer to the optimal
schedule in the case of prolonged processing times than the corresponding values in
the case with ‘small’ processing times. Therefore, we can at best compare them to the
numbers printed in the columns closer to the optimum makespan, where the numbers
grow in Table 9.19 as well.
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
lSCHHL2-12 515 530 518 529 83 80 82 82 81
lSCHHL2-13 4004 4013 3967 3711 86 83 83 83 83
lSCHHL2-14 9810 9996 9806 9441 814 941 931 897 907
lSCHHL4-12 250 251 251 232 55 55 55 55 55
lSCHHL4-13 1841 1821 1813 1725 187 190 192 189 190
lSCHHL4-14 4853 4808 4847 4404 402 426 417 416 414
lSCHHL8-12 611 613 611 566 65 68 69 69 68
lSCHHL8-13 1579 1580 1577 1476 105 107 106 106 106
lSCHHL8-14 2203 2226 2209 2112 170 173 177 177 178

Table 9.22. The running times (in seconds) of our program on the instances with increased
processing time for the individual operations. In order to generate this table we used the two-,
three-, and four-job propagators. The time-indexed infeasibility detector was disabled for this
test series.

Instances With More Operations

The third class of instances consists of instances where we increased the number of
operations per job. To generate these jobs, we took the first 20 jobs of the instances we
got from Ivanescu (2003), and introduced a no-wait constraint between each two jobs
i and i+1 (for i = 1, 3, 5, . . . , 19) such that job i+1 starts as follows. When we start
job i at time-index 0, job i + 1 starts at the earliest time-index such that no machines
has to execute two operations at a time. The resulting job consisted of the operations
of both (original) jobs. We observe that the increase in running time is far less than it
was in the case where we increased the number of jobs (cf. Tables 9.19 and 9.23).

In our opinion the reasons are twofold. First, we have taken a lot of freedom away
from the problem by adding the no-wait constraints compared to the case with twice
as many jobs. This explains partially that these instances are relatively easy to solve.

Secondly, the propagators we use do not depend directly on the number of opera-
tions. The only way the number of operations influences the running time of the two-,
three-, and four-job propagators is by increasing the number of proper intervals in the
second order intervals. Since it is unlikely that these numbers increase proportionally
to the number of operations, the results are explainable.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
dSCHHL1-10 16 18 34 57 13 13 13 12 13
dSCHHL2-10 1740 1874 2106 2199 724 807 137 142 59
dSCHHL3-10 65 62 62 59 40 13 14 7 7
dSCHHL4-10 162 204 248 311 35 49 25 29 14
dSCHHL5-10 51 53 59 65 8 8 8 9 6
dSCHHL6-10 101 116 125 135 101 28 32 36 38
dSCHHL7-10 6 9 19 25 12 23 27 18 6
dSCHHL8-10 133 127 141 136 19 16 17 19 9
dSCHHL9-10 170 167 198 259 49 67 15 16 11

Table 9.23. The running times (in seconds) of our program on the instances with an increased
number of operations. In order to generate this table we used the two-, three-, and four-job
propagator as well as the time-indexed infeasibility detector.
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Note that except for the results printed in the second row of Table 9.23, all in-
stances took at most five minutes to process (far less in general). For the instance
dSCHHL2-10 we had to process between 30 and 50 times more nodes than in the
other instances. To explain this, we observe that it is always possible to ‘fool’ the prop-
agators we are using in such a way that they cannot propagate anything (see Propo-
sition 4.7.4). Also, here the time-indexed infeasibility detector was hardly useful in
order to fathom nodes (cf. Table 9.24). We enabled it, since we hoped it would turn
out to be more effective when the instance size grows.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
dSCHHL1-10 0/0 3/0 5/0 10/1 4/0 4/0 4/0 4/0 4/0
dSCHHL2-10 1039/44 1173/34 1396/34 1572/44 544/11 604/10 122/1 133/2 57/1
dSCHHL3-10 27/0 26/0 32/0 33/0 23/0 8/0 10/0 6/0 6/0
dSCHHL4-10 78/13 81/5 80/4 103/13 14/0 21/3 10/0 13/0 10/0
dSCHHL5-10 22/0 20/0 19/0 21/0 5/0 5/0 5/0 6/0 4/0
dSCHHL6-10 25/0 34/0 36/0 36/0 32/0 11/0 10/0 11/0 13/0
dSCHHL7-10 0/0 2/0 4/0 3/0 7/0 9/0 10/0 9/0 5/0
dSCHHL8-10 16/0 18/0 19/0 19/0 6/0 5/0 6/0 6/0 5/0

Table 9.24. The number of calls to the time-indexed infeasibility detector for the instances with
an increased number of operations. An entry aa/bb in this table gives the total number of calls
aa to the time-indexed detector and the number of its successful calls bb. The latter numeral is
the number of times we were able to verify that no valid schedule exists in the current branch.

Results on Propagators

Finally, we report the results we found concerning the propagators we used. As we
see in the Tables 9.25 to 9.33, the two-job propagator was hardly useful in any of the
experiments we conducted.

This may be due to its lack of propagation power. Since it takes only two jobs
into account, it is a relatively weak propagator compared to the three- or four-job
propagator, which takes three or four jobs into account, respectively.

Furthermore, we see that in the cases where the four-job propagator was called,
we have relatively many calls while only relatively few of them lead to a reduction of
the starting time intervals.

In our opinion, this behavior of our program can be explained by pointing out that
the method we use to decide whether to call these propagators loses its power as the
number of involved jobs increases. Again, this is due to idle time. The method reduces
each of the jobs into an operation or a part thereof, with equal processing time and then
decides whether the propagator is called or not. It does not respect that jobs can have
operations on different machines and thus can overlap in their execution intervals.
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
lSCHHL2-12 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
lSCHHL2-13 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
SCHHL2-14 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
lSCHHL4-12 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
lSCHHL4-13 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
lSCHHL4-14 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
lSCHHL6-12 272/48 272/48 272/48 272/32 153/7 85/2 85/2 85/2 85/2
lSCHHL6-13 288/16 288/16 288/16 288/16 18/1 18/1 18/1 18/1 18/1
lSCHHL6-14 288/16 288/16 288/16 288/16 18/1 18/1 18/1 18/1 18/1
lSCHHL7-12 384/208 384/208 384/208 384/160 96/16 84/14 84/14 84/14 84/14
lSCHHL7-13 416/208 416/208 416/208 416/160 104/17 92/15 92/15 92/15 92/15
lSCHHL7-14 210/4 294/4 210/4 105/4 357/7 126/4 420/11 357/7 420/11
lSCHHL8-12 1928/2 1928/2 1928/2 1928/2 96/5 15/0 69/1 69/1 9/0
lSCHHL8-13 3880/2 3880/2 3876/2 3876/2 100/5 75/1 72/1 72/1 72/1
lSCHHL8-14 3832/0 3832/0 3828/0 3824/0 196/15 150/2 150/2 150/2 150/2

Table 9.25. The number of calls to the two-job propagator in the instances with prolonged
processing time of the individual operations. An entry aa/bb in this table shows the number of
calls to the two-job propagator aa and the number of its successful calls bb. In order to compile
the information displayed in this table we used the two-, three-, and four-job propagators as
well as the time-indexed detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
lSCHHL2-12 25k/8747 25k/8747 25k/8594 25k/8248 2125/465 2170/581 1885/408 1885/408 1885/408
lSCHHL2-13 164k/32k 164k/32k 161k/31k 155k/30k 378/59 402/63 388/60 388/60 388/60
lSCHHL2-14 238k/60k 238k/60k 239k/60k 231k/58k 11k/2937 16k/4464 16k/4466 16k/4454 16k/4454
lSCHHL4-12 3538/936 3637/974 3637/974 3637/957 372/81 262/56 262/56 262/56 262/56
lSCHHL4-13 85k/25k 87k/25k 85k/24k 84k/24k 4797/1228 6206/1816 6206/1816 6398/1857 6398/1857
lSCHHL4-14 195k/54k 195k/54k 194k/53k 193k/52k 9787/2472 13k/3744 13k/3744 13k/3744 13k/3744
lSCHHL6-12 472/278 472/278 472/278 472/278 416/86 271/34 271/34 271/34 271/34
lSCHHL6-13 432/128 432/128 432/128 432/128 190/4 183/4 183/4 183/4 183/4
lSCHHL6-14 480/128 480/128 480/128 480/128 208/4 201/4 201/4 201/4 201/4
lSCHHL7-12 400/144 400/144 400/144 400/104 439/45 447/46 447/46 447/46 447/46
lSCHHL7-13 432/144 432/144 432/144 432/104 518/50 523/51 523/51 523/51 523/51
lSCHHL7-14 988/23 1723/38 988/23 230/20 1187/34 194/16 1708/48 1187/34 1708/48
lSCHHL8-12 2992/545 2992/545 2992/545 2992/433 604/56 48/1 484/45 445/41 30/1
lSCHHL8-13 6365/1078 6365/1078 6355/1078 6355/849 736/56 630/49 590/44 566/40 566/40
lSCHHL8-14 7365/1161 7365/1161 7354/1161 7346/823 1206/162 890/138 816/98 765/90 765/90

Table 9.26. The number of calls to the three-job propagator in the process of solving the in-
stances with prolonged processing time for the individual operations. An entry aa/bb in this
table shows the total number of calls to the three-job propagator aa as well as the number of its
successful calls bb. In order to compile the information displayed in this table we used the two-,
three-, and the four-job propagators as well as the time-indexed detector.

9.4 Conclusions and Further Research

From the experiments above, one may conclude that the time-indexed infeasibility
detector is very weak in terms of detection power. It is far more likely that the three-
and four-job propagator renders the starting time intervals of one job empty before
the time-indexed detector can detect that there is no feasible schedule for a specific
instance.

Another conclusion that can be drawn is that the methods we use to decide whether
to call a q-propagator lose their effectiveness as the value of q grows. Finally, the 2-job
propagator is called very few times, and can therefore be left out.



200 9 Experiments

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
lSCHHL2-12 167k/23k 167k/23k 167k/23k 167k/22k 20k/1596 19k/1596 20k/1807 20k/1807 20k/1807
lSCHHL2-13 1.6M /131k 1.6M /131k 1.6M /128k 1.6M /119k 11k/241 10k/238 10k/240 10k/240 10k/240
lSCHHL2-14 4.0M /312k 4.0M /312k 4.0M /309k 4.0M /292k 233k/16k 257k/19k 253k/19k 252k/19k 252k/19k

lSCHHL4-12 94k/15k 94k/16k 94k/16k 94k/15k 8028/1057 8312/1098 8307/1098 8306/1098 8306/1098
lSCHHL4-13 583k/51k 584k/51k 583k/50k 557k/47k 42k/3936 43k/3674 43k/3670 43k/3762 43k/3762
lSCHHL4-14 1.2M /112k 1.2M /112k 1.2M /110k 1.2M /103k 97k/8255 100k/7974 98k/7970 97k/7966 97k/7966
lSCHHL6-12 0/0 0/0 0/0 0/0 1692/28 1662/29 1662/29 1642/29 1642/29
lSCHHL6-13 2346/582 2346/582 2346/582 2346/574 2639/87 2628/84 2628/84 2628/84 2628/84
lSCHHL6-14 2766/658 2766/658 2766/658 2766/650 3571/103 3555/100 3555/100 3555/100 3555/100
lSCHHL7-12 0/0 0/0 0/0 0/0 1974/0 2068/0 2068/0 2068/0 2068/0
lSCHHL7-13 0/0 0/0 0/0 0/0 2562/0 2660/0 2660/0 2660/0 2660/0
lSCHHL7-14 11k/88 17k/88 11k/88 3214/61 12k/71 2432/35 15k/86 12k/71 15k/86
lSCHHL8-12 74k/9502 74k/9502 74k/9417 74k/8677 6119/209 976/17 5928/222 5928/222 468/10
lSCHHL8-13 184k/21k 184k/21k 184k/21k 184k/20k 11k/238 11k/258 11k/262 11k/262 11k/262
lSCHHL8-14 195k/27k 195k/27k 194k/27k 193k/25k 20k/669 19k/728 19k/773 19k/773 19k/773

Table 9.27. The number of calls to the four-job propagator routine in the process of solving the
instances with prolonged processing time for the individual operations. An entry aa/bb in this
table shows the total number of calls to the four-job propagator aa as well as the number of its
successful calls bb. In order to compile the information displayed in this table we used the two-,
three-, and the four-job propagators as well as the time-indexed detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
dSCHHL1-10 32/0 38/0 80/0 163/2 23/0 0/0 0/0 0/0 0/0
dSCHHL2-10 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
dSCHHL3-10 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
dSCHHL4-10 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
dSCHHL5-10 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
dSCHHL6-10 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
dSCHHL7-10 252/56 333/56 704/92 421/93 228/68 381/106 399/103 174/48 28/3
dSCHHL8-10 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
dSCHHL9-10 1002/331 426/89 694/183 0/0 0/0 0/0 0/0 0/0 0/0

Table 9.28. The number of calls to the two-job propagator routine during the process of solv-
ing the instances with more operations per job. An entry aa/bb in this table shows the total
number of calls aa of the two-job propagator as well as the number of its successful calls. In
order to compile the information, displayed in this table we used the two-, three-, and four-job
propagators as well as the time-indexed detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
dSCHHL1-10 0/0 0/0 172/58 415/124 94/12 189/13 193/14 77/19 119/5
dSCHHL2-10 55k/25k 71k/33k 99k/47k 128k/60k 46k/21k 54k/26k 6594/3153 6983/3513 1994/1024
dSCHHL3-10 802/390 1554/800 2335/1238 3700/1860 1385/545 770/321 698/326 74/27 88/34
dSCHHL4-10 5404/2377 8652/4093 10k/4642 13k/6050 1189/572 1606/597 1345/545 1857/817 250/38
dSCHHL5-10 2761/1002 3159/1146 3252/1146 3569/1117 106/15 104/7 40/0 88/20 59/8
dSCHHL6-10 467/235 512/212 1017/392 1184/533 1171/413 302/40 230/58 253/87 551/198
dSCHHL7-10 216/46 239/53 899/349 592/269 531/212 1107/346 1203/416 933/399 169/19
dSCHHL8-10 3139/891 3361/856 3708/1017 1266/389 136/28 101/11 312/59 406/122 84/1
dSCHHL9-10 2656/788 1681/285 5920/2433 12k/4428 1953/897 3741/1811 332/74 428/112 137/6

Table 9.29. The number of calls to the three-job propagator routine during the process of solving
the instances with more operations per job. An entry aa/bb in this table shows the total number
of calls aa of the three-job propagator as well as the number of its successful calls bb. In order
to compile the information displayed in this table we used the two-, three-, and the four-job
propagators as well as the time-indexed detector.

Hence, one possible way to continue this work is trying to find stronger formula-
tions of necessary conditions for the existence of feasible schedules for no-wait job
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
dSCHHL1-10 2978/536 3682/873 8842/1512 16k/2409 2811/310 3150/309 3289/329 2663/289 3005/274
dSCHHL2-10 1.4M /230k 1.5M /257k 1.7M /290k 1.9M /316k 647k/109k 716k/119k 122k/22k 128k/23k 49k/7396
dSCHHL3-10 33k/5134 34k/5381 34k/5606 35k/5735 24k/4301 5209/740 5939/870 1938/93 1951/85
dSCHHL4-10 90k/10k 103k/13k 122k/15k 158k/19k 15k/2013 23k/2694 12k/1966 14k/2443 4108/388
dSCHHL5-10 29k/5769 31k/6075 34k/7046 37k/7245 1947/252 2079/251 1602/213 2031/232 972/54
dSCHHL6-10 50k/6643 59k/7236 62k/7575 70k/9119 48k/6166 11k/1250 11k/1270 13k/1664 14k/1754
dSCHHL7-10 1559/502 2334/584 5925/1215 7904/1633 5134/871 9027/1365 9773/1417 6844/748 1869/45
dSCHHL8-10 32k/6757 34k/6819 39k/7355 43k/7914 4138/826 3264/542 3492/490 3690/484 1279/74
dSCHHL9-10 48k/9624 52k/10k 64k/10k 87k/12k 16k/2390 23k/2828 3641/302 3538/231 1871/58

Table 9.30. The number of calls to the four-job propagator routine in the process of solving the
instances with more operations per job. An entry aa/bb in this table shows the total number
of calls aa to the four-job propagator as well as the number of its successful calls bb. In order
to compile the information displayed in this table we used the two-, three-, and the four-job
propagators as well as the time-indexed detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-12 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
SCHHL2-13 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
SCHHL2-14 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
SCHHL4-12 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
SCHHL4-13 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
SCHHL4-14 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0 0/0
SCHHL6-12 352/64 320/64 304/32 288/32 153/7 119/5 210/2 196/1 221/5
SCHHL6-13 352/32 320/32 384/16 336/16 18/1 30/1 75/1 48/1 12/1
SCHHL6-14 352/32 320/32 384/16 336/16 18/1 30/1 110/1 60/1 52/1
SCHHL7-12 400/256 400/256 400/224 384/160 96/15 147/3 126/3 234/5 126/3
SCHHL7-13 432/256 432/256 432/224 416/160 104/16 161/3 276/4 266/5 323/11
SCHHL7-14 448/192 896/200 125/4 125/4 336/7 105/3 475/8 289/5 285/7
SCHHL8-12 192/16 192/16 532/0 1925/3 96/5 63/1 21/0 6/0 15/0
SCHHL8-13 192/16 192/16 1040/0 3873/3 100/5 93/3 78/4 24/0 16/0
SCHHL8-14 192/16 192/16 1036/0 3824/0 196/15 150/2 114/6 36/1 18/0

Table 9.31. The number of calls to the two-job propagator routine in the process of solving the
instances with more jobs. An entry aa/bb in this table shows the total number of calls aa of
the two-job propagator as well as the number of its successful calls bb. In order to compile the
information, displayed in this table we used the two-, three-, and four-job propagators as well
as the time-indexed detector.

shop problems. For example, one could strengthen the time-indexed detector by using
facet-inducing inequalities with right-hand sides greater than 1. One way of doing this
would be to use subsets of the fractional values of a given point of the time-indexed
polytope and to see whether one can create a facet-inducing inequality where each sin-
gle index of such a subset has a coefficient higher than 0, using the algorithm presented
in Section 7.4.

Another way of continuing practical research is to find new and better methods
that decide whether to call a certain propagator or not. The methods investigated here
take not into account that the operations of two jobs can overlap each other in their
execution or mingle. This might be changed using the second-order-intervals. We can
use these intervals to place the jobs in a more compact way. This way, we can adjust
the lengths of the operations we created in the methods that decide whether we call
a certain propagator, and thus get a better method. In this way one might end up
with a more expensive method (in terms of running time) to decide whether a certain
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Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-12 0/0 7444/1496 5472/1054 31k/8891 2160/427 3275/675 341/11 263/13 320/18
SCHHL2-13 102k/23k 81k/18k 115k/26k 116k/26k 452/60 303/38 380/62 777/96 610/75
SCHHL2-14 184k/39k 353k/76k 356k/76k 455k/81k 15k/3323 662/65 635/62 1158/180 640/62
SCHHL4-12 0/0 0/0 5/2 271/175 581/131 391/33 558/157 167/16 167/16
SCHHL4-13 40k/12k 40k/12k 76k/22k 93k/26k 4959/1190 6943/1819 3036/644 3130/637 2230/422
SCHHL4-14 84k/24k 80k/23k 217k/58k 211k/56k 10k/2397 14k/3669 3232/658 4914/930 2898/509
SCHHL6-12 304/216 308/216 688/360 472/278 416/86 429/35 683/19 864/11 1043/15
SCHHL6-13 1168/536 1168/504 1296/144 864/128 190/4 355/10 782/33 375/4 44/2
SCHHL6-14 1280/584 1280/552 1440/144 960/128 208/4 412/11 1763/62 627/4 434/3
SCHHL7-12 404/152 376/120 384/128 400/104 439/42 230/22 166/17 716/15 182/7
SCHHL7-13 436/152 408/120 416/128 432/104 518/47 259/23 744/31 883/16 1042/20
SCHHL7-14 464/104 2399/873 255/22 256/20 1173/27 134/9 2221/47 813/14 1084/19
SCHHL8-12 512/80 512/48 946/123 2995/449 604/51 487/49 64/1 0/0 132/11
SCHHL8-13 576/80 576/48 1965/245 6400/865 736/50 878/94 516/45 272/38 155/11
SCHHL8-14 640/96 640/48 2215/245 7346/823 1206/144 941/151 1487/152 673/89 247/13

Table 9.32. The number of calls to the three-job propagator routine in the process of solving
the instances with more jobs. An entry aa/bb in this table shows the total number of calls aa
to the three-job propagator as well as the number of its successful calls bb. In order to compile
the information displayed in this table we used the two-, three-, and the four-job propagators as
well as the time-indexed infeasibility detector.

Name OPT-4 OPT-3 OPT-2 OPT-1 OPT OPT+1 OPT+2 OPT+3 OPT+4
SCHHL2-12 73k/10k 160k/20k 203k/22k 170k/22k 20k/1477 22k/1614 8841/167 9227/137 5423/62
SCHHL2-13 1.0M /80k 1.1M /84k 1.3M /89k 1.3M /97k 10k/217 11k/204 9061/142 18k/230 19k/327
SCHHL2-14 2.8M /191k 2.8M /211k 2.9M /227k 4.4M /273k 234k/16k 23k/491 23k/313 27k/477 25k/410
SCHHL4-12 14k/1784 49k/5716 63k/8764 78k/9533 8557/977 6972/472 7516/460 5067/107 5010/92
SCHHL4-13 292k/29k 400k/35k 471k/37k 557k/44k 42k/3664 46k/3531 23k/1369 23k/1292 14k/759
SCHHL4-14 669k/62k 987k/77k 1.1M /84k 1.2M /96k 97k/7714 105k/7422 30k/1475 32k/1551 18k/886
SCHHL6-12 0/0 0/0 0/0 0/0 1695/26 2025/41 6098/113 6425/83 8635/75
SCHHL6-13 0/0 0/0 1824/240 2456/582 2641/83 3453/77 9221/55 8347/64 920/11
SCHHL6-14 0/0 0/0 2016/256 2892/658 3573/98 4318/86 21k/59 16k/67 12k/57
SCHHL7-12 0/0 0/0 0/0 0/0 1974/0 1989/48 1958/27 5261/45 2898/22
SCHHL7-13 0/0 0/0 0/0 0/0 2562/0 2411/53 5897/48 7589/48 11k/42
SCHHL7-14 0/0 0/0 3488/47 3255/61 12k/62 2204/23 22k/35 13k/35 15k/27
SCHHL8-12 4514/474 7404/780 27k/2894 76k/8628 6151/184 6308/136 1424/15 1214/14 5372/95
SCHHL8-13 5542/568 9048/894 67k/6368 188k/19k 11k/208 13k/253 11k/207 13k/189 8993/102
SCHHL8-14 6946/824 11k/992 79k/7288 197k/24k 20k/615 22k/723 20k/317 23k/445 14k/119

Table 9.33. The number of calls to the four-job propagator routine in the process of solving
the instances with more jobs. An entry aa/bb in this table shows the total number of calls aa
to the four-job propagator as well as the number of its successful calls bb. In order to compile
the information displayed in this table we used the two-, three-, and the four-job propagators as
well as the time-indexed detector.

propagator is to be called or not. But this more expensive method might pay off with
a significantly reduced number of calls of these propagators.

Yet another way to continue practical research is to implement the algorithm
(and/or find good heuristics) that find violated maximal inequalities. Research con-
ducted for the one-operation-per-job case seems promising (see for example Van den
Akker et al. 1999). However, this ‘promising’ should be considered carefully since the
time-indexed method is also a promising guideline for single-machine scheduling.
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Summary

Scheduling problems emerge in many ways in real-life problems. These problems oc-
cur for example in the production industry. There we are given a number of production
steps (so-called operations) of different products, so-called jobs. Each of these pro-
duction steps is to be executed on a specific resource. Thereby the resource on which
a specific production step is to be executed may differ from operation to operation.
Between the production steps of a job we usually have constraints that restrict the set
of feasible schedules. For example, when each of these production steps can only be
started in a bounded subset of time indices (which may differ from operation to oper-
ation) and has to start a fixed amount of time after another operation, we end up with
a so-called no-wait job shop instance. In this thesis we are concerned with this kind of
scheduling problems.

The research conducted in this thesis was motivated by the following question:
How can we solve no-wait job shop scheduling problems. In order to solve this ques-
tion we investigate in this thesis the relationships between variables in different math-
ematical formulations of the no-wait job shop scheduling problem. For example, we
may use these relationships to shrink the domains of some of the variables. This way
we may either detect that the instance does not admit a feasible schedule or we may
fix the variables to a single value.

After introducing the no-wait job shop problem in a formal way and introducing
the concept of the variable-domain-shrinking approach (the so-called constraint prop-
agation approach) in Chapter 1, we developed in Chapter 2 the notion of second order
intervals. These intervals consist of the set of feasible starting time differences of two
different jobs. We show that these sets can be computed in polynomial time. In Sec-
tion 2.3, with the help of the second order intervals, we developed an algorithm that
computes a set of feasible starting times from a total order of jobs.

In Chapter 3 we introduce a variant of the no-wait job shop problem, where we
allow some freedom in the selection of the processing times of the different processing
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steps. In this case, we see there that it is in general very difficult (or to be more specific:
NP-hard) to compute the set of feasible starting time differences of two jobs. But in
special cases, where we only have little freedom to select the processing times, there
is an efficient (i.e., polynomial time) algorithm to compute them.

In Chapter 4 we dedicate ourselves to the main goal of this thesis. There we de-
velop hand-tailored methods to shrink the domains of variables that occur in different
formulations of the no-wait job shop problem, so-called propagators. We start this
chapter with a review of some of the known propagators. From them we deduce spe-
cial hand-crafted propagators for the no-wait job shop later in that chapter. Especially
worth noting here is the q-job propagator, which takes the set of feasible starting times
of q − 1 jobs and computes the set of starting times for a qth job such that the first
q− 1 jobs can be started in their starting time intervals while the qth job can be started
in the output of this routine. These kinds of propagators are based on the second order
intervals. They become important again in Chapter 7.

In Chapter 5 we focus on a different aspect of the no-wait job shop problem,
namely the problem whether there exists a schedule such that its makespan is not
longer than a certain limit. Here we develop methods that can verify that a given
no-wait job shop instance does not admit a feasible schedule. To precisely answer
whether an instance is feasible or not is very difficult (NP-complete), but we derive
some easy-to-check criteria that have to be fulfilled so that a feasible schedule can
exist. After once again discussing some known methods to detect infeasibility, we ex-
tend them into methods that use special features of the no-wait job shop problem. For
example, we extend Baptiste’s (1998) method, which can tell us whether an arbitrary
scheduling instance is preemptively feasible or not, to a method that detects whether
there is a preemptively feasible schedule where one fixed operation is not preempted.
Subsequently, we extend this method into a method that detects whether there is a
preemptively feasible schedule where a fixed operation can be executed without pre-
emption and all the other operations of the same job can be executed in some intervals
(possibly preempted). These latter intervals depend on the interval where we can start
the fixed operation. This formulation still has some major weaknesses. For example,
it considers only the set of time intervals where an operation can be processed, and
not the time intervals where an operation can start, thereby possibly allowing an op-
eration to start executing where this is forbidden. Another major disadvantage is that
it allows an operation o to be partially executed in the interval [t, t + 1] and in the
interval [t + po, t + po + 1] (where po denotes the processing time of operation o)
which is impossible in a non-preemptive scheduling instance. We develop methods to
overcome these disadvantages in Section 5.4.

Another method we adapt for detecting whether a given no-wait job shop instance
admits a feasible schedule, is the so-called time-indexed method. It is based on a
reformulation of the no-wait job shop problem as an integer linear program (ILP). The
idea is to give a polytope that contains an integral point if and only if the no-wait
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job shop instance admits a feasible schedule. This polytope is called the time-indexed
polytope. Since the problem of deciding whether integral points exist in this polytope
is NP-hard, we have to relax the problem of finding integral points into one that we
can decide efficiently, and for which a negative solution implies the non-existence of
integral points. We relaxed this problem to the decision problem whether the time-
indexed polytope contains only the empty set and labeled the resulting algorithm the
time-indexed method.

In Chapter 6 we concentrate on a special kind of no-wait job shop problem. The
instances we scrutinize there are instances where every pair of jobs does not min-
gle in any schedule, the so-called 2-compact no-wait job shop instances. We create
a weighted, complete, and directed graph out of such an instance, and show that the
asymmetric traveling salesman problem (ATSP) in this graph, which can be solved
using known algorithms, is equivalent to the job shop scheduling problem of these in-
stances if the triangle inequality holds in the graph. For those instances where the trian-
gle inequality does not hold, the length of the optimal ATSP tour is still a lower bound
on the makespan. Therefore, we have another means of showing that a 2-compact
no-wait job shop instance is infeasible.

The Chapters 7 and 8 are concerned with the time-indexed ILP method, introduced
in Chapter 5 to solve the no-wait job shop scheduling problem. We show in these
chapters that the q-job propagators lead to the strongest inequalities (so-called facet-
inducing inequalities) there are for this formulation.

In the first of these chapters, Chapter 7, we derive necessary and sufficient con-
ditions for facet-inducing inequalities for the time-indexed integer polytope derived
from the q-job propagators. For inequalities with right-hand side equal to 1, we show
that these characterizations can be formulated in terms of the two-job propagators.
For higher right-hand sides we were able to show a similar result. There we need,
next to a property that can be formulated using the q-job propagator, some easy-to-
check helper-properties as well. These characterizations enable us to compose an al-
gorithm that checks whether an inequality it is valid, and in case it is whether it is
facet-inducing or not, assuming the time-horizon is big enough. On the other hand,
we can use these characterizations in an algorithm that strengthens a given valid in-
equality into one where we cannot increase any coefficient further without losing the
validity of the inequality. We give this algorithm in Section 7.4.

The resulting inequalities are in case of right-hand side equal to 1 facet-inducing.
Given a non-facet-inducing inequality with right-hand side equal to 2, we give an
algorithm that computes two facet-inducing inequalities with right-hand side equal to
2 that induce the given non-facet inducing one in Section 7.4 too.

Chapter 8 is concerned with the complexity of finding a violated inequality with
right-hand side equal to 1. We show there that it is NP-hard to decide whether a vio-
lated inequality with right-hand side equal to 1 exists. We finish this chapter by giving
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a branch-and-bound algorithm to find violated inequalities with arbitrary right-hand
sides.

In Chapter 9 we finally discuss the experiments we made with the methods we
developed in this thesis. The main results of this chapter are that the existing methods
to detect infeasibility become useless once one includes the two-, three-, and four-job
propagators proposed in this thesis. Our program ran much faster when we disabled the
time-indexed infeasible detector, and only spent our computation time on propagating
knowledge.



Samenvatting

Planningsproblemen komen veelvuldig voor in de praktijk. Men vindt ze bijvoorbeeld
in industriële productieprocessen. In dergelijke processen wordt een mogelijk groot
aantal productiestappen (zogenaamde operations) voor verschillende producten (zo-
genaamde jobs) onderscheiden, waarbij elk van de productiestappen op een voorge-
schreven type machine moet worden uitgevoerd. De opeenvolgende operations van
elke job mogen daarbij aan verschillende machines worden toegewezen.

In dit soort planningproblemen gelden vaak bijkomende voorwaarden (zogenaam-
de constraints) voor de afzonderlijke productiestappen van een job die de verzameling
van toegestane planningen beperken. Een voorbeeld van zo’n constraint is dat elke
productiestap slechts een beperkte verzameling van mogelijke begintijdstippen heeft
(welke ook verschillend mogen zijn per operation). Een andere mogelijke constraint
is dat er tussen de verschillende productiestappen van een job een bepaalde vaste tijd
moet zitten; in dit geval ligt de planning van de hele job vast wanneer het begintijdstip
van de eerste productiestap vast ligt. Indien constraints van dit type aanwezig zijn, dan
hebben we een zogenaamd no-wait job shop probleem. Dit zijn de planningsproble-
men die we in dit proefschrift bestuderen.

Het onderzoek in dit proefschrift ontstond naar aanleiding van de volgende vraag:
Wat is een efficiënte methode om no-wait job shop planningsproblemen op te lossen?
Hiertoe hebben we in dit proefschrift onderzoek gedaan naar de toepasbaarheid van de
oplossingsmethode van constraint propagation. Deze methode kan het beste worden
uitgelegd aan de hand van een voorbeeld. Beschouw een logische puzzel, zoals Su-
doku. Hierbij moeten waarden worden ingevuld in vakjes, zodanig dat aan bepaalde
eisen is voldaan. Voor die waarden bestaan verschillende mogelijkheden: het domein.
Constraint propagation probeert door logisch redeneren, waarbij steeds nieuwe eisen
worden afgeleid waar een toegelaten oplossing aan moet voldoen, voor ieder vakje
zoveel mogelijk waarden uit te sluiten (domeinreductie), totdat slechts één waarde per
vakje overblijft. Wanneer dit vastloopt, dan wordt tijdelijk een waarde ingevuld in een
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vakje, waarna de consequenties hiervan worden nagegaan. Wanneer dit tot een incon-
sistentie leidt, dan kan deze waarde uit het betreffende domein worden geschrapt. In
geval van het no-wait job shop planningsprobleem kunnen we bijvoorbeeld detecte-
ren dat voor een bepaalde invulling van variabelen voor het probleem geen toegestane
planning mogelijk, is of dat sommige variabelen op een bepaalde waarde gefixeerd
kunnen worden.

In Hoofdstuk 1 geven we eerst een formele inleiding van het no-wait job shop
probleem, en bespreken we het idee om het domein van variabelen te verkleinen: de
zojuist beschreven constraint propagation aanpak. Daarna ontwikkelen we in Hoofd-
stuk 2 het begrip van ‘second order intervals’. Deze intervallen bestaan uit de ver-
zamelingen van toegestane verschillen in begintijd van twee verschillende jobs. We
laten zien dat deze verzamelingen in polynomiale tijd berekend kunnen worden. In
sectie 2.3 ontwikkelen we, met behulp van de second order intervals, een algoritme
dat de verzameling van toegestane begintijden bij een gegeven volgorde van de jobs
berekent.

In Hoofdstuk 3 introduceren we een variant van het no-wait job shop probleem,
waarbij we enige vrijheid in de keuze van de verwerkingstijd van de verschillende pro-
ductiestappen toestaan. Voor deze variant laten we zien dat in het algemene geval het
berekenen van de verzameling van toegestane verschillen in begintijd tussen twee jobs
NP-lastig is. Echter voor speciale gevallen, waarin er maar weinig vrijheid in de keu-
ze van de verwerkingstijden is, bestaat er een efficiënt (dat wil zeggen polynomiaal)
algoritme om deze verzameling te berekenen.

In Hoofdstuk 4 richten we ons op het hoofdthema van dit proefschrift. We ontwik-
kelen methoden specifiek voor het no-wait job shop probleem om de domeinen van
de variabelen in de verschillende formuleringen van het no-wait job shop probleem te
verkleinen. Deze methoden zijn de zogenaamde propagators. We beginnen dit hoofd-
stuk met een overzicht van een aantal reeds bekende propagators. Daarna leiden we uit
deze bekende propagators speciale propagators af die specifiek zijn voor het no-wait
job shop probleem. Vermeldenswaard is vooral de q-job propagator, die voor een ge-
geven verzameling toegestane begintijden van q− 1 jobs alle tijdstippen geeft waarop
een qde job kan starten in een toegelaten oplossing voor deze q jobs waarin de overige
q − 1 jobs alle starten op een tijdstip uit hun begintijdintervallen. Dit soort propaga-
tors zijn gebaseerd op de second order intervals, en ze worden met name gebruikt in
hoofdstuk 7.

In Hoofdstuk 5 richten we ons op een ander aspect van het no-wait job shop pro-
bleem, namelijk het probleem of er een planning bestaat zodanig dat het tijdstip waar-
op de laatste job klaar is niet boven een gegeven grenswaarde uitkomt. In dit hoofdstuk
ontwikkelen we methoden waarmee we kunnen verifiëren of een gegeven no-wait job
shop instantie geen enkele geldige planning toelaat. Het geven van een precies ant-
woord op de vraag of een instantie van het probleem wel of niet een geldige planning
toelaat is NP-volledig, maar we leiden een aantal gemakkelijk te controleren criteria
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af waaraan zeker voldaan moet worden wil er een geldige planning bestaan. Na een
bespreking van bestaande methoden om vast te stellen dat er geen oplossingen be-
staan, breiden we deze daarna uit naar methoden die gebruik maken van de speciale
eigenschappen van het no-wait job shop probleem. We onderzoeken in het bijzonder
de methode van Baptiste (1998), die nagaat of er voor een willekeurige instantie van
het probleem wel of niet een geldige planning bestaat indien het uitvoeren van operati-
ons tussentijds onderbroken mag worden. Deze methode breiden we eerst uit naar een
methode die detecteert of er een geldige planning bestaat waarin de verwerking van
een gekozen operation niet onderbroken wordt, terwijl dit bij de overige operations
wel is toegestaan.

Daarna breiden we deze methode verder uit naar een die detecteert of er niet alleen
een geldige planning bestaat waarin het uitvoeren van een geselecteerde operation
niet onderbroken wordt, maar waarin tevens alle andere operations van diezelfde job
uitgevoerd worden in gegeven intervallen, al dan niet onderbroken. Deze intervallen
zijn afhankelijk van het interval waarin we de geselecteerde job kunnen beginnen.
Deze formulering heeft echter nog wel een aantal zwakke punten. Zo wordt er alleen
gekeken naar de verzameling van tijdsintervallen waarin een operation uitgevoerd kan
worden en niet naar de tijdsintervallen waarin een operation begonnen kan worden.
Hierdoor is het mogelijk dat een operation begonnen wordt op een tijdstip waarop dit
niet is toegestaan. Een ander groot nadeel is dat het mogelijk is dat een operation o
gedeeltelijk wordt uitgevoerd in zowel het interval [t, t + 1] als in het interval [t +
po, t+ po +1], waarbij po de bewerkingstijd van operation o is. Deze situatie is echter
niet toegestaan in een instantie waarin jobs niet onderbroken kunnen worden. In sectie
5.4 ontwikkelen we methoden om deze nadelen te ondervangen.

Een andere methode die we aanpassen om te detecteren of voor een gegeven in-
stantie van het no-wait job shop probleem een geldige planning bestaat, is de zo-
genaamde time-indexed methode. Deze is gebaseerd op een formulering van het no-
wait job shop probleem als een geheeltallig lineair programmeringsprobleem. Het idee
hierbij is om een polytoop te bepalen dat een geheeltallig punt bevat dan en slecht dan
als voor de instantie van het no-wait job shop probleem een geldige oplossing be-
staat. Dit polytoop wordt het time-indexed polytoop genoemd. Omdat de vraag om
te beslissen of dit polytoop geheeltallige punten bevat NP-volledig is, moeten we het
probleem relaxeren tot een probleem dat wel efficiënt beslisbaar is en waarvoor geldt
dat een negatief antwoord in ieder geval impliceert dat er geen geheeltallige punten
in het polytoop kunnen bestaan. We hebben het probleem gerelaxeerd tot de beslis-
singsvariant of het time-indexed polytoop alleen de lege verzameling bevat, wat we
time-indexed methode noemen.

In Hoofdstuk 6 concentreren we ons op een speciaal geval van de no-wait job shop
problemen. De instanties die we daar bekijken zijn instanties waarbij de volgorde van
de operations van de jobs op elke machine gelijk is aan de volgorde van de begintijden
van de jobs, de zogenaamde 2-compact no-wait job shop instanties. Uit zo’n instantie
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genereren we een gewogen, volledige en gerichte graaf. We tonen aan dat het asym-
metrische handelsreizigersprobleem (ATSP) op deze graaf (wat opgelost kan worden
met bestaande algoritmen) equivalent is aan het job shop planningsprobleem van deze
instanties, mits de driehoeksongelijkheid geldt in de graaf. Voor die instanties waar-
voor de driehoeksongelijkheid niet geldt in de graaf, geeft de lengte van het optimale
ATSP pad nog steeds een ondergrens voor het tijdstip waarop de laatste job klaar is.
Hierdoor hebben we een andere manier om te laten zien of een 2-compact no-wait job
shop probleem wel of niet een geldige oplossing heeft.

De Hoofdstukken 7 en 8 gaan over de in Hoofdstuk 5 geïntroduceerde time-
indexed ILP methode om het no-wait job shop planningsprobleem op te lossen. In
deze hoofdstukken laten we zien dat de q-job propagators leiden tot de sterkst moge-
lijke ongelijkheden die er kunnen zijn voor deze formulering, de zogenaamde ‘facet-
inducing’ ongelijkheden.

In Hoofdstuk 7 leiden we noodzakelijke en voldoende voorwaarden af voor facet-
inducing ongelijkheden voor het time-indexed geheeltallige polytoop die zijn afgeleid
van de q-job propagators. Voor ongelijkheden met rechterkant gelijk aan 1 laten we
zien dat deze karakterisering geformuleerd kan worden in termen van de 2-job pro-
pagators. Voor ongelijkheden waarvan de rechterkant grotere waarden heeft kunnen
we soortgelijke resultaten laten zien. We hebben dan, naast een eigenschap die gefor-
muleerd kan worden gebruik makend van de q-job propagator, ook een aantal gemak-
kelijk te controleren hulpeigenschappen nodig. Deze karakteriseringen stellen ons in
staat een algoritme op te stellen dat controleert of een ongelijkheid geldig is en zo
ja, of de ongelijkheid facet-inducing is, aangenomen dat de tijdshorizon groot genoeg
is. Verder kunnen we deze karakteriseringen ook gebruiken in een algoritme dat een
gegeven geldige ongelijkheid kan versterken tot een ongelijkheid waarin we geen en-
kele coëfficient meer kunnen verhogen zonder de geldigheid van de ongelijkheid te
verliezen. We geven dit algoritme in sectie 7.4.

Indien de rechterkant gelijk is aan 1, dan zijn deze ongelijkheden facet-inducing.
Voor het geval de rechterkant gelijk is aan 2 geven we in deze sectie een extra al-
goritme dat voor een gegeven niet facet-inducing ongelijkheid twee facet-inducing
ongelijkheden geeft die de gegeven ongelijkheid induceren.

In Hoofdstuk 8 kijken we naar de complexiteit van het vinden van een geschon-
den ongelijkheid met rechterkant gelijk aan 1. We laten zien dat het NP-lastig is om
een geschonden ongelijkheid met rechterkant gelijk aan 1 te vinden. We eindigen dit
hoofdstuk met het geven van een ‘branch-and-bound’ algoritme om geschonden on-
gelijkheden met willekeurige waarden voor de rechterkant te vinden.

In Hooftstuk 9 bespreken we tenslotte de experimenten die uitgevoerd zijn met de
methoden ontwikkeld in dit proefschrift. De belangrijkste resultaten hierbij zijn dat de
bestaande methoden om het niet bestaan van geldige oplossingen te detecteren zinloos
worden zodra we de twee-, drie- en vier-job propagators gebruiken zoals voorgesteld
in dit proefschrift. Ons programma liep veel sneller wanneer we de time-indexed on-
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geldigheid detector uitschakelden en alle rekentijd alleen maar spendeerden aan het
gebruiken van onze propagators.
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