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2.1 Introduction
Look at a photograph: You see a flat piece of paper. Look into a photograph: You areaware of an all-but-flat pictorial space. Artists have marvelled over this since earliest
times. Scientists have tried to trivialize it or explain it away. But pictorial space is there
to stay and remains an enigma till this day.

Pictorial space is a mental entity. You can't "see" it and it needn't be "looked
at." Its existence fully coincides with your experience. Nor need a "corresponding"
physical space exist. On close inspection the alleged photograph might turn out to be
mere fungus overgrowth over a plain sheet of dried wood pulp. You will still be awareof the pictorial space, the "stimulus" being the same. Clearly, pictorial space is not an"image" of anything. Of course, you can look at and see the fungus growth, that has
nothing to do with it. It is your "hallucination," if you want.

Let the difference between a photograph and the fungus-overgrown sheet not be
detectable without the use of a microscope. Then looking at or into the sheet with the
unarmed eye is in no way different from such acts performed on actual photographs.
But then the pictorial space evoked by a real photograph must be equally hallucina-tory and the fact that the photograph was once "taken," irrelevant to your perception.
Thus talk of "veridicality" in the context of pictorial spaces has nothing to do withperception) Ofcourse we could go on and discuss regular seeing as "controlled hallu-
cination" (Gibson, 1970), but we will refrain from that in this chapter.

If pictorial space is controlled hallucination, a mental entity, then a study of its
structure has to reveal structures of consciousness. Such thoughts were driving us when
we embarked on our exploration of pictorial space about a decade ago (Koenderink, vanDoom, and Kappers, 1992).

I Moreover, philosophical discussions on the intentional (Brentano, 1874) nature of pictorial spaces havenothing to do with perception proper.
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2.2 Some History

A study of the literature reveals that though artists have written much of interest, scien-

tists have mostly tried to get rid of the phenomenon of pictorial space. This may take

various forms; for example, one may simply deny the existence of the phenomenon, or

explain it away. Denial has been most popular. Thus "stereopsis," which simply means

"stereoscopic vision," is invariably interpreted as "binocular stereopsis" (through dis-

parity) and "monocular stereopsis" is regarded a contradictio in terminis. The existence

of pictorial space was rediscovered many times over, (e.g., when one Claparède (1904)

accidentally put two equal images in a stereoscope without the perception "going flat")

and led to an obscure literature on "paradoxical stereopsis" (which apparently the better

journals wouldn't touch). If something believed to be impossible is actually found to

be the case it is surely paradoxical! Explaining away usually takes the form of stating

that pictorial space is not a perception proper at all, but merely a cognitiveconstruction.

It is mere phantasy and has nothing to do with vision. The Rorschach test (Rorschach,

1921) exploits this very notion.
It was not until the early twentieth century that monocularstereopsis was acknowl-

edged as a stubborn fact. Then the optical industry produced viewers to obtain optimum

pictorial spatiality from single pictures. There exist two major types. The first type,the

Zeiss "Verant" (designed by von Rohr (1904) and Gullstrand) is the generic example.

The Verant uses a flat field loupe with exit pupil in the center of rotation of an eye,

the other eye being occluded. Accommodation is fixed at infinity. The eye is centered

at the perspective center of the picture, the visual field being about 40 °. This type of

viewer is still used for viewing slides nowadays, although many modern slide viewers

are of inferior design (apparently the design objectives are unclear). The second type

uses optics to present the picture to both eyes, while eliminating accommodation, ver-

gence, and disparity cues so that the observer is actually confronted with aflat picture.

The Zeiss (Carl Zeiss Jena, 1907) "synopter" (also a von Rohr (1920) design) is the

generic example, the late nineteenth century "zograscope" being a somewhat inferior

precursor (Balzer, 1998).
Monocular and binocular stereopsis yield qualitatively different results. It has

been repeatedly rediscovered that true stereopsis (binocular of course) gives rise to

a coulisses scene: there is indeed spectacular depth, but it is as if the objects were dis-

sappointingly like flat stage cardboard cut-outs staggered at various depths, the depth

gaps between the coulisses being well defined. In contradistinction, the depth gaps

between objects are less well defined in monocular stereopsis (except when the objects

are distributed over avisible groundplane, as is usually the case), but the pictorial ob-

jects look nicely rounded and solid. In fact, the paradoxical stereopsis literature often

remarks on the fact that monocular pictorial space looks "better" (more like the real

thing) than binocular stereoscopic space (Koenderink, van Doom, and Kappers, 1994):

truly paradoxical! Such effects are striking (people who don't see it typically know

that they won't, even before they venture to look) and can easily be demonstrated with

an antique Victorian stereoscopic viewer.

As already noted, artists have speculated much on the topic. For centuries it was

their job to evoke pictorial spaces in their clients. Thus we find advice to artists on

how to do this, and to the clients on how to get the most out of it. For instance,
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stimulus: reponse:

a picture a data structure

Figure 2.1: Many experiments on pictorial depth are of this type: The stimulus is a
figure and the response is some data structure that captures aspects of the pictorial
relief (here a map of equal depth curves).

Leonardo (1804) tells you to close one eye and stand at the proper distance in front
of a painting. Oblique viewing and binocular viewing have a flattening effect; wrong
viewing distance leads to deformations (see below). Perhaps the culmination of such
writings is Adolf Hildebrand's Das Problem der Form (The Problem of Form) of 1893.
Hildebrand (1945) understands pictorial space as relief space and describes generic
transformations applied by observers when looking at painting and sculpture. The
notion of a relief space indeed gets at the heart of the matter; we will return to it later
in this chapter.

2.3 Psychophysics: Methods

When we started our investigations, there weren't really any adequate psychophysical
methods to approach the problem. Thinking in terms of stimulus and response, the
former is simple enough: a picture and a viewing method. The latter is more of a prob-
lem, though: in order to quantify pictorial objects one needs to measure data structures
whose values are significant geometry (see figure 2.1). This means large data volumes.
Consider a simple example. The description of a non-trivially curved surface might
take the form of a triangulation with at least a few hundred vertices, thus over a thou-
sand real numbers (say, 3 digit). These have to be collected in half an hour or so; thus
we envisage data streams of ca. 10 bits per second. Compare that with the dozen or
so yesno answers that are the typical yield of a classical psychophysical experiment!
The data stream should be many orders of magnitude improved. Clearly novel methods
were needed. In the course of time we developed a number of these. For the sake of
conciseness we discuss only a couple of instances in this chapter.
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One general principle of measurement has been repeatedly valuable to us. If you
want to measure something you might compare it to a standard. Thus you need a stan-
dard and a manner of comparison. In cases of geometrical measurements the standard
might be some fiducial object ("gauge figure") and the comparison may be a judgment
of "fit" or "coincidence." This is the principle of measuring length with a yardstick, for
instance. It occurred to us that it is possible to put gauge figures in pictorial space by
superimposing pictures of gauge figures (3D Euclidian ones) on the picture. The first
instance of such a method implemented by us was based upon a standard technique in
drawing (Rawson, 1969): an oval suggests a circular mark on a slanted plane. We put
the oval under manual control by the observer. In this way a "fit" could be obtained in a
few seconds. Already in our first trial we sampled about a hundred spatial orientations
of pictorial surfaces within a quarter of an hour (Koenderink, van Doom, and Kappers,
1992).

Although we have been rather happy with this particular method and have used
it to good advantage in quite a number of studies, the field holds a rather different
opinion (fortunately with a few exceptions). We have heard frequent complaints that
these methods "don't work" or are otherwise problematic. This came as a surprise to
us since random visitors and many naive persons (in this respect, that is) that came by
our laboratory never experienced any problems in our setups. In a few cases we were
in a position to try setups that "didn't work." In such cases we had to grant that there
were problems since we weren't able to perform the task ourselves! Problems we noted
were of various kinds. For instance, in some cases the gauge figure was rendered in
such a way that it didn't adhere to the pictorial surface. This is visually immediately
obvious, and the remedy is equally obvious. (It seems amazing that people running
visual experiments wouldn't notice.) In other cases the interface was such as to render
the task manually impossible. Again, the remedy is obvious and it is amazing that one
involved in human psychophysics would fail to notice. If you ever played with the kid's
game where you write your name using knobs that control Cartesian horizontal and
vertical movements, you will understand what we mean with an "impossible" interface.
Finally, there were often problems (and errors) in the initial processing of the raw data.
This assumes some basic knowledge of differential geometry (Do Carmo, 1976) that
is apparently lacking in many laboratories involved in the study of visual form. Such
problems have made our research somewhat unpopular. However, we remain firmly
dedicated to this general style q approach which has led to a major step up in our rate
of progress on these topics.

A finding that relates to the idea that pictorial space is not a true perception but a
mere thought construct is that we have encountered a few observers that appeared sin-
gular in their time taken to perform the settings. Generic observers take a few seconds,
being mainly paced by the slowness of the manual task. In pilot reaction time exper-
iments we find that pictorial space builds up in a fraction of a second and is clearly a
"perception" in the sense of "presentational immediacy." Pictorial space simply hap-
pens to you, much like sneezing. There is nothing you can do about it, except from
closing your eyes or looking away from the picture. No deep thoughts are required.
The singular observers (maybe one out of ten; the statistics are only guesswork) take
ten to a hundred times longer than typical observers. What might go on in these peo-
ple? It may be that they are not performing the task in pictorial space (the very crux
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of the method), but somehow "reason it out." Indeed, some of these people understand
the task in this way:

First I estimate the slant and tilt of the pictorial surface, then I adjust
the oval in such a way that its perceived slant and tilt appear to have these
same values.

Now this is exactly what is not intended. Observers need not even know what slant and
tilt is, nor do they have to estimate the spatial orientation of the pictorial surface. They
simply have to make the oval "look right" (as a circle on the surface). This difference
apparently cannot be explained to some people, including (quite a few) colleagues in
visual perception with whom we had rather fruitless correspondences. As reviewers
of papers, such people suggest that one should "calibrate the method" by requiring
observers to estimate the slant and tilt of isolated ovals, and "correct" the settings in
the actual runs accordingly. Notice that this immediately derives from the misrepre-
sentation quoted above. It is indeed possible (Mingo lla and Todd, 1986) to let people
estimate (e.g., call out values in degrees) slant and tilt of pictorial surfaces. People hate
the task, take a long time doing it, and are very unreliable on it. Such methods have no
relation to the gauge figure method.

Other frequently used methods involve the indication of the nearest or most remote
point of a pictorial surface, either on a surface patch or constrained to a line in the image
(van Doom, Koenderink, and de Ridder, 2001; Koenderink and van Doom, 2003) (thus
a plane in pictorial space). Such methods clearly cannot be done on the basis of local
pictorial detail, but have to be done in pictorial space. In a related method we place two
dots on a picture and ask the observer which one is closer (Koenderink, van Doom, and
Kappers, 1996). Such a question only makes sense because dots on the picture surface
are seen in pictorial space and seem to lie on the nearest pictorial surface. Again closely
related to the latter method is a method where a line is drawn over the picture surface
(indicating a plane in pictorial space) and the observer is asked to indicate (a suitable
interface being provided) the shape of the intersection of the pictorial relief with that
plane (Koenderink, van Doom, Kappers, and Todd, 2000, 2001), a "normal cut."

A final method that we have frequently used is of an altogether different type.
We prepare two photographs of a single object, taken from different camera positions
(see figure 2.2). Thus the pictures are quite different. We show both photographs
simultaneously to the observer. We place a dot on one photograph and ask the observer
to place a dot on the second picture such that the dots indicate the same spot on the
pictorial objects (Koenderink, Kappers, Pollick and Kawato, 1997; Koenderink, van
Doom, Arend, and Hecht, 2002; van Doom, Koenderink, and de Ridder, 2001). This
is a very general method indeed. For instance, the task would make sense if the two
pictures were portraits of different people, perhaps even if one were replaced with a
picture of a horse's head. The observer is allowed the response "no correspondence,"
in order to avoid conflicts. This is necessary for instance when photographs show
different sides of some object. In typical cases of straight photographs of some simple
object, observers find the task very easy and can set hundreds of correspondences in a
twenty-minute session. Of course this is highly remarkable, since the task cannot be
done at all via modern computer vision algorithms (Forsyth and Ponce, 2002). The
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Figure 2.2: Two pictures of the same object, photographed at different angles. Here the
object was rotated by 67.5° about the vertical between exposures. In the method of cor-
respondences an observer is asked to find the location in the right picture corresponding
to a given location in the left image. Try it yourself for the white dot.

task can't be done on pictorial detail, it has to be done in pictorial space (or rather in
two pictorial spaces), and that is how our observers tell us they do it.

These descriptions don't exhaust our repertoire of methods to quantify pictorial
relief, but they are probably sufficient to convey the general idea.

So far we have mainly used photographs of rigid, opaque objects, painted white,
against simple backgrounds. The objects were somewhat more articulated than is typ-
ical for the field though. About 90% of the literature is on planar patches, simple
polyhedra (e.g., cubes), cylinders, spheres, or triaxial ellipsoids. In our view the prob-
lem with such shapes is that they present singular cases for most pictorial cues. The
generic case involves surfaces with more complicated surface articulations, patches of
smoothly joined doubly curved convex, concave, and saddle shaped surfaces. We pre-
fer such generic cases because they are conceptually simpler than singular cases and
lead to results of a general instead of a mere specific (or artificial) nature. It is perhaps
a reductionist trait natural to scientists to prefer "simple" stimuli; however, in this case
(apparently) simple is actually more complicated! Here "simple" means generic. (See
the book by Poston and Stewart (1996) on the notion of "genericity.") A lack of fa-
miliarity with the formal tools to handle all but the simplest objects from high school
geometry may also have to do with the stimulus preferences of mainstream research.

We used photographs instead of computer graphics renderings (as is usual in the
field) because virtually all computer graphics pipelines cut corners in the interest of
speed at the expense of physical realism (Koenderink, 1999). We feel that it might
perhaps be advisable to start research on physically realistic cases. Of course it is
somewhat of a burden to produce the stimuli, especially to produce parametric vari-
+0 0) r 1 ti rtril . Hi.:wevet 'his is by no means im )osrible. For instance, movin a
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light source in the photographic studio varies the shading parametrically (Koenderink,
van Doom, Christou, and Lappin, 1996a; Koenderink, 1998) (the parameter being the
location of the source).

It has been somewhat difficult to find sufficiently articulated objects that can be
acquired as multiple (identical) copies. For a time we have mainly used torsos of dum-
mies sold for clothing display in fashion shops. Although these have served us well,
we met with a number of initially unexpected difficulties. For one thing, we often were
severely chastised for overstepping the limits of civil morals, especially in the United
States, though less so in Europe. Perhaps more importantly we very frequently met
with the remark "but everyone knows what people look like" on the face of it a
strange remark coming from people used to looking at ellipsoids all day! It was sug-
gested that our observers should have been able to perform the task with their eyes
closed! This is nonsense, for very few people actually know what humans look like
(Hatton, 1904). It takes (academic) artists years to learn the details of the shapes of hu-
man bodies. The variation in body shape among the population is immense (Bammes,
1990). Even the dummies sold for fashion display change their shapes (according to
current fashion) every year. However, in the face of all this we are looking for alterna-
tives. We are currently experimenting with sweet peppers (painted white). No doubt
this, too, will meet with unexpected opposition.

2.4 Findings

2.4.1 Veridicality

A number of early results addressed the problem of veridicality. As explained earlier
we don't think this is a particularly interesting or important issue. However, a few
baseline results are notable:

I. different observers yield different results, and so does the same observer though
to a much lesser extent at different times (all for a single picture);

2. the viewing mode (e.g., monocular, binocular, synoptical, etc.) has a major effect
on the pictorial relief;

3. only by accident is the pictorial relief quantitatively like the object that was pho-
tographed;

4. the rendering of the picture has an influence on pictorial relief.

Regarding 1 and 2, the differences tend to be mainly of a very specific type, namely,
a dilatation or contraction of the depth domain (a Hildebrand relief transformation).
Such differences need not be small; we note changes by factors as large as five (van
Doom and Koenderink, 1996; Koenderink, van Doom and Kappers, 1994; Koenderink
and van Doom, 2003). In a number of cases we find changes of a more general but
very particular nature: different pictorial reliefs (for the same pictum ri t f17-(.111.r,
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observers or different tasks) are related through a particular type of shear, that is to say,
a transformation of the type:

(x , y) = ax by + cz(x, y) + d,

where z and z' denote the depth before and after the transformation, x and y the picture
plane coordinates, and a to d are constants. Such transformations are very precisely of
the stated form and equate the reliefs to within the experimental spread (Koenderink,
van Doom, and Kappers, 2000; Koenderink, van Doom. Kappers, and Todd, 2000,
2001; Cornelis, van Doom, and de Ridder, in 2003).

Regarding 3 and 4, one obviously expects qualitative differences when the pictorial
cues are changed. These methods allow us to study the effect of cue changes around
a natural "set point," which appears to be crucial ("cue conflict" situations and "cue
isolation" situations lead to very artificial results that can hardly be extrapolated to
real-life cases). For instance, we find very systematic deviations from shape constancy
under variations of illumination direction when shading is one of the important pic-
torial cues (Koenderink, van Doom, Christou, and Lappin, 1996a; Koenderink, 1998;
Koenderink, and van Doom, 2003).

Regarding 4, we find that variation over subjects is large when pictorial cues are
scarce, whereas results from different subjects come closely into step as the bouquet
of available pictorial cues is expanded (Koenderink, van Doom, Christou, and Lappin,
1996b; Koenderink, van Doom, Arend, and Hecht, 2002; Koenderink and van Doom,
2003). This shows how the "controlled hallucination" can run most of the spectrum
between almost fully idiosyncratic (faces in clouds) to largely cue driven (looking at
pictures of a holiday on the beach.)

2.4.2 Influence of Viewing Mode

It is well known that you can influence the apparent depth of relief by changing your
viewing mode (Jacobs, 1986b). This works both when looking into pictures and when
looking into a real scene, albeit that the effects are opposite for the two cases. Such
viewing modes typically have to be learned. It is one part of an artist's training to
learn how to look (which is much simpler than to learn how to see (Jacobs, 1986b),
but it has to be practiced anyway). This creates a problem for the scientific literature,
because neither the scientists, nor their naive observers, typically know how to look,
thus leading to many apparent conflicts in the literature.

If you have never experienced strong monocular stereopsis, this is what you should
do: stand in front of a realistic painting, e.g., an impressionist landscape. Paintings
are good because they have a size large enough to eliminate problems with accommo-
dation or monocular parallax. Moreover, artists are expert at placing their depth cues
strategically and effectively. Stand at what you think is the intended distance (typical
field of views are 40-50°) with your eye at the right position, i.e., frontally (both in
height and laterally). Close one eye. Feel free to look around in the painting through
eye movements. Now wait, simply look intently. Don't think, look. If you have never
experienced monocular stereopsis it may take you half a minute or a minute to acquire
it. Even if you are experienced it will take a few seconds. Don't worry, you will know

+
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synoptical (5) &
binocular (13) depth

,

monocular depth -0-

binocular monocular synoptical

Figure 2.3: The picture on the top left led to the pictorial reliefs (depth increasing
upwards) shown in the bottom row. The viewing modes were (from left to right) binoc-
ular, monocular, and synoptical. At the top right is a scatterplot of the monocular depth
against the binocular (B) and synoptical (S) depth. The dashed line indicates identity
(unit slope).

for sure when stereopsis occurs because the whole scene changes on you, you are not
looking at, but into the painting. The depth becomes real. This then is the experience
that turned on many painters and led some scientists to write enthousiastically about
"paradoxical stereopsis."

The influence of the viewing mode is simple and fully corroborates the accounts
given by artists such as Leonardo. Here are the facts: when you look at a picture
frontally, with a single eye, you experience a certain pictorial relief. If you switch
from monocular to binocular viewing, the relief collapses by a factor that depends on
your binocular stereo vision (see figure 2.3). For typical observers the depth range
typically decreases by roughly a factor of two; for stereo blind observers there is little
effect. If one uses a synopter, thus nulling the disparity field, the relief becomes much
deeper than for monocular vision. (We are considering only typical observers here.)
The difference between binocular and synoptical viewing can be as much as a factor of
five (Koenderink, van Doom, and Kappers, 1994).

If you look at the picture monocularly, but obliquely, you lose pictorial relief grad-
ually as the degree of obliqueness increases (van Doom and Koenderink, 1996). This
is one reason2 why pictorial depth is very good when you use a Verant.

When you change the viewing mode the pictorial cues evidently remain the same.
This is no doubt the reason why one finds only Hildebrand-type relief transformations
in these cases. We almost always find simple, linear scalings of the relief (Koenderink,
van Doom, and Kappers, 1994; Todd, Koenderink, van Doom, and Kappers, 1996).

2 Additional factors, such as the elimination of accommodation and monocular parallax cues, increase the
gain even more.
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Figure 2.4: The bottom row shows pictorials reliefs for a single observer for the (ge-
ometrically identical!) pictures shown in the top row. Experiments were done in the
sequence of increasing cues. Different observers vary greatly on the silhouette, but
yield essentially identical responses on the shaded picture.

2.4.3 Influence of Pictorial Cues

Even if the geometrical structure of a picture remains the same, a change of the pic-
torial cues may well turn out to change the structure of pictorial relief. This happens
not only for dramatic changes (Koenderink, van Doom, Christou, and Lappin, 1996b;
Koenderink and van Doom, 2003) (figure 2.4) but also for more subtle, parametric vari-
ations. One obvious example concerns shading. One can photograph a single scene un-
der different illuminations and thus produce numerous pictures that are geometrically
identical (be sure to mount the camera solidly such that it doesn't move between ex-
posures) yet qualitatively different. Such pictures depict on cursory examination "the
same scene."

In one experiment we systematically varied the position of a (single) light source
(Koenderink, van Doom, Christou, and Lappin, 1996a; Koenderink, 1998; Koenderink
and van Doom, 2003). We fould that the pictorial relief was systematically dependent
upon the light source position. At a first shot the reliefs are rather similar. This might
be said to confirm the "shape constancy" hypothesis to some degree. However, the
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residuals are significant and clearly correlate with the position of the source. At a
second shot one might say that convexities in the pictorial object tend to bulge out
into the direction of the source. Thus a sphere looks like an egg with the pointed
side towards the light source (Koenderink, van Doom, and Kappers, 1995; van Doom,
2000). We found this effect not only in pictorial space, but also in real scenes. In
fact the effect becomes very marked if you move a lamp around in the studio: All
illuminated forms seem to deform and follow the source. Portrait photographers use
this effect to good advantage, e.g., to put a crooked nose straight (Nurnberg, 1948).

2.4.4 Global versus Local Representation

Do observers maintain a "global representation" of pictorial space? We have reasons
to doubt it. In gauge figure experiments with the oval we clearly sample local surface
attitude (best represented by the local depth gradient, a vector in the picture plane) at a
finite number (hundreds) of points in the picture plane (and thus on the pictorial relief).
Whether these samples can be "explained" through a global, smooth surface (the "pic-
torial relief') is something that can be tested. The gradient field should be integrable.
Technically a vector field is integrable if its curl vanishes identically, something that is
amenable to statistical test (Koenderink, van Doom, and Kappers, 1992; Koenderink
and van Doom, 2003). So far we have found no instance where the sampled gradient
field failed to be integrable. This is an important fact in its own right. Apparently the
observers sample from some smooth pictorial relief.

We can perform the integration on the sampled data, and thus produce nice com-
puter graphical renderings of the "pictorial relief." Such renderings are useful in that
they summarize the data in a particularly intuitive form. Such pictures should not lead
one to assume that similar pictures somehow wander around in the observers' heads
though. Of course, we need not think of homunculi merrily watching internal screens.
Such surfaces might be represented in the form of data structures (say, triangulations)
that might be addressed in various ways to yield data such as local depth. Whether this
is indeed the case is something for empirical verification.

We have found that we can predict the answer to the question "which of two points
is nearer?" from the integral surface with higher precision than the observers can an-
swer the question themselves (Koenderink and van Doom, 1995). Because the integral
surfaces were obtained from the observers' earlier local surface attitude judgments, we
have to conclude that the observers cannot address a data structure that represents the
integral surface. Apparently their representations (in the sense of abstract data struc-
tures) are more fragmentary than that. It turns out that observers are about equally
good as the prediction if the two points happen to lie on a single slope of the pictorial
surface, but that they are bad if the points are separated by a ridge (Koenderink and van
Doom, 1993, 1994, 1998) or rut in the relief (Koenderink and van Doom, 1995).

2.4.5 Influence of Method

Typically, we find good agreement when we compare results obtained via different
methods. It is mainly the scatter in the data that varies, the shape of the pictorial relief
remains unaffected (Koenderink, van Doom, and Kappers, 1996). We find that the

p
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Figure 2.5: For the picture at top right an observer yielded the pictorial reliefs A and B

(top row). Because the method was slightly different, different results were found. A

scatter plot (I) of the depths reveals very low correlation. When relief A is transformed

according to z'(x, y) = ax + by + cz(x, y) + d with optimal parameter choices we

obtain relief A* and the scatterplot (II) shows an excellent correlation.

scatter depends primarily on the differential order that is being sampled (zeroth order
depth, first order = surface attitude, second order = curvature, etc.) and the degree

of locality of the method (measurement at a point, comparison at points at different

location, etc.).

The more local, the less the scatter. We find that observers are hard put to use the

zeroth order at all, the first order being much easier and far more precise. Possibly,
observers are even better at second order tasks, but we haven't tried yet.

Spectacularly bad agreement can be found when tasks are being used that involve

(mental) changes of orientation in the picture plane (Cornelis, van Doom, and de Rid-

der, 2003). Apparently observers have great difficulties in performing mental rotations

in the picture plane. This may also affect the results obtained with apparently very sim-

ilar interfaces rather dramatically. We have found that the bad agreement of pictorial

reliefs in such cases can typically be greatly improved through very simple transforma-

tions of the data; thus there is a systematic order in the differences.

An obvious way to compare pictorial reliefs is to make a scatter plot of depths at

corresponding locations. For a mere change of viewing mode we find R 2 values in the

0.9-0.99 range. For particularly bad agreement the R2 value may not be significantly

different from zero. If one does a multiple regression, including the Cartesian picture

plane coordinates, such very low correlations often spectacularly improve and even get

into the 0.9-0.99 range again (see figure 2.5)! Thus the aforementioned transforma-

tions of the type z'(x, y) = ax + by + cz(x, y) + d are indeed very special. We will
en 01Am c marital mnvomontc in nictorial space.
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physical space pictorial space

less more
depth depth

sliding
bead

pixel

Figure 2.6: The figure shows physical and pictorial space as separated by the picture
surface, but remember that pictorial space is merely virtual (a figment of the mind). A
"pixel" could be at any depth and is represented as a taut wire of indefinite length in
pictorial space. The mind assigns a depth value by "sliding a bead" along this wire.

2.5 Geometry of Pictorial Space

It is a priori clear that pictorial space has to be non-Euclidian for consider its group
of congruences and similarities. For ease of reference we will distinguish the "spatial"
dimensions (i.e., the extension of the picture plane or the visual field) and the "depth"
dimension. The depth dimension has no immediate existence in the physical world
and is thus a virtual (mental, not physical) dimension. The group actions that don't
affect the depth dimension are simply the Euclidian movements and similarities of
the picture plane or visual field. The transformations envisaged by Hildebrand affect
only the depth dimension. Neither type poses any particular problem. The "mixed"
transformations are the ones that yield the problems for a Euclidian interpretation of
pictorial space. For Euclidian motions would include rotations about axes that are
parallel to the picture plane. Such movements would allow you to see the back of the
head in a frontal photograph of a face, clearly preposterous! Such motions should be

forbidden by the geometry of pictorial space.
With some geometrical insight it is easy enough to guess at the correct structure.

Think of pictorial space as the picture plane with an infinitely long, taut thread attached
to every pixel. All these threads are elongated in a single direction, of which we think
as the depth dimension. On each thread we put a bead, thus obtaining an infinite
Glasperlenspiel (see figure 2.6). A "pictorial relief" is formed by a swarm of such
beads in the form of a curved surface. The position of any bead is controlled by the
mind, for the pictorial relief is a mental thing. The mind can't move the threads (these
are determined by the picture), but may shift the beads as it pleases. We may think the
movement of the beads to be controlled by the mind's interpretation of the "pictorial
cues." Any movement has to respect the threads; thus movements conserve a specific
family of parallel lines. Now assume pictorial space to be homogeneous, that is to

.4
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say, the same as seen from any of its points. Then you're done: there exists only one
homogeneous space (Coxeter, 1989) that conserves a family of parallel lines. It is a
certain Cayley-Klein space (Clifford, 1873; Klein, 1871) of zero curvature and a single

isotropic direction.3 In such a space rotations about axes parallel to the picture plane are

not periodic. Thus you can't "turn a pictorial object over" in order to see its backside!

In retrospect the structure discussed above makes very good sense in a number of
different contexts. Consider the problem of "shape from X." For many X's (e.g., shape

from shading, shape from texture, etc.) this problem has been formally analyzed (al-

beit under typically very restrictive assumptions) by the computer vision community
(Forsyth and Ponce, 2002). In all cases "solutions" fail to be unique but are specified

up to certain groups of ambiguity transformations (Koenderink and van Doom, 1997).

In the cases that we understand formally, these ambiguity groups coincide with the

rigid motions of pictorial space (Belhumeur and Kriegman, 1998; Koenderink and van

Doom, 1991). The general argument that almost all pictorial cues let one detect devi-

ations from planarity suggests that the "full ambiguity group" (for the bouquet of all

pictorial cues) must be of this type. A bold step! If true, this means that the motions of

pictorial space cannot be detected through analysis of the pictorial cues. The observer

has total freedom to perform such motions without ever coming into conflict with the

pictorial cues (the structure of the picture). As we have found empirically, human ob-

servers indeed perform such "mental movements;" it is exactly what Gombrich (2000)

aptly called "the observer's share," that is, the idiosyncratic (not picture related) part of

the pictorial scene.

2.5.1 Simple Introduction to the Geometry: The 2D Case

A very simple case is that of a plane in pictorial space corresponding to a line in the

picture, thus a plane extending in depth with a single spatial dimension. In this case the

general similarity can be simply expressed as x' = klx + a, z' = bx + k2z + c, where

x, x' denote the spatial coordinates before and after, z, z ' denote depths before and

after, and a, b, c, k1,2 are constants. For k1,2 = 1 one has "motions" (congruences);

for k1,2 0 1, similarities. Let us consider the motions first.

Consider two points {x, z} and {u, w}. We see that x' u' x u; thus x u

is invariant against arbitrary motions. This makes x u the perfect candidate for the

distance function (Strubecker, 1962). This distance is simply the distance along the

picture plane. Now consider the case x = u. Then the distance is zero, yet the points

need not be equal because in general z will not equal w (two beads on a single string!).

Such points are called "parallel." It is easy to check that for parallel points (and only

for parallel points!) z' = z w. Thus z w is a good distance measure for

parallel points, called the "special distance." In general we define the distance as either

the generic or (for the parallel case) the special distance (Strubecker, 1962).

Clearly x' = x +a, = z describes a mere translation in the image plane, whereas

= x, = z + c describes a depth shift. Such motions (also combinations) arefairly

trivial. More interesting is the case x' = x, z' = ax + z; this is a "rotation" about the

3Here Isotropic" means that stretches extending along an isotropic direction have zero length.

= -

w'

z'
x' z'
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Euclidian Rotation in
original rotation pictorial space

depth

Figure 2.7: The Hermann von Helmholtz stamp (left) with two rotated copies: at the
center the result of a Euclidian rotation; at the right a rotation in pictorial space, both
rotations over one radian. Of course this illustration has to be consumed cum grano
salis, for we took the vertical dimension of the stamp to represent depth: don't get
confused!

"angle" a. Since the parameter a can take values between ±oo, we see that rotations
and angles are not periodic in this plane; thus the plane is definitely nonEuclidian
(see figure 2.7). The rotation only changes the depth; thus all "beads" move along their
"threads" (as they should). The frontoparallel line z(x) = zo is no longer frontopar-
allel (namely, z(x) = zo + ax) after a rotation, but has slope a. Clearly the slope is
the tangent of the Euclidian angle, or, equivalently, the depth gradient (dz 1 dx = a).
This yields a simple interpretation of the non-Euclidian angle. Notice that rotations
don't affect distances between points. Because the slope of any line is changed by the
same amount, the angles subtended by two lines (difference of their slopes) is also not
affected by rotations. This is simply what one expects from congruences, of course
(Jaglom, 1979).

Lines extending purely into depth (the "threads" of the beads model) have infinite
slope. They subtend infinite angle with any generic line. One says that they are normal
to any line. The concept of "normal" is not very useful in this geometry, since all
normals are parallel! Instead of normals one uses slopes.

Next consider pure similarities, i.e, x' = kjx, = k2z. We differentiate be-
tween similarities "of the first kind" with k2 = 1 and similarities "of the second kind"
with k1 = 1. The similarities of the first kind merely scale the spatial coordinate (for
x' u' = k1 (x u)) whereas those of the second kind are seen to scale the angles
(for dz' 1 dx' = k2 clz dx). A general similarity has two distinct magnification factors,
one for the distances and one for the angles, quite unlike the Euclidian plane. In the
Euclidian plane angles can't be scaled because they are Periodic.

Consider the "unit circle" x2 = 1, that is, the locus of all points at unit distance

-

z'
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from the origin. It consists of the normal lines x = ±1. It can be rotated in itself and is
convenient as a protractor to measure (non-Euclidian) angles. Such a circle is referred
to as a circle "of the first kind," because there are other, very useful, ways to define
circles. A unit circle "of the second kind" is z(x) = x2 12. It can also be moved along
itself (by a rotation combined with a shift). Both types of circle satisfy many of the
properties of the familiar circle in the Euclidian plane (Sachs, 1987). Notice that you
have (for a circle of the second kind) dzIdx = x; thus the slope equals the arc length.
Consequently, the non-Euclidian angles are simply (non-Euclidian) "radians." The rate
of change of slope is d(dz Ids)/ dx = d2 z /dx2 = 1, which is the curvature. Likewise,
a circle z(x) = x2 I2R is seen to have curvature 1/R, thus radius R.

It is possible to turn the Euclidian plane into the non-Euclidian plane by a very sim-
ple trick (Jaglom, 1979). Let {x, y} be Cartesian coordinates of the Euclidian plane,
the metric being given as ds 2 = dx2 + dy2. Now we dilate the y-axis by some large fac-
tor F (say). The x-coordinate is not affected, but the y-coordinates are scaled by 1/F.
Thus the metric becomes ds2 = dx2 + (dy F)2 , which tends to ds2 = dx2 , the metric
of the non-Euclidian plane, as we increase F beyond bounds. Thus the non-Euclidian
plane is simply the "infinitesimal" neighborhood of the x-axis of the Euclidian plane.
Indeed, all geometrical constructions discussed above are intuitively obvious if you re-
gard them as limiting cases of their Euclidian equivalents. This nicely illustrates the
role of the depth dimension as a "virtual" (vanishing spatial extent) dimension.

2.5.2 The 3D Case

The 3D case is very similar in spirit to the simple 2D case, but the group of proper
motions and similarities is much richer (Strubecker, 1941; Sachs, 1990).

Notice that the similarities that leave the pixels in place (x' = x, y' = y) transform
the depth ("shift the beads") according to z' = ax + by + cz + d, i.e., exactly the
"observer's share" as we have found empirically in many experiments (Cornelis, van
Doorn, and de Ridder, 2003; van Doom, Koenderink, and de Ridder, 2001; Koenderink,
van Doom and Kappers, 2000; Koenderink, van Doom, Kappers, and Todd, 2000,
2001; Koenderink and van Doom, 2003). Here the parameters (a, b) denote a (non-
Euclidian) rotation that allows mental movements to turn any generic plane into a
frontoparallel plane! The parameter c describes a similarity of the second kind, that
is a Hildebrand-style relief transformation. The parameter d, finally, denotes a depth
shift. In our experiments we cannot measure depth shifts since we tend to measure
surface attitudes or curvatures. In practice observers are hard put to assign absolute
distances to pictorial objects; thus the parameter d might as well be ignored altogether.

It is possible to work out the complete differential geometry for this space (Sachs,
1990). This is of much interest, since it leads to definitions of "pictorial shape" as
the invariants under mental movements. Notice that pictorial shape is different from
Euclidian shape because "shapes" are (by definition) invariants under arbitrary dis-
placements whereas the groups of displacements (congruences) are quite different in
the two geometries.



Jan J. Koenderink, Andrea J. van Doom, and Astrid M. L. Kappers 27

2.5.3 The Panoramic Visual World

In some cases the geometry discussed above seems misplaced, namely, whenever the
observer is confronted with a panoramic field of view. The situation is a complicated
one though, sinceat least in the case of photographsone has to reckon with two
distinct fields of view, namely that of the camera and that under which the observer
views the picture. In many instances of daily life these two are very different. A
"normal" sized picture on a page (say) might be 5 x 7"; seen at normal reading distance
of 10", this means a viewing angle of 28 x 38.6°. This conforms closely to the field
of view of a miniature camera (24 x 36mm frame) fitted with a 50 mm "normal" lens
(field of view 27 x 39.6°). Of course this is no accident: such pictures appear "normal"
enough. Now suppose I use a very long telephoto lens, ca. 40cm focal length. Now the
field of view of the camera is 3.4 x 5.2° whereas the field of view of the viewer is still
28 x 38.6°: i.e., much larger. Most people consider such images "unnatural" because
the pictorial space looks extremely flattened. Next fit the camera with an extremly
wide angle lens, say 15mm focal length. Now the field of view of the camera is 77.3 x
100.4° whereas the field of view of the viewer is still 28 x 38.6°, i.e., much smaller.
Again, most people consider such images "unnatural" because pictorial objects look
extremely deformed (Pirenne, 1970). Typically people blame the lenses for this. Yet
both telephoto and wide-angle lenses deliver perfect perspective images; they are not to
blame. It is simply that the "correct" viewing distances would be (roughly) 3 " for the
wide angle and 80" for the telephoto lens, and nobody is willing (or even able) actually
to view the pictures from these "correct" distances.

A different issue is whether observers "correct" for the divergence of their visual
rays. Perhaps surprisingly, we have reason to believe that they don't. It is easy enough
to convince oneself of this fact: build a children's peepshow from a large cardboard
box and prepare it for a visual field of about 120 °. Put a picture (a long strip is best)
bent along a cylinder with axis at the peephole in the box and illuminate it through
a source located near the peephole (the idea is to prevent shading). Use a uniform
texture (e.g., equal sized polka dots) for the picture. Now take a peep and try to judge
the pictorial relief. You will need eye movements to view most of the picture because
the field of view is larger. Try to avoid motion parallax cues. What we see is something
most akin to a frontoparallel plane, and not a circular cylinder about the eye! Judge for
yourself. As one might have expected, the "shape from texture" is apparently reckoned
with respect to the local visual directions and the mind doesn't take the divergence of
visual angles into account at all.

In this respect vision seems very similar to active touch, where local rod orientation
seems to be referred to the hand frame instead of the body frame, leading blindfolded
observers to commit judgment errors of up to 90 ° (Kappers and Koenderink, 1999).
This is something one should experience: most people don't believe they are capable
of errors like that until one demonstrates this to their satisfaction (or horror)!

A geometrical model of what is happening in panoramic pictorial space is the fol-
lowing (Koenderink, 2003) (see figure 2.8). Describe the spatial positions4 of points
with respect to the observer in terms of radial distance from the observer and az-
imuthal angle co. The radius runs from 0 (the observer) to oo, and the azimuth runs

4To keep the discussion simple we only consider the horizontal plane here.

p,

t
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Figure 2.8: Two figures of a planar, panoramic visual world before (left) and after

(right) the application of a rotation in pictorial space. Here the visual field is very

large, apart from a small gap about the full horizon! The "straight ahead" direction is

towards the right. Notice that the rotation does notaffect the radii (pixels!) and that the

equidistance circles shear to become equiangular (constant slant) spirals.

from -r12 (leftwards) through 0 (straight ahead) to -1-ir/2 (rightwards). In practice

the visual field may be more limited than that, of course. Now we map points fp, A
on points {u, v} in a "mental space" according to the transformation u = cc, v =
log(p/po) (log(s) denotes the natural logarithm of s, go a reference distance). This

is a "conformal" transformation (Needham, 1997), meaning that small neighborhoods

in the {p, domain are geometrically similar to the corresponding neighborhoods

in the {u, v} domain. (The transformation will be familiar to many readers as the

"log-polar transform" often used to describe the retino-cortical map, though there is

no obvious relation.) The visual rays (constant (p) are mapped on the parallel lines of

constant u, whereas the equidistance circles (constant p) are mapped on the parallel

lines of constant v. Straight lines in mental space correspond to equiangular spirals in

the {g,cp} domain and vice versa.
It is possible to show that one obtains a neat geometry if one indeed assumes that

"translations" in mental space correspond to Euclidian rotation-dilatations about the

vantage point (Koenderink, 2003). This makes sense, because a uniform dilatation of

the physical world cannot have an effect on the visual world, nor can rotations about the

vantage point (these being equivalent to eye movements). Thus such transformations

should appear as mere shifts that don't affect the structure of configuration in visual

space in the least. We may fit the {u, v} plane with the metric ds2 = du2 and we obtain

exactly the same non-Euclidian geometry as discussed above. We interpret the normal

lines as visual directions, and the lines of constant v as"apparent frontoparallels." Thus

we obtain a structure that closely resembles the observations.

Notice that the eye itself is not in pictorial space (it would have to be at v = 1
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oo; i.e., it is outside the space) as is indeed intuitively evident (Wittgenstein, 1922).
Its position is not at all indicated by the convergence of visual rays towards the eye,
because the visual rays fail to converge in the mental space.

2.6 What Next?

Since we started out on our quest to make pictorial space amenable to objective, quan-
titative empirical and theoretical study, we evidently made some progress (Koenderink,
van Doom, and Kappers, 2000). Yet the work reported so far has perhaps resulted in
more questions than answers. Now we have gained a position from which we start
to gain an initial overview of the problems; it appears to us that the study of pictorial
space is still pretty much at its infancy. So what's next?

On the conceptual side one sorely misses a solid working knowledge of the "pic-
torial cues." The term "pictorial cue" itself is perhaps a misnomer, since it suggests a
preordained, (very) finite set of discrete entities called cues, each of which would by
itself be sufficient to add an independent bit of geometrical structure to the pictorial
configuration evoked by the picture. This is clearly nonsense. Whereas it is clearly the
case that the image structure is the cause of the pictorial configuration, it is also clear
that this requires not only the picture, but also the observer. No doubt a newborn would
come up with a different pictorial configuration, if any. This opens the possibility that
even the mature observer might not fully exploit the available structure. What is avail-
able anyway? That clearly depends upon the type of image and the expertise of the ob-
server. An analysis of the "cues" involves an analysis of the ecological optics (Gibson,
1950) in the setting of the observer's biotope (or Umwelt in von Uexkiill's sense (von
Uexkiill, 1909)). This again involves two types of expertise, namely generic under-
standing of the causal nexus ("Laws of Optics") and specific knowledge of the generic
structure of the biotope (in a statistical sense). Such a program has never been carried
out for typical human biotopes (natural scenes, city environment, office environments,
etc.). One needs to know what can possibly be estimated, on the ground of what type
of image structures, with what kind of probability measure, and what the structure of
the group of remaining ambiguities is like. What is available today is preciously little.
Psychology, biology, and computer vision have merely scratched the surface.

One hopes that much can be done in a fairly general way, and then progress might
be booked without having to accumulate too much encyclopedic knowledge. Our con-
struction of the geometry of pictorial space on the basis of a few general arguments
is an example of such a procedure. Eventually the many lacuna have to be filled up,
though.

On the empirical side one needs to forge more and especially more powerful tools
to probe pictorial space. It will be necessary to sample many more properties than we
have been able to do so far. The reason why this is necessary is that "pictorial space" is a
catchy term to denote something that is unlikely to be a "space" in the usual geometrical
sense at all. It is hard to say what a useful formal description might eventually look
like. We would guess something like a number of formal spaces with various degrees
of inner coherency and only weak mutual interactions. There are numerous reasons
to believe that our current terminology leads to many unfortunate inconsistencies. It

f
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, is a bit like the situation in astronomy where the distances to remote objects have to
be labeled by the method of estimation, each method yielding a different estimate. In
the case of astronomy one has the conviction that all such estimatesare estimates of a
single true distance, though. Such a conviction is likely to be misplaced in the case of
pictorial space. A distance, surface attitude or curvature is not something for which a
"true" value exists, even though one doesn't know it. It is entirely possible that "the
same" curvature turns out to be different if one changes the way to sample it. It is
also not necessary that curvature implies a certain trend of slope, and so forth. This is
the reason why one should be wary of comparisons of entities that we assign the same
name to (e.g., "curvature") but are actually to be distinguished. The literature is rife
with most unfortunate examples.

Is there a bottom line? If any, then probably the cheerful view that the study of
pictorial space is certain to be a very rewarding one that might easily consume one's
professional life without so much as a chance of being brought to a conclusion.
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